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Abstract

Transformer-based language models achieve
strong performance but incur substantial in-
ference cost due to repeated high-dimensional
matrix multiplications. We propose Reduced
Matrix Multiplication (RMM), a training-
free, input-adaptive inference method that re-
duces Transformer matrix products by select-
ing informative slices along their contrac-
tion dimensions, without modifying model
weights. Under a simple retention-ratio con-
trol, RMM provides a smooth and predictable
accuracy–efficiency trade-off.Across language
models ranging from 1B to 70B parame-
ters, we find that reduction tolerance depends
on the model family, task, component, and
retention ratio, although it often improves
with model scale. Under moderate reduc-
tion, RMM remains robust across the evalu-
ated discriminative, autoregressive-generation,
and long-context settings. We further show
that the same principle extends to multimodal
vision–language inference. Mechanistic ab-
lations reveal a structural asymmetry within
Transformers: attention-side computations are
substantially more reducible than MLP compo-
nents. Finally, wall-clock benchmarks with
custom kernels on an NVIDIA A100 show
that these computational savings can trans-
late into practical runtime gains, especially at
longer sequence lengths. Together, these re-
sults position RMM as a scalable direction
for input-adaptive inference-time optimization.
Code and project resources will be available at
https://github.com/Zesearch/rmm-llm.

1 Introduction

Transformer models (Vaswani et al., 2017) con-
tinue to improve with scale (Kaplan et al., 2020),
but their inference cost also grows rapidly. As
model size increases, efficient inference becomes
increasingly important in practice. A major source
of this cost is the repeated high-dimensional matrix
products in attention and feed-forward layers. This

raises a basic question: during inference, do all in-
dices along the shared multiplication axes of these
matrix products need to be evaluated for every in-
put, or can part of this computation be reduced
adaptively while preserving model behavior?

Prior work has explored redundant computation
in Transformer inference from several angles (Liu
et al., 2021; Peng et al., 2023; Sajjad et al., 2023;
Liu et al., 2023). One line of work simplifies model
computation through structured pruning, low-rank
approximation, or dimension reduction (Sun et al.,
2024; Ma et al., 2023; Frantar and Alistarh, 2023;
Ashkboos et al., 2024; Gao et al., 2024). An-
other line of work reduces context-level redun-
dancy through token compression, KV-cache man-
agement, or decoding-time scheduling (Li et al.,
2023b; Pan et al., 2024; Zhang et al., 2023; Xiao
et al., 2024; Fu et al., 2025; Shah et al., 2024; Yuan
et al., 2025; Li et al., 2025b,a). These methods re-
duce inference cost by modifying fixed model struc-
tures, shortening inputs or caches, or changing exe-
cution flow, but they do not directly ask whether the
contracted computation inside each Transformer
matrix product can be reduced adaptively for the
current input. A closely related direction exploits
activation sparsity by skipping small-magnitude ac-
tivation entries during inference (Liu et al., 2025;
Lee et al., 2024). Although such methods also
use input-dependent activation information, their
primary object is the sparsification of activation
tensors or hidden states. Our focus is different:
rather than sparsifying hidden states themselves,
we reduce the shared multiplication axis of each
matrix product. Depending on the operation, this
axis may correspond to hidden channels in linear
or MLP projections, attention-head feature dimen-
sions in attention-score computation, or token posi-
tions in the attention-value product. This framing
distinguishes RMM from fixed component pruning,
activation-state sparsification, and token pruning:
the goal is to reduce the contracted computation per-

28024

https://github.com/Zesearch/rmm-llm


formed by each matrix product at inference time.
In this work, we propose Reduced Matrix Mul-

tiplication (RMM), a training-free, input-adaptive
method for Transformer inference. Rather than ex-
ecuting the full matrix products in attention and
MLP layers, RMM dynamically selects and com-
putes informative indices along the shared multi-
plication axis of each product, without modifying
model weights. Beyond acceleration, RMM pro-
vides a controllable way to reduce computation
through a simple retention ratio, enabling a system-
atic study of redundancy in Transformer inference.
Across models ranging from 1B to 70B parame-
ters and diverse downstream tasks, we observe a
general trend that larger models tolerate more ag-
gressive reduction, although reduction robustness
remains model- and task-dependent. We further
observe a clear structural asymmetry within Trans-
formers: attention-side computations are substan-
tially more reducible, whereas MLP components
are much more sensitive to reduction. We also show
that RMM extends to multimodal vision–language
inference, and implement Triton kernels to verify
that the reduced matrix products can translate into
practical wall-clock speedups.

2 Related Work

Prior work has shown that Transformer inference
contains substantial redundancy across neurons,
layers, attention heads, and larger structural units:
models can often tolerate pruning or reduction
while preserving performance (Peng et al., 2023;
Sajjad et al., 2023). These findings suggest that
not all inference-time computation is equally indis-
pensable.

One major direction reduces computation by
modifying or compressing model structure, includ-
ing structured pruning, unstructured pruning, low-
rank approximation, and dimension reduction (Sun
et al., 2024; Ma et al., 2023; Frantar and Alistarh,
2023; Ashkboos et al., 2024; Gao et al., 2024).
Such methods typically determine the reduction
pattern before inference and operate on a fixed
model structure, answering which parts of the
model can be removed or compressed in advance
rather than whether computation should vary with
the current input.

Another direction reduces redundancy in the
input context, cache, attention pattern, or execu-
tion process through token compression, KV-cache
management, decoding-time skipping, sparse at-

tention, efficient attention kernels, or scheduling
optimization (Li et al., 2023b; Pan et al., 2024;
Zhang et al., 2023; Xiao et al., 2024; Shah et al.,
2024; Yuan et al., 2025). These methods can re-
duce latency or memory overhead, especially in
long-context settings, but they mainly act on inputs,
cached tokens, attention patterns, or execution flow
rather than directly reducing the high-dimensional
matrix products inside attention and feed-forward
layers.

Closely related to our work are training-free
activation-sparsity methods, including TEAL (Liu
et al., 2025) and CATS (Lee et al., 2024), which
skip or mask low-magnitude activation entries
during inference. These methods are also input-
dependent and often training-free. For linear and
MLP projections, RMM shares a related mecha-
nism with activation sparsity, since both use the
current activations to retain a subset of input di-
mensions. The main distinction lies in formulation
and scope: activation-sparsity methods define spar-
sity over activation entries supplied to projection
layers, whereas RMM defines reduction over the
shared contraction axis of a general matrix product.
This matrix-product formulation applies not only
to linear and MLP projections, but also to attention-
internal products such as QK⊤ and PV , where the
contracted axes correspond to attention-head fea-
ture dimensions and token positions, respectively.
Thus, RMM overlaps with activation sparsity in
the projection setting while extending the same re-
duction principle to a broader set of Transformer
matrix products.

Our work is also related to classical random-
ized approximate matrix multiplication (Drineas
et al., 2006), which approximates a matrix prod-
uct by sampling column-row pairs according to
importance distributions. Such estimators can in
principle be used within a single Transformer for-
ward pass. However, under a fixed reduction bud-
get, stochastic sampling introduces per-instance
approximation variance; reducing this variance gen-
erally requires more sampled pairs, which weak-
ens the achievable computational savings. RMM
adopts the same matrix-product perspective while
using deterministic, activation-aware index selec-
tion along the shared multiplication axis, yield-
ing predictable reduced products whose effects we
evaluate across Transformer components. Overall,
RMM takes a direct computational perspective: it
reduces matrix products themselves.
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3 Methodology

3.1 Preliminaries
Transformer inference is mainly composed of
matrix multiplications in self-attention and feed-
forward networks (MLPs). Let the input hid-
den states at layer l be X(l) ∈ RL×d, where L
is the sequence length and d is the hidden di-
mension. In self-attention, the input is linearly
projected to queries, keys, and values as Q =
X(l)WQ, K = X(l)WK , and V = X(l)WV ,
where WQ,WK ,WV ∈ Rd×dh , and dh is the fea-
ture dimension of each attention head. Attention
scores are computed by QK⊤, and the output is ob-
tained by softmax(QK⊤)V . Similarly, the MLP
block consists of large linear transformations be-
tween activations and weight matrices. Although
these computations arise in different modules, their
core can be written in the unified form Y = AB,
where A ∈ Rn×d denotes the activation matrix de-
termined by the current input, B ∈ Rd×m denotes
a weight matrix or intermediate representation, and
Y ∈ Rn×m is the output.

3.2 Reduced Matrix Multiplication
Classical approximate matrix multiplication estab-
lishes that the product AB can be approximated
via Monte Carlo sampling: one repeatedly draws
column-row pairs from the shared dimension ac-
cording to a probability distribution derived from
both matrices, rescales them, and averages over
independent draws to obtain a low-error estimate in
expectation (Drineas et al., 2006). However, Trans-
former inference performs only a single forward
pass per input, leaving no opportunity to average
over repeated samples, so such randomized estima-
tors cannot be directly applied with reliable per-
instance quality. This motivates a deterministic,
input-adaptive approach. Based on the unified ma-
trix multiplication form above, we define Reduced
Matrix Multiplication(RMM) as follows. For a
matrix product Y = AB, where A ∈ Rn×d and
B ∈ Rd×m, RMM selects an index set I ⊆ [d]
with |I| = ⌈ρd⌉, where ρ ∈ (0, 1] is a user-
controlled retention ratio, and computes

RMMρ(A,B) ≜ A:,I BI,:.

Activation-aware dimension selection. To se-
lect I, we assign each feature dimension j ∈ [d]
an importance score sj ≜ ∥A:,j∥2, which mea-
sures the magnitude of feature j under the cur-
rent input. Given a retention ratio ρ, we select

I = TopK({sj}dj=1, ⌈ρd⌉). This procedure is
fully deterministic. Since the selection depends on
the current activations, the resulting subspace may
vary across inputs, layers, attention heads, and de-
coding steps. RMM adapts its computation to each
input by selecting dimensions based on current ac-
tivation magnitudes. This choice is theoretically
grounded: we prove in Appendix E.1 that TopK
selection by column norm is minimax optimal, min-
imizing the worst-case approximation error over
all possible B at any given retention budget. Our
ablation experiments (Section 6) further confirm
that both dynamic selection and activation-aware
scoring are essential to the effectiveness of RMM.

3.3 Applying RMM to Attention and MLPs

We apply RMM to Attention and MLP layers as
follows (Figure 1).

Attention. Consider a single attention head with
queries Q ∈ RLq×dh , keys K ∈ RLk×dh ,
and values V ∈ RLk×dh . We compute fea-
ture scores sj = ∥Q:,j∥2 and select I =

TopK({sj}dhj=1, ⌈ρddh⌉), yielding reduced atten-

tion scores S̃ = 1√
dh

Q:,IK⊤
:,I . Attention weights

are then obtained as P = softmax(S̃+M), where
M denotes the optional causal or attention mask.
For grouped-query attention, dimension selection
is performed per head on Q, with the corresponding
dimensions gathered from the shared K and V ten-
sors. We further optionally sparsify the attention–
value multiplication PV over the token dimension
by computing token scores at = ∥P:,t∥2, select-
ing T = TopK({at}Lk

t=1, ⌈ρtLk⌉), and evaluating
Õ = P:,T VT ,:.

MLP and linear projections. Given activations
X ∈ RL×d and weights W ∈ Rd×d′ , we
compute feature scores sj = ∥X:,j∥2, select
I = TopK({sj}dj=1, ⌈ρdd⌉), and evaluate Ỹ =
X:,IWI,:. The same rule applies to linear projec-
tions as well as to feed-forward layers.

3.4 Complexity

For a matrix multiplication A ∈ Rn×d and
B ∈ Rd×m, dense computation costs O(ndm).
With feature retention ratio ρd, RMM evaluates
A:,IBI,: with |I| = ⌈ρdd⌉, reducing the cost to
O(nρddm). In attention, reducing QK⊤ over the
head dimension lowers the cost from O(LqLkdh)
to O(LqLkρddh). If token selection is also applied
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Figure 1: Application of RMM in major computations of Transformer language models.

to the attention–value product, the cost of PV is re-
duced from O(LqLkdh) to O(LqρtLkdh). RMM
additionally requires computing feature scores and
selecting top-k indices: computing sj = ∥A:,j∥2
costs O(nd), while top-k selection over d (or Lk)
is a lightweight vector-level operation. In prac-
tice, these overheads are small relative to the dense
matrix multiplications that RMM replaces.

3.5 Theoretical Justification

We provide a concise theoretical justification for
the activation-aware selection rule used by RMM.
Consider a matrix product AB, where A ∈ Rn×d

and B ∈ Rd×m. The product can be decomposed
into rank-one terms along its shared multiplication
axis:

AB =
d∑

j=1

A:,jBj,:. (1)

For a retained index set I , RMM discards the terms
indexed by Ī = [d] \ I. The resulting approxima-

tion error satisfies

AB −A:,IBI,: =
∑

j∈Ī
A:,jBj,:,

∥AB −A:,IBI,:∥F ≤
∑

j∈Ī
∥A:,j∥2 ∥Bj,:∥2 .

(2)

This decomposition motivates selecting dimen-
sions according to the observed activation matrix.
Let αj = ∥A:,j∥2 and bj = ∥Bj,:∥2. For selection
rules that depend only on A, we consider the worst-
case value of the upper bound in Eq. (2) under the
normalized constraint

∑
j b

2
j ≤ 1. For any fixed I,

Cauchy–Schwarz gives

max
bj≥0∑
j b

2
j≤1

∑

j∈Ī
αjbj =


∑

j∈Ī
α2
j




1/2

=
∥∥A:,Ī

∥∥
F
.

(3)
The equality is attained when the unknown row en-
ergies are proportional to the discarded activation-
column norms. Therefore, under a fixed budget
|I| = k, minimizing the worst-case upper-bound
surrogate is equivalent to minimizing the residual
activation energy

∑
j /∈I ∥A:,j∥22. The optimal so-

lution is precisely to retain the k columns of A
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with the largest ℓ2 norms. Thus, the TopK rule
used by RMM is minimax optimal for the stated
activation-only surrogate.

The same analysis also provides an energy-based
interpretation of the retention ratio. Applying
Cauchy–Schwarz to Eq. (2) yields

∥AB −A:,IBI,:∥F ≤
∥∥A:,Ī

∥∥
F

∥∥BĪ,:
∥∥
F
. (4)

Defining the discarded energy ratios

ϵA(ρ) =
∥A:,Ī∥2F
∥A∥2F

, ϵB(ρ) =
∥BĪ,:∥2F
∥B∥2F

, (5)

we obtain the normalized approximation bound

∥AB −A:,IBI,:∥F
∥A∥F ∥B∥F

≤
√
ϵA(ρ)ϵB(ρ). (6)

TopK selection minimizes the A-side residual en-
ergy among all index sets with the same cardinality.
Consequently, when activation energy is concen-
trated in a subset of contraction dimensions, RMM
can retain most of the activation energy while evalu-
ating a smaller matrix product. Increasing ρ mono-
tonically decreases this residual, providing a direct
theoretical connection between the retention ratio
and approximation quality.

This argument applies uniformly to the contrac-
tion axes targeted by RMM: input channels in linear
and MLP projections, head-feature dimensions in
QK⊤, and token positions in PV . The analysis
justifies the selection rule rather than guaranteeing
downstream task accuracy, which can additionally
depend on cancellation, nonlinearities, and error
propagation across layers. The complete theorem,
proofs, and further discussion are provided in Ap-
pendix E.

4 Experimental Setup

Overview. Our experiments are structured to val-
idate both the effectiveness of dynamic, activation-
aware pruning and the empirical insights it enables
under controlled retention ratios. We first estab-
lish the necessity of dynamic selection by com-
paring RMM against representative weight-level
static pruning methods under matched sparsity bud-
gets on LLaMA 3.1 8B. We then sweep retention
ratios across model scales from 1B to 70B to ex-
amine how performance degrades as computation
is reduced and how redundancy varies with scale.
Next, we test robustness under more realistic in-
ference settings, including autoregressive genera-

tion and long-context reasoning. We further per-
form component-wise pruning analyses on atten-
tion and MLP blocks to identify which computa-
tions are more redundant and which are more criti-
cal. Finally, we evaluate generalization on a vision–
language model and report wall-clock latency on
an NVIDIA A100 GPU to verify that the computa-
tional savings translate into actual runtime improve-
ments. Additional experiments, including com-
parisons with TEAL, compute-normalized com-
ponent analysis, evaluations on additional VLM
backbones, INT8 compatibility, and LLaMA-70B
latency, are provided in Appendix B.

Models and tasks We evaluate RMM on a
wide spectrum of pre-trained LLMs, including
Llama 3.1 70B, Llama 3.1 8B, Llama 3.2 3B,
Llama 3.2 1.5B (Grattafiori et al., 2024),
Qwen3 32B and Qwen 3.1 7B (Yang et al., 2025),
and Qwen2.5-VL-7B-Instruct (Bai et al., 2025).
The benchmarks span multiple capabilities: (i)
general QA and reasoning, including COPA (Gor-
don et al., 2012), PIQA (Bisk et al., 2020),
COMMONSENSEQA (Talmor et al., 2019), ARC-
EASY, ARC-CHALLENGE (Clark et al., 2018), and
MMLU (Hendrycks et al., 2021); (ii) language
modeling evaluation on WIKITEXT (Merity et al.,
2016) and BOOKCORPUS (Zhu et al., 2015); (iii)
mathematics and coding tasks, including GSM8K
(Cobbe et al., 2021) and HUMANEVAL (Chen
et al., 2021); (iv) long-context reasoning, including
RULER-CWE and RULER-HOTPOT (Hsieh et al.,
2024); (v) summarization on CNN/DAILYMAIL

(Nallapati et al., 2016); and (vi) vision–language
tasks, including POPE (Li et al., 2023a), Blink Art
Style, Blink Forensic Detection, and Blink Count-
ing (Fu et al., 2024). All tasks are evaluated in the
zero-shot setting without task-specific fine-tuning.
For a more controlled analysis, the main-paper re-
sults apply reduction to attention-side matrix multi-
plications. Full detailed result tables are provided
in the appendix.

Baselines. We compare RMM against repre-
sentative pruning and inference-time optimiza-
tion baselines. Static pruning methods in-
clude SparseGPT (Frantar and Alistarh, 2023),
Wanda (Sun et al., 2024), SliceGPT (Ashkboos
et al., 2024), and magnitude pruning (Han et al.,
2015). For dynamic inference-time baselines, we
include H2O (Zhang et al., 2023), which dynami-
cally manages the KV cache during decoding but
does not modify the feature dimensions involved
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Method (RR = 0.5) ARC-C ARC-E COPA PIQA CommQA Avg.

Full model (RR = 1.0) 49.5 76.3 77.2 79.9 66.0 69.8
RMM 36.8 63.0 70.6 76.6 51.9 59.8
SparseGPT 31.4 64.2 70.4 71.0 43.4 56.1
Wanda 28.1 60.7 67.2 68.9 38.4 52.7
SliceGPT 20.7 31.8 56.0 53.4 23.1 37.0
Magnitude 22.7 33.7 57.2 57.6 25.0 39.3

Table 1: Zero-shot QA performance on LLaMA 3.1 8B under a fixed retention ratio (RR = 0.5). All pruning
methods operate at the same retention ratio, while the full model (RR = 1.0) is shown for reference.

Model Method RR ROUGE-1 ROUGE-2 ROUGE-L ROUGE-Lsum BERTScore

LLaMA 3.1 8B

Full model 1.0 37.4 15.6 24.3 31.3 86.8
RMM 0.8 37.5 15.7 24.2 31.4 86.7
RMM 0.5 34.2 13.6 22.0 28.7 85.8
Static 0.8 37.4 15.6 24.2 31.2 86.7
Static 0.5 28.0 9.9 19.3 24.3 84.0
Random 0.8 6.9 0.6 6.2 6.7 78.0
Random 0.5 5.7 0.2 5.2 5.5 81.4
H2O 0.8 24.4 9.3 16.3 21.9 82.7
H2O 0.5 24.4 9.3 16.3 21.9 82.7

Table 2: Abstractive summarization performance on CNN/DailyMail using LLaMA 3.1 8B under different pruning
strategies. RMM, static pruning, and random pruning are evaluated at the indicated retention ratios. H2O uses a
fixed token budget and therefore yields identical results across the two displayed settings.

in matrix multiplications. As control baselines, we
also include a static variant of RMM, which se-
lects a fixed subset of feature dimensions during
prefill based on activation statistics and reuses the
same subset for all subsequent tokens. And ran-
dom pruning retains feature dimensions uniformly
at random at each decoding step under the same
sparsity budget as RMM. Together, these baselines
allow us to compare RMM against static pruning,
non-adaptive activation-based selection, random se-
lection, and dynamic methods operating at different
levels of the inference stack.

5 Main Results

5.1 Controlled comparison of Pruning
behavior

We first compare pruning strategies on a single
model under a controlled setting to isolate the effect
of different pruning strategies. All experiments in
this stage are conducted on LLaMA 3.1 8B with
a fixed retention ratio of RR = 0.5. We consider
two inference settings:

Discriminative question answering We first
evaluate zero-shot QA performance on standard
reasoning benchmarks (Table 1). Performance
is measured by comparing the log-likelihoods of
candidate answers. We compare RMM against
representative static pruning baselines, including
SparseGPT, Wanda, SliceGPT, and magnitude

pruning. RMM achieves the best average accu-
racy among all pruning methods and shows more
consistent degradation across tasks. In contrast,
static baselines suffer substantially larger and less
uniform drops across benchmarks. These results
suggest that fixed, non-adaptive pruning decisions
are insufficient to maintain stable performance in
practical downstream tasks.

Abstractive summarization We further evaluate
pruning strategies on the abstractive summarization
task, a token-by-token generation setting (Table 2).
In addition to the static baselines, we include two
dynamic baselines in this setting: (i) random prun-
ing, which selects retained dimensions uniformly
at random at each decoding step, and (ii) H2O,
which dynamically manages the KV cache at the
token level. All methods are evaluated under iden-
tical retention ratios. At RR = 0.8, RMM remains
close to the full model while substantially reducing
computation. When the retention ratio is reduced
to RR = 0.5, RMM continues to outperform all
baselines by a clear margin. Static pruning meth-
ods degrade rapidly in generation quality, while
random pruning, despite being dynamic, fails to
maintain coherent and semantically consistent sum-
maries. H2O performs better than static pruning in
this setting, but remains consistently weaker than
activation-aware matrix-level pruning.
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Summary Under a fixed model and retention
ratio, the relative behavior of pruning strategies
differs markedly between discriminative and gen-
erative inference settings. Static and activation-
agnostic methods exhibit less stable degradation,
while RMM maintains a clear advantage across
both settings. Additional detailed results are re-
ported in Table 10.

5.2 Scaling across models and retention ratios
We next examine how pruning tolerance changes
with model scale under different retention ratios.
We evaluate RMM on a range of model sizes. For
each model, we sweep the retention ratio over
RR ∈ {0.9, 0.8, 0.7, 0.6, 0.5}. We use the same
zero-shot discriminative evaluation setup, cover-
ing commonsense and reasoning benchmarks as
well as more structured tasks including GSM8K,
MMLU, and HUMANEVAL.

Table 3 summarizes the results across models
and retention ratios. A complementary is provided
in Figure 3 in the appendix. At matched reten-
tion levels, larger models generally retain stronger
performance under moderate reduction, although
the trend varies across model families and tasks.
For example, at RR = 0.8, LLaMA 3.1 70B
remains close to the full model on most bench-
marks, whereas smaller models show more pro-
nounced degradation, especially on challenging
tasks such as GSM8K and HUMANEVAL. As
the retention ratio decreases further, all models
degrade, but smaller models exhibit an earlier per-
formance inflection—with noticeable drops already
at RR = 0.7—while larger models degrade more
gradually and maintain higher absolute accuracy
even under aggressive pruning (RR ≤ 0.6). Over-
all, the results suggest a broad scaling trend in
which larger models often tolerate stronger reduc-
tion, while also showing that robustness remains
model- and task-dependent. Additional results
about 1B and 3B models are shown in Figure 4
in Appendix B.

5.3 Stability and robustness under generation
and long-context settings

While the previous sections focus on discriminative
benchmarks, practical inference also requires stable
long-form generation and reliable reasoning over
extended contexts. We therefore further evaluate
RMM under both generative and long-context set-
tings to assess whether dynamic pruning remains
stable beyond discriminative task evaluation.

Qualitative generation behavior We next exam-
ine how pruning affects autoregressive generation.
Table 5 shows representative outputs from the full
model and RMM under different retention ratios.
At RR = 0.8, the outputs of RMM remain largely
consistent with those of the full model in both se-
mantic content and overall structure. At RR = 0.6,
the generated text begins to show simplification
and stylistic drift, but remains coherent and seman-
tically aligned with the prompt. In these examples,
stronger reduction introduces simplification and
stylistic drift rather than an abrupt loss of coher-
ence.

Long-context reasoning We further evaluate
RMM on long context benchmarks to test whether
pruning remains reliable over long sequences. As
shown in Table 4, RMM achieves performance
comparable to the full model across all tested con-
text lengths at both RR = 0.8 and RR = 0.5. We
do not observe a systematic increase in degradation
as context length grows, suggesting that dynamic
pruning does not disproportionately impair long-
range dependency modeling within this regime.

Summary Across generative and long-context
settings, RMM remains robust across a wide range
of retention ratios, with degradation that is smooth
rather than abrupt under stronger pruning. These
results show that the benefits of dynamic pruning
are not limited to discriminative benchmarks, but
also extend to more realistic inference scenarios.

5.4 Vision-language generalization
We further evaluate whether RMM generalizes be-
yond text-only models by testing it on the vision–
language model. As shown in Table 6, the core
trend observed in text-only models also holds in the
multimodal setting: RMM remains close to the full
model under mild pruning and continues to outper-
form static and random pruning under more aggres-
sive reduction. At RR = 0.8, RMM achieves per-
formance nearly identical to the full model across
all benchmarks. At RR = 0.5, it still retains strong
performance and substantially outperforms both
static and random pruning under the same reten-
tion ratio. Figure 2 provides qualitative support by
visualizing the attention maps for the first output
token. Both the full model and RMM attend to
semantically relevant visual regions, whereas static
pruning under-attends to these regions and random
pruning produces scattered, less focused patterns.
These qualitative observations are consistent with
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Model Method RR Copa ARC-C ARC-E PiQA CommQA GSM8K MMLU HumanEval

Qwen3.1 7B

Baseline – 72.8 39.8 69.8 72.7 47.6 39.9 55.5 40.2
RMM 0.9 66.0 33.8 64.6 69.4 46.7 24.9 52.7 39.6
RMM 0.8 64.0 29.8 57.2 67.2 47.6 17.6 47.3 38.4
RMM 0.7 60.8 28.1 46.8 63.5 39.6 5.8 33.6 31.1
RMM 0.6 58.4 25.4 37.0 59.6 29.9 2.5 26.0 20.7
RMM 0.5 49.4 20.7 32.1 53.2 24.5 1.7 23.8 9.8

Llama3.1 8B

Baseline – 77.2 49.5 76.3 79.9 66.0 26.2 63.5 35.4
RMM 0.9 76.6 48.2 75.3 79.2 65.4 24.6 62.2 35.4
RMM 0.8 77.2 47.5 75.1 79.1 64.7 23.7 60.3 34.8
RMM 0.7 77.0 46.8 72.8 77.5 62.7 23.2 55.2 32.3
RMM 0.6 73.4 37.5 68.6 77.5 59.4 14.9 38.6 26.2
RMM 0.5 70.6 36.8 63.0 76.7 51.9 5.9 24.8 23.2

Qwen3 32B

Baseline – 81.4 57.9 78.3 80.9 61.6 62.6 80.8 37.8
RMM 0.9 83.6 55.2 76.1 80.7 62.2 62.7 80.0 40.2
RMM 0.8 83.2 51.8 72.6 80.2 61.0 58.0 78.6 42.1
RMM 0.7 82.6 48.5 69.5 80.6 60.6 55.1 77.5 42.7
RMM 0.6 82.6 50.8 70.5 80.4 58.7 50.9 73.2 45.1
RMM 0.5 82.2 46.2 67.2 77.8 54.9 39.9 65.1 46.1

Llama3.1 70B

Baseline – 84.4 56.2 78.3 83.2 58.0 53.7 75.3 51.2
RMM 0.9 84.4 54.5 78.8 83.5 58.0 51.5 75.0 53.7
RMM 0.8 84.6 56.9 76.8 82.6 59.7 48.1 72.6 47.0
RMM 0.7 81.4 53.2 74.7 82.5 59.9 42.8 67.0 39.6
RMM 0.6 76.6 50.5 74.9 77.7 60.4 34.5 53.8 34.8
RMM 0.5 70.2 41.5 64.2 73.6 56.8 19.9 29.7 18.9

Table 3: Performance comparison across different models and retention ratios. See Figure 3 for visualization.

Task Cond. 5K 15K 30K

CWE
Base 98.2 94.0 29.6
0.8 98.1 94.1 29.3
0.5 98.0 94.0 28.9

Hotpot
Base 53.6 56.4 51.2
0.8 53.6 55.8 50.8
0.5 53.6 55.6 50.5

Table 4: Long-context results on Ruler.

BaselineAnswer: Yes RMM: Yes Static Prunning: No Random Prunning: No

Question: Is there a cup in the image?

Question: Is there a Teddy Bear in the image?

Baseline Answer: Yes RMM: Yes Static Prunning: No Random Prunning: No

Figure 2: First-output-token attention maps on
Qwen 2.5-VL-7B at RR = 0.5. RMM preserves dense-
like attention to relevant objects and correct answers,
while static and random pruning produce less aligned
patterns and incorrect answers.

the quantitative results in Table 6, showing that
RMM better preserves the visual grounding needed
for multimodal inference.

6 Ablation and Mechanistic Analysis

6.1 Validating the key design choices of RMM

We validate the two key design choices of RMM:
dynamic selection(Table 2) and activation-aware
scoring(Table 6). Rather than relying on a single-
task ablation, we draw evidence from comparisons

across multiple tasks. The importance of dynamic
selection is reflected in the consistent gap between
RMM and its static variant, which fixes the retained
feature subset across tokens. It widens substan-
tially at more aggressive retention ratios, as seen
in both summarization and vision–language tasks.
This suggests that adapting the retained dimensions
to input-dependent activation changes is critical
for preserving performance under stronger prun-
ing. The importance of activation-aware scoring
is supported by comparisons against random prun-
ing. Although random pruning also changes the re-
tained subset dynamically, it performs much worse
under the same retention ratios. This shows that the
gains of RMM do not arise merely from changing
the retained subset over time, but from selecting
informative dimensions according to the current ac-
tivation pattern. Taken together, these results show
that both dynamic selection and activation-aware
scoring are essential to the effectiveness of RMM.

6.2 Different components Mechanistic
Analysis

We next examine where pruning can be applied
most safely within the Transformer. We analyze
the sensitivity of different modules to reduction on
LLaMA 3.1 8B by separately pruning attention-
side components (Q projection, QKV projection,
and attention output), MLP-side components (up,
gate, and down projections), and their combina-
tions. Due to space limitations, we report the full
pruning matrix in Table 16 and Figure 5 in Ap-
pendix C. Across all settings, attention-side com-
putations are substantially more robust to pruning

28031



Prompt Base Model RMM Inference

RR 0.8 RR 0.6

Ex.1 The future of artificial intelligence
is

here, and it’s already changing the
way we live and work. From
self-driving cars to virtual
assistants.

here, and it’s already changing the
way we live and work. From
self-driving cars to virtual
assistants.

here. It’s called ChatGPT. This AI
chatbot can write essays, poems,
and even code.

Ex.2 Tell me something about Boston. Boston is a city in the state of
Massachusetts, in the United States
of America.

Boston is a city in the state of
Massachusetts, in the United States
of America.

I’m a native New Yorker, and I’ve
been here for 10 years.

Table 5: Generation comparison between base(Llama-3.1-8B) and RMM inference under different retention ratios.

Method RR Pope Art. Foren. Count.

Baseline – 83.7 100.0 100.0 100.0

RMM 0.8 82.0 100.0 100.0 100.0
Static 0.8 81.0 100.0 100.0 100.0
Random 0.8 10.3 43.6 58.3 54.2

RMM 0.5 67.3 97.4 97.7 99.2
Static 0.5 63.0 91.3 43.3 79.2
Random 0.5 1.3 41.9 53.0 43.3

Table 6: Performance on Qwen 2.5-VL-7B.

L Op. Dense RMM Speedup

1024 QK⊤ 0.120 0.089 1.36×
1024 AV 0.065 0.039 1.67×
2048 QK⊤ 0.433 0.336 1.29×
2048 AV 0.207 0.114 1.81×
4096 QK⊤ 1.675 1.071 1.56×
4096 AV 0.753 0.399 1.89×

Table 7: GEMM kernel latency (ms).

than MLP-side components. When pruning only
attention-related operations, performance degrades
gradually as the retention ratio decreases and re-
mains close to the baseline even at moderate reduc-
tion levels. In contrast, pruning MLP components
leads to much sharper performance dropping across
tasks. In particular, pruning the entire MLP block
leads to severe performance collapse even at rela-
tively high retention ratios, showing the structural
importance of MLP layers for preserving represen-
tation capacity. By contrast, different attention-side
components exhibit greater functional redundancy:
pruning their combinations leads to more moderate
degradation. These results reveal a clear structural
asymmetry within the Transformer: attention-side
computations contain higher redundancy, whereas
MLP components are more rigid and harder to
prune. This suggests that practical deployments
should prioritize pruning attention modules and
apply more conservative reduction to the MLP.

6.3 Practical Viability: Wall-Clock Latency

To evaluate whether the computational savings of
RMM translate into practical runtime gains, we
measure both kernel-level and end-to-end wall-

clock latency on LLaMA 3.1 8B using an NVIDIA
A100 GPU with a batch size of 1 and a retention
ratio of ρ = 0.8. All latency numbers are averaged

Seq. Len. Dense RMM Speedup

1024 109.39 103.91 1.05×
2048 264.67 208.93 1.27×
4096 661.36 473.21 1.40×
Table 8: End-to-end latency (ms).

over 10 runs. We follow the latency evaluation
protocol of (Sun et al., 2024). For kernel-level
benchmarks (Table 7), we measure the full cost of
each RMM operation, including norm computation,
top-k selection, and the reduced matrix multiplica-
tion, to verify that the selection overhead does not
offset the computational savings. For end-to-end
evaluation (Table 8), the dense baseline uses Hug-
gingFace generate with SDPA as the attention
backend, and the RMM variant replaces the atten-
tion kernels with custom Triton implementations.
Overall, these results show that the computational
savings of RMM can translate into tangible run-
time benefits, especially when sequence lengths
are sufficiently large.

7 Conclusion

We introduced Reduced Matrix Multiplication
(RMM), a training-free and input-adaptive method
that reduces Transformer inference computation
by selecting informative indices along the shared
multiplication axis of each matrix product. Across
models ranging from 1B to 70B parameters, RMM
provides a controllable accuracy–efficiency trade-
off, although reduction tolerance varies across
models, tasks, components, and retention ratios.
Under moderate reduction, RMM remains robust
across the evaluated discriminative, autoregressive-
generation, and extends to vision–language models.
Our analyses show that attention-side computations
are generally more reducible than MLP compo-
nents, while custom-kernel benchmarks demon-
strate practical runtime gains, particularly at longer
sequence lengths.

28032



Limitations

This work focuses on establishing RMM as a
training-free, input-adaptive method for reducing
matrix-product computation during Transformer
inference. Although our custom Triton kernels
demonstrate that these computational savings can
translate into wall-clock speedups, the current im-
plementation is not yet a fully optimized production
system. The kernels cover selected attention-side
operations and are not fully fused with all Trans-
former components or existing inference backends.
Dynamic scoring, TopK selection, index gathering,
temporary tensors, and memory movement intro-
duce additional overhead, particularly at shorter se-
quence lengths. Future systems work could jointly
optimize selection and reduced multiplication, im-
prove data layouts, and reduce unnecessary mem-
ory movement. Moreover, RMM reduces active
computation but does not reduce the number of
model parameters or the memory required to store
model weights. The observed training-free re-
ducibility also motivates training-aware extensions.
The current method only exploits redundancy al-
ready present in pretrained models. Future training
objectives could encourage activation energy to
concentrate in more compact or hardware-friendly
dimension groups, learn component-specific reten-
tion policies, or improve robustness under more
aggressive reduction. Such approaches would com-
plement, rather than replace, the training-free for-
mulation studied here.
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B Supplementary Results
B.1 Additional Results on QA and Lan-
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Schwarz
E.4 Interpretation
E.5 Why Input-Adaptive Selection?
E.6 An Interpretive Perspective on Dy-

namic Subspaces

A Implementation Details

Hardware and framework. The experiments
were conducted on NVIDIA GPUs, including RTX
A6000, RTX 6000 Ada, A100, and L40S devices.
Unless otherwise specified, model inference uses
PyTorch and Hugging Face Transformers with
bfloat16 precision. All experiments use official
pretrained checkpoints without task-specific fine-
tuning or additional training.

We integrate RMM by replacing the relevant at-
tention and projection operations in the Hugging
Face forward pass. The modified operations per-
form activation-aware index selection and execute
the corresponding reduced matrix products without
modifying the pretrained model weights.

Inference setup. Unless otherwise specified, we
evaluate retention ratios from 0.9 to 0.5, together
with the unreduced model at RR = 1.0. When a
configuration contains multiple target matrix prod-
ucts, the reported RR is applied to the contraction
axis of every included product.

RMM recomputes the retained indices at each
affected layer and forward step using the current
activations. During prefill, selection is computed
from the activation block associated with the cur-
rent input sequence. During autoregressive decod-
ing, selection is updated using the current decoding
state. The number of retained indices is determined
by the specified RR and the size of the correspond-
ing contraction dimension.

Batch sizes are selected according to model size
and available GPU memory, typically between 8
and 16 for 7B/8B models and between 1 and 2
for 70B models. Unless otherwise stated, com-
parisons within the same table use the same batch
size and inference configuration. For long-context
benchmarks such as RULER, we evaluate the con-
text lengths specified by the benchmark, up to 30K
tokens.

Evaluation protocols and metrics. For multiple-
choice QA benchmarks, including COPA, PIQA,
COMMONSENSEQA, ARC-Easy, and ARC-
Challenge, we compare the conditional likelihoods
of candidate answers and report accuracy. More
structured language-model evaluations, including
MMLU, GSM8K, HUMANEVAL, and RULER,
use their corresponding task configurations through
the evaluation harness or benchmark-specific
evaluation pipeline. We report the standard metric
for each task, including accuracy or exact match
for reasoning tasks and pass@1 for HUMANEVAL.

For language modeling, we report perplexity on
WIKITEXT and BOOKCORPUS. For summariza-
tion on CNN/DAILYMAIL, we report ROUGE-
1, ROUGE-2, ROUGE-L, ROUGE-Lsum, and
BERTScore. For multimodal evaluation, we use the
task-specific accuracy metrics defined by POPE,
BLINK Art Style, BLINK Forensic Detection, and
BLINK Counting.

The INT8 compatibility experiment uses the
same quantized loading and candidate-scoring pro-
tocol for all retention ratios within that compari-
son. All reported evaluations are performed with-
out task-specific adaptation.
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B Supplementary Results

B.1 Additional Results on QA and Language
Modeling

To complement the QA and generation analysis
in Section 5, we provide full perplexity results on
WIKITEXT and BOOKCORPUS for smaller-scale
models. In addition to the 7B/8B/32B/70B models
reported in the main paper, we include Llama-3.2-
1B and Llama-3.2-3B. Figure 4 and Table 9 present
the complete results under different retention ratios
(RR).

The results show the same trend as larger mod-
els: perplexity increases gradually as RR decreases,
with a sharp degradation once RR drops below
0.6. Moreover, the 3B model consistently shows
greater robustness than the 1B model (Figure 4),
reinforcing our claim that representational redun-
dancy grows with scale.

B.2 Additional Results on Summarization

We also expand the summarization results on CN-
N/DAILYMAIL beyond those in the main paper.
Table 10 includes Llama-3.2-1B and 3B alongside
the larger 7B/8B models.

RMM matches the baseline at RR = 0.8 across
all scales, while static and random pruning degrade
severely. At RR = 0.5, smaller models drop more
sharply, but RMM remains consistently better than
all baselines. This confirms that our method pre-
serves summarization quality even in small-scale
models, while redundancy increases with size, en-
abling more aggressive pruning at larger scales.

B.3 Comparison with TEAL

TEAL (Liu et al., 2025) is a closely related
training-free activation-sparsity method. It applies
magnitude-based thresholding to activations sup-
plied to projection layers. In the attention block,
for example, TEAL can be applied to the inputs of
the query, key, and value projections. However, it
does not directly reduce the internal attention ma-
trix products QK⊤ or PV , where P denotes the
attention-weight matrix.

RMM overlaps with activation-sparsity meth-
ods when applied to linear or MLP projections,
since both approaches use input-dependent activa-
tion information to retain a subset of dimensions.
The main difference lies in formulation and scope.
RMM defines the retained set over the shared con-
traction axis of a general matrix product. Conse-
quently, the same reduction principle can be ap-

plied not only to projection layers, but also to
QK⊤ and PV , whose contracted axes correspond
to attention-head feature dimensions and token po-
sitions, respectively.

We compare RMM with TEAL on
LLaMA 3.1 8B using the same zero-shot
evaluation protocol as in the main experiments.
RMM uses a retention ratio of RR = 0.7, and
the TEAL threshold is calibrated to provide a
matched nominal reduction level. We consider
the following configurations. QKV-Pro-TEAL
applies TEAL to the inputs of the query, key,
and value projection layers. QKV-Pro-RMM
applies RMM to the corresponding projection
matrix products. QKV-Attention-RMM applies
RMM to the QKV projections together with
the internal attention products QK⊤ and PV .
MLP-TEAL applies TEAL throughout the MLP
block, whereas MLP-Whole-RMM applies RMM
to the Up, Gate, and Down projections. Finally,
MLP-Attention-RMM applies RMM to both
the MLP block and the complete attention-side
computation.

RMM does not outperform TEAL in every in-
dividual setting. Across the evaluated tasks, how-
ever, RMM is competitive with or stronger than
TEAL in most comparisons. More importantly, the
matrix-product formulation allows RMM to extend
the reduction scope beyond projection inputs to
include the internal attention products QK⊤ and
PV . These results therefore demonstrate both the
overlap between RMM and activation sparsity in
projection layers and the broader operational cov-
erage enabled by RMM.

B.4 Compute-Normalized Component
Analysis

We compare the reducibility of different
Transformer components on ARC-Easy using
LLaMA 3.1 8B at a matched retention ratio of
RR = 0.7. For every targeted matrix product,
RMM retains the same fraction of the contraction
dimension. Because the theoretical multiplication
cost of a matrix product scales linearly with its
contraction dimension, this setting corresponds to
a matched relative compute budget within each
targeted operation.

This normalization is relative to the dense com-
putation of each targeted operation. It does not
imply that different components remove the same
absolute number of MACs or the same fraction of
full-model computation, since the operations differ
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Figure 3: Performance retained relative to each model’s dense baseline across eight benchmarks and different
retention ratios. The dashed line denotes dense-model performance. The full numeric results are shown in Table 3.

RR 1.0 0.9 0.8 0.7 0.6 0.5

WikiText Perplexity ↓
Llama3.2 1B 20.04 20.66 22.77 31.29 68.52 151.64
Llama3.2 3B 15.89 16.23 17.01 18.82 25.04 42.54
Qwen3.1 7B 28.64 31.49 37.80 54.00 93.52 219.31
Llama3.1 8B 13.39 14.34 15.22 17.03 21.35 32.65
Qwen3 32B 13.97 14.62 15.41 15.71 15.99 18.53
Llama3.1 70B 7.24 7.46 8.38 14.14 42.62 167.78

BookCorpus Perplexity ↓
Llama3.1 1B 21.18 22.03 24.39 39.63 96.81 192.81
Llama3.2 3B 17.79 18.07 18.86 21.84 34.47 54.53
Qwen3.1 7B 31.95 34.21 43.64 62.91 113.57 322.63
Llama3.1 8B 15.25 15.59 16.48 20.97 32.63 53.80
Qwen3 32B 17.43 17.72 18.12 18.93 22.21 29.68
Llama3.1 70B 12.20 12.29 13.06 19.55 36.55 126.18

Table 9: Perplexity across retention ratios on WikiText and BookCorpus.

in shape, frequency, and sequence-length depen-
dence.

In addition to accuracy, we report Retained En-
ergy, defined as the fraction of activation squared
norm preserved by the selected dimensions. This
quantity provides a diagnostic of how much acti-
vation magnitude is captured by the retained sub-
space.

Although all configurations use the same relative
reduction level, their accuracy and retained-energy
behavior differ substantially. The three individual
MLP projections provide a particularly controlled
comparison because they have the same matrix di-
mensions. Reducing the Up projection causes a

16.32-point accuracy drop, whereas reducing the
Down projection causes only a 3.51-point drop.
The Gate projection lies between these two cases,
with a 7.20-point drop. These differences show that
MLP reducibility is strongly projection-dependent
rather than being determined by the retention ratio
alone.

Retained activation energy provides a useful
diagnostic of this variation. MLP-Down retains
99.02% of the activation energy and exhibits the
smallest drop among the individual MLP projec-
tions, whereas MLP-Up retains 82.24% and ex-
hibits the largest drop. Attention-side reduction
retains 89.69% of the activation energy and causes
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Figure 4: Performance of LLaMA-3.2-1B and LLaMA-3.2-3B across five QA tasks. The x-axis shows the retention
ratio (RR), with “Baseline” denoting the unreduced model, and the y-axis reports accuracy in percentage points (%).
Red curves denote LLaMA-3.2-3B, while green curves denote LLaMA-3.2-1B.

a 3.52-point accuracy drop, indicating substantial
robustness under the tested reduction setting.

Retained energy alone, however, does not fully
determine downstream performance. Reducing
the complete MLP block retains 87.85% of acti-
vation energy but causes a substantially larger accu-
racy drop than reducing any individual projection.
This suggests that reduction errors can accumulate
across multiple MLP projections and that the func-
tional role of each projection also affects reducibil-
ity. Overall, the results support component-aware
retention policies: attention-side computation is ro-
bust under the tested setting, while MLP reduction
should be applied selectively across the Up, Gate,
and Down projections.

B.5 Evaluation on Additional
Vision–Language Models

To examine whether RMM transfers across differ-
ent multimodal architectures, we additionally evalu-
ate LLaVA-1.5-7B, Gemma 3 12B, and InternVL3-
8B on POPE. These models represent different
vision–language model families and complement
the Qwen 2.5-VL evaluation presented in the main
text. Table 13 reports accuracy for the dense mod-
els and RMM at retention ratios of 0.8 and 0.5.

At RR = 0.8, all three models remain close to
their dense baselines. LLaVA-1.5-7B changes from
85.00 to 86.00, Gemma 3 12B changes from 87.00
to 86.00, and InternVL3-8B retains its baseline ac-
curacy of 92.33. Together with the Qwen 2.5-VL
results reported in the main text, these results show
that RMM is not tied to a single VLM architec-
ture and can be applied across multiple multimodal
model families while preserving dense-level perfor-
mance under moderate reduction.

Under the more aggressive RR = 0.5 set-
ting, the degree of tolerance varies across archi-
tectures. LLaVA-1.5-7B exhibits a larger drop,

Gemma 3 12B remains moderately robust, and
InternVL3-8B remains stable in this evaluation.
Overall, these results support the cross-architecture
applicability of the RMM matrix-product reduction
principle, while indicating that the appropriate re-
tention ratio should be selected according to the
target model.

B.6 Compatibility with INT8 Weight
Quantization

To examine whether RMM remains applicable
when combined with weight quantization, we eval-
uate attention-side RMM on LLaMA 3.1 8B loaded
using bitsandbytes INT8 weight quantization. All
configurations are evaluated on COPA using the
same quantized loading and evaluation protocol.

The model weights remain quantized through-
out inference, while RMM is applied only to the
attention-internal matrix products QK⊤ and PV .
The unreduced configuration serves as the INT8
baseline. This setting directly tests whether RMM
can operate on the attention activations produced
by an INT8-quantized model without task-specific
training or modification of the quantized weights.

As shown in Table 14, attention-side RMM re-
mains applicable when the model weights are quan-
tized to INT8. Under moderate reduction, the
quantized model retains most of its baseline per-
formance. As the retention ratio decreases further,
accuracy degrades accordingly, preserving the ex-
pected accuracy–reduction trade-off. These results
show that the behavior of RMM remains control-
lable in the quantized setting.

Overall, the experiment demonstrates that
attention-side RMM can be used alongside INT8
weight quantization. The two methods act on dif-
ferent aspects of inference: weight quantization re-
duces the numerical precision used to store and pro-
cess model weights, whereas RMM reduces the ac-

28039



Model Method RR Rouge-1 Rouge-2 Rouge-L Rouge-Lsum BERTScore

Llama3.1 8B

Baseline – 37.44 15.56 24.31 31.29 86.76
RMM 0.8 37.54 15.70 24.23 31.35 86.72
RMM 0.5 34.15 13.60 22.03 28.70 85.75
Static 0.8 37.36 15.63 24.24 31.24 86.67
Static 0.5 28.01 9.85 19.28 24.34 84.02
Random 0.8 6.90 0.60 6.20 6.69 77.97
Random 0.5 5.67 0.20 5.23 5.54 81.42
H2O 0.8 24.38 9.26 16.28 21.88 82.72
H2O 0.5 24.38 9.26 16.28 21.88 82.72

Llama3.2 1B

Baseline – 36.51 15.24 23.55 30.59 86.41
RMM 0.8 37.27 15.71 23.62 30.96 86.35
RMM 0.5 11.90 2.35 9.80 11.15 79.55
Static 0.8 36.77 15.36 23.39 30.68 86.35
Static 0.5 4.73 0.07 4.26 4.58 75.53
Random 0.8 7.30 0.02 6.58 7.08 79.15
Random 0.5 6.26 0.40 5.53 6.01 76.85
H2O 0.8 23.22 8.12 15.56 20.30 83.76
H2O 0.5 23.22 8.12 15.56 20.30 83.76

Llama3.2 3B

Baseline – 36.72 15.08 23.56 30.63 86.55
RMM 0.8 36.72 15.16 23.58 30.66 86.54
RMM 0.5 28.31 9.83 19.45 24.60 84.74
Static 0.8 35.96 14.81 23.24 30.13 86.31
Static 0.5 19.91 6.06 14.69 17.83 82.06
Random 0.8 6.67 0.39 5.93 6.44 79.72
Random 0.5 5.85 0.04 5.33 5.70 77.09
H2O 0.8 19.49 6.32 13.83 17.03 82.78
H2O 0.5 19.49 6.32 13.83 17.03 82.78

Qwen3-1 7B

Baseline – 36.56 13.05 22.86 29.75 85.91
RMM 0.8 35.32 12.08 22.31 28.99 86.81
RMM 0.5 21.91 5.89 14.54 18.60 83.33
Static 0.8 34.43 11.63 22.05 28.47 86.67
Static 0.5 4.12 0.05 3.79 4.01 78.09
Random 0.8 10.23 0.03 8.04 9.66 76.31
Random 0.5 6.75 0.06 6.09 6.54 76.46
H2O 0.8 4.20 9.10 3.68 3.98 73.46
H2O 0.5 4.20 9.10 3.68 3.98 73.46

Table 10: Performance comparison of different pruning methods on CNN summarization task. RMM consistently
outperforms baseline methods across different models and retention ratios.

tive contraction-axis computation in the attention-
internal matrix products. This experiment estab-
lishes empirical compatibility rather than additional
latency gains from a jointly optimized low-bit
RMM kernel. Developing such fused quantized
kernels is left for future work.

B.7 Latency on LLaMA 3.1 70B

We additionally evaluate the end-to-end latency of
RMM on LLaMA 3.1 70B using the same evalu-
ation standard as in the main latency experiment.
The evaluation uses a batch size of 1 and a retention
ratio of RR = 0.8. The dense and RMM imple-
mentations use the same model precision, hardware
allocation, device mapping, and parallelization con-
figuration.

The speedup is limited at sequence length 1024,
where selection and kernel-launch overheads con-
stitute a larger fraction of the total runtime. The
benefit becomes more pronounced at sequence
length 2048. At sequence length 4096, the dense
implementation runs out of memory under the eval-
uated configuration, while the RMM implementa-
tion completes inference.

The 4096-token result should not be interpreted

as model-weight compression. RMM reduces the
active computation and may reduce the interme-
diate or workspace requirements of the affected
matrix products, but it does not reduce the number
of model parameters or the memory required to
store the model weights.

Our current implementation replaces selected at-
tention operations with custom Triton kernels and
is not yet fully fused with every Transformer com-
ponent, inference framework, or quantized back-
end. Consequently, end-to-end gains depend on
sequence length, hardware, backend, and kernel-
integration overhead. More complete framework
integration and dedicated low-bit kernels remain
future work.

B.8 Selecting the Retention Ratio

RMM is training-free but not hyperparameter-free.
The retention ratio specifies the desired accuracy–
efficiency trade-off at deployment time, analogous
to selecting a sparsity level in pruning or a bit-
width in quantization. The appropriate retention
ratio is therefore not expected to be universal across
models, tasks, or Transformer components.

When labeled downstream validation data are
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Method COPA ARC-C ARC-E PIQA CommonsenseQA

Baseline 77.20 49.50 76.32 79.92 66.01

QKV-Pro-TEAL 75.40 43.81 75.09 77.24 59.46
QKV-Pro-RMM 77.00 46.82 72.81 77.48 62.65
QKV-Attention-RMM 77.00 46.80 72.80 78.10 62.70

MLP-TEAL 72.00 30.48 59.12 69.24 47.13
MLP-Whole-RMM 70.00 31.77 57.54 71.44 48.89
MLP-Attention-RMM 68.40 33.11 52.28 67.85 48.73

Table 11: Zero-shot comparison between RMM and TEAL on LLaMA 3.1 8B. RMM uses RR = 0.7, while the
TEAL threshold is calibrated to provide a matched nominal reduction level.

Pruning target Accuracy Accuracy drop RR Retained energy

Baseline 76.32 – – –

Attention-side (full) 72.80 3.52 0.7 89.69%

MLP Up 60.00 16.32 0.7 82.24%
MLP Gate 69.12 7.20 0.7 84.61%
MLP Down 72.81 3.51 0.7 99.02%
MLP Whole 57.54 18.78 0.7 87.85%

Table 12: Compute-normalized component analysis on ARC-Easy using LLaMA 3.1 8B. All reduction configurations
use RR = 0.7, corresponding to the same relative contraction-axis compute budget within each targeted matrix
product.

Model RR = 1.0 RR = 0.8 RR = 0.5

LLaVA-1.5-7B 85.00 86.00 57.33
Gemma 3 12B 87.00 86.00 76.00
InternVL3-8B 92.33 92.33 92.33

Table 13: Accuracy on POPE using three additional
vision–language model backbones under different reten-
tion ratios.

Method Retention ratio Accuracy

INT8 baseline 1.0 81.40
INT8 + RMM 0.8 77.40
INT8 + RMM 0.5 73.00

Table 14: COPA accuracy of attention-side RMM ap-
plied to an INT8-quantized LLaMA 3.1 8B model. All
configurations use the same quantized loading and eval-
uation protocol.

unavailable, the retention ratio can be selected us-
ing deployment constraints or unlabeled consis-
tency measurements. If a target compute or latency
budget is known, users can select a retention ratio
based on the corresponding reduced contraction
dimension and then verify whether the resulting
model satisfies the deployment requirement.

Alternatively, users can perform a small label-
free consistency sweep. Given a collection of un-
labeled prompts, the dense model and RMM are
run using the same decoding configuration. Their
generated outputs or output distributions are then

Seq. length Dense (ms) RMM (ms) Speedup

1024 384.46 373.29 1.03×
2048 823.06 584.21 1.41×
4096 OOM 1001.45 –

Table 15: End-to-end latency of dense and RMM in-
ference on LLaMA 3.1 70B. At sequence length 4096,
RMM completes inference, whereas the dense imple-
mentation runs out of memory under the evaluated hard-
ware configuration.

compared, and the smallest retention ratio satisfy-
ing a desired agreement threshold is selected.

As a preliminary example, we use 100 unlabeled
Wikipedia passages with LLaMA 3.1 8B and gen-
erate up to 10 new tokens using greedy decoding.
At RR = 0.7, RMM produces exactly the same
continuation as the dense model for 87 out of the
100 passages, corresponding to a sequence-level
exact agreement of 87%. This provides a simple
label-free diagnostic for identifying a retention ra-
tio that preserves the behavior of the dense model
under the evaluated generation setting.

The component-wise results further suggest that
a single retention ratio need not be shared across
the entire model. Attention-side operations can
often use a more aggressive reduction, whereas
MLP projections may require more conservative
and projection-specific ratios. We therefore view
RR = 0.7 as a useful empirical starting point for
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attention-side reduction in the evaluated setting,
rather than as a universal default. In practical de-
ployment, we recommend a small unlabeled con-
sistency sweep whenever representative unlabeled
inputs are available.

C Ablation Study Details

Sensitivity to different components. We pro-
vide comprehensive component-wise ablation re-
sults on LLaMA 3.1 8B. Figure 5 summarizes
the main component-wise trends, while Table 16
reports the complete numerical results. The ex-
periments apply RMM to different projection and
attention-internal matrix products, both individu-
ally and in combination, to examine how reducibil-
ity varies across Transformer components.

Definition of pruning targets. We define each
pruning target according to the matrix products
to which RMM is applied. Q Projection applies
RMM only to the query projection XWQ. QKV
Projection applies RMM to all three query, key,
and value projections, XWQ, XWK , and XWV .
Attention applies RMM to the attention-internal
matrix products QK⊤ and PV , where P denotes
the attention-weight matrix.

The hybrid configurations apply RMM to the
union of their corresponding targets. Attention&Q
combines the query projection with QK⊤ and PV ,
while Attention&QKV combines all QKV projec-
tions with the two attention-internal matrix prod-
ucts.

For the MLP block, MLP Up, MLP Gate, and
MLP Down apply RMM only to the Up, Gate,
and Down projection matrix products, respectively.
Whole MLP applies RMM to all three MLP projec-
tions. Finally, MLP&Attention combines Whole-
MLP reduction with reduction of the attention-
internal products QK⊤ and PV . In each hybrid
configuration, the reported retention ratio is applied
to every included matrix product.

Attention-side reduction. Attention-side oper-
ations are comparatively robust under the tested
retention ratios. Applying RMM only to the query
projection produces the most stable behavior, while
extending reduction to all QKV projections or di-
rectly to the attention-internal products introduces
a more noticeable but generally controlled degra-
dation as the retention ratio decreases.

The Attention&Q and Attention&QKV con-
figurations closely follow their corresponding

projection-only variants. This indicates that adding
reduction to QK⊤ and PV introduces limited ad-
ditional degradation in these settings, providing
further evidence that the attention-internal matrix
products contain substantial reducibility. Overall,
the results support attention-side computation as a
comparatively robust target for moderate reduction.

MLP-side reduction. MLP reducibility is
strongly projection-dependent. The Up projection
is the most sensitive among the individual MLP
projections, the Gate projection exhibits inter-
mediate sensitivity, and the Down projection is
substantially more robust. This variation shows
that the MLP block should not be treated as
a uniformly sensitive or uniformly reducible
component.

Applying RMM to the complete MLP block pro-
duces considerably larger degradation than reduc-
ing any individual MLP projection. This suggests
that approximation effects accumulate when the
Up, Gate, and Down projections are reduced si-
multaneously. MLP reduction should therefore be
applied selectively, with retention ratios chosen
according to the specific projection.

Hybrid strategies. Combining attention-side and
Whole-MLP reduction produces stronger degra-
dation than reducing either side selectively. This
indicates that applying the same aggressive reduc-
tion uniformly across the entire Transformer is not
an effective deployment strategy. Instead, hybrid
configurations should use more aggressive reduc-
tion for robust attention-side operations and more
conservative, projection-specific reduction for sen-
sitive MLP components.

Takeaways. The ablations provide three main
findings. First, attention-side matrix products ex-
hibit substantial reducibility, particularly under
moderate reduction. Second, MLP reducibility
varies considerably across the Up, Gate, and Down
projections, while simultaneously reducing the
complete MLP block is substantially more dam-
aging. Third, effective deployment should use het-
erogeneous retention policies rather than a single
uniformly aggressive ratio across all components.
These findings reveal a structural asymmetry in
how redundancy is distributed across Transformer
matrix products and motivate component-aware ap-
plication of RMM.
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Figure 5: Component-wise sensitivity of RMM on LLaMA 3.1 8B. Panel (a) reports the average accuracy change
relative to the dense model across five QA benchmarks under different retention ratios. Panel (b) reports the task-
specific accuracy change at RR = 0.7. Values closer to zero indicate better preservation of dense-model performance.
Attention-side operations remain comparatively robust, whereas MLP-side sensitivity varies substantially across
projections and becomes more pronounced when multiple MLP projections are reduced jointly. Complete numerical
results are provided in Table 16.

D Efficiency Analysis

D.1 Complexity Analysis

We analyze how RMM affects the principal matrix
products in attention and MLP computation. Let N
denote the sequence length, D the attention-head
dimension, dv the value dimension, d the model
hidden dimension, and m the intermediate width
of the MLP. For a matrix product whose contrac-
tion dimension has size s, we write ρ = k/s for
the fraction of contraction-axis indices retained by
RMM. The analysis below describes the arithmetic
cost of the targeted matrix products; selection oper-
ations such as norm computation, TopK, and gather
introduce additional overhead.

(i) Attention. Self-attention contains two princi-
pal matrix products: the attention-score computa-
tion QK⊤ and the value aggregation PV , where
P = softmax(QK⊤) denotes the attention-weight
matrix.

For a sequence of length N , computing QK⊤

over a head dimension of size D has complexity
O(N2D). If RMM retains K = ρfeatD feature
dimensions along the shared contraction axis, the
arithmetic cost of the reduced score product be-

comes

O(N2K) = O(ρfeatN
2D). (7)

This reduces the theoretical MACs of the score
matrix multiplication approximately in proportion
to ρfeat, while the output score matrix remains of
size N ×N .

For value aggregation, P ∈ RN×N is multiplied
by V ∈ RN×dv . The dense multiplication has
complexity O(N2dv). If RMM retains ℓ = ρtokN
token positions along the shared token axis, the
reduced multiplication has complexity

O(Nℓdv) = O(ρtokN
2dv). (8)

Thus, the theoretical MACs of QK⊤ and PV scale
approximately with ρfeat and ρtok, respectively.
These reductions apply to the targeted matrix prod-
ucts and do not include the cost of selection, soft-
max, or other attention operations.

During autoregressive decoding at step t, the
current query attends to t cached keys and values.
The score-product cost decreases from O(tD) to
O(ρfeattD), while the value-aggregation cost de-
creases from O(tdv) to O(ρtoktdv).

With a suitable kernel and data layout, feature
selection can reduce the key features used by the
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score product, and token selection can reduce the
value vectors accessed during value aggregation.
However, the attention scores must still be com-
puted over the available keys before value-side
token selection. Consequently, RMM does not
reduce the size of the stored KV cache, and the
K-cache access required for attention-score compu-
tation is not eliminated. The system-level reduction
in cache traffic therefore depends on the specific
operation, kernel implementation, and memory lay-
out.

(ii) MLPs. RMM applies contraction-axis selec-
tion separately to each MLP projection. Consider a
general projection

ApWp, Ap ∈ RN×din,p , Wp ∈ Rdin,p×dout,p .
(9)

Its dense arithmetic cost is O(Ndin,pdout,p). Re-
taining kp = ρpdin,p indices along the contraction
axis reduces the target matrix-product cost to

O(Nkpdout,p) = O(ρpNdin,pdout,p). (10)

For the gated MLP architecture evaluated in this
work, the Up and Gate projections map from the
model dimension d to the intermediate dimension
m, whereas the Down projection maps from m
back to d. Accordingly, RMM selects from the
model hidden dimension for the Up and Gate pro-
jections and from the intermediate dimension for
the Down projection. Each projection uses a re-
tained set determined from its own input activation;
the Up, Gate, and Down projections do not share a
single common index set.

When the same retention ratio is applied to all
three projections, the theoretical MACs of their
targeted matrix multiplications are reduced by ap-
proximately the same relative fraction. The output
dimensions of the projections remain unchanged,
and the full model weights remain stored.

Comparison with other reduction strategies.
Unlike token-level pruning, RMM does not shorten
the input sequence. Unlike weight pruning, it
does not permanently remove model parameters
or reduce the memory required to store the full
model weights. Instead, RMM reduces the active
contraction-axis computation of selected matrix
products using indices determined from the current
activations.

A shared retention ratio provides a simple con-
trol over the relative arithmetic cost of each targeted
operation. Component-specific ratios can also be

used because different Transformer components
exhibit different reduction sensitivities. The result-
ing reduction in total model computation depends
on which operations are targeted, their shapes and
execution frequencies, and the sequence length.

Practical implications. The theoretical complex-
ity reductions above describe the reduced matrix
multiplications themselves. Realizing wall-clock
gains also requires efficient implementations of ac-
tivation scoring, TopK selection, indexing, and the
reduced products. Our latency experiments use cus-
tom Triton kernels for selected attention operations
and show that the theoretical savings can produce
practical speedups under the evaluated settings, par-
ticularly at longer sequence lengths.

The magnitude of the end-to-end gain depends
on sequence length, batch size, hardware, data lay-
out, kernel fusion, and selection overhead. Our
current implementation is not fully integrated with
all Transformer operations, inference frameworks,
or quantized backends. Moreover, RMM reduces
active computation but does not reduce model pa-
rameter count or stored weight memory.

Summary. For each targeted matrix product, re-
taining a fraction ρ of the contraction dimension
reduces its theoretical arithmetic cost to approxi-
mately a fraction ρ of the dense product, exclud-
ing selection overhead. In attention, this princi-
ple applies to the feature axis of QK⊤ and the
token axis of PV ; in MLP blocks, it applies sep-
arately to the contraction axis of each projection.
The corresponding full-model and wall-clock ben-
efits depend on the selected components and their
system-level implementation. This provides a con-
trollable, input-adaptive accuracy–efficiency trade-
off without modifying or permanently removing
model weights.

E Theoretical Analysis of RMM

We provide theoretical justification for the design
of RMM. We first establish that TopK selection by
column norm is minimax optimal under a natural
constraint (Section E.1), then derive the approxi-
mation error bound (Section E.2).

E.1 Minimax Optimality of Activation-Aware
Selection

In Transformer inference, the activation matrix A is
observed, while the other operand B is not known
at selection time. We show that under this informa-
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tion asymmetry, TopK selection by column norm
is the optimal dimension selection strategy.

We decompose the matrix product AB as a sum
of rank-one terms over the shared dimension:

AB =
d∑

j=1

A:,j Bj,:. (11)

Each term A:,j Bj,: contributes independently
along dimension j, with contribution magnitude
∥A:,j Bj,:∥F = ∥A:,j∥2 ∥Bj,:∥2. When we discard
dimension j, the error contribution from that di-
mension is ∥A:,j∥2 ∥Bj,:∥2. Since we observe A
but not B, we formulate the selection problem as
a minimax game over independent per-dimension
adversaries.

Theorem 1 (Minimax Optimality). Let A ∈ Rn×d

be a fixed activation matrix, and let k ∈ {1, . . . , d}.
Define

I∗ = arg min
|I|=k

max
bj≥0, j=1,...,d∑d

j=1 b
2
j≤1

∑

j /∈I
∥A:,j∥2 bj , (12)

where bj = ∥Bj,:∥2 represents the unknown row
energy of B. Then I∗ = TopK

(
{∥A:,j∥2}dj=1, k

)
.

Proof. By Proposition 1, the approximation error
satisfies

∥AB−A:,IBI,:∥F ≤
∑

j /∈I
∥A:,j∥2 ∥Bj,:∥2. (13)

This upper bound depends on B only through the
row norms bj = ∥Bj,:∥2. We therefore analyze the
minimax problem over this upper bound, which
yields a tractable upper-bound surrogate for the
original approximation problem.

Denote αj = ∥A:,j∥2 and Ī = [d] \ I . For fixed
I, the inner maximization is

max
bj≥0∑
j b

2
j≤1

∑

j∈Ī
αj bj . (14)

By the Cauchy–Schwarz inequality,
∑

j∈Ī αj bj ≤(∑
j∈Ī α

2
j

)1/2(∑
j∈Ī b

2
j

)1/2, with equality when
bj ∝ αj for j ∈ Ī and bj = 0 for j ∈ I. Since
the adversary can place all energy on Ī and set∑

j∈Ī b
2
j = 1, the inner maximum equals

(∑

j∈Ī
∥A:,j∥22

)1/2

= ∥A:,Ī∥F . (15)

The outer minimization then becomes

min
|I|=k

∥A:,Ī∥F = min
|I|=k

(∑

j /∈I
∥A:,j∥22

)1/2

. (16)

Minimizing
∑

j /∈I ∥A:,j∥22 over all subsets I of
size k is equivalent to maximizing

∑
j∈I ∥A:,j∥22,

which is achieved by selecting the k dimensions
with the largest column norms:

I∗ = TopK
(
{∥A:,j∥2}dj=1, k

)
. (17)

Remark 1 (Tightness). The inner maximiza-
tion (15) is achieved by setting bj = αj/∥A:,Ī∥F
for j ∈ Ī and bj = 0 otherwise. This corresponds
to a matrix B whose row norms are proportional
to the activation column norms in the discarded
dimensions—precisely the worst case for any fixed
selection. TopK selection minimizes the impact of
this worst case.

Remark 2 (Interpretation). Theorem 1 states
that among all deterministic selection rules that
observe only A and retain k dimensions, TopK
by column norm minimizes the worst-case error
bound. The result holds for any B and does not
require assumptions on the structure of B. This
provides a principled justification for the design of
RMM: the selection rule is minimax optimal for the
stated activation-only upper-bound surrogate under
the information asymmetry inherent in Transformer
inference.

Remark 3 We note that the optimality estab-
lished here is with respect to selection rules that
depend only on A. If B were also observable at
selection time, a jointly optimal rule could achieve
lower error. However, in Transformer inference,
the selection must be made before the matrix multi-
plication is executed, making the one-sided setting
the natural formulation.

E.2 Approximation Error Bound
Proposition 1 (RMM Approximation Error
Bound). Let A ∈ Rn×d and B ∈ Rd×m, and let
I ⊆ [d] with |I| = ⌈ρd⌉ be the index set selected
by RMM. Denote the complement Ī = [d]\I . Then
the approximation error satisfies

∥AB −A:,I BI,:∥F ≤
∑

j∈Ī
∥A:,j∥2 ∥Bj,:∥2.

(18)
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Proof. The full matrix product decomposes as
AB =

∑d
j=1A:,j Bj,:. The RMM approximation

retains only the terms indexed by I, so the error is

AB −A:,I BI,: =
∑

j∈Ī
A:,j Bj,:. (19)

Applying the triangle inequality and ∥uv⊤∥F =
∥u∥2∥v∥2 yields the bound.

E.3 A Factorized Bound via Cauchy–Schwarz
Corollary 1. Under the same notation as Proposi-
tion 1,

∥AB −A:,IBI,:∥F
≤

∥∥A:,Ī
∥∥
F

∥∥BĪ,:
∥∥
F
. (20)

Proof. Applying the Cauchy–Schwarz inequality
to the right-hand side of Eq. (18), we obtain

∑

j∈Ī
∥A:,j∥2 ∥Bj,:∥2

≤


∑

j∈Ī
∥A:,j∥22




1/2
∑

j∈Ī
∥Bj,:∥22




1/2

=
∥∥A:,Ī

∥∥
F

∥∥BĪ,:
∥∥
F
. (21)

E.4 Interpretation
The bound in Corollary 1 admits a clear interpre-
tation: the approximation error is controlled by
the product of the residual energy in the discarded
columns of A and the discarded rows of B. Define
the discarded energy ratio of A as

ϵA(ρ) ≜
∥A:,Ī∥2F
∥A∥2F

, (22)

and analogously ϵB(ρ) for B. Then the relative
error satisfies

∥AB −A:,I BI,:∥F
∥A∥F ∥B∥F

≤
√
ϵA(ρ) ϵB(ρ). (23)

This bound, combined with Theorem 1, reveals
two key properties:

(1) Energy concentration implies small error.
When the activation energy of A is concentrated
in a small number of dimensions—as is widely
observed in Transformer hidden states—the dis-
carded energy ratio ϵA(ρ) is small even at aggres-
sive retention ratios. For instance, if the top 70% of
dimensions capture 95% of the total energy, then
ϵA(0.7) = 0.05, and the relative error is bounded
by

√
0.05 · ϵB(0.7).

(2) TopK selection minimizes the A-side residual.
By Theorem 1, RMM selects the index set that
minimizes ∥A:,Ī∥2F among all choices of size ⌈ρd⌉.
That is, for any alternative selection I ′ with |I ′| =
|I|,

∥A:,Ī∥2F ≤ ∥A:,Ī′∥2F . (24)

This means that among all activation-only selection
rules at the same retention ratio, RMM achieves
the tightest possible bound on the approximation
error.

E.5 Why Input-Adaptive Selection?

A natural alternative to RMM is static selection:
one identifies a fixed subset of contraction-axis in-
dices using a calibration dataset and reuses this
subset throughout inference. Such a strategy is
attractive from a systems perspective because it
avoids repeated selection and index-gathering op-
erations. If the same retained subset could also
be reused across decoding steps, it could poten-
tially simplify memory access and facilitate more
efficient KV-cache management.

Our empirical results, however, show that fixed
selection does not generalize as reliably as input-
adaptive selection. A subset derived from one
dataset may perform well on that dataset but de-
grade on other tasks or input distributions. We
observe similar behavior within attention heads:
dimensions that appear unimportant for one task,
layer, or input are not necessarily unimportant in
other contexts. These observations suggest that the
locations of redundant computation are not globally
fixed.

This behavior motivates the input-adaptive de-
sign of RMM. Rather than assuming a single re-
tained subset shared across inference contexts,
RMM recomputes the selected indices from the cur-
rent activations. The formal results above justify
the local TopK rule under the stated activation-only
surrogate, while the empirical comparisons show
why applying this rule dynamically is preferable to
reusing a fixed subset.

Dynamic selection does not eliminate the
accuracy–efficiency trade-off: sufficiently aggres-
sive reduction can still degrade performance on
sensitive tasks or components. Nevertheless, the
results indicate that substantial redundancy can be
exploited without imposing a task-specific, globally
fixed reduction pattern. They also motivate future
training-aware approaches that explicitly encour-
age representations to become more concentrated
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or hardware-friendly.

E.6 An Interpretive Perspective on Dynamic
Subspaces

The preceding formal analysis explains the
activation-aware TopK rule for a given matrix prod-
uct, but it does not explain why the preferred in-
dices vary across inputs, layers, and decoding steps.
We therefore provide an interpretive perspective on
this empirical behavior. The following discussion
is heuristic and does not constitute an additional
formal guarantee.

Let hℓt ∈ Rd denote the hidden state at layer ℓ
and decoding step t. A static reduction rule im-
plicitly assumes that there exists a global subspace
U ⊂ Rd such that

hℓt ≈ ΠU (h
ℓ
t) (25)

across inputs, layers, and decoding steps. In effect,
this assumes that a single low-dimensional struc-
ture can preserve the relevant information in all
inference contexts.

Our observations instead suggest that the effec-
tive representation subspace may vary with the in-
put, layer, and decoding state. One possible expla-
nation is that semantic information is encoded in a
distributed manner rather than being permanently
associated with a fixed set of coordinate dimen-
sions. Consequently, the dimensions carrying the
most relevant activation energy can change across
contexts.

A complementary interpretation views a deep
Transformer as a nonlinear dynamical system in
which each layer applies a state-dependent trans-
formation,

hℓ+1 = f ℓ(hℓ). (26)

Under this view, imposing the same fixed low-
dimensional restriction at every intermediate state
introduces a structured perturbation. Subsequent
nonlinear transformations may amplify or redirect
this perturbation, producing errors that depend on
the particular input trajectory.

Geometrically, activations for a given input may
be viewed as lying near a locally low-dimensional
region whose salient directions vary across inputs
and layers. Static selection uses a single global
coordinate subspace, whereas RMM selects an
input-dependent coordinate subspace that may bet-
ter align with the locally salient activation direc-
tions. This analogy offers one possible explanation
for the stronger empirical robustness of dynamic

selection, while remaining distinct from the formal
guarantees established above.

Together, the formal and interpretive analyses
provide complementary views of RMM: the former
justifies how indices are selected for the current ma-
trix product, while the latter offers a possible expla-
nation for why the retained set should adapt across
inference contexts. Developing a more complete
theory of these dynamic representation subspaces
remains an open direction.
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Method Ratio Copa ARC-C ARC-E PiQA CommQA AVG

Prune Q
Projection

Baseline 77.2 49.5 76.32 79.92 66.01 69.79
0.9 77.4 48.16 76.67 79.6 66.18 69.60
0.8 77.6 49.83 76.84 79.71 66.42 70.08
0.7 77.6 50.84 76.67 79.82 65.11 70.01
0.6 77.2 47.83 76.14 78.94 65.68 69.16
0.5 77.2 44.15 73.86 79.27 64.54 67.80

Prune QKV
Projection

Baseline 77.2 49.5 76.32 79.92 66.01 69.79
0.9 76.6 48.16 75.26 79.16 65.44 68.92
0.8 77.2 47.49 75.09 79.05 64.70 68.71
0.7 77.0 46.82 72.81 77.48 62.65 67.35
0.6 73.4 37.46 68.60 77.48 59.38 63.26
0.5 70.6 36.79 62.98 76.65 51.92 59.79

Prune
Attention

Baseline 77.2 49.5 76.32 79.92 66.01 69.79
0.9 78.2 48.49 75.79 79.22 65.57 69.45
0.8 74.8 47.83 75.44 79.05 64.95 68.41
0.7 78.0 44.15 70.70 78.89 63.14 66.98
0.6 76.6 39.13 68.42 78.73 59.71 64.52
0.5 74.6 32.11 62.11 74.76 54.22 59.56

Prune
Attention&Q

Baseline 77.2 49.5 76.32 79.92 66.01 69.79
0.9 77.4 48.16 76.67 79.60 66.18 69.60
0.8 77.6 49.83 76.84 79.71 66.42 70.08
0.7 77.6 50.84 76.67 79.82 65.11 70.01
0.6 77.2 47.83 76.14 78.94 65.68 69.16
0.5 77.2 44.15 73.86 79.27 64.54 67.80

Prune
Attention&QKV

Baseline 77.2 49.5 76.32 79.92 66.01 69.79
0.9 76.6 48.20 75.30 79.20 65.40 68.94
0.8 77.2 47.50 75.10 79.10 64.70 68.72
0.7 77.0 46.80 72.80 78.10 62.70 67.48
0.6 73.4 37.50 68.60 77.50 59.40 63.28
0.5 70.6 36.80 63.00 76.60 51.90 59.78

Prune MLP
Up

Baseline 77.2 49.5 76.32 79.92 66.01 69.79
0.9 73.0 46.49 70.70 78.07 60.20 65.69
0.8 73.6 38.46 62.98 76.17 58.31 61.90
0.7 68.2 41.47 60.00 74.59 55.12 59.88
0.6 69.0 34.55 58.07 73.72 53.15 57.70
0.5 66.8 28.76 51.05 69.15 46.44 52.44

Prune MLP
Gate

Baseline 77.2 49.5 76.32 79.92 66.01 69.79
0.9 73.6 44.82 74.74 79.33 60.69 66.64
0.8 74.2 47.16 70.00 77.42 60.03 65.76
0.7 74.8 41.81 69.12 75.35 59.30 64.08
0.6 74.4 42.81 66.49 74.27 56.51 62.90
0.5 69.4 34.11 63.86 71.49 50.61 57.89

Prune MLP
Down

Baseline 77.2 49.5 76.32 79.92 66.01 69.79
0.9 76.8 47.16 73.33 78.84 61.02 67.43
0.8 76.0 46.49 73.51 78.89 59.71 66.92
0.7 74.8 45.48 72.81 77.20 58.48 65.75
0.6 74.0 42.81 66.84 76.71 53.71 62.81
0.5 72.0 40.80 64.04 76.22 53.73 61.36

Prune
Whole MLP

Baseline 77.2 49.5 76.32 79.92 66.01 69.79
0.9 69.6 43.81 67.02 76.66 58.23 63.06
0.8 68.6 37.46 61.75 75.39 54.55 59.55
0.7 70.0 31.77 57.54 71.44 48.89 55.93
0.6 65.2 25.08 48.95 63.76 42.42 49.08
0.5 53.6 23.75 35.44 57.56 31.04 40.28

Prune
MLP&Attention

Baseline 77.2 49.5 76.32 79.92 66.01 69.79
0.9 69.6 41.47 65.61 77.15 58.97 62.56
0.8 69.8 35.12 56.32 73.72 55.86 58.16
0.7 68.4 33.11 52.28 67.85 48.73 54.07
0.6 56.6 27.76 44.56 57.51 36.69 44.62
0.5 56.4 25.08 31.05 52.88 28.01 38.68

Table 16: Comprehensive component-wise RMM ablations on LLaMA 3.1 8B across five QA benchmarks. Each
group reports RMM applied to the indicated matrix product or combination of products under different retention
ratios.
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