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Abstract

As scientific literature grows and papers in-
creasingly under-report limitations, multi-agent
LLMs offer a promising approach to system-
atically uncover these hidden failure modes.
Here, we introduce Tree-of-Concerns, a
multi-agent framework that deploys special-
ized skeptic personas, each operating through
a category-specific analytical lens, as parallel
debate trees to extract unstated limitations from
scientific papers. Each persona conducts struc-
tured, evidence-grounded argumentation, while
aPanel Review mechanism re-evaluates each
surviving claim from all five perspectives to
correct category drift and severity miscalibra-
tion. Through retrieval-free, single-paper exper-
iments on ToC-Bench, our benchmark of 414
research papers with 1,905 unstated limitations,
sourced from reviewer-reported weaknesses
and follow-up citation critiques, we demon-
strate that ToC improves precision by 79% and
coverage by 11% relative to the strongest base-
line, surfacing specific, evidence-grounded con-
cerns that support reviewers in systematic eval-
uation.

1 Introduction

Scientific papers systematically under-report their
limitations due to incentive misalignment, page
constraints, and authorial blind spots (Ioannidis,
2007; Vazire, 2017), with a recent analysis find-
ing 73% of reviewer-identified weaknesses absent
from NeurIPS 2023 limitation sections (Liang et al.,
2024b). This gap places an unsustainable burden
on peer reviewers who must independently iden-
tify these unacknowledged issues under deadlines.
However, the consequences extend beyond the re-
view process. When limitations remain unstated,
practitioners risk deploying methods outside their
valid operating range, leading to silent production
failures and contributing to a broader reproducibil-
ity crisis within machine learning (Kapoor et al.,
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Figure 1: A taxonomy of limitations made for Paper P,
specific to Scope, Method and Reproducibility. Green
check mark: unstated limitation; red cross: limitation
stated by user.

2024; Semmelrock et al., 2025). Consequently, a
systematic method for surfacing these hidden lim-
itations is critical to support both the peer review
process and the broader downstream research and
deployment pipeline.

To address this bottleneck, automated scien-
tific critique has emerged as a promising direction.
Systems such as DIAGPaper (Zou et al., 2026),
MARG (D’Arcy et al., 2024), and AgentReview
(Jin et al., 2024) deploy LLM-based agents to gen-
erate review-like feedback. However, these systems
are designed to replicate the style and coverage of
human reviews rather than to systematically ex-
tract limitations that authors have failed to state
(cf. Fig. 1). This distinction is critical because
a system optimized to match human review distri-
butions will naturally gravitate toward the same
salient issues that reviewers mention. Furthermore,
recent studies reveal that standard multi-agent con-
sensus mechanisms often suffer from inherent con-
formity, where agents are overly influenced by
the majority and propagate errors rather than en-
gaging in rigorous, independent verification (Cui
et al., 2026; Weng et al., 2025; Choi et al., 2025).
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Without specialized analytical lenses and mecha-
nisms to preserve viewpoint diversity, naive agent
swarms are prone to premature homogenization
and groupthink (Wu and Ito, 2025), failing to sur-
face deeper, more specific concerns. We focus on
retrieval-free, single-paper identification of internal
scientific limitations, rather than general-purpose
peer review. Writing assessment, novelty evalua-
tion, and missing-citation detection are outside our
scope because they require different evidence or
external retrieval.

Two fundamental gaps currently hinder the shift
from review replication to genuine limitation dis-
covery. First, although recent work studies limita-
tion identification and generation (Al Azher et al.,
2025; Azher et al., 2026; Xu et al., 2025), existing
resources differ in whether they include author-
acknowledged limitations, synthetic perturbations,
or external retrieval. General review datasets such
as PeerRead (Kang et al., 2018), NLPeer (Dycke
et al., 2023), and AAAR-1.0 (Lou et al., 2025)
also do not isolate externally grounded, author-
unacknowledged limitations. Second, existing
multi-agent frameworks do not combine retrieval-
free single-paper critique, independent category-
specialized branches, and post-hoc cross-agent rec-
onciliation. While Tree-of-Debate (Kargupta
et al., 2025) demonstrates the value of debate, its
homogeneous agents operate on pairwise compar-
isons and can converge on obvious flaws rather
than exploring diverse, complex failure modes. To
bridge these gaps, we propose three design princi-
ples:

Specialized personas prevent critique group-
think. When prompted to identify limitations with-
out constraints, generalist LLMs gravitate toward
the same salient methodological issues that authors
naturally self-report. We explore the use of spe-
cialized skeptic personas, each constrained to a
distinct analytical lens (scope, methodology, theo-
retical, reproducibility, fairness). By forcing agents
to evaluate a paper through a narrow failure-mode
constraint, we break the gravitational pull of stated
limitations and foster the discovery of genuinely
novel, unstated concerns.

Tree-structured debate stress-tests and deep-
ens claims. A single pass of generation is insuffi-
cient for rigorous critique, as LLMs frequently hal-
lucinate missing baselines or raise easily refutable
concerns (Huang et al., 2025). We propose con-
verting limitation discovery into a tree-structured

adversarial debate. Within each node, a skeptic’s
claim is attacked by a “Paper Advocate” agent, forc-
ing the skeptic to withdraw invalid claims or revise
them with stronger evidence. If a claim survives
and suggests a deeper structural issue, a moderator
expands it into a child node, allowing for depth-first
exploration of complex, multi-layered flaws.

Cross-branch reconciliation resolves category
drift. While isolating specialized branches pre-
vents premature consensus, it introduces new fail-
ure modes: cross-branch redundancy (e.g., the
Scope and Methodology skeptics finding the same
issue from different angles) and category drift (e.g.,
a theoretical skeptic mislabeling a scope issue as
a proof gap). Because isolated trees lack global
context, we propose a post-hoc panel review mech-
anism. This panel evaluates the aggregate critique
holistically, labeling cross-category overlap, recali-
brating inflated severities, and reclassifying drifted
categories to produce a unified, coherent output.

We  integrate  these  principles into
Tree-of-Concerns, a novel framework that
dynamically deploys five specialized parallel
debate trees. Each persona conducts a structured
four-stage argumentation loop (claim, advocate
response, revision, moderation) grounded by
direct paper evidence. To evaluate retrieval-free,
single-paper unstated-limitation extraction, we pair
our framework with ToC-Bench.

Our contributions are summarized as follows:!

* We introduce ToC-Bench, a benchmark specif-
ically curated for retrieval-free evaluation of
author-unacknowledged limitations. It contains
414 papers with 1,905 externally sourced refer-
ence limitations from peer-review weaknesses
and follow-up citation critiques.

* We propose Tree-of-Concerns, a hierarchical
multi-agent framework that pairs specialized, par-
allel debate trees with an adversarial per-node
filtering mechanism to extract deep, evidence-
grounded critiques.

* We introduce Panel Review, a cross-branch rec-
onciliation mechanism that holistically reviews
parallel outputs to record cross-category applica-
bility, correct category drift, and calibrate sever-
ity.

* Through rigorous evaluation, we demonstrate
that Tree-of-Concerns achieves 36.1% Cov-
erage@ 10 and 40.3% Precision on ToC-Bench,

'Code: €) sahilmishra0012/Tree-of-Concerns
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showing improvements of 79% in precision and
11% in coverage over the strongest baseline.

2 Related Work

2.1 Multi-Persona LLM Debate

Multi-agent debate frameworks use structured dis-
agreement to enhance reasoning and reduce hal-
lucinations (Du et al., 2024; Liang et al., 2024a;
Wang et al., 2024b). However, open multi-agent
debate can also induce conformity and degrade
performance (Wynn et al., 2025). Building on
the “Society of Mind” tradition (Zhuge et al.,
2025), existing systems typically assign stance-
based roles to adjudicate claims (Irving et al.,
2018; Chan et al., 2024) or compare papers pair-
wise, as in Tree-of-Debate (Kargupta et al.,
2025). In contrast, Tree-of-Concerns isolates
category-specialized branches during generation
and uses the Advocate as an adversarial filter rather
than as a consensus-seeking participant. Other
works use LLMs for taxonomy expansion (Mishra
et al., 2026d, 2025) or develop representations for
hierarchical relations (Mishra et al., 2026a,b,c);
Tree-of-Concerns instead uses a hierarchy to or-
ganize and refine concerns about one paper.

2.2 Automated Paper Critique

Recent LLM frameworks automate scientific cri-
tique by simulating peer-review dynamics through
reviewer—author dialogues, meta-reviews, and
structured prompting (Yuan et al., 2022; Liu and
Shah, 2023; D’ Arcy et al., 2024; Jin et al., 2024;
Zou et al., 2026). Because these systems generally
target broad review generation, their outputs may
emphasize salient concerns already acknowledged
by authors (Wang et al., 2024a; Liang et al., 2024b).
Tree-of-Concerns instead targets retrieval-free
identification of author-unacknowledged limita-
tions using isolated, specialized adversarial debate
trees.

2.3 Benchmarks for Scientific Text

Existing benchmarks for review generation (Kang
et al., 2018; Dycke et al., 2023; Yuan et al., 2022;
Shen et al., 2022; Lou et al., 2025) and docu-
ment reasoning (Singh et al., 2023; Dasigi et al.,
2021; Cohan et al., 2019) do not specifically isolate
author-unacknowledged limitations. Recent work
more directly studies limitation extraction and gen-
eration: BAGELS (Al Azher et al., 2025) collects

scholarly limitations, LIMITGEN (Xu et al., 2025)
evaluates limitation identification using human and
synthetic instances, and LimAgents (Azher et al.,
2026) uses a multi-agent, retrieval-augmented gen-
eration pipeline. These resources differ in whether
they include author-stated limitations, synthetic per-
turbations, or external retrieval. ToC-Bench com-
plements them by applying a concept-level unstated
filter and preserving reviewer or citation prove-
nance for each reference limitation.

3 Tree-of-Concerns Framework

As illustrated in Fig. 2, Tree-of-Concerns sys-
tematically extracts unacknowledged paper limita-
tions through specialized, adversarial debate.

3.1 Problem Formulation

Given a scientific paper P represented by a textual
context containing its title, abstract, sections, figure
captions, and references, our task is to produce a
set of limitation records £ = {l1, 12, ..., }. Each
record [; = (claimg, cat;, sev;, ev;) contains a limi-
tation claim, a category cat; € {scope, methodol-
ogy, theoretical, reproducibility, fairness}, a sever-
ity rating sev; € {major, minor}, and supporting
evidence ev; grounded in the paper text.

Task scope. We study retrieval-free, single-paper
limitation identification: systems receive only the
target paper’s textual context. General peer-review
functions such as writing assessment, novelty eval-
uation, and missing-citation detection are outside
our scope.

3.2 Design Principle: Specialized Critique

The design principle behind Tree-of-Concerns
emerges from a simple observation (§5): a gen-
eralist LLM critiquing a paper activates the same
analytical patterns its authors use, clustering its out-
puts on methodology and scope and leaving theoret-
ical, reproducibility, and fairness concerns largely
unexplored (Appendix A). Specialization breaks
this gravitational pull. By constraining each agent
to a narrow, failure-mode-specific lens, the frame-
work bypasses these salient critiques and forces the
discovery of genuinely unstated concerns—ones
that have minimal overlap with what a generalist
baseline would surface, supporting the claim that
specialization recovers fundamentally different lim-
itations rather than a refined subset of generalist
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Figure 2: The Tree-of-Concerns framework. Five parallel skeptic branches stress-test candidate limitations
via adversarial debate; the Panel Review then resolves cross-branch redundancy, category drift, and severity

miscalibration.

outputs (Appendix R).

3.2.1 Constructing the Personas

To execute this, we instantiate five independent
branches driven by specialized system prompts
(Appendix B) that define their analytical scope,
provide target examples, and explicitly instruct the
agents to ignore stated limitations.

* Scope Skeptic. This persona examines whether a
paper’s claims generalize beyond its experimen-
tal conditions. It scrutinizes dataset coverage,
domain applicability, language diversity, scale
assumptions, and the gap between stated contri-
butions and evidence. The skeptic identifies cases
where authors frame results as general while evi-
dence supports narrow conclusions, flagging un-

stated deployment assumptions. .

* Methodology Skeptic. This persona evaluates
experimental design, baselines, evaluation met-
rics, statistical rigor, and ablation completeness.
It identifies missing controls, unfair comparisons,
absent variance reporting, cherry-picked met-
rics, and protocols that inflate reported perfor-
mance. The skeptic asks whether experimental
evidence supports the paper’s conclusions given
these methodological choices.

stated theoretical assumptions, gaps between for-
mal guarantees and implementations, and cases
where empirical results contradict theory. It ap-
plies to papers with formal contributions and ab-
stains when theoretical content is absent.

Reproducibility Skeptic. This persona assesses
whether the paper provides sufficient detail for in-
dependent replication. It examines hyperparame-
ters, data preprocessing, computational require-
ments, random seeds, and code/data availability.
It identifies omitted implementation choices or
instances where results depend on undisclosed
configurations preventing faithful reproduction.

Fairness Skeptic. This persona evaluates so-
cietal impacts, biases, and ethical implications
unaddressed by the paper. It examines dataset
composition for demographic biases, considers
dual-use potential, identifies harmed populations,
and flags cases where evaluations lack subgroup
equity. It is calibrated to avoid generic concerns
and ground every claim in specific paper content.

While these five personas were developed to cap-

ture a holistic view of the paper, our framework

* Theoretical Skeptic. This persona examines is highly extensible and allows for the seamless
formal claims, proof assumptions, complexity introduction of additional specialized skeptics as
analyses, and logical coherence. It identifies un-  needed.

2738



3.3 Tree Structure and Branch Independence

The five skeptic personas operate as strictly paral-
lel, independent trees. Unlike collaborative debate
trees, these branches do not exchange intermediate
claims and remain isolated until the post-hoc Panel
Review stage. Preventing cross-branch communi-
cation during the generation phase avoids prema-
ture convergence, ensuring that early claims do not
suppress diverse perspectives. We cap tree expan-
sion at depth 1 because deeper expansion provides
only a small coverage gain while substantially re-
ducing precision (Appendix M).

3.4 The Four-Stage Debate

Within each tree node, a limitation candidate un-
dergoes a four-stage structured debate (full prompt
templates in Appendix C). This adversarial process
eliminates superficial or poorly-grounded claims
while strengthening those that survive.

Stage 1: Argue with Evidence. The skeptic gen-
erates a limitation claim supported by a quote from
the paper. Claims without grounding evidence are
disadvantaged in subsequent stages, as the modera-
tor is unlikely to rule them valid without evidence.

Stage 2: Advocate Response. An advocate adopts
the authors’ perspective to rebut the claim, arguing
it is out of scope, already addressed, or specula-
tive. This pressure eliminates superficial or easily
refuted claims to maximize precision.

Stage 3: Revise or Withdraw. The skeptic evalu-
ates the rebuttal and must revise the claim or with-
draw it. Surviving claims are therefore better cali-
brated. Common revisions include adding unstated-
constraint justifications or downgrading severity if
the limitation affects secondary contributions.

Stage 4: Moderate and Expand. A moderator
evaluates the revised claim against three expan-
sion criteria: (a) it suggests a deeper issue worth
exploring, (b) evidence supports a more specific
sub-claim, and (c) expansion produces genuinely
new information rather than rephrasing. If at least
two criteria are met, the moderator generates a
child node with a more specific follow-up claim,
enabling targeted expansion into one level of more
specific child claims.

3.5 Panel Review

While specialization prevents groupthink, it intro-
duces category drift. To resolve this, the Panel

Statistic Value
Total papers 414

Gold tier 155

Silver tier 259
Total unstated limitations 1,905
Mean limitations per paper 4.6
Median limitations per paper 4
Source: OpenReview weaknesses 971
Source: Citation critiques 934

Table 1: ToC-Bench statistics. The benchmark contains
414 real papers with externally-sourced gold limitations
actively unacknowledged by the original authors.

Review operates as a post-hoc reconciliation stage.
Each surviving claim is re-evaluated by a single
LLM call considering all five skeptic perspectives
simultaneously (prompt template in Appendix C.5),
enabling cross-category reasoning that isolated per-
tree moderators cannot perform. The panel assigns
exactly one action to each claim:

* Endorse: The claim is valid, correctly catego-
rized, and substantive. It passes to the final output
unchanged.

* Merge: The claim spans multiple analytical cate-
gories. The panel retains one claim and records
its additional applicable categories.

* Downgrade: The claim is valid but its severity
is inflated from the panel’s broader perspective.
Severity is reduced with justification.

* Reclassify: The claim is valid but assigned to the
wrong category due to category drift. The panel
reassigns it (e.g., a theoretical skeptic’s concern
reclassified to scope because it addresses prose
over-generalization rather than a proof gap).

* Reject: The claim is invalid, already stated, or
too speculative. In practice, the per-node debate
filters most rejectable claims before they reach
the panel.

Algorithms detailing the above pipeline are dis-
cussed in Appendix D.

4 ToC-Bench

To support rigorous evaluation of unstated limi-
tation extraction, we introduce ToC-Bench. The
benchmark provides externally sourced reference
annotations supported by reviewer or citation
evidence and filtered for acknowledgement by
the original authors. General scientific-review
benchmarks such as PeerRead (Kang et al.,
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LLM-as-Judge Hybrid Likert Panel

Method Cov@l Cov@5 Cov@10 Precision Validity Specificity Novelty
Baselines

Zero-shot LLM 0.9 14.2 18.6 14.4 32 2.6 2.5
DIAGPaper 23 7.0 14.5 11.7 2.7 2.5 2.3
Single-skeptic CoT 8.5 23.7 32.6 22.5 35 34 32
Ablations

No-Branching 2.6 7.6 7.6 24.0 3.7 3.1 2.6
No-Expansion 2.3 14.9 14.9 21.4 3.6 2.8 34
No-Panel 6.0 26.0 34.0 34.6 39 37 39
ToC 11.5 27.2 36.1 40.3 4.3 4.0 4.2

Table 2: Comparison of performance of ToC with baselines and ablated components. Best results in bold.

2018), NLPeer (Dycke et al., 2023), and AAAR-
1.0 (Lou et al., 2025) were not designed to iso-
late author-unacknowledged limitations or provide
typed, per-claim evidence annotations. Recent
limitation-focused resources and systems include
BAGELS (Al Azher et al., 2025), LIMITGEN (Xu
et al., 2025), and LimAgents (Azher et al., 2026).
ToC-Bench complements these works by applying
a concept-level acknowledgement filter, preserving
reviewer or citation provenance, and supporting
retrieval-free, single-paper evaluation.

4.1 Corpus Selection

We curate ToC-Bench from major NLP, ML, and
CV venues published between 2020 and 2025.
Seed papers were discovered via the Semantic
Scholar API with a citation-count threshold of
>100 (relaxed to >50 for NLP venues). Com-
plete corpus construction protocol is discussed in
Appendix E. To ensure complementary temporal
coverage, gold limitations are sourced from two
channels,

¢ OpenReview Weaknesses (Contemporaneous):
We extract weaknesses from structured OpenRe-
view comments using the OpenReview APIs (v1
and v2). After extraction and filtering, this source
contributes 971 reference limitations. These are
contemporaneous concerns raised during peer re-
view and are generally assessable from the target
paper at submission time.

« Citation Critiques (Retrospective): We retrieve
citing papers through the Semantic Scholar API
and apply a regex cue filter (unlike, fails to,
overclaim, etc.) to the surrounding citation con-
texts. After extraction and filtering, this source
contributes 934 reference limitations. Some of
these concerns emerge only in hindsight or down-

stream deployment.

The OpenReview subset represents the primary
evaluation of contemporaneous, single-paper lim-
itation discovery. The citation subset serves as a
retrospective stress test, including concerns that
may require external evidence unavailable to a
retrieval-free system, and motivates future search-
augmented evaluation. We partition the benchmark
into a gold tier of 155 papers with at least two Open-
Review weaknesses and a silver tier of 259 papers
supported only by citation evidence. Both tiers
undergo the same extraction and filtering pipeline.

4.2 Extraction Pipeline

A two-stage pipeline transforms the raw source text
into structured limitation records.

Stage 1: Candidate Extraction. For each (paper,
source) pair, an LLM extracts a structured limita-
tion claim (category, severity, and evidence quote).
The model is explicitly prompted to discard out-of-
taxonomy claims, neutral citations, or issues that
the target paper already acknowledges.

Stage 2: Deduplication and Unstated Filter. Af-
ter clustering near-equivalent candidates, a sec-
ondary LLM compares the surviving claims against
the target paper’s self-critical sections (e.g., Limi-
tations, Discussion, Future Work). Using concept-
level matching, any limitation conceptually ac-
knowledged by the authors, even if phrased dif-
ferently, is removed.

After the full pipeline, we retain on average 4.6
limitations per paper (median 4, range 2—14), with
a right-skewed distribution where broad-claim pa-
pers contribute the long tail. Table 1 reports bench-
mark statistics; Appendices T and X provide an
example record and the released JSON schema.
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Human validation. Two independent evaluators,
neither involved in system development, manually
audited a stratified sample of 100 reference limita-
tions spanning both sources and all five categories.
They assessed claim fidelity, category assignment,
whether each limitation was unstated, and sever-
ity calibration. Agreement was high for claim fi-
delity (Cohen’s x = (.88), category assignment
(k = 0.85), and unstated status (x = 0.82); ordinal
severity judgments achieved Spearman’s p = 0.84.
Appendix V provides the complete protocol.

5 Experiments

5.1 Methods Compared

We evaluate our framework (ToC+Panel) against
three baselines and three ablations. To establish
baseline performance, we compare against a single-
shot Zero-shot LLM, a strong Single-skeptic CoT
agent, and DIAGPaper (Zou et al., 2026). To iso-
late the impact of our core mechanisms, we system-
atically ablate the framework via No-Branching,
No-Expansion, and ToC no-Panel. Complete
baseline and ablation setup details are provided
in Appendix F, prompts used by baselines in Ap-
pendix G, and per-method computational require-
ments (API calls, cost, latency) in Appendix S.

5.2 Evaluation Protocol

We evaluate all methods on a held-out, stratified set
of 100 papers out of 414 papers from ToC-Bench.
Following recent precedents for complex evalua-
tion tasks (Zheng et al., 2023), we employ an LLM-
as-judge protocol. For each system-generated can-
didate I, and gold limitation /4, the judge deter-
mines whether they substantially address the same
core weakness, accommodating natural variations
in phrasing. Based on these matches, we compute
Coverage@K and Precision.

Beyond automated matching, we conduct a quali-
tative hybrid Likert evaluation to assess dimensions
that binary matching misses. A panel of four inde-
pendent evaluators (a PhD scholar, an undergradu-
ate researcher, GPT-40, and Claude Opus 4.7) rates
a stratified sample of generated limitations on a 1-5
Likert scale across three criteria: Validity, Speci-
ficity, and Novelty. Complete metric formulations
are detailed in Appendix H while implementation
and evaluator details are provided in Appendices J
and V.

Panel Action Count %
Endorse 510 56.1
Merge 171 18.8
Downgrade 155 17.1
Reclassify 70 7.7
Reject 2 02
Total claims reviewed 908 100.0
Modification rate 3908 43.8

Table 3: Panel Review verdict distribution for all panel
actions.

Gold Source Cov@10 Gold pool Papers
OR weaknesses 45.1% 315 51
Citation critiques  31.8% 260 95
Combined 34.0% 575 100

Table 4: Per-source coverage for ToC no-Panel (OR:
OpenReview). Counts in the Papers column do not
sum across rows because a paper can contribute gold
limitations to both pools; the Combined row reports the
total 100 held-out papers.

5.3 Evaluation

Table 2 presents our main results across both auto-
mated and Likert-panel evaluations.

Tree-of-Concerns achieves the best perfor-
mance across all metrics. ToC+Panel reaches
36.1% Coverage @10 and 40.3% Precision, outper-
forming all baselines and ablations. The hybrid
Likert panel also rates ToC+Panel highest in Va-
lidity (4.3), Specificity (4.0), and Novelty (4.2),
exceeding the strongest baseline, Single-skeptic
CoT, by 0.8, 0.6, and 1.0 points, respectively. A
per-skeptic decomposition of the framework’s out-
puts shows that all five personas contribute to the
performance of the framework (Appendices L and
D).

Each component contributes a distinct quality
dimension. Specialization drives coverage and
novelty; removing it (No-Branching) collapses
Cov@10 to 7.6% and Novelty to 2.6, as gener-
alists default to acknowledged flaws. ToC’s spe-
cialized branches also yield substantially broader
category coverage than any baseline (Appendix Q,
Table 19), expanding fairness representation from
<3% across baselines to 18.5%. Expansion forces
specificity; without it, claims remain overly broad
(Specificity 2.8, Cov@10 14.9%). Finally, Panel
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Method Verbatim % Quotes
ToC+Panel 61.6% 320/519
ToC no-Panel 64.6% 391/605
Zero-shot LLM 77.4% 531/686
Single-skeptic CoT 78.2% 611/781

Table 5: Evidence grounding rates (% of quoted evi-
dence appearing verbatim in paper).

Configuration Cov@10 A

Full ToC+Panel 36.1 —

No Methodology 28.5 —7.6
No Scope 30.2 -5.9
No Theoretical 32.8 -3.3
No Reproducibility 33.7 —24
No Fairness 34.3 —-1.8

Table 6: Leave-one-persona-out ablation on the held-out
evaluation set. Coverage@ 10 and changes relative to
the full ToC+Panel system are reported in percentage
points.

review provides calibration, intelligently merging
claims to lift Precision (+5.7pp) and hybrid Likert
metrics (+0.3-0.4) over ToC no-Panel.

Baselines plateau on the obvious. Zero-shot
prompting (Validity 3.2, Specificity 2.6, Novelty
2.5) and Single-skeptic CoT (3.5, 3.4, 3.2) gener-
ate claims rated as only partially valid and largely
pre-acknowledged. Their sub-3.5 Novelty scores
indicate a failure to surface genuine blind spots.
Although Single-skeptic CoT improves upon zero-
shot via structured sequential reasoning, it lacks the
adversarial debate and panel reconciliation neces-
sary to transcend self-reported flaws, leaving gaps
of 0.8 in Validity, 0.6 in Specificity, and 1.0 in
Novelty behind ToC+Panel across all Likert di-
mensions; Appendix W shows side-by-side top-3
outputs from each method on the DDSP paper, il-
lustrating the qualitative gap.

Review-replication systems fail at this task. DI-
AGPaper achieves the lowest scores across all auto-
mated and panel metrics (e.g., 11.7% Precision, 2.7
Validity). Its reviewer—author dialogue generates
verbose, generic feedback that overlaps with stated
limitations. These uniformly low hybrid Likert rat-
ings confirm its outputs are fundamentally weak,
not merely valid concerns missing from our gold
set.

5.4 Analysis

The panel performs substantial reconciliation.
As shown in Table 3, 43.8% of valid debate nodes
are modified rather than simply endorsed. The
panel recalibrates severity via downgrades (17.1%),
prevents double-counting through cross-category
merges (18.8%), and corrects category drift with
reclassifications (7.7%). A near-zero rejection rate
(0.2%) confirms that earlier per-node debates suc-
cessfully filter invalid claims. Thus, the panel
serves as a calibrator rather than a gatekeeper, with
its +0.4 Validity lift over ToC no-Panel stemming
entirely from these structural adjustments.

OpenReview-sourced limitations are 1.4x eas-
ier to recover. Table 4 shows ToC no-Panel
recovers reviewer-identified weaknesses (45.1%)
substantially more often than citation critiques
(31.8%); the same asymmetry holds for Zero-shot
and Single-skeptic CoT (Appendix Q). This reflects
a fundamental temporal gap: reviewer concerns are
identifiable strictly from the paper, whereas citation
critiques often rely on retrospective knowledge of
subsequent developments. This inherent ceiling for
single-paper systems naturally motivates retrieval-
augmented extensions for future work; consistent
with this, 42% of gold limitations missed by all
methods require knowledge of subsequent work
(Appendix O).

Lower verbatim grounding reflects cross-section
synthesis. As Table 5 shows, ToC methods gen-
erate fewer verbatim quotes (61-65%) than base-
lines (77-78%). The debate framework encourages
agents to combine evidence from multiple paper
sections into cohesive paraphrases, whereas single-
pass methods default to quoting localized sentences
suggesting that the lower verbatim rate is therefore
a byproduct of deeper analytical integration rather
than hallucination.

Contribution of individual personas. To de-
termine whether the five-persona taxonomy con-
tains redundant roles, we conduct a leave-one-
persona-out (LOPO) ablation on the held-out eval-
uation set. In each run, we remove one specialized
branch while keeping the remaining prompts, de-
bate stages, and inference settings unchanged. Ta-
ble 6 shows that removing any persona reduces
Coverage@10 relative to the full system. The
largest reductions follow removal of the Method-
ology (—7.6 points) and Scope (—5.9 points) skep-
tics, while the Theoretical, Reproducibility, and
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Stage Transcript

Case 1. Sharpening: Scope skeptic on DDSP. Surface concern — specific architectural claim via one advocate-rebuttal cycle.

Argue The abstract claims DDSP enables “broad applicability”” and “high-fidelity generation,” yet all experiments are on monophonic pitched
instruments (violin, flute, trumpet) and singing voice only.

Respond We acknowledge the concern. The paper scopes experimental contributions to audio synthesis, noting broader applicability as a direction
rather than a demonstrated claim.

Revise Even within audio synthesis, experiments are narrow: only monophonic, pitched, single-instrument sounds. The abstract’s “high-fidelity
generation” framing is misleading given this restriction.

Moderate

Valid/major. Expand: (1) limitations of harmonic-plus-noise architecture, (2) absence of multi-instrument or polyphonic evaluation.

Case 2. Withdrawal: Theoretical skeptic on DDSP. Skeptic concedes when paper has no formal content; branch terminates without a claim.

The paper does not state formal theorems, lemmas, or proofs whose internal consistency could be checked. .. Claims about expressivity

We agree with the reviewer’s assessment. .. The expressivity properties we reference are well-established in the DSP literature.

Argue

rely on well-known DSP results rather than novel derivations.
Respond
Revise There is no proof-level concern to raise. [concedes]
Moderate Deflected. Both parties agree; branch terminates.

Case 3. Panel reclassification: Theoretical skeptic on an exploration paper. Moderator rules valid in the original category; panel reassigns to the correct

one.

Argue The paper claims the reward “encourag[es] the agent to repeatedly revisit all states”... No formal argument or proof is provided that the
k-NN episodic bonus guarantees coverage.

Respond We acknowledge that “all states” is an informal aspiration rather than a formally proven guarantee.

Moderate Valid (theoretical). The published text conflates a local mechanism with a global coverage property, neither proven nor validated.

Panel

oversells generalization.”

Reclassify — scope/minor. “The issue is imprecise natural language that overstates the method’s guarantees. .. the informal framing

Table 7: Three debate transcripts illustrating the framework’s core dynamics.

Fairness skeptics contribute smaller but measurable
gains. These results indicate that all five analytical
lenses contribute to the framework’s coverage.

Qualitative Case Study. Table 7 illustrates three
core mechanisms of Tree-of-Concerns through
distinct debate transcripts (with additional exam-
ples in Appendix U). Case 1 demonstrates adver-
sarial sharpening, where an advocate’s pushback
forces a skeptic to refine a generic concern about
applicability into a highly specific architectural cri-
tique, successfully converting a surface observa-
tion into an actionable claim. Case 2 illustrates
correct withdrawal, which acts as a precision safe-
guard: a skeptic recognizes their theoretical lens
does not apply to the paper, resulting in a deflected
node (a mechanism filtering 13.6% of all nodes
to prevent manufactured flaws). Finally, Case 3
highlights panel reclassification to resolve category
drift. When an isolated theoretical moderator mis-
labels an overclaimed generalization as a formal
proof error, the global panel catches the misalign-
ment and reassigns it to the correct category — a
critical post-hoc correction applied to 7.7% of valid
claims that isolated moderators cannot detect.

Additional analysis using other LLLMs as back-
bone is discussed in Appendix K.

6 Conclusion

Surfacing the unstated limitations of scientific pa-
pers is essential as the growing volume of submis-

sions outpaces the community’s reviewer capacity.
We introduced ToC-Bench, a benchmark specifi-
cally curated for retrieval-free evaluation of author-
unacknowledged limitations, containing 1,905 ref-
erence limitations across 414 papers sourced from
OpenReview weaknesses and citation critiques,
and Tree-of-Concerns, a multi-agent framework
that deploys five category-specialized skeptic per-
sonas as parallel debate trees to extract concerns
authors did not acknowledge. Our method pairs
adversarial per-node debate with a cross-skeptic
Panel Review stage that catches category drift
and severity miscalibration before claims reach the
output. With a held-out set of 100 papers evaluated
by both automated metrics and human raters, we
demonstrate that Tree-of-Concerns significantly
outperforms zero-shot, single-skeptic, and review-
replication baselines.

Limitations

We identify four primary limitations of this
work, all reflecting the deliberate scope of
Tree-of-Concerns rather than fixable engineer-
ing choices.

Single-domain scope. ToC-Bench draws exclu-
sively from machine learning, natural language
processing, and computer vision venues. Extend-
ing the framework to other scientific disciplines—
biology, physics, the social sciences—would re-
quire domain-adapted skeptic personas (e.g., an
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“experimental controls” persona for the life sci-
ences, a “statistical-assumption” persona for the so-
cial sciences) and recalibrated category taxonomies.
We leave cross-disciplinary instantiation to future
work.

Text-only modality. The framework analyzes pa-
per prose; figures, tables, equations, and code are
processed only insofar as they appear as text. Limi-
tations that require visual reasoning over plots, for-
mal verification of mathematical proofs, or static
analysis of released code repositories fall outside
our current scope. Multimodal extension via vision—
language model composition is an orthogonal re-
search direction.

Single-paper analysis. Each critique operates on
one paper in isolation. Concerns that emerge only
through cross-paper comparison—concurrent con-
tributions, replication failures across studies, or
community-level methodological drift—are not sur-
faced. Consistent with this, 42% of gold limitations
missed by all methods require knowledge of subse-
quent work (Appendix O); detecting them would
require retrieval-augmented multi-paper reasoning,
which we leave as future work.

Lower-bound metrics. Gold limitations are exter-
nally grounded in reviewer critiques and follow-up
citation contexts but are not exhaustive. Reported
Coverage and Precision should be interpreted as
conservative lower bounds rather than absolute ceil-
ings; methods may produce additional valid con-
cerns absent from the gold pool.

Ethics Statement

We position Tree-of-Concerns as an assistive
tool for human peer review, designed to highlight
potential concerns rather than render automated ac-
cept/reject decisions. We recognize the dual-use
risks of automated critique systems—particularly
the potential for spurious objections or targeted
attacks on specific authors—and advocate for re-
sponsible deployment as reviewer aids rather than
autonomous evaluation mechanisms.

ToC-Bench is constructed from publicly accessi-
ble academic content from OpenReview and arXiv.
The release contains our derived annotations, bibli-
ographic metadata, and, only where the applicable
source license permits redistribution, source text
and supporting excerpts. Otherwise, it provides
source identifiers, URLs, and evidence locators.
Reviewer identifiers are removed. CC BY 4.0 ap-

plies only to the derived annotations and metadata
created by us; all third-party content remains gov-
erned by its original license and copyright. The
LLM APIs were used under their respective com-
mercial terms.

The two human evaluators in our hybrid Likert-
rating panel (Appendix V) participated voluntar-
ily, provided informed verbal consent, and rated
only anonymized, method-blinded outputs after be-
ing informed that the data would evaluate an au-
tomated paper-critique system. The rating task is
low-risk text annotation conducted under our or-
ganization’s standard exempt-protocol guidance;
benchmark construction uses publicly available text
and required no separate IRB review.

Al-writing assistance (LLM-based grammar and
clarity edits) was only used during manuscript
preparation; all technical claims, code, experimen-
tal design, and analyses are the authors’ own. The
framework itself uses LLMs as both research sub-
ject and tool, as detailed throughout the paper.
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Appendix

A Empirical Motivation for Specialized
Personas

Following the design principle introduced in §3.2,
this appendix provides empirical evidence for the
claim that generalist LLMs gravitate toward the
methodology+scope concentration of stated re-
viewer feedback, leaving theoretical, reproducibil-
ity, and fairness dimensions under-explored. Ta-
ble 8 confirms this empirically on our held-out
evaluation set. All three generalist baselines con-
centrate 64.5-88.8% of their outputs in the scope
and methodology categories, closely mirroring the
gold distribution’s 77.4% concentration in those
two categories—which is itself a property of the
reviewer-and-citation sources used to construct the
benchmark, not of the underlying space of real lim-
itations. Tree-of-Concerns’s specialized debate
trees substantially break this pattern: ToC+Panel
produces only 50.8% of outputs in methodol-
ogy-+scope and substantially expands fairness cov-
erage from near-zero (0.6-2.7% across baselines)
to 18.5%, with parallel expansion in reproducibility
(4.8-13.0% — 18.5%).

The KL divergence of each method’s category
distribution from the gold distribution makes this
concrete. Zero-shot (0.013), Single-skeptic CoT
(0.053), and DIAGPaper (0.084) all match the gold
closely because they inherit the same reviewer
attention bias the gold reflects. ToC+Panel di-
verges substantially (0.492) precisely because it
surfaces concerns the reviewer-and-citation sources
systematically miss. We interpret this as a fea-
ture rather than a weakness: the framework’s over-
representation of fairness and reproducibility rela-
tive to the gold reflects a calibrated correction of
an upstream sourcing bias rather than hallucinated
content. Our hybrid Likert panel supports this inter-
pretation, with ToC+Panel’s outputs receiving the
highest Validity, Specificity, and Novelty ratings of
any method (4.3, 4.0, 4.2 on the 1-5 Likert scale).

B Skeptic Persona Priors

Following the persona-specialization design intro-
duced in §3.2, each skeptic receives a category-
specific system-prompt prior prepended to the
shared debate instructions. The five priors are:

You are a Scope Skeptic. You look for
mismatches between the paper’s claims and what
it actually tested.

Probe for:

- Claims of generality supported only by
single-domain benchmarks

- Claims of scaling supported only at smaller
sizes

- Cross-lingual/cross-task claims tested only
on English/one task

- “Zero-shot” claims
pretraining data

- Implicit distribution assumptions mismatched
to deployment

relying on unaudited

You are a Methodology Skeptic. You look for
holes in the experimental setup that bias the
comparison.

Probe for:

- Baselines tuned less carefully than the
proposed method

- Missing obvious baselines

- Evaluation metrics favoring the method by
construction

- Data leakage:
pretraining

- Ablations that add instead of remove

- Single-dataset claims where multi-dataset is
standard

test overlap with train or

Source / Method Sc. Me. Th. Re. Fa. KL
Gold (n=575) 409% 36.5% 14.8% 1.0% 0.9% —
Zero-shot LLM 35.6% 369% 162% 10.6% 0.6% 0.013
Single-skeptic CoT ~ 29.0% 35.5% 20.5% 13.0% 2.0% 0.053
DIAGPaper (reimpl.) 46.5% 423% 3.6% 48% 2.7% 0.084

ToC+Panel (ours)  274% 234% 121% 185% 18.5% 0.492

Table 8: Category distribution (%) of outputs per
method, alongside the gold distribution from the 100-
paper held-out set. Sc.=scope, Me.=methodology,
Th.=theoretical, Re.=reproducibility, Fa.=fairness.
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You are a Theoretical Skeptic. You
check soundness of proofs, definitions,
assumptions.

Probe for:

- Assumptions in theorems that fail in the
experimental setting

- Definitions drifting between formal and
experimental sections

- Circular reasoning (metric designed to
reward the method)

- Proofs skipping non-obvious steps

- Reductions to prior work that change the
setting

You are a Reproducibility Skeptic. You
assess whether the paper can be faithfully
reproduced.
Probe for:

- Missing/vague hyperparameters batch
size, seed, schedule)

- Single-seed results where variance matters
- Undisclosed data preprocessing

- Unavailable/undocumented training data

= Hardware/random-init sensitivity not
characterized

- Evaluation code not released

(LR,

You are a Fairness Skeptic. You look for
subgroup gaps and demographic blind spots.
Probe for:

- Aggregate metrics hiding disparities across
race/gender/age/language

- Training data with known demographic skew,
no audit

- Benchmarks
groups

- Claims of fairness based on a single metric
= Downstream applications with
disparate-impact risk not discussed

underrepresenting minority

Each prior is followed by the shared instruction
block: “You are rigorous but fair. You only
raise a concern if you can ground it in
the paper text. Never manufacture a quote.
Be specific and terse. If you cannot find
a concrete concern, return a very short
description and leave the evidence quote
empty; the moderator will terminate this
branch.”

C Full Prompt Templates

Following the four-stage debate procedure intro-
duced in §3.4 and the Panel Review reconciliation
in §3.5, this appendix lists the complete prompt
templates for each stage of the Tree-of-Concerns
debate pipeline and the evaluation judge. All tem-

plates are transcribed directly from the codebase;
field placeholders are shown as {field_name}.

C.1 Stage 1: Skeptic Argue

The skeptic receives its category-specific prior
(shown in §B) plus the paper context, and is asked
to propose one evidence-grounded concern. Tem-
perature: 0.3.

System:

{skeptic_prior}

You are rigorous but fair. You only raise
a concern if you can ground it in the paper
text. Never manufacture a quote. If the paper
contradicts your concern, say so. Be specific
and terse.

Paper context: {paper_context}

User:

The topic of this debate node is: "{topic}”.
Topic description: {topic_description}
Propose ONE specific concern under this topic.
Ground it in a specific quote from the paper.
If you cannot find a concrete concern, return
a very short description and leave evidence_-
quote empty; the moderator will terminate this
branch.

Output:

{"topic": oo, "description”: "o,
"evidence_quote”: "...", "evidence_section”:
"...", "severity_guess”: "minor|major"}

C.2 Stage 2: Paper Advocate Response

The advocate adopts the authors’ perspective and
is given the full paper context. It must ground its
rebuttal in actual paper content and is explicitly
instructed not to fabricate. Temperature: 0.2.
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System:

You are the authors of the paper below. You
will be asked to respond to a critical concern
raised by a skeptical reviewer.

Rules:

- You MUST ground your response in the actual
content of the paper, quoting where possible.
- If the paper genuinely does not address the
concern, acknowledge the limitation honestly.
Do not fabricate.

- Be specific and terse. Cite section names
where relevant.

PAPER: {paper_context}

User:

A skeptical reviewer has raised a concern:
Concern topic: "{topic}"

Description: {description}

Evidence quoted: "{evidence_quote}" (section:
{evidence_section})

Respond. You may acknowledge, rebut with a
counter-quote, or clarify.

Output:
{"acknowledges": true|false, "response”:
"...", "citation_quote”: "..."}

C.3 Stage 3: Skeptic Revise or Withdraw

After seeing the advocate’s rebuttal, the skeptic
must sharpen or concede. A concedes=true out-
put terminates the node immediately. Temperature:
0.2.

System:

{skeptic_prior + paper_context} (same as Stage
D)

User:

You raised: {original_description}

Evidence quoted: "{evidence_quote}”

The paper responded:

response: {paper_response}

acknowledges: {acknowledges}

counter-quote: "{citation_quote}”

Revise your concern. If the paper’s response
genuinely addresses it, concede. Otherwise,
sharpen focusing on what remains unaddressed.

Output:
{"revised_description”: "...", "concedes":
true|false}

C.4 Stage 4: Moderator Verdict

The moderator sees the full debate transcript (argue,
respond, revise) and rules on validity, severity, and
whether to spawn child nodes. Temperature: 0.1
for consistent adjudication.

System:

You are a neutral moderator judging a debate
between a skeptic and a paper’s authors.

Rule valid only if the concern is concrete,
grounded in the paper, and the paper did not
adequately address it.

Rule deflected if the paper credibly addresses
the concern.

Rule unclear if there is not enough
information.

User:

Topic: {topic} Category: {category}

Skeptic initial concern: {argument_-
description}

Evidence quoted: "{evidence_quote}"

Paper’s response: {paper_response}
Paper’s counter-quote: "{citation_quote}"
Paper acknowledges: {acknowledges}

Skeptic’s revision: {revised_description}
Skeptic concedes: {concedes}

Rule on the debate. Decide whether to expand
(at most {max_children} sub-concerns) if the
concern is valid and has deeper sub-aspects
that remain unclear.

Output:

{"verdict": "valid|deflected|unclear”,
"severity”: "minor|major"”, "should_expand”:
true|false, "expansion_prompts”: [...],
"reasoning”: "..."}

C.5 Panel Review

Each valid claim receives one panel call. The panel
is prompted to consider all five skeptic perspec-
tives simultaneously, enabling cross-category rea-
soning that the per-branch moderator cannot per-
form. Temperature: 0.1.
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System:

You are a review PANEL representing all 5
skeptic perspectives. A category-specific
skeptic has produced a claimed unstated
limitation which passed debate and was ruled
"valid.” Your job is to cross-review:

1. Is the claim in the right category?

2. Is it subsumed by a concern from a different
skeptic?

3. Is the severity calibrated correctly?

4. Should the panel REJECT it as a false
positive?

The 5 perspectives: Scope, Methodology,
Reproducibility, Fairness, Theoretical.

Output ONE verdict: endorse |
downgrade | merge | reject.

reclassify |

User:

CLAIM UNDER REVIEW:

Topic: {topic}

Category (as claimed): {category}

Severity (as claimed): {severity}
Description: {description}

Evidence quote: "{evidence_quote}"

Paper authors’ response: {paper_response}
Moderator’s rationale: {moderator_reasoning}

Output:

{"verdict"”: "endorse|reclassify|downgrade|
merge|reject”,

"final_category”: "...",

"final_severity”: "minor|major",
"cross_category_concerns”: [...],
"reasoning”: "..."}

C.6 Evaluation: LLM-as-Judge Match

Used at evaluation time (not during framework ex-
ecution) to determine whether a system-generated
limitation matches a gold limitation. Temperature:
0.0 for deterministic, reproducible judgments.

System:

You are judging whether two limitations of a
scientific paper refer to the same underlying
concern. Consider them the same if they
point to the same weakness, even if worded
differently. Consider them different if they
concern different aspects. Be conservative:
if unsure, answer False.

User:

Limitation A: {system_claim}
Limitation B: {gold_claim}
Same concern?

Output:
{"is_match"”: true|false, "reasoning”: "..."}

Temperature is 0.0 for deterministic evaluation.

C.7 Evaluation: LLM Likert Rating

Used during the hybrid qualitative evaluation to ob-
tain LLM-side Likert scores on the Validity, Speci-
ficity, and Novelty dimensions. Both GPT-40 and
Claude Opus 4.7 receive the same template; integer
scores in the JSON output are averaged with the
two human raters’ scores per limitation. Tempera-
ture: 0.0 for deterministic ratings.

System:

You are an expert reviewer evaluating
an automatically-generated limitation of a
scientific paper. Rate the limitation on three
1-5 Likert criteria, using the rubric below.
Each score must be an integer in [1,5]; do not
include half-points.
Validity: Is this a
limitation of the paper?
1 = invalid; 3 = partially valid; 5 = strongly
valid

Specificity: Is the claim concrete rather than
generic?

real, actionable

1 = generic; 3 = somewhat specific; 5 =
pinpoint-specific
Novelty: 1Is it genuinely unstated by the

authors?

1 = explicitly stated; 3 = borderline; 5 =
strong blind spot

Be conservative: the rubric mid-points (2 and
4) are valid scores for borderline cases.
PAPER CONTEXT: {paper_context}

User:

Limitation under evaluation:

Category: {category} ({severity})
Description: {description}

Evidence quote from paper: "{evidence_quote}”
Output (JSON):

{"validity": <1-5>, ‘'specificity”: <1-5>,
"novelty"”: <1-5>, "reasoning”: "<1-2 sentence
rationale>"}

D Algorithm

Algorithms 1 and 2  formalize the
Tree-of-Concerns pipeline introduced in
§3. The outer loop (Algorithm 1) spawns five
parallel branches, each running the inner debate
loop (Algorithm 2), and concludes with per-claim
panel adjudication. Expansion is gated by the
moderator’s should_expand flag and the depth
cap (D=1); a valid expanding root produces up to
K =2 child sub-concerns.?

The implementation additionally enforces a per-category
expansion budget (default B=3 events, see Appendix J). With
D=1 and K=2 this cap is non-binding because depth-1 chil-
dren cannot themselves expand; we retain it in the codebase

as a defensive guard for deeper-tree configurations and omit it
from the pseudo-code for clarity.
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Algorithm 1 Tree-of-Concerns Pipeline

Require: paper P; categories C'; depth D=1; chil-
dren K=2
1: for each ¢ € C'in parallel do
2 root <— DEBATENODE(c.TOPIC, depth=0)
3 FOURSTAGEDEBATE(root, P)
4: if root.verdict = valid A root.expand then
5 for topic € root.prompts[1: K] do
6: child <+ DEBATENODE(topic,
depth=1)
FOURSTAGEDEBATE(child, P)
end for
: end if
10: end for
11: leaves < valid nodes across all trees
12: for each ¢ € leaves do
13: {.action < PANELREVIEW ()
14: end for
15: return leaves where action # reject

[ BN

Algorithm 2 FourStageDebate
Require: node n; paper P
1: n.claim < Skeptic(n.cat).argue(n.topic, P)
2: n.rebuttal <— Advocate(P).respond(n.claim)
3: n.revision < Skeptic.revise(n.claim,
n.rebuttal)
if n.revision.concedes then
n.verdict < deflected; return
end if
n.verdict, n.sev, n.expand <— Mod.rule(n)

A A

E Corpus Construction

Following the corpus-selection summary in §4.1,
ToC-Bench draws from major NLP, ML, and CV
venues published between 2020 and 2025. Seed pa-
pers were discovered via the Semantic Scholar bulk-
search API, applying a venue filter and a citation-
count threshold of >100. After an initial corpus
build dominated by NeurIPS, ICLR, and ICML, we
ran a targeted NLP-expansion pass with a relaxed
citation threshold of >50 to improve coverage of
ACL, EMNLP, NAACL, TACL, and Findings pa-
pers, where citation accumulation is slower than
at top-tier ML conferences. The combined corpus
contains 414 papers across the venues shown in
Table 9.

OpenReview API. We merge vl (https://
api.openreview.net) and v2 (https://api2.
openreview.net) because older venues exist only

Venue #Papers | Venue # Papers
NeurIPS 105 | ECCV 16
ICLR 98 | TACL 13
EMNLP 42 | ICAI 6
ICML 39 | NAACL 6
ACL 30 | COLING 2
AAAI 17 | Other 40

Table 9: Venue distribution of the 414 ToC-Bench pa-
pers.

in v1; this is critical for ICLR 2018-2023 and
NeurIPS 2020-2022, whose reviews are unreach-
able via v2 alone. Weakness sections are seg-
mented by list markers and paragraph breaks. For
venues using monolithic main_review fields (older
NeurIPS templates), we extract the Weaknesses:
sub-section from prose using regex.

Citation Critique Filter. We retrieve citation con-
texts of £2 sentences around each citation men-
tion from Semantic Scholar, then apply 14 regex
cue patterns (unlike, in contrast, however,
limitation, fails to, does not, cannot,
assume, ignore, lacks, weakness, overclaim,
missing, bias).

F Methods Compared

Extending the methods summary in §5.1, we evalu-
ate seven methods spanning the design space from
simple prompting to our full framework:

Zero-shot LLM. A single prompt instructs the
model to “identify all unstated limitations of this pa-
per that are not mentioned in its Limitations or Dis-
cussion sections,” producing an unstructured list
without debate, specialization, or evidence require-
ments. This represents the minimal-effort baseline
that a practitioner might deploy and serves as a
lower bound on what structured approaches should
exceed.

DIAGPaper. We reimplement the reviewer—author
dialogue structure of Zou et al. (2026) as a two-
wave pipeline over the original 20 fixed review di-
mensions: in Wave 1 a reviewer agent produces
one candidate weakness per dimension, and in
Wave 2 an author agent rates that weakness for
validity and evidence strength, yielding 40 LLM
calls per paper (full prompts in Appendix G.3).
We adapt the output format to produce limitation
records matching our schema but do not modify
the core prompting strategy, which targets compre-
hensive review-like feedback rather than unstated

2751


https://api.openreview.net
https://api.openreview.net
https://api2.openreview.net
https://api2.openreview.net

limitations specifically. This baseline tests whether
review-generation systems transfer to our task.

Single-skeptic CoT. A single agent with chain-of-
thought reasoning is prompted to systematically
analyze the paper across all five limitation cate-
gories sequentially, producing structured limitation
records with evidence quotes. This tests whether
structured reasoning alone (without multi-agent de-
bate or persona separation) suffices for the task,
representing a strong single-agent baseline.

No-Branching (generalist+debate). All five spe-
cialized skeptic priors are replaced with a single
generalist “research skeptic” prompt that scans ev-
ery category simultaneously, and the five parallel
branches collapse into one. The single generalist
agent still runs the full four-stage debate process
(argue, advocate response, revise, moderate) and a
single-branch panel pass, so debate machinery is
preserved but persona specialization and parallel
branching are removed. This ablation isolates how
much of the framework’s coverage comes from
category-specialized priors and parallel branches
versus from the debate machinery alone.

No-Expansion (depth=0, no panel). The full five-
persona tree structure with max_depth=0 and panel
review disabled. Only root-level claims survive,
with no moderator-driven depth exploration and
no cross-claim re-classification. This and ToC no-
Panel both lack panel review, so the comparison
between them isolates the contribution of the ex-
pansion mechanism alone.

ToC no-Panel. The complete branch specializa-
tion with expansion (max_depth=1) but without
the Panel Review reconciliation stage. All claims
surviving per-branch debate are included in the out-
put without cross-branch deduplication, severity
recalibration, or reclassification. This isolates the
panel’s contribution.

ToC+Panel (ours). The full Tree-of-Concerns
pipeline including all five specialized trees with
per-node debate, single-level expansion, and Panel
Review reconciliation. This is our complete sys-
tem.

G Baseline Prompts

Following the methods described in §5.1 and Ap-
pendix F, we document the prompt templates for
the three baseline methods used in the comparison
(Table 2). All baselines use Claude Opus 4.6 with
the same paper-context truncation as ToC+Panel

(12,000 characters). Field placeholders are shown
as {field_name}.

G.1 Zero-shot LLM

A single LLM call per paper produces an unstruc-
tured list of unstated limitations. Output is con-
strained to the same five-category taxonomy as
ToC+Panel for fair comparison. Temperature: 0.2;
max output tokens: 2000; up to 8 limitations per

paper.

System:

You are an expert research scientist reading a
scientific paper. Your task: list the paper’s
unstated limitations—weaknesses the authors
did NOT themselves acknowledge.

CRITERIA for a valid limitation:

1. Specific and concrete (not  “has
limitations”).
2. Grounded in the paper text (cite a

supporting quote when possible).

3. NOT already addressed in the paper’s own
Limitations / Future Work section.

4. Categorized into one of {scope, methodology,
reproducibility, fairness, theoretical}.

Output ONLY a JSON object. “limitations” is a
list of up to 8 entries.

User:
PAPER: {paper_context}

List the most important unstated limitations
of this paper. Be specific, concrete, and
grounded in the paper text.

Output (JSON):
{"limitations": [{"description”: no
"category”: "..." ;

.", "severity”: "minor|major”,
"evidence_quote_from_paper": oot
"evidence_section”: "o,
" "confidence”:

"reasoning”: "..."}

’

"source_quote”:
<0.0-1.0>}, o],

G.2 Single-skeptic CoT

A single agent with chain-of-thought reasoning an-
alyzes the paper across all five categories sequen-
tially, producing structured limitation records with
evidence quotes. Tests whether structured reason-
ing alone (without multi-agent debate or persona
separation) suffices for the task. Temperature: 0.3;
max output tokens: 2500; up to 10 limitations per

paper.
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System:
You are a senior research scientist playing
the role of an EXPERT SKEPTIC reviewer

of a scientific paper. You have deep
expertise across all aspects of empirical
and theoretical research: study design,
baselines, evaluation, reproducibility,

fairness, theoretical assumptions, and scope
of claims.

Your job: identify the paper’s unstated
limitations—weaknesses the authors did NOT
themselves acknowledge.

Work step by step in your head:

1) Identify what the paper CLAIMS.

2) Identify what the paper ACKNOWLEDGES as a
limitation.

3) Find gaps between claims and evidence that
the paper does NOT admit.

4) For each such gap, write a specific,
concrete concern.

CRITERIA: specific and concrete; grounded
in paper text; not already addressed in
self-critical sections; categorized into
one of {scope, methodology, reproducibility,
fairness, theoretical}.

Output ONLY a JSON object. “limitations” is a
list of up to 10 entries; “reasoning” should
be 2-4 sentences capturing the step-by-step
thinking.

User:

PAPER: {paper_context}

Think step by step through the paper’s
claims and identify concrete unstated
limitations across methodology, scope, theory,
reproducibility, and fairness. Output the JSON
object described above.

Output (JSON): same schema as Zero-shot
Baseline.

G.3 DIAGPaper

We reimplement the reviewer—author dialogue
structure of DIAGPaper (Zou et al., 2026) using
their published 20 fixed review dimensions. For
each (paper, dimension) pair, a Reviewer agent pro-
poses a weakness and an Author agent rates its
validity; only weaknesses rated as fully or partially
valid with substantial or moderate evidence are re-
tained as final outputs. The 20 review dimensions
and the two-agent prompts follow.

Review dimensions (Wave 1, per paper). Each
dimension is paired with the Reviewer system

prompt below to generate one candidate weakness  Reviewer agent (Wave 1).

1. Is the problem studied important and
well-motivated?

2. Has the author fully shown the problem
importance convincingly?

3. Any missing related works that need to be
cited and discussed?

4. Is the Related Work section well organized
and does it indicate novelties?

5. Do figures and tables well support the
claims and align with descriptions?

6. Any conflicting descriptions in this paper?
7. Is the proposed approach novel?

8. Any unclear or confusing part in the
approach description?

9. Any undiscussed limitations in the proposed
approach?

10. Any methodological flaws that could
invalidate the results?

11. If a new dataset is presented, is its
construction clear and professional?

12. Are the datasets representative enough for
this target problem?

13. Are all necessary experiments conducted
thoroughly?

14. Are the baselines representative enough?
Any missing baselines?

15. Do experimental analyses provide
sufficient insight or just superficial
description?

16. Does the proposed approach show better
performance than state-of-the-art?

17. Are evaluation metrics appropriate for the
tasks?

18. Any grammar errors or severe writing
issues?

19. Is the dataset construction necessary and
convincing?

20. Are there any special data quality
concerns?

Temperature: 0.3;

per dimension per paper: max output tokens: 500.
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System:

You are a specialized ©paper reviewer
focusing on the following review dimension:
“{dimension}”.

Given a scientific paper, identify ONE
specific weakness related to this dimension.
Your weakness must be:

1. Specific to THIS paper (not a generic
concern)

2. Grounded in concrete evidence from the paper
text

3. Clearly related to the review dimension
above

If you cannot identify a valid weakness for
this dimension, output empty fields.

User:

Paper: {paper_context}

Identify a weakness for dimension:
{dimension}.

Output (JSON):

{"weakness_text": . , "category”:

"methodology|scope|theoretical |reproducibility

major if fully_valid, minor otherwise.

G.4 No-Branching (Generalist Prior)

The No-Branching ablation collapses the five par-
allel specialized trees of Tree-of-Concerns into
a single generalist branch that still runs the full
four-stage debate (argue, advocate response, revise,
moderate) followed by a single-branch panel pass.
The advocate, moderator, and panel prompts in Ap-
pendix C are reused unchanged. The five category-
specific priors of Appendix B are replaced by the
single generalist prior shown below, transcribed
verbatim from the experiment script. Per-stage
temperatures match the per-category skeptics (0.3
argue, 0.2 revise).

You are a General Research Skeptic. You look
for ALL types of unstated limitations across

Ifair?es§”, ””1ocation”: oo "evidence_- all categories.
QUOIEES o0 0] Probe for:
- Over-claimed generality not supported by
Author agent (Wave 2). Temperature: 0.2; max SEEPIIRNS (SEoEE):
= Baselines tuned less carefully,
output tokens: 400. Each non-empty Wave 1 weak- missing ablations, evaluation confounds
ness is sent to the Author agent for validation; out- (methodology) . .
puts rated as INVALID or with WEAK evidence are  Uplosiitdes)  esslistlons, —rest  Eepe;
) circular reasoning (theoretical).
discarded. - Missing hyperparameters, unreleased code,
seed sensitivity (reproducibility).
- Subgroup disparities, demographic gaps,
biased data (fairness).
System:

You are the author of the paper below. A
reviewer has raised a weakness about your
paper. Evaluate whether this weakness is valid
by checking it against the paper’s actual
content.

Rate the weakness on two axes:

- validity: fully_valid (the concern is real
and unaddressed), partially_valid (partially
addressed), or invalid (paper addresses this
or concern is wrong).

- evidence_strength: substantial (clear
textual evidence supports the weakness),
moderate (some evidence), or weak (no real
evidence).

Paper: {paper_context}

User:
Reviewer weakness: {weakness_json}
Evaluate this weakness against the paper.

Output (JSON):
{"validity": "fully_valid|partially_valid|

invalid”, "evidence_strength":
"substantial |moderate|weak”, "rebuttal”:
"oy

Filtering rule.

Cover all categories in your output. For each
concern, assign the most appropriate category
from: scope, methodology, theoretical,
reproducibility, fairness.

This generalist prior is followed by the same
shared instruction block used by the per-category
skeptics (“You are rigorous but fair. You
only raise a concern if you can ground
it in the paper text. . . ”;see Appendix B).
Empirically, the generalist’s category labels con-
centrate on methodology (~93% of outputs), with
sporadic scope and theoretical labels and near-zero
reproducibility/fairness assignments—exactly the
gravitation toward acknowledged-flaw categories
that the five specialized priors are designed to
break.

H Evaluation Metrics

Following the evaluation protocol introduced in

A Wave 1 weakness is retained  §5.2, we evaluate system outputs against gold lim-

as a final output if and only if (validity # invalid) itations using two complementary metrics: Cov-
and (evidence_strength = weak). Severity is setto  erage @K, which measures how much of the gold
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pool a method recovers, and Precision, which mea-
sures how often the method’s outputs are valid.
Coverage@K. For paper p with gold set G, and
ranked system output S,, let My (p) denote the
gold limitations matched by at least one of the top-
K outputs:

Mgk (p) ={g € G : s € S,[1:K],
judge(s,g) = MATCH}

Cov@K(p) = “\T[IG{(M'

Final Cov@K is macro-averaged across all papers.

Precision. A naive definition would count each
system output as “correct” if it matches any gold
limitation, but this allows duplicates: two near-
identical outputs both matching the same gold in-
flate precision spuriously. We tighten the definition
with greedy bipartite matching—each gold limita-
tion may be matched by at most one system out-
put. Walking the ranked list S, in order, we mark
each s as matched if there exists an unclaimed gold
g € G, with judge(s, g) = MATCH, then claim
that gold:

matched(S,
PI'CC(p) — ’ |S |( p)|’
P

macro-averaged across papers.

Hybrid Likert Panel Evaluation Metrics. The
hybrid qualitative evaluation employs a four-
evaluator panel: a PhD scholar (4th-year, computer
science), an undergraduate researcher (final-year,
electrical engineering), GPT-40, and Claude Opus
4.7. Each evaluator independently rates each sam-
pled limitation on three 1-5 Likert criteria: Valid-
ity (Is this a real, actionable limitation?, actionable
limitation; 1 = invalid, 5 = strongly valid), Speci-
ficity (Is the claim concrete rather than generic?;
1 = generic, 5 = pinpoint-specific), and Novelty
(Is it genuinely unstated by the authors?; 1 = ex-
plicitly stated, 5 = strong blind spot). Human eval-
uators are blind to method identity; outputs are
anonymized and presented in randomized order.
Full criterion-level rubrics and annotator profiles
are in Appendix V; the LLM-as-judge and LLM-
evaluator prompts are discussed in Appendices C.6
and C.7. We aggregate scores per (method, cri-
terion) cell as the unweighted mean across all
four evaluators and all sampled limitations for that
method, reported at one decimal place in Table 2.

I Statistical Significance

To test whether the headline pairwise gains in Ta-
ble 2 are robust to small-sample noise, we run
paired bootstrap and paired Wilcoxon signed-rank
tests on per-paper Cov@10 and Precision over
the full 100-paper held-out set (§5). Per-paper
metrics are recomputed directly from the LLM-
judge match decisions for each method, using the
matched-output pairings across all six pairwise
comparisons. Bootstrap CIs use 10,000 resam-
ples of paired per-paper differences with seed 42;
Wilcoxon p-values are two-sided.

Three findings emerge from Table 10. First,
every pairwise gain of ToC+Panel over the three
baselines is statistically significant: +3.5-21.6pp
Cov@10 (all three comparisons p < 0.05, with
DIAGPaper and Zero-shot at p < 0.01) and +-17.8-
28.6pp Precision (p < 0.01 throughout). The boot-
strap Cls are strictly bounded away from zero, rul-
ing out the explanation that the LLM-judge proto-
col simply rewards verbose outputs. Second, each
architectural component contributes a statistically
significant uplift on both metrics: removing parallel
branching (ToC — No-Branching) costs +28.5pp
Cov@10 and +16.3pp Precision (both p=0.01),
removing expansion costs +21.2pp Cov@10 and
+18.9pp Precision (p=0.02 and p < 0.01), and
removing the cross-branch panel costs the smaller
but still significant +2.1pp Cov@10 and +5.7pp
Precision (p=0.04 and p=0.01). Third, the panel
ablation’s effect size is consistent with the panel
verdict distribution (Table 3, 43.8% modification
rate) and with the +0.4 Validity / +0.3 Specificity
lifts measured by the hybrid Likert panel, providing
convergent evidence that the cross-branch recon-
ciliation is not redundant with the per-node debate.
Together these tests confirm that all three design
principles—specialization, expansion, and panel
reconciliation—each contribute a non-trivial, sta-
tistically distinguishable share of the framework’s
headline performance.

Inter-rater reliability. Table 11 reports inter-
rater agreement on the Hybrid Likert Panel. Within-
stratum agreement is substantial: the two human
evaluators (PhD vs. undergrad) reach Cohen’s
quadratic-weighted « of 0.72-0.78 across the three
criteria, and the two LLM evaluators (GPT-40 vs.
Claude Opus 4.7) reach k=0.79-0.85. Critically,
cross-stratum agreement between aggregated hu-
man and aggregated LLM ratings is at the same
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Coverage@10

Precision

Comparison (A — B) A (pp) 95% CI Wilcoxonp A (pp) 95% CI Wilcoxon p
Ours vs. Ablations

ToC — ToC no-Panel +2.1 [+0.2,+4.5 0.04 +5.7 [+1.8,49.6 0.01

ToC — No-Expansion +21.2  [+9.5,+31.8 0.02 +18.9 [+10.1,428.4 < 0.01

ToC — No-Branching +28.5 [+15.2,+40.1 0.01 +16.3 [+8.5,425.1 0.01
Ours vs. Baselines

ToC — Single-skeptic +3.5 [+0.5,+6.8 0.03 +17.8 [+8.4,427.2 < 0.01

ToC — DIAGPaper +21.6 [+10.5,+32.4 <0.01 +28.6 [+18.2,+38.5 < 0.01

ToC — Zero-shot +17.5  [+6.5,4+28.5 <0.01 +25.9 [+15.2,+36.6 < 0.01

Table 10: Paired bootstrap 95% Cls (10,000 resamples) and paired Wilcoxon signed-rank p-values (two-sided) on

per-paper Cov@10 and Precision (%).

Agreement Metric Val. Spec. Nov.

Pairwise (Cohen’s k, quadratic-weighted)

PhD scholar vs. undergrad 0.78 0.72 0.74
GPT-40 vs. Claude Opus 4.7 0.85 0.79 0.82
Humans (avg) vs. LLMs (avg) 0.81 0.75 0.77

Multi-rater (Fleiss’ k, all 4 evaluators)

Fleiss’ k 0.74 0.68 0.71

Continuous correlation

Pearson r (humans vs. LLMs) 0.86 0.80 0.83
Spearman p (rank, humans vs. LLMs) 0.84 0.78 0.81

Table 11: Inter-rater agreement on the Hybrid Lik-
ert Panel. Cohen’s quadratic-weighted  accounts for
the ordinal nature of the 1-5 scale; Fleiss’ x measures
consensus across all four evaluators; Pearson/Spear-
man compare averaged human and LLM scores at the
(method, item) level. Values > 0.6 indicate substan-
tial agreement; > 0.8 indicates near-perfect agreement
(Landis and Koch, 1977).

level (k=0.75-0.81, Pearson r=0.80-0.86), indi-
cating that humans and LLMs do not differ sys-
tematically and justifying the hybrid panel as a
single Likert instrument. Fleiss’ « across all four
raters is 0.68-0.74, consistently in the substantial-
agreement range (Landis and Koch, 1977). Speci-
ficity shows the lowest agreement across all met-
rics, reflecting its inherently more subjective nature;
even there, x remains above the 0.6 substantial-
agreement threshold.

J Implementation Details

Following the experimental setup in §5, Table 12
summarizes the key hyperparameters and infras-
tructure used across all experiments. These values
were set from a 20-paper development pilot; we did
not run a full grid sweep due to API cost. Sensitiv-

Parameter Value

Model Claude Opus 4.6
Paper context 12,000 chars
max_depth 1

max_children 2

expansion_budget / category 3

Temperature per stage:

Argue (Stage 1) 0.3
Respond (Stage 2) 0.2
Revise (Stage 3) 0.2
Moderate (Stage 4) 0.1
Panel Review 0.1
LLM-Judge 0.0

Cost per paper (ToC+Panel)  ~$2.40

Table 12: Implementation parameters.

ity to these choices is left to future work. All meth-
ods use the same backbone model (Claude Opus
4.6). Temperatures are tuned per stage: higher
for generation stages (0.2—-0.3) to encourage di-
verse claim discovery, lower for adjudication stages
(0.1) to ensure consistent verdicts, and zero for
evaluation judgments to guarantee reproducibility.
The paper context is truncated to 12,000 charac-
ters, which accommodates most individual sections
while staying within the model’s effective attention
window.

All experiments use Anthropic API. The frame-
work is orchestrated as a multi-wave batch pipeline:
each debate stage across all papers and branches
is submitted as a single batch job, enabling full
parallelism. With 5-way parallelization across the
skeptic branches, wall-clock latency for the full
ToC+Panel pipeline is approximately 10 minutes
per paper (Appendix S, Table 22).
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Backbone Cov@1 Cov@5 Cov@10 Precision
Claude Opus 4.6 11.5 27.2 36.1 40.3
GPT-40 9.5 23.0 30.5 31.2
Qwen3-235B 9.3 24.2 31.1 29.7

Table 13: Backbone substitution for ToC+Panel.

K Backbone Substitution

Following the analysis in §5.4, Table 13 reports

ToC+Panel performance when the underlying LLM

is swapped from Claude Opus 4.6 to GPT-4o0

(OpenAl) and Qwen3-235B (Alibaba), with all

prompts, persona priors, and pipeline stages held

fixed. Both alternative backbones land in a narrow

band: GPT-4o yields 30.5% Cov@10 / 31.2% Pre-
cision, and Qwen3-235B yields 31.1% Cov@10

/29.7% Precision—drops of 5.0-5.6pp on cover-
age and 9.1-10.6pp on precision relative to Claude

Opus. Critically, both alternatives still outper-
form the strongest Claude baseline (Single-skeptic

CoT, 22.5% Precision) by +7.2—+8.7pp Preci-
sion (+32—+39% relative), while their Cov@10

lags by only 1.5-2.1pp. We interpret this as ev-
idence that the framework’s precision advantage

derives primarily from architectural specialization—
specialized branches, structured per-node debate,

and Panel reconciliation—rather than from any

single backbone’s capability profile, and transfers

across three frontier model families.

L Per-Skeptic Contribution

Building on the analysis in §5.4, the framework de-
ploys five category-specialized skeptics in parallel.
To verify that all five pull their analytical weight
rather than one or two dominating the output, we
decompose ToC’s final claims by originating skep-
tic and report four statistics per skeptic in Table 14.
Claims % is the share of the framework’s total out-
put produced by this skeptic. Expansion% is the
fraction of the skeptic’s claims that are depth-1 ex-
pansion children (the remainder are root claims).
Match % is the fraction of the skeptic’s claims that
an LLM-judge matched to at least one gold limita-
tion. Gold pool % is the fraction of the gold pool
that this skeptic’s claims uniquely contributed to
recovering. Because per-skeptic recovery is com-
puted over each skeptic’s full output (not capped at
the top-10 ranked claims per paper), the Gold-pool
column sums to 41.8%, slightly above the frame-
work’s 36.1% Cov@10 in Table 2; the gap reflects

Skeptic Claims Expansion Match Gold pool
Scope 25.0 75.0 375 13.9
Methodology 19.5 92.0 280 7.0
Theoretical 16.4 90.5 429 12.2
Reproducibility  21.1 81.5 185 3.5
Fairness 18.0 609 21.7 5.2

Table 14: Per-skeptic contribution (in %).

Skeptic / gold cat. Sc. Me. Th. Re. Fa.

Scope 375 313 250 6.3 0.0
Methodology 222 66.7 00 11.1 0.0
Theoretical 214 28,6 500 00 0.0
Reproducibility 20.0 20.0 0.0 60.0 0.0
Fairness 375 250 125 0.0 250

Table 15: Cross-category match distribution by originat-
ing skeptic (in %).

matched claims that fall below the top-10 cutoff,
not double-counting across skeptics.

Three findings emerge from Table 14. First, ev-
ery skeptic contributes non-zero matched claims,
with match rates between 18.5% (reproducibility)
and 42.9% (theoretical). None of the five personas
can be removed without losing matched gold the
others do not capture. Second, the theoretical skep-
tic is the most efficient contributor: it produces only
16.4% of claims yet recovers 12.2% of the gold
pool, reflecting that the gold contains a substan-
tial share of theoretical limitations and this skeptic
recovers the majority of them. The reproducibil-
ity skeptic is the most over-productive: 21.1% of
claims for only 3.5% of gold-pool recovery, con-
sistent with the over-generation pattern visible in
Table 8. Third, expansion claims dominate ev-
ery skeptic’s output (61-92% of each skeptic’s
claims are depth-1 children), confirming that the
moderator-driven expansion is the primary mecha-
nism for converting valid root concerns into match-
able, specific claims.

Table 15 reports the cross-category match dis-
tribution. The fairness skeptic illustrates the pat-
tern most starkly: only 25% of its matches are
within-category, with the remainder distributed
across scope (37.5%), methodology (25%), and
theoretical (12.5%), i.e., fairness-framed analyses
frequently surface concerns that are categorically
scope or methodology issues, exactly the drift the
panel is designed to correct. The theoretical skeptic
shows the same pattern more weakly: only 50%
within-category, with sizable scope (21.4%) and
methodology (28.6%) spillover.
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Depth Expansion branches/paper Cov@10 Precision O Error Analysis

D=1
D=2

52
14.8

36.1
374

40.3
22.1

Table 16: Effect of tree depth on the held-out evalua-
tion set. Coverage @ 10 and Precision are percentages;
expansion branches/paper is the mean number of gener-
ated expansion branches for each paper.

Stage Macro-F1 Macro-P  Macro-R
Before Panel Review 0.58 0.54 0.63
After Panel Review 0.74 0.76 0.72

Table 17: Category-assignment performance before and
after Panel Review, computed over matched system—
reference limitation pairs.

M Tree-Depth Ablation

The main configuration caps expansion at depth
D=1. To test whether additional recursive expan-
sion improves limitation discovery, we extend the
tree to D=2 while holding the backbone, prompts,
and remaining inference settings fixed. Table 16
shows that the deeper configuration increases Cov-
erage@10 by only 1.3 percentage points, from
36.1% to 37.4%, while Precision decreases by 18.2
points, from 40.3% to 22.1%. The number of
generated expansion branches also rises substan-
tially. At depth 2, agents tend to subdivide already-
specific concerns into narrow or overlapping sub-
claims, increasing the chance of granularity mis-
match with the reference limitations. We therefore
use D=1 as the default stopping depth.

N Category Assignment and Panel
Review

The Panel Review is intended to correct category
drift introduced by isolated specialist branches. We
evaluate this function by comparing predicted cat-
egories with the reference categories for matched
system—reference limitation pairs before and after
Panel Review. As shown in Table 17, Panel Review
improves category macro-F1 from 0.58 to 0.74.
Macro-precision rises from 0.54 to 0.76, while
macro-recall increases from 0.63 to 0.72. This im-
provement supports the panel’s role as a post-hoc
category-calibration stage rather than an additional
limitation-generation stage.

To characterize the framework’s remaining head-
room (§5.4), we manually classify two error sets:
100 ToC+Panel system outputs that the LLM-as-
judge did not match to any gold limitation (false
positives), and 50 gold limitations that no evalu-
ated method recovered (false negatives). Both sets
were drawn uniformly at random from the held-out
evaluation set and classified by the authors. We ac-
knowledge that the resulting category percentages
reflect author judgment and are therefore subject to
bias—particularly the “plausible-unrecorded” sub-
category, where the authors are evaluating the va-
lidity of concerns absent from gold.

0.1 False Positives

Of the 100 unmatched ToC+Panel outputs, the man-
ual classification breakdown is:

* Over-specificity (40%): The output identifies a
real limitation but at a level of specificity the gold
annotators did not record—e.g., flagging the ab-
sence of a particular ablation configuration when
the gold limitation is the broader “insufficient ab-
lation study.” These are not false positives in the
sense of being incorrect; they are correct claims
that fail to match because gold is annotated at a
different granularity.

* Plausible-unrecorded (27%): The output de-
scribes a genuine limitation that no reviewer or
citing paper happened to mention—i.e., concerns
that pass face-validity inspection but are absent
from our externally-sourced gold pool. This cat-
egory directly quantifies the benchmark ceiling
effect: by construction, our gold is opportunisti-
cally sourced and incomplete, so a system that
surfaces real but undocumented concerns appears
to fail when it succeeds.

* Already-stated (20%): The output paraphrases a
limitation the paper itself already acknowledges
in its Limitations / Discussion / Future Work sec-
tions. These represent failures of the unstated fil-
ter (§4.2): the filter detected the acknowledgment
for the gold pool but the framework’s per-skeptic
prompts did not, often because the paper’s ac-
knowledgment is phrased loosely or scattered
across paragraphs rather than flagged as a limita-
tion.

e Incorrect (13%): Genuine errors, including hal-
lucinated specific numbers (e.g., dataset statistics
not in the paper), misattributed figure numbers,
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and claims about missing baselines that actually
appear in supplementary tables. This is the frame-
work’s hard-error floor.

The headline finding is that 67% of apparent
false positives (40% over-specific + 27% plausibly
valid) are not strictly errors—they are valid con-
cerns that fail to match for reasons unrelated to
system quality. Only 13% of unmatched outputs
are factually incorrect, suggesting that the domi-
nant lever for improving Precision lies in tightening
the unstated filter (the 20% already-stated category)
rather than reducing hallucination.

0.2 False Negatives

Of the 50 gold limitations missed by all evaluated
methods, the manual classification breakdown is:

* External knowledge (42%): The limitation can
only be identified with reference to information
not present in the paper itself—e.g., a citing paper
from 2024 noting that a 2020 method’s core as-
sumption fails on a distribution discovered later.
These cases are unrecoverable for any single-
paper analysis system. Closing the gap requires
retrieval augmentation that gives each skeptic
access to follow-up work at inference time; con-
crete examples of this category are provided in
Appendix P.

* Multi-step reasoning (30%): The limitation re-
quires chained inference across three or more
paper sections—e.g., combining a methodology
choice from Section 3, a result from Section 5,
and a related-work claim from Section 2 to iden-
tify a confound. Current debate prompts present
each skeptic with the section-chunked paper con-
text but do not explicitly orchestrate cross-section
reasoning, which limits coverage on these multi-
step concerns.

* Subtle statistical (28%): The limitation requires
distributional or significance reasoning beyond
what the LLM backbone reliably handles—e.g.,
recognizing that a reported effect size requires
multiple-comparison correction given the num-
ber of hypotheses tested, or identifying violations
of an i.i.d. assumption implicit in a benchmark.
These reflect documented LLM weaknesses on
fine-grained statistical reasoning.

The 42% external-knowledge subset is the
largest and the most addressable: it directly moti-
vates the retrieval-augmented extensions flagged as
future work in our conclusion. The remaining 58%

(multi-step reasoning plus subtle statistical) reflects
deeper limitations of the underlying single-paper
LLM analysis paradigm and is unlikely to close
without targeted prompt restructuring (for multi-
step) or auxiliary-tool integration (for statistical).

P Citation-Only Gold:
“Couldn’t-Have-Known” Examples

The temporal-gap argument in §5.3 (citation-
only limitations recovered at 31.8% vs 45.1%
for OpenReview-sourced) predicts that the gap
is driven by limitations whose discovery requires
knowledge external to the original paper. Table 18
illustrates this with three citation-only gold lim-
itations from the held-out evaluation set that no
method recovered. In each case the citing paper
was published 4-5 years after the original, and
identifies the limitation through follow-up work—
reproduction attempts, systematic benchmarking,
or downstream application—that no single-paper
analysis system could anticipate at submission time.
These cases are exactly what retrieval-augmented
extensions (§6) would target by giving each skep-
tic access to the citing-paper literature at inference
time.

Q Per-Category and Per-Source Analysis

Following the analysis in §5.4, Table 19 compares
the category distribution of each method’s outputs
against the gold annotations. Methods without
specialization (Zero-shot, DIAGPaper) naturally
mirror gold’s concentration on methodology and
scope, while Tree-of-Concerns produces more
uniform coverage. The fairness over-generation
(18.5% vs 0.9% gold) likely reflects a gap in re-
viewer attention rather than purely a system error—
fairness concerns exist in most ML papers but are
rarely raised by reviewers. The theoretical under-
generation (12.1% vs 14.8%) reflects LLMs’ lim-
ited mathematical reasoning depth.

Table 20 breaks down coverage by gold source
origin. All methods recover OpenReview-sourced
limitations more often than citation-sourced ones
(gaps of +2.5 to +13.3 percentage points), con-
firming an inherent ceiling for single-paper anal-
ysis on hindsight-dependent concerns. The gap
is largest for structured methods (ToC, Single-
skeptic) that exploit the in-paper signal more thor-
oughly, and smallest for the unstructured zero-shot
baseline, which is uniformly weak on both sources.

2759



Paper Cat.  Gold limitation

Citing paper (year) and excerpt

DDSP The differentiability constraint prevents
reproducing the complex dynamics of
commercial-grade audio effects, limiting

expressive power.

scope

AUM method. The evaluation lacks strong baselines
with appropriate detection procedures,
making AUM’s relative performance hard
to assess.

Break/QDMR scope QDMR over-fragments tasks for SQL

generation; this is counterproductive for

complex queries that need holistic decom-

position.

FxSearcher (2025): “due to the differentiability con-
straint, these methods cannot fully reproduce the com-
plex dynamics of commercial-grade FX, potentially
limiting expressive power.”—requires deployment-
time reproduction at commercial-grade quality.
Benchmarking noisy label detection methods (2025):
“[methods] lack strong baselines, often rely on multi-
ple metrics on different operating points, or do not use
the appropriate detection procedure.”—requires a sys-
tematic later benchmark across competing methods.
DeKeyNLU (2025): “[QDMR-style decompositions]
struggle with over-fragmentation of tasks and lack
of domain-specific keyword annotations, limiting
their effectiveness [for NL2SQL].”—requires apply-
ing QDMR to a downstream domain (databases) the
original paper did not target.

Table 18: Three citation-only gold limitations missed by all evaluated methods. Each is identified by a citing paper
from 2024-2025 (4-5 years after the original publication), through a category of follow-up work that single-paper
analysis cannot replicate: deployment-grade reproduction (DDSP), systematic later benchmarking (AUM), or
downstream application in a new domain (QDMR/Break). The common pattern is that the limitation becomes
visible only after later work attempts something the original paper did not anticipate.

Category Gold ToC YA SS DIAG Pair Jaccard Only A/ Only B
Methodology  36.5% 23.4% 36.9% 35.5% 42.3% ToC N Zero-shot 0.12 18/11
Scope 409% 27.4% 35.6% 29.0% 46.5% ToC N Single-skeptic 0.33 12/8
Theoretical 148% 12.1% 162% 20.5% 3.6% Zero-shot N Single-skeptic 0.10 12715
Reproducibility 7.0% 18.5% 10.6% 13.0% 4.8% T . . s

Fairness 09% 18.5% 0.6% 2.0% 2.7% Union: 40 gold hits; best single: 22; +82%

Table 19: Category distribution: outputs vs. gold. ToC
over-generates reproducibility and fairness relative to
gold.

Method OR Cov@10 Cite Cov@10 A

ToC no-Panel 45.1% 31.8% +13.3
Zero-shot 20.9% 18.5% +2.5
Single-skeptic 43.6% 34.0% +9.6

Table 20: Per-source Coverage@ 10 (macro-averaged
across the papers contributing to each pool). All meth-
ods recover OpenReview-sourced limitations more often
than citation-sourced ones; the gap is most pronounced
for structured methods (ToC, Single-skeptic) and small-
est for the unstructured zero-shot baseline.

R Inter-Method Complementarity

Building on the analysis in §5.4, Table 21 measures
pairwise overlap between methods using Jaccard
similarity on the set of successfully matched (pa-
per, gold_idx) pairs. The low Jaccard between ToC
and zero-shot (0.12) confirms that specialization
discovers fundamentally different limitations than
generalist prompting. The union of all three meth-
ods covers 82% more gold limitations than the best
single method alone, suggesting substantial room

Table 21: Methods discover largely non-overlapping
gold limitations.

for lightweight ensemble strategies combining spe-
cialized and generalist outputs.

S Computational Requirements and
Cost—Quality Trade-off

Following the experimental setup in §5, Table 22 re-
ports per-paper costs, API call counts, and latency
for each method. Tree-of-Concerns costs 48 x
more than zero-shot but achieves nearly 3x the pre-
cision. The parallelizable architecture (5 indepen-
dent branches plus a single panel pass) keeps the
full ToC+Panel pipeline at approximately 10 min-
utes per paper of wall-clock latency.

Figure 3 visualizes the cost—quality trade-off im-
plied by Table 22 and Table 2. The dashed line in
each panel marks the Pareto frontier: a method
is Pareto-optimal if no other method achieves
both lower cost and higher quality. On Cover-
age@10, ToC+Panel, ToC no-Panel, Single-skeptic,
and Zero-shot are Pareto-optimal; on Precision, No-
Branching joins the frontier. Most striking, Single-
skeptic dominates DIAGPaper and No-Expansion
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Method Calls Cost Latency Parallel.
Zero-shot 1 $0.05 30s N/A
DIAGPaper ~40 $2.10 10min  Partial
Single-skeptic 1 $0.08  45s N/A
No-Branching ~9 $0.48 5min No
No-Expansion ~25 $1.35 7min 5%
ToC no-Panel ~40 $2.15 9min 5%
ToC+Panel ~45 $2.40 10min = 5x+1

Table 22: Per-paper computational requirements.

on both axes: at ~$0.08 per paper it already ex-
ceeds the Coverage and Precision of the two meth-
ods that cost $1.35-$2.10, indicating that those
baselines do not convert their additional compute
into useful supervision. The gap between Single-
skeptic and ToC+Panel (+3.5 Coverage@10 and
+17.8 Precision points at ~30x the cost) quanti-
fies the price of the framework’s specialization plus
debate machinery, and shows that the ToC headline
gains come from architecture rather than from raw
API spend—if compute alone were the driver, the
much cheaper Single-skeptic would already match
ToC+Panel.

T Dataset Sample

Extending the benchmark description in §4, Ta-
ble 23 shows a complete gold record from
ToC-Bench for the DDSP paper. Each record pairs
the paper’s text with structured limitation anno-
tations including the natural-language claim, its
category and severity, the source type (OpenRe-

view reviewer or citing paper), and the paper sec-
tion where the supporting evidence appears. This
example illustrates the typical profile: 4 of 5 lim-
itations come from OpenReview (contemporane-
ous reviewer weaknesses), while 1 comes from a
follow-up citation critique requiring knowledge of
subsequent work.

U Case Studies

Building on the analysis in §5.4, we present ex-
tended case studies demonstrating the full range of
debate outcomes (valid, deflected), panel actions
(endorse, merge, downgrade), and expansion behav-
ior. Examples are drawn from real system outputs
on multiple papers from the 100-paper held-out set.

U.1 Full DDSP Output (All Branches)

Table 24 shows the complete Tree-of-Concerns
output for the DDSP paper across all five branches.
This single paper illustrates every panel action type:
endorse (4 claims), merge (2 claims with cross-
category labeling), downgrade (2 claims with sever-
ity reduction), and deflection (1 branch terminated).
The output comprises 8 valid limitations from 9
debate nodes—a precision-focused set where ev-
ery surviving claim has been stress-tested through
adversarial debate and cross-category panel review.

U.2 Depth Expansion: Surface to Specific

The Scope root (“broad applicability claimed, only
monophonic tested”’) expands into two children.
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Cat. Sev. Description Source Section
scope major  DDSP autoencoder relies on accurate fO estimation; failure modes  OpenReview Abstract
when pitch tracking is unreliable are unacknowledged
scope minor  Title claims generality but experiments limited to monophonic pitched ~ OpenReview Intro
audio
repro. minor  Frame rate of neural network relative to audio sample rate not reported ~ OpenReview Experiments
method.  minor  Claims models are “relatively small” without complexity comparisons  OpenReview Results
scope minor  Differentiability constraint prevents reproducing commercial-grade  Citation Abstract
FX dynamics
Table 23: Complete ToC-Bench record for DDSP (Engel et al., 2020) (5 gold limitations).
D Cat. Verdict Sev. Panel Claim
0  Scope valid major  endorse Abstract claims “broad applicability” but only monophonic pitched
instruments tested
0  Method. valid minor  endorse WaveNet comparison uses parameter counts from different experimen-
tal setting
0  Repro. valid minor merge No multi-seed results; FAD 2.79 vs 3.16 lacks statistical grounding
0  Fairness valid minor  merge Single-performer evaluation with no cross-performer diversity
0  Theoretical deflected — — No formal proofs; engineering contribution
Scope valid minor  endorse Harmonic-plus-noise cannot handle inharmonic/transient sources
Scope valid major  endorse “High-fidelity generation” misleading given monophonic-only valida-
tion
1  Fairness valid minor downgrade Timbre transfer has no voice-characteristic analysis
1 Fairness valid minor downgrade NSynth reports no per-instrument-family breakdowns

Table 24: Complete Tree-of-Concerns output for DDSP (9 nodes, 5 branches). Every panel action type is

represented.

Child 1: “Harmonic-plus-noise assumes quasi-
harmonic audio; drums and polyphony are archi-
tecturally excluded.” The Advocate distinguishes
the DDSP library (general) from the model eval-
uated (narrow); the skeptic sharpens the framing
mismatch. Panel endorses scope/minor. Child
2: “High-fidelity generation claimed generally but
validated only on monophonic sources.” Panel en-
dorses scope/major—the strongest output claim.
This shows how expansion converts one surface ob-
servation into two distinct, actionable sub-claims.

U.3 Panel Merge: Cross-Category Labeling

Reproducibility Skeptic: “No multi-seed results;
FAD 2.79 vs 3.16 lacks grounding.” Panel assigns
MERGE to methodology with cross-categories =
[methodology, reproducibility]: “Both a repro-
ducibility concern (cannot assess variance) and
methodology concern (close comparisons lack sta-
tistical support).”

U.4 Deflection: Correct Abstention

On “Proving the Lottery Ticket Hypothesis,” the
Methodology Skeptic concedes: “Purely theoreti-
cal paper with proofs, not experiments. Standard
methodology concerns do not apply.” On DDSP,

the Theoretical Skeptic concedes: “Engineering
contribution without formal derivations.” Both
demonstrate correct per-category abstention main-
taining precision.

U.5 Non-DDSP: Scope Expansion on AUM
Paper

On “Identifying Mislabeled Data using AUM,” the
Scope Skeptic raises: “Claims ‘trivially compatible
with any network’ but only tests image classifica-
tion.” Expansion child: “Does the core assumption
(mislabeled = low AUM) hold for NLP or tabular
data where noise patterns differ?” Ruled valid/mi-
nor. This shows the framework probing generaliza-
tion assumptions beyond the tested domain.

V Evaluator Profiles

Following the evaluation protocol introduced in
§5.2, the hybrid qualitative evaluation employs a
four-member panel comprising two human evalu-
ators and two LLM evaluators. The composition
trades off depth (human evaluators bring method-
ological judgment and contextual understanding)
and scale/consistency (LLM evaluators provide
deterministic ratings on the full sample at low
marginal cost):
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e Evaluator 1 (human): A fourth-year PhD stu-
dent in computer science with eight publications;
research expertise in NLP, multi-agent systems,
and scientific document understanding. Familiar
with the evaluation criteria from prior annotation
experience on related tasks.

e Evaluator 2 (human): A final-year undergradu-
ate student in electrical engineering with two pub-
lications; research experience in machine learn-
ing applications. Trained on the evaluation guide-
lines with 10 practice examples before the main
evaluation.

¢ Evaluator 3 (LLM): GPT-40, accessed via the
OpenAl Chat Completions API at temperature
0.0 for deterministic ratings. Receives the same
1-5 Likert rubric as the human evaluators, for-
matted as the LLM-evaluator prompt template in
Appendix C.7.

* Evaluator 4 (LLM): Claude Opus 4.7, accessed
via Anthropic API at temperature 0.0. Receives
the identical prompt to Evaluator 3.

Both human evaluators are from the same or-
ganization. They participated voluntarily as part
of the project and received no separate compensa-
tion. Both human evaluators were briefed on the
task definition (unstated limitation extraction) and
provided with the scoring rubric below. Neither
human evaluator was involved in system develop-
ment. Outputs were shuffled and anonymized so
no evaluator could determine which method pro-
duced which output. The two LLM evaluators re-
ceived the identical rubric programmatically (Ap-
pendix C.7) and were likewise blind to method
identity, since prompts contain only the limitation
text and the paper context, never the producing
method.

W  Output Comparison Across Methods

To illustrate qualitative differences between the
methods compared in §5.1, we present the top-3
limitations produced by each of three methods on
the same paper (DDSP) in Table 25.

X Benchmark Dataset Specification

Extending the benchmark introduction in §4,
ToC-Bench is distributed as a JSON file. Each
record contains:

(a) paper_id: canonical arXiv identifier

(b) title: paper title
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(c) abstract: paper abstract
(d) sections: list of {title, text} section objects

(e) limitations: list of gold limitation records,
each with:

— description: 1-2 sentence limitation
claim

— category: scope | methodology | theo-
retical | reproducibility | fairness

- severity: major | minor

— evidence_in_paper: {text, section}
quote from paper

— source: {kind, citation, quote, url}

(f) tier: “gold” (OpenReview available) or “sil-
ver” (citation-only)



Method Top-3 Limitations Produced for DDSP

Zero-shot LLM 1. [scope] “The paper only evaluates on monophonic audio”
2. [scope] “Relies on CREPE for pitch estimation”
3. [methodology] “Only solo violin evaluation with 13 minutes of data”

Single-skeptic 1. [scope] “Experiments limited to monophonic, pitched instrument sounds; no polyphonic or non-
CoT pitched evaluation”
2. [methodology] “WaveRNN comparison uses numbers from different experimental conditions”
3. [reproducibility] “Training details for the solo violin model are underspecified (learning rate, batch
size not reported)”

ToC+Panel (ours) 1. [scope/major] “Abstract claims ‘high-fidelity generation’ and ‘broad applicability’ but all exper-
iments restricted to monophonic, quasi-harmonic sources—the Harmonic-plus-Noise architecture
architecturally excludes drums, environmental sounds, and polyphony”

2. [methodology/minor] “Table 3 comparison against WaveNet autoencoder uses parameter counts
from the original publication rather than a model retrained on the same solo-instrument data, making
efficiency claims uncontrolled”

3. [methodology+repro./minor] “No multi-seed results or confidence intervals; close comparisons
(FAD 2.79 vs 3.16) lack statistical grounding to support claimed improvements”

Table 25: Side-by-side output comparison on DDSP. Zero-shot produces surface-level observations; Single-skeptic
adds structure but remains broad; ToC+Panel produces specific, evidence-grounded claims with architectural
reasoning and controlled-comparison analysis. Note how ToC+Panel’s claim #1 combines the scope concern
(monophonic) with the architectural reason (Harmonic-plus-Noise model), and claim #3 carries a cross-category
label from the panel.
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