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Abstract

Deep research (DR) systems are increasingly
used for complex information-seeking tasks,
but existing works mainly focus on generating
reports and summaries. In contrast, many en-
terprise tasks instead require an agent to iden-
tify concrete workflows which is a sequence
of action-steps. For example, rather than sum-
marizing budgeting policies, an agent should
be able to determine the steps needed to an-
swer a question such as: “How do I request
new headcount given a fixed budget?”. There-
fore, we introduce DRFLOW, a benchmark for
evaluating personalized workflows predicted
by agents from heterogeneous sources. Each
task requires the agent to identify relevant ev-
idence from scattered sources, then use that
evidence to predict the correct action-step se-
quence for the user’s task. DRFLOW contains
100 tasks across five domains, with 1, 246 ref-
erence workflow steps grounded in more than
3,900 sources. We define seven diagnostic
metrics covering factual grounding, step recov-
ery, structural ordering, condition resolution,
and personalization. We further present DR-
FLow-Agent (DRFA), a workflow-oriented ref-
erence agent to predict personalized workflow.
We show that although DRFA improves over
strong baseline agents (upto 10.02% average
F1 score), there is substantial room for improve-
ment remains across these workflow metrics,
indicating that predicting complete and correct
personalized workflows remains a challenging
frontier for deep research.!.

1 Introduction

Deep research has emerged as an important eval-
uation setting for language-model based research
systems (Mialon et al., 2024; Lu et al., 2024; Yoran
et al., 2024; Krishna et al., 2025; Sharma et al.,
2026; Asai et al., 2026). Unlike conventional ques-
tion answering, it requires a system to search across
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Figure 1: Comparison of deep research questions be-
tween representative prior work (Du et al., 2026) and
DRFLow. DRFLOW expects actionable procedures
rather than free-form output. For other distinctions with
the prior works see §2.

multiple information sources, identify relevant ev-
idence, reconcile partial findings, and predict a
grounded response to an open-ended user request.
This shift has pushed evaluation beyond short fac-
tual answers toward more realistic tasks that require
retrieval, reasoning, and evidence aggregation.

However, existing deep research bench-
marks (Choubey et al., 2025; Du et al., 2026; Xu
et al., 2026b; Zhong et al., 2026a) still primarily
expect free-form outputs, such as reports or
citation-grounded long-form answers, rather than
actionable procedures. This leaves one of the key
capabilities underexplored. In many realistic enter-
prise settings, users do not primarily need narrative
summary, rather a workflow detailing what steps
to take, in what order, under which conditions,
and based on which evidence (See Figure 1 for an
example). Other works (Liu et al., 2025; Zhong
et al., 2026b) on workflow generation from natural
language specifications examine whether language
models can generate executable workflows directly
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Figure 2: Overview of the DRFLOW task and evaluation pipeline. Given a task context and heterogeneous task data,
the system loads the environment and available sources, generates a predicted personalized workflow, and evaluates

it against the ground-truth workflow.

from user instructions. However, these works
inherently assume that the intended procedure
is largely specified in the input. In a realistic
and challenging deep research, by contrast, the
workflow is rarely given explicitly. It must be
predicted from heterogeneous evidence distributed
across artifacts such as documents, emails, and
chat logs. Moreover, such workflows also need to
be personalized because company artifacts may
describe the generic process broadly applicable
for various scenarios (e.g., if appointment is
tenure-track, obtain Provost approval; otherwise,
obtain Department Head approval in Figure 1),
while personal artifacts determine which branch
of the workflow applies to the user’s situation,
e.g., which conditions and next actions are
appropriate. This distinction matters because many
requests, such as policy compliance, eligibility
determination, and resolving client issues follow
a sequence of personalized steps. This task of
personalized workflow prediction is not captured
by existing benchmarks (Table 1).

To address this gap, we introduce DRFLOW,
a benchmark for personalized workflow predic-
tion in deep research settings. Each task combines
company-side artifacts, which define a generic pro-
cess, along with user-side artifacts, which provide
the personal evidence required to transform that

process to a personalized workflow. Solving a
task therefore requires joint reasoning steps: pre-
dicting a generic workflow from generic evidence
(present in the company artifacts) and grounding
that workflow in personal evidence (present in the
user-specific artifacts) to produce a personalized
workflow. DRFLOW contains 100 tasks: 50 tasks
we call original and the other 50 we call mixed.
The original tasks contain artifacts that were specif-
ically synthesized for the corresponding deep re-
search questions. On the other hand, the mixed
contains artifacts from multiple deep research ques-
tions, making the tasks more challenging.

We synthesized these tasks using an end-to-end
data generation pipeline with human verification to
ensure quality of the tasks. Note that this data
generation pipeline is amenable to any domain.
To evaluate personalized deep research workflows
in this setting, we introduce seven metrics that
measure factual grounding, step prediction, work-
flow topology, condition resolution, and personal-
ization quality. We further introduce DRFLOW-
Agent (DRFA), a workflow-oriented agent tailored
to this problem setup. We provide the overall DR-
FLoW pipeline in Figure 2.

Our contributions are: (1) we introduce DR-
FLow, the first benchmark centered on person-
alized workflow prediction containing 100 tasks,
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across 5 domains with 1,246 reference steps and
more than 3, 900 sources/artifacts; (2) we develop
a multi-step, extensible pipeline that produces syn-
thesized yet realistic deep research tasks for per-
sonalized workflow generation; (3) we propose
seven evaluation metrics that explicitly assess struc-
tural and personalization-specific properties of pre-
dicted workflows; and (4) we introduce DRFA, a
workflow-oriented reference agent for personalized
workflow prediction, and show that while it im-
proves over baselines (upto 10.02% in average F1),
substantial room for improvement remains, under-
scoring the challenges of personalized workflow
prediction for the frontier models.

2 Related Work

Deep Research Benchmarks. DR systems auto-
mate complex, multi-step information gathering
and synthesis, producing citation-grounded outputs
in response to open-ended queries (Zheng et al.,
2025). Early efforts such as GAIA (Mialon et al.,
2024) introduced multi-step, tool-augmented ques-
tion answering tasks, establishing a foundation for
measuring agent reasoning and web browsing ca-
pabilities. DeepResearch Bench (Du et al., 2026)
offers 100 PhD-level tasks across 22 fields and
proposes two evaluation methodologies aligned
with human judgment. DeepResearchGym (Coelho
et al., 2026) introduces a reproducible sandbox us-
ing open-access web corpora to ensure stable eval-
uation across runs. ResearcherBench (Xu et al.,
2026b) narrows its focus to frontier Al scientific
inquiry, compiling 65 research questions across 35
Al subjects. Mind2Web 2 (Gou et al., 2026) tar-
gets long-horizon agentic search with fine-grained
evaluation nodes spanning 130 tasks. More re-
cently, DRACO (Zhong et al., 2026a) sources 100
tasks from real user queries across ten domains,
grading outputs along four rubric dimensions, and
RESEARCHRUBRICS (Sharma et al., 2026) con-
tributes 101 expert-curated prompts paired with
over 2,500 fine-grained evaluation criteria. How-
ever, these benchmarks primarily evaluate reports,
answers, or rubric-scored summaries, while DR-
FLOW instead evaluates whether agents can predict
structured, personalized workflows as sequences of
action-steps (Table 1).

Multi-Application Agent Benchmarks. DR-
Bench (Abaskohi et al., 2026) is the first benchmark
to combine public web retrieval with private organi-
zational data sourced from enterprise applications,

evaluating agents on insight recall and report qual-
ity across 100 tasks. TheAgentCompany (Xu et al.,
2026a) provides 175 professional tasks requiring
cross-application coordination and simulated col-
league communication within a self-hosted envi-
ronment. OfficeBench (Wang et al., 2024) evalu-
ates multi-application office automation through
customized matching and execution-based eval-
uation. WorkArena (Boisvert et al., 2024) tests
browser-based knowledge work on the enterprise
platform. FlowBench (Xiao et al., 2024) specif-
ically benchmarks workflow-guided planning for
LLM agents, assessing the efficacy of workflow
knowledge across multiple domains. Although
these works capture important aspects of enter-
prise interaction, but they do not directly eval-
uate whether an agent can recover the relevant
procedure from scattered artifacts, resolve user-
specific conditions, and output the resulting per-
sonalized workflow; which is the core aspect of
DRFLow(Table 1).

Workflow Generation for LLM Agents. Prior
work has explored workflow generation as a mech-
anism for improving LL.M-based agents. Aut-
oFlow (Li et al., 2024) proposes a framework for au-
tomatically generating natural language workflows
through iterative optimization. WorkTeam (Liu
et al., 2025) studies multi-agent workflow construc-
tion from natural language task specifications, and
Chat2Workflow (Zhong et al., 2026b) generates ex-
ecutable visual workflows from user instructions.
These works, however assume that the target work-
flow, and/or the information needed to construct,
is already provided in the input specification. In
contrast, DRFLOW evaluates whether an agent can
predict information from scattered pieces of evi-
dence into a structured actionable workflow that
a human user can follow and complete. This dis-
tinction positions DRFLOW at the intersection of
deep research and workflow understanding, a space
that, to our knowledge, no prior benchmark occu-
pies. Further discussion on literature is provided in
Appendix A.

3 DRFLOW: A Personalized Deep
Research Workflow Prediction
Benchmark

We introduce DRFLOW, a benchmark for eval-
uating agents for personalized workflow predic-
tion from heterogeneous data sources. DR-
FLoW comprises 100 tasks: 50 original and 50 cor-
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Benchmark # Tasks Private Data Het. Apps  Personalized Actionable Steps  Structured Output  Extensible Pipeline
Deep Research Benchmarks

GAIA (Mialon et al., 2024) 466 X X X X X X
DeepResearch Bench (Du et al., 2026) 100 X X X X X X
ResearcherBench (Xu et al., 2026b) 65 X X X X X X
Mind2Web 2 (Gou et al., 2026) 130 X X X X X X
DRACO (Zhong et al., 2026a) 100 X X X X X v
RESEARCHRUBRICS (Sharma et al., 2026) 101 X X X X X X
Agent Benchmarks with Multi-Application Environments

TheAgentCompany (Xu et al., 2026a) 175 v v v v X X
OfficeBench (Wang et al., 2024) 300 v v X v X X
WorkArena (Boisvert et al., 2024) 33 v X X v X X
FlowBench (Xiao et al., 2024) 51 X X X v X X
DRBench (Abaskohi et al., 2026) 100 v v v X X v
Workflow Generation

AutoFlow (Li et al., 2024) — X X X v v X
WorkTeam (Liu et al., 2025) 315 X X X v v X
Chat2Workflow (Zhong et al., 2026b) 27 X X X v v X
DRFLOW (Ours) 100 (1, 246 reference steps) v 4 v v v v

Table 1: Comparison of DRFLOW with representative benchmarks. Private Data: requires access to private
or organizational data beyond the public web. Het. Apps: sources span heterogeneous application types (e.g.,
chat, email, documents). Personalized: tasks are grounded in user-specific personas and organizational context.
Actionable Steps: output consists of concrete, followable or executable steps. Structured Output: output is
in structured format, not free-form text. Extensible Pipeline: includes an automated pipeline for scaling up the

benchmark construction.

responding mixed variants, spanning five domains:
B2B (Business-to-Business), B2C (Business-to-
Consumer), Education, Healthcare, and Legal.
Each task is anchored in a realistic deep research
question and requires the agent to reason jointly
over two complementary sources of evidence —
company-side data, which specifies the company’s
generic operating procedure for the question, in-
cluding dependencies and different conditions
based on the generic process and user-side data,
which provides the personal context needed to de-
termine which of those conditions hold in the cur-
rent case and how the generic process should there-
fore be instantiated.

Task Description. DRFLOW targets a form of
deep research that is fundamentally procedural and
personalized. The central challenge is not merely
to collect relevant evidence, but to predict a generic
workflow from company-side data and then trans-
form it into a personalized workflow using user-side
data. For both company- and user-side data: we
further create two types of evidence units: insights
and distractors. Insights are relevant pieces of infor-
mation required to predict the workflows, whereas
distractors comprise realistic, domain-adjacent in-
formation that increases noise in the evidence-
space, turning the retrieval of the workflow-bearing
insights into a needle-in-the-haystack challenge.
Hence, to solve a task, the agent must explore the
full collection of company- and user-side artifacts
and predict a generic workflow that preserves the
underlying organizational logic, while correctly re-

solving user-specific conditions.

Data  Generation. We  construct DR-
FLow through a staged synthesis pipeline
(Figure 3) that progressively transforms a domain
specification into a realistic, personalized deep
research environment.

Stage S1: Task Seed Generation. The first stage
generates a fask seed for each benchmark instance.
Starting from a target domain and a task ¢, we
jointly synthesize the deep research question ();,
structured company metadata, a company persona,
and a user persona. Rather than generating the
question in isolation, we synthesize it jointly with
the company, user, and relationship context that
define the scenario. This coupling yields tasks that
are grounded simultaneously in a plausible organi-
zation, a realistic user role, and a concrete relation-
ship between them.

From this seed, we further instantiate two comple-
mentary contextual views. The first is the generic
company context C{, which describes the company-
level process environment relevant to (Q;. The sec-
ond is the user context C}', which captures the
user’s role, circumstances, constraints, and sur-
rounding needs. CY provides the process-level
foundation from which the generic workflow will
be derived, whereas C}* provides the personalized
signals that will later determine how that workflow
should be specialized.

Stage S2: Generic Workflow Composition.
Given the company-side context C¢ and the ques-

28495



e Task Seed Generation GenericivockTow
Composition

Personalized Workflow @ Personal Evidence e Mixed Evidence
Composition Generation Generation

Generate meta-data for the task

0 e.

Figure 3: Overview of the DRFLOW data generation pipeline. Starting from a task seed (S1), the pipeline
first composes a generic company workflow with company and user contexts (S2). It then generates company-
side insights and distractors as heterogeneous artifacts (S3). The generic workflow is further specialized into a

personalized workflow (S4), after which user-side insights

and distractors are generated as personal artifacts (S5).

Finally, similar but distinct questions with corresponding artifacts are generated for the mixed split (S6).

tion @);, the second stage composes the generic
workflow W7. This workflow is a structured se-
quence of company-level actions and decision
points required to address the question. Crucially,
W{ encodes prerequisite relations and different
conditions across steps based on the generic con-
text. In other words, it specifies not only what typi-
cally needs to be done, but also where the process
can branch and under what circumstances alterna-
tive actions may become appropriate.

Stage S3: Company Evidence Generation. We
derive company supporting insights EZ.CJF, which
encode the substantive content of the generic work-
flow, including step descriptions and the condi-
tions attached to different parts of the process. In
parallel, we generate company distractors E;~,
which are realistic and domain-consistent but do
not contribute to solving the task. The resulting
company insights and distractors are then mate-
rialized as company-related files Ff'" and Ff~,
respectively. The file generation module uses a
three-stage sparse-evidence injection process: it
first creates the target artifact type (e.g., PDF or
DOCX), then injects the insights or distractors in
a contextually appropriate location within the ar-
tifact, and finally fills the remaining sections with
realistic but task-irrelevant content. This process
yields naturalistic company artifacts in which the
evidence needed to reconstruct the workflow is em-
bedded within realistic surrounding content rather
than explicitly foregrounded, requiring the agent to
infer the generic process from distributed sources.

Stage S4: Personalized Workflow Composition.
Given the generic workflow W/ and the user con-
text C}', we compose the personalized workflow

WY. Here, C! supplies the user-specific facts
needed to determine which conditions in W} hold
for the target user. This stage resolves the branch-
ing structure in the generic workflow and instanti-
ates the correct case-specific sequence of actions,
which is subsequently verified by human anno-
tators. The resulting personalized workflow W/
serves as the reference workflow for evaluation.

Stage S5: Personal Evidence Generation.
Given the personalized workflow W and the user
context C}', we first derive user supporting in-
sights E;”“, which encode the personal facts that
imply which specific branches are taken and which
actions are appropriate in W/ for the user. We
also generate user distractors E;'~, which remain
realistic but do not help resolve the target task.
These user-side insights and distractors are then
realized as heterogeneous personal artifacts (e.g.,
email, chat, local document) F/** and F}*~. We
follow the same file generation process described
in Stage S3.

Stage S6: Mixed Evidence Generation. The
five stages above produce a single coherent case
per task. To stress-test agents under realistic case-
level disambiguation, we additionally construct a
mixed split in which two additional distinct cases in
the same workflow domain are injected into the ev-
idence pool. Given the task seed (Q;, CY, C*) and
the existing user insights, we sample two similar
but distinct DR questions that share the workflow
domain and stakeholder context with (); but pertain
to a different case. For each question, we derive a
set of coherent insights EX that form an internally
consistent case profile distinct from C}*. Finally,
the resulting confounding evidence is realized as
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heterogeneous files FiX across the same modalities
used in Stages S3 and S5.

We provide the prompts for the data generation
process in Appendix K, the complete list of tasks
in Appendix O, examples of generic and personal-
ized workflow in Appendix P, and screenshots of
generated files in Appendix Q.

4 DRFA: A Reference Agent

We introduce DRFLOW-Agent, namely DRFA, a
workflow prediction agent for personalized deep
research. DRFA (Figure 4) is designed for the core
challenge posed by DRFLOW: given a DR ques-
tion, the agent must predict the company’s generic
procedure from company-side evidence, identify
the user-specific conditions, and instantiate the fi-
nal personalized workflow using user-specific evi-
dence. DRFA operates through four components:

Research Planning. The first component decom-
poses the deep research question into a set of in-
vestigation areas that specify what evidence should
be collected before workflow prediction. It con-
sists of two complementary objectives: Generic
Requirement Collection, which targets company-
level generic process; and Personal Evidence Col-
lection, which targets personal artifacts to resolve
user-dependent conditions.

Action Planning. The second component trans-
lates each investigation area into concrete actions.
Each action specifies a retrieval or analysis objec-
tive, along with the expected outputs.

Adaptive Action Planning. At the end of every
iteration, DRFA analyzes the newly collected
findings and determines whether additional actions
are needed. The module serves two functions.
First, it performs gap finding, assessing the
current evidence and proposing additional actions
to cover the missing information. Second, it
performs conditional action planning: the agent
derives an intermediate generic workflow from the
currently available policy and workflow evidence,
identifies the unresolved conditional branches,
and formulates targeted actions to retrieve the
personalized facts to resolve them.

Workflow Generation. The fourth component
predicts the final personalized workflow from the
collected evidence. DRFA first constructs a com-
plete generic workflow, then uses the collected user-
specific evidence to resolve conditional branches
and produce the final personalized recommended
workflow. Further details of DRFA are provided in
Appendix J.

5 Experimental Settings

Baselines. We compare DRFA against two base-
line agents: Basic is a minimal agent without
an explicit planning stage. It ingests all avail-
able documents and directly predicts a workflow
for the deep research question. DRBench Agent
(DRBA) (Abaskohi et al., 2026) is a stronger
planning-based baseline adapted from DRBench.
Using DRBA as a baseline allows us to evaluate
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Backbone Agent Factuality Topology Cond. Res. Pers. Comp. \ Recall Precision F1
GPT-5.2 Basic 59.46 47.50 2.86 12.86 24.52 9.79 12.16
DRBA 90.01 89.63 24.85 44.99 60.43 52.11 54.17
DRFA 85.99 92.22 42.83 59.26 69.43 62.34 63.90
Claude-Opus-4.5 Basic 50.10 70.07 1.64 10.29 27.93 10.62 13.54
DRBA 85.36 88.47 25.99 41.89 65.19 44.76 51.09
DRFA 83.31 88.13 47.18 62.50 72.07 55.87 60.70
Gemini-3.1-pro Basic 38.59 38.00 0.11 6.49 13.51 4.77 5.05
DRBA 90.24 83.12 14.90 30.38 55.94 37.07 40.99
DRFA 87.16 91.20 26.98 48.08 67.31 42.55 52.05
DeepSeek-v3.2 Basic 43.80 55.33 1.17 9.45 19.04 6.97 8.61
DRBA 93.57 89.43 15.02 33.51 60.48 38.89 45.37
DRFA 94.92 91.74 35.85 56.32 68.40 48.45 55.10
Average Basic 47.99 52.72 1.45 9.77 21.25 8.04 9.84
DRBA 89.80 87.66 20.19 37.69 60.51 43.21 47.91
DRFA 87.84 90.82 38.21 56.54 69.30 52.31 57.93

Table 2: Main results on the original split across backbone models. Within each backbone block, the best score in

each column is bolded.

Model Agent Factuality Topology Cond. Res. Pers. Comp. \ Recall Precision F1
GPT-5.2 DRBA 86.41 86.52 24.58 42.61 58.13 37.30 44.36
DRFA 94.38 90.04 41.36 55.67 65.86 47.96 53.67
Claude-Opus-4.5 DRBA  86.78 93.10 23.59 39.56 63.70 37.86 44.52
DRFA 82.54 89.68 46.72 58.51 68.35 47.43 53.19
Gemini-3.1-pro DRBA  79.10 86.00 12.92 33.54 4775 24.24  30.18
DRFA 72.36 85.32 18.86 42.32 49.26 24.07 30.42
DeepSeek-v3.2  DRBA 81.32 83.13 16.12 27.26 48.55 30.36 34.04
DRFA 82.30 82.03 28.03 51.83 51.35 32.32 38.34
Average DRBA  83.40 87.19 19.30 35.74 54.53 32.44 38.27
DRFA 82.89 86.77 33.74 52.08 58.70 3795 4391

Table 3: Results on the mixed split of DRFA. Within each backbone model, the best score in each column is bolded.

whether DRFA improves workflow generation be-
yond prior enterprise deep research pipelines built
around staged planning and adaptive execution. We
instantiate the agents with multiple frontier mod-
els, including GPT-5.2, Claude-Opus-4.5, Gemini-
3.1-pro-preview, and DeepSeek-V3.2. We provide
further details on implementation in Appendix B
and approximate cost estimation in Appendix L. To
simulate realistic setting, we run the applications
inside a containerized environment (Appendix M).

Evaluation Metrics. We report seven metrics:
Factuality (Abaskohi et al., 2026) verifies whether
a predicted step is supported by its cited evidence.
Recall quantifies the proportion of reference
workflow steps that are successfully recovered
by the predicted workflow, whereas Precision
measures the proportion of predicted steps that
can be validly aligned to reference steps. FI is
computed as the task-wise harmonic mean of
Recall and Precision.

Condition Resolution measures whether the
predicted step resolves the condition of a step
using the appropriate personalized evidence.
Topology evaluates pairwise order consistency
between aligned predicted and reference steps.
Personalized ~ Comprehensiveness  measures
whether the predicted workflow preserves the
personalized and operational details present in
the reference workflow, such as specific names,
forms, dates, thresholds, and other user-specific
constraints. We provide additional details for the
evaluation metrics in Appendix N.

6 Results

Performance on Original Split. Table 2 re-
ports the main results on the original split of 50
tasks across four backbone models. On aggregate,
DRFA achieves the best performance on all the
metrics, except Factuality, where DRFA is slightly
worse due to the instability caused by heteroge-
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Backbone Variant  Factuality Topology Cond. Res. Pers. Comp. \ Recall Precision F1
GPT-5.2 DRFA 89.82 92.82 41.43 59.36 64.82 54.58 58.35
w/o GF 89.44 85.21 45.84 58.51 70.69 48.24 56.53
w/o CAP  90.22 85.16 41.34 55.73 71.94  49.31 57.21
w/o Both 88.42 86.64 35.07 57.29 69.23 50.94 56.11
Claude-Opus-4.5 DRFA 84.57 89.32 47.09 62.95 71.40 48.07 56.35
w/o GF 85.36 89.98 45.34 58.44 70.76 46.90 55.48
w/o CAP 85.33 90.57 42.53 61.00 68.85 45.56 52.12
w/o Both 81.67 82.81 39.10 54.99 64.56 44.78 50.33
Gemini-3.1-pro  DRFA 83.27 89.61 31.45 45.35 68.58 45.31 53.88
w/lo GF 85.09 85.82 27.83 42.75 64.40 29.70 39.26
w/o CAP  86.44 86.75 21.69 42.50 67.42 33.79 44.37
w/o Both 79.46 54.42 15.20 28.32 46.40 23.67 30.98
DeepSeek-v3.2 ~ DRFA 84.28 85.74 37.85 46.32 65.32 49.73 55.88
w/lo GF 83.28 84.22 28.31 42.37 54.34 47.91 50.14
w/o CAP 83.45 87.33 34.13 29.08 63.57 48.41 53.38
w/o Both 76.34 80.14 14.74 22.82 45.78 34.56 37.96
Average DRFA 85.48 89.37 39.45 53.50 67.53 49.42 56.12
w/o GF 85.79 86.31 36.83 50.52 65.05 43.19 50.35
wl/o CAP  86.36 87.45 34.92 47.08 67.94  44.27 51.77
w/o Both 81.47 76.00 26.03 40.86 56.49 38.49 43.85

Table 4: Ablation study on planning modules. Within each backbone model, the best score in each column is bolded.

neous planning (see (Abaskohi et al., 2026)) and
synthesis of multiple documents, making it harder
for the judge to verify (See Appendix H.1).
DRFA has a stronger average F1 over DRBA
(57.93 vs 47.91), Condition Resolution (38.21
vs 20.19), and Personalized Comprehensiveness
(56.54 vs 37.69). This indicates that DRFA pro-
duces workflows that are more accurate, struc-
turally better coordinated, and more personalized.
Finally, we stress that the overall performance also
underscores the importance of the DRFLOW bench-
mark: despite the strength of existing frontier mod-
els, absolute performance still leaves considerable
room for improvement, indicating that personal-
ized workflow prediction is a challenging problem
and that DRFLOW provides a meaningful testbed
for measuring further progress. We provide the
domain-wise performance in Appendix D and re-
sults on mean with deviation in Appendix E.

Performance on the Mixed Split. Table 3 re-
ports the results averaged across the four back-
bones. Both DRFA and DRBA degrade across
nearly all metrics, confirming the challenging na-
ture of the split. However, DRFA retains its lead
on all the metrics for all the backbones, under
this stress test, except for Factuality and Topol-
ogy. Compared to Table 2, average DRFA’s F1
falls from 57.93 to 43.91, Condition Resolution
from 38.21 to 33.74, and Personalized Comprehen-
siveness from 56.54 to 52.08. The persistence of
sizeable gaps between the original and mixed splits
on all the metrics underscores the challenging na-
ture of robust personalized workflow prediction.
Performance comparison between the original and

mixed splits is shown in Appendix 1.

7 Ablation Study on DRFA Design

We select a subset of 15 tasks (3 from each domain)
as ablation set to keep the cost manageable. We
study the contribution of the two planning com-
ponents in DRFA: gap finding (GF) and condi-
tional action planning (CAP) in Table 4. Removing
GF decreases the average F1 from 56.12 to 50.35,
while removing CAP decreases it to 51.77. The ef-
fect of CAP is especially clear on Condition Reso-
lution, where removing it lowers the average score
from 39.45 to 34.92. This behavior is expected
since CAP explicitly constructs intermediate work-
flows to identify unresolved conditions and then
generates targeted action plans to resolve them. Fi-
nally, with both components removed, F1 drops to
43.85, indicating both are jointly important, sup-
porting the full DRFA design. We provide further
ablation studies incliding recent frontier models’
performance in Appendix C, qualitative analyses
in Appendix G, and error analyses in Appendix H.

8 Human Evaluation

We conduct human evaluation to validate our
benchmark and the reliability of our LLM-based
evaluator. For DR questions selection, three an-
notators including industry expert independently
reviewed 50 candidate tasks for realism and appli-
cability to the associated company, persona, and
workflow setting. Annotators unanimously agreed
on 33 tasks in the initial round, and the remaining
tasks were revised and reviewed in a second round
before inclusion.
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Figure 5: Task-wise agreement between human and LLM-judge F1. The x-axis shows the evaluated tasks, and
the y-axis shows F1. For each task, we plot the human-average F1 and LLM-judge F1 for DRFLOW and DRBA.
Smaller vertical gaps between the human and LLM markers indicate closer agreement.

Metric Human agreement Human-LLM agreement
(Fleiss’ k) (Pearson r)

Precision 0.658 0.863

Recall 0.688 0.883

F1 0.662 0.874

Condition Res. 0.681 0.887

Pers. Comp. 0.653 0.848

Table 5: Agreement among human evaluators and be-
tween human and LLM-based evaluation across metrics.

Then we conduct human evaluation on 25 tasks
across the outputs of DRFA and DRBA from GPT-
5.2 and Claude-Opus-4.5. We further compare hu-
man evaluation with the LLM judge. We present
the result in Table 5. The resulting Fleiss’ « for
F1 is 0.662, implying substantial agreement (Lan-
dis and Koch, 1977) among the human annotators.
The Pearson correlation between human-average
F1 and LLM-judge F1 is 0.874, indicating strong
agreement between expert and automatic evalua-
tion.

We show task-wise F1 scores for human evaluation
and LLM-judge evaluation on 10 tasks in Figure 5
(x-axis denotes the task, and the y-axis denotes
F1 score). For both DRFA and DRBA, the hu-
man and LLM-judge scores remain close across
most tasks, indicating that the LLM evaluator pre-
serves the same task-level performance trends as
expert annotation. For our task of personalized
workflow prediction, this finding on the positive
correlation between human and LLM judge con-

tradicts some prior works (Shen et al., 2023; Chen
et al., 2024), but corroborates other works (Chiang
and Lee, 2023; Zheng et al., 2023) that support
the similar claim. We provide the detailed human
evaluation protocol in Appendix F.

9 Conclusion

We introduce DRFLOW, a benchmark for personal-
ized workflow prediction for deep research. Unlike
prior works that primarily emphasize free-form re-
port generation, DRFLOW targets a procedural set-
ting in which agents must predict a generic work-
flow from heterogeneous company artifacts and
then ground it in user-specific evidence to produce
a personalized workflow.

We further present DRFLOW-Agent (DRFA) as a
workflow-oriented baseline and evaluate it across
multiple frontier backbone models. The results
show that workflow-aware agent design yields no-
ticeable gains. However, substantial headroom
remains across core metrics, indicating that per-
sonalized workflow prediction continues to be a
challenging capability for current systems.

10 Limitations and Ethics Statement

10.1 Limitations

Benchmark Scope. DRFLOW focuses on per-
sonalized workflow extraction from heterogeneous
enterprise-style sources. Although the benchmark
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spans multiple domains and covers realistic pro-
cedural settings, it remains limited to a finite set
of task families, domains, application types, and
workflow structures. Consequently, the benchmark
should not be interpreted as exhaustive coverage
of all enterprise deep research workflows. Fu-
ture work may extend the setting to longer-running
workflows, collaborative workflows involving mul-
tiple users, temporally evolving evidence, and sce-
narios where policies or user contexts change dur-
ing task execution.

Synthetic Data Generation. DRFLOW uses an
automated data generation pipeline to construct
task contexts, company- and user-side workflow
insights, distractors, and heterogeneous artifacts.
This design enables extensible benchmark construc-
tion, but it also introduces the usual limitations of
synthetic data. The generated companies, personas,
documents, emails, and chat messages may not
fully capture the ambiguity and institutional varia-
tion found in real deployments.

Evaluation Granularity. Our evaluation decom-
poses model outputs into workflow steps and mea-
sures factuality, recall, precision, F1, topology or-
der, condition resolution, and personalized com-
prehensiveness. This step-level design provides a
more diagnostic view than holistic report scoring,
but it does not capture every aspect of workflow
usefulness. For example, two workflows may re-
ceive similar scores while differing in clarity, com-
munication, or downstream executability.

LLM-as-a-Judge Dependence. Several metrics
rely on LLM-based judgments for semantic align-
ment, factual support, condition resolution, and
personalization quality. Although the prompts are
designed to be strict and structured, LLM judges
can still introduce variance, domain-specific termi-
nology, or partially correct condition resolutions.

Model Performance. The empirical results show
that current frontier models still struggle with per-
sonalized workflow prediction. Even the strongest
DRFLOW agent configurations leave substantial
gaps in F1, condition resolution, and personalized
comprehensiveness, indicating that models often
fail to recover complete workflows and predict
user-specific branches. The mixed split further
compresses core workflow metrics, suggesting that
robust personalized workflow prediction remains
difficult under stress test. These findings highlight
substantial room for improvement and pave the

way for future research on structured, grounded,
and personalized workflow prediction.

Ablation Cost. We conduct the module ablation
study on a representative subset of 15 tasks to keep
computational and API costs manageable. This
subset is sufficient to perform the controlled ex-
periments, but it may not capture the full variance
of module behavior across all domains and task
difficulties. The ablation results should therefore
be interpreted as diagnostic evidence rather than a
full benchmark-wide estimate.

Reproducibility. DRFLOW is evaluated in a con-
trolled, containerized multi-application environ-
ment. This setup improves experimental repro-
ducibility by fixing the application stack, pre-
serving source boundaries, and allowing tasks to
be re-instantiated consistently across runs. How-
ever, reproducibility may still be affected by
stochastic model behavior, API-level changes in
closed-source backbones, and variance introduced
by LLM-based evaluation. We therefore report
task and implementation details, prompts, model
choices, and repeated-run statistics to support re-
producibility. Furthermore, we will release the
benchmark and the code implementation upon ac-
ceptance.

10.2 Ethics Statement

Dataset Card. DRFLOW is a synthetic bench-
mark for evaluating personalized workflow syn-
thesis over heterogeneous enterprise-style data. It
contains tasks spanning B2B, B2C, Education,
Healthcare, and Legal domains, with organizational
and user-specific evidence distributed across docu-
ments, emails, chats, and other application sources.
Each task is associated with a structured reference
workflow and workflow-specific annotations for
evaluating factual grounding, step recovery, or-
dering, condition resolution, and personalization.
All organizations, personas, and private-like arti-
facts are synthetically generated and do not corre-
spond to real individuals or confidential enterprise
records.

Data Privacy. DRFLOW is designed to simu-
late enterprise deep research over private-like data
while avoiding the use of real personal or confi-
dential enterprise records. The benchmark arti-
facts, personas, companies, documents, emails, and
chats are synthetically generated for research pur-
poses. This design reduces the risk of exposing pri-
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vate information or enabling re-identification while
preserving the structural challenges of searching
across heterogeneous organizational and personal
evidence.

Intended and Excluded Use. DRFLOW is in-
tended for research on deep research systems, work-
flow synthesis, retrieval and reasoning over hetero-
geneous enterprise data, personalization, and agent
evaluation. It may also support analysis of ground-
ing, conditional reasoning, and structured output
generation. The benchmark is not intended for
operational decision-making or direct use in real
healthcare, legal, educational, compliance, or other
consequential settings. It should also not be used to
infer sensitive information about real individuals,
bypass organizational access controls, or evaluate
systems for unauthorized surveillance or data ex-
traction.

Responsible Use of Models Output. Several
DRFLOW domains, including healthcare, legal, ed-
ucation, and compliance-oriented business work-
flows, involve sensitive decision contexts. Al-
though the benchmark data is synthetic, the task
format resembles scenarios in which real users may
rely on generated workflows for consequential de-
cisions. Systems evaluated on DRFLOW should
therefore be used with caution in such settings.
Their outputs should be treated as decision-support
artifacts that require review by qualified profes-
sionals, especially when workflows concern legal
obligations, clinical procedures, privacy rights, or
compliance actions.

Potential Misuse. A workflow extraction agent
that can search across enterprise sources and syn-
thesize personalized procedures could be misused
to expose private organizational information, in-
fer sensitive user attributes, or automate actions
beyond a user’s authorization. DRFLOW is in-
tended to advance evaluation of grounded, struc-
tured, and personalized workflow prediction, not
to encourage unrestricted access to enterprise data.
Practical deployments should enforce access con-
trol, source-level permissions, audit logging, ci-
tation transparency, and clear separation between
retrieval, recommendation, and execution.

Bias and Representational Coverage. Because
DRFLOW relies on synthetic personas, organiza-
tions, and domain scenarios, it may encode dis-
tributional assumptions from the generation pro-
cess. These assumptions can affect which roles,

industries, user needs, and procedural constraints
are represented. Future benchmark construction
should therefore consider domain and persona di-
versity, representational balance, and performance
differences across task types and user contexts.

License. DRFLOW is provided for research pur-
poses only. The benchmark, associated artifacts,
and evaluation resources may be used for non-
commercial academic and research activities, sub-
ject to the accompanying license terms. Redis-
tribution, commercial use, or deployment of the
benchmark data or derived systems for operational
decision-making is not permitted without separate
authorization.

Use of Generative AI. Generative Al has been
used to polish the writing of the manuscript.
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Appendices

A Extended Related Work

Evidence-grounded reasoning and attribution.
A substantial body of work studies whether mod-
els can combine evidence across documents and
expose the basis for their predictions. Hot-
potQA (Yang et al., 2018) evaluates explainable
multi-hop question answering with supporting
facts, while MuSiQue (Trivedi et al., 2022) con-
structs multi-hop questions through compositional
single-hop dependencies to reduce disconnected
reasoning. FEVER (Thorne et al., 2018) frames
evidence use as claim verification against textual
sources, requiring systems to classify claims and
recover supporting evidence, while ALCE (Gao
et al., 2023) evaluates long-form generation with
citations, measuring not only answer quality but
also whether generated statements are adequately
supported by cited passages.

Long-form information-seeking question an-
swering. Long-form QA benchmarks further
move evaluation beyond short extractive answers.
ELI5 (Fan et al., 2019) studies open-ended ex-
planatory questions requiring multi-sentence re-
sponses, while Qasper (Dasigi et al., 2021) anchors
information-seeking questions in full scientific pa-
pers and asks systems to recover evidence from
long documents. ASQA (Stelmakh et al., 2022)
focuses on ambiguous factoid questions whose
answers must synthesize multiple valid interpre-
tations, and QAMPARI (Amouyal et al., 2023)
evaluates questions with many answers distributed
across multiple paragraphs. These benchmarks are
closely related to deep research because they re-
ward synthesis over dispersed evidence. Neverthe-
less, they evaluate the quality of textual answers,
not whether agents can transform heterogeneous
evidence into a followable workflow with prerequi-
sites, branch conditions, and user-specific applica-
bility.

Interactive web and tool-use agents. Agent
benchmarks have also examined long-horizon inter-
action with external environments and tools. Web-
Shop (Yao et al., 2022) introduced a simulated e-
commerce environment for grounded web interac-
tion, and WebArena (Zhou et al., 2024) extended
this direction to realistic self-hosted websites span-
ning multiple web domains. AgentBench (Liu
et al., 2024) evaluates LLM agents across interac-
tive environments, while API-Bank (Li et al., 2023)

and ToolLLM (Qin et al., 2024) study tool selec-
tion, API invocation, and tool-use training at scale.
These works test whether agents can plan and act
in environments. In contrast, DRFLOW evaluates
the workflow prediction capability that precedes
or guides such action: the agent must recover the
applicable procedure from evidence and express it
as a structured user-facing action sequence.
Procedural text understanding. A related line
of work evaluates whether models understand pro-
cesses described in text or multimodal instructions.
ProPara (Dalvi et al., 2018) requires tracking en-
tity state changes across procedural paragraphs,
WIQA (Tandon et al., 2019) evaluates counterfac-
tual reasoning over procedural influence graphs,
and RecipeQA (Yagcioglu et al., 2018) studies mul-
timodal comprehension of cooking recipes with
temporal and procedural structure. These tasks cap-
ture important aspects of temporal ordering, state
transitions, and procedural semantics. However,
the relevant process is generally provided within
a relatively bounded input. DRFLOW instead re-
quires agents to infer the process itself from hetero-
geneous artifacts, decide which conditional branch
applies to a particular user scenario, and produce a
personalized workflow as the evaluated output.
Positioning of DRFLOW. To summarize, prior
works have made substantial progress on evidence
attribution, long-form synthesis, interactive tool
use, and procedural reasoning. However, these
works do not test whether agents can predict person-
alized, evidence-conditioned workflows scattered
in heterogeneous artifacts simulating the real-world
setting. DRFLOW targets this missing capability
by requiring systems to recover procedural struc-
ture, preserve action ordering, resolve conditional
branches using user-specific evidence, and predict
the actionable personalized workflow rather than a
free-form narrative.

B Implementation Details

We access all backbone models, including both
open-source and closed-source models, through the
OpenRouter API (OpenRouter, 2026). For bench-
mark construction, we use GPT-5.2 as the gener-
ation model. For evaluation, we use GPT-4o0 as
the judge model for prompt-based metrics. For
citation-grounded factuality verification, we use
text-embedding-3-small to retrieve the top five
relevant chunks from cited sources before passing
the evidence to the judge model. For comparing
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against DRBench Agent (DRBA) (Abaskohi et al.,
2026), we update the report generation module
of the agent, since the original work focuses on
long-form report generation instead of workflow
prediction. We use the same workflow prediction
prompting and output format as DRFA to make the
comparison fair.

We run the application layer of the benchmark en-
vironment inside Docker containers. In particular,
the enterprise-style services used by the agent, in-
cluding Nextcloud, Mattermost, IMAP email,
and the file sharing system, are deployed as con-
tainerized services. This setup provides an isolated
and reproducible multi-application environment for
document retrieval, messaging, email access, and
shared-file interaction.

C Ablation Studies

C.1 Ablation on DRFA Iteration

We further study the effect of the iteration budget
of DRFA using GPT-5.2 as the backbone. Table C.1
shows that increasing the number of iterations does
not yield a monotonic improvement across met-
rics. Iteration 5 exhibits the best factuality. This
is potentially because it tends to cover fewer ac-
tion planning steps, resulting in fewer document
search and facts referencing. Moving from 5 to 10
iterations improves all other metrics, whereas in-
creasing the budget further to 15 does not preserve
these gains uniformly. Although 15 iterations gives
the best Precision, F1, and condition resolution, it
is slightly worse than 10 iterations on other metrics.

Overall, this result shows that increasing the
iteration does not guarantee consistent improve-
ments. In particular, the comparison between 10
and 15 iterations suggests that additional iterations
may slightly improve alignment quality among pre-
dicted steps, but do not necessarily improve re-
covery of the full target workflow or its ordering
consistency. Based on this result and also to keep
the budget manageable, we use the iteration of 10
in all experiments throughout this work.

C.2 Performance Comparison of Recent
Frontier Models

Recently introduced state-of-the-art frontier mod-
els are compared on the ablation subset to assess
progress in personalized workflow prediction. As
shown in Table C.2, DRFA consistently improves
over DRBA across the main workflow metrics. Av-
eraged over five backbones, DRFA raises F1 from

62.97 to 68.06, with gains in both Recall (63.78
to 70.84) and Precision (64.94 to 67.69). The im-
provement is also reflected in condition resolving
and personalization metrics, where Condition Res-
olution increases from 33.96 to 48.16 and Personal-
ization Comprehensiveness increases from 44.21 to
60.60. Among the frontier models, Claude-Opus-
4.7 achieves the strongest overall performance, ob-
taining the highest F1 (69.14), Topology Order
(91.24), and Condition Resolution (51.83). GPT-
5.5 and Kimi-K2.6 are close in F1, reaching 68.62
and 68.54, respectively. The performance of these
frontier models further show that the gaps across
workflow structure, condition handling, and per-
sonalization in personalized workflow prediction
remain far from saturated.

C.3 LLM-Judge Evaluation under Prompt
Variance

To assess the robustness of our LLM-based eval-
uation to prompt formulation, we evaluate the
GPT-40 judge using three semantically equiva-
lent prompt variants. In addition to the original
evaluation prompt (P1) used in the experiments
(Appendix N), we construct two alternatives. P2
(rubric-tightened) rephrases the Precision, Re-
call, Condition Resolution, and Personalized Com-
prehensiveness rubrics to enforce stricter same-
procedure alignment and more heavily penalize
partial matches. P3 (verbose paraphrase) retains
the scoring criteria of P1 while paraphrasing the
instructions and adding in-context examples. We
evaluate both DRBA and DRFA with each prompt
across four model backbones.

The evaluation conclusions remain consistent
across prompt variants (Table C.3, Table C.4). In
particular, DRFA continues to outperform DRBA
on the majority of evaluation metrics under both
P2 and P3, preserving the overall conclusion ob-
tained with the original P1 prompt. The rela-
tive model-level performance is also stable, with
Claude-Opus-4.5 and GPT-5.2 remaining among
the strongest backbones across the three prompt
formulations. These results indicate that the ob-
served performance differences are not specific to
a particular wording of the judge prompt.

We further quantify agreement across the three
prompt variants using Fleiss’ «. As shown in Ta-
ble C.5, agreement is consistently high across back-
bones, ranging from « = 0.727 for GPT-5.2 to
k = 0.873 for DeepSeek-v3.2, with an overall
agreement of k = 0.819. Together, the preserved

28507



Iter. Fact. Topology Cond.Res. Pers. Comp. | Recall Precision F1
5 88.89 88.72 42.36 57.22 58.01 45.26 50.85
10 85.99 92.22 42.83 59.26 64.97 54.58 58.15
15 86.83 88.93 46.31 58.24 63.75 59.32 61.86

Table C.1: Ablation on the number of iterations with GPT-5.2 as the backbone. Higher is better for all metrics. The

best score in each column is bolded.

Model Agent Factuality Topology Cond. Res. Pers. Comp. \ Recall Precision F1
GPT-5.5 DRBA 96.66 88.50 35.46 46.22 66.29 63.75  64.78
DRFA 85.92 90.37 48.94 65.55 71.34 67.22  68.62
Claude-Opus-4.7 DRBA 83.55 89.44 38.59 50.98 69.06 64.76  65.19
DRFA 82.63 91.24 51.83 65.67 73.11 68.60  69.14
GLM-5.1 DRBA 88.55 86.96 33.50 40.16 62.02 64.98  62.30
DRFA 86.19 86.18 46.91 59.59 70.73 65.36  66.57
Kimi-K2.6 DRBA 92.26 87.55 34.84 45.25 62.30 65.48  62.16
DRFA 83.51 86.41 49.71 59.38 70.87 68.74  68.54
Qwen3.6-plus DRBA 77.65 88.45 27.40 38.42 59.23 65.75  61.40
DRFA 82.30 88.51 43.39 52.83 68.14 68.54  67.42
Average DRBA 87.73 88.18 33.96 44.21 63.78 64.94  63.16
DRFA 84.11 88.54 48.16 60.60 70.84 67.69  68.06

Table C.2: Performance comparison of recent frontier models on the ablation subset of 15 tasks.

comparative conclusions and high inter-prompt
agreement suggest that our LLM-judge evaluation
is robust to reasonable variations in prompt formu-
lation.

C.4 LLM-Judge Evaluation with
Cross-Family Models

To examine whether our evaluation is sensitive to
the model family used as the LLM judge, we com-
plement the GPT-40 judge with two cross-family
judges, Claude-Opus-4.5 and Gemini-3.1-pro. We
evaluate the same agent and backbone configura-
tions on both the original and mixed splits. Ta-
bles C.6—C.9 report the results under the two cross-
family judges, while Table C.10 reports agreement
across all three judges.

Claude-Opus-4.5 Judge. Table C.6 presents re-
sults on the original split. Averaged across back-
bones, DRFA outperforms DRBA on Topology,
Condition Resolution, Personalized Comprehen-
siveness, Recall, Precision, and F1, while DRBA
obtains higher Factuality. The same overall trend
persists on the mixed split in Table C.7: DRFA
achieves higher average Condition Resolution, Per-
sonalized Comprehensiveness, Recall, Precision,
and F1, whereas DRBA performs better on Factu-

ality and Topology.

Gemini-3.1-pro Judge. The results are simi-
larly consistent when replacing the judge with
Gemini-3.1-pro. On the original split (Table C.8),
DRFA achieves higher average scores than DRBA
on Topology, Condition Resolution, Personalized
Comprehensiveness, Recall, Precision, and Fl1,
with DRBA retaining higher Factuality. On the
mixed split (Table C.9), DRFA again leads on
Condition Resolution, Personalized Comprehen-
siveness, Recall, Precision, and F1, while DRBA
achieves higher average Factuality and Topology.

Cross-Judge Agreement. Finally, we measure
agreement across the three LLM judges using
Fleiss’ k. As shown in Table C.10, the overall
agreement is £ = 0.711 on the original split and
k = 0.662 on the mixed split. Across individual
backbones, agreement ranges from 0.688 to 0.741
on the original split and from 0.631 to 0.702 on
the mixed split. The consistent DRFA vs. DRBA
performance trends under both non-GPT judges
indicates that our main evaluation conclusions re-
main stable when the judge is replaced by a model
from a different family, reducing concern that the
observed results are specific to a particular judge
family.

28508



Backbone Agent Factuality Topology Cond. Res. Pers. Comp. Recall Precision F1
GPT-5.2 DRBA 89.63 89.20 19.10 40.20 58.00 51.33 53.98
DRFA 88.37 90.11 39.99 53.60 66.88 57.43 61.29
Claude-Opus-4.5 DRBA 80.87 91.20 29.29 39.34 59.40 46.41 52.62
DRFA 85.31 88.64 51.20 57.59 70.37 59.07 63.74
Gemini-3.1-pro DRBA 86.53 87.67 33.60 33.81 64.36 50.57 56.02
DRFA 80.65 87.16 37.11 39.41 68.13 55.20 60.47
DeepSeek-v3.2 DRBA 85.44 87.81 19.23 28.10 62.74 51.56 56.19
DRFA 83.11 78.27 39.76 52.65 65.22 55.14 59.31

Table C.3: GPT-40 judge evaluation under the rubric-tightened prompt variant P2.

Backbone Agent Factuality Topology Cond. Res. Pers. Comp. Recall Precision F1
GPT-5.2 DRBA 89.63 89.20 28.30 40.20 58.00 51.33 53.98
DRFA 88.37 90.11 45.09 60.80 66.88 57.43 60.05
Claude-Opus-4.5 DRBA 80.87 91.20 19.09 39.34 63.56 46.41 53.12
DRFA 82.51 88.64 51.20 61.20 71.67 59.07 64.20
Gemini-3.1-pro  DRBA 86.53 87.67 33.60 33.81 59.36 50.57 54.20
DRFA 80.65 87.16 37.11 46.41 68.13 55.20 60.52
DeepSeek-v3.2 DRBA 85.44 87.81 32.33 28.90 62.74 51.56 56.19
DRFA 83.11 78.27 39.76 39.45 65.22 55.14 59.31

Table C.4: GPT-40 judge evaluation under the verbose paraphrase prompt variant P3.

Backbone Fleiss’ x
GPT-5.2 0.727
Claude-Opus-4.5  0.804
Gemini-3.1-pro 0.872
DeepSeek-v3.2 0.873
Overall 0.819

Table C.5: Agreement of the GPT-40 judge across the
three prompt variants.

D Results by Domain

Table D.1 reports the domain-wise performance
across all the backbone models. The same pattern
holds across all five domains: DRFA consistently
achieves the strongest performance on recall, preci-
sion, F1, topology order, condition resolution, and
personalized comprehensiveness, while DRBA at-
tains the highest factuality in every domain. This
result is consistent with Section 6: the advantage
of DRFA lies in the construction of personalized,
condition-aware, and well-ordered workflows.
Overall, the domain-level analysis further sup-
ports the central claim of the paper: DRFA im-
proves workflow quality in a systematic manner
across diverse domains, with especially clear gains
on metrics that require personalization, conditional
reasoning, and coherent step organization.

E Mean and Standard Deviation Results

We report the mean and the standard deviation
(across 3 runs) of DRBA and DRFA on a subset of
15 tasks in Table E.1.

A paired t-test across the four backbones further
shows that DRFA-vs-DRBA F1 improvement is sta-
tistically significant: with mean gap of 6.33, 95%
CI (1.07, 11.59), t=3.83, and p=0.031. This again
confirms the gain is reliable and not an artifact of
subset variance.

F Human Evaluation Protocol

We provide a guideline to the annotators detail-
ing the annotation protocol (Figure F.1). For each
task, annotators are shown the gold workflow steps
and the predicted workflow steps produced by each
agent. Three annotators independently align pre-
dicted steps to gold steps using a one-to-one se-
mantic matching protocol. A predicted step is
considered matched only if it expresses the same
underlying procedural action as a gold step. The
annotation does not require lexical overlap: differ-
ences in phrasing are ignored when the predicted
step satisfies the same workflow obligation. If a
predicted step does not correspond to any gold step,
it is left unmatched. Annotators are also instructed
not to assign the same gold step to multiple pre-
dicted steps within the same workflow.
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Backbone Agent Factuality Topology Cond. Res. Pers. Comp. Recall Precision F1
GPT-5.2 Basic 57.83 45.12 3.14 14.02 26.71 10.88 13.47
DRBA 91.24 88.07 26.19 38.90 58.40 54.30 55.78
DRFA 87.16 91.85 44.57 61.30 71.02 63.11 65.28
Claude-Opus-4.5 Basic 48.92 68.44 1.98 11.87 29.55 11.34 14.90
DRBA 86.71 89.92 19.60 43.72 59.80 46.08 51.58
DRFA 84.60 89.14 48.83 64.19 73.55 57.42 62.16
Gemini-3.1-pro Basic 36.40 40.17 0.24 7.86 15.02 5.51 6.13
DRBA 91.05 84.33 16.22 38.44 57.61 38.92 38.70
DRFA 88.02 92.36 28.71 50.12 68.94 44.03 53.21
DeepSeek-v3.2 Basic 42.19 53.88 1.43 10.72 20.66 7.83 9.74
DRBA 94.02 90.18 16.71 38.28 59.10 40.55 47.02
DRFA 93.68 92.44 37.62 58.01 69.87 50.12 57.86
Average Basic 46.34 51.90 1.70 11.12 22.98 8.89 11.06
DRBA 90.75 88.12 19.68 39.84 58.73 44.96 48.27
DRFA 88.36 91.45 39.93 58.40 70.84 53.67 59.63
Table C.6: Evaluation using Claude-Opus-4.5 as the LLM judge on the original split.
Model Agent Factuality Topology Cond. Res. Pers. Comp. Recall Precision F1
GPT-5.2 DRBA 87.94 85.11 25.83 38.72 60.28 38.61 45.90
DRFA 95.02 90.66 41.17 57.30 67.44 49.28 56.43
Claude-Opus-4.5 DRBA 88.15 93.74 19.90 41.33 65.22 39.04 46.08
DRFA 82.86 90.52 48.61 60.17 69.98 48.85 54.83
Gemini-3.1-pro DRBA 80.66 86.88 13.74 38.02 49.31 25.60 31.72
DRFA 72.90 85.24 20.15 43.86 58.72 25.33 32.90
DeepSeek-v3.2 DRBA 82.77 84.02 19.28 28.94 48.13 31.72 35.61
DRFA 82.44 83.11 29.66 53.10 52.87 38.80 40.50
Average DRBA 84.88 87.44 19.69 36.75 55.73 33.74 39.83
DRFA 83.31 87.38 34.90 53.61 62.25 40.56 46.17

Table C.7: Evaluation using Claude-Opus-4.5 as the LLM judge on the mixed split.

G Qualitative Analysis

G.1 Condition-aware personalization.

With GPT-5.2 fixed we conduct qualitative analy-
sis on the condition-aware personalization quality
of agents. The comparison between the DRBA
and DRFA on healthcare_01 task shows that
DRFA improves on both Condition Resolution
(58.33 to 75.00) and Personalized Comprehensive-
ness (55.17 to 62.00) compared to DRBA. We man-
ually inspect the predicted steps for both agents
to understand the possible reason. As Table G.1
shows, DRBA agent predicts the pre-operative scaf-
fold, but several branch-sensitive decisions remain
distributed across adjacent operational steps. By
contrast, DRFA packages the same evidence into
more decision-oriented obligations, e.g., directly
committing to the VRI path, binding the no-family
rule to the actual consent encounter, and coupling
the sedation-capacity check to signature execution.
The gain in metric is therefore comes not from

broader retrieval, but condition-aware workflow
personalization.

G.2 Factuality versus workflow coverage

We find that sometimes a non-factual predicted step
can also carry a matched reference workflow step.
For example, on b2c_08 task, the Claude-Opus-
4.5 workflow step (Table G.2) “Deletion Will Be
Sent to MindMint’s Service Providers and Vendors”
reaches the correct part of the workflow, namely
processor-side deletion, but hallucinates what the
evidence warrants. This makes the step problem-
atic from a factuality perspective. However, sim-
ply removing it does not cleanly solve the work-
flow. Because the step is also one of the matched
obligations, pruning it would reduce the number
of matched steps, weakening procedural coverage
even as factuality improves.

This example showcases why workflow cannot
be optimized by simply guardrailing against non-
factual steps alone. If an unsupported step is un-
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Backbone Agent Factuality Topology Cond. Res. Pers. Comp. Recall Precision F1

GPT-5.2 Basic 62.18 49.83 2.51 11.94 22.87 9.02 11.30

DRBA 88.74 90.26 23.61 43.18 58.92 48.44 52.36

DRFA 84.52 90.26 38.05 57.83 61.10 60.77 60.41

Claude-Opus-4.5 Basic 52.06 71.55 1.42 9.63 26.44 9.98 12.71

DRBA 84.13 87.62 24.77 38.35 63.88 43.10 48.52

DRFA 82.06 88.71 39.36 60.94 70.66 54.28 59.12

Gemini-3.1-pro Basic 40.33 36.72 0.08 5.94 12.60 4.41 4.72

DRBA 91.08 82.04 13.85 28.77 48.30 35.66 39.44

DRFA 88.44 90.33 25.14 39.02 65.88 41.02 49.95

DeepSeek-v3.2 Basic 45.62 56.71 1.02 8.71 18.33 6.44 8.02

DRBA 94.10 88.02 13.88 31.66 58.71 37.42 43.80

DRFA 95.71 90.28 34.02 58.83 66.94 46.83 53.42

Average Basic 50.05 53.70 1.26 9.05 20.06 7.46 9.19

DRBA 89.51 86.98 19.03 35.49 57.45 41.16 46.03

DRFA 87.68 89.90 34.14 54.16 66.14 50.73 55.73

Table C.8: Evaluation using Gemini-3.1-pro as the LLM judge on the original split.
Model Agent Factuality Topology Cond. Res. Pers. Comp. Recall Precision F1

GPT-5.2 DRBA 84.90 87.03 23.66 41.02 56.44 35.88 42.71

DRFA 92.66 89.44 39.82 53.90 64.02 43.20 50.98

Claude-Opus-4.5 DRBA 85.02 92.44 22.71 38.03 58.90 36.22 42.88

DRFA 80.71 88.90 38.83 56.72 66.44 45.66 53.61

Gemini-3.1-pro DRBA 78.44 85.11 12.03 32.14 46.02 23.02 28.90

DRFA 71.02 84.60 17.44 40.71 58.83 23.44 33.04

DeepSeek-v3.2 DRBA 80.66 82.44 15.02 28.11 47.02 29.10 32.60

DRFA 81.88 81.03 26.44 49.71 58.83 31.02 40.14

Average DRBA 82.25 86.75 18.36 34.83 52.10 31.05 36.77

DRFA 81.57 85.99 30.63 50.26 62.03 34.81 44.44

Table C.9: Evaluation using Gemini-3.1-pro as the LLM judge on the mixed split.

Backbone Original split Mixed split  to tokenize the reports then calculate the average
GPT5.2 0.702 0.648 report cost. Figure G.1 shows the comparison
i -d : ODUS-45 0'741 0'702 among the frontier models on F1 and Condition
G aude- 3plus— : 0.688 0'631 Resolution. Both comparisons exhibit the same
Dem1;11— k -g r;) 0‘713 0'667 Pareto pattern: DeepSeek-V3.2 anchors the lowest-
cepoeer-vI. : : cost regime, Qwen3.6-plus and Kimi-k2.6 provide
Overall 0.711 0.662 strong mid-cost trade-offs, and Claude-Opus-4.7

Table C.10: Fleiss’ x agreement across the three LLM
judges.

matched, pruning is mostly beneficial. If it is unsup-
ported but also matched, pruning improves local
reliability at the expense of workflow complete-
ness.

G.3 Cost-Performance Analysis

We further analyze the cost-performance trade-off
of DRFA agents using backbone prices collected
from OpenRouter (OpenRouter, 2026). We use
GPT-OSS-120b (OpenAl et al., 2025) tokenizer

achieves the best absolute performance. On Fl1,
Kimi-k2.6 reaches 68.54 at a cost of 0.044, closely
approaching Claude-Opus-4.7 at 69.14 despite be-
ing substantially cheaper. On Condition Resolu-
tion, Kimi-k2.6 again offers the strongest mid-cost
operating point at 49.71, while Claude-Opus-4.7
remains the top performer with the cost of 0.395.
Overall, the Pareto frontier indicates that DRFA can
construct most of its workflow quality with mid-
cost backbones, while the most expensive model
yields additional gains.
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Domain Agent Factuality Topology Cond. Res. Pers. Comp. | Recall Precision F1
Basic 44.79 60.00 1.29 8.30 17.92 8.86 9.79
B2B DRBA 85.27 78.88 16.30 32.06 53.36 34.73 41.28
DRFA 84.24 87.93 35.38 48.45 69.51 40.81 50.30
Basic 46.76 52.50 1.64 10.47 20.44 6.58 8.44
B2C DRBA 91.31 90.15 19.73 36.13 56.34 34.46 42.54
DRFA 88.64 90.95 37.56 54.82 69.53 45.72 51.84
Basic 44.23 35.00 0.56 5.76 18.62 4.04 5.37
Education DRBA 92.78 88.29 22.44 41.53 58.68 33.21 41.07
DRFA 88.06 91.12 40.15 60.43 69.71 48.66 56.05
Basic 51.12 64.25 2.32 16.59 30.26 12.91 16.22
Healthcare DRBA 94.57 88.07 27.54 44.82 65.80 46.34 53.09
DRFA 93.28 90.60 47.43 62.00 73.40 58.04 63.35
Basic 50.90 53.33 0.93 6.03 17.17 7.15 7.97
Legal DRBA 85.02 92.89 15.12 34.13 51.69 34.49 39.66
DRFA 84.96 93.48 30.80 57.15 64.52 48.05 55.24
Table D.1: Domain-wise results across all domains.
Backbone Agent Factuality Topology Cond. Res. Pers. Comp. \ Recall Precision F1
GPT-5.2 DRBA 90.63+1.93 89.80+1.95 27.10+4.68 39.20+3.25 | 57.20+6.78 52.23+13.07 54.23+10.27
DRFA 89.37+2.78 90.71+2.04 43.89+3.74  52.60+6.26 | 66.08+4.28 58.33+7.96 61.87+6.19
Claude-Opus-4.5 DRBA 81.87+4.44 91.80+0.19 28.0946.03  38.34+1.50 | 62.76+2.91 47.31+7.70  53.75+5.80
DRFA 83.51+1.40 89.24+0.07 50.00+2.84 56.59+4.80 | 69.57+2.23 59.97+9.58 64.11+6.62
Gemini-3.1-pro  DRBA 87.53+4.66 88.27+0.58 32.40+2.08  32.81+8.81 | 63.56+4.24 51.47+8.00 56.77+6.56
DRFA 81.65+6.81 87.76+2.08 35.91+6.48 45.41+7.98 | 67.33+2.12  56.10+8.59  60.98+6.04
DeepSeek-v3.2 DRBA 86.44+2.30 88.41+0.86 31.13+2.42  27.90+5.43 | 61.94+3.08 52.46+2.58 56.80+2.77
DRFA 84.11+8.34 78.87+5.86 38.56+0.57 51.65+4.83 | 64.42+0.71 56.04+3.20 59.91+2.18

Table E.1: Mean and standard deviation results on the subset across backbone models. Higher is better for all

metrics.

Agent Example Steps

DRBA

“Plan and request a qual-
ified interpreter (choose
tier/mode)”; “Connect in-
terpreter before any sedat-
ing premedication”; “Use
the standardized consent
content checklist/script”
“Confirm interpreter plan:
qualified VRI for con-
sents”; “Run the consent
conversation through the
interpreter (do not use
family)”; “Perform the
pre-signature sedation/ca-
pacity gate check and es-
calate if needed”

DRFA

Table G.1: Qualitative comparison on healthcare_01.
DRFA improves patient-specific branch instantiation
while preserving the same overall clinical scaffold.

G.4 Closed-source versus open-source
behavior

We manually inspect the predicited workflow
of closed-source (GPT-5.2) vs open-source
(DeepSeek-V3.2) models on healthcare_01 task
(Table G.3).

We find that GPT-5.2 describes the relevant evi-
dence into steps that are closer to the atomic deci-
sion structure of the reference workflow. For exam-
ple, it ties the VRI choice, the no-family constraint,
and the sedation-capacity gate directly to the ac-
tual consent path. On the other hand, DeepSeek-
V3.2 often distributes the same evidence across
a more generic operational sequence. The result-
ing workflow remains plausible and factual, but is
less decisive at the point where the personalized
branch should actually be chosen. This explains
why the models diverge substantially on precision
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Human Evaluation Guideline

Guideline:
1. There are 10 tabs, each for one task.
2. Each tab contains the following:
i. Gold step id, task title, task description

ii. Title and task description for two models (model 1, model 2)

3. Your task is to assign gold step id numbers for the predicted steps by the models.
-For example, if you think the 4th step of the model 1 matches the 3rd gold step, you should assign 3 in the 4th
step label of ‘model 1°. Similar process for model 2 as well.

Note:

1. If you think a predicted step does not match any of the gold step id, keep the label blank for that step.
2. The matches do not have to be exact. Try to check whether the action of the predicted step matches the action of

the gold step.

3. Do not assign the same gold step id for two different steps for the same model.
-For example, do not assign 5 for in the two step labels of ‘model _2’.

Figure F.1: Human evaluation guideline.
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(a) Performance comparison on F1.
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S
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(b) Performance comparison on Condition Resolution.

Figure G.1: Cost-performance analysis of the models on the ablation subset. The x-axis shows cost per report, with
prices (USD/1M tokens) collected from OpenRouter (OpenRouter, 2026), and the y-axis shows performance on F1

or Condition Resolution.

and condition resolution.

G.5 Fidelity Analysis of Synthetic Artifacts

We assess the fidelity of DRFLOW artifacts
by comparing them against real enterprise cor-
pora. For the email modality, we compare DR-
FLOW emails from related domains, including le-
gal and B2B, against the Enron Email Dataset (Co-
hen). For the document modality, we compare DR-
FLOW documents from the legal, B2B, and B2C
domains against the IRS Internal Revenue Manual
(IRM) (Internal Revenue Service).

Surface-level Similarity. We measure two
surface-level properties: hedging_rate, defined
as the frequency of hedging expressions such as
“if applicable” and “as appropriate” per 1,000 to-
kens, and tf-idf_peakedness, which measures
the concentration of informative terms relative to

surrounding text. For each metric, we report the
mean and standard deviation for real and synthetic
artifacts, Jensen—Shannon (JS) divergence between
their distributions, and the Kolmogorov—Smirnov
(KS) statistic and corresponding p-value. Lower JS
divergence indicates greater distributional similar-
ity, while a large KS p-value provides no evidence
for a significant difference between the distribu-
tions.

Semantic Similarity. We further evaluate
whether real and synthetic artifacts can be
distinguished at the semantic level. We train a
BERT-base classifier using both real and synthetic
artifacts and evaluate it on a separate balanced test
set containing equal numbers of examples from
the two sources. Across the two modalities, the
classifier obtains AUC scores of only 0.65 and
0.61, indicating limited ability to discriminate
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Workflow Example step # matched steps Model Precision Cond. Res. Example steps

Original “Deletion Will Be Sent 15 GPT- 50.00 75.00 “Confirm
to MindMint’s Service 5.2 interpreter
Providers and Vendors” plan: qualified
Justification: The VRI for con-
sources do not explicitly sents”;  “Run
mention that MindMint the consent
will send formal dele- conversation
tion requests to each through the in-
vendor or track vendor terpreter (do not
confirmations. While use family)”;
the sources discuss the “Perform  the
internal processes for pre-signature
handling deletion re- sedation/capac-
quests and maintaining ity gate check
compliance, they do not and escalate if
provide specific details needed”
?}E)i(;gt coordination with DeepSeek- 33.33 41.67 “Schedule the

-party vendors for
data deletion. makin V3.2 Contracted VRI
. ’ g Service for

the claim unsupported. the Procedure

Pruned After removing “Dele- 141 Day”’; “Conduct
tion Will Be Sent to Consent Discus-
MindMint’s  Service sion  Entirely

Providers and Vendors”

Table G.2: Pruning an non-factual step on b2c_08 im-
proves factuality, but also removes a matched processor-
deletion obligation. This illustrates that unsupported
steps are not always disposable over-generation.

DRFLOW artifacts from real enterprise artifacts
based on their semantic content.

Results. Both analyses indicate that DRFLOW ar-
tifacts closely reproduce properties of real enter-
prise text. Across modalities and metrics, the
surface-level distributions exhibit low divergence
(JS < 0.084), with all KS tests showing no sig-
nificant distributional difference (p > 0.10). At
the semantic level, the modest classification per-
formance (AUC = 0.65/0.61) further suggests
substantial similarity between synthetic and real
artifacts. These results complement our two-round
human realism evaluation (Section 8) and provide
additional evidence for the fidelity of the generated
enterprise artifacts.

H Error Analyses

H.1 Manual Analysis of DRFA Factuality

DRFA, unlike DRBA, combines adaptive gap find-
ing with conditional action planning. While this
design improves coverage and condition resolution,
the interaction between these modules may also
produce overlapping strategies, which can create re-
dundant or unstable planning behavior, as observed
in (Abaskohi et al., 2026), hurting the factuality of

Through VRI
Interpreter”;
“Re-assess
Capacity

if Sedating
Medication
Administered”

Table G.3: Closed-source versus open-source compari-
son on healthcare_01. Both models predict the broad
clinical scaffold, but GPT-5.2 is more effective at bind-
ing evidence to branch-specific clinical obligations.

the predicted workflows.

Furthermore, we manually analyze the work-
flows generated by the agents, to better under-
stand why DRFA obtains a lower factuality score
than DRBA. We find that DRFA’s comparatively
lower factuality score can potentially be due to
the specificity of the claim cited by the agent. A
side-by-side comparison between DRFA vs DRBA
on the opening step of the personalized work-
flow on healthcare_01 (Claude-Opus-4.5) in Ta-
ble H.1 illustrates this pattern. Both steps target
the same obligation (confirm the patient’s preferred
language during pre-op intake), and both cite valid
policy sources. DRBA’s task description stays close
to the language of the cited policy: a generic obli-
gation that the judge can verify directly against the
source. DRFA’s task description, in contrast, binds
the obligation to case-specific operational detail
(“navigate to the designated Language & Commu-
nication area,” “requested interpreter support for
all medical decisions”) that fuses the generic policy
with personal evidence. The judge, which retrieves
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Metric Real Synth. JS KS KS-p

Documents (n = 100 each)
hedging_rate 15.8 £4.9
tf-idf _peakedness 0.61 £ 0.06

Email (n = 100 each)
hedging_rate 12.8+4.9
tf-idf _peakedness  0.61 £ 0.06

13.4£3.2
0.62 £0.05

0.060  0.051
0.072  0.105

0.237
0.102

15.6 £4.2
0.63 £ 0.05

0.056  0.075
0.082  0.106

0.230
0.116

Table G.4: Surface-level fidelity of DRFLOW artifacts
relative to real enterprise corpora. Real and synthetic
artifacts exhibit low distributional divergence and no
statistically significant differences under the KS test.

the top relevant chunks from cited sources before
evaluating each claim (Appendix B), still has a rea-
sonable chance to verify such fused claims. But
since the verification process is inherently stricter:
the cited chunks must semantically match the pre-
dicted claim, fusing the policy with personalized
evidence can reduce the semantic alignment, result-
ing in lower factuality score. Adding further cita-
tions partially compensates, since each additional
source raises the chance that the predicted claim is
locally supported, which is why the observed gap
is small (~2 points). The residual gap is therefore
not a deficiency of grounding but a measurable cost
of DRFA’s design choice to produce more person-
alized claims; a cost that is repaid by its gains on
Recall, F1, Condition Resolution, and Personalized
Comprehensiveness. Overall, these findings sug-
gest that DRFA’s lower factuality score is partly
a consequence of its more aggressive evidence-
seeking and planning behavior, which improves
coverage but increases the likelihood of citation
misalignment.

H.2 Role of Distractors in Low Precision

We analyze whether low precision in Table 2 is as-
sociated with models incorporating distracting in-
formation into the generated workflow reports. For
each model, we compute the distractor-reference
rate in the DRFA report as the percentage of ref-
erences that point to distractor information. We
then compare this rate against the corresponding
model-level precision score.

Figure H.1 shows a negative association between
distractor-reference rate and precision. Models that
include a larger fraction of distractor references
tend to obtain lower precision, suggesting that pre-
cision errors are not only caused by missing rele-
vant evidence, but also by selecting and propagat-
ing spurious evidence into the workflow.

59.5 Claude Opus 4.5
]

Precision
s

57.04 AN

56.5 1 A
N

DeepSeek v3.2

56.0 1

8.0 8.5 9.0 9.5 100 105 110 115 120
Distractor-reference rate (%)

Figure H.1: Relationship between distractor-reference
rate and precision. The downward trend indicates that
models with higher proportions of distractor references
tend to achieve lower precision.

H.3 Impact of the Mixed Split

We inspect a random subset of 20 tasks to charac-
terize how the mixed split degrades performance in
Table 3. For each predicted workflow, we count ci-
tations to supporting (*_IN_x), distractor (x_DI_x),
and mixed (*_AD_x) sources, and we manually in-
spect predicted personalized workflows to deter-
mine whether contamination propagates into the
steps.

Citation composition. Table H.2 reports the
share of citations by source type. Both agents refer
a substantial amount of citations to mixed sources,
while classical distractor citations remain low (2 -
8%). This confirms that the mixed artifacts, which
are internally consistent and topically aligned with
the target question, attract retrieval far more than
off-topic distractors, degrading the overall perfor-
mance of the agents.

Manual inspection. Table H.3 shows two rep-
resentative cases in which the agent grounds the
personalized workflow on the mixed case rather
than the user’s case. In b2c_02, the predicted
workflow opens with the proration case identifiers
(Marcus Whitfield, SG-48219) sourced from
dispute-review-sg48219.docx, even though
the original user’s task concerns a duplicate charge.
In education_10, 5 of 15 predicted steps cite
mixed artifacts (chair-provost-approval.docx,
aaf-split-checklist.docx) describing a con-
version with prior-service-credit case, while the
user’s task concerns onboarding a newly hired
tenure-track faculty.

Reconciliation with Table 3. When comparing
against the performance on the original variant (Ta-
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Agent Step 1 Task Description (healthcare_01, Claude- Verification surface
Opus-4.5)

DRBA “During pre-operative intake, ask the patient directly, —Generic, policy-aligned obligation; phrasing closely
not accompanying family members, what their pre- tracks the cited policy text, so a single chunk retrieved
ferred language is for medical communication. Doc-  from the cited source supports the claim.
ument this language preference in the EHR immedi-
ately.”

DRFA “During pre-op intake at Sunrise Surgical Center, ac- Synthesized obligation that fuses generic policy with

cess the patient’s EHR chart and navigate to the desig-
nated Language & Communication area. For this case,
pre-op intake has identified Spanish as the patient’s
preferred language and the patient has requested inter-

preter support for all medical decisions.”

personal-evidence facts. The judge must verify the
operational detail (the named EHR area, the patient-
specific request) against retrieved chunks; each cita-
tion supports a sub-claim, and the step is factual only
if those sub-claims jointly hold.

Table H.1: Paired DRBA and DRFA steps on the same task, illustrating the claim-specificity difference behind the

small Factuality gap.

Agent *_IN_* (%) *_DI_* (%) *_AD_x* (%)
DRFA 70.7 2.2 27.2
DRBA 65.0 8.2 26.8

Table H.2: Citation composition on the mixed split.

ble 2), two patterns explain the metric movements
observed. (i) Precision drops more than Recall
(—14.37 vs. —10.60 averaged for DRFA; —10.77
vs. —5.98 for DRBA) because the agents recover
the generic procedural scaffold but inject step-level
details that inlcude the mixed case. (ii) Factuality
remain over 80%, because mixed artifacts are inter-
nally consistent documents that locally support the
(wrong) claims they are cited for. This shows that
an mixed-grounded workflow can be locally fac-
tual against its citations, yet globally wrong with
respect to the user. This failure mode is invisi-
ble to citation-only evaluation but is captured by
Recall, Precision, F1, Condition Resolution, and
Personalized Comprehensiveness, validating the
effectiveness of the mixed split to stress test the
agents.

I Performance Comparison Between
Original & Mixed Variants

We show the performance comparison between
the original and the corresponding mixed variants
across all the models in Figure H.2.

J DRFA Agent Details

In this section, we provide implementation details
for DRFA. The design goal of DRFA is to predict
a generic workflow from company-side evidence,
identify the decision points that remain unresolved
at the generic level, and then instantiate a personal-

ized workflow using user-specific evidence.

J.1 Detailed Workflow

DRFA operates as an iterative tool-calling agent
over heterogeneous private information sources.
At the beginning of a session, the agent initializes
a task-specific vector store, registers its tool in-
ventory, and constructs a research context tied to
the original deep research question. The execu-
tion pipeline then proceeds through the following
stages.

Stage 1: Research Planning. The agent decom-
poses the original deep research question into a
small set of research investigation areas. These
areas are designed to cover two complementary
evidence objectives: constructing the generic orga-
nizational procedure and collecting user-specific
evidence for personalization.

Stage 2: Action Planning. The research plan is
translated into executable actions. Each action is
parameterized by an action type, a natural-language
description, tool arguments, expected outputs, de-
pendencies, preferred tool choices, and a workflow
stage label. The planner prioritizes internal sources
over external ones, favoring local documents and
enterprise applications, while reserving web search
as a fallback when internal evidence is insufficient.
The resulting action plan forms the initial retrieval
program for the session.

Stage 3: Iterative Research Loop. The agent
executes the action plan under a fixed iteration bud-
get. At each iteration, it selects the next executable
actions, invokes the appropriate tools, processes
the returned content, and stores the resulting find-
ings in the task context and vector store. This loop
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Task Original DR Question Mixed DR Question Contaminated Step (excerpt)
b2c_02 What is the workflow to dis- What is the workflow to han- “Log  Marcus  Whitfield’s  SG-48219
pute a duplicate charge ona  dle a mid-cycle upgrade pro- Proration Dispute ... attach screenshot
customer’s subscription? ration dispute? 11/08/2025 20:14 UTC ... target resolu-
tion Nov 21, 2025 ["6]” : [76] resolves to
dispute-review-sg48219.docx
edu_10 What is the workflow to on- What is the workflow to  “Submit Department Chair Endorsement

board a newly hired tenure-
track faculty?
credit?

convert a non-tenure-track
faculty with prior service

and Dossier ... prior service credit rec-
ommendations ["5]” : ["5] resolves to
chair-provost-approval.docx

Table H.3: Qualitative examples of mixed contamination. The predicted workflow binds steps to the mixed case.

continues until the plan converges or the iteration
budget is exhausted.

Stage 4: Adaptive Action Planning. At the end
of each action-planning round, DRFA analyzes
the newly collected findings and decides whether
the plan should be expanded. This adaptive step
first prioritizes conditional action planning, which
extracts an intermediate generic workflow and pro-
poses focused actions for resolving its conditional
branches, and then performs complementary gap
finding when evidence remains unbalanced across
the generic and personal sides.

Stage 5: Workflow Generation. After the re-
search loop converges, the agent predicts the final
workflow output. This stage reconstructs the full
generic workflow, resolves it using user-specific ev-
idence, and produces a cited personalized workflow
in which each step is justified by retrieved facts.

J.2 Research Planning Implementation

The research planning module organizes the prob-
lem around the structure of the target output rather
than around generic topical decomposition alone.
In particular, it separates the search problem into
two evidence objectives.

The first objective is Generic Requirement Col-
lection, which targets company-side materials such
as policies, procedures, playbooks, templates, and
operational documents. These materials define the
organization-level procedure that the agent must
predict as the generic workflow.

The second objective is Personal Evidence Col-
lection, which targets user-side materials such as
emails, chats, notes, records, and other personal
artifacts. These materials determine which condi-
tions in the generic workflow hold for the current
case and therefore how the workflow should be
instantiated for the user.

Each research investigation area is represented
as a structured object with fields such as the re-
search focus, information needs, expected knowl-
edge sources, and workflow stage. This represen-
tation is intentionally execution-facing, so that it
can be passed directly to the action planner with-
out requiring an additional translation step. The
research planning module therefore produces a de-
composition aligned with workflow prediction and
workflow personalization. A representative exam-
ple of a research plan is shown in Figure J.1.

J.3 Action Planning System

The action planning system converts research objec-
tives into executable actions while managing tool
choice, prioritization, and dependencies. Each ac-
tion is represented as a typed record containing an
action identifier, action type, description, argument
dictionary, priority score, dependency list, expected
output, preferred tool, and workflow stage. This
representation makes the plan explicit enough to
support iterative scheduling, tool-aware execution,
and post hoc traceability.

The current action space includes retrieval ac-
tions over the web, enterprise systems, and local
documents, as well as analysis-oriented actions
for workflow prediction. The workflow stage la-
bels used by the planner distinguish between re-
quirement collection, personal evidence collection,
generic workflow design, and workflow personal-
ization. This stage-aware action representation is
important because DRFA does not treat retrieval as
a uniform process: different stages require different
search targets and different criteria for success.

Tool priority follows a simple internal-first pol-

icy:

* Local document search is preferred for up-
loaded documents, policies, playbooks, and
other authoritative files.
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* Enterprise API search is preferred for
emails, chats, enterprise files, and other
application-level records.

¢ Web search is used as a fallback when inter-
nal sources are insufficient or when external
validation is required.

Action priorities are assigned on a continuous
scale and are further refined during execution using
novelty and source-diversity signals. The sched-
uler favors actions that explore new evidence di-
mensions while balancing internal and external re-
trieval when appropriate. Dependency detection is
handled separately, allowing the planner to serial-
ize actions only when later steps genuinely depend
on earlier outputs. A representative example of an
action plan is shown in Figure J.2.

J.4 Enterprise Integration Architecture

DRFA supports retrieval over both enterprise appli-
cations and locally supplied files through a unified
tool interface. Enterprise connectivity is provided
by an enterprise API search tool, while local files
are handled through a local document ingestion
tool and a local semantic search tool. This makes it
possible to run the agent in both enterprise-backed
settings and file-backed settings without changing
the high-level execution logic.

The integration layer preserves source metadata
throughout retrieval and processing. As a result,
downstream prediction stages can still distinguish
among enterprise emails, enterprise chats, enter-
prise files, internal documents, and external sources.
This source-type preservation is critical for work-
flow grounding, because the role of a piece of evi-
dence depends not only on its content but also on
whether it encodes organizational policy, personal
context, or external background information.

J.5 Tool Selection and Execution

Tool execution is iterative and priority-driven. At
each iteration, the scheduler retrieves the subset of
pending actions whose dependencies have already
been satisfied, computes their execution scores, and
selects the next actions subject to the current con-
currency limit. The default setting executes one
action at a time, which simplifies traceability and
makes it easier to attribute downstream workflow
decisions to specific retrieval events, although the
infrastructure supports bounded concurrency.
Tool selection itself follows a two-level policy.
If the action planner specifies a preferred tool, the

executor attempts to honor that choice directly. Oth-
erwise, DRFA falls back to type-aware selection
based on the action class and workflow stage. In-
ternal and enterprise retrieval actions are routed to-
ward local-document or enterprise API search tools,
web-oriented actions are routed toward search or
URL-fetching tools, and prediction-heavy actions
are routed toward the analysis module.

Once an action is executed, its outputs are inte-
grated back into the research context together with
stage annotations, action-type metadata, execution
timing, and any processed files created during exe-
cution. Significant results are also written into the
vector store so that they remain available to later
planning and workflow-generation stages.

J.6 Adaptive Action Planning

Adaptive action planning is the key mechanism
that makes DRFA workflow-aware. At the end of
each execution round, the agent re-examines the
current evidence and decides whether the existing
plan should be extended. This adaptation has two
components: gap finding and conditional action
planning.

The first component, gap finding, analyzes the
current source composition and coverage of the ac-
tion plan. If the evidence disproportionately covers
only the generic side or only the personal side, the
planner proposes a small number of complemen-
tary actions to reduce that imbalance. These actions
are constrained by explicit diversity rules so that
the agent does not repeatedly issue near-duplicate
searches.

The second component, conditional action plan-
ning, extracts an intermediate generic workflow
from the currently available policy and workflow
evidence. It then identifies the subset of workflow
steps that contain unresolved decisions. For each
such step, the model returns a structured condi-
tion object containing a condition identifier, the
corresponding step number, a natural-language de-
scription of the decision, the alternative branches,
the type of personal evidence needed to resolve it,
and a set of diverse search queries that are likely
to surface that evidence. These condition objects
are then converted into focused personal-evidence
actions over emails, chats, records, and files.

Importantly, DRFA prioritizes conditional ac-
tion planning when selecting the next action items.
Newly proposed condition-resolution actions are
inserted before more general gap-filling actions,
and they typically receive high priority because
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they are the most directly useful for transforming a
generic workflow into a personalized one. In effect,
once the agent has constructed candidate workflow
structure, it shifts from broad evidence gathering
toward targeted branch disambiguation. A repre-
sentative adaptive-planning example is shown in
Figure J.3.

J.7 Content Processing and Vector Store

Similar to DRBench (Abaskohi et al., 2026), the
content-processing subsystem implements a unified
ingestion pipeline for heterogeneous documents
and retrieved results. Documents in different for-
mats are normalized into text, cleaned, segmented,
and embedded before being stored in the task-
specific vector store. The vector store therefore
acts as the main long-horizon memory of the agent.

This design is particularly important for work-
flow extraction. Evidence relevant to different
workflow steps may be acquired several iterations
apart, and the final workflow-generation stage must
still be able to retrieve and jointly reason over these
dispersed fragments. By storing both raw retrieved
content and synthesized intermediate findings, the
vector store enables semantic retrieval not only over
original files but also over the agent’s own accumu-
lated research state.

The current implementation creates an isolated
vector store for each session, which prevents inter-
ference across tasks and preserves reproducibility
of the retrieval context. Session-level metadata is
also retained so that execution traces, saved plans,
and workflow outputs can be inspected after gener-
ation.

J.8 Workflow Generation and Citation
Grounding

The workflow-generation module predicts the final
output from the accumulated evidence. Its predic-
tion procedure has three phases.

In the first phase, the agent gathers candidate
evidence either from the full vector store or from
the executed action plan alone. This stage col-
lects both company-side workflow evidence and
user-side personal evidence, while preserving their
source metadata.

In the second phase, the system constructs a
source registry for grounding. It filters invalid or
unusable sources, normalizes source identities, reg-
isters valid documents in a citation registry, and
maps them into a simplified citation namespace
used during prompting. This registry is also respon-

sible for preserving the source distinctions needed
for later references, including internal documents,
enterprise files, emails, chats, and external materi-
als.

In the third phase, the model predicts the final
workflow output. The generation prompt asks for a
complete generic workflow, a user-situation anal-
ysis, a condition-resolution table, a personalized
workflow, and step-by-step personalized guidance.
The generic workflow must preserve prerequisite
structure and explicitly record branch logic through
a dedicated condition_description field. The
personalized workflow must preserve the same step
inventory, but replace generic descriptions with
user-specific facts wherever possible and clear the
condition_description field when the relevant
branch has been resolved by evidence. When evi-
dence remains insufficient, the unresolved condi-
tion is retained explicitly.

The agent ensures that each workflow step is
grounded in citation-supported facts. The gener-
ator requires citations in step-level task descrip-
tions, personalized justifications, and action guid-
ance. After initial generation, the system performs
targeted citation repair, validates that each per-
sonalized step contains at least one citation and a
non-empty justification, resolves simplified citation
identifiers back to real source identifiers, and finally
produces a filtered references section. The cita-
tion registry is therefore not only a post-processing
convenience, but part of the workflow-grounding
mechanism itself.

J.9 Prompts for DRFA

Research Planning Prompt. The research plan-
ning prompt decomposes the task into workflow-
oriented investigation areas, with explicit distinc-
tion between generic requirement collection and
personal evidence collection. We show the prompt
in Figure J 4.

Action Generation Prompt. The action-
generation prompt converts each investigation
area into a small set of diverse executable actions,
conditioning on the workflow stage, available tools,
and internal-first source priority. Prompt is shown
in Figure J.5.

Adaptive Planning Prompt. The adaptive
prompt supports two cases. In the primary case,
it uses an intermediate generic workflow and its
extracted conditions to propose targeted condition-
resolution actions. In the fallback case, it proposes
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complementary gap-filling actions when the cur-
rent evidence remains insufficient or unbalanced.
We show the prompt for adaptive planning in Fig-
ure J.6 and the prompt for generating intermediate
generic workflow in Figure J.7, as well as condi-
tional action planning to resolve the intermediate
workflow in Figure J.8.

Workflow Prediction Prompt. The workflow
prediction prompt predicts the final generic and
personalized workflows, including condition res-
olution, personalized justifications, and step-level
grounding. We show the prompt in Figure J.9.

K Detail Implementation of
DRFLOW Data Generation

This section describes the prompt families used
to synthesize DRFLOW tasks. The prompt inven-
tory follows the benchmark construction pipeline
described in the main text: task-seed generation,
dual-context construction, company-side workflow
evidence generation, user-side evidence generation
and personalization, file realization, and introduc-
tory email synthesis. Together, these prompts cre-
ate not only realistic artifacts, but also the latent
workflow objects that define the benchmark targets.

K.1 Task Seed Generation Prompts

The first prompt creates the task seed, namely the
deep research question together with company and
user metadata. The main seed-generation prompt
takes a target domain and asks the model to produce
exactly n (e.g., 10) realistic, workflow-focused
questions, each paired with company identity, user
identity, and user-role metadata. The instructions
constrain questions to be short, unambiguous, step-
oriented, and realistic, while encouraging the com-
pany and user to be contextually aligned with the
workflow question. This prompt is therefore the
primary mechanism by which DRFLOW instanti-
ates diverse domain-specific tasks while preserving
a consistent workflow-centric question style. The
corresponding prompt template is shown in Fig-
ure K.1.

K.2 Dual-Context Construction Prompt

Once the task seed has been created, the next
prompt template constructs the two contextual
objects that define the benchmark instance: the
generic company context and the personal user con-
text. The context-construction prompt receives the
deep research question together with the company

and user metadata, and asks the model to generate
a generic workflow-like company policy and a user-
specific personal context consistent with that policy.
The prompt imposes several structural constraints
that are central to DRFLOW: the generic context
should contain 12—15 steps, include both linear and
conditional structure, remain self-contained, and
support multi-hop reasoning; the personal context
should satisfy only one branch when a generic con-
dition is present and should be written as concise,
workflow-aligned bullet points. This prompt there-
fore creates the latent pair (C7, C*) that underlies
the later generic and personalized workflows. The
corresponding template is shown in Figure K.2.

K.3 Company Workflow Evidence Prompts

The company-side evidence prompts convert the
generic context into workflow-bearing supervision.
The company insight prompt takes the generic con-
text and asks the model to generate an ordered list
of actionable workflow steps, each with a title, task,
task description, condition description, prerequisite
pointer, and prerequisite description. The prompt
explicitly instructs the model to preserve the order
of the generic context, maintain the same number
of steps, and avoid splitting conditional branches
into separate top-level steps. This makes the output
suitable for defining the gold generic workflow and
for downstream file realization. The corresponding
prompt template is shown in Figure K.3.

The paired company distractor prompt produces
plausible but irrelevant company-side steps. Its in-
structions emphasize topical plausibility and busi-
ness realism while requiring that the steps remain
tangential to the deep research question. In practice,
this prompt creates adjacent but non-resolving pro-
cedures that populate distractor files and increase
retrieval difficulty without altering the target work-
flow. The corresponding prompt template is shown
in Figure K.4.

K.4 User Evidence and Personalized
Workflow Prompts

The user-side prompt family serves two distinct
functions: generating user-specific supporting and
distracting evidence, and composing the personal-
ized workflow.

The user insight prompt converts the personal
context into a set of question-answer-justification
tuples. The crucial design choice is that answers
must be extracted verbatim from the personal con-
text, while the generated questions and justifica-
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tions frame those facts as evidence relevant to the
deep research task. The prompt also requires full
coverage of the personal context across the gen-
erated tuples, ensuring that user-side support ev-
idence spans the complete personalized scenario
rather than only a small subset of salient facts. The
corresponding template is shown in Figure K.5.

The paired user distractor prompt generates plau-
sible but task-irrelevant user-side events. These
distractors are framed as realistic workplace oper-
ations, metrics, or administrative events that are
compatible with the user’s role but do not help re-
solve the deep research question or the workflow
branches implied by the company context. The
corresponding template is shown in Figure K.6.

The final prompt in this family is the personal-
ized workflow prompt. It takes the generic com-
pany workflow and the user facts as input, then asks
the model to resolve conditional paths, personalize
task descriptions, preserve workflow structure, and
provide a justification for each step. The prompt
explicitly states that resolved branches should col-
lapse into the applicable path, while unresolved
branches should remain visible. It also requires that
every personalized step retain sufficient procedural
detail and include a natural-language justification
grounded in user facts. This prompt is therefore
responsible for constructing the gold personalized
workflow used in evaluation. The corresponding
template is shown in Figure K.7.

K.5 File Generation Prompts

The file-generation stage realizes latent com-
pany and user evidence as heterogeneous artifacts.
Rather than fixing a single output modality, the
generator samples the target file type from a prede-
fined distribution over the supported modalities for
that side of the benchmark. This proportional sam-
pling strategy preserves modality diversity across
tasks while allowing the generator to control how
often different artifact types appear. In the cur-
rent pipeline, company-side generation samples
from the supported company document modalities,
while user-side generation samples from a broader
set that includes documents and communication
artifacts.

For company-side document artifacts, the
prompt family is divided into an outline prompt and
a section prompt, with parallel variants for support-
ing insights and distractors. The supporting outline
prompt asks for a professional internal document
skeleton with exactly one subsection reserved for

the relevant company insight and the remaining
subsections serving as thematic distractors. The
supporting section prompt then asks the model to
paraphrase and embed the workflow step, its de-
tailed procedure, and any prerequisite information
into a realistic business paragraph. The distractor
variants preserve the same document realism but
ensure that the inserted content remains unrelated
to the deep research question. The corresponding
outline and section templates are shown in Fig-
ures K.8 and K.9, while the company distractor
counterparts are shown in Figures K.10 and K.11.

For user-side document artifacts, the correspond-
ing prompt family again uses an outline prompt
plus insight and distractor section prompts. Here
the document style is conditioned on the user per-
sona rather than the company policy alone. The
user outline prompt asks for a realistic document
that the persona could plausibly create or receive,
while the user section prompt requires faithful in-
corporation of the target personal event into a nat-
uralistic paragraph. The distractor section prompt
mirrors this structure but excludes any event that
would help answer the deep research question. The
corresponding templates are shown in Figures K.12,
K.13, and K.14.

The same file-generation stage also supports chat
and email artifact generation for user-side files. We
show the prompt for generating chat and email
artifacts in Figures K.15 and K.16 respectively.

K.6 Mixed Evidence Prompts

We further stress-test agents under realistic case-
level disambiguation rather than coarse topical fil-
tering. For this, we construct the mixed variant in
which two similar but distinct cases in the same
workflow domain are injected into the evidence
pool. Given the task seed and the existing user
insights, we sample two adjacent DR questions
that share the workflow domain and stakeholder
context but pertain to a different case. For exam-
ple, in a consent task involving a limited-English-
proficiency patient (Figure 3), an adjacent DR ques-
tion can be about the consent for an incapacitated
patient through a legally authorized representative.
For each adjacent question, we derive a set of co-
herent insights that form an internally consistent
case profile distinct from the original insights, to-
gether with a shared persona cast and case identi-
fier so that artifacts produced for the same adjacent
case remain self-consistent across formats. The
resulting confounding evidence is realized as het-
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erogeneous files across the same modalities used
in Section K.5. Unlike misinformation-style per-
turbations, adjacent cases are internally consistent
records that do not directly contradict the target
user’s evidence; the difficulty arises from disam-
biguating the user’s case from a topically adjacent
one rather than from spotting contradictions. We
provide the corresponding prompts to generate the
evidence in Figure K.17, K.18, K.19, K.20.

L Cost Estimation

DRFLOW incurs cost from three stages: bench-
mark construction, agent execution, and automatic
evaluation.

Benchmark construction is a one-time cost.
Each task requires generating the task seed, generic
workflow, company-side evidence, personalized
workflow, user-side evidence, and heterogeneous
artifacts. We use GPT-5.2 as the construction
model, with pricing of $0.948 per 1M input to-
kens and $14.01 per 1M output tokens. Each task
construction consumes approximately 30K-50K to-
kens. Under an output-heavy generation mix, this
corresponds to roughly $0.40-$0.70 per task, or
approximately $25-$50 for constructing 100 tasks,
excluding retries and infrastructure overhead.

Agent execution is the main recurring cost. Un-
der the iteration budget 10, and one DRFA agent
run costs approximately $3-$6 per task, depending
on the backbone models. This cost reflects itera-
tive research planning, retrieval, adaptive action
planning, conditional action planning, and final
citation-grounded workflow prediction.

Automatic evaluation uses GPT-40 as the judge
for prompt-based metrics, and judging one task
costs approximately $0.267.  This includes
step alignment, factuality checking, condition-
resolution assessment, topology evaluation, and
personalized comprehensiveness scoring.

Overall, with moderate cost, DRFLOW remains
substantially more scalable and cost-effective than
manually constructing an equivalent personalized,
multi-application workflow benchmark at compa-
rable scale.

M Application Environment

Following DRBench (Abaskohi et al., 2026), we in-
stantiate a self-contained, containerized enterprise

environment that exposes heterogeneous private in-
formation through realistic workplace applications
rather than through a single flat file interface.

Our environment includes four primary applica-
tion families. Nextcloud serves as the shared doc-
ument repository for company-side materials and
other uploaded files. Mattermost provides internal
chat communication. IMAP-based email supports
access to personal and organizational email records.
A file sharing / local file system interface exposes
additional files outside the shared cloud workspace.
Together, these applications create a distributed evi-
dence space in which relevant workflow signals and
distractors are fragmented across storage, email,
and chat modalities.

For each task, the synthesized artifacts are
loaded into these applications according to their
modality and role in the scenario. Company-
side documents are placed into shared repositories
and related communication surfaces (Nextcloud/-
file sharing system), while user-side evidence is
distributed across personal files (Nextcloud/file
sharing system), emails, and chat logs. The de-
sign of such multi-application ecosystem is inten-
tional: the agent must predict the generic procedure
from organization-level artifacts and then locate
the user-specific evidence required to resolve the
relevant workflow conditions from the joint envi-
ronment. The application environment therefore
does not merely store files, but operationalizes the
retrieval challenge of DRFLOW as a realistic multi-
application search problem.

The environment supports two key properties re-
quired by our benchmark. First, it preserves appli-
cation boundaries, so that evidence is encountered
in the same fragmented form as in realistic enter-
prise settings. Second, it remains reproducible,
since the full application stack is containerized
and can be re-instantiated consistently across tasks
and experiments. This makes the app environment
a controlled but realistic substrate for evaluating
workflow extraction agents under cross-application
retrieval.

N Prompts for Evaluation Metrics

This section describes the prompt interfaces used in
the DRFLOW evaluation pipeline. Prior work (Bad-
shah and Sajjad, 2025) has shown that LLMs un-
der constrained evaluation provide better judgment.
Hence, our evaluation is designed to measure work-
flow quality in a strict structured format at the level
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of atomic personalized workflow steps, rather than
judging the generated report only as free-form long
text. This design serves two purposes. First, it
lets us separate retrieval and grounding errors from
structural workflow errors. Second, it makes it pos-
sible to diagnose whether a model failed because it
omitted a required step, introduced a spurious step,
misordered valid steps, failed to resolve a condition,
or produced a step that was insufficiently grounded
or insufficiently personalized. The full evaluation
pipeline therefore first parses the generated report
into normalized workflow objects, and then applies
a set of metric-specific judges over these structured
representations.

N.1 Workflow Parsing and Evaluation
Overview

The evaluation pipeline begins by extracting the
personalized workflow, the generic workflow,
the condition-resolution table, the personalized
flowchart, and the reference map from the gen-
erated report. These parsed objects provide the
shared input representation for all subsequent met-
rics. The evaluator then executes the metric suite
in dependency-aware order and stores intermedi-
ate alignments so that later metrics can operate on
matched workflow steps rather than on raw report
text.

At a high level, the metric suite evaluates seven
complementary aspects of workflow quality: pre-
cision, recall, F1, factuality, condition resolution,
topology ordering, and personalized comprehen-
siveness. Precision and recall evaluate structural
alignment to the reference workflow. F1 summa-
rizes these two alignment measures. Factuality
checks whether predicted steps are supported by
their cited evidence. Condition resolution evalu-
ates whether the system correctly instantiates user-
dependent branches. Topology ordering checks
whether the predicted workflow preserves the cor-
rect relative ordering among aligned steps. Per-
sonalized comprehensiveness evaluates whether
matched steps retain the user-specific operational
detail present in the reference workflow.

N.2 Precision Prompt

The Precision metric evaluates whether each pre-
dicted workflow step corresponds to any reference
workflow step. The judge prompt is intentionally
precision-oriented: it asks the evaluator to match on
procedure intent rather than lexical overlap, ignore
instance-specific strings such as names or dates,

and reject broad or weakly related matches. For
each predicted step, the judge returns at most one
best-matching reference step, together with a confi-
dence score and a short justification.

After prompt-based matching, the evaluator ap-
plies additional one-to-one constraints so that only
the strongest valid alignments are retained. This
makes precision stricter against spurious predicted
steps and prevents multiple predicted steps from
claiming the same reference step. A representative
prompt template is shown in Figure N.1.

N.3 Recall Prompt

The Recall metric reverses the alignment direction.
Instead of asking whether a predicted step is valid,
it asks whether each reference workflow step is
materially covered by at least one predicted step.
The corresponding judge prompt is recall-oriented
but still strict: it asks whether some predicted step
would actually satisfy the obligation expressed by
the reference step, rather than merely mentioning a
nearby topic or an upstream or downstream activity.

For each reference step, the judge returns the
best predicted match, a confidence score, and a
short justification. One-to-one constraints are then
applied so that multiple reference steps cannot all
claim the same predicted step. A representative
prompt template is shown in Figure N.2.

N.4 F1 Score

The F1 score summarizes structural workflow re-
covery by combining per-task precision and recall
into a single measure:

Pl 2 - Precision - Recall

Precision + Recall *

This score is useful because it penalizes systems
that achieve high recall by over-generating steps,
as well as systems that achieve high precision by
returning only a small subset of the reference work-
flow. In our setting, F1 therefore serves as the main
summary statistic for step-level workflow align-
ment.

N.5 Factuality Prompt

The Factuality metric verifies whether each pre-
dicted workflow step is supported by its cited ev-
idence. For each step, the evaluator constructs
a claim from the step title, task, and task de-
scription, extracts all embedded citations from the
step text, resolves those citations through the re-
port’s reference map, and then checks whether
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the cited content supports the claim. Steps with
no citations are marked as non-factual. Oth-
erwise, following Abaskohi et al. (2026); Min
et al. (2023), we embed the cited source with
text-embedding-3-small, retrieve the top-5 rele-
vant chunks, and ask GPT-40 to determine whether
the cited evidence supports the core claim of the
step.

The judge prompt in this metric operates over a
step-level claim and the retrieved cited evidence.
Its purpose is not to compare workflows to one an-
other, but to determine whether the cited materials
actually support the procedural claim expressed by
the predicted step. This makes the metric sensitive
to hallucinated actions, unsupported procedural de-
tail, and citation misuse. A representative prompt
template is shown in Figure N.3.

N.6 Condition Resolution Prompt

The Condition Resolution metric is applied only
to reference workflow steps that contain explicit
conditions. For each such reference step, the eval-
uator first checks whether there is a matched pre-
dicted step from precision. If not, the score is au-
tomatically set to 0. Otherwise, the judge receives
the reference condition, the expected branch res-
olution from the reference answer, the reference
justification, and the matched predicted step.

The prompt then asks whether the predicted step
fully resolves the condition, partially resolves it, or
leaves it unresolved. The scoring rubric is discrete:
1.0 for fully resolved, 0.5 for partially resolved, and
0.0 for unresolved. This metric therefore measures
whether the model uses user-specific evidence to
instantiate the correct workflow branch, rather than
merely restating the generic alternatives. A repre-
sentative prompt template is shown in Figure N.4.

N.7 Topology Ordering

The Topology Ordering metric evaluates whether
the predicted workflow preserves the correct rel-
ative order among aligned steps. It is computed
over the predicted-reference step pairs established
by precision. For all pairs of matched steps, the
evaluator checks whether their relative order in the
predicted workflow is consistent with their relative
order in the reference workflow using pairwise con-
sistency verification. The final score is the fraction
of concordant pairs.

N.8 Personalized Comprehensiveness Prompt

The Personalized Comprehensiveness metric
evaluates whether predicted workflow steps pre-
serve the user-specific and operational detail
present in the reference workflow. It is only com-
puted on predicted-reference pairs that have already
passed precision, ensuring that the comparison is
made between aligned steps rather than unrelated
fragments.

For each matched pair, the judge prompt com-
pares the predicted task and task description against
the reference task and expected answer, and scores
four dimensions: specificity, personalization, com-
pleteness, and actionability. The prompt also asks
the judge to identify missing details. These outputs
are then combined into a final step-level score. This
metric is therefore stricter than a general quality
judgment, since high scores are reserved for steps
that retain concrete details, are clearly tailored to
the user’s case, and remain directly actionable. A
representative prompt template is shown in Fig-
ure N.5.
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of effort on building detailed 8-15 step workflows covering the conplete consent journey from patient identification through final documentation, with emphasis on interpreter coordination, comprehension verification, and regulatory cospliance

4 tanguage and LEP status”,

“Conditional branches: Emergency override procedures, family interpreter refusal, patient refusal of interpreter, comprehension failure escalation, unavailable language services, minor/incapacitated patient scenarios”

personal_evidence_n
e

thue

Figure J.1: Example of a research plan produced by DRFA
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Action Planning Example

{

"id": "1 action_@",

enterprise_api”,

“description”: “"Search for IEP development procedures and step-by-step workflows including eligibility determination, evaluation processes, and meeting scheduling requirements for special education services"
“parameters": {

EP developnent procedures eligibility evaluation meeting workflow special education",

“completed",

0.95,

“dependencies: 1,

“expected_ oulpul"‘ Internal policy documents, procedural guides, or playbooks detailing the sequential steps for creating an IEP including eligibility criteria, evaluation timelines, and meeting coordination procedures",
{

o ] _enterprise_ap:
EP developnent procedures eligibility evaluation meeting workflow special education”,
“success": true,

"processed_files": [

“/var/folders/1c/sthhvx T, gEE
“/var/folders/1c v pt
"/var/folders/lc/sthhy

"/var/folders/lc/sthhy T/tleQl\S)an.du(x ,
“/var/folders/ T/tmpgmic_bal.pdf",

1,
“files, pra(essed“ 20,
[

"developnent™,
“procedures",

“stored_in_vector"
“content_stored_in_vector": 35,

“results”

{

“service": “nextcloud",
“success" y
“items_found": 18,
“results": [

{
"path": */remote.php/dav/files/jordan.alvarez/shared/enrol lnent-procedures-guide. pdf",
“enrolnent-procedures-guide.pdf",

!

led, 88 Apr 2026 17:06:47 GMT",
“relevance_reason": "Filenane matches: ['iep', 'developnent’, 'procedures’, 'eligibility’, ‘evaluation’, ‘meeting’, 'workflow', ‘special’, 'education’]"
1

{

"path": "/remote.php/dav/files/jordan.alvarez/shared/p P vice.pdf”,
“name": "pinecrest-special-education-intake-service.pdf",

“type": “file",

“size":

“modifie

led, 08 Apr 2026 17:07:15 GMT",
"re\evance,reason “Filenane matches: ['iep’, 'development’, 'procedures’, 'eligibility’, 'evaluation’, 'meeting’, 'workflow', 'special’, 'education']"

" /remote. php/dav/Files/jordan.alvarez/shared/pinecrest-special-education-onboarding-procedures. docx",
: "pinecrest-special-educat ion-onboarding-procedures.docx",
"File"

("iep’, 'development’, 'procedures’, 'eligibility’, ‘evaluation’, ‘meeting’, 'workflow', ‘special’, 'education’]"

"/remote. php/dav/files/jordan.alvarez/shared/special-ed-intake-compliance-roadnap. pdf",
"special-ed-intake-compliance-roadnap. pdf",

led, 08 Apr 2026 17:06:19 GMT",
“relevance_reason": "Filename matches: ['iep', ', ‘procedures’, ‘eligibility’, uation, ‘meeting’, ‘workflow', 'special’, ‘education']”

“/remote. php/dav/Files/jordan.alvarez/shared/special-ed-intake-planning-handbook. pd
“special-ed-intake-planning-handbook.pdf",

08 Apr 2026 17:05:38 GHT",
ilenane matches: ['iep', 'development’, 'procedures’, ‘eligibility', 'evaluation', 'meeting’, ‘workflow', 'special’, 'education']"

“/remote. php/dav/files/jordan. alvarez/shared/enrol lnent-procedures-guide. pd
“enrollment-procedures-guide. p
D fiter,

“modified": "Wed, 08 Apr 2026 17:06:47 GMT",
“relevance_reason": "Filename matches: ['iep', ', 'procedures’, ‘eligibility’, uation’, ‘meeting’, 'workflow', ‘special’, education']"

"/remote. php/dav/files/jordan.alvarez/shared/pinecrest-special-education-intake-service.pdf",
“pinecrest-special-education-intake-service. pdf’

98 Apr 2026 17:07:15 GHT",
[*iep', ‘development’, 'procedures’, 'eligibility', 'evaluation’, 'meeting’, 'workflow', ‘special', 'education'l"

“relevance_reason
{
“post_id": "acojrhgSo3gandhbmceoxtujpy",
“Got it. Teacher of record is Ms. Patel (ELA) for advisory; I'll ask her to complete the teacher input form and I'll pull current grades/attendance from SIS by EOD tomorrow. Anything specific you want included for the IEP packet?",
“user_id": "6c9f3xd5z381undnxfcrzdzqsh”,

L ycghgpsx3yozk13fuaz8z9ibh",
“tinestanp”: 1765361100000,

"type": "message"
relevance_reason”: "Message contain:
e": “jordan.alvarez",

": "Student Support Services"
“channel_nane": "Student Support Coordination”

['iep', ‘development’, 'procedures’, ‘eligibility', 'evaluation’, 'meeting', 'workflow', ‘special', 'education'l"

mattermus( HEEs eI )
“doc. ion_1_action_0_result_1"

“action_1_action_0_result_2"

“service": "email_imap",
“success": tr
“Srems. found"

6,

“enhanced_enterprise_api: Success - Retrieved 4 items"

Bl UEas e Cria O T

“query_contexi P development procedures eligibility evaluation meeting workflow special education"
“timestamp": "2026-04-09T19:24:19. 38867
"workflow_stage": "REQUIREMENT_COLLECTION",

“action_description”: “Search for IEP development procedures and step-by-step workflows including eligibility determination, evaluation processes, and meeting scheduling requirements for special education services",
“action_type": “enterprise_api",

“category": "enterprise_api"

4

enhanced.enterprise_spi. 63c3703
orkfLow_stagen: *REQUIREHENT COLLECTION",
“description”: “"Search for IEP development procedures and step-by-step workflows including eligibility determination, evaluation processes, and meeting scheduling requirements for special education services"

“error: null,

“execution_time": 17.2377:

“completion_time": "2026~ oi-ouT1:24:19. 389543,
“iteration_completed”: 0,
“created_from_research_step": "1
“EnterpriseAPITool",
1.8524999999999998,
EQUIREMENT_COLLECTION"

Figure J.2: Example of an action plan produced by DRFA. The full planning is not shown for brevity.
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Adaptive (Conditional) Action Planning Example

{
"id": “cond_evidence_cond_2_2",
“type": “enterprise_api",

“description”: "Search interpreter service requests o scheduling logs for this patient to deternine which pathway was previously used”,
“paraneters

“query" nterpreter request video remote VRI phone language line patient name appointment date",

"service": "auto"

"pno 0.88,

"dependenues"' o,

“expected_output": "Prior interpreter service records showing whether patient used spoken language interpreter (LEP) or ASL/CART services (Accessibility)",
“actual_output": {

‘enhanced_enterprise_api",

“query": "VRI cart iPad location floor unit available checked out biomedical equipment tracking",

"success": true,
"data_retrieved": true,
Uservices_queried”: 4,
"successful_services"
"“processed_files": [],
"files_processed": 0,
"search terms": [

“location”,
floor",
"unit",
“availabls
“checked"

“tracking"

“stored_in_vector" )
"“content_stored_in_vector": 9,
“results": [

<
"service": "mattermost",
"success": true,
"items_found": 6,
“results”: [

{

“post_id": "gttlgsnzi3ybcadixdaxnciso",

“message": "End-of-day note: Room 3 will be down for 45 minutes after last case for floor waxing. EVS asked we keep all equipment off the perimeter. Please plan instrument drops to SPD by
"a33f8ppjh3ymdpIprsxdpzdzch”,

“opj cwqyqt 3gh3xanm65Skagdwoh",

“tinestamp": 1760921400000,

“type": “message",

"relevance reason": "Message contains: ['vri', ‘cart', 'ipad’, 'location’, 'floor’, 'unit', ‘available’, 'checked', 'out', 'biomedical’, 'equipnent’, 'tracking'l",
“rachel.nguyen"

“Sunrise Surgical Center”,

“channel_name": "OR Schedule & Flow"

5 so we don’t bottleneck the corridor.",

1,
"matternost_posts_stored": 6,
doc_id": "action_cond_evidence_cond_2_2_result_0"

(

"service" "emau _imap",
“success":

"items_: faunﬂ"' 3,
“results":

{

“email",
“subject”: "b'Facility walkthrough next week \\xe2\\x80\\x94 signage refresh + patient vayfinding'",
“fron": "Luis Ramirez <luis.ramirez@sunrisesurgicalcenter.com>"
“to": “miguel.torres@sunrisesurgerycenter.com, rachel.nguyen@sunrisesurgicalcenter.con",

"Fri, 20 Feb 2026 08:41:59 "
“preview": "Good morning,\r\n\r\nFacilities is planning a short walkthrough next Wednesday (2/26) at
- Exterior directional signs (parking to main entrance)
- Check-in and pre-op hallway wayfinding\r\n- Updated room placards (Room 1/2/3, PACU, Staff Only)
- Replacing worn floor decals near the waiting area
Goal is to reduce “wrong hallway” traffic during the 7-9 AM peak and ensure the layout is co",
“path": "INBOX/3"
“has_attachnents": false
}

:15 AM to confirm the scope for our signage refresh and patient wayfinding updates.\r\n\r\nItems we're evaluating:

1,
“emails_stored": 3,
action_cond_evidence_cond_2_2_result_1"

"summary": “enhanced_enterprise_api: Success - Retrieved 2 items",
"netadata”
"tool_used": "enhanced_enterprise_api",

“query_context": "VRI cart iPad location floor unit available checked out biomedical equipment tracking",

"timestamp": "2026-04-09T20:08:49.271899",

"workflow_stage": "PERSONAL_EVIDENCE_COLLECTION",

“action_description”: "Search for VRI equipment availability and location status for the unit or clinic where the consent will be obtained",
“action_type": "enterprise_api",

“category": “enterprise_api

“doc_id": "enhanced_enterprise_api_Sbcdaafo",

"workflow_stage": "PERSONAL_EVIDENCE_COLLECTION",

“description”: "Search for VRI equipment availability and location status for the unit or clinic where the consent will be obtained"

error": null,

“execution_time": 1.40913.
“completion_time": "2026- za 09720
“iteration_completed": 9,
"created_from_research_step": "condition_resolution",
"preferred tunl"' “EnterpriseAPITool",

"score": 1.1

“stage"s "PERSDNAL EVIDENCE_COLLECTION"

3

49.272013",

Figure J.3: Example of an adaptive conditional action plan produced by DRFA. The full planning is not shown for
brevity.
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Research Planning Prompt

Design a comprehensive research plan to answer: "{question}"

{tools_section}

As a senior enterprise workflow architect, design a research plan that will:
1. Create a COMPREHENSIVE research plan covering both generic workflow and user evidence.

2. Drive action planning so it properly covers ALL items in the generic workflow (policy steps, conditional branches, prerequisites).

3. Drive action planning to collect necessary user/personal evidence to resolve conditional branches where possible.

4. Produce both a generic workflow and a personalized workflow, each with detailed task descriptions under every to-do; conditional branches resolved by user evidence must be presented as resolved in the personalized workflow.

Your plan MUST follow these 4 stages:

### STAGE 1: REQUIREMENT_COLLECTION (CRITICAL - EXTRACT FULL WORKFLOWS)
#+Goalxx: Find INTERNAL policy documents that describe STEP-BY-STEP procedures

#<INTERNAL SOURCES (both are high priority) :k
- LOCAL: Use LocalFileSearchTool for uploaded documents, policies, playbooks
- ENTERPRISE: Use EnterpriseAPITool for enterprise document repositories

*xSearch Strategy:ex
~ Search LOCAL for playbooks, manuals, guides that contain numbered steps

- Search ENTERPRISE for incident response procedures with detailed workflows
- Search for compliance procedures with decision points

- Look for documents with conditional logic (if X then Y, else Z)

- PRIORITIZE INTERNAL (local + enterprise) over external web searches

- AVOID external web search unless internal documents are insufficient

xblhat to extractik:
- Every step in the workflow (aim for 8-15 steps)
- Prerequisites between steps

- Conditional branches at each step

- Required forms, systems, approvals at each step

### STAGE 2: GENERAL_FLOWCHART_DESIGN
- Map ALL steps from collected policies into a comprehensive workflow
~ Preserve ALL conditional branches - do not resolve them

- Include prerequisites and dependencies between steps

~ The workflow should be generic (applies to ANY user)

### STAGE 3: PERSONAL_EVIDENCE_COLLECTION (CRITICAL - RESOLVE CONDITIONS)
#xGoalkk: Find user-specific facts that can resolve conditional branches

- Search user's EMAILS for incident details, vendor communications, timelines
- Search user's CHAT messages for discussions about the situation

- Search user's LOCAL files for relevant documentation

- Search enterprise files for user-specific context

xbihat to extractik:
- Specific entities (vendor names, system names, people involved)

- Dates and timeframes

- Data types affected

- Counts and measurements

- Constraints or special circumstances (e.g., "survey window", "no downtime")

##t# STAGE 4: FLOWCHART_PERSONALIZATION
- For each conditional step, check if personal evidence resolves it
- Personalize task descriptions with user's specific facts

- Keep conditions unresolved when no evidence determines the path
- Cite both policy sources AND personal evidence sources

Generate a JSON object with EXACTLY 2 research investigation areas (1 per stage).
#+STRICT LIMITS - FOCUS ON FLOWCHART BUILDING#k:
- REQUIREMENT_COLLECTION: EXACTLY 1 investigation area (comprehensive search)

- PERSONAL_EVIDENCE_COLLECTION: EXACTLY 1 investigation area (comprehensive search)
- This minimal research allows MORE TIME for building detailed workflows

o
“research_investigation_areas": [
o

1,

‘REQUIREMENT_COLLECTION",

esearch_focus": "INTERNAL (local + enterprise) policies, playbooks, and procedures related to [topic from question]",
“information_needs": ["Step-by-step procedures”, “Decision points", "Required forms/approvals"],

“knowledge_sources": ["internal"],

“research_approach": "requirement_analysis",

“search_terms": ["[main topic] procedure", "[main topic] playbook", "[main topicl policy"],

usiness_rationale": "Find INTERNAL documents (local files + enterprise docs) with workflow steps (8-15 steps)",
“importance_level": “critical”

2,
: "PERSONAL_EVIDENCE_COLLECTION",
“research_focus": "User's emails, chats, and files about the specific situation",
"information_needs": ["Incident details", "Vendor/entity names", "Dates", "Constraints"l,
“knowledge_sources": ["internal"],
“research_approach": "evidence_gathering"
"search_terms": ["[entities from question]", "[dates from question]"],
“business_rationale": "Personal evidence to personalize and resolve workflow conditions",
mportance_level": “critical"

b33

1,

“workflow_strategy": {{

“requirenent_gathering_approach”: "Single comprehensive search for procedure documents",

“personal_evidence_strategy": "Single comprehensive search for user context",

“flowchart_focus": "Spend majority of effort on building detailed 8-15 step workflows",

“generic_workflow_coverage": ["Extract every policy step (8-15)", "Map all conditional branches", "Capture prerequisites between steps", "Required forms/systens/approvals"
“personal_evidence_needs": ["Entities (vendors, systems, people)", "Dates and timelines", “Data types and encryption/access facts", "Constraints and approver availability"]
133

3

Keep it simple: 1 policy search + 1 personal evidence search = focus on workflow building.

Figure J.4: Research planning prompt used by the DRFA agent to construct generic and personalized workflows.
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Action Planning Prompt

Generate 2-3 diverse, targeted actions for this research investigation area.
ORIGINAL DR QUESTION: {original_question}

CURRENT STAGE: {stage}

Research Focus: {research_focus}

Information Needs: {information_needs}

Knowledge Sources: {knowledge_sources}

Available Tools: {available_tool_names}

Tool Selection Guidelines:
{tool_guidelines}

{_get_action_plan_guidelines(available_tool_names)}

IMPORTANT: Each action must use a genuinely different search query, not a rephrasing
of the same terms. Think about different aspects, sub-topics, document types, or
terminology that would retrieve complementary results.

Return a JSON array with 2-3 actions.

Figure J.5: Action planning prompt used by DRFA
agent.

Adaptive Action Planning Prompt

Based on the research progress, suggest 0-2 additional actions ONLY if genuine gaps exist.

Original Research Query: {action_plan.research_query}
Completed Actions: {len(completed_actions)}

Current Action Plan Status:
{json.dumps (action_plan.get_stats(), indent=2)}

SOURCE ANALYSIS:
- Policy Documents Found: {internal_findings['has_internal']}
- Personal Evidence Found: {internal_findings['has_enterprise']}

ALREADY-USED SEARCH QUERIES (DO NOT repeat or rephrase these):
{json.dumps(existing_queries[:15], indent=2)}

EXISTING ACTION DESCRIPTIONS:
{chr(10).join(existing_descriptions[:15])}

##CRITICAL DIVERSITY RULES:sk

1. Do NOT suggest queries that overlap >5@% in keywords with any already-used query above.
2. Each new action MUST explore a DIFFERENT evidence dimension (e.g. people, dates,
specific systems, regulatory bodies, incident IDs) - not just rephrase the topic.

3. If REQUIREMENT_COLLECTION already has 7+ actions, do NOT add more for that stage.

4. If PERSONAL_EVIDENCE_COLLECTION already has 7+ actions, do NOT add more for that stage.
5. If both policy documents AND personal evidence are found, return [].

Available Tools: {available_tool_names}
Return a JSON array (@-2 actions). Return [] if no genuine gaps exist:
[

o

"type": "local_document_search”,

"description": "A genuinely different search angle not covered above",
"parameters": {{"query": "novel keywords not used before", "top_k": 15}},
“priority": .85,

"expected_output": "New information not already retrieved",
“preferred_tool": "LocalFileSearchTool",

"stage": "PERSONAL_EVIDENCE_COLLECTION"

1ad

]

Create valid JSON only, no other text.

Figure J.6: Adaptive planning prompt used by DRFA
agent.

Intermediate Workflow Generation Prompt

You are analyzing research findings (policy documents, workflow procedures) for THIS
specific research question. Extract only workflow and conditions that are RELEVANT to this
question.

RESEARCH QUESTION: {research_query}

FINDINGS (policy/workflow content):
{findings_summary}

TASK:

A) EXTRACT THE GENERIC WORKFLOW that is directly relevant to the research question above.
List the main steps (e.g. step 1: "Create incident record”, step 2: “Complete Gate 1", ...).
For each step set is_conditional: true only if that step has explicit decision branches
(if/then/else, or "if X then path A, else path B") in the text.

B) For each step where is_conditional is true, add ONE entry to "conditional_steps" with:

- condition_id: short id based on THAT step (e.g. "consent_waiver_vs_written")

- step_number: the step index

- description: the exact decision from the workflow (e.g. "Whether consent can be waived or
written consent is required")

- branches: the actual branch options from the document (e.g. ["waiver applicable",
"written consent required"])

- evidence_needed: what user/personal fact would resolve it (e.g. "study design,

vulnerable population, data category")

- search_queries: 2-3 diverse search phrases to find that evidence in user
emails/chats/files. Each query must be meaningfully different from the others - not
rephrasings. Each query across ALL conditional_steps must also be distinct.

IMPORTANT: conditional_steps must ONLY include conditions that appear in the extracted
workflow for THIS research question. Do not add generic conditions (e.g. "vendor vs
internal”, "encrypted vs not") unless they actually appear in the findings for this
question.

Return a single JSON object only, no other text. Example:

[
reate project record”, "i
Determine consent approach!’

«

“generic_workflow_stej
{{ "step": 1, "title"
2, "title"

false }},
"is_conditional": true }}

{{ "ste|

1,
"conditional_steps": [
«

“condition_id": “consent_waiver_vs_written",

hether consent can be waived or written consent is required",
waiver applicable”, "written consent required"],

“evidence_needed": "Study design, data category, vulnerable population®,
“search_queries”: ["relevant term from workflow", "evidence search phrase", "another
distinct angle"]

o

1
H

"branches!

If the workflow has no conditional steps, set “conditional_steps": [1.

Figure J.7: Prompt for intermediate workflow genera-
tion.

Conditional Action Planning Prompt

Generate 3-6 diverse search actions to find PERSONAL/USER-SPECIFIC evidence

that can resolve the conditional steps in a workflow. The goal is personalization:
find facts about the user's specific situation so that each condition can be resolved
to a concrete branch.

RESEARCH QUESTION: {context.original_question}

CONDITIONAL STEPS TO RESOLVE:
{conditions_summary}

ALREADY-USED QUERIES (do NOT repeat or closely rephrase these):
{json.dumps (existing_queries[:15], indent=2)

Available Tools: {available_tool_names}
Tool Guidelines:
{tool_guidelines}

REQUIREMENTS:

- Each action should target a DIFFERENT conditional step OR a different angle of the same
step.

- Vary the tools used (mix local document search, enterprise API, etc.) when multiple are
available.

- Search for USER-SPECIFIC evidence (emails, chats, user files, records) - NOT general
policy documents.

- Queries should be concrete and specific - terms that would appear in real user
communications.

~ Do NOT just rephrase the condition description as a query. Think about what actual user
data

would contain the answer (e.g., specific correspondence, filed forms, meeting notes,
approvals).

Return a JSON array of 3-6 actions:
[

¥ or "local_document_search",
“description: “"What this searches for and which condition it resolves",
“parameter: {{"query": "specific search terms", "service": "auto"}} or {{"query":
“top_k": 10}},

“priority’
"expected_output!'
"preferred_tool"

'What user-specific evidence this should find",
EnterpriseAPITool" or "LocalFileSearchTool"

Return valid JSON only, no other text.

Figure J.8: Conditional action planning prompt used by
the DRFA agent.
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Workflow Prediction Prompt

### PERSONALIZATION RULES:
1. +SAME NUMBER OF STEPSx as generic workflow

2. +PERSONALIZE task/task_descriptions with user's specific facts (dates,
names, numbers, entities)

3. skConditional branchessx: If a condition in the generic workflow is RESOLVED
by user's personal evidence, present the personalized workflow accordingly: use
the single resolved path in the step title/task and leave subtask_description
EMPTY. If the condition is NOT resolved by evidence, keep the conditional text

You are an expert enterprise workflow architect. Generate a COMPREHENSIVE ## 2. Personalized Reconmended Workflow
workflow report with +x10-15&x detailed, granular steps.

### User Situation Analysis

Extract key facts from user's personal evidence [DOC:src N]:
- Specific entities mentioned (vendors, systems, people)

- Dates and timeframes

- Data types involved

- Constraints or special circumstances

DR Question: "{context.original_question}"
User situation and persona: Infer from the DR question and from the retrieved
docunents (emails, chats, internal files) below.

### AVAILABLE SOURCES (use these IDs for citations):
{doc_ids_block

### DOCUMENT CONTENTS:
{findings_text}

### SOURCE REFERENCE:
{sources_reference}

### CITATION FORMAT:
Use “[DOC:src_N]' format where src_N is a source ID from the list above (e.g.,
[DoC:src_1], [D0C:src_31)

Cite policy documents for workflow rules and personal documents for user-
specific facts.

+FACTUALITY REQUIREMENT:x: In the Generic Workflow Steps and Personalized
Workflow Steps (Section 1 and 2), cite ONLY src N IDs that correspond to
sxinternal sourcess (policy documents, local files, emails, internal
documents). Do NOT cite IDs that correspond to web or external search results
in workflow step content.

# Research Report: Personalized Workflow Analysis

## Executive Summary

Sunmarize the workflow analysis citing key policy and personal evidence sources
[DoC:sre_NI.

## 1. Generic Enterprise Workflow

### Overview

Extract a COMPREHENSIVE workflow from the policy documents. You MUST include

check" is
another, "Configure settings” is another). Do NOT merge multiple actions into

one step.

### Generic Workflow Steps

Step title (e.g., 'Create X record’, 'Complete intake form XYZ', 'Run
gate check')",

“task": "Brief task (e.g., 'Create a new onboarding workspace and attach
handoff notes') [DOC:src_NI",

“task_descriptio DETAILED description (3-5 sentences) explaining exactly
what to do, what specific fields to fill, what systems/tools/forms to use, what
data to capture. Include ALL necessary details: form names or codes, system/
tool names: specific fields, required attachments, who needs to be involved.
[00C: src_t

“eubtask_destription"s "For ANY step that has a decision/branch/conditionsl in
the policy (if X then A, else B): you MUST put the FULL condition text HERE
with ALL branches explicitly listed (e.g., 'If X —> select Y; else select Z.').
For steps with na branch, use empty string.

“prerequisite’ tem number of prerequisite step (e.g., '1') or empty string
if this is the first step or has no dependency",

“prerequisite_description”: "Why the prerequisite must be completed first
(e.g., 'The workspace record must exist before the intake form can
submitted')"

b3

{
Yitem": 2
“title":

‘Next step title",

// Continue for ALL steps (aim for 10-15 total)

### GENERIC WORKFLOW REQUIREMENTS (CRITICAL):
- Extract EVERY distinct step from ALL policy documents - do NOT combine or
skip steps

- Each step should be a SINGLE discrete action (creating a record, i
form, running a check, configuring a setting, scheduling meeting, etc.)

- Include the FULL end-to-end process relevant to the DR question

- Keep descriptions DETAILED with specific form names, system names, field
names, tool names mentioned in the policies

- CRITICAL: For EVERY step that involves a decision or branch or conditional
(if/then/else, tier-based, count-based, type-based), you MUST fill
subtask_description with the COMPLETE condition text listing ALL branches. Do
NOT leave subtask_description empty for conditional steps.

— Look for conditions triggered by: tier/level selection, user counts/
thresholds, feature or integration requirements, package types, approval
status, validation outcomes

— Include prerequisites that show step dependencies (which step must complete
before this one)

— %TARGET: 10-15 stepss (mininum 10 unless policy truly has fewer discrete
actions; maximum 15).

### Generic Flowchart
graph T

AlStep 1] —> B(Step 2]
B —> C{{Decision Point}}

+*¥IMPORTANT#+: Carefully search through ALL documents (especially emails,
chats, and user-provided files) to extract user-specific facts. Look for:

*xSource Types to Searchixk
- wrenterprise_emailsx: User's emails about the incident, vendor
comnunications

- wkenterprise_chatex: Mattermost/Slack/Teams messages about the situation
- wkinternal documentskk: User's local files with specific details

- #persona blockek: User role, responsibilities, constraints

#xFacts to Extractex [ua( src NIz

- Specific entities: vendor names, system names, people involved

= s ap = discovery date, incident timing, deadlines

- Data details: types of data, encryption status, affected counts

- Access facts: confirmed/denied access, subcontractor involvement

- Constraints: operational linits, survey windows, downtime restrictions
- User role: who they are, what they can approve

#+List ALL facts found in documents:se
(Be explicit - list each fact found and cite the source document)

### Condition Resolution Table
For EACH step in the Generic Workflow that has a non-empt:
subtask_description, create ONE row below. Use the EXACT condition text from
that step. Search ALL user evidence documents to determine which branch
applies.

| Generic Condition (from subtask_description above) | User Evidence Found |

Resolution |
I

—
| [Copy EXACT condition from step N's subtask_description] | [Specific user
fact with DOC:src_N] or "No evidence found" | Resolved: [specific path chosen]
OR Unresolved: keep condition |

++RESOLUTION RULES ek
- Search ALL available documents (emails, chats, user files) for evidence that
determines which branch applies

- If user evidence clearly indicates which branch: mark "Resolved:
cite the evidence

 no evidence found or evidence is ambiguous: mark “Unresolved: keep
condition"

~ You MUST have one row per conditional step - do not skip any

[path]" and

### Personalized Workflow Steps
4#MANDATORY CITATIONSx: Every step MUST include [DOC:src_N] in task
task_description, AND justification. Use policy source IDs for process steps
and personal source IDs (emails, user files) for user-specific facts. No step
may be left without citations.

**json

Personalized step title with user-specific details",
"PERSONALIZED task incorporating specific user facts - use actual
names, numbers, systems from user evidence [D0C:src_N]",

"task_description": "DETAILED personalized description using user's SPECIFIC
facts. Replace generic terms with actual: names, system/tool names, counts,
timeframes, tier or package names, deadlines, constraints from the evidence.
Cite both policy and personal evidence. [DOC:src_NJ[DOC:src_M]",
“subtask_description”: "EMPTY string ('') if the Condition Resolution Table
shows this condition as Resolved. KEEP the full conditional text if

"Item nunber or empty",
prerequisite description”: "Same as generic or personalized if relevant”,
justification”: "Explain WHY this exact step is included in the personalized
workflow for this user. State what policy requirement, user fact, or resolved
condition makes the step necessary now; MUST end with [D0C:src_N] citations
(policy and/or personal evidence).

// SAE NWIBER of steps as generic workflow. EVERY step: task,
task_description, and justification MUST contain [DOC

in subtask_description so the user sees both branches.
4. rsubtask_description:

—"EMPTY (") when user evidence resolves which path to take (condition is
Resolved in table;

- KEEP conditional text when evidence does NOT determine the path (condition is
Unresolved)

5. skjustificationsk:

- Explain why this step belongs in the personalized workflow, not just what to

- Reference user's SPECIFIC facts that determine the applicable path
- If the step is unconditional, explain what policy or user circumstance still
makes it necessar

- MUST cite both policy and personal evidence using [DOC:src_N]

### CITATION REQUIREMENTS FOR PERSONALIZED SECTIONS (MANDATORY):

- sxPersonalized Workflow Steps JSONx: Each of task, task_description, and
justification MUST contain at least one [DOC:src_N]. Use valid source IDs from
the AVAILABLE SOURCES list.

- #xSection 3 (Step-by- S(ep Persona\)zed Guidance)#+: Each step

##Descriptionss MUST end with [DOC:src_N]. At least one x¢Action Itemsk per step
MUST cite a source, e.g. 1 Action detail [DOC:arc - N

### EXAMPLE TRANSFORMATIONS:

step with condition (example) s«
elect the appropriate option based on tier and si

= PTG e T A G e 2 s (AT 1, e

option B. If count exceeds threshold —> add additional pack; else keep Getaute.”

“+Generi

**Persanalued (condition RESOLVED) :xx

- tasl option A and add the additional pack [D0C:src_1]"

" (empty because evidence resolved both conditions)
above (hreshu\d

pack 11

- subtask. ﬂescrwtmn.
- justification: “Evidence shows premium tier and count
[D0C:src_5], which triggers option A and the additional

x*Persenahzed (condition NOT RESOLVED) sk
elect of

option based on package type; determine which applies

Toocrore 117

- subtask description:
= AIBEE EC I G (] ket i

must be preserved [DOC:src_1]."

X. If premiun -> path V."

"If package is standard -> path
type, so both branches

### Personalized Flowchart

AlPersonalized Step 1] ——> B[Personalized Step 2]
B —> ClStep 3]
€ —> D{{Unresolved Decision if any}}

Show resolved paths as direct arrows. Keep decision diamonds only for UNRESOLVED
conditions.

## 3. Step-by-Step Personalized Guidance

For each step, provide. *You MUST add [DOC:src_N] citationsex to ever
Description and to at least one Action Item per step (use valid source IDs from
AVAILABLE SOURCES) .

### Step N: [Title]
wDescriptionss: Detailed personalized
per portal requirements [00C:src_1]
kAction Ttemser:

=11 Specific action with details [DOC:srcN
- [ ] Additional actions as needed (cite where relevant)

idance. End with citation(s), e.g.

## References
(Leave blank - auto-generated)

CRITICAL REQUIREMENTS:
1. Generate ++10-15 DETAILED stepss in generic workflow - extract EVERY
distinct procedural step from policy documents. If you have fewer than 10, you
are merging steps; if you have more than 15, consolidate only where actions are
truly atomic together.

2. For each step that has an if/then/else or decision or conditional in the
policy, you MUST put that COMPLETE condition text in subtask_description with
ALL branches Llisted

& ot i (Epin RIS e (767 GITAETER i) GaERED (UL ugan
evidence to resolve condit:

4 personatized workflow has TDENTICAL nuaber of steps as generic (10-15)

5. Personalize task/task_description with USER'S SPECIFIC FACTS (actual names,
counts, systems, dates, constraints from evidence)

6. subtask_description in personalized: EMPTY when resolved by user evidence,
KEEP condition text when NOT resolved

7. Every justification must reference specific user facts with citations

8. +kCITATIONS (MANDATORY)+: Use [DOC:src_N] format. In the PERSONALIZED
WORKFLOW (Section 2): every step's task, task_description, and justification
MUST contain at least one [DOC:src_N]. In Section 3 (Step-by-Step Guidance):
every step's Description and at least one Action Item per step MUST contain
[DOC:src_N]. Only use source IDs from the AVAILABLE SOURCES list (src_1, src_2,
etc.).

Figure J.9: Workflow prediction prompt. DRFLOW first generates a generic conditional workflow, then predicts the

personalized workflow.
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sk Seed Generation Prompt

You are an expert at creating Deep Research (DR) questions for
business and domain-specific workflows.

Your task is to generate exactly {n} Deep Research questions (with
associated company and user metadata) for the domain: **{
domain}xx.

### Guidelines for each DR question:

1. Each question should be **simple to understandx* and clearly ask
about **what workflow or steps need to be takenx* to
accomplish a goal or resolve an issue.

2. Questions should be realistic, actionable, and require multi-step
research or analysis to answer.

3. Each question should be at most 10-15 words, in plain English,
easy to understand for non-technical people and without any
leading phrases (e.g., "including A, B, C") and end with a
question mark.

4. Questions should focus on understanding a process, procedure, or
sequence of actions - e.g., "What steps do I need to follow to

..?", "What is the workflow for ...?", "What exact steps
should I take to ...?"

5. Questions should not be ambiguous and should lead to concrete,
step-by-step answers.

6. Do not combine multiple processes or procedures (E.g., do not ask
questions like"What workflow should we follow to evaluate a
positive blood culture, choose empiric antibiotics, de-
escalate therapy, and document stewardship decisions?”) into a
single question. Keep it simple and focused.

7. The questions should be in the simple sentence. Do not make it
complex and long.

8. Make questions diverse (different sub-areas or angles within the
domain) rather than repetitive.

9. Make the questions from each domain unique, creative, and
realistic.

### Guidelines for company and user metadata:
- For each question, generate realistic company and user information
that fits the domain and the question scenario.
- The company and user should be contextually appropriate for the
question being asked.
- Company persona represents a point of contact at the company (e.g.,
support agent, advisor, manager).
User represents the person asking the deep research question.
- Do not use special characters in user names, company names, or
email addresses.
The deep research question should be relevant to the domain and the
company and the user's role.
- Try to create the questions 1n such a way that the user is querying
about their own company's internal processes. So, in this
case, the user_company fields should match the company fields.

Be creative with names, roles, and companies - make them feel
realistic and varied.

### Examples of DR Questions (simple, workflow-focused):

- Healthcare: What is the step-by-step workflow to obtain informed
consent for a procedure for a patient with limited English
proficiency?

- Legal: What is the exact workflow I should follow to challenge my
wrongful termination?

- B2C: What steps do I follow to recover a hacked customer account?

- B2B: What is the step-by-step process to diagnose and fix a broken
order-to-invoice?

- Education: What workflow should I follow to apply for academic
probation appeal in my courses?

### Output Format

Return a JSON object with a single key "dr_questions” whose value is
a list of exactly {n} objects, each with the following keys:

"dr_questions”: [

"dr_question”:
question”,
"company_name”: "Company Name",
"company_industry”: "Company Industry”,
"company_description”: "A brief 1-2 sentences about the
company. ",
"company_size": "Small/Medium/Large”,
"company_employee_count”: "e.g., 100-500",
"company_annual_revenue”: "e.g., $50M-$100M",
"company_persona”: "Name of the company persona”,
"company_persona_email”: "persona@company.com”,
"company_persona_role”: "Role of the persona”,
"company_persona_role_description”: "1 sentence
description of the persona's role”,

"A simple, workflow-focused Deep Research

"user_name": "User Name",
"user_role": "User Role",
"user_email”: "user@email.com"”,

"user_role_description”:
user's role”,

"user_company”: "User's Company”,

"user_industry”: "User's Industry”,

"user_company_description”: "A brief 1-2 sentences about
the user's company.”,

"user_company_size": "Small/Medium/Large",

"user_company_employee_count”: "e.g., 100-500",

"user_company_annual_revenue”: "e.g., $50M-$100M"

"1 sentence description of the

1
1333
Do not include any preamble or explanation - return only the JSON
object.

Figure K.1: Prompt for task-seed generation for producing workflow-focused deep research questions together with

company and user metadata.
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Dual-Context Construction Prompt

You are an expert Deep Research Workflow generator.
Your task is to generate the personal context and generic context for
a deep research task given the existing information below.

## Existing Task Information

- **Domain:** {domain}

**DR Question:** {dr_question}

- *xCompany Name:** {company_name}

*xCompany Industry:*x {company_industry}

*xCompany Description:** {company_description}

- *xCompany Size:x* {company_size}

*xCompany Employee Count:** {company_employee_count}

*xCompany Annual Revenue:** {company_annual_revenue}

*xCompany Persona:** {company_persona}

- *xCompany Persona Email:x* {company_persona_email}

*xCompany Persona Role:** {company_persona_role}

*xCompany Persona Role Description:** {
company_persona_role_description}

**xUser Name:** {user_name}

**User Role:** {user_role}

**User Email:*x {user_email}

- *xxUser Role Description:xx {user_role_description}

- x*User Company:** {user_company}

*xUser Industry:x* {user_industry}

- *xUser Company Description:*x {user_company_description}

- *xUser Company Size:** {user_company_size}

- **User Company Employee Count:#** {user_company_employee_count}

- **User Company Annual Revenue:#** {user_company_annual_revenue}

## Your Task

Generate the ~generic_context™ and the ~personal_context™ fields.
These must be realistic, relevant, and consistent with the
information provided above.

### Guidelines for Generic Context:

- The generic context represents the company's internal process/
workflow/policy that applies to all clients or employees in

this domain.

- The generic context should have multiple constraints, similar to a

flowchart.

Keep the situation and language easy to understand. Do not make
every step conditional. Keep many steps linear and sequential.

- The generic context should not be too long. The workflow should
have 12-15 steps. Among them 6-8 steps should be conditional,
the rest of the steps should not contain any conditional
statements.

Use words like 'Then', 'After that', 'Then do this', 'Then do that
', etc. to describe the sequence of steps (except for the
first step).

- It should be self-contained: all the information needed to generate
the solution workflow for the user query must be present.

It should include all the necessary information (e.g., form
information, details). Although retrieving the action items

should require multi-step reasoning. An LLM should not be able
to retrieve all the information in a single linear pass.

- You should add intermediate information (e.g., forms and others) to
ensure multi-step reasoning.

Do not use complicated language. The language should be clear and
simple.

- Keep each steps short, concise, simple, and easy to understand.

You should add **multi-hop conditions** for the answer-generator
model to think through several layers of reasoning.

- You can add several conditional statements, e.g., "If X, then do Y;
else do Z" to increase complexity. E.g., if you have X, go to
see rule 1.2. Then later, if you see 1.2, submit form Z; if

you see 1.3, submit Q. Focus on adding multi-hop conditions
that can be **subtle** and require critical reasoning.

Add different situational details, environmental factors, or
hypothetical scenarios in the context that require the model
to think critically. For example, adding different legal

regulations, forms, multi-step procedures can increase
complexity.

- Do not directly add the action items in the context. Add them
subtly and through multi-step conditioning to make the model
work hard on retrieving them.

Try to be creative, professional, and realistic.

For conditional steps, clearly define the conditions and the
actions to be taken for each condition. Do not use complicated

language for conditional steps.

For conditional steps, do not use the same condition for multiple
actions.

Remember, for a conditional step, do not add more than 2-3
conditions.

The generic context MUST be relevant to the company ({company_name
3}, {company_industry}) and the DR question.

### Guidelines for Personal Context:

- The personal context should be relevant to the user's query, user's

role ({user_role}), and user's company ({user_company}).

- You should add information in such a way that it follows the

workflow flowchart of the generic context.

- In case there are conditional steps in the generic context, the
personal context should satisfy only one of the conditions.

Do not add information that is not related to the generic context.
You do not need to introduce yourself (e.g., "I am a...") in
the personal context. Also, do not mention the user's name in
the personal context.

Create a personal context that is easy to understand and follows
the workflow flowchart of the generic context.

Create the personal context in a bullet point format resembling the
generic context so that it is easy to understand and follow.

- Keep each point short, concise, simple, and easy to understand.

The personal context MUST be consistent with the user's role ({
user_role}), company ({user_company}), and the DR question.

Return the output as a JSON object with the following structure:
i
"generic_context”: "Generic context (company's internal process/
workflow/policy applicable to all clients/employees)”,
"personal_context”: "Personal context (user's specific situation
following the generic context workflow)”

3

Below is an example of generic context and personal context for the
legal domain.

- REMEMBER be creative, realistic, and professional.

- Adhere to the domain-specific task creation.

- Make the contexts relevant to the existing task information above.

- Do not use complicated language. The language should be clear and
simple.

- Do not exactly follow the wording or the theme of the example, but
follow the structure and the format.

### Example:

Given information:

- **Domain:** Legal

- **xDR Question:*x "I want to know if I have legal grounds to
challenge my termination and what EXACT steps I should take
next. Tell me what documents to prepare, whom to contact, and
what procedures I must follow according to your law firm's
policies."”

- *xCompany Name:** GateBridge Employment Law

- *xCompany Industry:** Legal (Employment Law)

- xxCompany Persona Role:** Senior Case Intake Coordinator

Generated output:

{H{l
"generic_context"”: {COMPANY_INFO_GENERIC_CONTEXT},
"personal_context”: {USER_INFO_GENERIC_CONTEXT}

Figure K.2: Prompt template for constructing the generic company context and the personal user context.
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Company Insights for Workflow Generation

Prompt

You are an expert workflow process analyst. Your task is to analyze
the generic context and documentation of a company and create
a detailed list of to-do steps (insights) covering that
context.

Company Name: {company_name}
Industry: {industry}
Generic Context: {generic_context}

Please create a list of actionable steps. For each step, provide:

1. An item index.

2. A concise title.

3. The specific task to be performed.

4. A detailed low-level description of how to perform the task (e.g.,

fill out name, address of form X, ignore section B, etc). Be
concise and do not itemize the task description.

5. Any subtask descriptions or conditional branches (e.g., if P
happens submit A, if Q happens go to B, etc). If there are no
conditional branches, leave this field empty.

. Which item is a prerequisite for this item. If none, keep empty.

. A detailed low-level description of the prerequisite (e.g., user
needs to collect the confirmation number from page X, user
needs to submit form Y first before doing this item). If none,
keep empty.

8. For determining the prerequisite, you may look for the clues like

‘after that', 'then', etc. This implies that the previous
item is a prerequisite for the current item.

~ o

Remember,

- The steps should be in the order of the generic context.

- Number of steps should be equal to the number of steps in the
generic context.

- You do not need to create separate steps for the subtasks or
conditional branches of the generic context.

Return the output as a JSON object with a 'steps' key containing an
array of items following the format specified.

Figure K.3: Prompt for company workflow insight gen-
eration.

You are an expert process analyst. Your task is to analyze the
description of a company and its Deep Research (DR) Question,
and create a list of distractors. These distractors should be
plausible to-do steps that are NOT relevant to addressing the
DR Question.

Company Name: {company_name}
Industry: {industry}

Company Description: {description}
DR Question: {dr_question}

DISTRACTOR Requirements:

- Generate {n_distractors} to-do steps that are plausible for this
company and industry but DO NOT help address the DR Question.

- The steps should be about the company's general operations,
metrics, or business processes but tangential to the core
focus of the DR Question.

- Focus on business areas unrelated to the DR Question (e.g., if the
DR Question is about finance, generate steps about HR, IT
infrastructure, facility maintenance, or compliance training).

- Each step should follow the order of business logic but remain
irrelevant to the research goal.

For each distractor step, provide:

1. An item index.

. A concise title.

. The specific task to be performed.

. A detailed low-level description of the task.

. Any subtask descriptions or conditional branches. If none, keep
empty.

R wN

Return the output as a JSON object with a 'steps' key containing an
array of items following the format specified.

Figure K.4: Prompt for company distractor generation.

User Support-Evidence Generation Prompt

You are an expert QA analyst. Your task is to analyze the user's
personal context and their Deep Research (DR) Question, and
create a list of {n_supports} question-answering-justification

pairs. Each pair must follow a question-answer-justification
format.

DR Question: {dr_question}
User Context: {context}
Number of Question-Answering Pairs: {n_supports}

Requirements:

1. The 'answer' for each pair MUST be extracted from the context and
must be an exact statement or event directly present in the
given User Context. Do not summarize or rephrase the answer;
it must be a verbatim extraction.

2. The 'question' should be formulated such that the extracted '
answer' provides a direct response to it.

3. The 'justification' should explain why this event is relevant to
the user's situation or the DR question. You may synthesize
this justification, but keep it realistic and professional.

4. You must cover the entire context within the {n_supports}
question-answering-justification pairs. Do not miss any single
sentence from the context.

5. You must generate exactly {n_supports} question-answering-
justification pairs.

6. If necessary, you can merge multiple questions to cover the
entire context within the {n_supports} question-answering-
justification pairs.

7. Remember, You MUST COVER every points/information of the context
within the {n_supports} question-answering-justification pairs
. Do not miss any single point/information from the context.

Return the output as a JSON object with an 'items' key containing an
array of events following the format specified.

Figure K.5: Prompt for user support-evidence genera-

tion.

You are an expert QA analyst. Your task is to analyze the user's
personal context and their Deep Research (DR) Question, and
create {n_distractors} distractor events that are NOT relevant

to answering the DR Question or the user's personal context.

DR Question: {dr_question}
User Context: {context}

Requirements:

- These events should be plausible but MUST NOT be relevant to the
DR Question or the user's personal context.

- The events should be about the user's workplace general operations,
metrics, business processes but irrelevant to the DR Question
or the user's personal context.

- Focus on the areas unrelated to the DR Question (e.g., if the DR
Question is about finance, generate steps about other things
such as user's personal business, HR, IT infrastructure,
facility maintenance, or compliance training).

Return the output as a JSON object with an 'items' key containing an
array of events following the format specified.

Figure K.6: Prompt for user distractor-event generation.
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Personalized Workflow Generation Prompt

You are an expert personalized workflow generator

—
—

Your task is to take a deep research
question (DR Question), generic company workflow (Generic Insights) and a specific user's
facts (User Context), and generate a personalized, resolved workflow for that user

DR Question:
{dr_question}

Generic Insights (Company Workflow)
{generic_insights)

User Context (User Facts):
{user_context}

Requirements:

1.

LollflalolellllxLILL

*+Resolve Conditional Pathsx*: The Generic Insights often contain conditional branches
(e.g., "If X, then do Y; else do 2"). Use the provided User Context to determine which
path the user should take. If resolved, the 'subtask_description' will be empty. If
information to resolve conditional path does not exist in the provided user insights, keep
the 'subtask_description’ .

*+Personalize Instructionsx: Adapt the 'task', 'task_description’ to be specific to the
user's situation where possible. For example, if there are multiple conditions and only
one of them is applicable for the user, then you should modify the 'task' and
"task_description’ to clearly define which path the user should take to make it more
personalized.

*+Justify Applicabilityx*: For each step, provide a 'justification’ that explains why this
step is relevant to the user, citing specific facts from the User Insights

wxMaintain Structurexx: Keep the same sequence and logical flow as the Generic Insights
but remove irrelevant conditional branches

*xPreserve Required Detailxx: Every step must include a non-empty 'task_description’ and
non-empty 'justification'. Keep 'prerequisite’ and 'prerequisite_description’ populated
whenever they exist in the Generic Insights unless you are intentionally updating them to
a more specific user-resolved version. Only leave 'subtask_description’ empty when the
Generic Insight had no branch or the branch was fully resolved for the user

*xFormat«*: Return the output as a JSON object with a 'steps' key containing an array of
UserWorkflowItem objects.

Return ONLY a valid JSON object.

#i#t# Example Workflow:
DR Question:

P
—

—
—
—
—

m the privacy/compliance lead at a multi-site hospital network and we just detected a
potential PHI exposure involving a vendor-connected patient portal. I need a step-by-step
plan to determine whether this is a reportable HIPAA breach, whether any state
notification rules are triggered, and what EXACT documents, forms, internal approvals, and
deadlines we must follow under our incident program-while keeping operations running and
preserving evidence.

Generic Insights (Company Workflow):

": "Open incident record in CIP",
“task”: "Create a new incident record in the Compliance Incident Portal (CIP).",
"task_description”: "Log into CIP and select the option to create/open a new incident

< record. Enter the initial incident details required to save the record (e.g., incident
< title/summary, date/time discovered, reporter/contact, impacted service/system
< initial description). Save the record to generate the incident ID and enable

downstrean forms/workflow sections.’
"subtask_description”:
"prerequ Lo
"prerequisite_description”:
1,

=3

"iten": 2,

"title”: "Select Intake Track using Origin rule (Track V vs Track I)”,

“task”: "Choose the correct CIP Intake Track based on whether a contracted vendor
<> system/credential is involved.”,

"task_description”: "In the incident record\u2019s intake/triage section, locate the field
that sets the Intake Track (or equivalent workflow routing selector). Apply the Origin
rule: determine whether the event touches (a) a contracted vendor system, integration,
hosted environment, or (b) vendor credential (e.g., vendor user account, API key, SSO
identity). Set Track V (Vendor-Connected) if vendor-touched; otherwise set Track I
(Internal Systems). Save/confirm the track selection so CIP presents the correct
downstrean forms and required fields.",

"subtask_description”: "If the event touches a contracted vendor system or vendor
< credential, route to Track V (Vendor-Connected). Else, route to Track I (Internal
< systems).”,

"prerequisite”: 1.0,

"prerequisite_description”: "An incident record must exist in CIP (incident ID created) so
< the Intake Track can be set on that record and control which later forms appear.

b2

(RHERAT

JLLLLLLLLLLLLLLLL

User Context (User Facts
on Friday at 4:

40 pm, NoZthbrldge Health Partners (a 6-hospital network) received alerts that
a third-party portal plugin (used for scheduling and lab result viewing) was
misconfigured. The vendor says the issue was limited to 36 hours and involved an unindexed
““share link” feature that may have allowed anyone with the link to view a patient's lab
PDF. Internal logs show 1,820 unique link generations, but only 214 link opens from
external IPs; it's unclear if those opens were patients, family, or unknown parties. The
PDFs include patient name, DOB, MRN, test name, and ordering provider; no SSNs or payment
cards. The affected patients are from two states: Illinois and Wisconsin. The plugin is
used only by the outpatient clinics, not inpatient. The vendor is a contracted business
associate and the BAA is active, but the vendor initially emailed details from a personal
Gnail account and has not provided a full incident report yet. The network is mid-Joint
Commission survey window, so downtime is strongly discouraged; leadership wants
containment without taking the portal fully offline. There is no evidence yet of
ransomware, data exfiltration tools, or mass scraping. The incident was first discovered
by the SOC (not by a patient complaint). This is the first potential breach in 18 months
and the organization's policy requires routing through the internal IR workflow. One
condition is satisfied: this is a vendor/BA-facing web exposure with confirmed external
access in logs, but no confirmed acquisition beyond link opens

#it# Output:

«

itel .

“title”: "Open incident record in CIP",

"task”: "Create a new incident record in the Compliance Incident Portal (CIP) for the
third-party portal plugin misconfiguration.”
“task_description”: "Log into CIP and create a new incident record for the third-party
scheduling/lab-result portal plugin exposure discovered Friday at 4:40 pm by the SOC
Populate the minimun required fields to save: incident title (e.g., \u20lcVendor
portal plugin share-link misconfiguration\u2014possible lab PDF exposure\u201d),
date/time discovered (Fri 4:40 pm), reporter (SOC), impacted system/service
(outpatient portal plugin used for scheduling and lab result viewing), vendor/business
associate name, and a short initial description (unindexed \u2@icshare link\u201d
feature potentially allowed link-based viewing of lab PDFs for ~36 hours; internal
Logs show 1,820 link generations and 214 external IP opens). Save to generate the CIP
incident I0 and enable the track-specific workflow sections.
"subtask_description”: "
"prerequisite”: "",
“prerequisite_description”:
“justification”: "An official record is required because this is a potential PHI exposure
involving a contracted business associate portal plugin and the organization\u2e19s
< policy requires routing through the internal IR workflow."
D

1

!

muwu

Lo

.2,
“Select Intake Track using Origin rule (Track V vs Track 1),

"Set Intake Track to Track V (Vendor-Connected) due to contracted vendor/BA plugin

involvement.”

"task_description”:

"In the incident intake/triage section of the CIP record, set the

< Intake Track to Track V (Vendor-Connected). Treat this as vendor-connected because the
< incident involves a contracted business associate\u2019s portal plugin and
< vendor-provided details/timeline will be required for lnvestlgatlon Save/confirm

< Track V so CIP dlsplays vendor-related fields and downstream forms. "
"subtask_description”
"prerequisite”: 1.0,
"prerequisite_description”: "An incident record must exist in CIP (incident ID created) so
< the Intake Track can be set on that record and control which later forms appear.”,
"justification”: "The event centers on a third-party portal plugin operated by a
< contracted business associate under an active BAA, which meets the vendor-touched
<> criterion for Track V."
3

Figure K.7: Prompt for personalized workflow generation.
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Company File Outline Prompt

You are an expert document designer creating realistic enterprise
documentation.

Given DR Question, the company high-level context and a set of
business process insights, generate an outline for a
professional business manual or report.

Company: {company_name} - {company_description}
Industry: {industry}

Company Size: {company_size} ({employee_count})
Annual Revenue: {annual_revenue}

Company High-Level Context:
{company_high_level_context}

DR Question:
{dr_question}

Document Structure Requirements:

- Create a professional document outline with exactly {n_subsections}
subsections

- The document should be a realistic internal enterprise report or
procedural manual/guidelines

- Include a concise, professional file title appropriate for
enterprise documentation

Subsection Heading Requirements:

- Subsection headings must follow the THEME of the DR Question but
should NOT directly address the DR Question itself

Think of related business areas, adjacent topics, or supporting
themes that would naturally appear in an enterprise document

- Headings should sound professional and realistic for this industry
and company size.

Each heading should be 3-8 words and use proper business
terminology.

Exactly one subsection must be designated to contain the specific
company insight (provided later) related to the DR Question.

The remaining subsections are thematic distractors that provide
realistic business context.

Introduction Requirements:
- Write a professional 4-sentence maximum introduction paragraph
setting the stage for this business documentation.

Conclusion Requirements:

- Write a professional 4-sentence maximum conclusion paragraph
summarizing the importance of following these business
guidelines.

Return ONLY a valid Python dictionary with this exact structure:

«

"file_title": "Professional title for the document (8 words max)

"introduction”: "Professional introduction paragraph (4
sentences max)",

"subsection_headings”: ["List of exactly {n_subsections}
professional subsection headings”],

"conclusion”: "Professional conclusion paragraph (4 sentences
max)",

"file_name": "the name of the file should be 3 words max and
should be separated by dashes”

33

IMPORTANT :

- One subsection will later contain the actual company insight (
provided later) related to the DR Question - the others are
realistic business distractors.

- Do NOT include any preamble, explanation, or extra text-return
only the Python dictionary.

ompany File Insight Section Generation Prompt

You are an expert, professional writer creating realistic enterprise

content.

Given DR Question, the company context and a specific business
insight (Task and Descriptions) related to the DR Question,
generate professional content for a manual or report
subsection.

Company: {company_name} - {company_description}
Industry: {industry}

Company Size: {company_size} ({employee_count})
Annual Revenue: {annual_revenue}

DR Question:
{dr_question}

Target Insight:

- Title: {title}

- Task: {task}

- Task Description: {task_description}

- Subtask Description: {subtask_description}

- Prerequisite Description: {prerequisite_description}

Subsection Heading: {subsection_heading}

Content Generation Requirements:

- Generate realistic business content for the given subsection
heading.

The content must contain exactly ONE paragraph of 4-8 sentences.

- Content should be professional and authoritative.

You must mention about the prerequisites description, if provided
to generate the content.

The paragraph must naturally incorporate the insight (Task and
Descriptions) related to the DR Question but NOT copy it word-
for-word.

Paraphrase and embed the procedural steps and conditional branches

(if any) within the business context.

Use industry-appropriate terminology and realistic business
scenarios.

Make it sound like a standard operating procedure or a business
report discussing specific workflows.

Content Strategy:

- Present the insight information as established procedures,
findings, or requirements.

- Embed the tasks and descriptions within broader operational
context.

- Embed the prerequisite description so that it is clear to the user
that the task is dependent on the prerequisite.

- Use natural business language to discuss the same information as
in the insight.

- Connect the information to business outcomes, efficiency, or
compliance.

- The content should include all key procedural details provided in
the task and descriptions.

Return ONLY a valid JSON object with this exact structure:
i

"subsection_heading”: "{subsection_heading}",

"content”: "should be at least 3 sentences”,

"justification”: "Short explanation of how this content provides
information needed to answer the DR Question and the specific
insight, and how it has embedded the prerequisite description
if provided.”

13

IMPORTANT :

- Do NOT copy the insight text directly - paraphrase and embed it
naturally.

- Ensure the paragraph reads like real business documentation, not a
Q&A format.

- Do NOT include any preamble, explanation, or extra text-return
only the JSON object.

Figure K.8: Prompt template for company-side file out-
line generation. Figure K.9: Prompt template for company-side insight-

section generation.
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ompany Distractor File Outline Prompt

You are an expert document designer creating realistic enterprise
documentation.

Given DR Question, the company high-level context and a set of
business process insights, generate an outline for a
professional business manual or report.

Company: {company_name} - {company_description}
Industry: {industry}

Company Size: {company_size} ({employee_count})
Annual Revenue: {annual_revenue}

Company High-Level Context:
{company_high_level_context}

DR Question:
{dr_question}

Document Structure Requirements:

- Create a professional document outline with exactly {n_subsections}
subsections

- The document should be a realistic internal enterprise report or
procedural manual/guidelines

- Include a concise, professional file title appropriate for
enterprise documentation

Subsection Heading Requirements:

- Subsection headings must not be related to the DR Question itself.

Think of related business areas, adjacent topics, or supporting

themes that would naturally appear in an enterprise document

- Headings should sound professional and realistic for this industry
and company size.

Each heading should be 3-8 words and use proper business

terminology.

- Exactly one subsection must be designated to contain the specific
company insight (provided later) but not related to the DR
Question.

- The remaining subsections are thematic distractors that provide
realistic business context.

Introduction Requirements:
- Write a professional 4-sentence maximum introduction paragraph
setting the stage for this business documentation.

Conclusion Requirements:

- Write a professional 4-sentence maximum conclusion paragraph
summarizing the importance of following these business
guidelines.

Return ONLY a valid Python dictionary with this exact structure:

i

"file_title": "Professional title for the document (8 words max)

"introduction”: "Professional introduction paragraph (4
sentences max)",

"subsection_headings”: ["List of exactly {n_subsections}
professional subsection headings”],

"conclusion”: "Professional conclusion paragraph (4 sentences
max)",

"file_name": "the name of the file should be 3 words max and
should be separated by dashes”

13

IMPORTANT:

- One subsection will later contain the actual company insight (
provided later) but not related to the DR Question.

- Do NOT include any preamble, explanation, or extra text-return
only the Python dictionary.

Figure K.10: Prompt template for company-side distrac-

tor outline generation.

Company File Distractor Section Generation

Prompt

You are an expert, professional writer creating realistic enterprise

content.

Given DR Question, the company context and a specific business
insight (Task and Descriptions) unrelated to the DR Question,
generate professional content for a manual or report
subsection.

Company: {company_name} - {company_description}
Industry: {industry}

Company Size: {company_size} ({employee_count})
Annual Revenue: {annual_revenue}

DR Question:
{dr_question}

Target Insight:

- Title: {title}

- Task: {task}

- Task Description: {task_description}

- Subtask Description: {subtask_description}

Subsection Heading: {subsection_heading}

Content Generation Requirements:

- Generate realistic business content specific to the company
context but unrelated to the DR Question for the given
subsection heading.

- The content must contain exactly ONE paragraph of 4-5 sentences.

- Content should be professional and authoritative.

- The paragraph must not be related to the DR Question itself but
should be related to the company context and the industry.

- Use industry-appropriate terminology and realistic business
scenarios.

- Make it sound like a standard operating procedure or a business
report discussing specific workflows.

- The content should include all key procedural details provided in
the task and descriptions.

Content Strategy:

- Focus on adjacent areas that don't directly impact the DR Question

- Discuss historical context, general industry trends, or procedural
information

- Include operational details that are realistic but tangential

- Reference related but non-essential metrics or activities

- Avoid any content that would help someone answer the DR Question

Justification Requirements:

- Explain specifically why each paragraph's content doesn't help
answer the DR Question

- Identify what type of distractor strategy was used (e.g., "focuses
on historical data vs current decision factors”)

- Keep justifications concise but clear (15 words maximum)

Return ONLY a valid JSON object with this exact structure:
i

"subsection_heading”: "{subsection_heading}",

"content”: "should be at least 3 sentences”,
"justification”: "Short explanation (20 words max) of how this
content covers the intended business insight”
13
IMPORTANT:

- Generate content for ALL provided subsection headings

- Ensure content feels authentic for the given targetted insights.

- Content must be realistic distractors - related but not helpful
for the DR Question

- Do NOT include any preamble, explanation, or extra text-return
only the JSON array

- Each paragraph should sound like professional business writing
from this industry

Figure K.11: Prompt template for company-side
distractor-section generation.
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User File Outline Generation Prompt

You are an expert business document designer creating realistic
enterprise PDF reports. Given a Deep Research (DR) Question
and company context,

generate an outline for a professional business document that an
employee would create based on their persona and role.

Company: {company_name} - {company_description}
Industry: {industry}

Company Size: {company_size} ({employee_count})
Annual Revenue: {annual_revenue}

Persona Context:
{persona_context}

DR Question:
{dr_question}

Document Structure Requirements:

- Create a professional PDF document outline with exactly {
n_subsections} subsections

- The document should be something this persona would realistically
create in their role

- Include a concise, professional file title appropriate for
enterprise documentation

Subsection Heading Requirements:

- Subsection headings must follow the THEME of the DR Question but
should NOT directly address the DR Question itself

Think of related business areas, adjacent topics, or supporting
themes that would naturally appear in an enterprise document

Headings should sound professional and realistic for this industry
and company size

Each heading should be 3-8 words and use proper business
terminology

- Exactly one subsection must contain the actual insight addressing
the DR Question

The remaining subsections are thematic distractors that provide
realistic business context

Introduction Requirements:

- Write a professional 4-sentence maximum introduction paragraph

- Should set context for the document and its purpose

- Must align with the persona's role and the company's business
needs

- Should sound like something this employee would write for internal
stakeholders

Conclusion Requirements:

- Write a professional 4-sentence maximum conclusion paragraph
- Should summarize key takeaways and next steps

- Must align with the persona's perspective and recommendations
- Should provide actionable insights for the intended audience

Return ONLY a valid Python dictionary with this exact structure:
i
"file_title": "Professional title for the PDF document (8 words
max)",
"introduction”: "Professional introduction paragraph (4
sentences max)",
"subsection_headings”: ["List of exactly {n_subsections}
professional subsection headings”],
"conclusion”: "Professional conclusion paragraph (4 sentences
max)",
"file_name”: "the name of the file should be 7 words max and
should be seperated by dashes. The should be unique, creative,
and relevant to the content of the file.”

i3}

IMPORTANT:

- Subsections must be thematically related to but NOT directly
answering the DR Question

- One subsection will later contain the actual insight - the others
are realistic business distractors

- Do NOT include any preamble, explanation, or extra text-return
only the Python dictionary

- Ensure the document feels authentic for this persona's role and
company context

Figure K.12: Prompt template for user-side file (PDF/-

DOCX) outline generation.

User File Insight Sec Generation Prompt

You are an expert business document writer creating realistic
enterprise PDF content. Given a Deep Research (DR) Question,
company context, and a specific insight, generate professional

content that naturally incorporates the insight information
to help answer the DR Question.

Company: {company_name} - {company_description}
Industry: {industry}

Company Size: {company_size} ({employee_count})
Annual Revenue: {annual_revenue}

Persona Context:
{persona_context}

DR Question:
{dr_question}

External Market Context (for reference):
{external_context}

Target Insight:

- Specific Question: {specific_question}
- Answer: {answer}

- Justification: {justification}

Subsection Heading: {subsection_heading}

Content Generation Requirements:

- Generate realistic business content for the given subsection
heading

The content must contain exactly ONE paragraph of 4-5 sentences

- Content should be professional and sound like something this
persona would write

The paragraph must naturally incorporate the insight answer
information but NOT copy it word-for-word

- Paraphrase and embed the key metrics/information within business
context

Use industry-appropriate terminology and realistic business
scenarios

Include the specific data points from the answer but present them
naturally

Make it sound like a business report discussing actual findings or
results

Content Strategy:

- Present the insight information as business findings, analysis
results, or operational data

- Embed the key metrics within broader business context and
implications

- Use natural business language to discuss the same information as
in the answer

- Connect the information to business outcomes, goals, or strategic
initiatives

- Make the content feel like a natural part of an enterprise
document

- The content should include all the information that is in the
answer, including the dates and quantiative values

Justification Requirements:

- Explain specifically how this content helps answer the DR Question

- Reference the key information that would be useful for decision-
making

- Keep justifications concise but clear (20 words maximum)

Return ONLY a valid JSON object with this exact structure:
i
"subsection_heading”: "{subsection_heading}",
"content”: "should be at least 3 sentences”,
"justification”: "Explanation of how this content provides
information needed to answer the DR Question and the
specific_question”
33

IMPORTANT :
- Do NOT copy the answer text directly - paraphrase and embed it
naturally
The content must contain the key information from the answer but
presented professionally
Ensure content feels authentic for this persona's role and company
context
- The paragraph should read like real business documentation, not a
Q&A format
Include specific metrics/data from the answer but in natural
business language
- Do NOT include any preamble, explanation, or extra text-return
only the JSON object

Figure K.13: Prompt template for user-side insight-

section (PDF/DOCX) generation.
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User File Distractor Section Genera Prompt

You are an expert business document writer creating realistic
enterprise PDF content. Given a Deep Research (DR) Question,
company context, and subsection headings, generate distractor
content for each subsection that is thematically related but
does NOT help answer the DR Question.

Company: {company_name} - {company_description}
Industry: {industry}

Company Size: {company_size} ({employee_count})
Annual Revenue: {annual_revenue}

Persona Context:
{persona_context}

DR Question:
{dr_question}

External Market Context (for reference):
{external_context}

Subsection Headings:
{subsection_headings}

Content Generation Requirements:

- Generate realistic business content for each subsection heading

Each subsection must contain exactly ONE paragraph of 3-4
sentences maximum

- Content should be professional and sound like something this
persona would write

Content must be thematically related to the DR Question's domain
but NOT provide information to answer it

- Use industry-appropriate terminology and realistic business
scenarios

Include specific but non-revealing details (dates, percentages,
departments, processes)

The content should be a full paragraph

The content should have quantitative numbers and dates which could
be, as a mere example, "X customers bought Y items”

- Make sure the content has nothing to do with the deep research

question

Distractor Strategy:

- Focus on adjacent business areas that don't directly impact the DR
Question

- Discuss historical context, general industry trends, or procedural
information

- Include operational details that are realistic but tangential

- Reference related but non-essential business metrics or activities

- Avoid any content that would help someone answer the DR Question

Justification Requirements:

- Explain specifically why each paragraph's content doesn't help
answer the DR Question

- Identify what type of distractor strategy was used (e.g., "focuses
on historical data vs current decision factors”)

- Keep justifications concise but clear (15 words maximum)

Return ONLY a valid JSON array with this exact structure:

"subsection_heading”: "Professional subsection title"”,
"content”: "should be at least 4 sentences”,
"justification”: "Brief explanation of why this content
doesn't help answer the DR Question”
3}
il

IMPORTANT:

- Generate content for ALL provided subsection headings

- Ensure content feels authentic for this persona's role and company
context

- Content must be realistic distractors - related but not helpful
for the DR Question

- Do NOT include any preamble, explanation, or extra text-return
only the JSON array

- Each paragraph should sound like professional business writing
from this industry

Figure K.14: Prompt template for user-side distractor-

section (PDF/DOCX) generation.
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User Chat Generation Prompt

You are an expert in enterprise communication systems and organizational structures. Your task
“—> is to generate a realistic setup for teams, channels, and users for a Mattermost chat
<5 system based on the given insights and company context

Company Context:
- Company Name: {company_name}

- Description: {company_description}

- Industry: {industry}

- Size: {company_size} ({employee_count} employees)
- Annual Revenue: {annual_revenue}

Persona Context:
{persona_context}

*xSpecific Questionsk
{specific_question}

**Answer to Specific Questionsx
{answer)

Requirements:

- Generate teams, channels, and users that would realistically discuss these insights

- Make sure the teams and channels are realistic for persona to be a member

- Each channel must be associated with a team

- Each user nust be a member of at least one team and one channel

- Generate a minimal but sufficient setup to support {num_turns} chat messages discussing the
< insights

- To make it realistic, generate at least 2 teams, 2 channels and 3 users

- Use realistic names for people/teams/channels based on the company context

- The persona needs to be part of all teams and channels

- Team “name' values must be Mattermost-safe slugs and must not start with reserved prefixes
<> like “channel', “api', ~login', “admin', or ~signup'

- If a natural team label would begin with a reserved word, rewrite the slug to a safe
< equivalent such as sales-channel™ or team-channel-sales

Return ONLY a valid Python dictionary with this exact structure
«

"teams”: [
“type”: “teant,
“tean”: {{
"nane”: "team_name”,

me”: "Display Name”
Team header description”,
"Team purpose description”

1

3

1,
"channels”: [
{

“type": "channel”,
“channel”: {{

"team”: "team_name"”,
name”: "channel_name”
"display_name": "Channel Display Name"
reypers Ton
"header”: "Channel header description”
"purpose”: "Channel purpose description”

"users": [

“type®: "user”,
"user”: {{
"username”: "username”,
"email”: "emailecompany.com”
: "my_drbench_pwd”,
“Nickname",
"First”,
“Last¥,
: "Job Title",
: "system_user”,

3 [

"name”: "team_name”,
"roles”: "team_user”,
"channels”: [

"name”: "channel_name”
: "channel_user”

by
»
]
b2l

IMPORTANT :

- Do NOT include any preamble, explanation, or extra text-return only the Python dictionary

- Make sure the persona is included as a user and member of all teams/channels

- The persona user record must exactly reuse the persona username and email provided in the
<> persona context

- Do not invent alternate persona usernames or emails

- Do not remove punctuation from the persona username (for example, keep ~first.last' exactly
<> as given)

Figure K.15: Prompt template for the user-side chat-generation.

User Chat Generation Prompt

You are an expert in enterprise communication systems and organizational structures. Your task
<> is to generate a realistic setup of users for an email system based on the given insights
<> and company context.

Company Contex
- Company Name: {company_name}
- Description: {company_description}

- Industry: {industry}

- Size: {company_size} ({employee_count} employees)
- Annual Revenue: {annual_revenue}

Persona Context:
{persona_context}

*xSpecific Questionmsk
{specific_question}

*xAnswer to Specific Questiontx
{answer)

Requirements:
- Generate users that would realistically discuss these insights
- Generate a minimal but sufficient setup to support {num_messages} emails discussing the
< insights
- To make it realistic, generate at least 3 users
- Use realistic names for people/teams/channels based on the company context

Return ONLY a JSON array of users with this exact structure:

i8¢
“type": "user”,
"ysername": "alice.smith”,
"first_name”: "Alice”,
"last_name”: "Smith”,
"email”: "alice.smithecompany.con”
"password”: "my_drbench_pwd”
b
]
IMPORTANT :

- Do NOT include any preamble, explanation, or extra text-return only the Python dictionary
- Ensure the structure is realistic for the company size and industry
- Make sure the persona is included as a user

Figure K.16: Prompt template for user-side email thread generation.
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Adjacent Question Generation Prompt

You are an expert benchmark designer. Your task is to generate ADJACENT deep research (DR) questions that an
agent might confuse with the target DR question, but which describe a DIFFERENT case or scenario at the same
organization. These adjacent DR questions will be used to generate distractor documents that share vocabulary and
workflow domain with the target case but are NOT the answer to the target. The challenge for the agent is

i iguation, not iction-spotting — so the adjacent cases must be internally coherent and plausibly co-exist
in the same enterprise's knowledge base.

REQUIREMENTS for each adjacent DR question:

1. Same workflow domain / industry as the target (same business processes, terminology, stakeholders).

2. DIFFERENT scenario, case, or sub-process. Do NOT generate a re-phrasing of the target.

3. Should NOT be answered by ANY of the existing target user_insights below — the adjacent DR pertains to a
different case, so its facts are different.

4. Realistic — something a worker in this role might actually need to look up in this organization's knowledge base.
5. Concise: a single workflow-oriented question, 12-25 words.

Examples of good adjacency (for a healthcare informed-consent / LEP target):

- "What is the workflow when a patient withdraws consent at the last minute before anesthesia?"

- "What to do when an emergency surgery patient does not have current insurance verification?"

Both share the consent/perioperative domain but describe distinct, independently-resolvable scenarios.

DO NOT:

- Restate the target with synonyms.
- Pick a topic so far afield it would obviously be filtered out (e.g., HR policy, IT outage).

- Generate two adjacent DRs that are near-duplicates of each other.

Target DR question:

{dr_question}

Organization context:

- Industry: {industry}

- Company: {company}

- User role: {user_role} ({user_role_description})

Existing target user_insights (for context — your adjacent DRs MUST be about a different case than these):
{insights_json}

Generate EXACTLY {n_drs} adjacent DR questions. For each, provide a one-sentence ‘rationale’ explaining how it
is similar to but ct from the target.
Return JSON: {{"drs": [{{"dr_question’

"}}, ..]}} — exactly {n_drs} items.

Figure K.17: Adjacent questions generation prompt for the mixed variant.

Adjacent Insight Generation Prompt

You are generating realistic internal-case insights for an enterprise benchmark.

The DR question below describes a SPECIFIC case at this organization. Generate exactly {n_items} concise insights
(Q/Aljustification triples) that a worker would document about this specific case while resolving the DR question.
The insights should TOGETHER provide a coherent factual profile of one case.

REQUIREMENTS:

- Each insight is a single concrete fact about THIS case (a specific value, status, name, count, date, etc.).

- Confident tone, no hedging — these are real internal records about a real case.

- Internally consistent — across the {n_items} insights, the facts must form one coherent case profile (not a
contradictory or surreal mix).

- Different from the target organization's other open cases — invent specifics that are realistic but distinct (different
pati ., different identifiers, different dates).

- Each insight has a short "question” (what does this insight tell us?) and a clear "answer’.

Adjacent DR question (this is the case being documented):
{dr_question}

Organization context:

- Industry: {industry}

- Company: {company}

- User role: {user_role} ({user role_description})

Generate EXACTLY {n_items} insights forming one coherent case profile.
Return JSON: {{"items": [{{"item": 1, "question": "...", "answer": "...", "justification": "..."}}, ...]}}

Figure K.18: Adjacent insights generation prompt for the mixed variant.

Adjacent Scene Generation Prompt

Define a small, consistent SCENE for an internal-document set about a single case. The same scene will be reused
across multiple file formats (pdf, docx, chat, email) that all describe the same case, so colleagues, dates, and
identifiers MUST stay stable.

Company: {company}

Primary persona: {persona_name} ( {persona_username}) - {persona_role}
Workflow context (DR question): {dr_question}

Variant type: {qa_label}

Specific insight being embedded:
- Question: {question}
- Answer: {answer}

Generate a JSON Scene with:
- cast: 3-4 supporting colleagues (NOT including the primary persona). Each has:

- username (firstname.lastname, all lowercase)

- first_name

- last_name

- role (e.g. "Financial Aid Counselor", "Academic Advisor", "Returns Specialist")

Use realistic names. Avoid duplicates. Keep them appropriate for {company}'s industry.

- timeline_anchor: a single sentence with a specific recent date that anchors the case (e.g. "Received the suspension
notice on 2026-04-22").
- key_dates: 1-3 addi al specific dates referenced in the workflow (deadlines, meeting dates, follow-ups).
Use ISO format YYYY-MM-DD.
- case_id: an internal identifier referenced across all formats (e.g. "SCP-2026-04221", "RTN-58812").

Return ONLY the JSON Scene object.

Figure K.19: Adjacent case scenario generation prompt for the mixed variant.
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Adjacent Fact Checking Prompt

You are a strict fact-checker. Review the GENERATED CONTENT for any DIRECT CONTRADICTION with the
CANONICAL ANSWER.

{guidance}

A direct contradiction means: the generated content asserts a fact that is mutually exclusivewith a fact stated in the
canonical answer.

Examples:

- canonical says "suspended” but content says "approved" — CONTRADICTION

- canonical says "first appeal” but content says "second appeal" — CONTRADICTION

- canonical says "warning status" but content says "denied" — CONTRADICTION

- canonical says "mailed notice" but content says "received an email notice” — CONTRADICTION

- canonical says "12 attempted credits" but content says "15 attempted credits" — CONTRADICTION
NOT contradictions:

- Adding extra details not in the canonical answer (allowed)

- Specifying a vague placeholder with plausible specifics (allowed for hard-negatives)

- Reordering or rephrasing the same facts (allowed)

CANONICAL ANSWER (ground truth — treat as authoritative):
{canonical_answer}

GENERATED CONTENT (JSON):
{generated_json}

Return the generated conlenl as JSON in EXACTLY THE SAME SHAPE.

- If there are NO ions: return the JSON

- If there ARE contradictions: rewrite ONLY the contradicting statements so they align with the canonical answer.
Do NOT remove other content. Do NOT change the JSON shape, the number of subsections / posts / messages /
users / channels / teams, or any usernames. Preserve all metadata, ordering, and formatting.

Return ONLY the JSON object.

Figure K.20: Fact-checking prompt for the mixed scenario.

Step Precision Evaluation Prompt

You are evaluating whether a predicted workflow step semantically matches any ground truth (golden) workflow step.

## Matching Rules (precision-oriented — avoid false positives)

Match on xprocedure intentsx, not on wording. Ignore case-specific instance details (names, IDs, ticket numbers, dates, amounts, customer/vendor strings): those must neither force nor forbid a match.
To count as a match, the predicted step must:

- Address the xksame primary obligationsx as the golden step (what must be done, in what role/system context), not merely a related or upstream/downstream activity.

- Align on the #ksame decision or artifact classix when the golden step is conditional or produces a specific record/approval/output.

Reject 'matched=true’ when the prediction is only loosely related, a generic umbrella (“handle the case"), a prerequisite, a follow-up, merges two distinct golden obligations into one vague step, or differs in system/process
family (e.g., intake vs ledger posting vs legal hold).

Reserve xhigh confidence (=0.88)x+ only for clear same-procedure alignment; otherwise use 'matched=false' or lower confidence.

## Predicted Step

- Item: {pred_item}

pred_title}

- Task: {pred_task}

- Description: {pred_desc}

- Subtask/Conditions: {pred_subtask if pred_subtask else 'None'}

## Golden Workflow Steps

{gold_steps_text}

## Instructions

Pick at most one best golden step. Use 'matched=true’ only if the predicted step would satisfy a reviewer that it is the sxsamesk procedural beat as that golden step (ignoring instance-specific strings). If in doubt, prefer matched=false’,
Return ONLY a valid JSON object (no other text):

o

Use,
1D of the best matching golden step, e. g. WORKFLOW_STEP_1, or null if no match>"
"<()tle of matched golden step or null"

justification": "<brief exp\anation of why it matches or why no match was found>"

Figure N.1: Prompt for precision evaluation.

Step Recall Evaluation Prompt

You are evaluating whether a ground truth workflow step is semantically covered by any of the predicted workflow steps.

## Matching Rules (recall-oriented — demand real coverage)

The golden step is the reference. Ignore instance-only strings (people names, account numbers, dates, free-text identifiers): predictions may use different wording or entities and still match.
For ‘matched=true', some predicted step must +smaterially implementsx what the golden step requires

- The predicted step's task/description should make it plausible that the golden obligation would be completed, not just mentioned in passing or imphed by a distant step.

- Title overlap alone is insufficient if the predicted action is a different kind of work (e.g., "noti “'vs "obtain written approval")

Reject when the closest prediction is only adjacent (prerequisite, packaging, logging) or a superset that omits the golden step's distinctive requirenent. Use confidence #+20.83+ only when coverage is substantive; otherwise
“natched=false’ or lower confidence.

## Ground Truth Step

= In {gold_id}

- Title: {gold_title}

- Task: {gold_task}

- Expected Answer: {gold_answer_truncated}

## Predicted Workflow Steps

{pred_steps_text}

## Instructions

If multiple predictions partially relate, pick the xsinglesx predicted item that best covers this golden step. If none clearly does, answer 'matched=false’. Do not stretch synonyms across different process families.

Return ONLY a valid JSON object (no other text):

o

"matched": true or false,
“matched_pred_iten": <item nunber of the best matching predicted step, or null if no match>,
"confidence": <float 0.0-1.0>,

"justification”: "<brief explanation of why it matches or why no match was found>"

n

Figure N.2: Prompt for recall evaluation.
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Factuality Evaluation Prompt

Given the following relevant source context from multiple sources and an insight, determine if the insight is factually supported by the sources.
Relevant Source Materials (from multiple sources):

{context}

Atomic Claim: {insight}

EVALUATION CRITERIA:

The claim is factual if the core factual content is supported by the sources. You should be strict about important details but flexible about exact wording:
REQUIRED for TRUE:

1. A1l key factual details (numbers, dates, names, percentages, specific facts) must be present in at least one source
2. The main substance and meaning of the claim must be supported by the source contexts

3. No part of the claim should contradict the information in any of the sources

ACCEPTABLE variations:

- Different wording or phrasing that conveys the same meaning

- Paraphrasing or summarization of the source information

- Minor linguistic differences that don't change the factual content

Mark as FALSE if:

- Important factual details are missing, incorrect, or unsupported across all sources

— The claim contradicts information in any of the sources

- The core meaning cannot be verified from any of the source contexts

EXAMPLES:

FACTUAL CLAIM (TRUE):

Source A: "Company ABC reported $50M revenue in Q3 2023"

Source B: "ABC saw 15% growth this quarter compared to Q2"

Claim: "ABC's revenue grew by 15% to $50M in Q3 2023"

- TRUE (facts from both sources combined)

UNFACTUAL CLAIM (FALSE):

Source A: "Company ABC reported $50M revenue in Q3 2023"

Source B: "ABC saw 10% decline this quarter"

Claim: "ABC's revenue grew by 15% in Q3 2023"

- FALSE (contradicts Source B)

UNFACTUAL CLAIM (FALSE):

Source A: "The CEO mentioned potential expansion plans"

Claim: "The CEO confirmed definite expansion of 25% next year"

- FALSE (adds unsupported specifics not in any source)

Focus on the substantive factual accuracy rather than exact word-for-word matching.

You MUST respond with either true or false under the <factual> tag.

Then provide a brief explanation under the <explanation> tag explaining which parts are supported or not supported and from which sources.
Format your response EXACTLY as:

<factual>false</factual>

<explanation>The claim is mentioned in source X... but source Y contradicts...</explanation>

Figure N.3: Prompt for factuality verification.
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Condition Resolution Prompt

You are evaluating whether a predicted workflow step properly resolves the conditions
described in a golden (ground truth) workflow step.

## Golden Step Conditions
The golden step "{gold_title}" ({gold_id}) has the following conditions
that require resolution: {gold_conditions}

## Expected Resolution (from golden answer)
The correct resolution for the user's specific situation is:
{gold_answer_trunc}

## Justification for the correct resolution
{gold_justification_trunc}

## Predicted Step

The predicted workflow step that corresponds to this golden step is:

- Item: {pred_item}

Title: {pred_title}

Task: {pred_task}

Description: {pred_desc}

Subtask/Conditions stated: {pred_subtask if pred_subtask else 'None'}

## Evaluation Criteria
Score the condition resolvement based on these levels:

1. **Score 1.0 (Fully Resolved)xk: The predicted step correctly resolves the conditions by:
— Choosing the appropriate condition path for the user's situation

— Providing specific justification or evidence for the chosen path

Not just listing all possible conditions, but actually routing through one

2. x*kScore 0.5 (Partially Resolved)x*: The predicted step mentions the conditions but:
— Lists multiple possible paths without clearly choosing one

Mentions the correct path but lacks specific justification

Shows awareness of conditions but doesn't fully personalize the resolution

3. *kScore 0.0 (Unresolved)xx: The predicted step:

Does not address the conditions at all

Only provides generic description without condition awareness
— Completely ignores the conditional routing

Return ONLY a valid JSON object (no other text):

{{

"score": <0.0, 0.5, or 1.0>,

"level": "<resolved, partially_resolved, or unresolved>",
"justification": "<detailed explanation of the evaluation>"
i

Figure N.4: Condition-resolution evaluation prompt.
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Personalized Comprehensiveness Prompt

You are evaluating the comprehensiveness and personalization of a predicted workflow step description compared to a golden (ground truth) standard.

Be strict. Do not reward loose thematic similarity, generic workflow language, or partially overlapping content as highly comprehensive. A high score should be reserved
for steps that preserve the concrete details

user-specific tailoring, and operational guidance from the ground truth

## Golden Step (Ground Truth)

- ID: {gold_id}

- Title: {gold_title}

- Task: {gold_task}

- Expected Detailed Answer: {gold_answer_trunc}

- Justification: {gold_justification[:1000] if gold_justification else 'N/A'}

## Predicted Step

- Item: {pred_item}

- Title: {pred_title}

- Task: {pred_task}

- Description: {pred_desc}

- Subtask/Conditions: {pred_subtask if pred_subtask else 'None'}

## Evaluation Dimensions

Rate the predicted step on a scale of 0.0 to 1.0 based on these criteria:

1. »kSpecificitysk (0.0-1.0): Compared to the golden step answer, does the predicted description mention specific names, form numbers, data categories, institutions
study types, procedures, thresholds,

and other concrete details from the golden answer? Or is it vague and generic?

2. xkPersonalizationkx (0.0-1.0): Compared to the golden step answer, is the description tailored to the user's specific situation (e.g., mentioning the specific
study type, specific forms, specific data categories,

specific numbers, specific PI or coordinator)? Or could it apply to many generic situations?

3. skCompletenessxx (0.0-1.0): Compared to the golden step answer, does the description cover the key action items and important details from the golden answer?
Are major steps, conditions, branches, approvals, or required artifacts missing?

4. s¥Actionabilitysx (0.0-1.0): Compared to the golden step answer, does the description provide clear, actionable instructions that a user could follow? Or is
it too high-level to be useful?

Scoring guidance:

- Reserve 0.90-1.00 for near-complete, highly specific, clearly personalized steps with very few meaningful omissions.

- Use 0.70-0.89 for good steps that are still missing some concrete details or tailoring.

- Use 0.40-0.69 for partially correct but generic/incomplete steps.

- Use 0.00-0.39 when the step is mostly generic, weakly personalized, or missing major workflow content.

Compute an overall score as the average of these four dimensions before any penalties for missing details.

Return ONLY a valid JSON object (no other text):

H

"specificity":
"personalizati
"completeness
"actionability

<float 0.0-1.0>,

n": <float 0.0-1.0>,

<float 0.0-1.0>,

<float 0.0-1.0>,

"overall_score": <float 0.0-1.0, average of above>,

"justification" <concise explanation covering all dimensions>"

"missing_details": ["<list of important details from golden answer missing in predicted step>"]
134

Figure N.5: Prompt for personalized-comprehensiveness evaluation.
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O List of DRFLOW Tasks

We provide the benchmark tasks for each domain
in Tables O.1, 0.2, 0.3, 0.4, and O.5. For each
task, we report the task identifier, the deep research
question, company description, user role, and the
number of insights, distractors, and mixed docu-
ments.
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Task DR Question Company Company Description User Role Description # Insights # Distractors # Mixed
Name
b2b_01 What is the workflow to get ~ VectraForge VectraForge makes precision ~ Responsible for making sure 16 10 24
an inspection approved by an Industrial components for aerospace and new part programs meet
aerospace customer before energy customers and sells customer spec before volume
we begin full production? through a direct B2B sales orders are released.
team.
b2b_02 What is the workflow to set ~ OnboardLift OnboardLift offers onboarding Owns customer onboarding and 13 9 24
up a new B2B customer playbooks, task automation, time-to-value for new
onboarding? and customer health tracking  enterprise accounts.
for B2B vendors.
b2b_03 What steps should we follow NetField NetField provides managed Creates quotes and negotiates 15 10 24
to build a B2B pricing Security detection and response services pricing with governent and
proposal for the government to regulated B2B customers. private enterprise services.
security service?
b2b_04 What is the step-by-step HelioFreight HelioFreight manages Reviews customer contracts 15 11 24
process to approve contract ~ Logistics warehousing and freight and sets legal guardrails for
redlines quickly? services for B2B shippers deal approvals.
across North America.
b2b_05 What steps should we take to AccountSignal ~ AccountSignal provides ABM  Plans paid, email, and ABM 13 9 24
launch an account-based targeting, intent data, and programs to generate pipeline
marketing campaign? campaign measurement for for sales.
B2B marketing teams.
b2b_06 What is the workflow to NorthPeak NorthPeak distributes specialty Manages invoicing, cash 13 8 24
resolve a disputed B2B Chemicals chemicals to industrial application, and escalations for
invoice payment? manufacturers with net terms  customer payment issues.
and volume pricing.
b2b_07 What steps should we follow IonGrid TonGrid delivers network Builds reseller and integrator 15 8 24
to evaluate a new channel Networks managed services and cloud partnerships to expand regional
partner to expand regional migrations for mid-sized coverage.
coverage? enterprises.
b2b_08 What is the workflow to PayStone PayStone provides invoicing Coordinates audits, risk 15 9 24
complete the Mandatory and embedded payments APIs reviews, and customer security
Ethics Course training? for SaaS platforms and requests to unblock deals.
marketplaces.
b2b_09 What steps should we take to Vertex Medical ~Vertex manufactures diagnostic Owns systems and processes 15 13 24
fix a broken order-to-cash Devices equipment and sells to across sales ops, billing, and
process? hospitals via complex contracts revenue reporting.
and distributors.
b2b_10 What is the step-by-step BrightDesk BrightDesk sells helpdesk Runs the renewal pipeline, 13 11 24

process to renew a B2B
subscription contract with
BrightDesk?

software to SaaS and
e-commerce companies on
annual subscriptions.

coordinates stakeholders, and
closes contract extensions.

Table O.1: List of tasks in B2B domain.
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Task DR Question Company Company Description User Role Description # Insights # Distractors # Mixed

Name
b2c_01 What steps should I take to ~ HarborCart HarborCart is a mid-market Handles inbound tickets and 13 13 24
return an online purchase online retailer selling home and needs the correct workflow for
past the deadline? lifestyle products across the US. exceptions.
It offers standard and extended
return options for members.
b2c_02 What is the workflow to StreamGlow StreamGlow provides ad-free ~ Handles customer ticket for 15 12 24
dispute a duplicate charge on video streaming with monthly  subscrition, payments, and
a customer’s subscription? and annual plans. It bills users  complaints.
via app stores and direct credit
card payments.
b2c_03 What steps do I follow to StyleNest StyleNest is a mobile-first Investigates account takeovers 15 11 24
recover a hacked customer fashion marketplace connecting and guides customers through
account? shoppers with curated brands.  secure recovery steps.
It supports saved payments,
wishlists, and loyalty points.
b2c_04 What is the exact process to  CafeCrate CafeCrate runs a national Helps customers at the counter 17 9 24
redeem expired loyalty coffee chain with a mobile and needs the correct workflow
points? rewards program. Customers  for point reinstatement.
earn points for purchases and
redeem them for discounts.
b2c_05 What steps should I take to  QuickDrop QuickDrop provides parcel Leads support workflows for 18 10 24
change the recipient’s delivery for online shoppers reroutes, holds, and failed
delivery address after with real-time tracking. It deliveries.
shipping? partners with retailers and
manages address corrections
and holds.
b2c_06 What is the workflow to PulseFit Clubs  PulseFit Clubs operates urban ~ Manages cancellation policies 18 10 24
cancel a gym membership gyms with monthly contracts  and ensures compliant
without penalties? and class add-ons. Membership processing of member requests.
changes are handled online and
in-club.
b2c_07 What steps do I take aftera ~ HomeHaven HomeHaven sells furniture and Coordinates defect claims, 19 12 24
customer reports a defective appliances through online and ~ documentation, and
product? showroom channels. It offers  replacements with vendors and
warranties, exchanges, and warehouses.
manufacturer service
coordination.
b2c_08 What is the process to MindMint MindMint offers guided Manages customer’s personal 20 12 24
remove my personal data meditation and habit tracking  data usage policy.
from the company’s with personalized
database? recommendations. It stores
profiles, usage analytics, and
subscription history.
b2c_09 What steps should I follow to MetroWave MetroWave Mobile is a prepaid Activates devices for customers 12 8 24
activate a new phone on my  Mobile wireless carrier offering family and needs the correct
plan? plans and device financing. step-by-step procedure.
Activations are available online,
in-app, and in stores.
b2c_10 What is the workflow to TripHarbor TripHarbor sells flights, hotels, Reviews refund denials and 20 11 24
follow after a customer and vacation packages with manages appeal documentation
appeals against denied refund flexible and non-refundable and supplier negotiations.
for a travel booking? fare options. It supports refund
requests and chargeback
prevention.

Table O.2: List of tasks in B2C domain.
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Task

DR Question

C y

C y Description

P

Name

P

User Role Description

# Insights # Distractors # Mixed

education_01 What steps should I follow to Rivergate State A public university Manages his enrollment 20 10 24
appeal a financial aid University providing degree programs  requirements and financial
suspension decision? and student support services. aid eligibility to stay in
school.
education_02 What is the workflow to Pinecrest A public school district Supports student placement, 19 12 24
create an IEP for a newly Unified School  serving diverse learners with referrals, and coordination
enrolled student? District general and special with families and school
education programs. teams.
education_03 What steps do I take to get ~ Metroline A community college Returns to school while 18 12 24
course credit for prior work  Community providing affordable degrees working and seeks credit to
experience? College and skills training for local ~ accelerate program
employers. completion.
education_04 What is the step-by-step Northbridge A research university Teaches undergraduate 18 12 24
process to report suspected ~ University offering undergraduate, courses and enforces course
academic plagiarism? graduate, and professional  and university integrity
programs. standards.
education_05 What workflow should I Canvasway Canvasway Learning Builds online courses and 12 8 24
follow to set up an accessible Learning Solutions provides ensures content meets
online course? Solutions instructional design services institutional quality
and accessibility audits for  standards.
online programs.
education_06 What are the steps toruna  BrightPath An elementary school Leads classroom instruction 19 10 24
parent-teacher conference for Elementary serving a neighborhood and coordinates
learning concerns? community with strong interventions for students
home-school partnerships.  needing support.
education_07 What is the workflow to Summit Ridge A charter network focused ~ Oversees academic 20 11 24
evaluate and adopt a new Charter on improving student outcomes and manages
math curriculum for 7th Network achievement through school-wide instructional
grade? consistent instructional priorities.
systems.
education_08 What exact steps should I Lakeshore A STEM-focused institute ~ Tracks degree progress and 20 13 24
take to request a transcript Institute of offering graduate and needs accurate records for
correction? Technology professional programs with internships and licensing.
industry partnerships.
education_09 What steps do I need to Cedar Valley A public middle school Manages student behavior 21 11 24
follow to investigate a Middle School  focused on student cases and coordinates
bullying report? wellbeing, academics, and  interventions with
community standards. counselors and families.
education_10 What is the workflow to Eastport A R1 university hostinga  Coordinates orientation, 20 10 24
onboard a newly hired University growing newly hired document collection, and
tenure-track faculty? research-track faculties ongoing compliance
across multiple colleges. communications for new
faculties.
Table O.3: List of tasks in Education domain.
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Task

DR Question

Company
Name

Company Description

User Role Description

# Insights # Distractors # Mixed

healthcare_01

healthcare_02

healthcare_03

healthcare_04

healthcare_05

healthcare_06

healthcare_07

healthcare_08

healthcare_09

healthcare_10

What is the step-by-step
workflow to obtain informed
consent for a procedure when
the patient has limited
English proficiency?

What is the step-by-step
workflow to address vaccine
refusal and document the
encounter appropriately?

What exact steps should we
take to perform a same-day
pre-procedure readiness
check for an ambulatory
surgery patient?

What steps should we follow
to assess and escalate care for
a patient with acute shortness
of breath on the hospital
floor?

What is the step-by-step
process to obtain consent for
blood transfusion?

What workflow should we
follow to isolate a patient
with suspected tuberculosis?

What is the step-by-step
process to communicate and
document an unexpected
critical imaging finding?

What is the step-by-step

workflow to evaluate and
follow up on an abnormal
diabetes screening result?

What exact steps should we
take to process and document
arequest for release of
medical records?

What is the step-by-step
workflow to manage a
suspected stroke patient?

Sunrise Surgical
Center

Cedar Valley
Medical Center

HarborPoint
Medical

BrightWell
Family Clinic
Network

Riverview
Women’s &
Children’s
Hospital

MetroCare
Infectious
Disease Institute

NorthBridge
Diagnostics
Laboratory

Aspen Grove
Behavioral
Health Center

SummitLine
Community
Hospital

Pinecrest
Neurology &
Stroke Center

An ambulatory surgery
center performing
high-volume outpatient
procedures with
multilingual patient
populations.

A regional community
hospital providing inpatient,
emergency, and outpatient
specialty care. It focuses on
safe transitions of care and
quality outcomes.

An ambulatory surgery
center performing
high-volume and critical
procedures.

A network of primary care
clinics serving urban and
suburban communities. It
emphasizes patient safety
reporting and consistent
incident response.

A specialty hospital
providing obstetric,
neonatal, and pediatric
services. It prioritizes clear
consent practices and
family-centered care.

A specialty infectious
disease clinic supporting
hospitals with infection
prevention guidance. It
develops isolation protocols
aligned with public health
requirements.

A regional reference
laboratory processing
inpatient and outpatient
specimens. It supports rapid
notification pathways for
critical results.

An outpatient and
partial-hospital health
provider. It standardizes
safety screening and
documentation across
clinicians.

A community hospital
delivering acute care and
surgical services. It
emphasizes patient rights,
ethics consultation, and
consistent documentation.
A stroke-certified center
offering rapid evaluation
and intervention for acute
neurologic emergencies. It
coordinates EMS, imaging,
and neurology response
workflows.

Provides perioperative
anesthesia care and
confirms pre-op readiness,
consent documentation, and
patient understanding.

She evaluates children in
clinic, manages
immunization counseling,
and documents parental
discussions and care plans.

She oversees procedural
scheduling, clinical
readiness, and patient safety
workflows before and after
surgery.

He manages respiratory
treatments, oxygen therapy,
and escalation for patients
with worsening breathing
status.

Supports obstetric patients
during labor and
coordinates urgent clinical
interventions.

Supervises inpatient nursing
teams and ensures proper
implementation of isolation
precautions.

He interprets diagnostic
imaging, communicates
urgent findings, and
supports timely clinical
decision-making.

She manages outpatient
chronic disease follow-up,
preventive care, and
coordination of diagnostic
results.

She oversees medical record
integrity, release workflows,
and documentation
compliance for the
organization.

Performs urgent

neuroimaging studies and
prioritizes scan workflows
for suspected stroke cases.

14

19

20

18

18

19

18

19

19

19

11

11

13

10

11

11

11

24

24

24

24

24

24

24

24

24

24

Table O.4: List of tasks in Healthcare domain.
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Task DR Question Company Company Description User Role Description # Insights # Distractors # Mixed
Name
legal_01 What exact steps should we  HarborPoint HarborPoint provides lending He manages regulatory 18 11 24
take to investigate a potential Community and treasury services to local  obligations, internal controls,
internal compliance Bank small and mid-sized and policy implementation
violation? businesses. across multiple business units.
legal_02 What exact steps should we  SproutCart SproutCart sells eco-friendly ~ She monitors regulatory 18 10 24
follow to prepare and submit home goods online and invests changes, supports filings, and
a regulatory filing for a new heavily in brand and product  coordinates internal
product launch? naming. compliance actions with
business teams.
legal_03 What exact steps should I GraceLaw PLC A private law firm works on She advises clients on 19 12 24
take to process a denied immigration and customer immigration and insurance for
insurance claim? insurance claims. consumer and benefits
disputes.
legal_04 What steps do we need to BrightForge BrightForge manufactures She leads HR policy, employee 19 9 24
follow to conduct a Manufacturing  precision metal components  relations, and compliance for
workplace harassment for industrial and automotive  the company.
investigation? customers.
legal_05 What is the workflow to Morris Tailoring Morris Tailoring provides She owns and manages a retail 19 8 24
prepare for a small claims alterations and custom tailoring shop and handles
court hearing on disputed tailoring services to local customer disputes.
pricing? customers.
legal_06 What steps should we take to CloudNest CloudNest builds collaboration He manages employee 19 11 24
create an employee software for distributed teams  lifecycle processes, including
termination file? and scales rapidly with remote performance management and
hiring. offboarding.
legal_07 What is the workflow to draft AeroLumen AeroLumen develops smart She designs new hardware 20 8 24
and file a provisional patent ~ Technologies lighting hardware for features and documents
application? warehouses and large technical specifications for
commercial facilities. prototypes.
legal_08 What steps should we follow Midland Credit Midland is a member-owned  He oversees systems, data 21 9 24
to comply with a data breach Union credit union providing retention, and security controls
subpoena for records? checking, loans, and digital for the organization.
banking services.
legal_09 What steps should we take to GreenLeaf GreenLeaf builds software She oversees trademark 20 12 24
perform a trademark Technology products on agentic Al system. strategy, brand protection, and
clearance review before legal review of new product
launching a new product and marketing assets.
name?
legal_10 What steps should we take to NorthBay NorthBay provides regional He manages accounting 20 12 24
collect an overdue invoice Logistics freight and warehousing operations, invoicing, and cash

legally?

services for manufacturers and
retailers.

flow reporting.

Table O.5: List of tasks in Legal domain.
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P Examples of Reference and Predicted
Workflows

We provide the examples of generic workflows
(with conditions) as well as reference and predicted
personalized workflows (with condition-resolved)
in Figures P.1, P.2, and P.3,.

Q Screenshots of Task and App
Environments

Task Annotation. We provide the screenshot of
our task annotation procedure in Figure Q.1.

Task Creation. We also provide the support for
creating DRFLOW tasks in a no-code web setup.
We show the screenshot of such setup in Fig-
ure Q.2.

Application Environments. We present the
screenshot of different application environments
that we use in DRFLOW in Figure Q.3, Q.4, Q.5,
and Q.6.
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Stop-1 - Crest ot Workpce
[ ——t————

Stop.2. Compite o101

(a) Generic Workflow

Figure P.1: Example of Workflows for b2b_02 task: What is the workflow to set up a new B2B customer

onboarding?

Resolved workflow: OnboardLift enterprise customer onboarding

Step 1 - Create Client Workspace onboarding record
to a new OnboardLift lient Workspace named with the
customer's legal name. Atach Sales handof notes capturing 120
users, SO, Snowfake + SFTP, 30-day piot, and emal-only comms.

|

Step 2 - Complete Intake Form OLF-101
Fil OLF-101: Enterprise fer, target go-fve, 30-Gay plot
milstone, ~120 users across 3 departments with role-based
access, Snowlake + SFTP integrations, and measurable success
crteria

|

Step 3 - Select Enterprise playbook with Training pack
choose
is Entorprise, and add the “Training & Adopton" milesione pack
since rolout exco a users

l

Step 4 - Assign internal owners and due dates
‘Assign CS/mplementation/Solutons/Support owners. Frontload
Solutlons Engineer tasks o he st two woeks given imied
availailty. Do not yet invite the customer 10 view the plan.

l

Step 5 - Pass Record Gate
LF-101 and confinm success criteria and the full
integrations fs (Snowlake, SFTP) are popuiated. Mark the
workspace “Ready for Securiy Gate',

|

Step 6 - Initiate Security Gate with DPA
Star the Securiy Gate workflow. Atach the customer's own
questionnaire (map nfernall o the control Forary) and nclude

needed.

|

Step 7 - Configure SSO and data tracks
Greate an Ideny Selup track for SAML SSO wih User
Provisioring blocked unfi SSO s approved. Create  Data
‘Gonnection rack for Snowlake and SFTP with a sample-data
valdation checkpoin.

|

Step 8 - Schedule kickoff and publish plan
internal owners.

‘Share via email and shared folder (no Slack Connect).

|

Step 9 - Run Go-Live Gate and transition status
Veriy all blocking checkpoins: security approved, DPA signed.

off. Switch workspace status to Go-Live and start health
racking.

(b) Personalized Workflow (Reference)
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Predicted resolved workflow: OnboardLift enterprise customer onboarding

Step1- 2

dacisions (CS vs Implementation vs Product), and document the.
mer In the onboarding fopt “ime-1o-fst usable
dashboard" as the primary KPI and sequence milestones accordingly
(security/access — intogration — validaton)

l

plan and set a weekly cadence via emal pus scheduled calk
Explict record that Stack Connect is not permitid.

l

Draft a success-criteia document for Recwood that defines
onboarding completon in veriflable terms (anchored 1o the
time-to-first-usable-dashboard KP). Circulte i for signature.

‘wih links in OnboaraL .

l

table, defined escalation paths, and examples of outof-scope
requests. Algn the deck to the signed success crteria and
reference the shared onboarding plan milestones. Store the fina
‘Geck inthe shared folder

l

‘Goordinate stakeholders to complete Redwood's proprietary

Drive the DPA to signature. Treat this as a hard gate: o not
‘connect any production data unti both the securly roviow and
DPA are complete.

Bocauso Solutions Enginoer avallabily s frontloaded (ful
allocation i the frst two woaks), schedule Redwood's

are created, connectors are authenticated, and capture Solutons'
formal sign-offon environment readiness.

l

Step7

Validate connectivly for Redwood's priorty datasets (POs,
shipments, inventory snapshols, carir events). Run data qualty
checks and reconcile sample-period totas. Oblain Data.
Integrations sign-off ater the firs successiul pipelne run and
reconcitation match.

l

Ensure Redwood has the complete artfact package: ntake form,
source-to-KP! mapping sheel, valdation checKist, and go-ive:
runbook. Use these artfacts to define and verity what frst

‘and ink in OnboardLif

l

Step 9 - Run tenant-ready gate before sending Redwood invites
Use the tenant ready checkis as a had gate before inviing
Redwood users. Ensure Soluions, Data Integratons, and CS have:

a,
1 any sign-off s missing, hold Invtes and remediate before
e running the checklst.

(c) Personalized Workflow (Predicted)
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Resolved workflow: tenure-track faculty onboarding (Aug 15 start)

Step 1 - Create EastportWorks faculty onboarding case

creaton
tonure-rack Assistan! Professor n Engineering, Altach the
signed offer leter, set star date Aug 15, choose appoiniment
type = tenure-track, and add  case note that the chalr requests
emal, VPN, buiding, and laplop readly by day one.

|

Step 2 - Submit Faculty Onboarding Packet (FOP-1)
‘Open FOP-1 and populate denity, appointment summary (8-month
with summer elgbilty), Aug 15 start, home department, work
Tocation (Engineering Research Buling), and chairadmin
ontact, Confirm routing to HR, Payrol, T, and the dean's
offce and submi

|

Step 3- Complete Position Data Form (PDF-7)
Open PDF-7 and enter the case ID and facuty name. Select ob.
ode Assistant Professor,rankirack = tenure-track, FTE = 1.0,

15. Verity consistency with FOP-1 and the offer,then save for
routing.

|

Step 4 - Route PDF-7 with Provost approval

include the Provost approval sep in addion to dean and HR.
‘Submit and log the workflow 1D and currnt approver in the
nboardng case.

|

Step 5 - Initiate BGC-2 background check
1n the onboarding case, launch the BGC-2 authorization workllow.
Entr tho faculty members entying nformation and
Engineering department, select he package required for

benefis-elgible faculy, and tigger the author
Track candidao authorzaton staus i tho case.

|

Step 6 - Collect identity and payroll items in the onboarding portal
Send the onboarding portal invitation and monior completon.
the hire submis the W-4, irect deposi banking
Information, and NHD-4 (address + emergency contact). Request

Aug 15,

|

Step 7 - Open ISSS/DSO case for J-1 Professor scholar
Documen that the hire is a non-LU.S, clzen entering in J-1

packet. Upload passport blo page, OV, and signed offer eter,
and provide appointmen detals for DS-2018 processing.

|

Step 8 - Provide J-1 DS-2019 luppoﬂlng documents
Inthe ISSS cas Ussd g
rootconietont wih 1 il ae o Englfrprfice

d rack

|

Step 9 - Schedule on-campus -9 completion at check-in
Document that the 1 wilbe competed in person during

schedule the appoiniment aligned with the Aug 15 start, and send

|

Step 10 - Submit IT-8 and CCR-6 for day-one access.
Submit T8 requesting omall, VPN, securty groups, shared
Givos, and a unvrsiy lapiop wih dovory bfore A

Submit GRS or the campus card and Enginoering Rosaarch
9

ready by day one as prory.

|

Step 11 - Route SFA-3 for the $300k startup package.
‘Comploto SFA-3 withstartup amount $300,000 (selocting the >
52506 opton),allowabocategorls, il eqipmrt

e e =S E]
ndox creaton timeline In the case.

|

Step 12 - Requis & P-Card training [ ing
Confim the approved SFA3 indicates starup over $250K. Enroll
1 ety marier and ry dolgaen o o) requred
Proc ard raing. Avercomphaton and ndex
e e
indox and fl ovidenco in the case.

|

Step 13 - Submit LAR-5 for wet lab access and schedule EH&S training

LARS with stat aligned {0 Aug 15. Enrol the facully in EHES.
role-based tainings and chemical hyglene modules. Coordin
with facities 5o keys/oor access are only issued after
training completon.

|

Step 14 compliance, and
‘Goordinate withthe Registrar o eier Insinucor-of-Record for
the frst-semester graduate course and confrm LMS access. Direct
e faculy to complte the CO disclosure n ERIC, Schedo.
‘30/60/90-day checkins with HR, depariment, and 1SSS, and set
fomindors for DS-2018 mlestones and annual GO updates

Predicted resolved workflow: tenure-track faculty onboarding

Step 1 Open the tenure-track faculty onboarding case

tha o o rack . T cass sk cairs g e
start dat sor, primary work locat
PO rosing s, Sgeton e 11 rd GO 8
rumbors, LARSstatus, ENBS g, rchasing prrcuses,

and uvesolved i

l

Step 2 - Confirm the hire’s employment-eligibility path

tenure-track hie s a iizen/permanent resident or requires
i

‘and startdate planning

l

B e
. ensure 1S-10 s complete, and upload departmental
alrit.For 1,k g et s

et peen s skt e ooeted o and
‘continue with standard -9 processing.

l

Step 4 - Update compliance milestones and date risks.
any immigration, 9, or documentation item could afect the
star date. Make this update visile enough to support HR,
‘department, ISSS, and orientation planning folow-up.

l

Step 5 - Support completion of the PDF-7
‘Confim the PDF-7 inciudes job code, rankfrack, FTE, and pay
s bfrs h o s e Use o Provos & K1

P et e

l

Step 6 - Validate the PDF-7 against offer and FOP-1 records
Before routing, compare the PDF-7' effective dates,
tiouos ankirac,FTE,an py basis wihhetnl o

i P Facoy AW, o o Soprmos sl o
prevent downstream HR setup errrs.

l

Step 7 - Launch the PDF-7 routing path

‘Assemble or verty the correct routing path in the PDF-7 routing

Secton or worklow tool and altach the finalized PDF-7. Update

the onboarcing case with routing status. Use the Provost & HR
POF-7

or missing fiokds.

l

Step 8 - Route for dean, HR, and Provost approval
Because therequested worklow i fenure-rack, d0 notuse the
hortr research-rack ot form fouting path. Monordear's

s incuded befor final appointment sefup.

l

Step 9 - Confirm I-9 completion mode and status.
‘Goordinate with HR and the it 1o determine whether the 19 wil

remote verifer. Record completon in the onboarding case. Do not
begin T-8 or COR-6 provisioning unti 19 completon 's
confirmed.

l

Step 10 - Submit or track IT-8 access provisioning
Ensure T8 includes legal name, stat date, department, i,
work locat
Include emall, VPN, shared drives, and ERPIHRIS roles. Confirm

speciaized security groups, or elevated permissions.

l

Step 11 - Submit or track CCR-6 campus card and access

and access level aligned t the worksite and resporsiiltes

.

buiding or lab access, and attach supporting authorzation for
S eTrdites

l

step 12 Iab, clinic, animal,
‘Goordinate with the department to determine facities
requirements. If specialized space beyond standard office is
required, submit LAR-5 with buiing and room idenilers,
required accoss level, activation date, sponsor/PI association,
‘and any after-nours ustfcation. Othérise document thalno
‘specialized access was requested.

l

Step 13 - Track EH&S training based on space access
i the hirerequies specilized la, cinic, animal facily.
5hop, orothr regulated space access, EHAS must assign
ole-based training aligned f the space type. Keep ths branch
open unt facities requirements are confimed, thenrecord

readiness.

l

Step 14 - Determine purchasing and P-Card training requirements

»
funds cardssuance,or equpment puchases ae expecie.

s e s s puchasig
‘permissions may be enabled after index creator

Step 15 - Reconcile
ety he cboardngcaseconisns i POF:7 v st
e

PraramanF st s, ary apan xcoptons, Coorinte
final folow-up with HER.the department, Facuty Afais, IT,
S, and procurement.

(a) Generic Workflow (b) Personalized Workflow (Reference)  (c) Personalized Workflow (Predicted)

Figure P.2: Example of Workflows for education_10 task: What is the workflow to onboard a newly hired
tenure-track faculty?
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Stop - 1-Confirm language & capacty
Verty Spansh prereco and capacty
Step -2 Communication support
[ESEeOp——

LEP pathway Accessibity pathway
t— et e
Step 3. Interpreter modality
Arangs quasted nerpeeer o consent.

et e [

Phone ntrprter
MBS ¥vArsdomn

I
1

[re—

Stop-4-Consent discussion
ST ———————

Repeat explanation
oot

Stop -5 Complete documentation
Consent o+ EHR LEP Addendu.

Resolved workflow: LEP consent for outpatient cholecystectomy

Step 1 - Confirm language & capacity
l ‘Open the patients EHR chart, confirm Spanish as preferred

Jage, and verly decision-making capaciy before any
Sedation. Document capacly In the required EHR fild

Ada Px.ard packet ]
Pa—
Step 2. Flag chart: interpreter required
[ ] Sethe EHR indcaor “Ouafied erpeterFuired o1t

Visb 10 all downsirear users including anesthesia and the
surgeor

|

Step 3 Arrange VRI interpreter
Apply the Inerprter Tier e for aroutine outpatent

interpreter (VRI). Do not use the daugher 1o interpret.

|

Step 4 - Conduct consent discussion with teach-back

s
Rl Confirm understanding using teach-back.

|

Step 5 - Complete consent form and LEP Addendum
il the consent form's “nterpreter Used” section (mode,
melD, language, sartstop imes). Complete the EHR
Consent LEP Addendum including teach-back outcome.

. |

Step 6 - Obtain valid signatures
I G e
o e s rerieciato Coim capac e
intact.

|

Step 7 - Time-out Consent Hard Stop

Verity correc procedurelst, signed consent presert, LEP

T ‘Addendum complete, and ierprete detais full documented.
Proceed o inducton.

Proceed to induction

Predicted resolved workflow: LEP consent for outpatient cholecystectomy

Step1

Bocause the patient s Spanish-speaking fo a cataract case,
‘confi diectly with the pationt that Spanish s the praforrod
Janguage for medical decision-making and roconcile the EHR
Language & Communication entry accordingly. Document th

cues.

l

itintho EHR capaciy tatus field baforo Intating
sugoor/aesiosa cortas. Koo e decmenat
cotamporanecut vl pre<p iake [ it questcs
Secatonor e precurs e

l

Folow the interal direction to flag at egistraton that
Spanish ntorpretor i requirod for consn, then verify the EHR
bannarilags show qualfied nterprete roquied
visbilty of the flag o reduce missed inerpreter documentation
that has triggered audis,

l

Step4 - lan: qualified
ment the inerpreterplan in the patint record o it s
expict that contracted VR il be used for both surgeon and
anesthesia consent discussions. Make the plan easy tofind for
re-op taf 50 consent s not delayed.

l

Open the EHR consent documentation section and the Consent-LEP
ndum’so the interproter fieds can be completed in real
time. Ensure any LEP-specifc add-on packets are avalable to
aftach as needed.

l

LEP Addendum

Por Dr. Torres roquest, connect VA befor he entors for

consent encounter. Ensure the VR session s ive before any.
ing promedication s administorcd.

l

Step7 .

VA,
‘and itorpreter ID and rocord the modalty as videolVRl n the.
4R consont sacian and Gonson LEP Addondum. e

st0p-the-ine requirement before pr

l

During surgeonand anestosiaconseris, ansuro the lrican
pauses for
e ekt ot pe sy et et i
‘consent conversation. Maintain VRI connacton stabily

l

Have the patient restate key points (procedure, sk
alteratives) n their own words through the VA interprater, and
ment that teach-back occurred. I th frt teach-back

second taach-back. documenting both aempts.

l

sedating medication has not already been administered. If t has,
pause signature collection and ro-assess capacily: escalate to
charge nurse and anesthesiologit if capacty is uncertain.

l

Step 11

Obain signatures n the required sequence: paient (or
mark/proxy),interpreter inthe designated Interpreter/Winess.
ok, and the cinician atesting o the discussion. Conf

signatures are on the correctines to avoid chart corections

l

oo gy

(a) Generic Workflow

Figure P.3: Example of Workflows for healthcare_01 task: What is the step-by-step workflow to obtain

consent section roflects Interproter Used = Yes, ntorproter
name/ID, and modaltyime. Complete the anesthesia pre-induction
checkpoin by verying the consent s fully executod and fully
imenied with inerprotor dotals.

(b) Personalized Workflow (Reference)

(c) Personalized Workflow (Predicted)

informed consent for a procedure when the patient has limited English proficiency?
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DR Questions Review

60 questions across 6 domains

‘What steps should we follow to qualify inbound leads for our sales team?
USER Jordanlee ROLE Sales Operations Manager COMPANY VectraForge Industrial
Designs lead routing, qualification rules, and reporting for the sales org

Annotator :no  Annotator 2 Annotator 3

‘What is the workflow to set up a new B2B customer onboarding?
USER Allcia Gomez  ROLE Customer Success Lead  COMPANY CloudHarvest Analytics
Owns customer onboarding and time-ta-value for new enterprise accounts.

Annotator :yes  Annotator 2: yes  Annotator 3:

4 Hide Workflow 4 -f

SCENARIO CONTEXT
- CloudHarvest Analytics is onboarding a new enterprise customer for a multi-year subscription of its supply-chain analytics dashboards. - Alicia Gomez (Customer Success Lead) owns the onboarding program and wants a
repeatable workflow that shortens time-to-value. - The customer's rollout is for ~120 named users across 3 departments; the customer also requires SSO (SAML) and role-based access. - The customer’s data sources include
Snowflake and an SFTP feed; the customer expects an initial “pilo

Generic Workflow (9 steps) [ Predicted Personalized Workflow (7 steps) ]

START START

sTER 1 sTER 1

User Needs o User Needs to
Create Client Workspace onboarding record Set Up OnboardLift Workspace for Customer
‘Onboal

Complete Intake Form OLF-101
Conduct Comprehensive Security Review
‘and Obtain DPA Signature

sTER 3

User Neads to
Select base onboarding playbook and
milestones

sTER 3

Nesdsto
Prepare and Share Onboarding Plan with
Customer

Is the subscription o Naeeeto
ter Entrprise? ool
Organize and Conduct Official Kickoff
Meeting
ves no
stEps
select “Enterprise Onboarding’ playbook select"Standard Onboarding” playbook.

User Neads to
Perform Technical Integrations and Ensure
Gompatibliity

Figure Q.1: Screenshot of DRFLOW task annotations procedure.

Task Creator

Step Outputs History

Task Creation

Company Insights
r
uments L ature (or

User Insights
r .
t, perform the
User Workflow
In Progress

Company Files Company Distractors (3)

User Files

lume Reporting Distractor

Figure Q.2: Screenshot of DRFLOW task creation in a codeless web setup.
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All

les

2 Personal files

£ Recent

% Favorites

+2 Shares v
W Tags

BB All folders v

w

]

0O 0O 0O 0O o o o
P P rrweEwm@am

B8 Allfiles > shared +&  + New HH

Type [ Modified 2\ People

Name « Size  Modified
consent-language-workflow.docx 2 e 37 KB 2 months ago
fcots-reporting-guide.docx L AR 37 KB 2 months ago
language-access-consent.docx S e 37 KB 2 months ago
lep-consent-guide.docx LS 38 KB 2 months ago
multilingual-consent-standards-playbook.docx A e 37 KB 2 months ago
pacu-onboarding-guide.docx LS 37 KB 2 months ago
periop-interpreter-consent.docx 18 e 37 KB 2 months ago

Figure Q.3: Screenshot of Nextcloud file management system with shared files organized in a list view.

. Q Search...

2 dr.miguel.torres

M My files
New folder
New file
[3 Settings

5] Logout

I«
>
(-]
(]

A > shared
Name N Size Last modified
a communication-compliance-manual.pdf 2.87KiB 2 months ago
B consent-standards-manual.pdf 2.86 KiB 2 months ago
B consent-workflow-guide.pdf 4.56 KiB 2 months ago
E language-access-manual.pdf 3.08 KiB 2 months ago
E language-consent-standards.pdf 3.19KiB 2 months ago

Figure Q.4: Screenshot of File Browser interface where files organized in a list view.

(@ Mattermost  Free epimion

DR Sunrise OR & Periop...

Q Fi

CHANNELS

& Off-Topic

@ OR Daily Ops
ST

Add channels

DIRECT MESSAGES

[

o

@ n & @

¥ ORDailyOpsv 24 [ DailyORflow, case readiness, anesthesia and nursing coordination, and urgent operational questions. 6]

February 18, 2024
dr..miguel.torres 6:40 PM
Sarah looped me in — if anesthesia is asked about implant discrepancies, should we just direct reps to Supply Chain? I don't want to slow cases down with inventory
questions.
sarah_ortiz 6:50 PM

Yes please. We'll keep the OR flow moving. Lisa/Jordan handle the month-end recon: Central Supply count -> compare to vendor consignment statement -> variance
report to Materials for ERP adjustments. If reps have questions, send them to the Consignment Reconciliation channel.

February 22, 2024
sarah_ortiz 1:00 PM
Heads up for tomorrow: OR 2 is down from 11:30-12:30 for HVAC filter maintenance. Please avoid adding cases that need extended turnover time in that window. I'll
reshuffle the board and post an updated schedule by 4pm.
dr..miguel.torres 1:15 PM ) [SARER-N
Thanks, Sarah. Also reminder: we're trialing the updated anesthesia pre-op checklist (Spanish/English) starting Monday. If anyone sees patient confusion with the
new wording, DM me examples so we can tweak it before full rollout.
lisa_nguyen 1:30 PM

Central Supply note: we're short on medium sterile gowns after the weekend surge. I've expedited a shipment, but please be mindful today—use the correct size only
and avoid opening extra packs during setup.

Figure Q.5: Screenshot of Mattermost chat interface showing discussion channels.
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- -~

dr..miguel.torres@localhost  § » = =&
Select Threads Options Refresh
= & Inbox Q search... & v
=D & Drafts Jennifer Park 2026:02:2223:45
-~ 4 sent * RE: LEP patient today (Room 2): consent workflow ...
Rachel Nguyen 2Kk8 |
O Junk o RE: LEP patient today (Room 2): consent workflow ...
Contacts SRS Luis Ramirez 2026-02-20 00:41
o Facility walkthrough next week — signage refresh ...
Settings Jennifer Park 20260218 06:27

Scheduling finalization for March — provider cover...
Rachel Nguyen 2026-02-10 01:12

* Q2 OR Block Utilization Review — agenda items

C

Dark mode

o & o m e

Reply Replyall Forward  Delete Mark More

RE: LEP patient today (Room 2): consent workflow + interpreter documentation

From Rachel Nguyen on 2026-02-22 23:33

% Details @ Headers

Dr. Torres,
I just checked the chart in the EHR.

- The surgeon has already entered the planned procedure and the standard surgical consent was
printed from the EHR.

- However, the consent’s “Interpreter Used” section is still blank, and there is no interpreter
ID recorded anywhere in that consent documentation.

We can’t treat consent as complete for an LEP patient until that interpreter field (and
interpreter identifier) is filled in, since it’s part of showing the patient received/understood
the information via a qualified interpreter. We’ll plan to use the language line (VRI) unless an
in-person interpreter is available.

Next steps on our side:

1) Call for interpreter (VRI) as soon as patient is in pre-op.

2) Use interpreter for surgeon consent review + your anesthesia consent discussion.

3) Document interpreter name/ID (and mode: VRI/phone) in the EHR consent section before
scanning/uploading the signed consent.

Let me know if you want me to message front desk to flag interpreter needed at check-in.

Thanks,

Rachel Nguyen, RN
Pre-Op / PACU

Sunrise Surgical Center

Figure Q.6: Screenshot of Roundcube email management system showing sample of user’s email inbox.
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