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Abstract

We assess the robustness of large language
models (LLMs) on a simple task—fast-food or-
der specification—in the face of user-initiated
amendments. In amending an order, users must
communicate, explicitly or implicitly, that a
change is being made, the type of change, and
what is being changed. We generate synthetic
food orders with single amendments, control-
ling the type of amendment, which components
are implicitly or incompletely specified, and
the pragmatic inferences required to resolve
them. On a dataset broadly covering the space
of possible combinations, 7 flagship models
average 97.7% accuracy. On a more targeted
dataset with denser coverage of empirically dif-
ficult patterns, accuracy drops to 93.4%, with
the hardest combinations dropping below 80%
accuracy. We also test two further prompt-
ing methods: generating an order before in-
terpreting amendments in a turn-taking interac-
tion; and function-calling to parameterize ex-
plicit edit operations on the order itself. These
somewhat improve performance (+0.2 pp and
+3.2 pp respectively), but neither entirely elimi-
nates the failure modes. We also find that ask-
ing clarification questions about implicit com-
ponents improves accuracy on a subset of diffi-
cult examples (+5.4 pp), but models ask on only
11% of examples. Given the task’s deliberate
simplicity—small fixed menu, a single standard
order, with a single unambiguous amendment—
these results illustrate the challenge of robustly
performing the pragmatic inferences that real-
world conversational interaction demands.

1 Introduction

1.1 Motivation
Conversational interfaces for even the simplest
practical tasks must take account of user goals,
manage context, and apply task- and domain-
specific constraints to correctly interpret input lan-
guage (Budzianowski et al., 2018; Jurafsky and
Martin, 2021). LLMs are increasingly deployed in

such systems (Ouyang et al., 2022), but real-world
interactions often challenge them. McDonald’s, for
example, discontinued an LLM-based drive-thru
assistant after encountering errors such as failing
to apply order changes and mishandling item com-
binations (Grantham-Philips, 2023; Kaplan, 2024;
Bregel, 2024).

Such failures indicate a robustness gap in the
face of natural conversational behaviors. In this
work, we focus on one such behavior, user-initiated
amendments to previously stated information, in a
simple food order specification task.

1.2 Problem definition
Amendments in conversational interaction are com-
mon, driven by misspecified intent, shifting goals,
or efforts to establish common ground (Sacks et al.,
1978; Schegloff et al., 1977; Clark and Brennan,
1991; Clark, 1996), and interpreting them often
requires pragmatic inference in the Gricean sense
(Grice, 1975). For example, given an order of a
cheeseburger, large fries, and a large Coca-Cola,
the utterance “Wait, I’ll have a Sprite instead,” im-
plies that the Sprite substitutes for the Coca-Cola
(the only drink) and that it is sized large—because
the speaker would have specified if otherwise.

In our setting, a user places a single standard
food order from a small menu (∼30 items inspired
by McDonald’s (McDonald’s Corporation, 2024)):
a main, a side, a drink, and optionally a dessert. The
user then provides a single, unambiguous amend-
ment to that order. Given both utterances, the
model must output the correct final order.

Interpreting an amendment requires establish-
ing several facts: whether a change is being made;
the type of change (addition, modification, etc.);
which aspects or parameters of the order are af-
fected (items, attributes); and the updated values.
Users may state these completely and explicitly,
or incompletely or implicitly in various ways, and
exactly how a component is incompletely or im-
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plicitly specified determines the nature of the in-
ferences required. Identifying which item is be-
ing changed requires deictic reference resolution
when pointed to (“Make that a Sprite”), but zero
anaphora resolution when omitted entirely (“I’ll
have a Sprite instead”). Similarly, inferring a new
item’s size from the replaced item’s is a type of in-
heritance inference, with the original item serving
as the “anchor” from which it is inherited.

1.3 Method
To systematically assess the abilities of LLMs to
correctly perform these sorts of inferences (formal-
ized in Section 3), we design structured templates
to generate initial orders and amendments. The val-
ues used to configure each template control which
components are implicitly or incompletely spec-
ified, and how, enabling us to systematically ex-
amine specific inferences and their combinations.
Evaluation using such an artificially constructed
dataset of this sort cannot, obviously, yield results
reflecting real-world deployment (although it might
indicate certain trends). Our goal rather is to char-
acterize the space in a way that enables us to zero in
on specific factors that pose difficulties for current
models.

We evaluate in two phases, focusing our analysis
primarily (although not exclusively) on a subset
of 7 high-performing flagship models. A broad
baseline of 23 models is first used in conjunction
with a set of templates intended to cover the space
of inference patterns, in order to identify empiri-
cally difficult inference profiles. A targeted eval-
uation (15 models) then stress-tests these profiles
with denser sampling. Using the targeted dataset,
we also compare additional prompting methods:
a two-step approach that generates the order state
before interpreting the amendment in a turn-taking
paradigm, and function calling to parameterize ex-
plicit edit operations on the order itself (Section 4).
On a subset of difficult examples, we also test a
turn-taking setting where models can ask for clari-
fication on implied or missing components.

1.4 Results and implications
Because each example has a known set of implicit
components, failures can be mapped to the specific
pragmatic inferences required. Flagship models1

achieve 97.7% on the broad baseline, yet make er-
rors even on trivially easy examples. For instance,

1Metrics are averaged across the 7 flagship models (k=5
runs per example) unless noted; see Section 4 for the full list.

given the order “a quarter pounder with cheese,
large fries, and one small water” and the amend-
ment “I’d like one more water. Make that medium,”
the correct interpretation is an addition of a medium
water—but models including GPT-4o and Claude
Sonnet 4.5 instead modify the existing water’s size.

On the targeted dataset, flagship accuracy drops
to 93.4%. Some components are harder to infer
when implicit (target item: −4.3 pp vs. explicit;
new item size: −13.1 pp), certain inference types
are disproportionately difficult (deictic reference:
92.5%; inheritance: 83.7%), and the amendment
type impacts difficulty further (inheritance + sub-
stitution: 79.9% vs. inheritance + addition: 89.0%).
A 6.0-point gap between pass@k and passk (k=5)
shows that models not only struggle with specific
inferences but fail to make them consistently.

Two-step prompting yields +0.2 pp accuracy;
function calling +3.2 pp—neither eliminates these
failure modes (Section 4). Clarification dialogue
improves accuracy by +5.4 pp, but models ask on
only 11% of examples—and only 26% of the time
when clarification is objectively required. The
larger issue is whether they ask at all (Section 5).

Given the task’s deliberate simplicity, these re-
sults expose a lack of robustness in the pragmatic
inferences that real-world conversational interac-
tion demands, where more complex orders, multi-
ple amendments, and ambiguity co-occur.

Our contributions are: (1) a framework that de-
composes amendments into components and maps
how each is expressed to the inferences they re-
quire, together with a system for generating con-
trolled test examples; (2) a broad evaluation of
models showing that specific inferences remain dis-
proportionately hard even on a deliberately simple
task; (3) a comparison of prompting methods show-
ing that none eliminates these failure modes; and
(4) evidence that models can ask effective clarifica-
tion questions but rarely do so, even when asking
would clearly help, suggesting that improving this
ability would directly benefit robustness in the face
of a common but challenging conversational behav-
ior: user-initiated amendments.

2 Related Work

While user-initiated amendments are common in
conversation (Schegloff et al., 1977; Sacks et al.,
1978; Clark and Brennan, 1991), LLM evaluation
has largely overlooked them (Budzianowski et al.,
2018; Zang et al., 2020). Balaraman et al. (2023)
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showed that GPT-3 struggled with third-person re-
pair in conversational QA; Kim et al. (2022) found
that synthetic amendments to MultiWOZ degraded
dialogue-state tracking performance; and Lin et al.
(2020) simulated user corrections in training data
to improve model flexibility. Tian et al. (2021) ad-
dress model-initiated corrections to dialogue state.
Recent multi-turn evaluations reinforce the chal-
lenge: Laban et al. (2026) find that LLM perfor-
mance degrades when instructions are communi-
cated across turns, and Sirdeshmukh et al. (2025)
show that a revision task which involves referential
inferences over versioned edits, challenges frontier
models. Our work focuses on a simpler setting and
drills down on the specific pragmatic inferences
that user-initiated amendments require.

Interpreting implicit or incompletely specified
amendments requires Gricean inference (Grice,
1975): speakers assume listeners will derive un-
stated information from context, guided by max-
ims of quantity, quality, relevance, and manner.
Recent work has begun evaluating LLMs on such
reasoning: Yue et al. (2024) find that while GPT-4
reaches human-level accuracy on conversational
implicature, most models lag far behind; Cong
(2024) reports only minimal sensitivity to manner
implicatures; and Krause and Vossen (2024) survey
the broader role of Gricean maxims in NLP. These
studies test whether LLMs can identify implica-
tures; we test whether and under what conditions
they can apply them, specifically in order to prop-
erly interpret amendments.

To precisely probe the conditions under which
models function robustly, we use controlled, syn-
thetically generated datasets. Similar approaches
to assess LLM capabilities include template-based
workplace benchmarks (Styles et al., 2024), con-
trolled error insertion for flaw detection (Xi et al.,
2025), and synthetic data generation framed as
mechanism design (Davidson et al., 2026).

3 Methodology

3.1 Task Setup

Given an order-amendment utterance pair, the
model must produce the amended order as JSON
(Appendix B.1):

Order: “I’ll have a cheeseburger, medium fries,
and a medium Coca-Cola.”
Amendment: “Wait, make that a Sprite instead.”
Output: [(cheeseburger, main, null, []),
(fries, side, medium, []), (Sprite,
drink, medium, [])]

3.2 Generating Food Orders

Orders are sampled from a fixed menu (∼30 items)
inspired by McDonald’s (McDonald’s Corporation,
2024) (Appendix A). Each consists of a main, a
side, a drink, and optionally a dessert. Items may
have available sizes and removable ingredients
(e.g., a cheeseburger is a main with removable pick-
les, onions, and ketchup; fries are a side available in
small, medium, or large). The order JSON specifies
each item’s name, category, size, and modifications.
Order utterances are generated from templates that
join an order intent (e.g., “I’ll have”) with phrases
denoting items and their fields (Appendix B.1).

3.3 Amending Food Orders

Each example additionally involves one amend-
ment, drawn from one of four edit operations: dele-
tion, addition, modification, and substitution. The
menu defines each item’s category and the values
its fields admit, constraining valid amendments
(e.g., substitute items are sampled within the same
category—a drink for a drink, items without size
options cannot have their size changed, etc.).

An amendment is characterized by several com-
ponents (Table 1): whether a change is being of-
fered, the type of change, the target of the change
(the item being changed, or for additions, the item
being added), the relevant field, the field’s new
value, and—for substitutions and additions—the
new item and its size.

Amendment utterances are generated from struc-
tured templates (Table 1). The values sampled from
the menu and the template choices (e.g., whether to
mention size) control which components are stated
explicitly and which are left implicit. For example,
“Replace my Coca-Cola with a medium Sprite” ex-
plicitly states the amendment type (substitution),
target item (Coca-Cola), new item (Sprite), and new
item size (medium). In contrast, “I want a Sprite in-
stead” leaves amendment type, target item, and new
item size implicit; resolving them requires domain
knowledge from the menu—e.g., the Sprite must
be replacing the Coca-Cola, not the cheeseburger
or fries. All generated examples have exactly one
correct interpretation (Appendix B.2).

3.4 Characterizing Inferences

Each component takes one of three values: N/A
(not applicable for the operation), explicit, or im-
plicit. Exactly how a component is left implicit
determines the inference type required to resolve
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Operation

Component Del Add Mod Sub Inference required Explicit utterance / Implicit utterances

amendment offer ✓ ✓ ✓ ✓ — I’m changing my order. Remove the fries. /
Remove the fries.

amendment type ✓ ✓ ✓ ✓ — Remove the fries. . . / I don’t want the fries.
target item ✓ ✓‡ ✓ ✓ deictic ref.; indirect ref.;

zero anaphora
. . . the Cheeseburger without pickles. / . . . that
without pickles.; . . . the burger without pickles.;
Wait...No pickles.

target field — ✓ ✓ — — Make my fries a larger size. / Make my fries larger.
target field value — ✓† ✓† — directional Change the fries to large. / Go up a size on the

fries.
new item‡ — — — ✓ (always explicit) Replace my Coca-Cola with a Sprite.
new item size — ✓† — ✓† inheritance; directional Add a medium fries. / Add another of those fries.;

Replace my Coca-Cola with a medium Sprite. /
. . . with a Sprite.; Add a medium fries. / Add
another fries but larger.

Table 1: Amendment components and inferences required when implicit. Operation columns show the amendment
type: Del = deletion, Add = addition, Mod = modification, Sub = substitution. Assumed order: cheeseburger,
medium fries, medium Coca-Cola. Shaded rows = components prioritized for targeted dataset. † Whether explicit or
implicit depends on the sampled items. ‡ For addition, target item is the item being added.

it. Inferring the target item of a modification, for
example, may require deictic reference resolution
(“Make that without pickles”), indirect reference
(“the burger without pickles”), or zero anaphora
(“Remove the pickles please”); the new item’s size
may require property inheritance from an anchor
item, namely the item it is replacing (“I want a
Sprite instead,” replacing the Coca-Cola). The tar-
get field value may require directional inference:
the user specifies a direction (+1 or −1 on the
menu’s ordered size scale) rather than an absolute
value. “Go up a size on the fries” requires resolving
medium to large given the scale {small, medium,
large}.2 Not all components are equally difficult
when implicit: some are trivially resolvable, while
others show significant accuracy drops. The focus
of our evaluation is on identifying the components
and inference types that empirically prove difficult
(Appendix C.2).

Because a single amendment can leave multiple
components implicit, each instance can require a
combination of inferences that may compound in
difficulty. We profile each example along three
dimensions: the operation or type of amendment;
which components are implicit; and the inference
types required to resolve them. These profiles de-
fine the dimensions used both to generate the tar-
geted dataset (§3.5), and to isolate combinations
which pose difficulties (Section 4).

2This inference often co-occurs with zero anaphora on the
field itself—“Make the fries larger” leaves both the field (size)
and its value implicit, requiring the model to infer the field via
zero anaphora and compute the resulting value directionally.

3.5 Datasets

We construct two datasets, the first to map the
space, and the second to drill down and more
clearly identify difficult aspects of the task.

Phase 1: Broad dataset (711 examples). Gen-
erated from all 624 templates (Appendix B.2), this
dataset samples broadly across amendment types
and inference requirements. Utterances are gener-
ated by uniformly sampling from the pool of tem-
plates and parameterizing them with values from
the menu (Appendix C.1).

Phase 2: Targeted dataset (720 examples).
Phase 1 results (Section 4) help identify which
components and inference types are empirically
difficult or worth testing further, but some com-
binations are represented too sparsely for reliable
performance estimates. The targeted dataset pri-
oritizes profiles built around these patterns with
denser sampling.

Three components show significant accuracy
drops in at least one implicit setting (shaded rows
in Table 1): target item, new item size, and target
field value. We ensure denser coverage of all infer-
ence types for these three components—including
those that appear easy in the broad dataset—to de-
termine which specific inferences drive difficulty.
The remaining four components show smaller gaps;
they are still represented in the targeted dataset but
we do not prioritize their sampling or drill down by
inference type (Appendix C.2).

Profiles pair each operation (amendment type)
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with specific inference types for the relevant order
components (e.g., substitution with deictic refer-
ence for target item, or property inheritance from
an anchor for new item size), yielding 33 active
profiles grouped into three bands by the number of
amendment components incompletely or implicitly
specified: 2 (30 examples each, testing whether
combinations compound difficulty), 1 (20 each,
ensuring coverage of each inference type), and 0
(baseline, 10 each), plus 50 no-amendment orders
(Appendix C.2).

To test whether models ask for clarification
(§5.2), we also draw a subset (n=324) and generate
50 underspecified examples.

Quality control. No two examples share the
same order–utterance pair. After generating the
datasets, we systematically exclude examples the
ground truth of which cannot be reliably deter-
mined from the utterance alone—e.g., genuinely
ambiguous references to the target item, disfluent
utterances, etc. All dataset sizes above reflect post-
exclusion counts (Appendix C.3).3

4 Experiments

4.1 Setup
We test a set of models across the datasets described
in Section 3.5. The broad baseline helps identify
which inference patterns (combinations of what
needs to be inferred, and how) are empirically hard
or worth testing further. The targeted dataset stress-
tests these with denser sampling, and we then test
additional approaches for performance gains.

Models. We evaluate 23 models spanning 7
providers on the broad dataset; 15 are tested on
the targeted dataset.4 To evaluate the state of the
art, our analysis focuses on a subset of 7 high-
performing flagship models from different families:
GPT-5, GPT-4o, Claude Opus 4.6, Claude Sonnet
4.5, Gemini 2.5 Pro, DeepSeek v3.2, and Hermes 3
405B. (Full per-model results are in Appendix D;
Implementation details in Appendix I.1.)

Prompting methods. All methods receive the
same base context: instructions, the menu, the

3Code and data are included as supplementary ma-
terial and at https://github.com/simon-benigeri/
food-order-amendments, released under CC-BY 4.0.

4OpenAI (OpenAI, 2025b,a, 2024), Anthropic (An-
thropic, 2026, 2025b,a), Google (Google DeepMind, 2025),
Meta/Nous (Grattafiori et al., 2024; Teknium et al., 2024),
DeepSeek (DeepSeek-AI, 2024), and MiniMax (MiniMax,
2026).
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Figure 1: Avg. flagship accuracy (k=5 runs) vs. number
of implicit components, Standard prompt on broad vs.
targeted datasets. Shaded bands show the reliability gap.
The accuracy drop in the targeted dataset shows its focus
on empirically difficult inference patterns.

order and amendment utterances (Appendix I.2).
The menu provides syntactic and semantic con-
straints (item categories, sizes, removable ingredi-
ents). Standard, the baseline, instructs the model
to generate the final order JSON. We test two more
methods on the targeted dataset. Two-step splits
the task across two turns: the model first generates
the order, then processes the amendment. Func-
tion calling (FC) (Schick et al., 2023; Patil et al.,
2024; Qin et al., 2024) requires the model to, given
the order JSON, output a parameterized edit op-
eration (add, delete, modify, or substitute); a
deterministic executor then applies the returned
operation to the current order to produce the final
result. Simulated FC (Sim. FC) defines the opera-
tions and their constraints in the prompt (identical
across models); Native FC enforces them through
each provider’s tool-calling API. Because Native
FC implementation details vary across providers
(Appendix I.1), we use Sim. FC as the primary
experimental condition for function calling.

Evaluation. Each model is run k=5 times per
example at default temperature. We report average
accuracy, pass@k, passk, and the reliability gap
(passk − pass@k). An output is correct if the gen-
erated JSON exactly matches the ground truth after
normalization. Unless noted otherwise, metrics are
averaged across flagship models.

4.2 Broad Baseline

Overall performance. Flagship models average
97.7% accuracy on the broad dataset (Table 2; full
leaderboard in Appendix D), but a 2.5-point reli-
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ability gap shows that models that can solve an
example don’t always do so reliably. As one would
expect, accuracy generally declines as more com-
ponents are left implicit (Figure 1): from 99.6%
at n=0 to 96.9% at n=3, with the reliability gap
widening from 0.8 to 2.9 points. Interestingly, at
n=4 both recover. Some n=4 examples are quite
difficult (“I want a Sprite instead of that”—implicit
offer, amendment type, target item, and new item
size) while others are trivially resolvable (“No pick-
les on that”—the same four components).5 What
matters is not how many components are implicit,
but which ones are and how they must be inferred.
6

Difficulty is driven by component and inference.
Table 3 breaks accuracy down by component (what
needs to be inferred) and inference type (how).
For new item size—what size the added or sub-
stituted item should be—property inheritance from
an appropriate anchor (specifically, inferring the
size from the existing item) drops flagship accu-
racy to 83.7% (n=55), 13.2 points below the ex-
plicit baseline. For target item—which item is
being changed—deictic reference (“make that a
Sprite”) yields 92.5% (n=44), 4.3 points below the
explicit baseline, while indirect reference is easy
(99.0%, n=176). For target field value, direc-
tional inference (“go up a size on those fries”—i.e.,
modifying medium fries to large) is easy (99.0%,
n=123, vs. 99.7% explicit). These patterns moti-
vate the targeted dataset, which samples challeng-
ing component–inference pairs more densely (Ap-
pendix C.2).

4.3 Targeted Evaluation

Denser sampling sharpens the patterns. On the
targeted dataset, with denser coverage of the em-
pirically difficult combinations of target item, new
item size, and target field value—and the infer-
ences they require—as determined from the results
above, flagship accuracy drops to 93.4% and the
reliability gap widens to 6.0 points (Table 2; Fig-
ure 1). The patterns sharpen: property inheritance
remains the hardest inference (82.7%, −1.0 pp,
n=160); deictic reference drops to 89.0% (−3.5 pp,

5We speculate that being explicit about components like
amendment offer, which are normally left implicit may itself
cause confusion—e.g., “I’m changing my order. Change my
cheeseburger to a Big Mac” is over-emphatic compared to
simply “Change my cheeseburger to a Big Mac.”

6At n=3 we simply have a higher proportion of hard infer-
ences than at n=4; cf. Table 12, Appendix C.1.

Dataset / Method Acc [min–max] pass@k passk

Broad (711)
Standard 97.7 [97.1–98.2] 98.6 96.1

Targeted (720)
Standard 93.4 [91.9–96.2] 95.7 89.7
Two-step 93.6 [91.5–95.7] 95.5 90.6
Sim. FC 96.6 [94.2–97.7] 98.3 93.4
Native FC† 94.6 [90.2–98.0] 97.4 91.2

Table 2: Avg. flagship model performance across
datasets and methods (k=5 runs). Acc shows mean
[min–max]. †Excluded due to tool-calling API issues.
Full per-model results in Table 14 and Table 15.

Broad Targeted

Component Inference n Acc n Acc

target item — 296 96.8 190 92.1
deictic ref. 44 92.5 90 89.0
zero anaphora 67 98.0 90 94.2
indirect ref. 176 99.0 300 94.4

new item size — 106 96.9 140 91.2
inheritance 55 83.7 160 82.7
directional — — 100 98.3

target field value — 197 99.7 140 98.0
directional 123 99.0 200 98.5

All explicit 27 98.5 4 97.2
No amendment 100 99.9 50 99.9

Table 3: Per-component avg. flagship accuracy (k=5)
on broad (n=711) and targeted (n=720) datasets. — =
component is explicit. Full breakdown in Table 11. The
targeted dataset oversamples hard inferences.

n=90); and—notably—indirect reference, easy on
the broad dataset (99.0%), drops to 94.4% (−4.6 pp,
n=300) for target item. Zero anaphora drops to
94.2% (−3.8 pp, n=90) (Table 3).

Amendment type further impacts difficulty.
Table 4 reveals that the amendment type further
compounds difficulty. Inheritance drops to 79.9%
under substitution (e.g., “Replace my Coca-cola
with a Sprite”) but rises to 89.0% under addition
(e.g., “Add another of those fries”).7 Deictic ref-
erence is far harder under substitution (80.7%,
e.g., “Make that a Big Mac”) than modification
(99.3%, e.g., “Make that without pickles”). Indi-
rect reference—whether synecdoche (“the burger”,
“my drink”) or lexical paraphrase (“the coke”)—is
hard across multiple amendment types: substitu-
tion (90.0%), addition with a size change (91.5%),
ingredient modification (93.3%), and deletion

7Interestingly, “Add another of those fries, but larger”
(which adds directional size inference) is easier, because the
directional cue draws attention to the anchor’s size.
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Acc.

Inference (comp.) Amend. type n Std. 2-st. Sim.

inheritance (size) substitution 110 79.9 75.8 90.5

deictic ref. (target) substitution 50 80.7 69.7 87.5

inheritance (size) add (same size) 50 89.0 94.7 94.4

zero anaphora (target) substitution 50 89.7 93.9 98.8

indirect ref. (target) substitution 50 90.0 87.6 95.8
add (diff. size) 80 91.5 93.9 92.5
modify (ingr.) 20 93.3 92.4 94.6
delete 20 93.7 96.9 98.1

Table 4: Hardest inference×amendment type pairs: avg.
flagship accuracy on the targeted dataset (k=5, n=720).
Std. = Standard, 2-st. = Two-step, Sim. = Simulated FC.
Comp. = implicit component (size = new item size, tar-
get = target item). All remaining combinations ≥97%;
full breakdown in Table 19.

(93.7%). All remaining inference×amendment
type combinations exceed 97% (Appendix F).

4.4 What Methods Help?

Sim. FC helps universally; Two-step can hurt.
Table 4 shows that Sim. FC improves every hard
pair: inheritance+substitution (90.5%, +10.6 pp),
deictic+substitution (87.5%, +6.8 pp). Overall,
Sim. FC averages 96.6% (+3.2 pp), with Claude
Sonnet 4.5 reaching 97.7%. Two-step, by contrast,
worsens the two hardest cases: deictic+substitution
(69.7%, −11 pp), inheritance+substitution (75.8%,
−4.1 pp). It helps moderate cases, e.g., zero
anaphora+substitution (93.9%, +4.2 pp), but aver-
ages only 93.6% (+0.2 pp), with inconsistent per-
model effects. Native FC averages 94.6% for the
5 flagships with successfully queried APIs; on the
same 5 models, Sim. FC reaches 97.1% vs. Stan-
dard’s 92.9%, confirming that the prompt-based
FC approach outperforms native tool-calling.8 Full
per-model results are in Appendix D (Table 15).

Why does Sim. FC help? Two-step prompting
also provides the order as explicit context—the
model generates it first, and does so accurately
and reliably9—but only shows minimal improve-
ment (+0.2 pp). Sim. FC, by contrast, improves
by +3.2 pp. Since both methods explicitly repre-
sent the current order JSON, the gain must come
from explicitly identifying and parameterizing edit

8The function descriptions are similar in both settings,
making this gap slightly unexpected. We analyze this in Ap-
pendix D)

9On the broad dataset, order-only accuracy is 99.9% (Ta-
ble 3); passk = 99.5% (Table 18).

operations (add, delete, modify, or substitute).
This maps directly onto the task decomposition we
describe in Section 1: interpreting an amendment
requires establishing whether a change is being
made, the type of change, which aspects of the
order are affected, and the updated values. Func-
tion calling forces the model to make each of these
decisions explicitly (e.g., selecting an operation
type, identifying the target item, relevant fields,
and specifying new values) rather than jumping
straight from utterance to final order JSON. Addi-
tionally, the function specifications constrain the
model’s output space—e.g., restricting operations
to valid types and scoping each call to a single item
edit—which reduces errors such as applying multi-
ple edits or replacing the entire order with a single
item.

Reliability gap persists across methods. For
flagship models, the gap remains 6.0 points
(Standard), 4.9 (Two-step), 4.9 (Sim. FC).
The hardest pairs (inheritance+substitution, deic-
tic+substitution) exceed 16 points under Standard;
Sim. FC reduces this to 11–12 points but does not
eliminate it (Table 19, Appendix F). Easy combi-
nations have gaps near zero—the same inferences
that are hard drive unreliability.

Effects of model scale. Mid-tier models
(Haiku 4.5, Gemini Flash) perform near flagship
levels, but smaller models degrade sharply under
Standard (accuracy / reliability gap): GPT-5-nano
(83.0% / 16.9), Llama 3.1 8B (67.7% / 32.6) vs.
flagships (93.4% / 6.0). The ranking of inference
difficulty is stable across scales: the same infer-
ences that are hard for flagships remain hardest
for smaller models (Appendix D, Table 16). Sim.
FC helps flagships modestly (+3.2 pp /−1.1)
but disproportionately benefits smaller models:
GPT-5-nano (+9.7 pp /−8.3), Llama 3.1 8B
(+13.9 pp /−4.4). Two-step, ineffective for
flagships (+0.2 pp /−1.1), helps the smallest
model, Llama 3.1 8B, in accuracy (+10.5 pp) but
less so in reliability (−0.4). These approaches may
be relevant for deployment in resource-constrained
settings (e.g., mobile phones), particularly for
tasks such as fast-food ordering.

5 Analysis of Errors and Interventions

5.1 Error Analysis

Since each example has a known edit operation
and structured ground truth, we classify errors
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deterministically by comparing predicted and ex-
pected orders, and analyze them through the lens
of amendment type, implicit components, and in-
ference types. For flagship models under Standard
on the targeted dataset, 201 examples (27.9%) have
at least one failure (full taxonomy in Appendix G).

Inheritance (new item size). When the new
item’s size must be inferred from an anchor item,
models often omit or hallucinate it—despite the
anchor’s size being explicit in the order (and some-
times the utterance) and the menu requiring one.
The dominant failure is wrong/missing size on re-
placement (61 examples, 30.3% of errors): e.g.,
“No small Sprite. I’ll have a Coca-Cola instead”—
all 7 flagships output Coca-Cola without inheriting
small. Under addition, 35 examples (17.4%) pro-
duce wrong/missing size on new item—e.g., “Add
another order of those fries” yields fries with no
size, though the order contains small fries.

Target resolution (target item). When the target
is referenced implicitly—via synecdoche, lexical
paraphrase, deixis, or zero anaphora—34 examples
(16.9%) produce added item missing: e.g., “Add
one more of that drink” requires resolving “drink”
to “Sprite”; models omit the item entirely (0% ac-
curacy on this example).

Implicit amendment type. When substitution is
phrased similarly to addition, 24 examples (11.9%)
produce both old and new present: e.g., “Actually I
want a large Coca-Cola instead” yields both water
and Coca-Cola—cues like “instead” or “actually”
are insufficient when the target is unnamed.

Scope misinterpretation. In 30 further exam-
ples, models misinterpret the amendment’s scope:
applying a size change to multiple items (14), re-
placing the entire order with a single item (11), or
dropping an unrelated item (5).

5.2 Clarification

Given the errors identified above, we test a turn-
taking setting: the Standard prompt is extended
with an optional ask_clarification function
call. If invoked, the model lists which components
it considers underspecified, receives their values
in explicit natural language, and then outputs the
order based on that. Otherwise, it outputs the order
directly.

Dataset. We evaluate on a clarification subset
(324 examples from the targeted dataset: 145 where

Model Acc ∆Std Clar% R|ask Prec

Clarification subset (324 examples)
Gemini 2.5 Pro 96.7 +13.5 13.5 54.5 98.9
GPT-5 94.1 +12.0 16.7 58.6 97.0
GPT-4o 90.6 +1.9 18.5 51.2 81.1
Claude Opus 4.6 90.7 +6.8 4.8 62.4 100.0
Claude Sonnet 4.5 89.8 +3.5 12.0 52.1 91.8
Hermes 3 405B 93.8 +2.3 7.2 44.0 87.3
DeepSeek V3.2 85.9 -2.1 4.0 43.5 75.7
Average 91.7 +5.4 11.0 52.3 90.2

Underspecified examples (50)
Gemini 2.5 Pro 44.4 +24.4 26.4 40.5 100.0
GPT-5 45.2 +14.4 28.4 40.8 94.9
GPT-4o 32.8 +31.2 34.0 43.4 71.5
Claude Opus 4.6 32.0 +2.8 19.2 42.9 100.0
Claude Sonnet 4.5 52.0 +45.2 58.0 41.0 65.9
Hermes 3 405B 29.2 +15.2 14.0 47.1 87.5
DeepSeek V3.2 11.2 +5.6 3.2 42.5 53.3
Average 35.3 +19.8 26.2 42.6 81.9

Table 5: Clarification results for flagship models, aver-
aged over k=5 runs. ∆Std = change vs. Standard (pp);
Clar% = clarification rate; R|ask = component recall
when asking; Prec = component precision. On under-
specified examples, clarification is always warranted.

models erred, 100 controls, 79 for component cov-
erage) and, separately, on 50 underspecified ex-
amples with genuinely ambiguous utterances (e.g.,
“Another order of that. But small this time,” where
multiple items could be the referent of “that”). The
full protocol is in Appendix H.

Results. Clarification improves accuracy by
+5.4 pp on the clarification subset and +19.8 pp on
underspecified examples (Table 5). When mod-
els ask, they identify the correct components (pre-
cision >90%) but miss half (recall ∼52%). The
larger issue is whether they ask at all: only 11% of
clarification examples and 26% of underspecified
ones. Effects vary substantially by model (Table 5).
There is an inherent trade-off: asking about every
implicit parameter is impractical, but proceeding
without asking leads to the errors above.

We consider three factors to understand the low
clarification rate. First, it is model-specific: the
same prompt yields very different rates across
models—on the clarification subset, Opus asks
on only 4.8% of examples while GPT-5 asks on
16.7% (Table 5; Appendix H). The variation is even
wider on genuinely ambiguous examples: 3.2%
(DeepSeek) to 58.0% (Sonnet). This suggests
model-specific behavior, most likely from train-
ing. Second, detection is partial: when models
do ask, they identify the correct components with
high precision (>90% on the clarification subset,
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84% on genuinely ambiguous examples), but recall
is low (∼52% and ∼41%, respectively), meaning
they miss about half the components they should
ask about. The near-zero unnecessary question
rate (≤0.8%; Appendix H) on fully explicit ex-
amples shows models can distinguish ambiguous
from unambiguous inputs, but detecting ambiguity
is clearly part of the issue. Third, there is a high
threshold to act: even on genuinely ambiguous
examples, models ask only 26% of the time on
average.

Laban et al. (2026) find that LLMs make assump-
tions early in conversation and cannot recover; Ra-
banser et al. (2026) observe that models do not
behave differently on ambiguous vs. unambiguous
inputs. Both align with our finding: models that
could benefit from asking choose not to. Learn-
ing to recognize when information is implicit or
ambiguous and then requesting it could improve
robustness, though this recognition is itself a prag-
matic reasoning challenge.

6 Conclusion

Our task is deliberately simple: one speaker, stan-
dard orders from a small fixed menu, a single un-
ambiguous amendment. Models are given the full
menu and a structured output format—all the in-
formation they need. Yet certain combinations of
amendment type (operation), implicit component,
and inference type remain challenging (83–89%
flagship accuracy, below 80% at the worst) across
all models and methods we tested. This is our key
finding; and in our view, the fact that these three
dimensions define a space in which errors cluster
in specific combinations serves to validate the util-
ity of characterizing amendments in this way. We
also find that while explicitly providing the set of
operations and required parameters via function
calling improves performance (+3.2 pp), it does
not entirely eliminate these failures. The challenge
is pragmatic, not architectural.

More realistic conversational interactions would
compound every factor we isolate: consider com-
plex and misspecified orders, multiple orders, mul-
tiple amendments, amending amendments, larger
or changing menus, or greater ambiguity. Current
models already fail in many cases in this highly
controlled setting—and fail to recognize when they
lack information (asking on only 11% of exam-
ples, despite high precision when they do). It’s
very likely that these failures would interact and

amplify in practice. The errors we observe are pre-
dictable: each combination of operation, implicit
component, and inference produces a characteristic
failure mode. This suggests the problem is sys-
tematic, not incidental, and that developing robust
task-oriented conversational interfaces will require
further effort in characterizing how natural con-
versational behaviors challenge model reasoning
in order to develop viable solutions. The work
reported here provides one step in that direction.

Limitations

Data. Our data is entirely synthetic and template-
generated; no real user interactions were collected.
While templates enable us to control for specific
inferences, they cannot capture the full range of
natural language variation (disfluencies, hedging,
culturally specific phrasing). Designing templates
and configurations that isolate specific inferences is
tedious and may not scale easily to new domains or
inference types. The process is also not error-free:
several rounds of data review were needed, produc-
ing the exclusion lists described in Appendix C.3.
Developing better ways to devise synthetic datasets
that systematically exercise certain inference types
remains an important challenge.

Scope. The evaluation covers a single task and
domain (fast-food ordering) with a fixed menu of
∼30 items across 4 categories. Each example con-
tains exactly one amendment; real conversations
involve longer and more complex orders, multiple
sequential amendments, and corrections to correc-
tions. The inference challenges we profile, while
empirically difficult, are still only a subset of what
real amendments require—we do not test cases
where users treat distinct menu items as variants of
one item (“Make that chocolate” for a shake, ex-
pecting Vanilla Shake → Chocolate Shake), short-
hand upgrades (“Make that a double” for cheese-
burger → double cheeseburger), or inferences a
helpful interlocutor might make (e.g., suggesting
a combo to save money when the items already
constitute one, or suggesting an item upgrade to
benefit from a combo). Item sizes are simplified
to a three-point scale (e.g., small, medium, large),
and ingredients can only be removed from items,
which means inferences relating modifications are
kept straightforward. We also do not vary the menu
itself to test whether models adapt to menu scale,
different item relationships, and constraints.
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Clarification experiment. The clarification sub-
set (324 examples) is smaller than the broad and
targeted datasets. The underspecified set contains
only 50 examples, limiting statistical power even
with k=5 runs, and tests only one type of ambigu-
ity (ambiguous deictic reference to the target item).
Other forms of genuine ambiguity were not the
focus of this study and so are not covered.

API. DeepInfra API errors during our function-
calling experiments prevented reliable evaluation
of native tool-calling for Hermes and DeepSeek
models; their Native FC results are therefore not
included in the main text.
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A Menu

We sample items from the following menu (Ta-
ble 6), inspired by the McDonald’s menu (McDon-
ald’s Corporation, 2024).

Items are organized into four categories: main,
side, drink, and dessert. Where applicable, items
use a three-point size scale (small, medium, large);
chicken nuggets use piece counts (6, 10, 20). Items
without a size entry (most mains, Vanilla Cone, ap-
ple slices) have no size attribute. Only mains have
removable ingredients. The Alternative names col-
umn lists other terms that may be used for indirect
reference in amendment utterances; items without
alternatives (Lemonade, water) cannot be targeted
via indirect reference.
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Item Sizes Removable ingredients Alternative names

Mains

McChicken — lettuce, mayonnaise chicken sandwich, sandwich, chicken
burger

quarter pounder w/ cheese — pickles, onions, ketchup,
mustard, cheese

quarter pounder, burger, cheeseburger,
sandwich

double quarter pounder w/ cheese — pickles, onions, ketchup,
mustard, cheese

double quarter pounder, quarter
pounder, burger, sandwich, cheese-
burger

double QP w/ cheese & bacon — pickles, onions, ketchup,
mustard, cheese, bacon

double quarter pounder, quarter
pounder, burger, cheeseburger, bacon
burger, bacon cheeseburger

chicken nuggets 6, 10, 20 — nuggets
Big Mac — pickles, onions, lettuce, spe-

cial sauce
burger, sandwich

Filet-O-Fish — lettuce, tartar sauce fish sandwich, sandwich
cheeseburger — pickles, onions, ketchup,

mustard, cheese
burger, sandwich

double cheeseburger — pickles, onions, ketchup,
mustard, cheese

burger, sandwich, cheeseburger

Sides

fries S/M/L — french fries
salad S/M/L — green salad
apple slices — — apple

Drinks

Coca-Cola S/M/L — Coke, soda
Dr. Pepper S/M/L — soda
Lemonade S/M/L — —
Sweet Tea S/M/L — tea
water S/M/L — —
Sprite S/M/L — soda

Desserts

McFlurry w/ OREO Cookies — — McFlurry, ice cream, oreo ice cream
McFlurry w/ M&M’s Candies — — McFlurry, ice cream, m&m’s ice cream
Vanilla Cone — — cone, ice cream, vanilla ice cream
Vanilla Shake S/M/L — shake, vanilla ice cream shake
Chocolate Shake S/M/L — shake, chocolate ice cream shake
Strawberry Shake S/M/L — shake, strawberry ice cream shake

Table 6: Full menu. Items are organized by category. Columns show available sizes (S/M/L = small, medium, large),
removable ingredients, and alternative names used for indirect reference in amendments.
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B Data Generation

B.1 Order Generation
Orders are generated by sampling one item per re-
quired category (main, side, drink), with a 50%
chance of including a dessert. Items and sizes are
sampled uniformly within each category, except
for sides, where fries are sampled at 80%. To ren-
der a natural-language utterance, we combine a
randomly selected intent phrase (e.g., “I’ll have”,
“Can I get”, drawn from 17 forms) with item-level
determiner templates that introduce surface varia-
tion (e.g., “a medium Coca-Cola”, “the large fries”,
“a 10-piece chicken nuggets”). Items are listed in a
fixed category order: main, side, drink, and option-
ally dessert. All variation is purely surface-level
and does not affect the inferences required to inter-
pret any subsequent amendment.

JSON output format. Each item in the order
is represented as a JSON object with four fields:
name, category, size, and modifications. The
full order is a list of such objects. For example:
[{"name": "cheeseburger",
"category": "main",
"size": null, "modifications": []},
{"name": "fries",
"category": "side",
"size": "medium", "modifications": []},
{"name": "Coca-Cola",
"category": "drink",
"size": "medium", "modifications": []}]

Items without applicable sizes (e.g., burgers) use
null. Modifications are represented as a list of
ingredients to be removed (e.g., ["no pickles",
"no onions"]).

B.2 Amendment Generation
Each example involves exactly one amendment to
the order. Amendments are generated from 624
unique structured templates across seven operation
subtypes (Table 7).

B.2.1 Template Structure
Each template is a string with placeholders that
are filled at generation time with values sampled
from the order and menu. Every template car-
ries metadata specifying which components are
explicit, implicit, or N/A. Five of the seven com-
ponents are fixed at authoring time; the remaining
two (target_field_value and new_item_size)
depend on the sampled items and are resolved at
generation time. For example, new_item_size is
N/A when substituting for a Cheeseburger (which

Amendment Type Subtype Templates

Deletion — 60

Addition new item 29
existing, same size 71
existing, diff. size 89

Modification ingredients 105
size 145

Substitution — 125

Total 624

Table 7: Amendment templates by amendment type
(operation) and subtype.

has no size), but explicit or implicit when substi-
tuting for a Coca-Cola, depending on whether the
utterance mentions the size (e.g., large). Some tem-
plates are flexible: the generator produces variants
with and without explicit size mentions from the
same template string, e.g., “Change my large Coca-
Cola to a large Sprite” (size explicit) vs. “Change
my Coca-Cola to a Sprite” (size implicit, must be
inherited).

B.2.2 Generation Constraints
Several constraints ensure that every generated ex-
ample is valid and unambiguous:

Operation validity. The menu, order parameters,
and amendment type (and subtype) constrain which
values can be sampled to parameterize amend-
ment templates. Deletion requires the item to
exist in the order. Substitution samples a differ-
ent item from the same category (e.g., one drink
for another). Modification–size requires the item
to have available sizes; modification–ingredients
requires it to have removable ingredients (both
size and ingredients are sampled from the menu).
Addition–new item excludes items already in the
order. Addition–existing item samples from the or-
der; same-size addition requires the sampled item
to have a size, while different-size addition addi-
tionally excludes the item’s current size from the
available size values. Each example has metadata,
including the component values, which are always
updated to reflect the sampled values. For exam-
ple, when addition samples an item without a size,
new_item_size is N/A.

Indirect references. Templates with
target_item=implicit__indirect use al-
ternative item names from the menu—lexical
paraphrases, synecdoche, or metonymy (e.g.,
“Coke,” “soda,” “drink” for Coca-Cola; “chicken
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sandwich,” “sandwich,” “main” for McChicken;
see Table 6). Because each order contains at most
one item per category, a category-level reference
like “the main” or a shared synonym like “soda”
always resolves to exactly one item, making every
indirect reference unambiguous in context. Some
templates additionally exclude alternative names
that collide with primary names of other items in
the same category, potentially causing ambiguity.
For example, given an order with a quarter-pounder
with cheese, “remove the cheeseburger from my
order” is unambiguous, whereas “I want that
cheeseburger without pickles” or “Add one more
of that cheeseburger” could be confused with
adding a cheeseburger from the menu.

Deictic and zero-anaphora references. Tem-
plates with target_item=implicit__that use
“that” or “those” to refer to a contextually salient
item (e.g., “Make that a Big Mac instead,” given
an order of cheeseburger, medium fries, medium
Coca-Cola). In substitution templates, negated
forms like “not that” are a special case, as the ex-
pression could in principle reject the entire order;
we only generate cases where recency and cate-
gory matching disambiguate: “Not that. I want
a small Sprite instead” is unambiguous because
Coca-Cola is the most recent item and Sprite is
also a drink. By contrast, “Not that. I’ll have
a Big Mac instead” would be ambiguous—“that”
could refer to any item or the whole order—so we
do not generate such examples. Templates with
target_item=implicit__not_mentioned omit
the target entirely (zero anaphora) (e.g., “I want
a Sprite instead”), rely on similar constraints.

Directional size inference. All sized items use a
three-point scale (e.g., small/medium/large; see Ta-
ble 6). The model must apply a function: given the
current size and a direction (+1 or −1 on the scale),
compute the target size. Some templates specify a
step (“one size larger”), making the target unam-
biguous from any starting size; the generator also
sets the starting size to the middle of the scale so
the step remains valid. For bare directional terms
(“Make my Sprite larger”), the generator likewise
sets the starting size to the middle, so the direc-
tion resolves to exactly one target—“larger” from
medium can only mean large.

Size inheritance in substitution. When a sub-
stitution template leaves the new item’s size im-
plicit (new_item_size=implicit), the new item

inherits the replaced item’s size. This requires
both items to have a size attribute. The generator
forces explicit size for dissimilar pairs within the
same category—e.g., Coca-Cola ↔ water (drinks)
or fries ↔ salad (sides)—where size inheritance
would be unreasonable, while implicit inheritance
is allowed for similar pairs (e.g., Coca-Cola ↔
Sprite, both soft drinks with the same size scale):
“Change my large Coca-Cola to a large water” (size
explicit, forced) vs. “Change my large Coca-Cola
to a Sprite” (size implicit, inherited).

Ingredient modifications. Because only mains
have removable ingredients (Table 6), ingredient
modification always unambiguously targets the
main item. The generator samples 1–3 ingredients
uniformly at random from the item’s removable set.
We excluded or regenerated cases where removing
an ingredient changes the nature of the item and
potentially maps it to a different menu item—e.g.,
removing cheese from a Cheeseburger or bacon
from a Double Quarter Pounder with Cheese and
Bacon (see Appendix C.3).

Sampling and deduplication. For the broad
dataset, each template is sampled a fixed number of
times, with templates for underrepresented compo-
nent values (e.g., zero anaphora for target_item,
directional up/down for target_field_value)
boosted to ensure coverage (Table 10). For the
targeted dataset, templates matching each profile
are shuffled and cycled in round-robin order until
the target count is reached. For both datasets, each
generated order–utterance pair is checked against
existing ones and regenerated if not unique.

Category selection is uniform across valid cat-
egories for most operations; the exception is
addition–new, which uses weighted sampling
(main 35%, side 10%, drink 30%, dessert 25%)
to reflect the smaller number of unique sides. For
substitution, the new item receives the same size
as the replaced item 70% of the time (different size
30%).

For the broad dataset, whether to mention the
added or substituted item’s size in the utterance
is determined with 50% probability; whether to
mention the anchor item’s size is likewise 50%.
Since the anchor’s size is always stated in the order
utterance, we do not treat its presence or absence
in the amendment utterance as a different inference
type. Component values (e.g., new_item_size)
are set to implicit or explicit accordingly. For the
targeted dataset, size mention is imposed rather
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than sampled, ensuring that inheritance inferences
are required where intended.

At most 20% of examples per profile may have
an explicitly stated amendment offer, prevent-
ing over-representation of less interesting surface
forms (e.g., “I’m changing my order”).

B.2.3 Example Templates and Realizations
Table 8 illustrates the generation pipeline: each row
shows a concrete utterance (with filled placeholder
values in bold), the component values the model
must infer, and the inference type required. Exam-
ples range from fully explicit to implicit across all
four operation types.
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Amendment
Type

Utterance Implicit components (correct values) Inferences tested

Assumed order: cheeseburger, medium fries, medium Coca-Cola, medium Chocolate Shake.

Deletion “I’m changing my order. Please
remove the medium fries.”

— (fully explicit) —

Deletion “No wait. No burger.” amendment type, target item (cheese-
burger)

implicit operation type, indi-
rect ref.

Modification “Change my medium fries to
large.”

target field (size) implicit field identification

Modification “Remove the pickles from my
cheeseburger.”

target field (ingredients) implicit field identification

Modification “Make my fries larger.” amendment type, target field (size), tar-
get field value (large)

implicit operation type, im-
plicit field identification, di-
rectional size inference

Modification “Hold the onions and pickles.” amendment type, target item (cheese-
burger), target field (ingredients)

implicit operation type, zero
anaphora, implicit field iden-
tification

Substitution “Make that a Vanilla Shake.” amendment type, target item (Choc.
Shake), new item size (medium)

implicit operation type, de-
ictic ref., anchor property in-
heritance

Substitution “No wait. A Sprite instead.” amendment type, target item (Coca-
Cola), new item size (medium)

implicit operation type, zero
anaphora, anchor property
inheritance

Addition “Please add a 6-piece chicken-
nuggets.”

— (fully explicit) —

Addition “I want one more Coca-Cola.
Make that large.”

amendment type implicit operation type

Addition “Give me one more Coca-Cola.” new item size (medium) anchor property inheritance

Addition “I want another of those fries.” amendment type, new item size
(medium)

implicit operation type, an-
chor property inheritance

Table 8: Amendment examples from the dataset. Bold marks values filled from the order and menu at generation
time; non-bold text is fixed by the template. The Implicit components column lists which components are implicit;
italicized parenthetical values are the correct values the model must infer. Amendment offer is implicit in all rows
except the first and is omitted for space.
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C Datasets

C.1 Dataset Distribution
Tables 9 and 10 compare the operation-subtype
and component-value distributions across all five
datasets. Table 11 adds per-value flagship accu-
racy and the gap relative to explicit baselines. All
counts reflect totals excluding instances that have
been struck from the dataset for ambiguity or dis-
fluency. The targeted dataset is constructed from
difficulty profiles that bias sampling toward harder
inferences; the shifts in distribution—e.g., substitu-
tion rising from 10.8% to 25.0%, deictic references
from 6.2% to 12.5%—reflect this deliberate over-
sampling.

Implicit-component composition. Table 12 de-
composes examples by which components are im-
plicit, for n=1 through n=4, on both the broad
dataset (711 examples) and the targeted dataset
(720 examples).

At every value of n and in both datasets, groups
involving harder inferences have lower accuracy,
while groups without them approach 100%. The
apparent “recovery” at n=4 seen in Figure 1 oc-
curs because n=4 has proportionally fewer hard
examples. In short, accuracy is heavily impacted
by which components are implicit and the diffi-
culty of the inferences required to resolve them.
The number of implicit components is also a factor,
but predominantly as a proxy for the distribution
of inferences tested at each n. Table 12 provides
quantitative evidence for this claim (Section 4).

Shuffled dataset (278 examples). A shuffled
variant is generated from the same targeted-dataset
profiles at one-third the sampling rate but with ran-
domized item mention order in the order utterance
(e.g., “I want large fries, a cheeseburger, . . . ” rather
than the standard main–side–drink order), testing
whether models rely on positional cues. Results
are reported in Appendix D.

29338



Broad Targeted Shuffled Clarification Underspecified
(711) (720) (289) (324) (50)

Addition
exist. same size 85 80 30 37 30
exist. diff. size 45 130 56 35 20
new 28 10 4 4 —

Deletion 56 30 12 16 —

Modification
size 190 170 64 65 —
ingredients 130 70 28 30 —

Substitution 77 180 45 107 —

Vanilla (no amendment) 100 50 50 30 —

Total 711 720 289 324 50

Table 9: Amendment type (operation) and subtype distribution across all five datasets (post-exclusion counts).
Broad = baseline evaluation (23 models); Targeted = denser sampling of difficult profiles; Shuffled = randomised
item order (same profiles, ≈40% sample); Clarification = subset where models may ask for implicit information;
Underspecified = genuinely ambiguous deictic examples.

Component Value Broad Targeted Shuffled Clarification Underspecified
(711) (720) (289) (324) (50)

amendment_offer explicit 143 74 21 35 5
implicit 468 596 218 259 45
N/A 100 50 50 30 —

amendment_type explicit 269 241 90 118 —
implicit 342 429 149 176 50
N/A 100 50 50 30 —

target_item explicit 296 190 73 101 —
indirect ref 176 300 104 111 —
deictic 44 90 33 46 50
zero anaphora 67 90 29 36 —
N/A 128 50 50 30 —

target_field explicit 124 101 36 45 —
implicit 196 139 56 50 —
N/A 391 480 197 229 50

target_field_value explicit 197 140 56 51 —
dir. up 63 50 18 21 —
dir. down 60 50 18 23 —
N/A 391 480 197 229 50

new_item explicit 77 180 45 107 —
N/A 634 540 244 217 50

new_item_size explicit 90 140 64 75 20
inheritance 90 160 35 95 30
dir. up — 50 18 6 —
dir. down — 50 18 7 —
N/A 531 320 154 141 —

Table 10: Component value distributions across all five datasets (post-exclusion counts). N/A = component does
not apply to this operation type (e.g., new_item_size is N/A for deletions). For new_item_size, “inheritance” =
anchor property inheritance; “dir. up/down” = directional size inference (up = larger, down = smaller). See Table 11
for per-value flagship accuracy.
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Broad (711) Targeted (720)

Component Inference n Flg (%) ∆ n Flg (%) ∆

amendment_offer — 143 96.7 — 74 96.0 —
implicit 468 97.6 +0.9 596 92.6 -3.4

amendment_type — 269 98.0 — 241 95.5 —
implicit 342 96.9 -1.1 429 91.5 -4.0

target_item — 296 96.8 — 190 92.1 —
indirect ref 176 99.0 +2.3 300 94.4 +2.3
deictic 44 92.5 -4.3 90 89.0 -3.1
zero anaphora 67 98.0 +1.2 90 94.2 +2.1

target_field — 124 99.0 — 101 98.7 —
implicit 196 99.7 +0.7 139 98.0 -0.7

target_field_value — 197 99.7 — 140 98.0 —
dir. up 63 99.3 -0.4 50 98.2 +0.2
dir. down 60 98.6 -1.1 50 99.1 +1.2

new_item — 77 92.2 — 180 84.3 —

new_item_size — 106 96.9 — 140 91.2 —
inheritance 55 83.7 -13.1 160 82.7 -8.4
dir. up — — — 50 98.0 +6.8
dir. down — — — 50 98.5 +7.4

Table 11: Per-component flagship accuracy (%) and gap vs. explicit baseline (∆, in pp). — = component is explicit
(no inference required); named rows = inference type when implicit. N/A values omitted. Components with small
|∆| across all inference types do not drive difficulty; those with at least one large negative ∆ motivate the targeted
profiles. “dir. up/down” = directional size inference (up = larger, down = smaller); “inheritance” = anchor property
inheritance. Flg = mean accuracy across 7 flagship models (k=5 runs each).
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Broad Targeted

Implicit components Distinguishing inferences n Acc. n Acc.

n=1 implicit components (broad: 100, targeted: 41)
new_item_size inheritance 6 70.0 5 87.4
type (none) 22 98.6 5 100.0
target_item indirect ref, deictic 15 99.6 11 97.4
offer (none) 51 99.8 19 99.7
target_field implicit 6 100.0 1 100.0
n=1 avg. 100 97.7 41 97.6

n=2 implicit components (broad: 188, targeted: 140)
offer, new_item_size inheritance 7 77.1 21 84.2
type, new_item_size inheritance 8 86.1 1 88.6
type, target_field implicit 4 94.3 2 91.4
type, target_item indirect ref, zero anaphora 11 95.1 7 89.4
offer, type (none) 64 97.8 23 98.3
offer, target_field_value dir. down, dir. up 36 99.0 24 98.8
offer, target_item indirect ref, deictic 22 99.9 36 94.8
target_item, new_item_size indirect ref, inheritance 6 100.0 12 98.3
offer, target_field implicit 24 100.0 9 100.0
target_item, target_field implicit, deictic, indirect ref 6 100.0 5 98.9
n=2 avg. 188 97.2 140 94.9

n=3 implicit components (broad: 189, targeted: 257)
offer, type, new_item_size inheritance 7 69.8 53 81.1
offer, target_item, new_item_size inheritance, indirect ref, deictic 7 87.8 39 94.2
offer, type, target_item indirect ref, deictic, zero anaphora 25 90.7 66 84.6
type, target_item, target_field implicit, zero anaphora, deictic, indirect ref 27 98.8 18 97.0
offer, type, target_field_value dir. up, dir. down 26 99.2 16 100.0
offer, target_item, target_field_value indirect ref, dir. up, dir. down 30 99.5 30 99.5
type, target_item, new_item_size inheritance, indirect ref, zero anaphora 5 100.0 3 96.2
offer, type, target_field implicit 36 100.0 7 100.0
offer, target_item, target_field implicit, indirect ref, zero anaphora, deictic 26 100.0 25 93.5
n=3 avg. 189 96.9 257 90.3

n=4 implicit components (broad: 107, targeted: 228)
offer, type, target_item, new_item_size inheritance, indirect ref, deictic 9 83.8 126 89.9
offer, type, target_item, target_field_value indirect ref, dir. up, dir. down 31 98.1 30 97.0
offer, type, target_item, target_field implicit, zero anaphora, indirect ref, deictic 67 99.9 72 99.4
n=4 avg. 107 98.0 228 93.8

Table 12: Full composition of implicit-component groups for n=1 through n=4, comparing broad (711 examples)
and targeted (720 examples) datasets. Acc. = average accuracy of 7 flagship models over k=5 runs.

29341



C.2 Targeted Dataset Profiles
Each template and how it is parameterized leaves
specific components implicit—these are what the
model must infer. Different components admit dif-
ferent types of inference for resolving them (Sec-
tion 3.4). Not all components are equally difficult
when implicit. We use the broad-dataset accuracy
gap between explicit and implicit values (Table 11)
to identify which components warrant detailed anal-
ysis, and then test all inference types for those com-
ponents systematically.

Which components drive difficulty? Three
components have at least one inference type that
is empirically hard: target_item (deictic refer-
ence: −4.3 pp), new_item_size (anchor property
inheritance: −13.1 pp), and target_field_value
(directional size inference: −0.4 to −1.1 pp). For
each, multiple inference types are possible—some
hard, some easy. We ensure denser coverage of all
of them to confirm which ones drive difficulty and
whether difficulty compounds when we combine
these with other implicit components.

Why we do not drill down on the other com-
ponents. The remaining four components could
of course be drilled down by inference type as
well. However, we felt that their component-
level gap was too small to warrant this ef-
fort. amendment_offer (implicit: +0.9 pp) and
amendment_type (implicit: −1.1 pp) are easy re-
gardless of how they are expressed—e.g., “I want
another” (implicit addition) vs. “Please add” (ex-
plicit) are both trivially interpretable when down-
stream components are stated. target_field is
always implicit for modifications to ingredients (no
useful explicit/implicit contrast), and fairly obvious
when it is implicit for modifications to size (e.g.,
"Make my Sprite larger/large." vs. "Change the
size of my Sprite to large") and new_item is al-
ways explicit (it must be stated for the amendment
to be interpretable).

Profile construction. A profile pairs an amend-
ment subtype with one or two specific inference
types for these three components—e.g., “substi-
tution requiring deictic reference resolution and
anchor property inheritance.” We enumerate pro-
files by crossing each amendment subtype with
the inference types admitted by its relevant com-
ponents, yielding 33 active profiles (two deictic
addition profiles were fully excluded; Section C.3).

Band assignment. Profiles are grouped into three
bands by the number of these components left im-
plicit: Hard (2 of these components implicit, 30 ex-
amples each), Moderate (1 implicit, 20 each), and
Control (all three explicit—baseline, 10 each), plus
50 vanilla orders (no amendment). Bands reflect
the number of inferences required, not predicted
difficulty. Some single inferences are intrinsically
harder than certain two-inference combinations—
e.g., M19 deictic reference in substitution (85.4%
average flagship accuracy in the targeted dataset,
n=20) is harder than H5 indirect reference + di-
rectional size up in modification (97.0%, n=30).
The Hard band tests whether combining multiple
implicit components compounds difficulty. The
broad dataset covers many of these combinations
too sparsely for reliable estimates (e.g., H9 deictic +
inheritance: n=4; H8 zero anaphora + inheritance:
n=1). Denser sampling in the targeted dataset pro-
vides the statistical power to confirm these patterns.

Table 13 lists all profiles with their coverage and
flagship accuracy on both datasets.
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Broad Targeted

ID Amendment Type Subtype Inferences n Acc n Acc Tpl

Hard — 2 of these components implicit, 30 examples each
H1 Addition exist. diff. size Indirect ref. + Dir. size up — — 30 97.5 5
H2 Addition exist. diff. size Indirect ref. + Dir. size down — — 30 98.0 5
H3 Addition exist. same size Indirect ref. + Anchor prop. inheritance 19 99.7 30 98.9 15
H5 Modification size Indirect ref. + Dir. size up 31 99.6 30 97.0 8
H6 Modification size Indirect ref. + Dir. size down 30 97.9 30 99.5 6
H7 Substitution — Indirect ref. + Anchor prop. inheritance 3 86.7 30 83.9 18
H8 Substitution — Zero anaphora + Anchor prop. inheritance 1 100.0 30 93.1 11
H9 Substitution — Deictic ref. + Anchor prop. inheritance 4 53.6 30 77.5 26

Moderate — 1 of these components implicit, 20 examples each
M1 Addition exist. diff. size Dir. size up — — 20 98.7 5
M2 Addition exist. diff. size Dir. size down — — 20 99.3 5
M3 Addition exist. diff. size Indirect ref. 16 97.1 20 72.7 20
M5 Addition exist. same size Anchor prop. inheritance 18 70.0 20 74.1 20
M6 Addition exist. same size Indirect ref. — — 20 99.1 13
M7 Deletion — Indirect ref. 21 100.0 20 93.7 20
M8 Modification ingredients Indirect ref. 18 99.8 20 93.3 20
M9 Modification ingredients Zero anaphora 51 99.8 20 99.4 18
M10 Modification ingredients Deictic ref. 24 100.0 20 99.4 20
M11 Modification size Dir. size up 32 98.9 20 100.0 8
M12 Modification size Dir. size down 30 99.3 20 98.6 6
M13 Modification size Indirect ref. 14 100.0 20 95.3 15
M14 Modification size Zero anaphora 12 97.9 20 100.0 7
M15 Modification size Deictic ref. 7 100.0 20 99.3 14
M16 Substitution — Anchor prop. inheritance 10 87.7 20 57.6 19
M17 Substitution — Indirect ref. 8 100.0 20 99.1 18
M18 Substitution — Zero anaphora 1 60.0 20 84.6 11
M19 Substitution — Deictic ref. 3 75.2 20 85.4 20

Control — all three components explicit (baseline), 10 examples each
C1 Addition exist. diff. size all explicit 29 94.1 10 96.3 10
C2 Addition exist. same size all explicit 20 100.0 10 100.0 10
C3 Addition new all explicit — — 10 98.3 10
C4 Deletion — all explicit 35 99.9 10 100.0 10
C5 Modification ingredients all explicit 37 99.4 10 98.3 10
C6 Modification size all explicit 34 100.0 10 100.0 10
C7 Substitution — all explicit 18 100.0 10 99.7 10

Vanilla — plain orders, no amendment
vanilla Vanilla — — 100 99.9 50 99.9 —

Total 720

Table 13: Targeted dataset profiles with broad-dataset comparison. The three components selected for detailed
analysis are target item, new item size, and target field value. Each profile pairs an amendment subtype with one or
two inferences for these components. n = post-exclusion example count; Acc = mean accuracy (%) across 7 flagship
models (k=5 runs each); Tpl = distinct templates (each filled with different menu values for diversity). “Dir. size
up/down” = directional size inference (up = larger, down = smaller); “Anchor prop. inheritance” = size inherited from
an anchor item in the order. “—” in Broad columns = combination absent from broad dataset (motivating targeted
sampling). Two deictic addition profiles (H4, M4; 50 examples) were fully excluded as genuinely ambiguous
(Section C.3) and are omitted.
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C.3 Data Quality and Exclusions
After generation, we apply post-hoc quality checks
to identify examples whose ground truth cannot be
reliably inferred from the utterance alone, or where
resolution requires unreasonable effort. Such ex-
amples are removed via per-dataset exclusion lists.

C.3.1 Broad Dataset (151 excluded, 711
effective)

Of 862 generated examples, 151 are excluded:
puzzle-like directional size resolution (88)—
deictic modify-size templates where all items but
one are set to boundary sizes, making only one item
able to move in the requested direction (e.g., “Make
that larger” when the order contains a cheeseburger
(no size), large fries, and a medium Coke—only the
Coke can be made larger). The reference is techni-
cally unambiguous, but resolving it requires check-
ing every item’s size—more puzzle-solving than
natural inference; ambiguous references (22)—
indirect or deictic expressions whose referent can-
not be uniquely resolved. In addition, as described
in Appendix B.2, negated deictic forms like “not
that” in substitutions could in principle reject the
entire order. We keep cases where recency and
category matching disambiguate (e.g., “Not that.
I want a small Sprite instead”—Coca-Cola is the
most recent item and Sprite is also a drink; or “I
don’t want that drink. I want a small Sprite in-
stead,” where “drink” provides a category cue);
examples where they do not (e.g., “Not that. I’ll
have a Big Mac instead,” where “that” could refer
to any item or the whole order) are excluded; dis-
similar size inheritance (13)—substitutions across
dissimilar subcategories (e.g., fries ↔ salad, wa-
ter ↔ flavoured drinks) where size inheritance is
too much to expect; and 28 miscellaneous issues
(disfluent templates, reversed amendment order,
item-specific edge cases). The most prominent of
these item-specific edge cases involved ingredient
modification examples where removing an ingredi-
ent changes the nature of the item—e.g., removing
cheese from a Cheeseburger or bacon from a Dou-
ble Quarter Pounder with Cheese and Bacon (with
Double Quarter Pounder with Cheese also on the
menu). Such removals potentially map the item to
a different menu entry, overcomplicating the task
beyond the intended scope of ingredient modifica-
tion. These were excluded from the broad dataset;
for the targeted dataset, we flagged such examples,
then the generator was constrained to avoid such
combinations, and affected examples were regener-

ated.

C.3.2 Targeted Dataset (50 excluded, 720
effective)

Templates whose generated examples were flagged
frequently in the manual review of the broad dataset
were excluded. Manual review also found 23 un-
usual or disfluent examples caused by the val-
ues sampled from the menu (e.g., “I don’t want
any cheese on my cheeseburger”, “Add chicken
nuggets. 10 please.”—where “10” could be read
as “10 orders of nuggets” rather than 10-piece).
Instead of excluding them, we regenerated these
examples—and checked them again—to preserve
the target distribution. 50 deictic addition ex-
amples (30 same-size, 20 different-size) are ex-
cluded because recency—resolving “that” to the
most recently mentioned item—is the only disam-
biguation signal (e.g., “Add one more of that”).
The ground truth is simply “duplicate the last-
mentioned item”—no new item category, size con-
straint, or semantic cue anchors the resolution.
These examples are used as the underspecified sub-
set in the clarification experiment (§5.2), where
accuracy of 5.7–24.7% under the Standard prompt
confirms they are genuinely ambiguous.

C.3.3 Shuffled Dataset (42 excluded, 278
effective)

Of 320 generated examples, 42 are excluded: 18
recency-only deictic additions (same criterion as
above); 15 substitutions where an unsized item is
replaced by a sized item without stating the size—
since the anchor has no size, there is nothing to
inherit (e.g., replacing a cheeseburger with chicken
nuggets, which require a size, but the cheeseburger
has none to inherit from); 2 overlap both categories;
and 11 substitution were ambiguous.
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D Experiment Leaderboards

Table 14 shows the full 23-model baseline leader-
board on the broad dataset (711 examples, k=5
runs), including single-run temperature-0 accuracy
where available.

Table 15 presents per-model performance across
all four prompting methods (Standard, Two-step,
Sim. FC, Native FC) on the targeted dataset (k=5,
n=720). All methods use 15 models. The Deep-
Infra API used to access Hermes 3 and DeepSeek
v3.2 had limited native tool-use support: no support
for Hermes 3 and unreliable outputs for DeepSeek
v3.2.

Native vs. Simulated FC. The per-model data
(Table 15) shows that the gap between Native
FC and Sim. FC is inconsistent across providers.
Among flagships: Sonnet is stable (97.7% →
98.0%), Opus and GPT-5 show minor drops
(∼1.5 pp), while GPT-4o drops 5.9 pp and Gem-
ini Pro drops 4.0 pp—the latter possibly related
to schema adaptations (Google required making
size and modifications fields optional; Ap-
pendix I.1). Among smaller models the picture
is similarly mixed: GPT-5-mini actually improves
slightly (97.2% → 97.9%), Gemini Flash and
GPT-5-nano are stable, but GPT-4o-mini drops
22.6 pp. The models queried via the DeepInfra
API (Llama 70B/8B, DeepSeek, Hermes) show
massive drops or total failure—DeepInfra only sup-
ports tool_choice: "auto" and forced tool calls
threw errors (Appendix I.1). The pattern appears
to be provider- and generation-specific rather than
scale-related: the GPT-5 family handles Native FC
well across sizes, while the GPT-4o family strug-
gles. Native FC varies across providers in ways
we cannot control, which is why we designed Sim.
FC as the primary experimental condition—it uses
identical function definitions and prompts across
all models.

Temperature 0. Although this is not a cre-
ative task, we use default temperature throughout.
Temperature-0 results (where available) confirm
this choice: most models perform within 1–2 pp of
their k=5 average (Table 14). GPT-5 models do
not support temperature 0.

Positional bias. The Shuffled variant (278 exam-
ples, 9 models including 7 flagships; Appendix C.1)
randomizes item mention order in the order utter-
ance, testing whether models rely on positional
cues (Table 15). The Standard prompt averages

92.3% on the shuffled dataset vs. 93.4% on the
targeted dataset—a minor difference partially at-
tributable to different example compositions (the
shuffled set samples one-third as densely from the
same profiles). Six of nine models decline slightly;
the effect does not change which inferences are
hard.

Model scale. Smaller models exhibit the same
difficulty patterns—the same hard inference–
amendment type pairs dominate errors—but at
lower overall accuracy (Section 4). Both Sim. FC
and Two-step benefit smaller models disproportion-
ately, likely because the structured decomposition
compensates for weaker single-turn reasoning.

Table 16 breaks down accuracy by inference
type for each of the 15 models evaluated on the tar-
geted dataset (720 examples, k=5 runs; 50 recency-
only exclusions applied), grouped into flagship
(7 models, averaged), mid-tier (6 models shown
individually: Claude Haiku 4.5, Gemini 2.5 Flash,
Gemini 2.5 Flash Lite, GPT-4o-mini, GPT-5-mini,
Llama 3.1 70B), and small (GPT-5-nano, Llama 3.1
8B). The ranking of inference difficulty is remark-
ably stable across scales. Anchor property inher-
itance is the hardest inference type at every tier:
82.7% flagship → 73–87% mid-tier → 51–52%
small. Deictic reference is consistently the sec-
ond hardest. No inference type that is easy for
flagships becomes hard for smaller models—the
difficulty ordering is preserved, only the absolute
accuracy level shifts downward. This confirms that
the pragmatic inference taxonomy captures gen-
uine difficulty drivers, not artifacts of a particular
model family or scale.
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Table 14: Full leaderboard: Standard method on the broad dataset (711 examples, k=5 runs) with single-run
temperature-0 comparison. All metrics averaged over k=5 runs. ⋆ = flagship model (top model per provider). ∆
= Temp-0 accuracy − Acc (negative means temp-0 run was less accurate than average default temp over 5 runs).
Models sorted by accuracy. — = temperature-0 not supported (GPT-5 family).

Default temp (k=5) Temp-0

Rank Model Acc pass@k passk Acc ∆

1 hermes-3-llama-3.1-405b ⋆ 98.2 99.2 96.3 98.2 +0.0
2 gpt-5-mini 98.2 99.2 96.5 — —
3 claude-sonnet-4-5 ⋆ 98.1 98.2 97.9 97.8 −0.3
4 gpt-5 ⋆ 98.1 98.6 97.2 — —
5 llama-3.3-70b-instruct-turbo 98.0 98.6 96.6 97.0 −1.0
6 minimax-m2.5 98.0 99.4 95.4 97.7 −0.3
7 deepseek-v3.1-terminus 98.0 98.9 96.5 96.8 −1.1
8 gpt-4o ⋆ 97.9 98.7 96.3 97.5 −0.3
9 deepseek-v3.2 ⋆ 97.7 99.7 92.5 98.6 +0.9

10 llama-3.1-70b-instruct 97.3 99.0 94.1 97.9 +0.7
11 gemini-2.5-pro ⋆ 97.2 98.7 95.6 95.6 −1.6
12 minimax-m2.1 97.2 99.3 93.8 96.7 −0.5
13 claude-opus-4-6 ⋆ 97.1 97.2 97.0 96.5 −0.6
14 gpt-4.1 97.1 97.8 96.1 96.5 −0.5
15 claude-opus-4-5 97.0 97.2 96.8 96.1 −0.9
16 claude-haiku-4-5 97.0 97.3 96.6 96.3 −0.7
17 llama-3.1-70b-instruct-turbo 96.8 98.9 92.8 97.7 +0.8
18 gemini-2.5-flash 96.5 98.0 95.4 96.1 −0.4
19 gpt-4.1-mini 96.3 97.8 94.9 95.4 −0.9
20 gpt-5-nano 96.1 97.6 92.4 — —
21 gpt-4o-mini 95.1 96.6 92.5 94.7 −0.4
22 gpt-4.1-nano 89.7 93.7 83.3 90.9 +1.1
23 gemini-2.5-flash-lite 89.6 92.0 87.2 89.1 −0.6

Mean (all 23) 96.6 97.9 94.5
Mean (flagship 7) 97.7 98.6 96.1

Table 15: Per-model performance across methods on the targeted dataset and Standard on the shuffled dataset (k=5
runs). All metrics averaged over k=5 runs; p@k = pass@k, pk = passk. ⋆ = flagship model. Targeted dataset:
n=720; Shuffled: n=278 (randomized item mention order, flagship-tier only). †Hermes 3 DeepInfra API had no
tool-use support. ‡DeepSeek v3.2 DeepInfra API had unreliable tool-use.

Standard Two-step Sim. FC Native FC Std. Shuffled

Model Acc p@k pk Acc p@k pk Acc p@k pk Acc p@k pk Acc p@k pk

claude-haiku-4-5 93.1 94.0 91.9 96.3 96.5 96.0 97.5 98.3 96.5 95.7 97.5 93.8 90.3 91.4 89.6
claude-opus-4-6 ⋆ 92.7 93.2 92.1 95.2 95.4 94.7 97.3 97.5 97.0 95.8 96.1 95.6 91.2 92.1 90.3
claude-sonnet-4-5 ⋆ 93.0 93.9 92.1 95.7 96.4 95.0 97.7 98.1 96.9 98.0 98.6 97.2 91.4 92.5 90.6
deepseek-v3.2‡ ⋆ 93.4 98.5 84.2 95.2 97.6 90.7 94.2 98.9 84.2 54.1 92.2 9.2 91.9 96.4 83.5
gemini-2.5-flash 91.7 95.7 85.1 90.7 95.4 84.9 94.4 97.1 91.2 94.7 98.2 90.4 92.0 94.2 88.8
gemini-2.5-flash-lite 87.4 91.4 83.1 80.6 86.8 75.1 81.1 83.6 78.3 81.9 84.2 79.3 — — —
gemini-2.5-pro ⋆ 92.4 95.7 88.2 91.5 95.0 86.4 97.4 99.0 95.3 93.4 98.8 87.1 92.7 94.2 90.3
gpt-4o ⋆ 94.4 96.0 92.5 92.9 94.9 90.8 96.1 97.8 93.6 90.2 95.7 82.4 92.3 93.5 90.3
gpt-4o-mini 89.3 92.5 85.1 89.3 93.2 83.2 84.8 88.9 79.9 62.2 77.9 45.7 — — —
gpt-5 ⋆ 91.9 94.6 87.6 92.0 93.9 88.9 97.2 98.5 95.7 95.9 97.9 93.6 94.4 96.0 92.1
gpt-5-mini 93.8 96.8 89.7 93.1 95.3 90.0 97.2 98.9 95.0 97.9 99.6 96.5 — — —
gpt-5-nano 83.0 91.8 74.9 84.4 91.0 75.8 92.7 96.2 87.6 91.8 96.5 81.8 — — —
hermes-3-405b† ⋆ 96.2 98.2 91.4 92.6 95.6 87.6 96.0 98.5 91.2 0.0 0.0 0.0 94.5 96.4 89.2
llama-3.1-70b-instruct 93.8 97.2 89.9 95.2 97.2 92.8 93.6 97.5 87.6 75.3 94.9 43.3 — — —
llama-3.1-8b-instruct 67.7 83.8 51.2 78.2 92.8 60.6 81.6 93.6 65.4 51.1 67.0 30.8 — — —

Mean (all) 90.3 94.2 85.3 90.9 94.5 86.2 93.2 96.2 89.0 78.5 86.3 68.4 92.3 94.1 89.4
Flagship (7) 93.4 95.7 89.7 93.6 95.5 90.6 96.6 98.3 93.4 75.3 82.8 66.4 92.6 94.5 89.5
Flagship (5)†‡ 92.9 94.7 90.5 93.5 95.1 91.2 97.1 98.2 95.7 94.6 97.4 91.2 92.4 93.7 90.7
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Mid-tier models Small models

Inference n Flag. Haiku Flash Fl. Lite 4o-mini 5-mini Ll. 70B 5-nano Ll. 8B

Inheritance 160 82.7 87.1 73.1 85.1 75.5 80.5 84.9 51.4 52.1
Deictic ref. 90 89.0 92.9 84.4 88.4 87.1 82.0 86.9 56.0 54.2
Zero anaphora 90 94.2 86.4 93.6 95.8 87.1 96.2 93.1 58.9 43.3
Indirect ref. 300 94.4 94.5 94.5 82.8 90.4 95.9 95.0 91.5 68.7
Dir. size 200 98.5 97.2 98.9 79.8 94.1 99.4 99.0 98.3 76.5
Implicit field 139 98.0 97.4 98.1 98.6 96.0 98.6 97.0 97.1 84.7
All explicit 101 99.4 100.0 99.6 98.2 98.4 100.0 99.6 99.6 81.4

Table 16: Accuracy by inference type and model size on the targeted dataset (k=5, n=720). Flag. = avg. of 7
flagship models (Claude Sonnet 4.5, Claude Opus 4.6, Gemini 2.5 Pro, GPT-4o, GPT-5, DeepSeek v3.2, Hermes 3).
Column abbreviations—Haiku: Claude Haiku 4.5; Flash: Gemini 2.5 Flash; Fl. Lite: Gemini 2.5 Flash Lite; 4o-mini:
GPT-4o-mini; 5-mini: GPT-5-mini; Ll. 70B: Llama 3.1 70B; 5-nano: GPT-5-nano; Ll. 8B: Llama 3.1 8B. The same
inference types that are hard for flagships (inheritance, deictic reference) remain the hardest across all model scales
and families. Exceptions: Flash Lite struggles with directional size and indirect references; Haiku 4.5 shows a
specific weakness on zero anaphora.
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E Inference Combination Rankings

Tables 17–18 rank all 66 inference combinations by
accuracy. Each example belongs to exactly one row,
so the n values sum to 711. By contrast, Table 3
aggregates across all rows sharing a given inference
type.
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Amendment Type Inferences n Acc All Acc Flg pass@k passk

Substitution Offer + Type + Deictic ref. + Inheritance 2 42.2 47.1 54.3 23.9
Substitution Offer + Type + Deictic ref. 2 44.4 62.9 56.5 34.8
Substitution Offer + Deictic ref. + Inheritance 2 49.6 60.0 63.0 32.6
Substitution Offer + Type + Deictic ref. 2 52.2 64.3 56.5 50.0
Substitution Offer + Type + Zero anaphora 2 57.4 70.0 63.0 52.2
Addition (same size) Offer + Inheritance 8 59.8 63.6 75.0 40.2
Addition (same size) Offer + Type + Inheritance 10 67.8 75.1 80.0 47.8

Substitution Type + Zero anaphora 1 71.3 60.0 78.3 65.2
Substitution Offer + Type + Indirect ref. + Inheritance 2 80.0 80.0 93.2 63.7
Substitution Offer + Type + Inheritance 5 82.4 85.1 86.1 80.0
Addition (diff. size) Offer + Type 14 87.5 90.2 91.6 79.8

Substitution Offer + Inheritance 5 90.1 90.3 94.8 81.7
Addition (diff. size) Type + Indirect ref. 7 91.2 94.3 96.2 82.3
Substitution Offer + Deictic ref. 1 91.3 100.0 95.7 87.0
Modification Offer + Type + Indirect ref. + Dir. down 15 93.1 96.2 95.8 90.2
Addition (diff. size) None (all explicit) 15 94.6 97.7 96.8 91.3
Substitution Type + Zero anaphora + Inheritance 1 94.8 100.0 95.7 91.3

Substitution Deictic ref. 4 95.0 100.0 97.8 90.2
Addition (same size) Offer + Type + Indirect ref. + Inheritance 9 95.3 100.0 97.0 93.9
Addition (diff. size) Indirect ref. 9 95.9 99.4 98.1 93.2
Modification Offer + Indirect ref. + Dir. down 15 96.3 99.6 97.4 94.4
Substitution Offer 6 97.3 99.5 97.8 95.6
Deletion Offer + Indirect ref. 10 97.7 100.0 97.8 97.4
Addition (same size) Offer + Type 5 97.7 94.3 99.1 95.7
Deletion Offer + Type + Indirect ref. 11 97.8 100.0 98.8 96.4
Modification Offer + Type + Indirect ref. + Dir. up 16 97.9 99.8 99.2 95.9
Modification Offer + Dir. down 20 98.0 99.3 98.9 95.4
Modification Offer + Dir. up 16 98.0 98.8 98.6 97.0
Modification Type + Zero anaphora + Field value 12 98.0 97.9 98.9 96.4
Substitution Offer + Indirect ref. 3 98.3 100.0 98.5 97.1
Modification Offer + Indirect ref. + Dir. up 15 98.3 99.4 99.1 95.8
Substitution Offer + Type + Indirect ref. 5 98.4 100.0 99.1 97.4
Modification Offer + Type + Dir. down 10 98.5 99.4 99.1 97.4

Table 17: Inference combination rankings (part 1 of 2) on the broad dataset (711 examples, 23 models, k=5 runs),
sorted by accuracy. Inference shorthand: Offer = amendment offer; Type = amendment type; Inheritance = anchor
property inheritance; Dir. up/down = directional size inference (up = larger, down = smaller); Field value = implicit
field identification. Horizontal rules separate difficulty tiers. Shading indicates difficulty.
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Amendment Type Inferences n Acc All Acc Flg pass@k passk

Addition (same size) Indirect ref. + Inheritance 10 98.5 99.4 100.0 95.5
Substitution Offer + Indirect ref. 4 98.7 100.0 98.9 97.8
Modification Type + Deictic ref. + Field value 2 98.7 100.0 100.0 97.8
Deletion Offer + Type 19 98.7 99.8 99.3 97.9

Modification Offer + Type + Dir. up 16 99.0 99.1 99.7 97.0
Modification Type + Field value 23 99.0 99.0 99.6 98.3
Substitution Offer + Type 11 99.0 100.0 100.0 97.6
Modification Offer + Type + Indirect ref. + Field value 13 99.1 99.8 99.7 98.0
Deletion None (all explicit) 16 99.1 100.0 99.2 98.6
Addition (new) Offer 5 99.1 100.0 100.0 97.4
Modification Offer + Type + Indirect ref. + Field value 7 99.3 100.0 99.3 99.3
Addition (new) Type 7 99.4 100.0 100.0 97.5
Substitution Offer 10 99.4 100.0 100.0 98.7
Addition (same size) Type + Indirect ref. 6 99.4 100.0 100.0 98.5
Substitution Offer + Type 8 99.5 100.0 100.0 97.8
Addition (same size) Offer + Indirect ref. 6 99.5 99.5 100.0 98.5
Modification Type + Zero anaphora + Field value 42 99.6 99.8 100.0 98.3
Modification Offer + Type + Deictic ref. + Field value 18 99.6 100.0 100.0 98.3
Modification Offer + Type + Field value 17 99.6 100.0 100.0 98.5
Addition (same size) Offer 11 99.7 99.0 100.0 98.4
Addition (same size) Type 10 99.7 100.0 100.0 98.7
Addition (new) Offer + Type 12 99.8 99.8 100.0 99.3
Modification Field value 17 99.8 100.0 100.0 99.5
Vanilla (no amendment) None (all explicit) 100 99.9 99.9 100.0 99.5
Modification Field value 14 99.9 100.0 100.0 99.4
Addition (same size) None (all explicit) 10 100.0 100.0 100.0 100.0
Addition (new) None (all explicit) 4 100.0 100.0 100.0 100.0
Modification Offer + Deictic ref. + Field value 6 100.0 100.0 100.0 100.0
Modification Offer + Indirect ref. + Field value 5 100.0 100.0 100.0 100.0
Modification Offer + Zero anaphora + Field value 9 100.0 100.0 100.0 100.0
Modification Deictic ref. + Field value 5 100.0 100.0 100.0 100.0
Modification Indirect ref. + Field value 7 100.0 100.0 100.0 100.0
Substitution Indirect ref. + Inheritance 1 100.0 100.0 100.0 100.0

Table 18: Inference combination rankings (part 2 of 2), continued from Table 17.
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F Amendment Type by Inference
Breakdown

Table 19 expands the body table (Table 4) to
show all amendment type×inference combinations
across three methods (Standard, Two-step, Sim.
FC) with both flagship accuracy and reliability gap
(passk − pass@k) for each. Native FC is omit-
ted because native tool-calling was either unsup-
ported or unreliable on the API used to access 2
of the 7 flagship models. The data confirms that
substitution is consistently the hardest amendment
type across all inference types, and that the reli-
ability gap concentrates on the same hard cases—
exceeding 16 points for anchor property inheritance
and deictic reference under substitution. Each row
includes a representative example utterance.

See Appendix C.3 for the exclusion criteria ap-
plied to both datasets.
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Avg. Flagship Accuracy Reliability Gap (passk − pass@k)

Amendment Type n Standard Two-step Sim. FC Standard Two-step Sim. FC Example utterance

deictic reference (target item)
substitution 50 80.7 69.7 87.5 16.0 17.1 12.5 No, wait. Make that a Big

Mac.
modify (size) 20 99.3 97.1 97.9 0.0 0.0 0.0 Actually, make that a large

Chocolate Shake.
modify (ingr.) 20 99.4 99.1 100.0 2.1 1.4 0.0 No pickles or onions on that.

zero anaphora (target item)
substitution 50 89.7 93.9 98.8 12.6 9.7 5.5 I want a Dr. Pepper instead.
modify (ingr.) 20 99.4 99.1 100.0 2.9 2.9 0.0 I don’t want onions or pick-

les.
modify (size) 20 100.0 99.9 99.9 0.0 0.7 0.7 Wait, no. Large fries.

indirect reference (target item)
substitution 50 90.0 87.6 95.8 8.6 7.4 7.4 Let me change the shake.

I want a Vanilla Shake in-
stead.

add (diff. size) 80 91.5 93.9 92.5 9.8 6.5 10.0 Add one more of that soda,
but make it small.

modify (ingr.) 20 93.3 92.4 94.6 3.6 3.6 2.1 Hold on. No ketchup or
onions on that cheeseburger.

delete 20 93.7 96.9 98.1 2.1 2.1 3.6 Uhm...actually remove that
burger from my order.

modify (size) 80 97.5 99.8 99.9 2.9 0.7 0.4 Go up a size on those french
fries.

add (same size) 50 99.0 99.8 99.6 2.6 0.9 1.7 Wait. I’d like to add one
more of the burger.

anchor property inheritance (new item size)
substitution 110 79.9 75.8 90.5 16.8 16.4 11.7 No wait. Let me change

that shake. I want a Vanilla
Shake instead.

add (same size) 50 89.0 94.7 94.4 9.1 6.3 8.9 I’d like another of those
fries.

directional (target field value)
add (diff. size) 100 98.3 99.2 97.3 5.7 3.4 8.9 I want one more of that soda.

But in a larger size.
modify (size) 100 98.7 99.7 99.9 2.1 0.9 0.3 Go up a size on those fries.

implicit field (target field)
modify (ingr.) 70 97.5 97.0 98.4 2.7 2.9 0.6 Hold on. No ketchup or

onions on that cheeseburger.
modify (size) 70 98.4 99.0 99.3 1.0 0.5 0.2 No wait. I want large fries

instead.

Table 19: Amendment type×inference breakdown on the targeted dataset (k=5, 720 examples). Rows are grouped
by inference type and the component it applies to (in parentheses). Indented rows show the amendment type and
subtype. Shading indicates low accuracy or high reliability gap. Native FC is omitted as it is not supported by all 7
flagship models. Example utterances assume the order: Cheeseburger, medium fries, medium Coca-Cola, small
Chocolate Shake.

29352



G Error Analysis

Since each example has a known amendment
type and structured JSON output, we deterministi-
cally classify errors by comparing predicted orders
against expected ones—identifying which item is
wrong and what property differs. We analyze flag-
ship models under Standard on the targeted dataset
(720 examples, k=5 runs). Of these, 201 examples
(27.9%) have at least one flagship failure.

G.1 Error Taxonomy
Table 20 lists all error categories observed in
flagship-failed examples. Categories are deter-
mined by the dominant error—the most frequent
error description across all models that failed each
example.

Category definitions.

• Wrong/missing size on replacement: The
model substitutes the item correctly but omits
or changes the size that should be inherited
from the replaced item (e.g., replacing “small
Sprite” with “Coca-Cola” but dropping the
size, or making up “large Coca-Cola”).

• Added item missing: The model fails to add
the requested item entirely—typically when
the target is referenced implicitly via synec-
doche, lexical paraphrase, deixis, or zero
anaphora (e.g., “add another of that drink”
where “drink” must be resolved from context).

• Wrong/missing size on new item: The model
adds the correct item but omits the size or as-
signs the wrong one, even though the menu
requires a size and the anchor item’s size is ex-
plicit in the order (e.g., “another fries” should
inherit the existing size small); occasionally
the model produces a made-up size.

• Both old and new present: In a substitution,
the model adds the new item but fails to re-
move the old one, treating the utterance as an
addition rather than a replacement—even with
cues like “instead” or “actually.”

• Original item size changed: An item not tar-
geted for a size change has its size altered (e.g.,
“one more of that soda but make it large”—the
model changes the existing Dr. Pepper from
small to large instead of adding a second one).

• Only replacement in order: The model out-
puts only the substituted item, losing all other
items from the order. This suggests the model
interprets the substitution as replacing the en-
tire order (e.g., “... and a large Chocolate
Shake. Wait, not that. I’ll have a medium
Vanilla Shake instead.”—the model outputs
only the shake, losing three other items).

• Original item lost: An unrelated item disap-
pears from the order (e.g., adding fries causes
the salad to vanish).

• Missing modification: An ingredient modi-
fication is not applied to the target item (e.g.,
“Make that cheeseburger without pickles”—
the quarter pounder w cheese does not receive
the “no pickles” modification because the in-
direct reference is not resolved).

• Target item missing: The target item is
deleted from the output instead of being
modified—e.g., “no mustard or bacon on that
cheeseburger” causes the model to remove the
double quarter pounder entirely rather than
applying the modification.

• Target not deleted: A deletion is not
executed—the target item remains in the order
(e.g., “I don’t want that burger” but the double
quarter pounder stays).

• Extra modification: A spurious modification
is added that was not requested (e.g., an unre-
lated item gains “no bacon” when only a size
change was requested).

G.2 Inference-to-Error Mapping
The “Inference link” column in Table 20 maps each
error category to the inference type and amendment
type that produce it. The dominant error categories
group naturally by inference:

• Inheritance: wrong/missing size on replace-
ment (n=61, 30.3% of errors) under substi-
tution, and wrong/missing size on new item
(n=35, 17.4%) under addition.

• Target resolution: added item missing
(n=34, 16.9%) when indirect or deictic ref-
erence fails under addition; missing modifi-
cation (n=5, 2.5%) and target item missing
(n=4, 2.0%) under modification; target not
deleted (n=3, 1.5%) under deletion.
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Error category n % Inference link

Wrong/missing size on replacement 61 30.3 inheritance (size) + substitution
Wrong/missing size on new item 35 17.4 inheritance (size) + addition
Added item missing 34 16.9 indirect/deictic reference (target) + addition
Both old and new present 24 11.9 implicit amendment type + substitution
Original item size changed 14 7.0 scope misinterpretation
Only replacement in order 11 5.5 scope misinterpretation
Missing modification 5 2.5 indirect reference (target) + modification
Original item lost 5 2.5 scope misinterpretation
Target item missing 4 2.0 indirect reference (target) + modification
Target not deleted 3 1.5 indirect reference (target) + deletion
Extra modification 3 1.5 scope misinterpretation
Old item kept, replacement missing 2 1.0 implicit amendment type + substitution

Total 201 100.0

Table 20: Error taxonomy for flagship-failed examples under Standard on the targeted dataset (720 examples, k=5
runs, 7 flagship models). Categories are determined by the dominant error across all models that failed each example.
Inference link shows the inference type and amendment type that produce the error.

• Implicit amendment type: both old and new
present (n=24, 11.9%) and old item kept, re-
placement missing (n=2, 1.0%) under substi-
tution.

• Scope misinterpretation: original item size
changed (n=14, 7.0%), only replacement in
order (n=11, 5.5%), original item lost (n=5,
2.5%), and extra modification (n=3, 1.5%).

Note that some errors (e.g., scope misinterpreta-
tion) are not tied to a single inference type and can
co-occur with any of the above.

G.3 Examples with Explanations
Below are illustrative examples from each major er-
ror category, showing the original order, the amend-
ment utterance, the expected output, and what the
model produces instead.

Wrong/missing size on replacement.
Original: “I’d like a cheeseburger, one medium
salad, a small Sprite and a medium Strawberry
Shake.”
Amendment: “No wait. No small Sprite. I’ll
have a Coca-Cola instead.”
Expected: cheeseburger, salad (medium), Coca-
Cola (small), Strawberry Shake (medium)
Error: Models output Coca-Cola with no size
(flagship accuracy: 5.7%). The size “small” must
be inherited from the Sprite being replaced.

Added item missing.
Original: “Can I order the cheeseburger, the
medium fries, a large Sprite and a Vanilla Cone.”
Amendment: “Add one more of that drink to my
order. Size medium.”
Expected: cheeseburger, fries (medium), Sprite
(large), Vanilla Cone, Sprite (medium)
Error: All 7 flagships fail to add the second Sprite
(flagship accuracy: 0%). The indirect reference
“drink” must be resolved to “Sprite” from context.

Both old and new present.

Original: “I’ll have 20-piece chicken nuggets,
medium fries, a small water and one large Choco-
late Shake.”
Amendment: “Actually I want a large Coca-Cola
instead.”
Expected: chicken nuggets (20), fries (medium),
Coca-Cola (large), Chocolate Shake (large)
Error: Models keep the water and add the Coca-
Cola (flagship accuracy: 62.9%). Despite “in-
stead” signalling substitution, models treat this
as an addition because the target (water) is never
named.

Wrong/missing size on new item.

Original: “I want one quarter pounder with
cheese, the small fries, the large Sweet Tea and
one large Strawberry Shake.”
Amendment: “Also another fries.”
Expected: . . . , fries (small), . . . , fries (small)
Error: Models add fries without a size (flagship
accuracy: 25.7%). The size “small” must be in-
herited from the existing fries in the order.

Target not deleted.

Original: “I’m having the double quarter pounder
with cheese, the large fries, one medium water and
a Vanilla Cone.”
Amendment: “Actually I don’t want that burger.”
Expected: fries (large), water (medium), Vanilla
Cone
Error: Models keep the double quarter pounder
(flagship accuracy: 31.4%). “That burger” is an
indirect reference to “double quarter pounder with
cheese.”

Only replacement in order.

Original: “I want a double quarter pounder with
cheese, the large fries, one small Sprite and one
small Strawberry Shake.”
Amendment: “Wait, not that. I’ll have a medium
Vanilla Shake instead.”
Expected: double quarter pounder with cheese,
fries (large), Sprite (small), Vanilla Shake
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(medium)
Error: Models output only the Vanilla Shake,
losing all other items (flagship accuracy: 28.6%).
The model interprets “not that” + new item as
replacing the entire order rather than substituting
one item.

Original item size changed.

Original: “I’m getting one Filet-O-Fish, apple
slices, and a small Dr. Pepper.”
Amendment: “Let me have one more of that soda.
Make it large.”
Expected: Filet-O-Fish, apple slices, Dr. Pepper
(small), Dr. Pepper (large)
Error: Models change the existing Dr. Pepper
from small to large instead of adding a second
one (flagship accuracy: 45.7%). “Make it large”
is applied to both the original item rather than the
new addition.
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H Clarification Experiment

H.1 Protocol
We extend the Standard prompt with an optional
ask_clarification function call. The model ei-
ther produces the final order JSON directly, or in-
vokes the function to ask for clarification about a
list of components it considers unclear or under-
specified:

{"ask_clarification":
{"missing_slots":
["operation", "target_item",
"new_item", "new_item_size"]}}

We then return the ground-truth values for those
components in explicit natural language—e.g.,
“The operation is substitution. The target item is
the Sprite. The new item is Coca-Cola. The size
of the new item is medium.”—and the model then
produces the final order. At most one clarification
call (with multiple slots) is permitted per example.

Available slots. Five slots correspond to
components that may be implicit: operation
(add/delete/modify/substitute), target_item
(which item to act on), target_field (size or mod-
ifications; modify only), target_field_value
(the resulting value; modify only), and
new_item_size (size of new/substituted item).
Two components are excluded: new_item is
always explicit in our data; amendment_offer is
subsumed by operation (knowing the operation
implies an amendment was offered).

H.2 Datasets
Clarification subset (324 examples). Selected
from the targeted dataset: 145 examples where
at least one flagship model erred under Standard
(k=5), 100 controls where all flagships were cor-
rect (stratified by implicit component count), 55
additional modify examples ensuring n≥30 per slot
type, and 30 fully-explicit examples. Six genuinely
ambiguous examples are excluded from accuracy
comparisons (effective n=324).

Underspecified examples (50). Sourced from
the targeted dataset exclusion list (§C.3): genuinely
ambiguous utterances where the referent cannot
be determined from context alone—e.g., “Another
order of that. But small this time.” Analysis focuses
on clarification behaviour rather than accuracy.

H.3 Metrics
All metrics averaged over k=5 runs. Acc: order-
level exact match. Clar%: fraction of examples
where the model asks. R|ask: of the truly implicit
slots in examples where the model asked, what
fraction did it identify? Prec: of all slots requested,
what fraction were truly implicit? Unnec.: false
alarm rate on fully-explicit examples.

Nine models were evaluated (⋆ = flagship in
Table 21): GPT-5, GPT-4o, Claude Opus 4.6,
Claude Sonnet 4.5, Gemini 2.5 Pro, Hermes 3
405B, DeepSeek v3.2 (flagship); Claude Haiku 4.5,
Gemini 2.5 Flash (non-flagship).

H.4 Results
Clarification improves flagship accuracy by +5.4 pp
on the clarification subset and +19.8 pp on under-
specified examples. Models ask on only 11% of
clarification-subset examples (26% on underspec-
ified), but when they do, component precision ex-
ceeds 90% and conditional recall is ∼52%. Unnec-
essary questions–asked on fully explicit examples–
are near-zero (≤0.8%). Clarification rate increases
with genuine ambiguity (26% vs. 11%). Model
variation is substantial: Opus achieves 100% pre-
cision but asks rarely (4.8%); GPT-5 balances rate
(16.7%) and quality (R|ask 58.6%, Prec 97%);
DeepSeek and Haiku rarely ask (≤6%) and show
minimal benefit.
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Accuracy (%) Clarification Quality (%)

Model Clar Std ∆Std Clar% R|ask Prec Unnec.

Clarification subset (324 examples)
Gemini 2.5 Pro ⋆ 96.7 83.1 +13.5 13.5 54.5 98.9 0.0
GPT-5 ⋆ 94.1 82.1 +12.0 16.7 58.6 97.0 0.0
Gemini 2.5 Flash 93.6 82.4 +11.2 16.9 51.7 97.4 0.4
Hermes 3 405B ⋆ 93.8 91.5 +2.3 7.2 44.0 87.3 0.4
Claude Opus 4.6 ⋆ 90.7 83.8 +6.9 4.8 62.4 100.0 0.0
GPT-4o ⋆ 90.6 88.6 +1.9 18.5 51.2 81.1 0.4
Claude Sonnet 4.5 ⋆ 89.8 86.3 +3.5 12.0 52.1 91.8 0.0
Claude Haiku 4.5 86.7 88.6 −1.9 5.4 47.9 87.0 1.5
DeepSeek v3.2 ⋆ 85.9 88.0 −2.1 4.0 43.5 75.7 0.8
Avg. Flagship (7) 91.7 86.2 +5.4 11.0 52.3 90.2 0.2
Avg. All (9) 91.3 86.1 +5.3 11.0 51.8 90.7 0.4

Underspecified examples (50)
Claude Sonnet 4.5 ⋆ 52.0 6.8 +45.2 58.0 41.0 65.9 —
Gemini 2.5 Flash 60.0 26.0 +34.0 40.4 36.1 86.5 —
GPT-4o ⋆ 32.8 1.6 +31.2 34.0 43.4 71.5 —
Gemini 2.5 Pro ⋆ 44.4 20.0 +24.4 26.4 40.5 100.0 —
Hermes 3 405B ⋆ 29.2 14.0 +15.2 14.0 47.1 87.5 —
GPT-5 ⋆ 45.2 30.8 +14.4 28.4 40.8 94.9 —
Claude Haiku 4.5 16.4 6.4 +10.0 22.0 37.3 98.3 —
DeepSeek v3.2 ⋆ 11.2 5.6 +5.6 3.2 42.5 53.3 —
Claude Opus 4.6 ⋆ 32.0 29.2 +2.8 19.2 42.9 100.0 —
Avg. Flagship (7) 35.3 15.4 +19.8 26.2 42.6 81.9 —
Avg. All (9) 35.9 15.6 +20.3 27.3 41.3 84.2 —

Table 21: Clarification results, averaged over k=5 runs. Clar = clarification accuracy; Std = Standard accuracy; ∆Std
= change vs. Standard (pp); Clar% = clarification rate; R|ask = component recall when asking; Prec = component
precision; Unnec. = unnecessary questions, asked on fully explicit examples (not applicable to underspecified set).
⋆ = flagship model. Clarification subset sorted by accuracy; underspecified examples sorted by ∆Std.
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I Implementation Details

I.1 Models and APIs
Table 22 lists all models evaluated, grouped by
provider, with the resolved API identifier string.
OpenAI aliases resolve server-side to dated snap-
shots. DeepInfra identifiers omit the namespace
prefix for brevity (full paths use org/model for-
mat). All experiments use the provider’s default
sampling temperature (GPT-5 models do not sup-
port temperature 0). Each example is queried k=5
independent times to compute average accuracy,
pass@k, and passk. Total API cost across all ex-
periments is estimated at $3,000–4,000.

For Standard (including Two-step), Simulated
FC, and Clarification, structured JSON output is
enforced via prompt instructions combined with
each provider’s JSON mode. Anthropic is the ex-
ception: its JSON mode requires a schema and
validates against it, unlike the other providers’ un-
validated “respond with JSON” modes. To keep
conditions comparable, we use prompt instructions
only for Anthropic, which consistently output the
correct JSON format anyways. Native FC uses
each provider’s function-calling mode instead.
OpenAI. JSON: prompt instructions +
response_format: json_object. Native
FC: strict mode, tool_choice: “required”
(must call a tool).
Anthropic. JSON: prompt instructions only
(see above). max_tokens: 1024. Native FC:
tool_choice: {“type”: “any”} (must call a
tool).
Google. JSON: prompt instruc-
tions + response_mime_type:
“application/json”. Native FC:
function_calling_config(mode=“ANY”) (must
call a function), with size and modifications
optional (Google rejects empty-string enum
values).
DeepInfra. JSON: prompt instructions + OpenAI-
compatible response_format: json_object.
Native FC: tool_choice: “auto” (model decides
whether to call a tool), unlike the other providers
which force a tool call. We tried values like “re-
quired” and “any”, but those API calls threw errors.
This may have contributed to the tool-use issues
reported for these models.

Where available, we use provider batch APIs
(OpenAI Batch API, Google Gemini Batch API)
for cost-efficient bulk inference. Batch APIs were
not used for turn-taking settings (Two-step and

Clarification) or for Gemini Native FC (unsup-
ported). Examples that produced API errors—rate
limits, timeouts, model unavailable, etc.—were
automatically re-run until a valid response was
obtained, ensuring complete coverage across all
model–example pairs.

Model API identifier

OpenAI (Chat Completions)
GPT-5 gpt-5-2025-08-07
GPT-5-mini gpt-5-mini-2025-08-07
GPT-5-nano gpt-5-nano-2025-08-07
GPT-4o gpt-4o-2024-08-06
GPT-4o-mini gpt-4o-mini-2024-07-18
GPT-4.1 gpt-4.1-2025-04-14
GPT-4.1-mini gpt-4.1-mini-2025-04-14
GPT-4.1-nano gpt-4.1-nano-2025-04-14

Anthropic (Messages)
Claude Opus 4.6 claude-opus-4-6
Claude Opus 4.5 claude-opus-4-5
Claude Sonnet 4.5 claude-sonnet-4-5
Claude Haiku 4.5 claude-haiku-4-5

Google (Gemini)
Gemini 2.5 Pro gemini-2.5-pro
Gemini 2.5 Flash gemini-2.5-flash
Gemini 2.5 Flash Lite gemini-2.5-flash-lite

DeepInfra (OpenAI-compat.)
Hermes-3 405B Hermes-3-Llama-3.1-405B
DeepSeek-V3.2 DeepSeek-V3.2
DeepSeek-V3.1-T DeepSeek-V3.1-Terminus
Llama-3.1 8B Meta-Llama-3.1-8B-Instruct
Llama-3.1 70B Meta-Llama-3.1-70B-Instruct
Llama-3.3 70B Llama-3.3-70B-Instruct-Turbo
MiniMax-M2.5 MiniMax-M2.5
MiniMax-M2.1 MiniMax-M2.1

Table 22: Models evaluated with resolved API identi-
fiers. OpenAI (OpenAI, 2025b,a, 2024); Anthropic (An-
thropic, 2026, 2025b,a); Google (Google DeepMind,
2025); DeepInfra (Grattafiori et al., 2024; Teknium et al.,
2024; DeepSeek-AI, 2024; MiniMax, 2026).
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I.2 Prompt Templates
Every prompt begins with the same preamble and
menu reference:
You are a McDonald's Drive-Through Assistant.
Your job is to accurately record customer orders
as structured JSON.

<METHOD-SPECIFIC INSTRUCTIONS — see below>

Use the following McDonald's MENU to identify
valid items, their respective categories (roles
in a food order), sizes, and modifications:
<MENU JSON — see Table 6>

<METHOD-SPECIFIC CLOSING — see below>

The method-specific portions are shown below.

Standard / Two-step
Standard and Two-step share the same system
prompt. In Two-step, the model first receives the
order utterance alone (without the amendment) to
produce an initial order JSON; the amendment is
then sent as a follow-up turn.
Output a JSON object with the following structure:
{
"order": {

"items": [...]
}

}

Each item in the "items" array should have:
- "name": the item name (string)
- "category": one of "main", "side", "drink",
"dessert" (string)

- "size": the size if specified, otherwise ""
(string, empty string if no size)

- "modifications": list of modifications
(e.g., ["no pickles", "no onions"]),
or [] if none (array)

If a customer orders multiple of the same item,
include that item multiple times in the array.

Example:
User: "I want a Big Mac, large fries, a medium

Coca-Cola, and a small Vanilla Shake."
Assistant:
{
"order": {

"items": [
{"name": "Big Mac",
"category": "main",
"size": "", "modifications": []},
{"name": "fries",
"category": "side",
"size": "large", "modifications": []},
{"name": "Coca-Cola",
"category": "drink",
"size": "medium", "modifications": []},
{"name": "Vanilla Shake",
"category": "dessert",
"size": "small", "modifications": []}

]
}

}

After the menu, Standard/Two-step appends:
Customers may change their order during the
conversation. The final JSON should reflect only
what they want after all changes.

Respond ONLY with the JSON object.
Do not include any other text.

Simulated Function Calling (Sim. FC)
For both FC methods, the ground-truth order JSON
is injected as an assistant message before the
amendment utterance, so the model receives the
correct order as context. The model outputs a pa-
rameterized edit operation as a JSON object; a de-
terministic executor applies it to produce the final
order, which is compared against the ground truth.
The method-specific instructions replace the output
format:
You will receive a customer order conversation.
Always respond with a JSON object containing an
"operations" list.

Case 1 — No recorded order yet: output an "add"
operation for each item the customer orders.

Case 2 — A recorded order (assistant message)
is present and the customer requests a change:
output only the operation(s) that describe
the change.

These are the available operations:

1. add — Add a new item to the order.
{"operation": "add",
"item": {"name": "...",
"category": "...", "size": "...",
"modifications": [...]}}

2. delete — Remove an existing item.
{"operation": "delete",
"target": {"category": "...",
"name": "..."}}

3. modify — Change size/modifications.
{"operation": "modify",
"target": {"category": "...",
"name": "..."},

"changes": {"size": "...",
"modifications": [...]}}

4. substitute — Replace with a different
item in the same category.

{"operation": "substitute",
"target": {"category": "...",
"name": "..."},

"new_item": {"name": "...",
"category": "...", "size": "...",
"modifications": [...]}}

Field values:
- "category": "main","side","drink","dessert"
- "size": "small","medium","large","6",
"10","20", or ""

- "modifications": subset of ["no pickles",
"no lettuce", ...], or []
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<in-context examples omitted for brevity>

After the menu, Sim. FC appends:
Respond ONLY with the JSON operation(s).
Do not include any other text.

Native Function Calling (Native FC)
Native FC uses the same injected-order setup as
Sim. FC (see above) but has no method-specific
instructions before the menu. After the menu, it
appends:
Use the provided tools to process the
customer's request.
- For a new order (no prior assistant message),

call add_item once per item.
- For an amendment to an existing order

(assistant message present), call the
appropriate tool(s): add_item, delete_item,
modify_item, or substitute_item.

The four tool functions are passed via each
provider’s native tool-calling API. Below
is the OpenAI format (strict mode); An-
thropic uses input_schema, Google uses
functionDeclarations. Google rejects empty-
string enums, so size is optional rather than
required; Anthropic similarly makes size and
modifications optional.
add_item(name, category, size, modifications)
delete_item(category, name)
modify_item(category, name, size, modifications)
substitute_item(category, name, new_name,

new_size, new_modifications)

Shared enums:
category: main | side | drink | dessert
size: "" | small | medium | large | 6

| 10 | 20
modifications: [no pickles, no lettuce, ...]

All fields are required in the OpenAI strict-mode
schema; Google and Anthropic make size and
modifications optional due to enum handling dif-
ferences.

Clarification
Clarification uses the Standard prompt (output for-
mat + menu) and appends the following clarifica-
tion instruction:
IMPORTANT: If the customer's request is ambiguous
or you cannot determine all the information needed
to update the order, you may ask ONE clarification
question. You will receive a response with the
values for the slots you asked about, and then you can
produce the final order.

To ask for clarification, respond with ONLY a JSON
object in this format:
{"ask_clarification":

{"missing_slots": [<list of slots>]}}

The available slots you can ask about are:
- "operation": whether the customer wants to add,
delete, modify, or substitute.

- "target_item": which item the customer wants
to act on.
- "target_field": which attribute (size vs
modifications) to change (modify only).

- "size": the resulting size of the item being
modified (modify only).

- "new_item_size": what size a new or replacement
item should be (add/substitute only).

Rules:
- You may list MULTIPLE missing slots in a single
call if more than one piece of information is
ambiguous.

- You may call ask_clarification AT MOST ONCE.
- If the amendment is clear and you can determine
all needed information, skip clarification and
respond directly with the final order JSON.

- After receiving the customer's clarification
response, respond with the final order JSON.

Example:
Order: "I want a cheeseburger, medium fries,
and a small Sprite. Actually, make that bigger."
The target item and resulting size are unclear,
so you respond:
{"ask_clarification":
{"missing_slots": ["target_item", "size"]}}

The customer then clarifies: "I'm talking about
the fries. Make it large."
You then respond with the complete updated
order JSON.
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