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Abstract

We study how step-by-step reasoning should be
structured for Combinatory Categorial Gram-
mar (CCG) parsing with Large Language Mod-
els (LLMs). Whereas most CCG parsers fix
the order of parsing decisions—supertagging
every word first, then combining the categories
bottom-up into a derivation—for LLMs that
can generate the full derivation as a single out-
put sequence, this order is an open design ques-
tion. We fine-tune three open-weight models
on four reasoning paths along two axes: pars-
ing direction (top-down or bottom-up) and step
format (lexically grounded partial derivations
or symbolic derivation steps). Our results show
that not all reasoning paths improve CCG pars-
ing. On English CCGbank, only the top-down
lexically grounded path consistently outper-
forms a direct, no-reasoning baseline across
all three models. In a zero-shot cross-lingual
transfer evaluation from English to German,
Italian, and Dutch, the same path outperforms
a strong CCG parser baseline, despite trailing
it on English. Our findings suggest that LLMs
may benefit from a different parsing strategy
than classical CCG parsers.

1 Introduction

Combinatory Categorial Grammar (CCG; Steed-
man, 2000) is a lexicalized grammar formalism in
which most syntactic information is carried by the
lexicon, and adjacent constituents combine through
a small set of combinatory rules to form a deriva-
tion. CCG offers a transparent syntax-semantics
interface, which has made it useful in various tasks
such as natural language inference (Sugimoto and
Yanaka, 2022), compositional semantics (Funakura
and Mineshima, 2023), and modeling human sen-
tence processing (Stanojević et al., 2023).

Most CCG parsers follow a bottom-up pipeline:
a supertagger first assigns a lexical category to ev-
ery word, and a separate parser then combines
them into a derivation (Clark and Curran, 2007;

Zhang and Clark, 2011; Lewis and Steedman,
2014). These parsers are trained on CCGbanks,
which exist for only a handful of languages: meth-
ods to build them include converting an existing
treebank (Hockenmaier and Steedman, 2007) or
projecting derivations from English through paral-
lel data (Abzianidze et al., 2017). Large language
models (LLMs) offer a different approach: a sin-
gle model can be fine-tuned to generate the full
derivation in one autoregressive pass and, through
cross-lingual transfer, applied to languages without
their own CCGbanks. This could lower the barrier
to extending CCG parsing to new languages; how-
ever, how LLMs should be applied is not obvious.

Recently, step-by-step reasoning has emerged
as a way to improve LLM performance on com-
plex tasks (Wei et al., 2022; Kojima et al., 2022;
Nye et al., 2021). We ask two questions. First, do
intermediate reasoning steps help at all for CCG
parsing with LLMs, or can an LLM produce the
final derivation directly just as well? Second, if
intermediate steps help, how should they be struc-
tured? It is not obvious whether an LLM should
adhere to the bottom-up pipeline of classical CCG
parsers or follow a different approach.

To answer these questions, we evaluate four rea-
soning paths along two axes: parsing direction (top-
down or bottom-up) and step format (lexically
grounded partial derivations or symbolic deriva-
tion steps). We fine-tune three open-weight base
models (Llama-3.1-8B (Grattafiori et al., 2024),
Qwen3-8B-Base (Yang et al., 2025), and Olmo-3-
1025-7B (Ettinger et al., 2026)) on each path with
LoRA (Hu et al., 2022), and evaluate on English
CCGbank (Hockenmaier and Steedman, 2007) and
on the German, Italian, and Dutch portions of the
Parallel Meaning Bank (Abzianidze et al., 2017) in
a zero-shot cross-lingual setting.1

1Our implementation is available at https://github.
com/attrn/llm-ccg-parsing.
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Our main findings are:

• Intermediate reasoning steps do not always
help CCG parsing with LLMs. Among four
reasoning paths explored, only the lexically
grounded top-down path (LexTD) consistently
outperforms a no-reasoning baseline; the re-
maining paths either match the baseline or, in
the case of symbolic top-down, fall below it.
Notably, LexTD runs counter to the bottom-up
direction of classical CCG pipelines.

• In the zero-shot cross-lingual transfer set-
ting, LexTD fine-tuned on Llama-3.1-8B and
Qwen3-8B-Base outperforms a strong base-
line CCG parser (Hol-CCG; Yamaki et al.
2023). This provides evidence that LLMs
may transfer CCG parsing knowledge to new
languages more effectively than a specialized
parser with a multilingual encoder.

Together, these findings suggest LLMs may bene-
fit from a different parsing strategy than classical
parsers, inviting further research into this area.

2 Background

In CCG, each word is assigned a category that
determines how it can combine with surrounding
words. Categories are either atomic (e.g., S, NP ,
N ) or complex, built recursively using two slash
operators: X/Y denotes a function that consumes
a Y category on its right and produces an X , and
X\Y does the same on the left. A small set of
combinatory rules governs how adjacent categories
combine into larger ones, such as Forward Appli-
cation (X/Y Y ⇒ X) and Backward Application
(Y X\Y ⇒ X). A CCG derivation pairs each
word with a lexical category and combines adja-
cent constituents using the combinatory rules; the
resulting derivation is generally binary-branching,
though unary rules such as type-raising are also
permitted.

The standard approach to CCG parsing decom-
poses this task into two stages. The first stage,
supertagging (Bangalore and Joshi, 1999; Clark,
2002), assigns a small set of likely categories to
each word in the sentence; this resolves much of
the local syntactic ambiguity and is sometimes re-
ferred to as “almost parsing” (Bangalore and Joshi,
1999). The second stage uses these categories to
build a derivation, using algorithms such as chart
parsing (Clark and Curran, 2007), transition-based
parsing (Zhang and Clark, 2011), and A* search

(Lewis and Steedman, 2014). The pipeline as a
whole is bottom-up: supertags are decided before
any combination takes place.

3 Related Work

3.1 Step-by-Step Reasoning in LLMs

LLMs have been shown to perform better on many
tasks when prompted to produce intermediate rea-
soning steps before a final answer, an approach
known as Chain-of-Thought prompting (Wei et al.,
2022; Kojima et al., 2022) or scratchpads (Nye
et al., 2021). These intermediate steps may take
different forms depending on the task: free-form
natural language for arithmetic and commonsense
reasoning (Wei et al., 2022), or symbolic states
for tasks that simulate program execution or other
deterministic procedures (Nye et al., 2021).

3.2 Syntactic Parsing with Generative Models

For dependency parsing, Hromei et al. (2024)
fine-tune LLaMA-based models in a sequence-to-
sequence setup and report results on par with state-
of-the-art parsers across 26 languages, while Mat-
suda et al. (2025) fine-tune LLMs with step-by-step
prompts (POS, heads, then labels) and a simplified
tabular output format, achieving state-of-the-art
accuracy on UD across 17 languages. Without fine-
tuning, however, Ezquerro et al. (2025) find that
most open-weight LLMs cannot outperform sim-
ple uninformed baselines such as right-branching
trees. For constituency parsing, Bai et al. (2025)
evaluate LLMs in zero-shot, few-shot, and fine-
tuning settings, finding that they often produce
structurally invalid or unfaithful trees in all three.
Tian et al. (2024) report a similar tendency for
prompted LLMs to produce overly flat trees, and
propose a three-stage chunking pipeline that first
identifies constituents and then assembles them into
trees. Zhang et al. (2025) take a different angle, us-
ing grammar rules from existing treebanks to guide
LLMs in correcting their errors.

Several other works are relevant to our specific
design choices. Drozdov et al. (2023) use syntac-
tic decomposition as a scaffold for least-to-most
prompting in compositional semantic parsing. For
compositional syntactic language models, Zhao
et al. (2025) compare top-down and bottom-up
linearizations of parse trees, reporting differences
across language modeling, syntactic generalization,
and downstream tasks. On CCG specifically, Zhao
and Penn (2024) reach state-of-the-art performance
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<STEPS>
<STEP>{S A river flows}</STEP>
<STEP>{S {NP A river} {S\NP flows}}</STEP>
<STEP>{S {NP {NP/N A} {N river}} {S\NP flows}}</STEP>
</STEPS>
<FINAL>
{S {NP {NP/N A} {N river}} {S\NP flows}}
</FINAL>

<STEPS>
C1 := combine(C2, C3) : S
C2 := combine(C4, C5) : NP
C3 := flows : S\NP
C4 := A : NP/N
C5 := river : N
</STEPS>
<FINAL>
{S {NP {NP/N A} {N river}} {S\NP flows}}
</FINAL>

B
ot

to
m

-u
p

<STEPS>
<STEP>{NP/N A} {N river} {S\NP flows}</STEP>
<STEP>{NP {NP/N A} {N river}} {S\NP flows}</STEP>
<STEP>{S {NP {NP/N A} {N river}} {S\NP flows}}</STEP>
</STEPS>
<FINAL>
{S {NP {NP/N A} {N river}} {S\NP flows}}
</FINAL>

<STEPS>
C1 := A : NP/N
C2 := river : N
C3 := flows : S\NP
C4 := combine(C1, C2) : NP
C5 := combine(C4, C3) : S
</STEPS>
<FINAL>
{S {NP {NP/N A} {N river}} {S\NP flows}}
</FINAL>

1

Table 1: The four reasoning paths for the sentence A river flows. The final block is identical across all four paths.

on supertagging with LLMs, but cover only lexi-
cal category assignment and leave derivation con-
struction to a separate parser. Beyond the pipeline
setting, joint approaches to CCG supertagging and
parsing also exist: Auli and Lopez (2011) com-
bine supertagging and parsing features in a single
model, using loopy belief propagation and dual
decomposition for inference.

4 Methodology

We frame CCG parsing as a non-incremental pars-
ing task where the LLM, given a sentence, gener-
ates intermediate reasoning steps followed by the
final derivation as a single output sequence. This
differs from the two-stage pipeline in Section 2.
Two possible design choices then follow: the direc-
tion in which the derivation is built, and the format
of each intermediate step.

For direction, we contrast top-down and bottom-
up, the two strategies that have dominated syntactic
parsing in both classical (Collins, 1997; Charniak,
2000) and neural (Stern et al., 2017; Kitaev and
Klein, 2018) settings. For step format, we consider
two ways of representing the partial derivation: a
lexically grounded format that shows the partial
tree explicitly at each step, and a symbolic format
that records the derivation as a sequence of variable
assignments resembling programming code.

Intuitively, these formats reflect two reasoning
paradigms tied to different aspects of LLM pretrain-
ing. Because LLMs are trained on natural language,
they may benefit from a grounded format that pre-

serves surface tokens to guide syntactic decisions
through lexical context. Conversely, because they
are also trained on code, they may benefit from
a symbolic format that frames the derivation as a
sequence of algebraic steps. These formats probe
whether the model requires surface anchoring or
can build derivations through only variables.

Crossing these two axes gives four reasoning
paths (Table 1), described below.

4.1 Parsing Direction

In the top-down setting, the model starts from the
category of the full sentence and recursively ex-
pands each constituent into the children that com-
bine to produce it, until every leaf is a single token
paired with its lexical category. In the bottom-up
setting, the model first assigns a lexical category
to each token, then combines adjacent constituents
using CCG combinatory rules, and continues until
a single constituent spans the sentence. Both direc-
tions reach the same derivation; they differ only in
the order in which it is built.

4.2 Step Format

The model’s output for each input sentence con-
sists of two blocks: a sequence of intermediate
steps marked by <STEPS> and </STEPS>, followed
by the final derivation marked by <FINAL> and
</FINAL>. The two formats differ only in how
the steps inside <STEPS> refer to the constituents
being built.
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Lexically grounded. Each step is wrapped in
<STEP> tags and shows the partial derivation so far:
a bracketed structure containing the surface tokens
and the categories built so far.2 The model adds
brackets and a category for each new constituent
at each step as the partial derivation grows, with
the final step containing the complete tree. The
bracketing convention follows the HTML version
of CCGbank (Hockenmaier and Steedman, 2007),
in which each constituent is a category followed
by its children inside curly braces, of the form
{category child1 child2 ...}.

Symbolic. Each constituent is defined as a vari-
able and referenced by name in other steps. A
step takes one of three forms: a lexical assign-
ment C1 := w : c, a binary combination C4 :=
combine(C1, C2) : c, or a unary rule application
C5 := unary(C3) : c, where the lowercase c is
a CCG category, w is a token, and C1, C2, . . . are
variable names. Each step is thus a single opera-
tion that defines one new constituent. Symbolic
sequences typically contain fewer tokens overall
than lexically grounded ones.

The final derivation inside the <FINAL> block
is in the same bracketed form for all four paths.
The two formats encode the same derivations and
are interconvertible, so any difference in parsing
accuracy reflects how the format interacts with the
model rather than what it expresses.

4.3 Reasoning Paths

Crossing the two axes yields four reasoning paths:
lexically grounded top-down (LexTD), lexically
grounded bottom-up (LexBU), symbolic top-down
(SymTD), and symbolic bottom-up (SymBU). Ta-
ble 1 shows all four for the sentence A river flows.
For each path, the training target is constructed
from the gold CCG derivation by traversing it in
the path’s direction and rendering each constituent
in the path’s format. The model is fine-tuned to gen-
erate the resulting sequence, including the <STEPS>
and <FINAL> blocks. The contents of the <FINAL>
block are used for evaluation in Section 6; the in-
termediate steps are used for analysis in Section 7.

The four paths differ in the number of output
tokens generated per sentence. Relative to a no-
reasoning baseline that emits only the final deriva-

2The <STEP> tags delimit individual steps because each
lexically grounded step is itself a forest of bracketed trees, and
the boundaries between successive forests would otherwise
blur. The symbolic format needs no such delimiters because
each step is a single assignment on its own line.

tion, SymTD and SymBU produce around 3.2×
as many tokens, LexTD around 9×, and LexBU
around 14×. The lexically grounded format repeats
large portions of the partial derivation across steps,
which accounts for most of this gap. Full counts by
tokenizer are in Table 8 of the Appendix.

4.4 Prompts

The prompt for each reasoning path has two parts:
a task description that specifies the required output
format, and the input sentence to parse. We use
a different task description for each of the four
reasoning paths, since each one expects a different
output format. The same task description is used at
training and inference time. The full prompts are
provided in Appendix D.

5 Experimental Setup

We run two sets of experiments: English CCG
parsing on the CCGbank, and cross-lingual transfer
on the Parallel Meaning Bank (PMB).

5.1 Data

English CCGbank. CCGbank (Hockenmaier
and Steedman, 2007) is a corpus of CCG deriva-
tions extracted from the Wall Street Journal portion
of the Penn Treebank. We use the standard splits:
Sections 02-21 for training, Section 00 for develop-
ment, and Section 23 for testing.

Cross-lingual PMB. The Parallel Meaning Bank
(Abzianidze et al., 2017) is a corpus of CCG deriva-
tions annotated for English, German, Italian, and
Dutch. Since the same document may appear in
multiple languages, to preserve a strict zero-shot
setting, we remove from the English training set
any document that also appears in the development
or test sets of other languages. We then train on
the cleaned English training set and evaluate zero-
shot on the development and test sets of all four
languages. We strip all features, such as [dcl] or
[ng], from the categories, since the feature inven-
tory is not consistent across the four languages. We
use the gold-annotated portion of PMB 4.0 only.
PMB sentences are generally shorter than English
CCGbank sentences (around 5-6 words on average,
against 23).

Tables 6 and 7 in Appendix A show the number
of sentences in the training, development, and test
splits of each treebank.
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5.2 Models
We run our experiments on three open-weight
base models: Llama-3.1-8B, Qwen3-8B-Base, and
Olmo-3-1025-7B.

5.3 Baselines
Our experiments include five baselines.

The Direct baseline fine-tunes the same models
to generate the final CCG derivation tree without
any intermediate steps. This isolates the contribu-
tion of step-by-step generation from that of fine-
tuning itself.

The Two-step baseline mirrors the pipeline of
Section 2: the model first generates the lexical
category for every token, formatted as {c1 w1}
{c2 w2} . . . , and then the final derivation tree.

The 5-shot baseline runs the same base models
with the Direct prompt in a 5-shot setting without
parameter updates. The five in-context demon-
strations are randomly sampled from the English
training set and fixed across test sentences. This
isolates the contribution of fine-tuning from that of
model capacity.

The GPT-5.4 baseline runs OpenAI’s GPT-5.4
(OpenAI, 2026) (version 2026-03-05) in the same
5-shot Direct setting, with reasoning effort set to
“none” or “high”.

The Hol-CCG baseline is the parsing model of
Yamaki et al. (2023), which composes phrase rep-
resentations using circular correlation in a continu-
ous vector space and reaches state-of-the-art perfor-
mance on English CCGbank. Yamaki et al. (2023)
also provide their implementation. For the English
CCGbank, we report their score directly. For the
cross-lingual PMB, we replace its RoBERTa-large
encoder (Liu et al., 2019) with XLM-R-large (Con-
neau et al., 2020)3 to allow cross-lingual applica-
tion, and train only on the English portion of PMB,
like the LLM-based methods.

5.4 Training and Inference
We fine-tune all LLMs using LoRA (Hu et al.,
2022) on the training set of each experiment. For
each LLM-based configuration, we train with three
random seeds and report mean and standard devia-
tion across seeds. The same LoRA configuration
and training schedule are used across all three mod-
els, with early stopping on development-set loss;
full hyperparameters are reported in Appendix B.

3XLM-R is the multilingual counterpart of RoBERTa, shar-
ing the same architecture, and remains one of the strongest
open multilingual encoders for cross-lingual transfer.

Model Variant SV Cat Dep LF

Yoshikawa et al. (2017) – 88.80
Tian et al. (2020) 96.25 90.58
Clark (2021) 96.50 92.90
Yamaki et al. (2023) 96.60 92.12
Zhao and Penn (2024) 96.64 92.05

Llama-3.1-8B Direct 96.08 90.02 85.66
Two-step 96.20 90.00 84.65
LexTD 99.71 95.48 89.48
LexBU 97.87 92.60 85.31
SymTD 98.24 89.61 84.15
SymBU 98.95 93.73 86.48

Olmo-3-7B Direct 82.33 73.48 75.15
Two-step 91.44 83.36 80.40
LexTD 94.97 88.82 85.44
LexBU 92.80 85.12 79.77
SymTD 74.02 65.92 67.67
SymBU 92.11 83.16 78.55

Qwen3-8B Direct 96.48 89.75 84.54
Two-step 96.12 90.28 84.84
LexTD 99.56 94.90 88.43
LexBU 98.73 93.50 85.61
SymTD 98.49 89.35 83.68
SymBU 98.83 93.36 85.63

Llama-3.1-8B (5-shot) 3.61 0.77 0.03
Olmo-3-7B (5-shot) 4.74 0.82 0.02
Qwen3-8B (5-shot) 8.10 1.52 0.06

GPT-5.4 (none, 5-shot) 11.59 4.60 1.31
GPT-5.4 (high, 5-shot) 71.04 51.98 39.81

Table 2: Results on CCGbank Section 23. Variant abbre-
viations defined in Section 4.3. SV is the percentage of
structurally valid outputs; Cat is supertagging accuracy;
Dep LF is labeled dependency F1. The 5-shot rows use
the Direct prompt without fine-tuning. Values for LLM-
based rows are means across 3 random seeds; standard
deviations are reported in Appendix E. Best variant per
column within each fine-tuned model is in bold.

For inference, we use greedy decoding (see Ap-
pendix F for a preliminary experiment with con-
strained decoding). For the Hol-CCG baseline on
PMB, we train with ten random seeds and the same
hyperparameter settings as Yamaki et al. (2023).

5.5 Evaluation Metrics

For English CCGbank, we evaluate using the stan-
dard CCG dependency F1 score, which measures
the agreement between the predicate-argument de-
pendencies extracted from the predicted derivation
and those extracted from the gold derivation, fol-
lowing Clark and Curran (2007).

For the cross-lingual PMB evaluation, no equiv-
alent dependency-extraction script is available. We
therefore use EVALB,4 a constituent-based parser
evaluation tool that measures bracketed F1 be-

4http://nlp.cs.nyu.edu/evalb/

30097

http://nlp.cs.nyu.edu/evalb/


tween the predicted and gold tree structures. The
bracketed F1 score is an approximate measure of
parsing quality: it does not check whether each
combination follows a valid CCG combinatory rule,
which the dependency F1 implicitly does. The mod-
els are trained to produce derivations that include
punctuation, but we exclude it from the evaluation,
since its annotation conventions differ across the
four languages. For example, punctuation attaches
at a different depth in English than in the other
three languages, which would inflate cross-lingual
differences.

In addition to F1, we report structural valid-
ity (SV): the percentage of outputs whose tree
structure can be read by our bracketed-tree reader.
This requires properly nested brackets, well-formed
CCG categories,5 and at most two children per in-
ternal node. Outputs that are structurally invalid
count as parsing failures and contribute zero to F1,
rather than being excluded from evaluation, which
ensures comparability with prior work that achieves
100% or near-100% parsing coverage.

Since neither bracketed F1 nor structural valid-
ity verifies whether each combination is licensed,
for PMB we additionally report application va-
lidity (AppV), the percentage of individual rule
applications that are valid, and derivation validity
(DerivV), the percentage of derivations in which
every application is valid. We validate each binary
node against the CCG combinatory rule schemas,
and each unary node against the type-raising and
type-changing rules attested in the PMB training
data of the four languages. Both measures are com-
puted over structurally valid outputs.

6 Results

6.1 CCGbank

LexTD is the best path for every model on all
three metrics. Table 2 reports parsing results on
CCGbank Section 23. Olmo-3-1025-7B has an un-
usually weak Direct baseline (75.15 LF), against
which most reasoning paths gain; on Llama-3.1-8B
and Qwen3-8B-Base, where Direct is already com-
petitive, LexTD is the only path that consistently
improves by more than 1 point over the baseline.
All four reasoning paths produce a higher percent-
age of structurally valid derivations than either fine-
tuned baseline, with one exception (SymTD on

5Concretely: atomic categories from a fixed inventory, or
X/Y or X\Y where X and Y are themselves well-formed.
This rules out ill-formed strings such as S/ or (NP\NP).B.

Labeled Bracketed F1

Model Variant EN DE IT NL

Llama-3.1-8B Direct 89.26 64.74 68.70 66.82
Two-step 89.02 67.75 68.36 68.96
LexTD 90.36 69.50 72.86 71.92
LexBU 88.47 68.18 67.97 68.91
SymTD 88.47 62.28 66.18 62.23
SymBU 89.46 68.88 70.10 70.16

Olmo-3-7B Direct 83.61 51.50 54.47 53.28
Two-step 83.32 58.81 61.54 57.82
LexTD 88.23 62.46 67.00 63.91
LexBU 87.28 61.31 64.42 60.11
SymTD 77.95 51.70 56.88 51.47
SymBU 78.82 59.48 65.15 57.78

Qwen3-8B Direct 87.28 65.34 66.10 65.50
Two-step 89.61 68.15 69.71 66.82
LexTD 90.10 71.35 73.93 72.79
LexBU 88.22 65.36 69.05 66.01
SymTD 88.24 66.23 68.83 66.22
SymBU 89.40 69.43 71.59 71.78

GPT-5.4 (none, 5-shot) 65.74 61.56 62.74 59.01
GPT-5.4 (high, 5-shot) 82.36 72.76 74.76 73.35

Hol-CCG (XLM-R-large) 90.81 67.36 69.51 71.14

Supertagging accuracy

Model Variant EN DE IT NL

Llama-3.1-8B Direct 90.87 69.99 75.00 72.62
Two-step 91.96 77.50 75.74 78.73
LexTD 93.48 78.55 83.94 82.16
LexBU 92.16 78.33 78.22 79.87
SymTD 90.10 65.03 71.59 63.85
SymBU 92.61 81.91 85.11 83.65

Olmo-3-7B Direct 82.64 46.15 50.27 48.10
Two-step 83.47 60.93 64.83 57.08
LexTD 89.75 65.38 71.54 65.87
LexBU 90.33 67.12 68.37 63.21
SymTD 74.18 49.44 54.98 48.05
SymBU 76.20 64.90 71.17 59.89

Qwen3-8B Direct 88.17 71.04 69.29 72.51
Two-step 91.98 77.84 78.17 75.18
LexTD 92.80 80.69 85.69 83.32
LexBU 92.08 75.74 77.18 75.12
SymTD 89.88 71.20 73.15 70.60
SymBU 92.99 82.88 85.74 83.92

GPT-5.4 (none, 5-shot) 61.51 59.20 63.05 55.71
GPT-5.4 (high, 5-shot) 79.65 79.73 86.10 80.26

Hol-CCG (XLM-R-large) 95.10 74.50 79.12 78.94

Table 3: Results on the PMB test set, evaluated zero-
shot on German (DE), Italian (IT), and Dutch (NL)
after training on English (EN). Variant abbreviations as
in Table 2. Values are means across 3 random seeds
for fine-tuned LLMs and 10 seeds for Hol-CCG. Best
variant per column within each fine-tuned model in bold.

Olmo-3-1025-7B, which we discuss in Section 7).

Comparison with prior work. Our best labeled
F1 of 89.48, achieved by LexTD with Llama-3.1-
8B, sits below the current state of the art of 92.90
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SV AppV DerivV

Model Variant EN DE IT NL EN DE IT NL EN DE IT NL

Llama-3.1-8B Direct 99.78 97.80 98.12 97.90 99.49 97.74 98.90 97.69 97.37 88.54 94.91 89.59
Two-step 99.18 95.37 98.26 97.22 98.35 93.45 94.98 92.81 93.33 72.22 79.18 71.50
LexTD 99.75 96.89 99.20 97.83 99.70 98.56 98.75 98.67 98.51 93.01 94.97 93.75
LexBU 99.21 97.20 99.13 98.37 98.30 92.38 93.88 92.13 92.75 69.72 75.13 68.95
SymTD 99.47 98.41 96.89 97.01 99.19 98.01 98.16 97.95 96.60 90.52 91.79 89.89
SymBU 99.68 99.51 99.93 99.39 98.53 93.42 96.05 93.03 94.44 77.04 83.79 77.26

Olmo-3-7B Direct 95.09 90.80 91.90 91.86 98.98 95.96 97.26 96.62 95.59 81.74 88.61 84.93
Two-step 97.22 92.50 95.30 93.49 97.49 89.80 90.08 89.86 89.74 60.29 59.33 57.97
LexTD 98.07 94.15 97.61 94.84 99.41 96.62 97.47 97.01 97.46 85.29 90.16 87.41
LexBU 98.96 97.44 97.11 97.49 97.30 88.16 87.93 86.76 89.44 55.72 53.38 50.98
SymTD 92.21 90.61 92.91 90.22 98.05 94.73 95.14 94.64 91.85 76.70 79.92 77.65
SymBU 92.08 89.76 94.00 87.64 96.81 92.14 94.37 90.83 90.00 73.27 78.42 70.75

Qwen3-8B Direct 98.89 96.83 96.17 97.76 99.16 96.21 98.13 97.51 95.93 83.93 91.68 87.46
Two-step 99.46 98.54 98.63 98.10 98.52 92.51 94.48 92.52 93.67 69.76 76.32 68.56
LexTD 99.68 99.27 99.50 98.64 99.55 98.22 98.94 98.62 97.65 91.66 94.98 94.02
LexBU 99.59 98.30 98.84 98.23 97.84 90.44 91.82 91.54 91.58 62.29 69.78 64.63
SymTD 99.56 98.96 98.92 98.92 99.46 98.69 98.46 98.09 97.65 93.66 92.77 91.36
SymBU 99.31 98.84 99.42 99.32 98.46 94.73 96.82 94.15 94.04 81.08 88.94 77.93

Table 4: Structural validity (SV), application validity (AppV), and derivation validity (DerivV) on the PMB test
set. AppV and DerivV are computed over structurally valid outputs. Values are means across three random seeds;
standard deviations are reported in Appendix E. Best variant per column within each model in bold.

(Clark, 2021) and below the LLM-based result of
92.05 from Zhao and Penn (2024). Two factors ac-
count for this gap. First, training technique: Zhao
and Penn (2024) repeat the input sentence five
times during training, which we do not adopt to
keep our experiments simple and our comparison
across reasoning paths clean. Second, task scope:
in both prior systems, the final derivation is con-
structed by a separate grammar-based parser, while
our LLM generates both the lexical categories and
the derivation in a single autoregressive pass.

Without fine-tuning, the three base models strug-
gle to produce valid CCG derivations, and GPT-5.4
falls well short of the fine-tuned models even with
high reasoning effort.

6.2 Cross-lingual PMB

LexTD transfers best among reasoning paths.
Table 3 reports test-set results on PMB. LexTD
is the best path on labeled bracketed F1 for every
model on every language. On English, it comes
within roughly 1 point of Hol-CCG (90.81 LF),
but does not surpass it on any of the three base
models. On the zero-shot languages, LexTD with
Llama-3.1-8B and Qwen3-8B-Base improves over
Hol-CCG by up to 4 points, with the largest gap on
Italian. With these two base models, several other
LLM paths also outperform Hol-CCG on individual
non-English languages, though by smaller margins.
The pattern with Llama-3.1-8B and Qwen3-8B-

Base is consistent: stronger English performance
with Hol-CCG, stronger cross-lingual transfer with
LLM-based methods, led by LexTD.

Averaged across reasoning paths, the gap from
English to non-English performance is consistent
with the models’ multilingual pretraining: Olmo-
3-1025-7B, pretrained on a predominantly English
corpus, trails by around 25 LF points on aver-
age across the three non-English languages, while
Llama-3.1-8B and Qwen3-8B-Base trail by around
21 and 20 points respectively.

Supertagging accuracy. Supertagging accuracy
is less consistent across paths, with LexTD, LexBU,
and SymBU each leading on different model-
language combinations. On English, Hol-CCG
again leads at 95.10 against the strongest fine-tuned
LLM (Llama-3.1-8B with LexTD at 93.48).

GPT-5.4 without fine-tuning. GPT-5.4 with
high reasoning is competitive on both metrics for
non-English languages, outperforming Hol-CCG
by 1 to 7 supertagging points and exceeding the
best fine-tuned LLM path on labeled F1 across all
three target languages. On English, however, it
trails the fine-tuned LLMs and lags Hol-CCG by 8
labeled F1 points.

Validity measures. Table 4 reports the three va-
lidity measures. The cross-lingual outputs are
largely valid CCG derivations, not merely struc-
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Figure 1: Diagnostics on CCGbank Section 00. Top: labeled F1 by sentence length, in eight bins from 1-10 to 40+
tokens. Bottom: survival rate by normalized generation step, for the four reasoning paths across three base models.
Shaded bands show standard deviation across three seeds.

tures that match the gold trees. LexTD has the
highest application and derivation validity in most
model-language combinations, with 91.7-98.5%
of its derivations free of invalid applications on
Llama-3.1-8B and Qwen3-8B-Base. Validity also
degrades far less under transfer than labeled brack-
eted F1 does: for LexTD on these two models, la-
beled F1 falls by 17-19 points from English to the
three transfer languages on average, while struc-
tural and application validity fall by around 1-2
points and derivation validity by 4-5.

7 Analysis

This section examines three diagnostics that inves-
tigate where and why parsing performance differs
across the four reasoning paths. All analyses use
the CCGbank development set. Llama-3.1-8B and
Qwen3-8B-Base exhibit similar diagnostic trends,
while Olmo-3-1025-7B exhibits higher seed vari-
ance and several path-specific instabilities; our dis-
cussion follows the trends common to the first two,
noting Olmo-specific behavior where relevant.

7.1 Parsing accuracy by sentence length

Figure 1 (top) shows labeled F1 on CCGbank Sec-
tion 00 by sentence length. On all three base mod-

els, labeled F1 declines as sentences grow longer,
but at different rates across paths. LexTD de-
grades least with length: its F1 on the longest
sentences (40+) stays roughly 7-10 points above
the next-best path on Llama-3.1-8B and Qwen3-
8B-Base, and the gap widens as length increases.
SymTD, in contrast, falls below the Direct and
Two-step baselines at the longest length bin on
Llama-3.1-8B and Qwen3-8B-Base, and on Olmo-
3-1025-7B it sits substantially below every other
path across the full length range, including the
shortest sentences.

7.2 Where in generation do paths break
down?

We measure survival rate: for each sentence, we
compare the model’s predicted intermediate steps
against the gold derivation step by step, similar in
spirit to Baumann et al. (2011) and Köhn (2018) for
incremental processors. A sentence fails at step t if
the model’s t-th predicted step does not match the
t-th gold step exactly, or if the model has produced
fewer than t steps in total. The survival rate at step
t is the fraction of sentences that have not yet failed.
Figure 1 (bottom) plots survival rate against gen-
eration step, normalized to [0, 1]. We restrict this
analysis to the four reasoning paths, which produce
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Model Path No oracle + Oracle

Llama-3.1-8B LexBU 84.90±1.63 92.58±0.83

SymBU 85.32±0.36 91.40±0.84

Olmo-3-1025-7B LexBU 79.59±0.65 71.26±9.01

SymBU 78.68±1.32 78.54±3.19

Qwen3-8B-Base LexBU 85.02±0.45 92.86±0.20

SymBU 85.39±0.98 91.28±0.50

Table 5: Labeled F1 on the CCGbank development
set for the two bottom-up reasoning paths, with and
without oracle supertags. Mean ± standard deviation
across three random seeds.

a sequence of intermediate derivation steps; Direct
and Two-step do not.

LexTD maintains the highest survival rate
throughout generation on all three base models. Its
curve begins with a brief plateau (roughly the first
0.1-0.2 normalized steps); the early steps in this
path are decisions about how the sentence splits
into top-level constituents, which the model gets
right on most sentences.

The two bottom-up paths follow different trajec-
tories. LexBU starts low: its first step is a single
bracketed state containing the lexical category for
every token, so any incorrect category fails here,
and the survival rate starts at roughly 0.55-0.57.
SymBU emits one lexical assignment per step, so
survival starts near 1.0 and declines steeply over the
first 0.4 normalized steps, after which the decline
slows visibly. This inflection appears on all three
base models, and is close to the average position
where bottom-up supertagging completes (∼0.48).
After supertagging, both paths produce invalid com-
bination steps at a much lower rate, consistent with
the “almost parsing” view of supertagging.

SymTD has a similar shape to LexTD on Llama-
3.1-8B and Qwen3-8B-Base, but without the early
plateau, and ends slightly below; on Olmo-3-1025-
7B, its survival drops sharply throughout genera-
tion and ends well below the other three paths. We
hypothesize that the combination of top-down gen-
eration with variable references, where constituents
are referenced before their surface tokens appear,
is more challenging for LLMs than other paths. We
leave a closer investigation to future work.

7.3 Parsing with gold supertags

The previous diagnostic identified supertagging as
a hard part of bottom-up generation. To examine
what happens to the rest of the derivation once
supertagging is given, we run an oracle experiment

on the bottom-up paths: at inference, we replace
the supertagging portion of the model’s output with
the gold lexical categories, then let it generate the
remaining steps autoregressively. This is possible
for bottom-up paths but not for top-down paths,
where lexical categories appear at the leaves rather
than at the start of the output.

Table 5 shows labeled F1 on the development
set for LexBU and SymBU, with and without gold
supertags. On Llama-3.1-8B and Qwen3-8B-Base,
both paths gain 6-8 points from gold supertags, but
LexBU gains more and ends higher in both cases,
despite the two paths being roughly tied without
them. The result suggests that with the same correct
supertags, the lexically grounded format builds
derivations more reliably than the symbolic for-
mat. On Olmo-3-1025-7B, LexBU with gold su-
pertags shows a substantial drop in mean labeled F1
and a high standard deviation (±9.01), consistent
with the unstable training pattern noted above.

8 Conclusion

We compared four reasoning paths for CCG pars-
ing with LLMs. Only the top-down direction with
lexically grounded steps consistently improved on
a no-reasoning baseline. This runs counter to the
bottom-up pipeline of most classical CCG parsers,
suggesting that LLMs may benefit from a different
parsing strategy. The same path outperformed a
strong CCG parser when transferred to other lan-
guages, providing evidence that LLMs can extend
CCG parsing to languages without CCGbanks.

Limitations

Our comparison covers four reasoning paths and
three open-weight base models in the 7-8B param-
eter range. Smaller or larger models, instruction-
tuned variants, and closed models other than GPT-
5.4 are outside the scope of this work, and our find-
ings on which reasoning path works best may not
extend to those settings. We fine-tune on English
CCGbank only, since English is the dominant lan-
guage for CCG resources and the English portion
is also the largest in PMB.

The four reasoning paths are not intended to
cover every possible design for CCG derivation
generation. The same holds for our task scope: we
generate reasoning steps and the final derivation
in a single autoregressive pass, and do not explore
multi-turn setups in which intermediate steps are
produced through separate model calls. The current
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experimental setup already involves over 100 LLM
fine-tuning runs, and adding another design axis
would quickly become prohibitive.

We use a single LoRA configuration with the
same hyperparameter settings across all models
and reasoning paths. This keeps the comparison
across paths uniform but leaves open how each
path would behave under a more carefully tuned
configuration. Constrained decoding is not part
of our experimental design, though we report a
preliminary experiment in Appendix F. We also do
not measure inference time.

Ethical Considerations

We use existing public artifacts (CCGbank, PMB,
open-weight models, EVALB) in accordance with
their intended research use. We do not collect or
annotate new data, and identify no specific risks
arising from this work. We do not observe person-
ally identifying information or offensive content
requiring filtering in the treebanks.
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A Treebank Statistics

Tables 6 and 7 show the number of sentences in each split of CCGbank and PMB 4.0.

Split # Sentences

Train (Sections 02-21) 39604
Dev (Section 00) 1913
Test (Section 23) 2407

Table 6: Number of sentences in each split of CCGbank.

EN

Split Before After DE IT NL

Train 8586 6724 1741 685 539
Dev 1174 559 540 438
Test 1053 547 461 491

Table 7: Number of sentences in each split of PMB 4.0 (gold-annotated portion). For the English training set, Before
is the count prior to removing documents that appear in the development or test sets of other languages, and After is
the count used in our experiments. Cleaning is applied only to the English training set.

Path Llama-3.1-8B Olmo-3-1025-7B Qwen3-8B-Base

Direct 288.5 288.5 289.4
Two-step 470.7 470.7 472.4
LexTD 2668.9 2668.9 2681.8
LexBU 3933.2 3933.3 3946.2
SymTD 912.4 912.4 995.7
SymBU 912.4 912.4 995.7

Table 8: Mean number of output tokens per sentence on the CCGbank training set, under each base model’s
tokenizer.

B Training Hyperparameters

LoRA is applied with rank 16, alpha 32, and dropout 0.05, targeting q_proj, k_proj, v_proj, o_proj,
gate_proj, up_proj, and down_proj modules. We train for 10 epochs with a batch size of 8 and a
learning rate of 3e-5, using the same configuration across all three models and applying early stopping on
development-set loss.

C Computational Resources

All experiments were run on a mixture of NVIDIA A100 and H100 GPUs (single GPU per run). The
full experimental setup, including LLM fine-tuning and inference, the Hol-CCG baseline, and additional
diagnostic experiments, required approximately 3500 GPU-hours.

D Prompts

This section provides the full task description used for each variant. We use a different task description
for each variant, since each one expects a different output format. The task description is followed by the
input sentence in the form:

Parse the following sentence: ’{sentence}’
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D.1 Direct (no reasoning)

As an expert linguist, you are going to perform CCG (Combinatory Categorial Grammar) parsing.
Given a sentence, output its CCG parse tree as a well-formed bracketed string on a single line,

using curly brackets as delimiters.↪→
Do NOT explain your reasoning.
Output ONLY the final CCG parse, enclosed within <FINAL> and </FINAL> tags.
Example output schematic, where c1, c2, c3, etc., represent CCG categories, and w1, w2, w3, etc.,

represent tokens:↪→
<FINAL>
{c1 {c2 {c4 w1} {c5 w2}} {c3 {c6 {c8 w3} {c9 w4}} {c7 {c10 w5}}}}
</FINAL>

D.2 Two-step (supertagging then parsing)

As an expert linguist, you are going to perform CCG (Combinatory Categorial Grammar) parsing.
Given a sentence, first output its lexical supertags, then output the final CCG parse tree.
Both must be well-formed bracketed strings on single lines, using curly brackets as delimiters.
Do NOT add any commentary or explanation.
Output the supertagging sequence enclosed within <SUPERTAGGING> and </SUPERTAGGING> tags,

immediately followed by the final CCG parse enclosed within <FINAL> and </FINAL> tags.↪→
Example output schematic, where c1, c2, c3, etc., represent CCG categories, and w1, w2, w3, etc.,

represent tokens:↪→
<SUPERTAGGING>
{c4 w1} {c5 w2} {c8 w3} {c9 w4} {c7 w5}
</SUPERTAGGING>
<FINAL>
{c1 {c2 {c4 w1} {c5 w2}} {c3 {c6 {c8 w3} {c9 w4}} {c7 w5}}}
</FINAL>

D.3 LexTD (lexically grounded top-down)

As an expert linguist, you are going to perform CCG (Combinatory Categorial Grammar) parsing.
Given a sentence, construct its CCG parse tree step-by-step, in a top-down manner.
Output the intermediate states of the tree, showing partial structures as they are formed. Enclose

these within <STEPS> and </STEPS> tags.↪→
Start with a single root category encompassing the entire sequence of tokens.
In each subsequent expansion step, apply all possible expansions to the current sequence of

non-terminal constituents, following CCG combinatory rules.↪→
Do NOT proceed to deeper levels of expansion until all possible expansions at the current level are

completed.↪→
Each expansion step must appear on a single line within its own <STEP> and </STEP> tags.
Conclude with the complete, fully expanded CCG parse tree, enclosed within <FINAL> and </FINAL>

tags.↪→
Use curly brackets as delimiters.
Do NOT add any commentary or explanation.
Ensure the intermediate steps and the final parse tree are well-formed.
Example output schematic, where c1, c2, c3, etc., represent CCG categories, and w1, w2, w3, etc.,

represent tokens:↪→
<STEPS>
<STEP>{c1 w1 w2 w3 w4 w5}</STEP>
<STEP>{c1 {c2 w1 w2} {c3 w3 w4 w5}}</STEP>
<STEP>{c1 {c2 {c4 w1} {c5 w2}} {c3 {c6 w3 w4} {c7 w5}}}</STEP>
<STEP>{c1 {c2 {c4 w1} {c5 w2}} {c3 {c6 {c8 w3} {c9 w4}} {c7 {c10 w5}}}}</STEP>
</STEPS>
<FINAL>
{c1 {c2 {c4 w1} {c5 w2}} {c3 {c6 {c8 w3} {c9 w4}} {c7 {c10 w5}}}}
</FINAL>

D.4 LexBU (lexically grounded bottom-up)

As an expert linguist, you are going to perform CCG (Combinatory Categorial Grammar) parsing.
Given a sentence, construct its CCG parse tree step-by-step, in a bottom-up manner.
Output the intermediate states of the tree, showing partial structures as they are formed. Enclose

these within <STEPS> and </STEPS> tags.↪→
Start with the assignment of lexical categories to individual tokens.
In each subsequent derivation step, apply all possible CCG combinatory rules to the current sequence

of constituents.↪→
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Do NOT proceed to higher levels of derivation until all possible combinations at the current level
are completed.↪→

Each derivation step must appear on a single line within its own <STEP> and </STEP> tags.
Conclude with the complete, fully derived CCG parse tree, enclosed within <FINAL> and </FINAL> tags.
Use curly brackets as delimiters.
Do NOT add any commentary or explanation.
Ensure the intermediate steps and the final parse tree are well-formed.
Example output schematic, where c1, c2, c3, etc., represent CCG categories, and w1, w2, w3, etc.,

represent tokens:↪→
<STEPS>
<STEP>{c4 w1} {c5 w2} {c8 w3} {c9 w4} {c7 w5}</STEP>
<STEP>{c2 {c4 w1} {c5 w2}} {c6 {c8 w3} {c9 w4}} {c7 w5}</STEP>
<STEP>{c2 {c4 w1} {c5 w2}} {c3 {c6 {c8 w3} {c9 w4}} {c7 w5}}</STEP>
<STEP>{c1 {c2 {c4 w1} {c5 w2}} {c3 {c6 {c8 w3} {c9 w4}} {c7 w5}}}</STEP>
</STEPS>
<FINAL>
{c1 {c2 {c4 w1} {c5 w2}} {c3 {c6 {c8 w3} {c9 w4}} {c7 w5}}}
</FINAL>

D.5 SymTD (symbolic top-down)
As an expert linguist, you are going to perform CCG (Combinatory Categorial Grammar) parsing.
Given a sentence, construct its CCG parse tree step-by-step, in a top-down manner.
Output the sequence of expansion steps used to build the tree. Enclose these within <STEPS> and

</STEPS> tags.↪→
Start with the root constituent represented by an abstract sequential variable (e.g., C1).
In each expansion step, decompose the constituents at the current depth level into smaller

constituents following CCG combinatory rules.↪→
Assign a new, sequential variable (C2, C3, C4, etc.) to each newly created constituent as you expand

top-down, level-by-level, from left-to-right.↪→
Do NOT proceed to deeper levels of expansion until all possible expansions at the current level are

completed.↪→
Each expansion step must appear on a single line.
Conclude with the complete, fully expanded CCG parse tree, enclosed within <FINAL> and </FINAL>

tags.↪→
Use curly brackets as delimiters for the final tree.
Do NOT add any commentary or explanation.
Ensure the expansion steps logically map to the final parse tree and are syntactically well-formed.
Example output schematic, where c1, c2, c3, etc., represent CCG categories, w1, w2, w3, etc.,

represent tokens, and C1, C2, C3, etc., represent abstract constituent variables:↪→
<STEPS>
C1 := combine(C2, C3) : c6
C2 := combine(C4, C5) : c4
C3 := unary(C6) : c5
C4 := w1 : c1
C5 := w2 : c2
C6 := w3 : c3
</STEPS>
<FINAL>
{c6 {c4 {c1 w1} {c2 w2}} {c5 {c3 w3}}}
</FINAL>

D.6 SymBU (symbolic bottom-up)
As an expert linguist, you are going to perform CCG (Combinatory Categorial Grammar) parsing.
Given a sentence, construct its CCG parse tree step-by-step, in a bottom-up manner.
Output the sequence of derivation steps used to build the tree. Enclose these within <STEPS> and

</STEPS> tags.↪→
Start by assigning lexical categories to the individual tokens, representing each constituent with

an abstract sequential variable (e.g., C1, C2).↪→
In each derivation step, apply CCG rules to combine adjacent constituents into larger constituents,

assigning a new sequential variable to each result.↪→
Do NOT proceed to higher levels of derivation until all possible combinations at the current level

are completed.↪→
Each derivation step must appear on a single line.
Conclude with the complete, fully derived CCG parse tree, enclosed within <FINAL> and </FINAL> tags.
Use curly brackets as delimiters for the final tree.
Do NOT add any commentary or explanation.
Ensure the derivation steps logically map to the final parse tree and are syntactically well-formed.
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Example output schematic, where c1, c2, c3, etc., represent CCG categories, w1, w2, w3, etc.,
represent tokens, and C1, C2, C3, etc., represent abstract constituent variables:↪→

<STEPS>
C1 := w1 : c1
C2 := w2 : c2
C3 := w3 : c3
C4 := combine(C1, C2) : c4
C5 := unary(C3) : c5
C6 := combine(C4, C5) : c6
</STEPS>
<FINAL>
{c6 {c4 {c1 w1} {c2 w2}} {c5 {c3 w3}}}
</FINAL>
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E Full Results on CCGbank and PMB 4.0

Model Variant SV Cat Dep LF

Yoshikawa et al. (2017) – 88.80
Stanojević and Steedman (2020) – 90.60
Tian et al. (2020) 96.25 90.58
Bhargava and Penn (2020) 96.00 90.90
Liu et al. (2021) 96.05 90.87
Prange et al. (2021) 96.22 90.91
Kogkalidis and Moortgat (2022) 96.29 –
Clark (2021) – 92.90
Yamaki et al. (2023) 96.60 92.12
Zhao and Penn (2024) 96.64 92.05

Llama-3.1-8B Direct 96.08 ± 0.69 90.02 ± 0.85 85.66 ± 0.18
Two-step 96.20 ± 2.06 90.00 ± 2.48 84.65 ± 1.54
LexTD 99.71 ± 0.08 95.48 ± 0.22 89.48 ± 0.56
LexBU 97.87 ± 1.16 92.60 ± 1.50 85.31 ± 1.44
SymTD 98.24 ± 0.79 89.61 ± 2.19 84.15 ± 1.43
SymBU 98.95 ± 0.35 93.73 ± 0.48 86.48 ± 0.80

Olmo-3-7B Direct 82.33 ± 6.24 73.48 ± 6.42 75.15 ± 3.98
Two-step 91.44 ± 1.30 83.36 ± 1.88 80.40 ± 1.00
LexTD 94.97 ± 2.43 88.82 ± 1.87 85.44 ± 0.79
LexBU 92.80 ± 1.94 85.12 ± 2.29 79.77 ± 0.80
SymTD 74.02 ± 13.43 65.92 ± 8.41 67.67 ± 5.90
SymBU 92.11 ± 1.44 83.16 ± 1.98 78.55 ± 1.09

Qwen3-8B Direct 96.48 ± 0.83 89.75 ± 1.03 84.54 ± 0.29
Two-step 96.12 ± 0.74 90.28 ± 1.12 84.84 ± 1.15
LexTD 99.56 ± 0.11 94.90 ± 0.36 88.43 ± 0.68
LexBU 98.73 ± 0.35 93.50 ± 0.67 85.61 ± 0.64
SymTD 98.49 ± 0.85 89.35 ± 1.94 83.68 ± 1.62
SymBU 98.83 ± 0.49 93.36 ± 1.03 85.63 ± 0.80

Llama-3.1-8B (Direct, 5-shot) 3.61 ± 0.05 0.77 ± 0.01 0.03 ± 0.01
Olmo-3-7B (Direct, 5-shot) 4.74 ± 0.13 0.82 ± 0.02 0.02 ± 0.01
Qwen3-8B (Direct, 5-shot) 8.10 ± 0.04 1.52 ± 0.02 0.06 ± 0.01

GPT-5.4 (none, 5-shot) 11.59 4.60 1.31
GPT-5.4 (high, 5-shot) 71.04 51.98 39.81

Table 9: Full results on CCGbank Section 23 with standard deviations across three random seeds. Same data as
Table 2 in the main paper, with standard deviations included for each LLM-based cell.
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Structural Validity (SV)

Model Variant EN DE IT NL

Llama-3.1-8B Direct 99.78 ± 0.15 97.80 ± 0.48 98.12 ± 0.70 97.90 ± 0.65
Two-step 99.18 ± 0.24 95.37 ± 2.56 98.26 ± 0.44 97.22 ± 0.62
LexTD 99.75 ± 0.15 96.89 ± 0.63 99.20 ± 0.13 97.83 ± 0.31
LexBU 99.21 ± 0.11 97.20 ± 0.58 99.13 ± 0.38 98.37 ± 0.35
SymTD 99.47 ± 0.48 98.41 ± 0.94 96.89 ± 1.19 97.01 ± 1.89
SymBU 99.68 ± 0.22 99.51 ± 0.56 99.93 ± 0.13 99.39 ± 0.00

Olmo-3-7B Direct 95.09 ± 4.16 90.80 ± 3.97 91.90 ± 4.81 91.86 ± 5.70
Two-step 97.22 ± 0.52 92.50 ± 0.80 95.30 ± 0.98 93.49 ± 1.67
LexTD 98.07 ± 1.13 94.15 ± 2.19 97.61 ± 0.44 94.84 ± 0.47
LexBU 98.96 ± 0.19 97.44 ± 1.14 97.11 ± 1.07 97.49 ± 0.31
SymTD 92.21 ± 2.00 90.61 ± 1.85 92.91 ± 3.08 90.22 ± 0.54
SymBU 92.08 ± 4.90 89.76 ± 6.85 94.00 ± 4.23 87.64 ± 7.66

Qwen3-8B Direct 98.89 ± 0.70 96.83 ± 0.87 96.17 ± 1.96 97.76 ± 1.08
Two-step 99.46 ± 0.33 98.54 ± 0.49 98.63 ± 0.13 98.10 ± 1.39
LexTD 99.68 ± 0.11 99.27 ± 0.66 99.50 ± 0.13 98.64 ± 0.63
LexBU 99.59 ± 0.15 98.30 ± 1.53 98.84 ± 0.67 98.23 ± 0.96
SymTD 99.56 ± 0.22 98.96 ± 0.74 98.92 ± 0.66 98.92 ± 0.65
SymBU 99.31 ± 0.63 98.84 ± 0.76 99.42 ± 0.45 99.32 ± 0.66

Table 11: Structural validity rate on the PMB test set, evaluated zero-shot on German (DE), Italian (IT), and Dutch
(NL) after training on English (EN) only. Mean ± standard deviation across three random seeds.

Application Validity (AppV)

Model Variant EN DE IT NL

Llama-3.1-8B Direct 99.49 ± 0.08 97.74 ± 0.16 98.90 ± 0.16 97.69 ± 0.15
Two-step 98.35 ± 0.30 93.45 ± 0.67 94.98 ± 0.55 92.81 ± 0.90
LexTD 99.70 ± 0.15 98.56 ± 0.64 98.75 ± 0.33 98.67 ± 0.51
LexBU 98.30 ± 0.40 92.38 ± 0.47 93.88 ± 0.34 92.13 ± 0.27
SymTD 99.19 ± 0.12 98.01 ± 0.24 98.16 ± 0.24 97.95 ± 0.40
SymBU 98.53 ± 0.21 93.42 ± 0.26 96.05 ± 0.88 93.03 ± 0.99

Olmo-3-7B Direct 98.98 ± 0.28 95.96 ± 0.91 97.26 ± 0.36 96.62 ± 0.51
Two-step 97.49 ± 0.34 89.80 ± 1.74 90.08 ± 0.61 89.86 ± 1.15
LexTD 99.41 ± 0.15 96.62 ± 0.43 97.47 ± 0.70 97.01 ± 0.47
LexBU 97.30 ± 0.10 88.16 ± 0.18 87.93 ± 0.51 86.76 ± 0.92
SymTD 98.05 ± 0.08 94.73 ± 0.87 95.14 ± 1.21 94.64 ± 0.54
SymBU 96.81 ± 0.35 92.14 ± 0.19 94.37 ± 0.88 90.83 ± 0.47

Qwen3-8B Direct 99.16 ± 0.26 96.21 ± 0.97 98.13 ± 0.42 97.51 ± 0.69
Two-step 98.52 ± 0.09 92.51 ± 0.27 94.48 ± 0.68 92.52 ± 1.05
LexTD 99.55 ± 0.16 98.22 ± 0.35 98.94 ± 0.55 98.62 ± 0.26
LexBU 97.84 ± 0.26 90.44 ± 0.49 91.82 ± 1.91 91.54 ± 0.19
SymTD 99.46 ± 0.13 98.69 ± 0.19 98.46 ± 0.46 98.09 ± 0.45
SymBU 98.46 ± 0.36 94.73 ± 0.49 96.82 ± 0.32 94.15 ± 0.44

Table 12: Application validity (AppV) on the PMB test set, evaluated zero-shot on German (DE), Italian (IT), and
Dutch (NL) after training on English (EN) only. Mean ± standard deviation across three random seeds.
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Derivation Validity (DerivV)

Model Variant EN DE IT NL

Llama-3.1-8B Direct 97.37 ± 0.34 88.54 ± 1.12 94.91 ± 0.61 89.59 ± 1.21
Two-step 93.33 ± 0.95 72.22 ± 2.77 79.18 ± 1.17 71.50 ± 1.76
LexTD 98.51 ± 0.92 93.01 ± 3.15 94.97 ± 1.33 93.75 ± 3.11
LexBU 92.75 ± 1.96 69.72 ± 1.96 75.13 ± 0.57 68.95 ± 0.87
SymTD 96.60 ± 0.31 90.52 ± 1.85 91.79 ± 0.49 89.89 ± 2.77
SymBU 94.44 ± 0.63 77.04 ± 0.87 83.79 ± 2.16 77.26 ± 2.52

Olmo-3-7B Direct 95.59 ± 0.64 81.74 ± 2.54 88.61 ± 0.90 84.93 ± 1.67
Two-step 89.74 ± 1.08 60.29 ± 5.16 59.33 ± 2.48 57.97 ± 4.96
LexTD 97.46 ± 0.43 85.29 ± 3.07 90.16 ± 2.46 87.41 ± 1.75
LexBU 89.44 ± 0.12 55.72 ± 0.53 53.38 ± 1.93 50.98 ± 0.90
SymTD 91.85 ± 0.91 76.70 ± 5.58 79.92 ± 4.10 77.65 ± 0.71
SymBU 90.00 ± 1.11 73.27 ± 1.33 78.42 ± 1.82 70.75 ± 2.07

Qwen3-8B Direct 95.93 ± 1.50 83.93 ± 3.57 91.68 ± 1.76 87.46 ± 3.32
Two-step 93.67 ± 0.20 69.76 ± 1.47 76.32 ± 2.19 68.56 ± 3.14
LexTD 97.65 ± 0.81 91.66 ± 1.98 94.98 ± 2.46 94.02 ± 1.23
LexBU 91.58 ± 1.22 62.29 ± 4.53 69.78 ± 5.55 64.63 ± 2.14
SymTD 97.65 ± 0.57 93.66 ± 0.77 92.77 ± 2.21 91.36 ± 1.98
SymBU 94.04 ± 0.87 81.08 ± 1.90 88.94 ± 1.08 77.93 ± 0.88

Table 13: Derivation validity (DerivV) on the PMB test set, evaluated zero-shot on German (DE), Italian (IT), and
Dutch (NL) after training on English (EN) only. Mean ± standard deviation across three random seeds.
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F Constrained Decoding

This section reports a preliminary experiment with constrained decoding (CD). The purpose is to inves-
tigate whether the differences in parsing performance between reasoning paths depend on the models’
ability to produce structurally valid output. Under CD, a formal grammar restricts which tokens the
model may generate at each step, so any completed output belongs to the language the grammar defines.
We design one grammar per output format, written in GBNF, a Backus-Naur-form grammar format,6

and apply it during generation through vLLM’s structured-output support (Kwon et al., 2023). The
results below therefore show what this particular set of grammars achieves; a more systematic study is
left to future work. All other experimental settings follow Section 5.4. We evaluate on the CCGbank
development set.

F.1 Grammars

All six grammars share the following rules, which define CCG categories and tokens:

cat ::= func | atom | special
func ::= arg slash arg
arg ::= atom | "(" func ")"
atom ::= ("NP" | "N" | "PP" | "PR" | "S" | "conj") feat?
feat ::= "[" [a-z]+ "]"
slash ::= "/" | "\\"
special ::= "CONJ" | "LRB" | "RRB" | "LQU" | "RQU" | "." | "," | ";" | ":" | "?" | "!"
WORD ::= [^{} \t\n\r]+

The remaining rules differ by output format.

Direct (no reasoning)

root ::= "<FINAL>\n" tree "\n</FINAL>"
tree ::= leaf | tunary | tbinary
leaf ::= "{" cat " " WORD "}"
tunary ::= "{" cat " " tree "}"
tbinary ::= "{" cat " " tree " " tree "}"

Two-step (supertagging then parsing)

root ::= "<SUPERTAGGING>\n" supertags "\n</SUPERTAGGING>\n<FINAL>\n" tree "\n</FINAL>"
supertags ::= leaf (" " leaf)*
tree ::= leaf | tunary | tbinary
leaf ::= "{" cat " " WORD "}"
tunary ::= "{" cat " " tree "}"
tbinary ::= "{" cat " " tree " " tree "}"

LexTD (lexically grounded top-down)

root ::= "<STEPS>\n" step+ "</STEPS>\n<FINAL>\n" ftree "\n</FINAL>"
step ::= "<STEP>" ptree "</STEP>\n"
ptree ::= "{" cat " " pbody "}"
pbody ::= span | pkids
pkids ::= ptree (" " ptree)?
span ::= WORD (" " WORD)*
ftree ::= fleaf | funary | fbinary
fleaf ::= "{" cat " " WORD "}"
funary ::= "{" cat " " ftree "}"
fbinary ::= "{" cat " " ftree " " ftree "}"

6https://github.com/ggml-org/llama.cpp/blob/master/grammars/README.md
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LexBU (lexically grounded bottom-up)

root ::= "<STEPS>\n" step+ "</STEPS>\n<FINAL>\n" tree "\n</FINAL>"
step ::= "<STEP>" forest "</STEP>\n"
forest ::= tree (" " tree)*
tree ::= leaf | unary | binary
leaf ::= "{" cat " " WORD "}"
unary ::= "{" cat " " tree "}"
binary ::= "{" cat " " tree " " tree "}"

SymTD (symbolic top-down)

root ::= "<STEPS>\n" action+ "</STEPS>\n<FINAL>\n" tree "\n</FINAL>"
action ::= CELL " := " operation " : " cat "\n"
operation ::= combine | unary | LEXWORD
combine ::= "combine(" CELL ", " CELL ")"
unary ::= "unary(" CELL ")"
tree ::= leaf | tunary | tbinary
leaf ::= "{" cat " " WORD "}"
tunary ::= "{" cat " " tree "}"
tbinary ::= "{" cat " " tree " " tree "}"
CELL ::= "C" [1-9] [0-9]*
LEXWORD ::= [^{}() \t\n\r]+

SymBU (symbolic bottom-up)

root ::= "<STEPS>\n" lex_action+ op_action* "</STEPS>\n<FINAL>\n" tree "\n</FINAL>"
lex_action ::= CELL " := " LEXWORD " : " cat "\n"
op_action ::= CELL " := " op " : " cat "\n"
op ::= combine | unary
combine ::= "combine(" CELL ", " CELL ")"
unary ::= "unary(" CELL ")"
tree ::= leaf | tunary | tbinary
leaf ::= "{" cat " " WORD "}"
tunary ::= "{" cat " " tree "}"
tbinary ::= "{" cat " " tree " " tree "}"
CELL ::= "C" [1-9] [0-9]*
LEXWORD ::= [^{}() \t\n\r]+

F.2 Results
Table 14 shows structural validity and labeled dependency F1 on the CCGbank development set, with and
without constrained decoding. We make two observations.

• The relative performance of the reasoning paths is largely preserved under CD: LexTD remains ahead
of the others on all three models. This holds even on Olmo-3-1025-7B, where structural validity
without CD is lowest and rises to near 100% for most paths. This suggests that the differences
between reasoning paths are not explained by differences in structural validity.

• The gains from CD are inversely related to how often a path already produced structurally valid
output. LexTD, whose structural validity is above 99% on Llama-3.1-8B and Qwen3-8B-Base
without CD, gains 0.03 and 0.00 F1, while Direct and SymTD on Olmo-3-1025-7B, with the lowest
validity rates, gain 8.60 and 12.40. CD also reduces seed variance where validity was unstable: the
standard deviation of SymTD’s F1 on Olmo-3-1025-7B falls from 6.28 to 0.76.

Note that it is possible for structural validity to not reach 100% under CD, since generation can be
truncated at the token limit before the derivation is complete; this affects LexBU most, the format with the
longest outputs (Table 8).
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SV Dep LF

Model Variant w/o CD w/ CD w/o CD w/ CD ∆

Llama-3.1-8B Direct 96.03 ± 1.28 99.60 ± 0.22 85.49 ± 0.86 86.83 ± 0.32 +1.34
Two-step 96.52 ± 1.44 99.55 ± 0.14 84.70 ± 0.89 85.66 ± 0.25 +0.96
LexTD 99.55 ± 0.16 99.76 ± 0.03 89.44 ± 0.63 89.47 ± 0.55 +0.03
LexBU 97.46 ± 1.47 97.82 ± 1.45 84.83 ± 1.77 84.89 ± 1.75 +0.06
SymTD 97.98 ± 0.72 99.62 ± 0.24 83.54 ± 1.81 84.37 ± 1.67 +0.83
SymBU 98.59 ± 0.19 99.79 ± 0.09 85.32 ± 0.36 85.54 ± 0.53 +0.22

Olmo-3-7B Direct 83.01 ± 4.67 99.62 ± 0.11 75.91 ± 3.00 84.51 ± 0.28 +8.60
Two-step 92.11 ± 1.22 99.79 ± 0.00 80.34 ± 1.15 82.17 ± 0.60 +1.83
LexTD 92.84 ± 4.54 99.55 ± 0.29 84.17 ± 2.08 88.14 ± 0.48 +3.97
LexBU 92.48 ± 0.93 96.24 ± 0.57 79.24 ± 0.89 81.80 ± 0.94 +2.56
SymTD 73.64 ± 13.90 99.51 ± 0.16 66.68 ± 6.28 79.08 ± 0.76 +12.40
SymBU 92.14 ± 1.02 99.77 ± 0.06 78.68 ± 1.32 82.43 ± 1.04 +3.75

Qwen3-8B Direct 96.58 ± 0.97 99.25 ± 0.47 84.47 ± 0.58 85.20 ± 0.38 +0.73
Two-step 96.22 ± 0.96 99.50 ± 0.26 84.46 ± 0.69 85.26 ± 0.75 +0.80
LexTD 99.27 ± 0.19 99.58 ± 0.05 88.22 ± 0.82 88.22 ± 0.72 +0.00
LexBU 98.76 ± 0.11 98.81 ± 0.16 85.02 ± 0.45 85.09 ± 0.41 +0.07
SymTD 98.22 ± 0.97 99.65 ± 0.13 82.75 ± 2.06 83.13 ± 1.51 +0.38
SymBU 98.38 ± 0.53 99.83 ± 0.11 85.39 ± 0.98 85.67 ± 0.95 +0.28

Table 14: Structural validity (SV) and labeled dependency F1 on the CCGbank development set, with and without
constrained decoding (CD), across three random seeds. ∆ is the change in Dep LF from CD.
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