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Abstract

Although AI agents have demonstrated im-
pressive capabilities in long-horizon reason-
ing, their reliability is severely hampered by
the “Spiral of Hallucination,” where early epis-
temic errors propagate irreversibly. Existing
methods face a dilemma: uncertainty quan-
tification (UQ) methods typically act as pas-
sive sensors, only diagnosing risks without
addressing them, while self-reflection mecha-
nisms suffer from continuous or aimless correc-
tions. To bridge this gap, we propose a unified
Dual-Process Agentic UQ (AUQ) framework
that transforms verbalized uncertainty into ac-
tive, bi-directional control signals. Our archi-
tecture comprises two complementary mech-
anisms: System 1 (Uncertainty-Aware Mem-
ory, UAM), which implicitly propagates verbal-
ized confidence and semantic explanations to
prevent blind decision-making; and System
2 (Uncertainty-Aware Reflection, UAR), which
utilizes these explanations as rational cues to
trigger targeted inference-time resolution only
when necessary. This enables the agent to
balance efficient execution and deep deliber-
ation dynamically. Extensive experiments on
closed-loop benchmarks and open-ended deep
research tasks demonstrate that our training-
free approach achieves superior performance
and trajectory-level calibration. We believe this
principled framework AUQ represents a signifi-
cant step towards reliable agents.

1 Introduction

The transition from LLMs to autonomous agents
has unlocked capabilities in long-horizon reason-
ing and tool use (Yao et al., 2022b; Schick et al.,
2023). However, as agents operate in dynamic envi-
ronments, they face a critical reliability bottleneck:
the “Curse of Recursion” (Cemri et al., 2025). Un-
like single generation, agentic workflows are prone
to “Spiral of Hallucination” (Dziri et al., 2023;
Zhang et al., 2024; Kalai et al., 2025), where a
minor grounding error in an early reasoning step
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Figure 1: Overview of Dual-Process Agentic UQ Frame-
work. To address the spiral of hallucination challenges
in long-horizon agents, AUQ transforms verbalized un-
certainty into active, bi-directional control signals, com-
prising two complementary mechanisms: System 1
(Uncertainty-Aware Memory, UAM), which implicitly
propagates verbalized confidence and semantic expla-
nations to prevent blind decision-making; and System
2 (Uncertainty-Aware Reflection, UAR), which utilizes
these explanations as rational cues to trigger targeted
inference-time resolution only when necessary. This
allows the agent to balance efficient execution and deep
deliberation dynamically.

propagates through the context window, biasing all
subsequent planning towards an irreversible fail-
ure state (Zhang et al., 2025). To deploy agents
in high-risk real-world scenarios, they need not
only reasoning capabilities but also the ability to
detect when they are deviating from the correct
path before errors propagate.

Addressing this fragility of long horizons ne-
cessitates a shift from blind execution to conscious
control. For an agent to be reliable, it must be aware
of its own limitations, and know when it knows and
when it does not (Kadavath et al., 2022). Recent
work like UProp (Duan et al., 2025) and SAUP
(Zhao et al., 2025) have formally characterized
uncertainty propagation, mathematically demon-
strating how local epistemic errors compound into
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global failures (Zhang, 2021). While they success-
fully quantify the risk, they do not inherently pro-
vide a mechanism to resolve it. Conversely, current
mitigation strategies rely on self-reflection mech-
anisms (Shinn et al., 2023; Madaan et al., 2023).
However, without access to ground-truth labels (un-
available in open-ended tasks), standard reflection
is often triggered blindly or incessantly, leading
to computational inefficiency or the sycophancy
effect (Huang et al., 2023), where the model hal-
lucinates justifications for its errors (Renze and
Guven, 2024). More discussions can be found in
the related work section in Appendix A.1.

We believe that reliable long-term intelligent
agents need to bridge this gap by transforming
uncertainty into bidirectional control signals: For-
ward Propagation for constraint and Inverse Cali-
bration for problem-solving. To this end, we pro-
pose Uncertainty-Aware Memory (UAM) to ex-
plicitly retain verbalized confidence and explana-
tions in the agent’s context window. This leverages
the Transformer’s attention mechanism to naturally
suppress overconfidence, creating a soft cognitive
constraint that prevents errors from solidifying (For-
ward). Simultaneously, when suppression signals
critical instability, the retained explanation serves
as a rational cue, transforming vague epistemic
anxiety into targeted diagnosis via Uncertainty-
Aware Reflection (UAR) (Inverse). Unlike single-
step generation (where the process ends at the out-
put), our agent utilizes this cue to trigger targeted
actions, such as switching tools or expanding re-
trieval, effectively transforming epistemic uncer-
tainty into an information-search strategy.

This dual mechanism transforms uncertainty
from a passive indicator into an active control sig-
nal, implicitly constraining the operation of System
1 (fast, intuitive) using memory and explicitly guid-
ing the operation of System 2 (slow, reflective)
using interpretation (Kahneman, 2011; Li et al.,
2025). To realize this vision, we propose a unified
framework for Agentic UQ based on a dual-process
architecture. Our key contributions are threefold:

* We formally decouple Agentic UQ into two com-
plementary mathematical problems: Forward
Uncertainty Propagation (preventing epistemic
errors from solidifying into history) and Inverse
Uncertainty Calibration (using inference-time
compute to correct deviations). To our knowl-
edge, this is the first work to frame agent relia-
bility through this dual-process lens.

* We introduce a novel dual-process architecture,
combining System I (Uncertainty-Aware Mem-
ory) and System 2 (Uncertainty-Aware Reflec-
tion), as well as a trajectory-level evaluation met-
ric, tailored for long-horizon reliability calibra-
tion. Our approach is a training-free framework,
which enables the agent to dynamically balance
efficient execution with deep deliberation.

* We validate the framework across diverse do-
mains, spanning embodied decision-making
(ALFWorld), web agents (WebShop), and open-
ended reasoning (DeepResearch). Our results
demonstrate that AUQ achieves superior perfor-
mance, effectively bridging the gap between pas-
sive UQ and active agentic control, while yield-
ing superior trajectory-level calibration.

2 Preliminaries

2.1 Long-horizon Agentic Process

We model the long-horizon agent’s system as
a Partially Observable Markov Decision Pro-
cess (POMDP) defined by the tuple £ =
(S, A,Q,T,R). At step t, the agent acts based
on a history-dependent policy m(a;|h;), where
hy = (09, ag, - .., 0;) represents the observed tra-
jectory. Unlike single-step LLLM, where the full
context is visible, autonomous agents operate under
state uncertainty (the true state s; is latent). The
agent maintains an implicit belief state by(s;) =
P(s¢|ht). In this context, reliability failure occurs
when the agent’s internal belief b; diverges from
the true state s;, while the policy 7 continues to act
on this flawed belief. Therefore, the core objective
of Agentic UQ is to quantify the uncertainty of b,
and its propagation over trajectories.

2.2 Decomposing Uncertainty: From Static to
Agentic

Classical UQ distinguishes between aleatoric and
epistemic uncertainty (Kendall and Gal, 2017), but
these definitions undergo a semantic shift, particu-
larly regarding their temporal interaction.
Aleatoric Uncertainty (Environmental Stochas-
ticity): typically refers to inherent randomness of
systems and irreducible noise in data. In agentic
settings, it maps to the stochasticity of the envi-
ronment interface. This represents the objective,
external friction of the world that the agent cannot
eliminate but must robustly handle.

Epistemic Uncertainty (Cognitive Deficiency):
Traditionally, this stems from a lack of knowledge
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and ignorance of model parameters. In Agentic
Context: it maps to the agent’s reasoning limita-
tions, manifesting as hallucinations, logic gaps, or
memory failures. Crucially, this is reducible via
better reasoning strategies or external knowledge.

The Entanglement in Long Trajectories: A key
insight of our work is that these two uncertainties
are not independent in agentic UQ. When an agent
acts with high epistemic uncertainty at step ¢ and
commits it to the history hy, this error becomes
part of the “ground truth” context for step ¢ + 1.
This phenomenon, which we term the Spiral of
Hallucination, effectively transforms the agent’s
internal cognitive error into an external “environ-
mental” constraint for future steps. This unique
dynamics necessitates a dual approach: preventing
the propagation of epistemic errors (Forward) and
correcting them before they solidify (Inverse).

2.3 Problem Formulation

We decouple Agentic UQ into two complementary
mathematical problems, mapping the intuitive con-
cepts of Propagation and Calibration to rigorous
probabilistic formulations.

Forward Problem: Uncertainty Propagation.
As early errors infect future steps in long-horizon
trajectories, it requires the agent to propagate its
confidence through time, ensuring that the current
uncertainty estimate ¢; accounts for the accumu-
lated risk of the history. We thus define the Forward
Problem as estimating the joint probability of the
trajectory’s validity up to time ¢. Let V; be a binary
variable indicating if the trajectory h, is valid (free
of critical errors). The goal is to estimate:

P(Vilhe) = fo(P(Vieilhe-1), w(ahe)) - (D)

where f,(-) denotes the prompt formatting function
that wraps the history into the textual input.
Inverse Problem: Uncertainty Calibration. The
inverse problem aims to infer the optimal latent
process or action a* given a desired outcome or
constraints. We define the Inverse Problem as a
posterior optimization task. Given a low forward
estimate P(V;|h:) < § (indicating a potential diver-
gence between belief b; and state s;), the objective
is to find a corrected action a* that maximizes the
likelihood of task success, potentially by inferring
a latent reasoning path z:

at = argmax/P(a\z,ht)P(z\Succ,ht)dz (2)

We view this as Test-Time Calibration (Cobbe et al.,
2021). When the forward process yields low confi-
dence, we treat the generation of a reliable plan as
an inverse search problem (see Appendix A.2).

3 Methodology

We propose a unified Dual-Process UQ Framework
that dynamically decouples the agent’s mechanism
into two distinct modes based on uncertainty: a
fast, memory-augmented System 1 for forward un-
certainty propagation, and a slow, reflection-based
System 2 for inverse uncertainty calibration.

3.1 System 1: Forward UQ via
Uncertainty-Aware Memory (UAM)

The primary objective of System 1 is to maintain
Cognitive Continuity. It acts as the default “Fast
Path,” propagating uncertainty constraints implic-
itly through the agent’s context window. Instead
of relying on opaque logit probabilities, which are
often miscalibrated in RLHF-aligned models (Tian
et al., 2023), we implement a verbalized confi-
dence sensor by defining an elicitation mapping
® : hy — (ay, &, é;), where the agent generates the
action a;, a confidence scalar ¢; € [0, 1], and a nat-
ural language explanation é;. This explanation é;
serves to explicitly verbalize latent epistemic uncer-
tainties, see more discussion in Appendix A.5.4).

We formalize UAM as an augmented history struc-
ture that approximates the agent’s belief state
over time. Unlike standard agents that only re-
tain the trajectory of observations and actions
hi = {(0i, a;)}\}, our framework explicitly con-
structs an Uncertainty-Aware Memory that retains
the agent’s metacognitive states:

M = {(0, ai, ¢, ) Yizg 3)

Here, ¢; and ¢é; are the verbalized confidence and
semantic explanation generated at step 7. By pre-
serving (¢, é;), the agent maintains a record of its
own reliability, preventing the loss of critical risk
signals as the context window slides.

The core mechanism of UAM is Semantic Uncer-
tainty Propagation, denoted by Tsyq policy. While
we do not apply hard symbolic rules to block ac-
tions, retaining é; in the context window imposes a
Soft Cognitive Constraint via the Transformer’s
self-attention mechanism. Mathematically, the
probability of the next action P(azy1]|My) is con-
ditioned on the explicit articulation of prior doubts.
When the attention heads attend to tokens in é;
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describing uncertainty, the generative distribution
naturally shifts away from high-commitment ac-
tions (Exploitation) towards information-gathering
actions (Exploration). This effectively propagates
uncertainty forward in time, allowing the agent to
dynamically adjust its behavior based on the accu-
mulated uncertainty in its memory. To implement
System 1 without fine-tuning, we employ a Confi-
dence Elicitation Protocol by appending a struc-
tured instruction to the inference prompt, requiring
the agent to output a confidence score ¢ € [0, 1]
and a semantic explanation é; alongside its action

3.2 System 2: Inverse UQ via
Uncertainty-Aware Reflection (UAR)

System 2 acts as the slow path intervention. It
treats reliability as an Inverse Optimization Prob-
lem: given the detected diagnostic signal é;, we
aim to infer a corrected action a* that maximizes
information completeness and logic consistency.
The Reflection Operator. Standard reflection of-
ten suffers from degenerate feedback loops (Renze
and Guven, 2024). To enforce effective correction,
we utilize the verbalized explanation é; as a Ratio-
nal Cue from System 1 as an explicit diagnostic
constraint. We define a reflection operator 7,y that
transforms the unconditioned policy into a condi-
tional distribution parameterized by the identified
knowledge gaps. For an initial action a;,;; and
explanation é;,,;;, the operator constructs a reflec-
tion prompt Py f(€;nit) to guide the resampling:
Gnews Cnews Enew ~ Tiny ( | h, aim't)- Crucially,
we inject €;,,;; into P, (see Appendix A.6), ex-
plicitly instructing the model to “address the con-
cerns mentioned in: é;,;;". This reflection occurs
within the same time step ¢. If System 2 is trig-
gered, the initial proposal a;,;; is discarded, and
the selected candidate a,,.,, becomes the realized
action a; sent to the environment.
Consistency-Weighted Reflection. We employ
a Best-of-N sampling strategy to generate /N par-
allel reflection trajectories {(a,(@ke)w, é,(fe)w)}{f:l to
encourage diversity. Instead of simply selecting the
maximum confidence, we calculate a consistency-
weighted score S¢ons(a) for each action candidate:

where I(-) is an indicator function for semantic
equivalence, see Appendix A.3.3 for more expla-
nations. This metric rewards answers that are both

high-confidence and consistent. The provisional
optimal action is a’,, = arg maxg Scons(a).
Adaptive Memory Expansion. To balance effi-
ciency and context retention, our agent typically op-
erates with a Limited Memory window (M ;i =
h¢_.+) during inference. However, epistemic un-
certainty often stems from forgetting (Kirsch, 2024;
Liu et al., 2024b). We introduce a Memory Ex-
pansion Mechanism. After the initial reflection, if
the aggregated score Sc.,s(a*) remains below the
reliability threshold 7, the agent triggers a Con-
text Retrieval operation, loading the Full Memory
M tuu = ho.t and re-executing the reflection. This
mechanism ensures that expensive long-context
processing is only utilized when local reasoning
fails to resolve uncertainty, effectively creating a
tiered defense against error propagation. More de-
tails are provided in Appendix A.6.

3.3 Dual-Process Agentic UQ

Having defined the two systems, we now formal-
ize the Dual-Process Policy mq,, that integrates
them. To balance reliability and efficiency, we in-
troduce a switching function S(h;) that governs
the transition between systems:

Tiwd (a|he, My),

7"—inv(a|hi§)7

if S(hy) =0

Taual (alhy) = { if S(hy) =1

where S(h;) = I(¢; < 7) is an indicator func-
tion triggered when the agent’s self-evaluated confi-
dence ¢; falls below a reliability threshold 7, which
is a threshold determined empirically (typically
7 € [0.8,1) based on validation datasets). When
¢: > T, the agent executes the System 1 action
directly, incurring minimal cost. When ¢; < 7, the
agent activates the System 2 loop. The corrected
result is then written back to M; with its updated
confidence, ensuring that the resolved uncertainty
is propagated to future steps. This mechanism real-
izes dynamic inference budgeting, allocating expen-
sive reflection only to high-uncertainty steps. The
complete execution flow is detailed in Algorithm 1.

3.4 Trajectory-Level Evaluation Metrics

Standard calibration metrics (e.g., ECE) are ill-
suited for long-horizon agentic tasks because they
decouple local confidence from global success. A
single failure step often invalidates the entire tra-
jectory, regardless of the confidence of other steps.
To address this, we introduce a generalized frame-
work for Trajectory-Level Calibration. We de-
fine a trajectory as a sequence of confidence scores
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Dataset Method | End-State Calibration (®1,s) |  Overall Quality (®u) | Process Reliability (®min)
| ECE() BrierScore(|) | ECE(]) BrierScore(|) | ECE(|) Brier Score (})
ReAct 0.306 0.258 0.286 0.272 0.255 0.236
Reflexion 0.279 0.237 0.234 0.264 0.199 0.219
ALFWorld Self-Reflection 0.264 0.227 0.223 0.254 0.185 0.218
CoT-SC 0.185 0.224 0.177 0.215 0.178 0.206
Forward UQ (UAM) 0.109 0.220 0.160 0.222 0.104 0.217
Inverse UQ (UAR) 0.205 0.202 0.207 0.205 0.131 0.191
Dual-Process (AUQ) 0.174 0.218 0.162 0.198 0.093 0.176
ReAct 0.335 0.288 0.342 0.305 0.329 0.298
Reflexion 0.352 0.275 0.334 0.296 0.272 0.284
WebSho Self-Reflection 0.310 0.278 0.295 0.288 0.298 0.276
P CoT-SC 0.225 0.263 0.269 0.253 0.242 0.250
Forward UQ (UAM) 0.185 0.245 0.221 0.228 0.138 0.268
Inverse UQ (UAR) 0.209 0.231 0.242 0.222 0.262 0.248
Dual-Process (AUQ) 0.188 0.242 0.215 0.236 0.210 0.235

Table 1: Trajectory-Level Reliability Analysis. We report Trajectory-ECE (T-ECE, lower is better) and Brier Score
(T-BS, lower is better) on ALFWorld and WebShop. Forward (UAM) achieves the best calibration (lowest ECE) by
effectively dampening overconfidence, while Inverse (UAR) achieves the best sharpness (lowest BS) by resolving
uncertainty through reflection. The Dual-Process framework strikes an optimal balance.

c = {¢1,...,¢r}. We posit that the effective “tra-
jectory belief” C'(7) is determined by a trajectory
confidence aggregation function ®: C(1) = ®(c),
consisting of three distinct aggregation strategies
to capture different dimensions: (1) End-State Be-
lief (®ya5): C(7) = ¢ép. This assumes reliability
depends solely on the last-step final decision; (2)
Process Reliability (®nin): C(7) = minl_; ¢&.
Based on the Weakest Link Principle (Zhong et al.,
2024), a trajectory is only as reliable as its most
uncertain step; and (3) Overall Quality (Payg):
C(r) = 7 z;f:l ¢¢. This represents the average
confidence throughout the task. The detailed met-
rics of trajectory-ECE, Brier Score (BS), and AU-
ROC are described in Appendix A.3.4.

4 Experiments

4.1 Experimental Setup

Datasets and Benchmarks. To demonstrate the
broad applicability of our framework across dis-
tinct agentic regimes, we evaluate on three di-
verse benchmarks: (1) ALFWorld (Shridhar et al.,
2021): A precise embodied decision-making suite.
(2) WebShop (Yao et al., 2022a): A realistic e-
commerce environment characterized by high ob-
servation noise. (3) DeepResearch Bench (Du
etal.,2025): A benchmark for open-ended informa-
tion seeking, consisting of 100 PhD-level research
tasks. Detailed task descriptions and evaluation
protocols are provided in Appendix A.3.1.

Baselines. We compare our framework against
three categories of methods to isolate specific agen-
tic capabilities: (1) ReAct (Yao et al., 2022b): The
standard System 1 baseline. The agent reasons
and acts in an interleaved manner without explicit
self-evaluation or reflection. (2) Reflexion (Shinn
et al., 2023): A strong inter-episode learning base-
line representing System 2 self-correction without
uncertainty awareness. (3) Self-Reflection (Renze
and Guven, 2024): An intra-episode baseline that
triggers reflection on every step (or uses a heuris-
tic), by simply asking the model to validate its
action for unguided compute scaling. (4) CoT-SC
(Wang et al., 2022): An ensemble baseline, verify-
ing whether our gains stem purely from sampling
diversity rather than targeted reflection. To dissect
the Dual-Process architecture, we evaluate three
variants of our method: Forward (UAM-only), In-
verse (UAR-only), and Dual-Process (AUQ). The de-
tailed descriptions are provided in Appendix A.3.2.

Models and Implementation Details. We con-
duct a comprehensive evaluation across a spectrum
of closed and open-source LLMs, including GPT-
5.1, GPT-4.1, and GPT-40 (Achiam et al., 2023);
Gemini-2.5-Pro and Gemini-2.5-Flash (Comanici
et al., 2025); Qwen3-235B (Yang et al., 2025) and
DeepSeek-V3.1 (Bi et al., 2024), representing the
frontier of open-source capabilities. Our Inverse
UQ module employs a Best-of-N strategy (/N = 3
parallel paths). For scenarios with limited memory
context (h = 5), we activate the Memory Expan-
sion mechanism upon reflection failure. All ex-
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\ ALFWorld \ WebShop
Method | SuccessRate (1) ~ AUROC (1) | SuccessRate(f)  AUROC (1)

‘ (%) Dyt (I)avg D in ‘ (%) Dyt q)avg D i
ReAct 63.6 0913 0.783 0.667 29.3 0.863 0.758 0.608
Reflexion 67.9 0925 0.820 0.721 30.7 0.840 0.742 0.630
Self-Reflection 66.4 0922 0831 0.718 334 0.855 0.735 0.615
CoT-SC 69.5 0.948 0.847 0.763 37.1 0.861 0.769 0.663
Forward UQ (UAM) 65.7 0.963 0.841 0.807 314 0.865 0.775 0.725
Inverse UQ (UAR) 72.9 0958 0.856 0.774 38.6 0.874 0.791 0.710
Dual-Process (AUQ) 743 0.968 0.905 0.791 429 0.888 0.782 0.755

Table 2: Performance and Discrimination Analysis. We compare Success Rate (SR) and Discriminative AUROC.
Dual-Process (AUQ) consistently outperforms strong baselines.

periments on ALFWorld and WebShop are capped
at a maximum of 50 steps. To demonstrate gener-
alizability, we integrated AUQ into the Enterprise
Deep Research (EDR) framework (Prabhakar et al.,
2025). See more details in Appendix A.3.3.

Evaluation Metrics. We adopt an evaluation pro-
tocol to assess agent performance across three di-
mensions: (1) Performance: We report Success
Rate (SR) for ALFWorld and WebShop. For the
open-ended DeepResearch Bench, we utilize their
RACE rubric. We employ Gemini-2.5-Pro as an
impartial LLM-as-a-Judge to score the generated
reports. (2) Calibration: We assess how well
the agent’s confidence aligns with reality using
Trajectory-ECE (T-ECE) and Trajectory Brier
Score (T-BS). (3) Discrimination: We report the
(AUROC) to quantify the system’s ability to dis-
tinguish between success and failure modes purely
based on internal confidence signals.

4.2 Main Results

4.2.1 Closed-Loop Decision Making

Reliability (Calibration): Table 1 highlights the
calibration dynamics via Trajectory-ECE and BS.
ReAct agents exhibit severe miscalibration on the
process reliability metric (®ni,), confirming that
snowballed hallucinations often go undetected by
the agent itself. In contrast, our Forward (UAM-
Only) variant achieves superior T-ECE. By retain-
ing verbalized uncertainty in memory, UAM effec-
tively aligns the agent’s confidence with its actual
capabilities. However, while UAM is calibrated, In-
verse (UAR-Only) is decisive. It achieves the lowest
BS by actively resolving knowledge gaps via re-
flection, polarizing the belief distribution towards
certainty. AUQ integrates these strengths, maintain-
ing high calibration while significantly improving

resolution compared to the baseline.

60 60
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+:2'21% +5.3% (== AUQ 496 0% e 500
504 . 50 g—" 3
50.0;
451 45
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3 40 40
354 +5.7% road  B1312 33 i 32.332.2
+10. _—A—
335 —
301 317 313 30 13
28.2 288 0 .
= ' ' ' ' 250‘85. 0’9 0‘95 0’99
he X0 n > o - . R A
(,?«'6 .\;L.("%‘?(' 155\6 Confidence Threshold
N v
Ged\ 66«\\“

Figure 2: Generalization on Deep Research. (Left) AUQ
outperforms the Enterprise Baseline (EDR) across four
diverse LLM backends. AUQ consistently outperforms
the Enterprise Baseline (EDR). (Right) Sensitivity anal-
ysis of confidence threshold 7. The performance is
robust across models in the high-confidence regime.

Utility (Success): Table 2 demonstrates that su-
perior calibration translates directly into task per-
formance. Dual-Process (AUQ) consistently out-
performs baselines, achieving a remarkable 74.3 %
SR (+10.7%) and 42.9% SR (+13.6%) on ALF-
World and WebShop respectively. This gain is
particularly significant compared to CoT-SC, in-
dicating that our Consistency-Weighted reflection
provides quality gains beyond simple ensembling.
Furthermore, Dual-Process and its variants achieve
superior AUROC against baselines, proving that
its internal confidence signals reliably distinguish
between success and failure. This discriminative
power confirms that the system effectively allocates
its System 2 budget to the trajectories that need it
most, rather than reflecting blindly or randomly.

4.2.2 Open-Ended Deep Research

This task demands high-fidelity reasoning, where
success is defined by the depth and coherence of the
final report rather than binary completion. Table 3
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Agent systems ‘ Overall Comprehensiveness Insight Instruction Readability
langchain-open-deep-research 43.44 42.97 39.17 48.09 45.22
doubao-research 44.34 44.84 40.56 47.95 44.69
kimi-research 44.64 44.96 41.97 47.14 45.59
Claude-research 45.00 45.34 42.79 47.58 44.66
Openai-deepresearch 46.45 46.46 43.73 49.39 47.22
Gemini-2.5-pro-deepresearch 49.71 49.51 49.45 50.12 50.00
WebWeaver (Qwen3-235b) 50.62 51.29 51.00 49.98 48.89
WebWeaver (Claude-sonnet-4) 50.58 51.45 50.02 50.81 49.79
Enterprise Deep Research (Gemini-2.5-pro) | 50.62 49.70 51.24 50.52 50.61
AUQ (Ours, Gemini-2.5-Pro) 51.97 49.19 53.64 51.67 51.26
AUQ (Ours, GPT-5.1) 52.09 51.60 54.21 50.69 50.13

Table 3: Evaluation on Open-Ended DeepResearch Bench. We compare our approach against enterprise-grade
systems and recent agent frameworks using the RACE rubric (Du et al., 2025). The Dual-Process architecture
achieves superior performance in Comprehensiveness, Insight, Instruction Following, and Readability.
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Figure 3: Internal Belief Dynamics on ALFWorld. (Left) Trajectory confidence evolution comparing UAM-Only
(Dashed) and Dual-Process AUQ (Solid). (Right) Scatter plots of Pre- vs. Post-Reflection confidence (GPT-40 &

GPT-5.1). Yellow boxes show summary statistics.

benchmarks our Dual-Process AUQ framework
against widely deployed Deep Research Agents
and open-source frameworks. AUQ achieves a state-
of-the-art Overall Score of 52.09, outperforming
the strongest closed baseline (49.71) and the best
open-source competitor (50.62). Critically, this ad-
vantage stems from superior Insight (54.21) and
Comprehensiveness (51.60). Baseline agents often
exhibit “information satisficing”, retrieving surface-
level facts and stopping. In contrast, our Inverse
UQ mechanism triggers a deep dive reflection when
it detects epistemic gaps, transforming potential
shallow summaries into rigorous, evidence-backed
arguments. Figure 2 (Left) illustrates AUQ’s impact
across four diverse backends. We observe universal
gains, with the relative improvement (e.g., +10.4%
on Gemini-2.5-flash, avg +6.4% over all models).
Figure 2 (Right) confirms hyperparameter stability:
performance forms a stable plateau for 7, indicat-
ing that verbalized confidence is a robust signal
that does not require intensive tuning.

Qualitative Analysis. Beyond quantitative met-

rics, we analyze the agent’s behavioral shifts in
Appendix A.7. Specifically, we provide detailed
trajectories for Deep Research (Appendix A.7.2
and A.7.3), illustrating how System 2 refines query
decomposition; and ALFWorld (Appendix A.7.1),
demonstrating how AUQ detects and breaks snow-
balled hallucination in embodied tasks.

4.3 Analysis and Discussion

Internal Dynamics of Uncertainty. To demys-
tify how AUQ alters the reasoning trajectory, we
analyze the evolution of belief in Figure 3. Com-
paring the confidence traces of UAM-Only and Dual-
Process reveals distinct cognitive roles. UAM trajec-
tories remain consistently lower, suppressing blind
commitment to create a crucial Discriminative Mar-
gin between safe and risky states. In contrast, AUQ
trajectories show a significant rebound, confirming
that System 2 functions actively consume compute
to eliminate uncertainty. However, the scatter plots
(Figure 3 Right) reveal a nuanced “Delusion Gap’
in this resolution process. While System 2 consis-

1
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tently boosts confidence, failure cases often exhibit
significantly larger gains (A) than successes. This
is because successful trajectories often start with
high confidence, where System 2 merely acts as a
validator; while in intractable failure cases, aggres-
sive reflection can sometimes lead to Delusional
Confirmation, creating overconfidence in a halluci-
nated plan. Despite this risk, the net impact remains
overwhelmingly positive. As detailed in our com-
parative analysis (Appendix A.5.1), our framework
corrects 14.3% of ReAct’s failures while regressing
on only 3.6% of its successes.
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Figure 4: Effect of memory length on AUQ and ReAct.

Role of Memory Length and Model Generaliza-
tion. Figure 4 shows the performance degrada-
tion of the agent as we shorten the historical win-
dow h from the full history to a single step. A sig-
nificant difference emerges: ReAct’s performance
drops sharply with limited memory history because
it cannot access the previous observations needed
to maintain consistency. In contrast, AUQ demon-
strates superior resistance to forgetting. Even with
h = 1, it still maintains significantly higher per-
formance (+5.0%), indicating that the stored un-
certainty metadata (¢, €) encapsulates the risk state
of the trajectory into a compact signal that persists
even when the original observation log is truncated.
Also, the performance improvement provided by
AUQ increases with the length of the memory.

This robustness is further amplified by our mem-
ory expansion architecture, validated in Figure 5.
In the constrained h = 5 setting, agents often fail
due to missing dependencies. AUQ recovers this loss
via Adaptive Memory Expansion, triggering full-
context retrieval only when System 2 detects epis-
temic gaps. This mechanism yields massive gains
(e.g., +17.9% for GPT-5.1), proving that dynamic
retrieval is superior to static windowing. Crucially,
these benefits are universal. As shown in the cross-
model comparison, AUQ consistently outperforms
ReAct across diverse models (e.g., +11.0% for lim-
ited memory, and +7.7 % for full memory).
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Figure 5: Model generalization and memory expansion.

Cost-Efficiency Analysis. Figure 6 presents the
Pareto frontier of Success Rate versus Inference
Cost (avg. API calls). The curve exhibits a dis-
tinct inflection point at 7 ~ 0.9, representing the
optimal efficiency sweet spot. Further increasing
the threshold to 7 = 0.95 leads to diminishing
returns in accuracy while costs increase exponen-
tially, as the agent begins to over-verify even trivial
steps. Counterintuitively, our detailed analysis (see
Appendix A.5.3) shows that System 2 does not al-
ways increase the total computation; in many cases,
by detecting low confidence early, the agent can
prevent the lengthy and futile hallucination loops
common in ReAct, thus transforming wasted failed
computations into useful verification computations.
Therefore, AUQ effectively shifts the paradigm from
cheap but wasteful generation to strategic and effi-
cient reasoning (see Appendix A.5.6).
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Figure 6: Pareto Efficiency. Success Rate vs. Computa-
tional Cost (log scale). AUQ achieves a superior Pareto
frontier, with optimal efficiency at 7 ~ 0.9 (starred).
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5 Conclusion

We propose a dual-process agentic UQ framework
that bridges the gap between calibration and au-
tonomous reasoning. By decomposing uncertainty
management into fast, memory-aware propagation
(System 1) and slow, reflective calibration (System
2), we effectively mitigate the hallucination spiral
problem that plagues long-horizon tasks. Our ex-
tensive experiments demonstrate that this approach
not only achieves superior performance but also
excels in calibration and self-awareness. These
results suggest that principled agentic UQ is an
effective approach to building more reliable and
adaptive LLM agents.

Limitations

Although our dual-process framework demon-
strates significant reliability improvements across
various benchmarks, we also acknowledge some
limitations that define the scope of our current work
and point to future research directions. (1) Our
framework is based on the premise that the un-
derlying large language model (LLM) possesses
the latent ability to express uncertainty. While we
observe a strong correlation between verbally ex-
pressed confidence and correctness in strong LLM
models (e.g., GPT-5.1, Gemini-2.5-Pro), this capa-
bility diminishes in smaller models (e.g., models
with fewer than 7 billion parameters). (2) The
activation of System 2 (uncertainty-aware reflec-
tion) inevitably introduces additional inference la-
tency due to the parallel execution of “best-of-
N”sampling and iterative critique loops. While
our analysis shows that this latency is typically off-
set by a reduction in the total number of wasted
steps (thus preventing prolonged failure loops), in-
stantaneous latency spikes may be unacceptable
for strictly real-time, low-latency applications (e.g.,
real-time conversational agents).

Ethical Considerations

This work introduces a framework for enhancing
the reliability of autonomous agents. We identify
two primary ethical implications: (1) Automation
Bias and Over-Reliance. While our AUQ frame-
work improves calibration, there is a risk that users
may over-rely on the agent’s verbalized confidence
(¢), perceiving high confidence as a guarantee
of factual correctness. In high-stakes domains
(e.g., medical or legal research), even calibrated

agents can hallucinate. We emphasize that our sys-
tem serves as a decision-support tool, and human
oversight remains essential for final verification.
(2) Computational Impact. Our System 2 reflec-
tion mechanism (Best-of-N sampling) increases
inference-time compute, potentially raising energy
consumption. However, as noted in our Efficiency
Analysis, this is often offset by preventing lengthy,
futile failure loops in unguided agents. We advo-
cate for "Adaptive Risk Budgeting" to deploy such
compute-intensive reflection only when necessary,
minimizing the environmental footprint.
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A.1 Related Work

Uncertainty Quantification in LLMs. Accurate
UQ is the cornerstone of reliable Al deployment.
While classical calibration methods like tempera-
ture scaling (Guo et al., 2017) are effective for dis-
criminative tasks, applying them to the open-ended
generation of LLMs remains non-trivial (Kadavath
et al., 2022). Recent advancements have largely
bifurcated into logit-based and linguistic-based ap-
proaches. Logit-based methods, such as Semantic
Entropy (Kuhn et al., 2023), attempt to aggregate
token probabilities over equivalent meanings, yet
they often face accessibility challenges with black-
box APIs. Consequently, verbalized uncertainty
where models explicitly express their confidence
via natural language prompting, has emerged as a
promising alternative (Lin et al., 2022; Tian et al.,
2023). Studies show that sufficiently aligned mod-
els can produce well-calibrated verbal confidence
(Groot and Valdenegro-Toro, 2024), a finding that
serves as the theoretical basis for our Forward UQ
(System 1) module. However, these methods pre-
dominantly treat UQ as a static, post-hoc metric for
isolated queries. They do not address how such sig-
nals can be operationalized to dynamically control
the branching and backtracking decisions in the
continuous, multi-step trajectories of autonomous
agents (Kirchhof et al., 2025).

Autonomous Agents and Error Propagation.
While the reasoning-acting paradigm, pioneered
by frameworks like ReAct (Yao et al., 2022b) and
Reflexion (Shinn et al., 2023), has empowered
LLMs to solve long-horizon tasks, these systems
exhibit significant brittleness in dynamic environ-
ments. Unlike single-turn generation, where errors
are isolated, autonomous agents suffer from the
“Curse of Recursion” or “Error Propagation”. Re-
cent failure analyses have systematically codified
this phenomenon. For instance, Zhu et al. (2025)
and Cemri et al. (2025) identify that the primary
cause of task failure is not merely lack of knowl-
edge, but “Spiral of Hallucination” (Zhang et al.,
2024; Dziri et al., 2023) where a minor halluci-
nation in an early reasoning step (e.g., misinter-
preting a tool output) pollutes the context window,
biasing all subsequent planning steps towards an
irreversible failure state.

To address this, a surge of recent work has
focused on Automated Failure Attribution. Ap-
proaches like AgentDebug (Zhu et al., 2025) and
failure causality analysis (Zhang et al., 2025) treat
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agent trajectories as diagnosable artifacts, utiliz-
ing separate critique models to trace root causes
(e.g., planning brittleness vs. grounding errors)
after the episode concludes. Other works have ex-
plored the dynamics of coordination collapse in
multi-agent settings (Cemri et al., 2025), identi-
fying how individual delusions can propagate to
system-wide failures. While these contributions
provide a valuable taxonomy of why and where
agents break, they remain predominantly diagnos-
tic or rely on distinct “debugging layers” (Zhu et al.,
2025). They function as autopsies, explaining the
death of the trajectory after it has occurred. Our
Dual-Process framework fundamentally shifts this
paradigm from post-hoc attribution to runtime pre-
vention. By integrating UQ directly into the cogni-
tive loop, we detect the onset of error propagation
(System 1) and arrest the snowball effect via imme-
diate reflection (System 2) before it cascades into
total task failure.

Uncertainty and Calibration in Agentic Sys-
tems. The study of uncertainty in LLM agents is
an emerging but critical field, distinct from static
text generation (Kirchhof et al., 2025). Pioneering
works have begun to formalize the unique chal-
lenges agents present, particularly the sequential
nature of confidence (Han et al., 2024; Tsai et al.,
2024). Frameworks like UProp (Duan et al., 2025)
and SAUP (Duan et al., 2025) were among the
first to explicitly model how uncertainty propa-
gates through the sequential steps of an agent’s
trajectory, mathematically characterizing how local
errors compound into global failures. Concurrently,
other research has focused on quantifying the ex-
ternal uncertainty introduced by tool interactions,
analyzing how API failures or noisy tool outputs
impact overall reliability (Liu et al., 2024a; Lymper-
opoulos and Sarathy, 2025). While these studies
laid the essential groundwork by identifying the
core mechanics of propagation and external inter-
action, they primarily focus on high-level modeling
or passive diagnosis. They quantify the risk but do
not necessarily provide architectural mechanisms
to resolve it during runtime. Our work bridges
this gap by operationalizing these uncertainty sig-
nals. Instead of merely observing the propagation
of doubt (as in UProp), our Dual-Process frame-
work uses it as a trigger for active intervention,
switching from fast System 1 execution to slow
System 2 reflection to arrest the propagation before
it becomes irreversible.

Reflection and Self-Correction Mechanisms.
The ability to self-correct is a hallmark of au-
tonomous agents. Early frameworks like Self-
Refine (Madaan et al., 2023), Self-Reflection
(Renze and Guven, 2024), and Reflexion (Shinn
et al., 2023) demonstrated that LLMs can improve
their outputs through iterative refinement loops.
However, these methods typically rely on explicit
failure signals or ground truth oracles to trigger
correction. In open-ended reasoning tasks where
such environmental feedback is absent, they often
resort to “blind” reflection, leading to inefficient
loops or the self-correction fallacy (Huang et al.,
2023) where the model confidently validates its
OWN erTors.

To address this, critique-and-refine approaches
like CRITIC (Gou et al., 2023) and self-critiquing
pipelines (Saunders et al., 2022) introduce verifica-
tion steps using external tools or self-generated cri-
tiques. Yet, these methods suffer from the “severity
of hallucination”: if the model lacks the knowledge
to solve the problem, it often lacks the knowledge
to critique it, resulting in sycophantic confirma-
tion. More recent advances like STeCa (Wang
et al., 2025) attempt to enforce calibration through
trajectory-level reward modeling and supervised
fine-tuning. While effective, STeCa requires ex-
pensive training on expert trajectories and is not
easily adaptable to new base models. Our work
aligns with the emerging trend of Scaling Test-
Time Compute (Snell et al., 2024), but with a
critical distinction in activation. Unlike Reflexion,
which acts incessantly, or STeCa, which requires
parameter updates, our Dual-Process framework
offers a training-free, Pareto-optimal alternative.
We utilize internal epistemic uncertainty as a cali-
brated “Stop” or “Switch” signal, ensuring that ex-
pensive reflective compute (System 2) is deployed
only when the agent detects a genuine risk of fail-
ure, thereby balancing reliability with token effi-
ciency.

A.2 Formal Mathematics in Problem
Formulation

We provide the rigorous probabilistic definitions
and derivations corresponding to the Problem For-
mulation in Section 2.3.

A.2.1 Forward Problem: Recursive Validity
Estimation

In Equation (1), we defined the forward problem as
estimating the trajectory validity P(V;|h;). Here,
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we explicate the recursive function f,. Let V; €
{0,1} be a binary random variable indicating that
the trajectory up to step t is free of critical epistemic
errors. By the chain rule of probability, the validity
of the current state depends on the validity of the
history and the correctness of the current action:

P(‘/t =1 ‘ ht):P(‘/t =1 | ‘/;71 :17at,ht,1)
- P(Viey =1 he—1)
~ P(Corr(at) ‘ ht) 'P(‘/t71 =1 | htfl) .

local conf. c¢ hist. validity

(&)
This recursive product implies that P(V; = 1)
is monotonically non-increasing with respect to
t. This mathematically formalizes the Spiral
of Hallucination: a single failure at step k
(P(Correcty,) ~ 0) drives the joint probability to
zero for all ¢ > k, permanently invalidating the tra-
jectory. Our Forward UQ approximates this joint
probability by aggregating verbalized confidence
scores: P(Vi|h;) =~ HE:O ¢; (or via a conservative
minimum function min(ép.t)).

A.2.2 Inverse Problem: Latent Variable
Calibration

We view this as Test-Time Calibration (Cobbe et al.,
2021). When the forward process yields low confi-
dence, we treat the generation of a reliable plan as
an inverse search problem. By utilizing inference-
time compute (e.g., reflection (Shinn et al., 2023)),
we approximate the posterior distribution of correct
reasoning without updating model parameters.

In Equation (2), we framed the inverse problem
as maximizing the posterior via a latent reasoning
path z. Here, we derive this form from Bayesian
decision theory. We treat the task success as an
optimality variable O (where O = 1 implies Succ).
We introduce a latent variable z representing the
reasoning trace (e.g., a Chain-of-Thought or a Re-
flection explanation). We aim to find the action a*
that maximizes the posterior:

a* = argmax P(alh;, O = 1) (6)

a

By marginalizing over the latent reasoning z, we
expand the posterior:

P(a|ht,(’):1):/P(a,z\ht,(’)zl)dz

:/P(a | 2, he) @
-P(z | he, O =1)dz.

Using Bayes’ rule on the second term:

P(z|ht, O =1) x P(O =1|z,h¢) Trprior (2] Pt )
—— —/ —_———

Likelihood (Consistency) Generation Prior
®)
Substituting this back, we recover the objective in
Equation (2). Since the integral over all possible
thoughts z is intractable, our Best-of-N Reflection
strategy performs a Monte Carlo approximation:
1. Sample: Generate N reasoning paths {z;} Y
from the prior 7(z|h¢).

2. Reweight: Estimate P(O = 1|z;, h;) using
self-consistency or verbalized confidence as a
proxy.

3. Argmax: Select the action a associated with
the highest weighted z.

This derivation proves that our method is a particle-
based approximation of the optimal inverse calibra-
tion.

A.3 Detailed Experimental Setup
A.3.1 Datasets and Evaluation Protocols

We selected three benchmarks that span the spec-
trum of agentic capabilities, ranging from rigid,
logic-heavy planning to open-ended, creative syn-
thesis. This diversity ensures that our Agentic UQ
framework is not overfit to a specific modality but
is generally applicable.

ALFWorld: Embodied Decision Making (Logic
& Planning). ALFWorld aligns TextWorld with
the ALFRED benchmark, creating a text-based sim-
ulated household. The agent must solve high-level
goals (e.g., “clean the apple and put it in the fridge”)
by executing a sequence of low-level actions (e.g.,
open fridge, put apple).

* It represents Deterministic Planning. The envi-
ronment is logically consistent but requires long-
horizon dependency tracking. A single missing
step (e.g., forgetting to open the fridge before
putting the apple) causes failure. This tests the
agent’s ability to maintain Cognitive Continuity.

* We utilize the Seen Evaluation Set, comprising
140 unique environments. This setting tests
the agent’s reliability in handling known domain
structures. The evaluation metric is Success Rate
(SR).
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WebShop: Noisy Web Navigation (Robustness
& Search). WebShop simulates a large-scale e-
commerce website with 1.18 million products. The
agent is given a user instruction (often containing
implicit constraints like “under $50”) and must
search, browse, and select the correct product op-
tions.

* It represents Stochastic Environment Interac-
tion. Unlike ALFWorld, WebShop is highly
noisy: search engines return irrelevant results,
and product descriptions are verbose and unstruc-
tured. This tests the agent’s ability to use Inverse
UQ to filter noise and verify information before
committing.

* To maintain sample size consistency with ALF-
World, we randomly sampled 140 episodes from
the standard Development Set. The evaluation
metric is Success Rate (SR).

DeepResearch Bench: Open-Ended Synthesis
(Synthesis & Depth). Created by 100+ domain
experts, this benchmark consists of 100 PhD-level
research tasks (50 in Chinese, 50 in English) span-
ning 22 distinct fields. The agent must perform
autonomous web research to generate a compre-
hensive report.

* It represents Open-Ended Reasoning. There
is no single “correct” sequence of actions. Suc-
cess depends on the depth of insight and the
coherence of the final report. This tests whether
Confidence-Aware Reflection can drive deeper
investigation rather than superficial summariza-
tion.

* We utilize the Reference-based Adaptive
Criteria-driven Evaluation (RACE) frame-
work (Du et al., 2025) with Dynamic Weight-
ing. Unlike static grading, RACE dynamically
adjusts evaluation criteria based on the reference
report’s complexity, assessing the agent on di-
mensions such as comprehensiveness, insight,
instruction following, and readability. We fo-
cus on the RACE score to evaluate generation
quality, excluding the FACT (citation) metric to
isolate reasoning capabilities.

A.3.2 Baselines and Variants

Here we provide the exact operational details for
each method to ensure reproducibility.

Baselines Implementation

* ReAct (Yao et al., 2022b): The standard System
1 baseline. The agent reasons and acts in an inter-
leaved manner without explicit self-evaluation or
reflection. We use the standard prompt template
provided in the original paper. The temperature
is set to 0.0 for deterministic greedy decoding.

Reflexion (Shinn et al., 2023): A strong inter-
episode learning baseline. It persists through ver-
bal reinforcement from past failures to improve
future trials. We evaluate Reflexion after 2 ac-
cumulated failure trials to measure its few-shot
adaptation capability. We implement the stan-
dard Reflexion loop: Act — Fail — Reflect
— Store in Long-term Memory. For a fair
comparison with our inference-time method, we
allow Reflexion to accumulate experience over 2
failure trials on the same instance before measur-
ing the performance on the 3rd trial.

¢ Self-Reflection (Renze and Guven, 2024): An
intra-episode baseline that triggers reflection on
every step (or uses a heuristic). Unlike our
method, it lacks confidence calibration and sim-
ply asks the model to “double-check” its ac-
tion, serving as a baseline for unguided com-
pute scaling. At every step, the agent generates
a thought and action, then enters a mandatory
“Checkphase: “Review your proposed action.
Is it correct? If not, generate a new one. “ This
method often suffers from “double-checking fa-
tigue,” where the model blindly confirms its own
action, or “over-correction,” where it changes a
correct action due to anxiety.

* CoT-SC (Wang et al., 2022): A statistical en-
semble baseline. For every decision step, we
sample N = 6 independent trajectories (Action
+ Thought) with temperature 7' = 0.7. We ap-
ply majority voting on the final Action string. If
there is a tie, we select the one with the highest
average log-probability. This tests whether our
gains stem purely from sampling diversity rather
than targeted reflection.

Dual-Process Variants Implementation All our
variants use the same base prompt structure but
differ in their control flow and memory content.

* Forward (UAM-Only): The agent generates and
stores verbalized confidence in memory to con-
strain future exploration, but never triggers the
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System 2 reflection loop. This tests the efficacy
of predictive uncertainty propagation.

— Process: Step t generates (ay, ¢y, €¢).

— Memory Update: M1 <+ My U
{(Ot, ag, ét, ét)}

— Constraint: The System 2 loop is strictly
disabled (Threshold 7 = —o0). The agent
must rely on the presence of é; in the con-
text window to adjust its behavior for step

t+1.

* Inverse (UAR-Only): The agent can trigger Sys-
tem 2 reflection to correct low-confidence steps,
but does not persist the confidence metadata
(¢, é) into long-term memory. This tests the ben-
efit of local correction without cognitive continu-

ity.
— Process: If ¢, < 7, trigger Reflection +
Best-of-N to get corrected action ay.

— Memory Update (Crucial Difference):
Mt+1 — MU {(CLI, Ot)}.

— Constraint: The confidence scores and ex-
planations are discarded after the step is
finalized. Future steps do not see the “cog-
nitive meta-data”of the past, simulating a
“forgetful” but capable agent.

* Dual-Process (Full, AUQ): The complete frame-
work combining UAM propagation and UAR
correction with adaptive switching.

— Process: If ¢; < 7, trigger Reflection.

— Memory Update: My <+~ M; U
{(0t, af, Crews Enew) }-

— Constraint: Combines both local correction
and long-term uncertainty propagation.

A.3.3 Implementation Details

Calculation of Consistency-Weighted
Confidence

Given N sampled reasoning paths {ri,...,rn},
each producing a final action a; and a verbalized
confidence ¢;, we first aggregate the paths into se-
mantic clusters C, ..., C'x such that all actions in
a cluster are semantically equivalent. The score for
a candidate action a is calculated as:

|Cal 1 .
S(a) = N = Gyl E Ci ©))
—~— 1€Cq,
Consistency  ~—~——"

Mean Confidence

This formulation separates diversity (consis-
tency) from epistemic strength (confidence). Our
consistency-weighted score S¢ons(a) (Equation 4)
implicitly approximates the negative entropy of the
System 2 distribution. A low consistency score in-
dicates high variance among the N sampled paths,
serving as a proxy for Conflictual Uncertainty
(Epistemic), whereas a uniformly low ¢; across
consistent answers would indicate Task Difficulty
(Aleatoric). By filtering candidates based on Scps,
we specifically target epistemic hallucinations. The
semantic equivalence function a; =~ a; is imple-
mented differently depending on the task domain:

e Structured Environments (ALFWorld, Web-
Shop): Since these environments require valid
API calls, we employ Normalized String Match-
ing. We extract the content within the <action>
tags, convert to lowercase, and strip trailing
whitespace.

I(as, a;) = {1 if norm(a;) = norm(a;)

10
0 otherwise 10

Open-Ended Reasoning (Deep Research): For
high-level planning tasks where identical intents
may be phrased differently (e.g., “Search for
X then Y”vs. “First find X, followed by Y”),
strict string matching is insufficient. We employ
a Model-Based Equivalence Check. We define
I(a;,aj) = 1 if the model (System 1) predicts
“Yes” to the prompt: “Do these two plans rep-
resent the same core information-seeking strat-
egy?”. In practice, to reduce latency, we often
strictly enforce output formatting (e.g., specific
JSON keys) to revert to string matching where
possible.

Model Specifications. We access proprietary
models via their official APIs and host open-
weights models using vVLLM on a cluster of H200
GPUs. Table 4 lists the specific versions used in
this study.

Hyperparameter Settings. We enforce strict hy-
perparameter control to ensure fair comparison.
Table 5 details the specific settings for the Dual-
Process framework.

Reflection and Memory Expansion Logic. The
Inverse UQ process follows a hierarchical search:

1. Parallel Sampling: Upon triggering System
2, we generate N = 3 parallel responses us-
ing a temperature of 0.7 to encourage diverse
reasoning paths.
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Model Family | Specific Checkpoint/Version | Role in Experiments
gpt-5.1-preview Strong Reasoning Baseline

OpenAl gpt-4.1 Strong Baseline
gpt-4o0 Efficiency Baseline

Google gemini-2.5-pro Long-Context Specialist

g gemini-2.5-flash High-Speed/Low-Cost
) Qwen3-235B-Instruct Strong Open Model
Open-source LLMs DeepSeek-V3.1-Chat Reasoning-Dense Open Model

Table 4: List of LLMs evaluated in our experiments.

Parameter | Value | Description

General Inference

Max Trajectory Steps 50 Early stop for ALFWorld/WebShop
Temperature (Greedy) 0.0 Used for ReAct and System 1 (Forward)
Temperature (Sampling) 0.7 Used for System 2 (Inverse/Reflection)

Dual-Process Control

Threshold 7 (Standard) {0.8,0.85,0.9,0.95} | Ablated range; 0.85 is default
Threshold 7 (Research) {0.8,0.85,0.9,0.95} | Ablated range; 0.95 for DeepResearch Bench

Inverse UQ (System 2)

Sampling Width N 3 Number of parallel candidate paths
Reflection Depth D 3 Max iterative correction rounds per path
Memory Expansion True Triggered if h = limit and ¢ < 7 after reflection

Table 5: Hyperparameters for the Agentic UQ Framework.

2. Iterative Refinement: For each path, if the
verbalized confidence is below 7, the agent
is prompted to critique and refine its action.
This repeats for a maximum of D = 3 turns.

3. Expansion Trigger (Conditional): In the
Limited Memory setting (h = 5), if the best
candidate from the reflection loop still fails to
meet the threshold 7, the Adaptive Memory
Expansion protocol is activated. The agent re-
trieves the full trajectory history from an exter-
nal buffer and re-runs the reflection loop once.
This ensures that expensive long-context pro-
cessing is only reserved for the most stubborn
uncertainties.

Integrate Agentic UQ with Enterprise Deep Re-
search (EDR). The standard EDR architecture
operates as a hierarchical multi-agent system (Prab-
hakar et al., 2025): a Planner (‘“master research
agent”) first decomposes the user topic into paral-
lel sub-questions, which are then executed by Re-
searcher (“specialized agent”) agents using tools
(e.g., Tavily/Google Search), followed by an An-
alyst (“research report”) that synthesizes the re-
sults. We integrate our Dual-Process framework
specifically at the Planner-Researcher Interface,
utilizing a control strategy:
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1. Planner Augmentation: We modify the Plan-

ner’s system prompt to include our Confidence
Elicitation Protocol. Instead of directly out-
putting a JSON list of sub-queries, the Planner
is instructed to first output a <confidence>
score and an <explanation> of potential
knowledge gaps.

. Execution Interception (The Switch): Be-

fore the Planner’s output is parsed into the task
queue for Researcher agents, the AUQ module
acts as a gatekeeper:

* Pass-through (System 1): If confidence
> 1, the decomposition is parsed immedi-
ately, and Researcher agents are dispatched
in parallel. This incurs zero latency over-
head.

¢ Intervention (System 2): If confidence
< 7, the AUQ module blocks the dispatch
of Researchers. It initiates the Reflection
Loop, feeding the Planner’s own explana-
tion back to it to regenerate a refined plan
(e.g., switching from General Search to Aca-
demic Search tools, or adding granular sub-
queries).

3. Seamless Integration: Once the System 2

loop resolves the uncertainty (or reaches max



depth), the corrected decomposition plan is
injected back into the EDR pipeline. The Re-
searcher agents then execute this improved
plan, unaware that an intervention occurred.

This architecture demonstrates that AUQ is
framework-agnostic: it improves the quality of
the EDR system’s output (Insight/Comprehensive-
ness) solely by optimizing the planning instruc-
tions, without requiring changes to the complex
asynchronous search or synthesis logic.

A.3.4 Evaluation Metrics and Protocols

Trajectory-Level Calibration Metrics. Stan-
dard token-level metrics are insufficient for sequen-
tial tasks. We define a trajectory confidence se-
quence ¢ = {¢1, ..., ér}. We map this to a scalar
trajectory belief C'(7) = ®(c) using three aggrega-
tion strategies: End-State (P1,s), Overall Quality
(Pavg), and Process Reliability (Pmin).

* Trajectory-ECE (T-ECE). We partition test tra-
jectories into M bins {B,,}*_, based on their
aggregated belief C (7). T-ECE measures the
weighted absolute difference between confidence
and accuracy:

M
T-ECEg = Z |[j\;n’ acc(By,) — conf(B,,)
m=1 AvgY Avg C(T)
QY

where Y € {0, 1} is the binary task success.

* Trajectory Brier Score (T-BS). To jointly eval-
uate calibration and sharpness (decisiveness), we
utilize the Mean Squared Error of the probabilis-
tic prediction:

N
1 _ )
TBSe = - > (C(r") -¥Y)? (2
i=1

* Discriminative AUROC. We calculate the AU-
ROC by treating the aggregated confidence C'(7)
as a binary classifier score for task success. A
score of 0.5 indicates random guessing, while
1.0 indicates perfect separation between success
and failure trajectories.

Deep Research Judge Protocol. Evaluating
open-ended research reports requires nuanced judg-
ment. We utilize Gemini-2.5-Pro as the evaluator.
The model follows the RACE protocol (Du et al.,
2025), scoring on a 1-10 Likert scale across four

dimensions (comprehensiveness, insight/depth, in-
struction following, readability), which are then
normalized to a 0-100 scale.

A.4 Dual-Process Agentic UQ Framework
(AUQ)

We provide the formal execution flow of the Dual-
Process Agentic UQ framework in Algorithm 1.
The algorithm proceeds in three phases at each
time step t:

e System 1 - Uncertainty Propagation: The
agent observes the current state o; and conditions
on the accumulated uncertainty-aware memory
M. It jointly generates a tentative action d;, a
scalar confidence ¢;, and a semantic explanation
é:. The explanation serves as a “rationale cue”
for potential debugging.

¢ System 2 - Uncertainty Reflection: The frame-
work evaluates the confidence against the thresh-
old 7.

— If ¢, > 7, the system trusts the fast intuition
and proceeds immediately.

- If ¢, < 7, System 2 is activated. The agent
uses the generated explanation é; as a spe-
cific query to guide a Best-of-N sampling
process. The final action a, is selected via
confidence-weighted consistency voting, ef-
fectively filtering out hallucinated paths.

* Memory Consolidation: Crucially, the final ex-
ecuted tuple (o, at, ¢, ;) is appended to M.
This ensures that future steps are conditioned
on the agent’s past epistemic states, enabling the
“Cognitive Damper” effect where past doubts in-
fluence future caution.

A.5 Additional Experimental Results and
Analysis

A.5.1 Extended Analysis of Internal
Dynamics and Risks

The scatter plots in Figure 3 (Right) revealed a
counter-intuitive phenomenon where failure cases
often exhibit larger confidence gains (A) than suc-
cesses. To explain this, we categorize the System
2 intervention outcomes into three distinct modes
based on initial confidence c;,;; and final status:

1. Validation (High c;,,;; — High cy;,,4;, Success).
This is the dominant mode for successful trajecto-
ries. The agent starts with high confidence (typi-
cally cinie > 0.9). The reflection loop serves as a
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Algorithm 1 Dual-Process Agentic Uncertainty Quantification

Require: Task Instruction 7, Threshold 7, Sampling Count N, Max Steps Tinqz
1: Initialize: Memory M < (}, Observation oy <— Env.reset(I)

2: for t = 0to 1}, do
3: // Phase 1: System 1 Fast Execution

4: Construct prompt P; < fprompt (I, My, 04)
5: Generate initial proposal:
6: dt,ét,étNﬂg("Pt)
7: // Phase 2: Uncertainty Switch
8: if ¢; > 7 then
9: // High Confidence: Pass-through
10: Set final action a; < a;
11: else
12: // Low Confidence: System 2 Reflection (Triggered)
13: Define candidate set A.qng < 0
14: Construct reflection prompt P, s using rational cue é;
15: forn =1to N do
16: Sample reasoning path: (™, a(™ &) ~ 7o(-| Pref)
17: Add to candidates: Acgng < Acana U {(al™, &™)}
18: end for
19: // Inverse UQ: Consistency-Weighted Selection
20: Calculate score for each unique action a:
21: S(a) = Y (a snyen,,,, 1a? = a) - &
22: Select optimal action: a; <— arg max, S(a)
23: Update confidence/explanation to match selected path’s values
24: end if
25: /! Phase 3: Execution & Memory Update
26: Execute action: o411, done < Env.step(a;)
27: Update Uncertainty-Aware Memory:
28: Mt-i—l — MU {(ot,at,ét,ét)}
29: if done then
30: Break
31: end if
32: end for

sanity check, confirming the plan is sound. Since
the confidence is already near the ceiling (1.0), the
potential gain A is minimal. This explains the tight
clustering of green points in the top-right of the
scatter plots.

2. True Correction (Low c;,;; — High cfina,
Success). This represents the ideal System 2 in-
tervention. The agent starts in the “Ambiguous
Zone”(cinit ~ 0.6 — 0.8), correctly identifying a
gap in its reasoning. Reflection synthesizes a cor-
rected plan, boosting confidence significantly (e.g.,
A ~ +0.3).

3. Delusional Confirmation (Low c;,,;; — High
Cfinals Failure). This is the root of the “delu-
sional gap.”’In challenging situations, the agent ini-

tially has low confidence. However, instead of
realizing the task is impossible, it generates a seem-
ingly plausible but actually incorrect explanation
through its reflection mechanism. The agent then
adopts this fabricated solution with extremely high
confidence. This significant increase in confidence
(e.g., from 0.5 to 0.9) distorts the average statistics,
creating the illusion that failing agents are “more
confident”in their improvements than successful
agents.

Threshold Sensitivity and Calibration Profiles

We further analyze how the sensitivity threshold
7 and model scale influence the trade-off between
the correction modes defined above.
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The Trigger-Efficiency Trade-off. The choice
of threshold modulates the system’s behavior:

e Low Threshold (7 = 0.8, “Loose Filter”):
The mechanism only activates for obvious er-
rors. While it minimizes the risk of Regression
(breaking good steps), it misses many “True Cor-
rections” in the Ambiguous Zone, limiting the
overall Success Rate gain.

e High Threshold (7 = 0.95, “Strict Forcer”):
The system acts aggressively, verifying even
moderately confident steps. This maximizes the
error correction rate (recall), but also increases
the probability of incorrect confirmations. Cru-
cially, however, Figure 7 shows that System 2
rarely downgrades a correct high-confidence
step (few green points below the diagonal). This
“safe failure”’characteristic indicates that increas-
ing sensitivity increases computational cost but
does not significantly compromise reliability.

Model-Specific Calibration. Comparing GPT-
40 and GPT-5.1 reveals distinct personalities:

* GPT-40 (Figure 7): Shows a wider spread in
initial confidence. The reflection mechanism
often functions as a “booster,” lifting confidence
from the ambiguous zone to the certain zone.

* GPT-5.1 (Figure 8): Exhibits higher intrinsic
confidence. System 2 serves less as a confidence
booster and more as a “validity check.”The gains
are subtler numerically but represent the resolu-
tion of complex, long-tail uncertainties.

Convergence of Belief. Across all settings, we
observe Belief Polarization. Before reflection, con-
fidence scores are distributed along a continuum.
After reflection, they snap towards extremes (0.0
or 1.0). This aligns with our Brier Score analysis,
confirming that Dual-Process reduces epistemic en-
tropy, converting “unknowns” into either “known
knowns” (Success) or “known unknowns” (Deci-
sive Stop).

Comparative Outcome Analysis (AUQ vs. ReAct)

To rigorously quantify the net utility of the frame-
work, we perform a quadrant analysis of trajectory
outcomes compared to the ReAct baseline (visual-
ized in Figure 9).

* Shared Success (60.0% - “The Easy’’): Deci-
sive Efficiency. These are tasks solvable by Sys-
tem 1 alone. A critical finding is that AUQ is more

efficient in this regime (13.7 steps) compared to
ReAct (16.2 steps). By utilizing verbalized confi-
dence, our agent can detect goal satisfaction with
high certainty and trigger the stop action earlier.

¢ Shared Failure (22.1% - “The Intractable’):
These represent tasks beyond the underlying
model’s capability, where both agents fail (of-
ten hitting the max step limit). This defines the
hard upper bound of the LLM’s reasoning power.

¢ Correction (14.3% - “The Net Gain”): This
quadrant represents the primary contribution of
Inverse UQ. ReAct failed these cases (often due
to early hallucinations spiraling out of control),
while AUQ successfully recovered them via re-
flection. The higher average step count (18.1)
confirms that these victories required active com-
putational investment.

* Regression (3.6% - “The Cost’’): These are
cases where ReAct succeeded, but AUQ failed.
This highlights the risk of Over-reflection: a
correct System 1 intuition can occasionally be un-
dermined by a hyper-critical System 2. However,
the Net Repair Ratio of roughly 4:1 (14.3%
Correction vs. 3.6% Regression) validates that
our switching logic is highly conservative and
effective.

A.5.2 Error Analysis and Failure Modes

While AUQ achieves a high Net Repair Ratio, we
conduct a rigorous analysis of the failure cases
to understand the limitations of our framework.
We categorize errors into two types: Regressions
(where AUQ degrades performance) and Shared Fail-
ures (where both systems fail).

Regressions (3.6%): The Cost of
Over-Correction

The 3.6% regression rate primarily stems from the
“Over-Correction Fallacy.” In these instances,
System 1 initially proposed a correct action, but the
uncertainty score (¢) marginally dipped below T,
triggering System 2. Qualitative inspection reveals
that during reflection, the model sometimes hal-
lucinates non-existent constraints or interprets the
“Reflection Request” as an implicit signal that its
initial thought was wrong (a phenomenon known
as sycophancy).

* Example (ALFWorld): The agent correctly
identified a “Pen” on the desk. However, low
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Figure 7: Detailed Confidence Dynamics for GPT-40
across Thresholds. We visualize the reflection gain
for 7 € {0.8,0.85,0.9,0.95}. Lower thresholds (e.g.,
0.8) trigger sparsely on obvious errors, while higher
thresholds (e.g., 0.95) induce broad recalibration. The
positive shift (points above the diagonal) remains con-
sistent across all settings.

h=full, threshold=0.8 h=full, threshold=0.85

© Success
o Failure
-~ No change

© Success
o Failure
-~ No change

o
©
[l

cess:
Initial: 0.859 + 0.038
Final: 0.886 + 0.026
Improvement: +0.027

cess:
Initial: 0.858 + 0.039
Final: 0.885 + 0.026
Improvement: +0.028

o

@

S
°

0.80

Final Confidence per Env
o o
© ©
& S
°
7%
®
o®

o
o
O
h°g300
Ly

Final Confidence per Env
° °
© ©
& S

°
% O
o
bg&
?

Failure:
Initial: 0.816 + 0.031

Final: 0.854 + 0.019 Final: 0.855  0.017

Improvement: +0.044. Improvement: +0.039.

0.75 0.80 0.85 0.90 0.95 0.75 0.80 0.85 0.90 0.95
Initial Confidence per Env Initial Confidence per Env

Failure:
Initial: 0.810 + 0.038

e
N
@
I
9
@

h=full, threshold=0.9 h=full, threshold=0.95

© Success
o Failure

0.95 No change &%p

°

Success
Railure
No change o®.”

°

0.90

cess:
Initial: 0.861 + 0.033
Final: 0.907 + 0.022
Improvement: +0.046

cess:
Initial: 0.860  0.037
Final: 0.905 + 0.023
Improvement: +0.045

Final Confidence per Env
. °
o
S 8o
°

Final Confidence per Env
°

Failure:
Initial: 0.812 + 0.028
Final: 0.885 + 0.012

Failure:
Initial: 0.808 + 0.038 ~
Final: 0.875  0.028 0.75f

Improvement: +0.067 |~ Improvement: +0.073
0.75 0.80 0.85 0.90 0.95 0.75 0.80 0.85 0.90 0.95
Initial Confidence per Env Initial Confidence per Env

Figure 8: Detailed Confidence Dynamics for GPT-5.1
across Thresholds. Compared to GPT-40, GPT-5.1 ex-
hibits tighter clustering and higher intrinsic confidence.
Even at strict thresholds (7 = 0.95), the mechanism ef-
fectively nudges uncertain predictions towards certainty
(1.0) or rejection (0.0).

confidence triggered reflection, leading the agent
to doubt its perception (“Maybe it’s a pencil?”’)
and navigate away to a drawer, ultimately run-
ning out of steps.

Success/Failure Distribution Average Steps Distribution

AUQ
Success

8 AUQ
Success

16.2 vs 13.7 a0

AUQ
Failure

AUQ
Failure

ReAct ReAct
Success

ReAct ReAct
Failure Success Failure

Figure 9: Comparative Outcomes and Efficiency
Analysis (AUQ vs. ReAct). (Left) Outcome distribu-
tion matrix. AUQ demonstrates a strong positive net
repair: correcting 14.3% of ReAct’s failures while only
regressing on 3.6 % of its successes (a 4:1 ratio). (Right)
Average steps per category. Surprisingly, for commonly
successful trajectories (“Easy” cases), AUQ is more ef-
ficient (13.7 steps vs. 16.2), indicating that high confi-
dence enables decisive early stopping.

» Mitigation: This suggests that future work could
benefit from a “Confidence Hysteresis” or a
stricter verification step inside System 2 to con-
firm that the new plan is strictly better than the
old one before switching.

Shared Failures (22.1%): The Hard Capability
Boundary

The shared failure cases represent the fundamen-
tal capability upper bound of the base LLM. AUQ
acts as a reasoning amplifier, but it cannot gener-
ate knowledge that does not exist in the model’s
weights or the environment. This analysis confirms
that while AUQ significantly improves calibration
and reasoning robustness, it does not solve funda-
mental grounding or retrieval impossibilities.

A.5.3 Extended Cost-Efficiency Analysis

In Section 4.3, we argued that Dual-Process opti-
mizes the computational cost of agentic reasoning.
Here, we provide a detailed breakdown of the met-
rics presented in Table 6.

Efficiency via Prevention

A naive assumption is that reflection always adds
cost. However, Table 6 reveals a more nuanced
reality.

* The Cost of Failure: Standard ReAct agents
are remarkably inefficient when they fail. They
tend to exhaust the maximum step limit (e.g.,
50 steps) chasing hallucinations, accumulating a
massive “Failure Cost”without delivering value.
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* The Savings of Correction: AUQ introduces a
“Reflection Overhead”(extra API calls per step).
However, by correcting an error at Step 5, it pre-
vents the subsequent 45 steps of futile wandering.
For difficult trajectories, this Early Correction
mechanism effectively reduces the Total Steps to
Solution.

Comparison with Reflexion

It is also crucial to compare costs against inter-
episode baselines like Reflexion.  Reflexion
achieves high performance by running multiple full
trials (e.g., Trial 1 Fail — Reflect — Trial 2 Fail
— ...). This effectively multiplies the cost by the
number of trials (/). In contrast, our Dual-Process
approach performs Inference-Time Correction
within a single episode. Table 6 suggests that AUQ
achieves comparable or superior results to multi-
trial Reflexion but at a fraction of the total token
consumption (since it does not need to re-generate
the entire valid prefix of a trajectory).

A.5.4 Discussion: Why Verbalized
Confidence?

A critical design choice in our framework is the
reliance on verbalized confidence (¢) and explana-
tions (€) rather than token-level probabilities (log-
its). While we acknowledge that verbalization is
not perfectly calibrated in smaller models (as dis-
cussed in Limitations), it represents the most prac-
tical and effective metric for agentic systems for
the following key reasons.

Model Agnosticism and Accessibility. The pri-
mary goal of this work is to enhance strong agents
powered by frontier models (e.g., GPT-5.1, Gemini-
2.5-Pro). Currently, the majority of these top-tier
models operate as “black boxes”via APIs that do
not expose access to log-probabilities (Achiam
et al., 2023). Relying on logits would restrict our
framework to open-weights models (e.g., Qwen,
Deepseek, Llama), severely limiting its applicabil-
ity to the most capable agents deployed in real-
world scenarios. Verbalized uncertainty serves as a
universal interface compatible with any instruction-
tuned LLM.

Semantic vs. Statistical Uncertainty. There is
a fundamental misalignment between foken-level
probability and reasoning uncertainty.

* The Token Trap: An LLM can be statistically
confident (high logit) in predicting the next gram-

matical token (e.g., “The”), while being epistem-
ically uncertain about the factual content. Av-
eraging log-probabilities over a long Chain-of-
Thought (CoT) sequence introduces significant
noise and length bias, often washing out the sig-
nal of a specific logical flaw.

e The Semantic Summary: Verbalized confi-
dence acts as a metacognitive compression. It
forces the model to introspect on the entirety of
its reasoning step and output a scalar that rep-
resents semantic validity rather than statistical
fluency. As noted by Lin et al. (2022), verbalized
confidence often correlates better with correct-
ness for reasoning tasks than raw probabilities.

The Necessity of Explanations for System 2.
Crucially, our Dual-Process framework requires un-
certainty to be actionable. A raw logit score (e.g.,
0.45) serves only as a switch; it provides no infor-
mation on /ow to fix the error. By eliciting a verbal
explanation (é), we obtain a “Rational Cue”(e.g.,
“I am unsure about the specific date”) that guides
the System 2 reflection loop. This semantic signal
allows the agent to target its query expansion or
tool use, a capability impossible to achieve with
scalar logits alone.

A.5.5 Discussion: On the Dynamics of
Thresholding

A recurring question concerns the selection of the
confidence threshold 7 and its static nature. We
address the implications of threshold sensitivity
and adaptability below.

Why Static Thresholding? Our current frame-
work employs a static 7 per task to maintain a
training-free architecture. Implementing a dy-
namic, instance-level threshold (e.g., 7 varying
by step type) would typically require training a
separate meta-controller or reward model (as seen
in STeCa (Wang et al., 2025)), which introduces
significant computational overhead and data de-
pendency. Our static approach serves as a strong
baseline, demonstrating that even a fixed sensitivity
gate can yield superior performance when paired
with the powerful mechanism of System 1.

The Heterogeneity Challenge. We acknowledge
that heterogeneous tasks involve steps with varying
risk profiles; for instance, a “Search” action might
tolerate higher uncertainty than a “Final Answer”
action. A static 7 forces a uniform risk tolerance.
However, our sensitivity analysis (Figure 2 and 6)
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Threshold | Success Trigger  Conf. Inc. Initial Final | Total LLM Total
N Rate (%) | Rate (%) Rate(%) Conf. Conf. | APICalls Steps
Setting: Limited History (h = 5)
0.80 72.9 46.5 99.5 0.743  0.848 1850 3551
0.85 82.9 433 98.8 0.750  0.871 1815 3094
0.90 87.1 78.6 95.0 0.807  0.898 3085 2879
0.95 88.6 85.5 94.2 0.817 0917 4149 2868
Setting: Full History (h = full)
0.80 87.1 352 95.0 0.737  0.833 1013 2880
0.85 87.9 355 95.7 0.741  0.835 1000 2814
0.90 92.1 71.3 92.7 0.807  0.875 2097 2717
0.95 90.0 82.8 91.5 0.815 0.882 2201 2661

Table 6: Cost-Efficiency Ablation Analysis. We compare the computational overhead (Average Steps, API
Calls, and Token Cost) of ReAct vs. Dual-Process (AUQ) across different thresholds. While AUQ introduces an
inference overhead for reflection, it achieves a superior Conversion Rate: ReAct often wastes tokens on long,
failing trajectories (Avg Steps 26.4 for failure), whereas AUQ invests tokens to secure successes. At 7 = 0.9, AUQ
represents the optimal trade-off, delivering maximal reliability gains before the cost curve becomes exponential.

suggests that the system is robust to this limita-
tion. We hypothesize that this is because System
1’s explanation (€) acts as a secondary, semantic
filter: even if the threshold is slightly misaligned,
the explicit rationale generation forces the model
to ground its confidence, partially mitigating the
rigidity of the scalar cutoff.

Future Direction: Adaptive Risk Budgeting.
To fully address task heterogeneity, future work
could model 7 as a function of the step type (a;)
and the remaining inference budget (B). For ex-
ample, an Adaptive Risk Budgeting module could
lower 7 (be more cautious) for high-stakes actions
(e.g., API calls that expend money) and raise 7 (be
more lenient) for reversible reasoning steps.

A.5.6 Discussion: Efficiency and Cost
Analysis

A rigorous evaluation of agentic systems requires

analyzing not just token consumption, but also the

wall-clock latency and the economic cost of re-

liability. Here, we address the trade-offs of our

Dual-Process architecture.

Inference vs. Environmental Latency

Critically, the latency profile of an agent depends
heavily on whether the task is compute-bound or
1/0-bound.

* System 2 Overhead (7}, ;): Generating a re-
flection and performing Best-of-N sampling typi-
cally consumes 0.5-2 seconds of GPU inference
time per intervention.

¢ Environmental Latency (7,,): In real-world
tasks like Deep Research, tool execution (e.g.,

scraping a heavy webpage, waiting for a server
response) often takes multiple seconds.

Our framework trades “cheap” inference time
to prevent “expensive” environmental interactions.
For example, if a System 2 intervention prevents
the agent from executing a futile search plan (which
would incur 5 x Ty, latency), the net Time-to-
Solution (TTS) decreases, even if the reflection
itself added non-zero inference time.

Theoretical Cost Model

We formalize this trade-off. Let L be the trajec-
tory length of a baseline agent. The total time is
Trase = L(Ting + Teny). For our Dual-Process
agent, let p be the fraction of steps triggering Sys-
tem 2, and k be the overhead factor during reflec-
tion (e.g., sampling NV paths). Due to better plan-
ning, the trajectory length is reduced to L' < L.
The condition for AUQ to be faster is:

L/ . |:(1 - p)(ﬂnf + Tenv) + p(kﬂnf + Tenv):|
< L(ﬂnf + Tenv)-

13)

In I/O-heavy domains where Tep, > Tipy (€.g.,
Deep Research), this inequality holds easily even
for modest reductions in trajectory length (L), as
the dominance of T, dilutes the impact of infer-
ence overhead (KT, ).

The Economics of Reliability:
Success-Weighted Cost

A naive comparison of raw token costs is mislead-
ing because it ignores the penalty of failure. A
baseline trajectory that fails after consuming 50
steps represents a 100% waste of resources. We
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propose analyzing the Effective Cost per Success
(Costegr):

Total Cost of All Attempts

Number of Successful Tasks
Avg. Cost per Trajectory

Success Rate (SR)

Costeff =
(14)

In ALFWorld, although AUQ increases the per-
trajectory token cost by ~ 1.4 due to reflection, it
boosts the Success Rate significantly (e.g., +20%).
This reduces the Cost.sr, meaning that to achieve
a fixed number of solved tasks, AUQ is financially
more efficient than the baseline at the campaign
level.

A.6 Prompt Templates

We present the complete prompt templates used in
our experiments. Our framework requires no pa-
rameter updates; all capabilities are elicited through
structured in-context learning.

A.6.1 Baseline Agent

The baseline agent utilizes a standard ReAct-style
prompt. It reasons and acts but does not generate
or attend to uncertain information.

Baseline System Prompt

You are an expert agent operating in the ALFRED Embodied
Environment. Your task is to: {task_description}

Prior to this step, you have already taken {step_count}
step(s). Below are the most recent {history_length}
observations and the corresponding actions you took
{action_history}

You are now at step {current_step} and your
current observation is: {current_observation} Your
admissible actions of the current situation are:
[{admissible_actions}].

Now it’s your turn to take an action. You should
first reason step-by-step about the current situation.
This reasoning process MUST be enclosed within <think>
</think> tags. Once you’ve finished your reasoning, you
should choose an admissible action for the current step
and present it within <action> </action> tags.

A.6.2 System 1: Uncertainty-Aware Memory
(Forward UQ)

To enable Forward UQ, we inject a Confidence Elic-
itation Instruction and modify the history format
to propagate uncertainty states.

Confidence Elicitation Instruction

This instruction is appended to the user prompt at
every inference step to extract ¢ and é.

Elicitation Suffix

After your action, you MUST provide:
1. Your confidence level
<confidence>...</confidence> tags

2. An  explanation of your
<explanation>...</explanation> tags
- Explain what makes you confident

- Explain what concerns or uncertainties you have

- What information might be missing or unclear

- What alternative actions you considered

- DO NOT output empty <explanation></explanation> tags
- you MUST provide actual text inside

(0.0-1.0) 1in

confidence in

Uncertainty Propagation Formats

We define how past uncertainty is formatted in the
{action_history} slot.

Variant A: Confidence Score Only. A minimal
constraint setting where only the scalar score is
retained.

Step {t-13}: Observation:
<think>...</think> <action>examine desk
<confidence>0.85</confidence> ...

{obs_prev} Action:
1</action>

Variant B: Semantic Propagation (Confidence +
Explanation). Our primary UAM setting where the
full explanation is retained in the context window.

.. Step {t-13}: Observation: {obs_prev}
Action: <think>I should check the desk
first.</think> <action>examine desk 1</action>

<confidence>0.65</confidence> <explanation>I see a
bowl, but I do not see the desklamp required for the
task. It might be in a closed container, or I might
need to look elsewhere.</explanation> ...

A.6.3 System 2: Uncertainty-Aware
Reflection (Inverse UQ)

When confidence falls below the threshold (¢ < 7),
we trigger the reflection mechanism.

Uncertainty-Aware Reflection Prompt

This prompt feeds the agent’s own explanation back
to it as a “Rational Cue” for correction.
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Reflection Prompt Template

**REFLECTION REQUEST**

Your previous response had confidence {confidence}. You
mentioned the following concerns:

{explanation}

Given these concerns and the full context below,
please reconsider your reasoning and provide a better
response.

*%FULL CONTEXT (including history):x*

{full_context}

*%*YOUR PREVIOUS RESPONSE:#*%*

{previous_response}

**REFLECTION INSTRUCTIONS:**

Please provide a NEW response that addresses the
confidence concerns you mentioned. Your new response
should:

1. Include updated reasoning in <think>...</think> tags
2. Include a new action in <action>...</action> tags

3. Include your new confidence level in
<confidence>...</confidence> tags (0.0-1.0)
4. Include an updated explanation in

<explanation>...</explanation> tags - Specifically
explain how you addressed the previous concerns
- What makes you more or less confident now

Memory Expansion Prompt

For tasks requiring long-range dependency resolu-
tion, we use a specialized prompt that emphasizes
retrieving information from the extended history.

Memory Expansion Instructions

*%MEMORY EXPANSION INSTRUCTIONS:**

Please carefully review the expanded history above and
use it to address the confidence concerns you mentioned.
Your new response should:

1. Include updated reasoning in <think>...</think> tags
2. Include a new action in <action>...</action> tags

3. Include your new confidence level in
<confidence>...</confidence> tags (0.0-1.0)
4. Include an updated explanation in

<explanation>...</explanation> tags

*xSpecifically explainx*: How the expanded history
({history_length} steps) influenced your confidence

- What information from the history was most useful (or
not useful)

- What makes you more or less confident now compared to
before

- What concerns remain or have been resolved

Think carefully about:

- What patterns or information in the expanded history
are relevant to your current decision

- How the expanded context helps address your previous
concerns

- Whether there are better actions to take based on the
full history

- What makes you more or less confident now

- Be critical: not all historical information may be
useful; use your judgment

A.7 Qualitative Examples

A.7.1 Qualitative Analysis: Embodied
Decision Making (ALFWorld)

In embodied tasks, agents often succumb to “Ac-
tion Loops”, repeatedly executing the same sub-
optimal actions due to local grounding errors. We

illustrate how AUQ breaks such a loop in the task:
“examine a bowl with the desklamp.”

Task Context. The agent starts at desk 1, where
a bowl 1 is present. However, the required
desklamp is not at the current location and must
be found elsewhere in the room.

Trajectory Divergence Analysis

Table 7 contrasts the baseline agent’s trajectory
with the AUQ agent. The divergence occurs at Step
3, where the Baseline commits to a local loop,
while AUQ triggers a reflection to expand its search
horizon. The full results are shown in Table 8.
The Critical Moment: Breaking the Loop. At
Step 3, the AUQ agent initially considered repeating
a local action (look or examine) with low confi-
dence (¢ = 0.80). This triggered the System 2
resolver.

System 2 Reflection Trace (Step 3)

System 1 Proposal: look (¢ = 0.80)

Uncertainty Explanation: “I am at desk 1 and I see
the bowl required for the task, but I do not see the
desklamp. Simply looking again or examining the desk
is unlikely to help since I have already done so. I am
uncertain about the location of the desklamp.“
Reflection (Best-of-N):

e Path A (Action: examine desk 1): “Re-examine to

ensure I didn’t miss it.”— Rejected (Redundant).
e Path B (Action: go to sidetable 1): “Search
nearest receptacle.”— Plausible.

e Path C (Action: go to shelf 1): “Explore vertical
storage likely to hold lamps.”— Selected
(Enew = 0.85).

Final Decision: Switch strategy from exploitation
(interacting with bowl) to exploration (finding lamp).
Action: go to shelf 1.

\

Key Improvements Analysis

1. Precondition Verification: The Baseline
agent focused immediately on the bowl
(which it found) and ignored the desklamp
(which it lacked). AUQ’s uncertainty signal
flagged the missing object (“Where is the
lamp?”’) before committing to manipulation
actions.

2. Exploration vs. Exploitation Switch:

* Baseline: Fell into a “Greedy Trap.” Be-
cause it had the bowl, high probability to-
kens favored interacting with it (take, put),
leading to a loop of moving the bowl be-
tween the desk and shelf.

* AUQ: The low confidence in Step 3 inhibits
the high-likelihood but incorrect local ac-
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Step | Baseline Action ‘ Conf. ‘ Outcome / Observation H AUQ Action (System 2)

0 go to desk 1 0.90 On desk 1: alarmclock, bowl 1, mug... go to desk 1

1 examine desk 1 0.85 (Same observation) examine desk 1

2 look 0.8 Facing desk 1. Next to it: nothing. look

3 examine desk 1 0.8 (Repetitive) On desk 1: bowl 1... Trigger Reflection — go to shelf 1
End | FAILED (Timeout) | - Stuck in manipulation loop. SUCCESS (Step 8)

Table 7: Trajectory Divergence in ALFWorld (env_127). The Baseline agent (left) gets stuck interacting with
the bowl at the desk without the lamp. The AUQ agent (right) detects the missing precondition at Step 3, triggering

exploration to shelf/dresser.

tion. System 2 realized that holding the
bowl is useless without the lamp, forcing a

navigation action (go to shelf/dresser).

3. Efficiency: AUQ completed the task in 8 steps.

The Baseline wasted 30+ steps moving the
bowl back and forth until the context window
was exhausted.

A.7.2 Qualitative Case Study of Deep
Research (Chinese Query)

We present a real-world example from the Deep
Research Bench to illustrate how our Dual-Process
framework corrects epistemic errors through
self-diagnosis.

User Query: Collect and organize the current ac-
tual income and financial status of China’s 9 social
strata in 2025, specifically researching the charac-
teristics, population size, and financial power of
the middle class.

Phase 1: System 1 (Forward Pass)

The agent generates an initial decomposition plan
using the standard ‘general_search‘.

* Draft Plan: Generate 4 queries covering income
distribution and middle-class definitions.

¢ Verbalized Confidence:

<confidence>0.9</confidence>

* Verbalized Explanation (The Diagnosis):

“I am confident the queries cover the
core elements. However, I have spe-
cific uncertainties: (1) The specific
classification standards for 9 social
strata’ may vary across institutions;
(2) Middle class definitions vary in

academia; (3) Official 2025 statistical
data might not be fully released yet;
(4) I missed specific subdivisions like
regional or industry differences.

Switching Logic: With 7 = 0.95, the system de-
tects ¢init(0.9) < 7. System 2 is triggered.
Phase 2: System 2 (Inverse Reflection)

The agent enters the Reflection Loop (Best-of-N).
It uses the explanation above to refine its strategy.
* Refining Logic:

1. Addressing Concern #1 & #2 (Definitions):
The agent explicitly adds “Official Def-
inition”and “Academic Standards’to key-

words.
2. Tool Upgrade: Crucially, the agent
switches from general_search to

academic_search for the definition-
related queries to ensure authority.

3. Addressing Concern #4 (Missing Subdivi-
sions): It adds a new sub-query specifically
for “Regional Differences and Industry Dis-
tribution®.

¢ Final Plan (Selected from Best-of-N):

— Query 1: “China 9 social strata classifica-
tion standards official definition...”(Tool:
academic_search)

— Query 2: “China middle class defi-
nition quantitative standards...”’(Tool:
academic_search)

— Query 3: “China middle class regional
differences and industry distribution
2025”(Tool: general_search)

— ... (other queries)

¢ Final Confidence:

<confidence>0.95</confidence>
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ReAct (Baseline) AUQ (Ours)

. Initial Initial Action Confidence
Step | Action Confidence Action Confidence after UAR After UAR
0 go to desk 1 0.9 go to desk 1 0.9 go to desk 1 0.9
1 examine desk 1 0.8 examine desk 1 0.8 look 0.9
2 look 0.8 look 0.8 examine desk 1 0.9
3 examine desk 1 0.8 look 0.8 go to shelf 1 0.85
4 take bowl 1 from desk 1  0.85 go to desk 1 0.7 examine shelf 2 0.8
5 examine bowl 1 0.95 go to shelf 3 0.8 go to dresser 1 0.85
6 move bowl 1 to desk 1 0.85 go to desk 1 0.9 go to desk 1 0.9
7 examine desk 1 0.85 take bowl 1 fromdesk 1 0.9 take bowl 1 from desk 1 0.9
8 look 0.75 go to dresser 1 0.9 go to dresser 1 0.9
9 examine desk 1 0.85 use desklamp 1 0.9 use desklamp 1 0.9
10 look 0.8 Success (stop) - Success (stop) -
11 examine desk 1 0.7
12 take bowl 1 fromdesk 1  0.75
13 examine bowl 1 0.85
14 move bowl 1 to desk 1 0.8
15 examine desk 1 0.85
16 examine desk 1 0.75
17 examine desk 1 0.75
18 take bowl 1 fromdesk 1 0.7
19 examine bowl 1 0.85
20 examine desk 1 0.75
21 move bowl 1 to desk 1 0.75
22 examine desk 1 0.85
23 examine desk 1 0.65
24 look 0.8
25 examine desk 1 0.75
26 take bowl 1 from desk 1  0.85
27 examine bowl 1 0.85
28 look 0.75
29 examine bowl 1 0.85
30 examine desk 1 0.85
31 move bowl 1 to desk 1 0.75
32 examine desk 1 0.8
33 examine desk 1 0.8
34 look 0.7
35 examine desk 1 0.75
36 look 0.7
37 examine desk 1 0.75
38 take bowl 1 from desk 1  0.65
39 examine bowl 1 0.85
40 look 0.75
41 move bowl 1 to desk 1 0.8
42 examine desk 1 0.75
43 look 0.85
44 look 0.85
45 examine desk 1 0.85
46 take bowl 1 from desk 1  0.85
47 examine bowl 1 0.95
48 move bowl 1 to desk 1 0.85
49 examine desk 1 0.85

Table 8: A full qualitative example comparing baseline and our method (ALFWorld).

 Final Explanation: “I am more confident now
because I have explicitly targeted official sources
for definitions to resolve ambiguity and added
granular queries for regional/industry break-
downs to improve comprehensiveness.

Conclusion: This case demonstrates that UAR is not
a blind retry mechanism. By semantically parsing
its own uncertainty (e.g., “missing subdivisions”),
the agent was able to structurally upgrade its plan
(adding specific queries) and operationally refine
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its execution (switching tools), resulting in a more
robust research trajectory.

A.7.3 Detailed Qualitative Case Study of Deep
Research (English Query)

This example provides a full transcript of the
reasoning process for a real-world example from
the Deep Research Bench. The case demonstrates
the Dual-Process (AUQ) mechanism in action:
detecting uncertainty in the initial decomposition
(System 1) and triggering the iterative reasoning
process (System 2) to produce a superior research
plan.

User Query: Japan Elderly Population Market
Analysis

Scenario: The agent is tasked with a complex mar-
ket analysis topic: “From 2020 to 2050, how many
elderly people will there be in Japan? What is their
consumption potential across various aspects such
as clothing, food, housing, and transportation? ...
produce a market size analysis report.

Phase 1: Initial Decomposition (System 1)

Confidence Score: 0.88

Threshold: 0.95

Status: Reflection Triggered (0.88 < 0.95)

The initial plan generated by the model was struc-
turally sound but lacked the specificity required for
professional market sizing.

Phase 2: The Reflection Process (System 2)

The system triggered a UAR strategy with 3 parallel
branches. The agent iteratively refined the plan.
Below is the trajectory of the successful branch.

Phase 3: Final Decomposition (Refined)

Final Confidence: 0.96

Outcome: The final plan significantly improved
granularity (9 subtopics vs 4), source authority
(IPSS/UN), and logic (separated spending vs. pop-
ulation).

Summary of Trajectory Refinement

In this example, the “Initial Decomposi-
tion”’represents the standard output of the EDR
planner. The AUQ module intercepted this output
due to the low confidence score (0.88), preventing
the EDR system from executing a suboptimal
search plan. The “Refined Decomposition” was
then injected back into the EDR pipeline, guiding
the subsequent multi-step browsing agents. To

quantify the impact of our Dual-Process mecha-
nism on this specific trajectory, we analyze the
step-by-step evolution of the decomposition plan.
Table 9 summarizes the optimization process
across different System 2 branches.

Evolution of the Decomposition Plan. The Sys-
tem 2 reflection process transformed the initial
generic plan into a rigorously structured research
strategy. Key qualitative improvements include:

¢ Source Authority & Tool Selection: The ini-
tial plan relied on generic queries. The final
plan explicitly targets authoritative bodies (IPSS,
UN projections) and strategically switches to
academic_search for demographic data while
retaining general_search for consumer trends.

* Analytical Structure: The system recognized
a “calculation gap”in the original plan. The fi-
nal output structurally decouples variables, re-
questing separate data for per-capita spending
and population projections, to ensure the down-
stream Analyst agent can perform accurate mar-
ket sizing.

* Temporal & Granularity Expansion:

— Temporal: Added specific time-horizon
queries (2020-2030, 2030-2040, 2040-
2050) to capture non-linear growth trends
over the 30-year period.

— Categorical: Expanded the taxonomy from
4 to 9 subtopics, adding granular queries for
specific consumption categories.

* Methodological Grounding: Crucially, the final
plan includes a meta-query for “market sizing
calculation frameworks,” ensuring the research
is grounded in established economic methodolo-
gies.

Key Insights. This trajectory highlights the au-
tonomous self-correction capabilities of the AUQ
framework:

1. Iterative Refinement: The improvement was
not instantaneous but cumulative. Each reflec-
tion step (Iter 1 — Iter 2) built upon the iden-
tified gaps, progressively closing the knowl-
edge/reasoning gap.

2. Parallel Exploration: By maintaining three
active branches, the system avoided getting
stuck in local optima (e.g., Branch 2 plateaued
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“topic_complexity ™ : ~Tcomplex” T,
“complex_topic™T: {
““main_query " : “~Japan elderly population 2020-2050 market size consumption potential ™",
“TsubtopicsTT: [
{
“Tquery”": “~Japan elderly population projections 2020-2050 statistics ",
“Taspect ™ : ““Population projections",
““rationale” : ““Foundation for understanding the demographic base™ ",
“Tsuggested_tool " : ~“general_search™"
3,
{
“Tquery T : ““Japan elderly consumption patterns clothing food housing transportation™~,
“Taspect™™: ““Consumption patterns by category™ ",
““rationale™ : ““Core requirement to analyze consumption potential across specified categories
““suggested_tool™": ““general_search™"
1,
{
“Tquery T : "~ Japan elderly consumer behavior spending habits 2020-2025° ",
“Taspect™ : “~Consumer behavior and willingness™ ",
““rationale”": ““Understanding current behavior to project future changes™ ",
“Tsuggested_tool ™ : ““general_search™"
},
{
“Tquery T : ““Japan silver economy market size elderly demographic analysis™",
“Taspect”: ““Market size analysis® T,
““rationale™ : ““Directly addresses the market size report requirement ",
“Tsuggested_tool " : ~“general_search™"
}
g
“Tanalysis™ : " This is a complex multi-dimensional research topic requiring demographic

projections, consumption pattern analysis, and market sizing across multiple categories (clothing
, food, housing, transportation). The topic spans a 30-year period and requires both quantitative
projections and qualitative analysis of behavioral changes. "

Listing 1: Initial Decomposition Output

Agent Uncertainty Explanation

Uncertainty Explanation for Low Confidence (0.88):

“I’m confident about the overall structure of the decomposition, as it covers the key dimensions: population projections,
consumption patterns by category, consumer behavior, and market sizing. The queries are well-structured and should
capture relevant information. However, I have some uncertainties:

1.

2.

. Category-specific queries (clothing, food, housing, transportation) could be more granular to capture sub-categories

The specific data sources for Japan’s official population projections (IPSS, UN) may require more targeted queries.

Consumption potential calculations need both per-capita spending data and population numbers - the queries may
need to be more specific about combining these elements.

The time period spans 30 years (2020-2050), and consumption habits may change significantly - queries should
account for temporal variations.

Market size analysis typically requires quantitative modeling - the current queries may not capture the analytical
framework needed.

and trends

Figure 10: Example low-confidence explanation produced by System 1 before UAR reflection.

at 0.93), allowing it to discover the superior dress data source uncertainty”), providing full
reasoning path in Branch 3. interpretability of the agent’s metacognitive

process.

3. Transparent Decision Making: Unlike
black-box optimizations, every improvement
is logged with a specific rationale (e.g., “Ad-
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“Tcomplex_topic™: {
““main_query " : “~Japan elderly population 2020-2050 market size consumption potential analysis™",
““subtopicsT: [
{
“Tquery®T: “~Japan IPSS UN population projections elderly 65+ 2020-2050 official statistics™",
“Taspect™: “"0fficial population projections™ ",
““rationale”™ : “~Authoritative demographic data from IPSS and UN for accurate base
calculations ™",
“Tsuggested_tool " : "“academic_search™"
Do
{
TTquery T: “~Japan elderly per capita consumption spending 2020-2025 by category clothing food
housing transportation™~,
“Taspect™ : “TPer-capita consumption baseline™ ",
““rationale™": "“Establish baseline spending patterns to project forward™ ",
“Tsuggested_tool™": ““general_search™"
3,
{
“Tquery™T: ““Japan elderly population projections 2020-2030 2030-2040 2040-2050 age cohorts ",
“Taspect " : ““Temporal population breakdown™ ™,
““rationale™": ““Capture population changes across different time periods for accurate market
sizing™ ",
“Tsuggested_tool " : ““general_search™"
3,
{
TTquery T: “~Japan elderly consumption behavior changes trends 2020-2025 future projections™ ",
“Taspect ™ : “T“Behavioral change trends” ",
““rationale™": ““Understand how consumption habits may evolve over the 30-year period ",
“Tsuggested_tool ™ : ~“general_search™"
3,
{
“Tquery T : " Japan silver economy market size calculation methodology elderly demographic™ ",
“Taspect® : ““Market sizing methodology ",
““rationale™": ““Identify analytical frameworks for calculating market size from demographic
and spending data™",
“Tsuggested_tool ": ~Tacademic_search™"
},
{
“Tquery™T: ““Japan elderly clothing spending trends functional apparel adaptive fashion™",
“Taspect™: ““Clothing category specifics™",
““rationale”": "“Detailed sub-category analysis for clothing consumption potential ™",
“Tsuggested_tool ": ““general_search™"
3,
{
TTquery T: “~Japan elderly food consumption patterns health foods delivery services
2020-2025" ",
“Taspect™: ““Food category specifics”,
““rationale™": ""Detailed analysis of food consumption including health trends and delivery
services ™",
“Tsuggested_tool ™ : ““general_search™"
},
{
“Tquery T : "~ Japan elderly housing costs home modifications aging in place services™ ",
“Taspect ™ : ““Housing category specifics™ ",
““rationale™": “~Comprehensive housing analysis including modifications and services™ ",
“Tsuggested_tool ™ : ““general_search™"
3,
{
“Tquery™T: “"Japan elderly transportation mobility services community transport accessible
travel ™,
“Taspect™’: ““Transportation category specifics™”,
““rationale " : ““Detailed transportation analysis including mobility services and
accessibility ™",
“Tsuggested_tool™": ““general_search™"
3
i
“Tanalysis™ : ““This enhanced decomposition addresses the key uncertainties: (1) Uses
authoritative sources (IPSS, UN) for population data, (2) Separates per-capita spending from
population projections for accurate calculations, (3) Includes temporal breakdowns for the 30-
year period, (4) Adds market sizing methodology queries, and (5) Provides granular category-
specific queries. The decomposition now supports a comprehensive market size analysis report.™ "
}

Listing 2: Final Refined Decomposition (Branch 3, Iteration 2)
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Agent Uncertainty Explanation

Uncertainty Explanation for High Confidence (0.96):

academic_search for authoritative data

enabling proper market size calculations

capture changes over the 30-year span

category

However, I’'m still somewhat uncertain about:

“After reflection, I'm more confident in this decomposition. Key improvements include:

1. Addressed data source uncertainty: Added specific queries for IPSS and UN official projections, using

2. Separated calculation components: Created distinct queries for per-capita spending and population projections,

3. Added temporal dimension: Included queries for different time periods (2020-2030, 2030-2040, 2040-2050) to

4. Included methodology:Added a query for market sizing calculation frameworks

5. Enhanced category granularity: Expanded from 4 to 9 subtopics with more specific queries for each consumption

1. Whether the queries will capture sufficient data for quantitative modeling
2. The balance between breadth and depth in category-specific queries

My confidence has improved from 0.88 to 0.96, reflecting these enhancements. ”

Figure 11: Example high-confidence explanation after UAR reflection.

Attempt Reflection Stage Conf. (¢) Imp. Status

1 Initial Decomposition 0.88 - Triggered System 2
2 Branch 1 / Iteration 1 0.92 +0.04  Below Threshold
3 Branch 1/ Iteration 2 0.94 +0.02  Below Threshold
4 Branch 2 / Iteration 1 0.90 +0.02  Below Threshold
5 Branch 2 / Iteration 2 0.93 +0.03  Below Threshold
6 Branch 3 / Iteration 1 0.94 +0.06  Below Threshold
7 Branch 3 / Iteration 2 0.96 +0.08 Selected (> 7)

Table 9: Trajectory of Confidence Optimization. The system explored three parallel reasoning branches using
Best-of-N sampling. Branch 3 ultimately yielded the highest confidence solution (¢ = 0.96), surpassing the

acceptance threshold.

A.8 LLM Usage

We used LLM assistance for grammar, clarity, and
style polishing of the manuscript. We also used an
Al-assisted image generation/editing tool to create
and refine the conceptual illustration in Figure 1,
which is used only as a schematic visualization of
the proposed framework.
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