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Abstract

We conduct a systematic study of 18 widely
used vision-language benchmarks and identify
three major issues: 1) many items do not rely
on visual cues and therefore fail to effectively
measure multimodal understanding; 2) many
items are already close to performance satura-
tion for current LVLMSs, which limits their dis-
criminative power; 3) a small number of anoma-
lous items affect the reliability of evaluation
results. To this end, we propose MMGist, a
curated benchmark that covers seven capability
dimensions and contains 7,262 items. MMGist
is constructed through a three-stage pipeline,
which sequentially combines text-ablation fil-
tering, cross-model saturation filtering, and
anomaly detection filtering. We conduct ex-
tensive experiments on 27 leading LVLMs and
compare MMGist with the raw pool of 23,250
items. The results show that MMGist preserves
model rankings with high fidelity, with Spear-
man p = 0.98, while reducing evaluation items
by 69% and improving cross-model discrimina-
tion by 78%. Further results indicate that Visual
Logic remains a systematic weakness of cur-
rent LVLMs, while knowledge-intensive dimen-
sions such as Expert Knowledge dimensions
remain important factors for distinguishing
closed-source models from open-source mod-
els. These findings suggest that high-quality
evaluation should prioritize visual dependency,
discriminative power, and reliability, rather
than simply pursuing benchmark scale. The
data can be found at https://huggingface.
co/datasets/Winston-Yuan/MMGist.

1 Introduction

Evaluation of large vision-language models
(LVLM5s) has shifted from benchmark scarcity to
a harder question: how to obtain trustworthy re-
sults. Recent benchmarks span mathematical rea-
soning (Lu et al., 2024a; Wang et al., 2024; Zou
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Figure 1: MMGist improves multimodal evaluation
along three axes: efficiency (69% fewer items), dis-
crimination (CV 478%), and reliability (removal of
low-quality items), while preserving model rankings
(Spearman p=0.98).

et al., 2025), document comprehension (Kemb-
havi et al., 2016; Liu et al., 2024b), and other
capabilities (Yue et al., 2024, 2025; Ruan et al.,
2026; Xiao et al., 2024; Guan et al., 2024; Liu
et al., 2021; Zuo et al., 2025), offering an impor-
tant basis for model comparison (Li et al., 2024,
2025). However, as benchmark suites grow in num-
ber and scale, their usefulness increasingly hinges
on quality: whether an item truly requires the im-
age (Chen et al., 2024), still distinguishes model
performances (Akhtar et al., 2026), and has reliable
ground truth and scoring protocols (Gema et al.,
2025; Northcutt et al., 2021). When these condi-
tions fail, adding more items increases evaluation
cost and can mix non-visual shortcuts, saturated
samples, or annotation noise into the final score.
We first conduct an item-level audit of 18 widely
used multimodal benchmarks and identify three
systematic distortions in existing evaluation sig-
nals. The first is weak visual dependence, where
models can answer questions from textual cues
alone without genuinely understanding image con-
tent (Chen et al., 2024). The second is item satu-
ration, where many items are solved consistently
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by models with different capability levels and thus
contribute little to model discrimination (Akhtar
et al., 2026; Maia Polo et al., 2024). The third is
pseudo-hardness, where perceived item difficulty
arises from incorrect gold answers, ambiguity, or
fragile grading mechanisms (Northcutt et al., 2021).
These issues affect more than evaluation reliabil-
ity. Running a single evaluation of Qwen3.5-27B
on these 18 benchmarks requires 775 GPU hours,
while our audit shows that at least 68.8% of the
items are affected by at least one distortion type.
In other words, the current evaluation pipeline con-
sumes substantial computational resources while
a considerable fraction of the resulting evaluation
signals remains distorted.

These issues suggest that reliable multimodal
evaluation requires item-level quality control, not
merely larger question pools or higher overall dif-
ficulty. Following this idea, we propose MMGist,
a curated multimodal benchmark built from 18
source benchmarks, containing 7,262 items and
covering seven capability dimensions. MMGist
maps each type of evaluation distortion to a spe-
cific filtering step: text ablation removes items that
do not require visual information, cross-model satu-
ration filtering targets items that poorly distinguish
current models, and anomaly detection with human
review filters out pseudo-difficult items. In other
words, MMGist does not simply evaluate fewer
items, but concentrates the evaluation budget on
items that require image understanding, better dis-
tinguish models, and are more reliable.

We comprehensively evaluate 27 leading
LVLMs on MMGist. Using only 31.2% of the raw
question pool (totaling 23,250 questions), MMGist
preserves highly consistent model-performance
rankings, with Spearman p = 0.98. After filter-
ing, the models’ average score drops by 20.3%,
indicating that weakly vision-dependent, saturated,
and pseudo-hard questions in the raw pool indeed
obscure true model performance. As illustrated
in Figure 1, MMGist reduces evaluation cost by
approximately 69% while improving cross-model
discriminability by 78%, showing that the retained
questions more directly characterize model differ-
ences. Finally, even the best-performing Gemini-
3.1-Pro reaches only 66.8% Macro Avg, demon-
strating that MMGist remains sufficiently challeng-
ing while being more efficient.

Our main contributions are threefold: 1) we
conduct a systematic audit of 23,250 items from
18 widely used vision-language benchmarks and

identify three pervasive issues: weak visual depen-
dency, item saturation, and pseudo-hard questions;
2) we propose a reusable item-level quality-control
pipeline combining text-only ablation filtering, sat-
uration filtering, rule-based anomaly recall, multi-
model adjudication, and human expert review; 3)
we construct MMGist, a curated benchmark with
7,262 items spanning seven capability dimensions.
Experiments on 27 LVLMs show that MMGist en-
ables cost-efficient evaluation, ranking consistency
with the raw pool, and more discriminative perfor-
mance comparison.

2 Related Work
2.1 Evaluation Benchmarks for LVLMs

The rapid advancement of large vision-language
models (LVLMs) has produced a broad ecosystem
of multimodal evaluation benchmarks (Li et al.,
2024, 2025). Comprehensive benchmarks such as
MMBench, MMMU, and MMMU-Pro offer uni-
fied testbeds for general perception, reasoning, and
multidisciplinary knowledge (Liu et al., 2024a; Yue
et al., 2024, 2025), while newer benchmarks tar-
get specialized skills such as mathematical and
scientific reasoning (Lu et al., 2024a; Wang et al.,
2024; Zou et al., 2025; Kembhavi et al., 2016; Ruan
et al., 2026), spatial understanding (Du et al., 2024;
Paiss et al., 2023), visual logic (Xiao et al., 2024;
Roberts et al., 2025), visual perception and hal-
lucination detection (Fu et al., 2024; Guan et al.,
2024; xAl, 2024), document and OCR understand-
ing (Liu et al., 2024b), and medical diagnosis (Liu
et al., 2021; Zuo et al., 2025). These benchmarks
underpin LVLM evaluation, yet they often assume
that each item is visually necessary, discriminative,
and reliably annotated. Our work starts from this
assumption and asks whether item-level quality in
existing benchmarks is sufficient to support reliable
multimodal evaluation.

2.2 Benchmark Quality and Reliability

Recent work has identified several benchmark-
quality risks, but usually studies them in isola-
tion. MMStar and other studies (Chen et al.,
2024; Brown et al., 2025; Xu et al., 2024; Deng
et al., 2024) show that many multimodal items
can be answered without images, and related short-
cut and contamination studies show that question
cues, world knowledge, or training-data overlap
may inflate scores. Other work highlights satura-
tion, where already-solved items add cost but little
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Figure 2: Overview of MMGist. We collect 23K+ items from 18 source benchmarks (left), identify three quality
issues in existing evaluation: weak visual dependency, item saturation, and pseudo-hard questions (top), apply a three-
stage filtering pipeline to remove affected items (bottom), and produce a curated benchmark of 7,262 items spanning
seven capability dimensions (right). Capability abbreviations: ST.=STEM Reasoning, Kn.=Expert Knowledge,
Lo.=Visual Logic, Do.=Diagram & OCR, Sp.=Spatial Understanding, Pe.=Visual Perception, Me.=Medical.

discrimination (Akhtar et al., 2026; Ruan et al.,
2026), and annotation or scoring errors, where
even small label-noise rates can change model rank-
ings (Gema et al., 2025; Northcutt et al., 2021).
Harder or dynamic benchmarks, meta-evaluation
frameworks, and IRT-based methods improve eval-
uation, but mainly by adding new items, analyzing
individual benchmarks, or targeting one quality
dimension (Phan et al., 2025; White et al., 2025;
Zhu et al., 2024; Reuel et al., 2024; Maia Polo
et al., 2024; Sedoc and Ungar, 2020). In contrast,
MMGist targets existing multimodal benchmarks
with a unified item-level quality-control pipeline
that combines text-ablation filtering, cross-model
saturation filtering, multi-model adjudication, and
expert review to address visual dependency, satura-
tion, and anomalous items jointly.

3 Problems in Existing Vision-Language
Benchmarks

3.1 Weak Visual Dependency

Vision-language benchmarks evaluate the multi-
modal capabilities of LVLMs, assuming that cor-
rectly answering each item requires understanding
the visual content. However, we find that many
items can be answered without accessing the im-
age. We trace this weak visual dependency to two

primary sources: (1) answer leakage from the ques-
tion text, where phrasing or options make only one
answer semantically plausible regardless of the im-
age; and (2) world knowledge embedded in LLMs,
where the question targets factual or commonsense
knowledge requiring no image information (Chen
et al., 2024). Both pathways enable correct answers
through language-only reasoning, undermining the
validity of multimodal evaluation.

To quantify this issue, we use five models from
different providers (Qwen3.6-35B-A3B, GPT-5-
Mini, Gemini-3.1-Flash-Lite, Doubao-Seed-2.0-
Mini, and Claude-Haiku-4.5) (Yang et al., 2025;
Singh et al., 2025; Comanici et al., 2025; Guo et al.,
2025; Anthropic, 2025) as text-only inspectors.
Each inspector receives only the image-free ques-
tion text, and we sample eight responses per item to
compute the per-item text-only accuracy. The prob-
lem is pervasive: AI2D (Kembhavi et al., 2016)
exhibits the highest text-only accuracy at 66.7%,
indicating that its items are largely solvable without
the diagram. Even expert-knowledge benchmarks,
including MMMU (Yue et al., 2024) (51.2%), show
substantial text-only solvability. This indicates that
widely used benchmarks often do not require truly
visual understanding.
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3.2 Item Saturation

Beyond visual dependency, many benchmark items
are now trivially solvable, with negligible discrimi-
native value among current models. We define an
item as saturated when models spanning a wide
capability range consistently solve it. To assess
saturation, we evaluate all 23,250 items with 12
LVLMs from five providers (Anthropic, OpenAl,
Google, Alibaba, ByteDance), covering different
level models (Appendix Table 7).

The results reveal that nearly half the items have
lost discriminative power. Across all 18 bench-
marks, 49.7% of items exceed 90% average accu-
racy. These items compress the score range, ob-
scuring capability differences and inflating cost.

3.3 Pseudo-hard Questions

Not all items that models answer incorrectly are
truly challenging. Some failures arise from item-
level defects rather than limited model capability.
Label errors are well documented in NLP bench-
marks: Northcutt et al. (Northcutt et al., 2021) re-
ported an average label-error rate of 3.3% across
ten major benchmarks, enough to alter model
rankings. We observed similar signals in vision-
language benchmarks: among 23,250 items, 695
received no correct answer from all 12 models, and
27.8% were manually verified as item-level defects.
We refer to such items as pseudo-hard and group
them into three types. Ground-truth errors occur
when the annotated answer is incorrect, penaliz-
ing models that reason correctly. Ambiguous items
involve underspecified questions, non-unique an-
swers, or insufficient evidence, making any answer
debatable. Scorer risks arise when the scoring pro-
tocol cannot reliably match model outputs to the
ground truth because of synonymous expressions,
mathematical equivalence, rounding discrepancies,
or response format mismatches. These pseudo-hard
questions distort evaluation by penalizing models
for correct reasoning and inflating the apparent dif-
ficulty of benchmarks. Together with weak visual
dependency and item saturation, these three issues
motivate a systematic quality control pipeline.

4 Constructing MMGist

Using the three quality issues identified in §3, we
construct MMGist from 18 source benchmarks via
a multi-stage pipeline (Figure 2). The pipeline ap-
plies three successive filters, each targeting one
issue: text-only ablation filtering for visual neces-

sity (§4.1), saturation filtering to preserve discrim-
inative value (§4.2), and anomaly detection with
review to enforce item integrity (§4.3)".

4.1 Text-only Ablation Filtering

Using the text-only inspection setup from §3.1, we
compute average accuracy over the five models
per item and remove items above type-dependent
thresholds: 80% for binary (yes/no) items and 50%
for others. This stage removes 9,465 items, 40.7%
of the original pool.

4.2 Saturation Filtering

To remove saturated items, we apply the 12 mod-
els in §3.2 to the 13,785 samples remaining from
the previous step. Each model samples each item
eight times under the image-conditioned setting,
and we compute the average accuracy across mod-
els. Items with an average accuracy above 90% are
classified as saturated and removed 2. This stage
leaves 8,831 items; CountBench loses 74.1% of
its remaining items, while benchmarks targeting
harder reasoning tasks, such as MME-SCI (1.0%)
and ZeroBench (0.0%), are minimally affected.

4.3 Anomaly Detection and Review

The final stage targets pseudo-hard questions,
whose difficulty stems from ground-truth errors,
ambiguity, or scorer risks rather than from genuine
visual-language challenges. We adopt a three-step
approach: rule-based recall, multi-model adjudica-
tion, and human review.

Rule-based recall. We designed five heuristic
rules to flag suspicious items (Table 1). Each tar-
gets a specific failure mode: items scored zero
by all 12 models may have ground-truth errors;
items whose majority vote consistently disagrees
with the labeled answer may contain annotation
errors; high inter-model disagreement or near-tied
top-vote answers suggest ambiguity; and abnor-
mally low answer-extraction rates indicate scoring-
compatibility issues. Applying these rules to 8,831
saturation-filtered samples yielded 5,477 candi-
dates for further review.

"For each stage, the number of samples filtered from each
benchmark is reported in the Appendix.

This threshold is intentionally conservative: an item must
be consistently solved by almost all models, from lightweight
to flagship ones, before being discarded, ensuring that truly
challenging items remain even if one or two strong models
solve them.
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Rule Condition

All-fail Accuracy = 0 across all models
Stable non-GT Majority vote # GT, ratio > 0.5
Confusion Top-1/ Top-2 vote ratio < 1.5

High disagreement = Majority rate < 0.5 or unique an-
swers > 10

Scorer anomaly Answer extraction rate < 50%

Table 1: Risk-assessment rules for anomaly recall. Each
rule targets a specific failure mode identified from multi-
model sampling metadata.

Multi-model adjudication. We employ five
LVLMs from different providers (Claude-Sonnet-
4.6, Gemini-3.1-Pro, GPT-5, Qwen3.6-Plus, and
Doubao-Seed-2.0-Pro) (Anthropic, 2025; Co-
manici et al., 2025; Singh et al., 2025; Yang et al.,
2025; Guo et al., 2025) as independent judges in
a two-round adjudication process (Zheng et al.,
2023). In the first round, each judge independently
reviews every candidate item, receiving the image,
question text, annotated ground truth, and model
responses from the sampling stage, and assigns
one of four labels: GT error, ambiguous question,
scorer risk, or no issue. In the second round, each
judge receives the aggregated first-round judgments
from all five models and re-evaluates the item us-
ing the collective evidence. The final decision is
reached by majority voting over the second-round
labels: an item is confirmed as problematic when
at least three judges agree on the non-trivial label.

Human expert review. All items deemed prob-
lematic by multi-model adjudication are further re-
viewed by human experts, who verify whether each
flagged item is flawed or represents a genuinely dif-
ficult challenge. After human review, 1,569 items
are confirmed and removed from the benchmark.

4.4 Final Benchmark

After all three filtering stages, MMGist retains
7,262 items from 18 source benchmarks, repre-
senting 31.2% of the original 23,250 items; per-
benchmark breakdowns appear in Appendix Ta-
ble 9. The retained items span seven broad capabil-
ity categories (Figure 3): STEM Reasoning (Math-
Vista, MathVision, DynaMath, MME-SCI) (Lu
et al., 2024a; Wang et al., 2024; Zou et al., 2025;
Ruan et al., 2026), Expert Knowledge (MMMU,
MMMU-Pro) (Yue et al., 2024, 2025), Visual Logic
(LogicVista, zerobench, ZeroBench-Sub) (Xiao
et al., 2024; Roberts et al., 2025), Visual Percep-
tion (BLINK, HallusionBench, RealWorldQA) (Fu
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Figure 3: Composition of MMGist by capability di-
mension (inner ring) and source benchmark (outer ring).
The 7,262 items span seven categories.

et al., 2024; Guan et al., 2024; xAl, 2024), Dia-
gram & OCR (AI2D, OCRBench) (Kembhavi et al.,
2016; Liu et al., 2024b), Spatial Understanding
(EmbSpatialBench, CountBench) (Du et al., 2024;
Paiss et al., 2023), and Medical (SLAKE, MedX-
pertQA) (Liu et al., 2021; Zuo et al., 2025). Re-
tention rates vary substantially across benchmarks,
from 96.0% for ZeroBench, whose items are inher-
ently visually grounded and challenging, to 15.7%
for MMMU, reflecting genuine differences in item
quality across existing evaluation suites.

S Experiments

5.1 Experimental Setup

Models. We evaluate 27 LVLMs across model
families, scales, and deployment regimes. The
closed-source models come from five commer-
cial API providers, including Gemini-3.1-Pro and
Flash-Lite (Comanici et al., 2025), GPT-5 and GPT-
5-Mini (Singh et al., 2025), Claude-Sonnet-4.6 and
Claude-Haiku-4.5 (Anthropic, 2025), Qwen3.6-
Plus (Yang et al., 2025), and Doubao-Seed-2.0-
Pro/Mini/Lite (Guo et al., 2025). The open-source
models span seven families and range from 2B
to 38B parameters: Qwen3.6-35B-A3B, Qwen3.5
(4B, 9B, 27B) (Yang et al., 2025), Gemma-
4 (E2B, E4B, 26B-A4B, 31B) (Gemma Team,
Google DeepMind, 2026), InternVL3.5 (4B, 8B,
30B-A3B, 38B) (Wang et al., 2025), Ovis2 (8B,
16B) (Lu et al., 2024b), Kimi-VL-A3B (Instruct,
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Model STEM Know Logic Percep Doc Spatial Med Macro{ Sample 1
Open-source LVLMs < 10B (Small)

Gemma 4 E2B 153 224 11.7 37.7 38.5 31.6 18.4 25.1 23.4
Gemma 4 E4B 180 254 136 39.7 443 412 214 29.1 26.7
Kimi-VL-A3B-Instruct 158 240 105 36.8 42.6 343 142 25.5 23.1
Kimi-VL-A3B-Thinking 194 183 114 37.7 354 37.1 164 25.1 23.5
Ovis2-8B 20.1 214 123 432 545 48.8 18.7 31.3 26.7
InternVL3.5-4B 263 232 125 441 445 51.0 25.6 32.5 29.6
InternVL3.5-8B 282 263 139 44.1 485 50.5 25.1 33.8 304
Qwen3.5-4B 31.1 319 210 55.6 53.7 68.7 32.1 42.0 39.1
Qwen3.5-9B 37.1 327 264 57.6 655 73.5 35.0 46.8 44.0
Avg. Performance 235 251 148 44.1 475 48.5 230 324 29.6
Open-source LVLMs > 10B (Large)

Step3-VL-10B 36.3 385 21.6 533 63.1 65.8 24.6 433 40.1
Ovis2-16B 234 250 118 425 53.1 50.5 20.1 324 27.9
Gemma 4 26B-A4B 36.8 387 243 52.1 613 70.0 355 45.6 43.4
Gemma 4 31B 404 450 277 55.8 63.8 73.7 39.0 49.3 47.6
InternVL3.5-30B-A3B 30,6 328 14.1 41.7 549 51.5 255 35.9 324
InternVL3.5-38B 325 349 203 48.7 53.1 61.5 275 39.8 35.9
Qwen3.5-27B 46.6  41.7  28.1 58.0 554 67.8 332 47.3 46.3
Qwen3.6-35B-A3B 543 531 315 61.7 654 772 43.0 55.2 55.1
Avg. Performance 37.6 387 224 51.7 58.8 64.8 31.1 43.6 411
Closed-source LVLMs

Qwen3.6-Plus 62.6 0644 349 673 68.7 79.3 50.0 61.0 62.0
Claude Haiku 4.5 28.6 316 169 38.1 33.6 458 21.8 30.9 29.1
Claude Sonnet 4.6 446 549 224 512 613 582 375 47.2 46.5
Doubao Seed 2.0 Lite 53.1 538 351 65.4 632 74.8 39.6 55.0 54.1
Doubao Seed 2.0 Mini 483 545 303 63.2 632 72.0 352 524 50.8
Doubao Seed 2.0 Pro 57.6 584 377 70.2 65.8 749 430 58.2 58.2
GPT-5-Mini 36.8 492 244 527 544 60.5 37.2 45.0 44.2
GPT-5 46.1 609 258 58.5 58.6 63.6 46.6 514 52.9
Gemini 3.1 Flash Lite 415 541 272 62.4 734 68.2 41.8 52.7 51.5
Gemini 3.1 Pro 612 702 404 754 823 79.7 58.0 66.8 68.0
Avg. Performance 480 552 295 60.4 625 67.7 41.1 52.1 51.7

Table 2: Performance of 27 LVLMs on MMGist across seven capability dimensions. Macro Avg is the mean
over capability groups; Sample Avg is the mean over all 7,262 items. Both yield consistent rankings (Spearman

p = 0.98). Best per column in bold.

Thinking) (Team et al., 2025), and Step3-VL-
10B (Huang et al., 2026).

Implementation details. To keep scores compa-
rable, we use the same evaluation protocol for all
models. Each model is queried R = 8 times per
item with temperature 7' = 1.0 and a maximum
output length of 16,384 tokens. A unified prompt
schema asks models to reason step by step and then
place the final answer in a \boxed{ } block, which
is parsed by the same rule-based extractor across
benchmarks. For closed-source models that support
configurable inference effort, we set it to medium.
Open-source models are served via vLLM (Kwon
et al., 2023) on 8 xH200 GPUs. All scores are
reported on a 100-point scale. Further details on
prompt templates, scoring, and per-benchmark con-
figurations are provided in Appendix A.

5.2 Main Results

Table 2 shows whether MMGist remains challeng-
ing and discriminative after item-level filtering. We
focus on three questions: whether current mod-
els are close to saturation, which capabilities drive

the closed/open gap, and whether aggregate scores
hide uneven skill profiles.

1) MMGist remains unsaturated for frontier
models. MMGist remains far from saturated: the
strongest model, Gemini-3.1-Pro, reaches 66.8%
Macro Avg, and only two models exceed 60%.
This difficulty spans all model tiers: closed-source
systems average 52.1%, large open-source mod-
els average 43.6%, and small open-source models
average 32.4%. Because the pipeline has already
removed weakly visual, saturated, and pseudo-hard
items, remaining errors are more likely to reflect
unresolved multimodal skills than label noise or
adversarial artifacts.

2) The closed/open gap has shifted from per-
ception to grounded expertise. The closed/open
gap is largest on tasks that pair visual evidence
with domain knowledge, not on basic visual ex-
traction. Large open-source models nearly match
closed-source systems on Diagram & OCR (58.8%
vs. 62.5%) and Spatial Understanding (64.8% vs.
67.7%), but trail by 16.5 points on Expert Knowl-
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edge and 10.0 points on Medical. This suggests
that current open-source LVLMs are competitive at
extracting visible structure but lag when visual evi-
dence must be integrated with domain knowledge
and multi-step reasoning.

3) Visual Logic exposes a system-level reason-
ing bottleneck. Visual Logic is the clearest bot-
tleneck: its cross-model average is only 22.5%,
and even the best model reaches only 40.4%. The
weakness is not explained by model scale or access
pattern: the average rises from 14.8% for small
open-source models to 22.4% for large open-source
models and 29.5% for closed-source models, but
all three groups remain far below their own Macro
Avg. The result is a useful warning: better recog-
nition, OCR, and spatial localization do not auto-
matically lead to better reasoning over visual states,
relation, and implicit rules.

4) Strong models often have jagged capabil-
ity profiles. Aggregate scores hide large within-
model asymmetries, so capability-level reporting
is necessary. Qwen3.6-35B-A3B achieves 77.2%
on Spatial Understanding but only 31.5% on Vi-
sual Logic, a 45.7-point gap within the same model.
Ovis2-8B reaches 54.5% on Diagram & OCR, ex-
ceeding several larger models on that dimension,
yet obtains only 12.3% on Visual Logic. These
non-monotonic profiles show that parameter count
and overall average score do not guarantee bal-
anced multimodal ability. The seven-dimensional
structure of MMGist separates skills that benefit
from transferable visual representations from skills
that likely require targeted reasoning data, training
objectives, or inference mechanisms.

5.3 Effect of Filtering on Scores and Rankings

We next test whether curation improves the evalu-
ation signal, not just whether it makes the test set
smaller and harder. Table 3 compares the same
27 models on the raw pool of 23,250 items and
on MMGist with 7,262 retained items. The cu-
rated set keeps the main ordering from the raw
pool: Spearman rank correlation is p = 0.98 under
the benchmark-level average; 21 models change
rank by at most one position, 25 change by at most
two, and the top three models remain unchanged.
Scores also become more conservative. Average
performance drops by 20.3 points, which indicates
that weakly visual shortcuts and saturated items in
the raw pool inflated scores. The drop does not
flatten the leaderboard: the coefficient of variation

Model Raw R, Curated R, AR
Gemini 3.1 Pro 713 1 652 1 0
Qwen3.6-Plus 744 2 60.1 2 0
Doubao S. 2.0 Pro 73.6 3 577 3 0
Doubao S. 2.0 Lite 715 4 543 4 0
Qwen3.6-35B-A3B 69.6 6 541 5 +1
Doubao S. 2.0 Mini 69.6 8 513 6 +2
Gemini 3.1 Flash Lite  69.6 7 506 7 0
GPT-5 700 5 498 8 -3
Gemma 4 31B 67.8 9 475 9 0
Qwen3.5-27B 67.7 10 467 10 0
Claude Sonnet 4.6 67.0 11 457 11 0
Qwen3.5-9B 64.7 14 452 12 42
Gemma 4 26B-A4B 65.6 13 438 13 0
GPT-5-Mini 66.8 12 434 14 -2
Step3-VL-10B 62.7 15 419 15 0
Qwen3.5-4B 613 17 404 16 +1
InternVL3.5-38B 615 16 384 17 —1
InternVL3.5-30B-A3B  56.7 20 344 18 +2
InternVL3.5-8B 57.6 19 326 19 0
InternVL3.5-4B 548 21 313 20 +1
Ovis2-16B 525 22 308 21 +1
Claude Haiku 4.5 583 18 303 22 —4
Ovis2-8B 49.6 24 29.7 23 +1
Gemma 4 E4B 519 23 276 24 —1
Kimi-VL-A3B-Think. 45.8 25 244 25 0
Kimi-VL-A3B-Inst. 39.7 27 242 26 +1
Gemma 4 E2B 455 26 240 27 —1

Table 3: Model scores and rankings before (raw pool)
and after MMGist curation. AR denotes rank change
(positive = rise). Spearman p = 0.98.

rises from 0.15 to 0.28 (4+78%), and the gap be-
tween the top-5 and bottom-5 models widens from
26.9 to 32.3 points. MMGist therefore keeps the
original ranking signal while spending more of the
evaluation budget on items that separate models.

5.4 Capability-Level Findings

Figure 4 shows that score inflation in the raw pool
varies sharply by capability. Expert Knowledge
drops from 72.9% to 40.3% (—32.6%), followed
by Diagram & OCR (—25.4%) and STEM Rea-
soning (—22.5%). These dimensions are more ex-
posed to textual priors, world knowledge, or satu-
rated items. Visual Logic behaves differently: it
drops only from 31.1% to 22.5% (—8.6%), which
suggests that many of its raw-pool items were al-
ready visually grounded and unsaturated. After cu-
ration, the remaining difficulty sits mostly beyond
direct visual extraction. Visual Logic has the lowest
cross-model average at 22.5%, and even the best
model reaches only 40.4%; Medical and STEM
Reasoning also remain difficult, averaging 32.1%
and 36.8%. Spatial Understanding and Diagram &
OCR are higher, at 60.4% and 56.4%. This sug-
gests that structured perception, OCR, and spatial
localization are comparatively mature, while Visual
Logic, Medical, and STEM Reasoning remain the
main shared bottlenecks for current LVLMs.
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Figure 4: Cross-model average score by capability di-
mension before and after filtering. Expert Knowledge
drops most; Visual Logic drops least.

5.5 Cost Efficiency

MMGist improves evaluation efficiency through
item-level curation, not uniform subsampling. It
retains 7,262 of the original 23,250 items (31.2%),
reducing the number of evaluated items by 69%. It
also preserves the raw-pool ranking with Spearman
p = 0.98 and increases cross-model discrimina-
tion. In practice, future evaluations can use far
fewer model calls while getting rankings that re-
main stable and easier to separate.

6 Analysis

6.1 Error Analysis

To understand where the strongest model still fails,
we classify errors made by Gemini-3.1-Pro on
MMGist into five categories (Figure 5). Reason-
ing failure is the dominant error type (41.5%),
where the model perceives visual content correctly
but produces flawed logical inference, consistent
with Visual Logic being the hardest dimension
(§5.2). The remaining errors divide among visual
perception (22.8%), primarily misidentifying sym-
bols or fine-grained visual details; knowledge gaps
(17.9%), mainly in Expert Knowledge and Med-
ical dimensions; misunderstanding (10.3%); and
calculation errors (7.5%). These results suggest
that improving logical reasoning remains the most
impactful direction.

6.2 Effect of Reasoning Effort

We evaluate GPT-5, GPT-5-Mini, Gemini-3.1-Pro,
Gemini-3.1-Flash-Lite, and Claude-Sonnet-4.6, at
three effort levels (Low, MEDIUM, HIGH) follow-
ing the protocol in §5.1.

As shown in Table 4, increasing effort yields

7.5%

10.3%

Reasoning
Failure

17.9%

22.8%

Figure 5: Error type distribution for Gemini 3.1 Pro on
MMGist.

Dimension Low Medium High
STEM Reasoning ~ 38.9 46.0 49.1
Expert Knowledge 53.9 57.9 60.1
Visual Logic 27.2 28.0 31.2
Visual Perception 59.2 60.0 60.7
Diagram & OCR 64.3 66.0 66.2
Spatial 64.6 66.0 66.6
Medical 42.5 44.2 43.7
Macro Avg 50.1 52.6 53.9

Table 4: Cross-model average score by reasoning effort
level across seven capability dimensions (5 models).

a Macro gain of +7.6% from Low to HIGH, but
the benefit is concentrated in reasoning-intensive
dimensions: STEM gains the most (4+26.2% rela-
tive), followed by Visual Logic (414.7%) and Ex-
pert Knowledge (4+11.5%). In contrast, perception-
oriented dimensions (Visual Perception, Diagram
& OCR, Spatial) remain nearly flat (<3.1% gain),
and Medical even declines slightly at HIGH. These
results suggest that current models’ perception per-
formance is bounded by visual encoding quality
rather than reasoning depth.

7 Conclusion

We present MMGist, a curated vision-language
benchmark of 7,262 items across seven capabil-
ity dimensions, distilled from 18 existing bench-
marks through a systematic audit that identifies
three pervasive quality issues: weak visual depen-
dency, item saturation, and pseudo-hard questions.
We address these issues with a reusable pipeline in-
tegrating text-only ablation, cross-model saturation
detection, anomaly adjudication, and expert review.
Evaluation on 27 LVLMs confirms that MMGist
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preserves model rankings while substantially im-
proving discriminability. We release MMGist and
the curation pipeline to support higher-quality mul-
timodal evaluation.

Limitations

Benchmark and Language Coverage. MMGist
is constructed from 18 predominantly English
benchmarks using closed-form formats (multiple-
choice and fill-in-the-blank). This design choice
ensures fully reproducible, scorer-consistent qual-
ity control, which is a prerequisite for our filtering
pipeline. Extending the pipeline to open-ended
generation tasks or multilingual settings would re-
quire adapting the scoring and filtering protocols
accordingly, which we leave to future work.

Model Panel Dependency. Both saturation filter-
ing and anomaly detection are conditioned on the
12-model panel used in this study. As future mod-
els improve, items currently retained may become
saturated, and items currently flagged as anomalous
may be resolved by more capable models. We mit-
igate this by covering models from five providers
across three capability tiers, but the curated suite
reflects the capability frontier at the time of con-
struction. Our pipeline makes periodic re-curation
with updated model panels straightforward.

Subjectivity in Anomaly Review. The anomaly
detection stage combines rule-based candidate re-
call, multi-model adjudication by five LVLMs, and
human expert review. While majority voting across
independent judges reduces individual bias, the
process retains inherent subjectivity: LLM judges
may share systematic blind spots on certain do-
mains, and human reviewers may disagree on gen-
uinely ambiguous borderline cases. We report inter-
annotator agreement statistics in Appendix C to
quantify this effect, but acknowledge that a differ-
ent expert panel could reach different conclusions
on a subset of items.

Ethical Considerations

Data Provenance. All evaluation items in
MMGist are sourced exclusively from previously
published and publicly available benchmarks. We
have reviewed the licensing terms of each source
benchmark and confirmed that our use is consistent
with their original intended purposes.

Sensitive Content. MMGist retains items from
two medical benchmarks, SLAKE (Liu et al., 2021)

and MedXpertQA (Zuo et al., 2025). These items
are included solely for evaluating model capabil-
ities in the medical domain and do not constitute
medical advice. Both source datasets were de-
identified and released by their original creators
in compliance with applicable privacy regulations;
we do not introduce any additional personally iden-
tifiable information.

Potential Biases. Our quality control pipeline
relies on large models for text-only ablation, sat-
uration detection, and multi-model adjudication.
Although we mitigate single-model bias by aggre-
gating judgments from multiple models across dif-
ferent providers, the filtering process may still re-
flect shared biases of current models, potentially
favoring certain question types or penalizing oth-
ers. Similarly, the human expert review stage,
while serving as a final safeguard, may introduce
annotator-specific biases. We encourage future
work to investigate and quantify these effects.

Intended Use. MMGist is designed for academic
evaluation of large vision-language models. Bench-
mark scores reflect model performance on cu-
rated evaluation items under controlled settings and
should not be interpreted as indicators of real-world
deployment readiness. Rankings may vary under
different evaluation protocols, prompting strategies,
or domain-specific configurations.

Computational Cost. Constructing MMGist re-
quires substantial API calls and GPU computation
for multi-model sampling and adjudication. How-
ever, we note that the resulting curated suite sub-
stantially reduces ongoing evaluation costs for fu-
ture researchers: by retaining only high-quality, dis-
criminative items, MMGist achieves comparable
evaluation fidelity with significantly fewer items
than evaluating on the full set of source bench-
marks.
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A Evaluation Protocol

All models receive the same unified prompt for
each item. The prompt consists of the original ques-
tion text (including answer choices for multiple-
choice items), followed by a standardized instruc-
tion suffix:

Please reason step by step, and put
your final answer within \boxed{}.

If the answer is multiple-choice, use
only the option letter.

Examples:

\boxed{A};

\boxed{C}

If the answer is a string, use only the
final string.

Examples:

\boxed{red};

\boxed{New York}

If the answer is numeric or mathematical,
use only the final number or expression.
Examples:

\boxed{42};

\boxed{\frac{1}{2}}
Do not include explanation, punctuation,
or \text{} inside \boxed{}.

This format unifies answer extraction across all
18 benchmarks, regardless of whether the original
item is multiple-choice, numeric, or open-ended.
The final answer is extracted from the \boxed{}
block using a rule-based parser. Each model is
queried R = 8 times per item with temperature
T = 1.0 and a maximum output length of 16,384
tokens. For reasoning-capable proprietary mod-
els (GPT-5 (Singh et al., 2025), Claude-Sonnet-
4.6 (Anthropic, 2025), Gemini-3.1-Pro and Flash-
Lite (Comanici et al., 2025)), the inference effort
is set to medium.

Benchmark Items Cap.
MathVision 3,040 S
DynaMath 501 S
MathVista 1,000 S
MME-SCI 1,019 S
MMMU 185 K
MMMU-Pro 1,730 K
ZeroBench 100 L
ZeroBench-Sub 334 L
LogicVista 444 L
BLINK 1,901 P
HallusionBench 951 P
RealWorldQA 765 P
AI2D 3,088 D
OCRBench 1,000 D
CountBench 491 Sp
EmbSpatialBench 3,640 Sp
SLAKE 1,061 M
MedXpertQA 2,000 M
Total 23,250

Table 5: Source benchmark configurations. See the
original papers for full details (Wang et al., 2024; Zou
et al., 2025; Lu et al., 2024a; Ruan et al., 2026; Yue
et al., 2024, 2025; Roberts et al., 2025; Xiao et al., 2024,
Fu et al., 2024; Guan et al., 2024; xAl, 2024; Kembhavi
etal., 2016; Liu et al., 2024b; Paiss et al., 2023; Du et al.,
2024; Liu et al., 2021; Zuo et al., 2025). Capability
groups: S = STEM Reasoning, K = Expert Knowledge,
L = Visual Logic, P = Visual Perception, D = Diagram
& OCR, Sp = Spatial Understanding, M = Medical.

Table 5 summarizes the 18 source benchmarks,
item counts, and capability assignments.

The text-only ablation stage removes items
whose average text-only accuracy across five
LLMs (each sampled eight times) exceeds a type-
dependent threshold: 50% for multi-choice items
and 80% for binary (yes/no) items. To verify that
these thresholds do not inadvertently remove vi-
sually necessary items, we compute the probabil-
ity that a genuinely visual item—one that a text-
only model can only answer by random guessing—
would be falsely flagged for removal.

Under the null hypothesis of pure random guess-
ing, each of the 5 x 8 = 40 independent trials
is a Bernoulli trial with success probability p =
1/C, where C' is the number of answer choices.
The total number of correct responses follows a
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Item type Choices Chance Threshold 7 P(false positive)
Binary 2 50.0% 80% 9.11 x 107°
Multi-choice 4 25.0% 50% 5.72 x 1074
Open-ended o0 ~0% 50% ~0

Table 6: False-positive probability of text-only filtering
under pure random guessing (5 models x 8 samples =
40 trials).

Model Provider Tier
Claude-Sonnet-4.6 Anthropic F
Claude-Haiku-4.5 Anthropic L
GPT-5 OpenAl F
GPT-5-Mini OpenAl M
Gemini-3.1-Pro Google F
Gemini-3.1-Flash-Lite =~ Google L
Qwen3.6-Plus Alibaba F
Qwen3.6-35B-A3B Alibaba M
Qwen3.5-9B Alibaba M
Doubao-Seed-2.0-Pro ByteDance F
Doubao-Seed-2.0-Mini  ByteDance @ M
Doubao-Seed-2.0-Lite ~ ByteDance L

Table 7: The 12-model panel used for saturation filtering.
Tier: F=Flagship, M = Mid-tier, L = Lightweight.

Binomial(40, 1/C') distribution. Table 6 reports
the false-positive probability P(avg accuracy > 7)
for each item type.

For all common item types, the false-positive
rate is below 0.06%, confirming that the chosen
thresholds are conservative. Overall, the expected
number of falsely removed items across 23,250
items is negligible.

B Saturation Filtering Details

Table 7 lists the 12 LVLMs used for saturation
filtering (§4.2). The panel spans five providers
and three capability tiers—flagship, mid-tier, and
lightweight—so that an item is classified as satu-
rated only when it is consistently solved across a
broad capability spectrum. Each model evaluates
every item eight times (R=8, T'=1.0) under the
image-conditioned setting, and items whose cross-
model average accuracy exceeds 90% are removed.

C Inter-Annotator Agreement

LLM judge agreement. In the anomaly de-
tection stage, 5,477 candidate items undergo
a two-round adjudication by five LVLMs serv-
ing as judges (Claude-Sonnet-4.6, Gemini-3.1-
Pro, GPT-5, Qwen3.6-Plus, and Doubao-Seed-
2.0-Pro) (Anthropic, 2025; Comanici et al., 2025;

Statistic Value
Candidates reviewed 5,477
Majority agreement (>3/5) 91.3%

1,569 (28.6%)
3,908 (71.4%)

Final outcome: removed
Final outcome: retained

Table 8: LLM judge agreement and final outcome over
5,477 candidate items.

Singh et al., 2025; Yang et al., 2025; Guo et al.,
2025). In the first round, each judge indepen-
dently reviews every candidate and assigns qual-
ity tags from {bad_gt, ambiguous_question,
scorer_risk, not_issue} along with supporting
evidence. In the second round, each judge re-
ceives the aggregated first-round judgments and
re-evaluates the item in light of the collective ev-
idence. The final decision is reached by majority
voting over the second-round labels: a quality tag
is confirmed when at least three of five judges agree
on it.

Table 8 reports the agreement and final outcome.
Across all 5,477 candidates, 91.3% achieve ma-
jority agreement (the most-voted tag receives >3
of 5 votes), indicating strong consensus among
the judge panel. After human expert review of all
flagged items, 1,569 are confirmed as problematic
and removed.

Human review guidelines. All items flagged by
the LLM judges are further reviewed by human
experts. Each reviewer receives the original im-
age, question text, answer choices (if applicable),
the annotated ground-truth answer, the majority an-
swer from model evaluations, and the LLM judges’
quality tags with explanations. Reviewers follow
these guidelines:

1. Verify the ground truth. Examine the image
and question independently. Is the annotated
answer correct and unambiguous? If not, tag as
bad_gt.

2. Assess question clarity. Is the question well-
defined with a single defensible answer? If
the question is under-specified, admits multi-
ple valid interpretations, or the visual evidence
is insufficient, tag as ambiguous_question.

3. Check scoring feasibility. Can a correct
free-form response be reliably matched to the
ground truth by a rule-based scorer? If format
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mismatches (e.g., equivalent expressions, syn-
onyms, unit variations) would cause systematic
false negatives, tag as scorer_risk.

4. Final decision. If any quality tag applies, mark
the item for removal. If no issue is found, mark
as keep. When uncertain, err on the side of
removal to preserve benchmark integrity.

D Filtering Pipeline Composition
E Case Studies

We present representative examples for each of
the five issue types addressed by our pipeline:
ground-truth errors (Figure 6), ambiguous ques-
tions (Figures 7-8), and scorer risks (Figure 9),
removed during anomaly detection (§4.3); weak
image dependency (Figures 10-11), removed dur-
ing text-only ablation (§4.1); and item saturation
(Figures 12—13), removed during saturation filter-
ing (§4.2). Examples are drawn from EmbSpa-
tialBench (Du et al., 2024), CountBench (Paiss
et al., 2023), OCRBench (Liu et al., 2024b), Dy-
naMath (Zou et al., 2025), and AI2D (Kembhavi
etal., 2016).

E.1 Ground-Truth Error

Ground-Truth Error

Source: EmbSpatialBench

Q: How are chair and television positioned in relation
to each other? A. left B. blocking C. under D. right
Annotated GT: C (The chair is under the television.)
Model Consensus: D (right of the television), 100 %
agreement

Analysis: The image clearly shows the chair posi-
tioned to the right of the television. All 12 evaluated
models unanimously select the correct spatial rela-
tionship. The annotated label “under” does not match
the visual evidence, causing all models to receive zero
credit despite correct reasoning.

Figure 6: Example of a ground-truth error.

E.2 Ambiguous Questions

Ambiguous Question (1/2)

Source: CountBench

Q: How many arrows are there in the image?
Annotated GT: 8

Model Consensus: 24 or 8

Analysis: The image is an icon set titled “8 icons
arrows directions.” Each icon contains multiple
chevron-shaped elements within a circular badge. The
GT counts icons, but each icon contains 3 individual
arrow shapes, yielding ~24 when counting arrow
elements.

Figure 7: Ambiguous question example: undefined
counting granularity.

Ambiguous Question (2/2)

NUTRITION
TYPICAL VALUES
ASSOLD

Of Which sty
urates
E)?ﬁ“’“\(drote
Fibre 'h sugars

Source: OCRBench

Q: What is the value for Total fat of per serving?
Answer using the text in the image directly.
Annotated GT: 3.2g

Model Consensus: Highly variable (3.2g, 0.8g)

Analysis: The nutrition label has two columns—*Per
100g” and “Per Can”—but neither is labeled “per
serving.” The question also asks for “Total fat,” while
the label lists only “Fat.” This double terminology
mismatch forces models to guess which column con-
stitutes a “serving” and whether “Fat” equals “Total
fat,” producing legitimately divergent answers.

Figure 8: Ambiguous question example: terminology
mismatch with image content.
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Source Benchmark Original After Text-only After Saturation After Anomaly Retention
AI2D 3,088 1,059 615 520 16.8%
BLINK 1,901 1,316 847 687 36.1%
CountBench 491 482 125 120 24.4%
DynaMath 501 390 167 136 27.1%
EmbSpatialBench 3,640 1,679 981 778 21.4%
HallusionBench 951 438 273 214 22.5%
LogicVista 444 331 220 158 35.6%
MathVision 3,040 1,706 1,232 1,010 33.2%
MathVista 1,000 641 302 234 23.4%
MedXpertQA 2,000 1,329 1,242 997 49.9%
MME-SCI 1,019 774 766 678 66.5%
MMMU 185 93 35 29 15.7%
MMMU-Pro 1,730 937 481 379 21.9%
OCRBench 1,000 973 387 332 33.2%
RealWorldQA 765 480 265 217 28.4%
SLAKE 1,061 747 498 392 36.9%
ZeroBench 100 100 100 96 96.0%
ZeroBench-Sub 334 310 295 285 85.3%
Total 23,250 13,785 8,831 7,262 31.2%

Table 9: Composition of MMGist. For each source benchmark, we report the number of items remaining after each

filtering stage and the overall retention rate.

E.3 Scorer Risk

Average temperature in Cape Town, South Africa
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Source: DynaMath

Q: Use the graph to answer the question below.
Which month is the hottest on average in Cape Town?
Annotated GT: Sep

Model Consensus: September

Analysis: Models correctly identify the hottest
month from the graph but output the full name
“September” rather than the abbreviation “Sep.” The
rule-based scorer performs exact string matching and
rejects the answer, producing a systematic false neg-
ative. This format mismatch penalizes models for
generating more natural and complete responses.

E.4 Weak Image Dependency

Weak Image Dependency (1/2)

Source: AI2D

Q: Which phase describes the point at which the
moon appears nearly invisible in the sky? A. third
quarter B. new moon C. full moon D. first quarter
Annotated GT: B (new moon)

Text-only Accuracy: 100% (all 5 LLMs, all 8 sam-
ples)

Analysis: “New moon” is elementary astronomy
knowledge retrievable by any LLM. All five text-only
inspectors answer correctly on every trial without see-
ing the diagram. This item measures factual recall,
not visual understanding.

Figure 9: Example of a scorer risk.

Figure 10: Weak image dependency example: astron-

omy common knowledge.
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Weak Image Dependency (2/2)
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Source: AI2D

Q: What is an example of a producer in this diagram?
A. Mountain Lion B. Horse C. Plants D. Bear
Annotated GT: C (Plants)

Text-only Accuracy: 100% (all 5 LLMs, all 8 sam-

ples)

Analysis: Among the four options, only “Plants” can
be a biological producer; the other three are animals.
This basic biology knowledge makes the item trivially
answerable without examining the food web diagram,
as confirmed by perfect text-only accuracy.

Figure 11: Weak image dependency example: biology
common knowledge.

E.5 Saturated Items

Saturated Item (1/2)

® CanStockPhoto.com

Source: CountBench

Q: How many parrots are there in the image?
Annotated GT: 4

Cross-model Accuracy: 100% (all 12 models, all 8
samples)

Analysis: Four clearly visible, well-separated parrots
with distinct coloring. Every model from lightweight
to flagship answers correctly on every trial. This item
provides zero discriminative signal.

Figure 12: Saturated item example: trivial counting
task.

Saturated Item (2/2)
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Source: CountBench

Q: How many buttons are there in the image?
Annotated GT: 9

Cross-model Accuracy: 100% (all 12 models, all 8
samples)

Analysis: A clean 3 x 3 grid of distinctly colored
buttons. Trivially solvable by all current LVLMs.
Retaining such items compresses the effective score
range and inflates evaluation cost without adding in-
formation about model capabilities.

Figure 13: Saturated item example: trivial grid count-
ing.

F Efficiency Baselines and Difficulty
Coverage

We compare MMGist with uniform random sam-
pling and tinyBenchmarks-style IRT anchor selec-
tion (Maia Polo et al., 2024) under the same 7,262-
item budget. Random results are mean = standard
deviation over 32 samples; IRT selection is deter-
ministic.

Random and IRT preserve the raw-pool ranking
at p > 0.997, but also retain roughly 40% text-
only shortcuts, 50% saturated items, and 7% iden-
tified anomalies. MMGist trades a small amount
of rank fidelity for higher dispersion and cleaner
items, showing that rank reproduction and bench-
mark quality are distinct objectives.

We define item difficulty using mean image-
conditioned accuracy from the 12-model curation
panel: very hard (VH) [0, 20), hard (H) [20, 40),
medium (M) [40, 60), easy (E) [60,80), and very
easy (VE) [80, 100], in percent.

The very-easy share falls from 60.6% in the
raw pool to 20.1% in MMGist, while the final
five tiers each account for 14.0-26.3% of items.
The capability-level results further show that cura-
tion does not collapse any dimension to only hard
items.
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Method Spearman p 1 (G Gap 1T  Text-only | Saturated | Anomaly |
Raw pool (23,250) 1.000 0.155 26.9 40.7% 49.7% 6.7%
MMGist 0.985 0.275 32.3 0.0%" 0.0%" 0.0%"
Random 31.2% 0.997+0.001 0.156£0.004 27.0+0.5 40.5£0.5% 49.5+0.6% 6.8+0.3%
IRT anchors 0.998 0.158 27.2 40.0% 49.6% 6.5%

Table 10: Same-budget efficiency baselines. Gap is the top-5 versus bottom-5 score difference; the three quality
rates follow the operational definitions used by the MMGist pipeline. fZero means that no items identified by the
corresponding criterion are retained, not that undiscovered defects are impossible.

(a) Distribution across filtering stages: items (percentage)

Difficulty Raw pool After text-only After saturation Final
VH 2,400 (10.3%) 2,247 (16.3%) 2,247 (25.4%) 1,642 (22.6%)
H 1,732 (7.4%) 1,456 (10.6%) 1,456 (16.5%) 1,015 (14.0%)
M 2,077 (8.9%) 1,606 (11.7%) 1,606 (18.2%) 1,234 (17.0%)
E 2,948 (12.7%) 2,021 (14.7%) 2,021 (22.9%) 1,911 (26.3%)
VE 14,093 (60.6%) 6,455 (46.8%) 1,501 (17.0%) 1,460 (20.1%)
(b) Final-set distribution by capability (percentage)
Capability N VH H M E VE
STEM Reasoning 2,058 25.4 16.0 21.8 21.5 15.3
Expert Knowledge 408 19.6 11.8 14.7 28.9 25.0
Visual Logic 539 48.6 15.6 135 14.1 8.2
Visual Perception 1,118 9.8 13.2 15.7 35.6 25.7
Diagram & OCR 852 10.9 11.5 15.8 31.6 30.2
Spatial Understanding 898 14.7 10.6 10.9 31.5 323
Medical 1,389 31.8 15.3 17.6 233 12.0

Table 11: Difficulty coverage. The raw pool is dominated by very-easy items, whereas MMGist distributes its
budget across all five tiers. Every capability retains examples in every tier.
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