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Abstract

Large Language Model (LLM) surprisal is in-
creasingly used as a proxy for human sen-
tence processing, yet whether model expec-
tations reflect the cognitive factors governing
real-time human behavior remains uncertain.
We examine Korean subject–verb honorific
agreement in subject- and object-control con-
structions, where human eye-tracking data re-
veal a prominence-driven asymmetry. Eval-
uating three Korean-capable models, we find
that surprisal was sensitive to honorific-feature
mismatches, yielding attraction-like effects,
but was not modulated by distractor promi-
nence. Although surprisal selectively improved
reading-time predictions, this reflected item-
level predictive overlap rather than promi-
nence sensitivity. GPT models thus cap-
ture surface regularities but do not repro-
duce the construction-sensitive, prominence-
driven asymmetry of human dependency res-
olution, suggesting that LLMs diverge from
humans precisely where processing depends on
working-memory constraints rather than distri-
butional expectation.

1 Introduction

Computational methods have become integral to
language sciences, offering a new window to mod-
eling human language behavior and investigating
the cognitive mechanisms underlying language pro-
cessing (Contreras Kallens et al., 2023; Frank and
Goodman, 2026; Hu et al., 2020; Jones and Bergen,
2024; Marvin and Linzen, 2018; Warstadt and
Bowman, 2020; Wilcox et al., 2023; Yoo et al.,
2025; cf. Bavaresco et al., 2025). Much of this re-
search is grounded in surprisal theory (Hale, 2001;
Levy, 2008), which posits that processing difficulty
is strictly proportional to conditional unexpected-
ness. While surprisal models successfully account
for various patterns of human reading (Smith and
Levy, 2013; Wilcox et al., 2023), a fundamental
question remains: do complex sentence-processing

phenomena—such as asymmetry in agreement at-
traction—emerge naturally from expectation-based
processing over distributional input, or do they de-
pend substantially on algorithmic constraints of the
human memory architecture (Lewis and Vasishth,
2005; Vasishth et al., 2019)? Evaluating language
model surprisal against human behavioral data of-
fers a powerful theoretical diagnostic for disen-
tangling expectation-driven processing costs from
effects arising from memory constraints. In the
present study, we pursue this inquiry by examining
how discourse prominence modulates agreement
attraction in the processing of long-distance Korean
subject–verb honorific dependencies.

1.1 Attraction phenomenon
Human sentence comprehension often requires
establishing dependencies between linguistic el-
ements that are separated by intervening items; a
large body of psycholinguistic research suggests
that such dependencies are resolved through a mem-
ory retrieval process (Lewis and Vasishth, 2005;
Van Dyke and McElree, 2006).

Specifically, cue-based retrieval models propose
that the parser retrieves the licit target item by
matching cues associated with the current retrieval
probe (e.g., number or gender features) against rep-
resentations stored in a content-addressable mem-
ory. During this process, structurally inappropri-
ate candidates may also be retrieved due to par-
tial matches with the retrieval cues, yielding in-
terference effects (McElree, 2000; Lewis and Va-
sishth, 2005; Vasishth et al., 2019). When such
misretrieval occurs, it often manifests as a reduc-
tion in processing difficulty in ungrammatical sen-
tences where the licit target mismatches the re-
trieval probe, a phenomenon known as facilitatory
interference or agreement attraction (Pearlmutter
et al., 1999; Wagers et al., 2009). Such effects are
well-documented across languages (Franck et al.,
2015; Lago et al., 2015; Dillon et al., 2013), and Ko-
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rean is no exception, as distractors whose honorific
features match the retrieval cues induce facilitatory
interference in otherwise ungrammatical sentences
(Kwon and Sturt, 2016, 2019).

1.2 Discourse prominence

Human language processing is constrained by
working memory capacity, and consequently, mem-
ory representations may be activated to varying
degrees during retrieval. Distractor interference ef-
fects may therefore not be uniform across sentence
configurations, reflecting this variability in mem-
ory activation (Jäger et al., 2017). For example,
a distractor closer to the retrieval position elicits
stronger interference than one farther away (Sturt
and Kwon, 2024). This finding is consistent with
the Adaptive Control of Thought-Rational frame-
work (ACT-R; Lewis and Vasishth, 2005), which
attributes this locality effect to the decay of mem-
ory activation over time.

However, distance is not the only determinant
of memory activation. In an extension of ACT-R,
Engelmann et al. (2019) argue that discourse or
sentential prominence plays a critical role in re-
trieval probability. Specifically, an NP occupying a
prominent position such as a sentential subject or
discourse topic (Ariel, 1990; Chafe, 1976; Givón,
1983) is maintained with a high level of base mem-
ory activation and therefore retrieved with higher
probability than an NP in a less prominent position.
Accordingly, a distractor in a prominent position
is predicted to elicit stronger attraction effects than
one in a less prominent position, a prediction sup-
ported by the meta-analysis of attraction studies
reported in Jäger et al. (2017) and by simulations
of the revised ACT-R model against the studies ex-
amined therein (Engelmann et al., 2019). Evidence
from Korean subject honorification further supports
this account: attraction effects were stronger with
the subject distractor NP than with an object dis-
tractor NP, suggesting that sentential prominence
is a weighted retrieval cue (Kwon and Sturt, 2019).

2 Related Work

Attraction-like effects have been observed in LLMs.
Ryu and Lewis (2021) demonstrated that surprisal
values derived from GPT-2 predict facilitatory inter-
ference effects in ungrammatical sentences, where
a grammatically unlicensed NP matching the verb
in number leads to reduced surprisal. Bacon and
Regier (2019) similarly found that, although LLMs

achieve high classification accuracy across 26 lan-
guages, model performance declines systematically
in the presence of agreement attractors. Lasri et al.
(2022) further showed that Transformer-based mod-
els do not generalize in a fully lexically indepen-
dent manner, particularly when processing sen-
tences containing attractors. Chaves and Richter
(2021) also observed that, although LLMs encode
rich syntactic representations, they frequently re-
sort to shallow heuristics rather than genuine struc-
tural computation. In Korean subject–verb hon-
orific agreement, Kwon and Mun (2025) corrobo-
rated this pattern: while KoGPT-2 outperformed
KoBERT on structurally complex constructions,
both models remained susceptible to interference
from honorific attractors, resulting in reduced gram-
maticality classification accuracy.

These findings indicate that attraction-like ef-
fects emerge systematically across LLM architec-
tures and agreement domains. Nevertheless, it
remains an open question whether these effects
exhibit the prominence sensitivity that character-
izes human attraction, or arise from fundamentally
different sources rooted in statistical optimization.
The present study aims to address this gap by exam-
ining the effect of discourse prominence on LLM
surprisal patterns.

While the role of discourse prominence in mod-
ulating attraction effects has received growing em-
pirical support in human sentence processing, its
counterpart in LLMs remains largely unexplored.
This gap is notable because both LLMs and hu-
man comprehenders exhibit both locality and at-
traction effects, with performance declining with
longer dependencies and in the presence of distrac-
tors (Bacon and Regier, 2019; Chaves and Richter,
2021; Ryu and Lewis, 2021; Lasri et al., 2022; see
also Shi et al., 2023, for similar findings in mathe-
matical contexts), a pattern that extends to Korean
subject–verb honorific agreement (Kwon and Mun,
2025).

A particularly relevant study is Cuneo et al.
(2025), who examined LLMs’ sensitivity to in-
formation structure. Manipulating prominence
through explicit capitalization (e.g., write HER vs.
write her), they found that GPT-4’s acceptability rat-
ings varied systematically, mirroring human ratings.
Capitalization, however, is itself an overt surface
cue that a model can track as a token-level reg-
ularity without encoding prominence structurally.
The paradigm thus cannot separate sensitivity to
a surface marker from the role-based prominence
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(1) Example sentences (Kwon and Sturt, 2019)

PROk 위원장/민형 k-에게 … 
chairperson/Minhyeong-DAT 

(1) Example sentences (Kwon & Sturt, 2019) 
(a) Subject-control construction (Experiment 1) 
‘The teacheri/Swucini emphasized to the chairpersonk/Minhyeongk that PROi would wait ...’ 

위원장/민형-에게 … 기다리-시-겠다고 강조하셨다. 
chairperson/Minhyeong-DAT wait-HON-SUBJ.CTRL.COMP emphasized 

 
(b) Object-control construction (Experiment 2) 
‘The teacheri/Swucini emphasized to the chairpersonk/Minhyeongk that PROk should wait ...’ 
선생님/수진-이 
teacher/Swucin-NOM 

기다리-시-라고 강조하셨다. 
wait-HON-OBJ.CTRL.COMP emphasized 

PROi 선생님i/수진i-이 
teacher/Swucin-NOM 

PROk 위원장k/민형k-에게 … 
chairperson/Minhyeong-DAT 

(1) Example sentences (Kwon & Sturt, 2019) 
(a) Subject-control construction (Experiment 1) 
‘The teacheri/Swucini emphasized to the chairpersonk/Minhyeongk that PROi would wait ...’ 

위원장/민형-에게 … 기다리-시-겠다고 강조하셨다. 
chairperson/Minhyeong-DAT wait-HON-SUBJ.CTRL.COMP emphasized 

 
(b) Object-control construction (Experiment 2) 
‘The teacheri/Swucini emphasized to the chairpersonk/Minhyeongk that PROk should wait ...’ 
선생님/수진-이 
teacher/Swucin-NOM 

기다리-시-라고 강조하셨다. 
wait-HON-OBJ.CTRL.COMP emphasized 

PROi 선생님i/수진i-이 
teacher/Swucin-NOM 

that drives human retrieval, leaving open whether
prominence differences with no surface exponent
(e.g., those inferable only from grammatical role,
such as the subject–object asymmetry) modulate
model behavior as they do in humans.

Since LLMs lack human-like working memory
constraints, there is no architectural pressure for
them to differentially weight prominent NPs during
retrieval. This leaves open the question of whether
they develop the same asymmetric prominence sen-
sitivity observed in human processors.

3 Current Study

Building on Kwon and Sturt (2019), the present
study evaluates prominence-driven processing in
LLMs by employing Korean control constructions
(1)1 as a diagnostic ‘stress test’. These structures
provide a robust testbed because the controller of
the embedded null subject (PRO) varies by con-
struction type, while the two constructions differ
minimally in surface form yet reverse the struc-
tural prominence of the distractor. This design
allows us to isolate role-based prominence from
the surface cues that models are known to exploit
(Cuneo et al., 2025). Kwon and Sturt (2019) found
that, in subject-control sentences (1a), where the
distractor occurs in the object position and thus
carries lower prominence, interference from the
distractor NP did not emerge in any measure. In
contrast, in object-control sentences (1b), where
the distractor occurs in the subject position and
thus carries higher prominence, the interference
effect was strong and emerged in regression-path
duration even before the grammaticality effect.

1Abbreviations: NOM = nominative; DAT = dative; HON
= honorific; SUBJ.CTRL = subject control; OBJ.CTRL =
object control; COMP = complementizer.

We address the following research question us-
ing a focused theoretical diagnostic: Do GPT
language model surprisal patterns exhibit the
prominence-driven asymmetry predicted by the re-
vised ACT-R retrieval model (Engelmann et al.,
2019), or do attraction-like surprisal effects oper-
ate symmetrically regardless of structural promi-
nence? We predict that, if these models are sensi-
tive to discourse prominence in a manner analogous
to human prominence-sensitive retrieval, their sur-
prisal patterns should mirror the asymmetry in hu-
man sentence processing (Kwon and Sturt, 2019).
This would be indicated by stronger interference in
object-control than in subject-control constructions.
Conversely, if model behavior is not shaped by such
memory-based prominence sensitivity, these mod-
els may fail to reproduce this construction-specific
asymmetry, instead showing symmetric interfer-
ence or patterns driven by linear distance rather
than structural prominence.

4 Methods

4.1 Materials and computational workflow
The experimental stimuli were adopted from Kwon
and Sturt (2019) and comprised subject-control and
object-control constructions (1).2 Korean marks
subject honorification with the verbal suffix -si,
which agrees with an honorifiable subject. In the
control constructions examined here, the embedded
predicate carries -si along with a control-marking
morpheme that determines which matrix argument
controls the embedded null subject (PRO). Specif-
ically, subject control is encoded by -keyss and
object control by -la: in subject-control sentences,

2The surprisal-computation code, per-item surprisal values
for all three language models, and all analysis scripts are
available at https://osf.io/rs745.
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Table 1: Information about three GPT language models

KoGPT-2 Ko-GPT-Trinity mGPT

Parameter # 125M 1.2B 1.3B
Layer # 12 24 24
Head # 12 16 16
Hidden layer dimension 768 2,048 2,048
Feedforward network dimension 3,072 8,192 8,192

PRO is controlled by the matrix subject, whereas
in object-control sentences, it is controlled by
the dative NP. Because -si on the embedded verb
must agree with the honorific features of the con-
troller, the two constructions establish the honorific-
agreement dependency on structurally different
NPs while holding linear order constant. We em-
ployed a 2 × 2 factorial design manipulating the
honorific features of the matrix subject (Honorifi-
able [H] vs. Non-honorifiable [NH]) and the dative
NP (H vs. NH), resulting in four conditions: H-H,
NH-H, H-NH, and NH-NH.

For modeling, we employed three GPT variants
that support Korean: KoGPT-23, Ko-GPT-Trinity4,
and mGPT5. Table 1 presents detailed specifica-
tions of each model. Because these models differ
in scale and in whether pretraining was Korean-
specific or multilingual, they do not isolate any
single factor; we therefore treat them as a gener-
ality check, asking whether the same qualitative
pattern holds across models rather than comparing
them directly. To ensure a zero-shot evaluation of
processing patterns, sentences were processed in
a ‘closed-loop’ environment without task-specific
fine-tuning or prompt engineering.

The workflow began by loading the three models
via Hugging Face. Because different architectures
often employ unique text-processing methods, we
standardized tokenizer behavior to ensure a con-
sistent computational framework across the three
models. This involved two primary adjustments.
First, we configured the models for left-padding
and verified that each model always processes the
entire preceding history of a sentence before pre-
dicting the subsequent token. Second, we estab-
lished a consistent method for identifying sentence
boundaries (⟨start⟩ and ⟨end⟩ tokens), ensuring
that the results remained comparable across mod-
els.

3https://huggingface.co/skt/kogpt2-base-v2
4https://huggingface.co/skt/ko-gpt-trinity-1.2B-v0.5
5https://huggingface.co/ai-forever/mGPT

Next, to maintain the integrity of the linguis-
tic stimuli, each sentence was segmented into
ejels6 via whitespace, followed by subword tok-
enization. Notably, we did not remove punctua-
tion. Because segmentation relied solely on whites-
pace, punctuation marks were treated as part of the
constituent ejel and subsequently handled by the
model-specific subword tokenizers. This approach
ensured that the surprisal metrics reflected the natu-
ralistic input available to the models, including the
structural cues provided by punctuation, which are
essential for determining sentence boundaries and
clausal finality.

Once tokens were mapped to numerical iden-
tifiers and assembled into input sequences, each
model generated next-token probability distribu-
tions to calculate the surprisal for each token. Sur-
prisal was computed as the negative logarithm of
token probabilities conditional upon their preced-
ing context. By using base 2, the resulting surprisal
values were expressed in bits, a standard unit of
information that allows for an intuitive comparison
of information density across models.

Finally, ejel-level surprisal was obtained by ag-
gregating the surprisal values of all constituent sub-
words within a whitespace-delimited segment, cap-
turing the total processing cost associated with each
linguistic unit. Crucially, across all four experimen-
tal conditions, the subword token counts within the
critical predicate and spillover ejels were identical
within each model’s respective tokenizer. This con-
trolled segmentation ensured that condition-level
surprisal variations reflected genuine conditional
probability shifts rather than artifacts of subword
length or tokenization density.

6An ejel, comprising one or more morphemes, is a Korean
writing unit typically separated by spaces. For example, na-
nun ‘I-TOP’ in na-nun khi-ka khu-ta ‘I-TOP height-NOM
tall-DCL’ (‘I am tall.’) is one ejel in Korean.
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4.2 Statistical analysis

All analyses were conducted in R 4.5.2 (R Core
Team, 2025). Mixed-effects models were fitted
using lme4 (Bates et al., 2015) and lmerTest
(Kuznetsova et al., 2017). Categorical predictors
were sum-coded throughout. Random slopes for
fixed effects were included where supported by the
data and model convergence (Barr et al., 2013).

We conducted two types of surprisal analyses.
First, to evaluate whether surprisal at the critical
region differed across conditions, we fitted linear
mixed-effects models separately for each language
model and construction type, with fixed effects
for the honorific features of the main-clause sub-
ject and the dative NP (H vs. NH) and their in-
teraction. By-item random slopes were included
where supported by convergence; the full random-
effects structure for every regression is reported in
Table E. Second, to compare the magnitude of at-
traction effects across constructions, we combined
the subject- and object-control data and, within
each construction, contrasted the attraction con-
dition with its grammatical counterpart (subject-
control: NH-H vs. H-NH; object-control: H-NH
vs. NH-H). For each language model, we fitted
a model with fixed effects for Construction, this
attraction contrast, and their interaction (random-
effects structure as in Table E). The Construction×
attraction-contrast interaction tested whether the at-
traction effect differed in magnitude between con-
structions.

To evaluate whether language-model surprisal
predicts human sentence-processing difficulty, sur-
prisal estimates from the three models were in-
corporated into mixed-effects models of the eye-
tracking data reported in Kwon and Sturt (2019).
The dependent variables were three standard
eye-tracking measures: first-pass reading time,
regression-path duration, and total reading time.
All measures were extracted from the critical re-
gion comprising the predicate and the following
word (predicate + 1). For each measure, a baseline
model was first fitted with fixed effects of the hon-
orific features of the main-clause subject and the
dative NP, as well as their interaction. Surprisal
values from each language model were then added
as predictors in separate models. To assess whether
the inclusion of surprisal significantly improved
model fit, baseline and surprisal-augmented models
were compared using likelihood-ratio tests imple-
mented with the anova() function. A significant

likelihood-ratio test was interpreted as evidence
that surprisal explained additional variance in hu-
man reading times beyond the structural predictors
alone. These analyses were conducted separately
for subject-control and object-control structures for
each of the three reading-time measures.

As non-significant interaction contrasts cannot
distinguish genuine statistical symmetry from in-
sufficient power, frequentist analyses were supple-
mented with Bayesian mixed-effects regressions fit-
ted using brms (Bürkner, 2017). Models mirrored
the combined LME specifications, utilizing four
Markov chains with 10,000 iterations each (2,000
warmup) and weakly informative priors (N (0, 2))
on fixed effects. All models achieved full conver-
gence (R̂ = 1.00). Hypotheses were evaluated
using Savage–Dickey density ratios to compute
Bayes factors (BF01) quantifying evidence favoring
the null hypothesis (H0: absence of construction-
dependent modulation) over the alternative (H1).

5 Results

5.1 Human eye movement patterns

Human data, as reported in Kwon and Sturt (2019),
revealed that distractor interference was modu-
lated by construction type in a manner consistent
with prominence-driven retrieval (see Figure 1).
In subject-control sentences, where the distractor
occupies a low-prominence object position, inter-
ference was not significant. In contrast, object-
control sentences, where the distractor occupies
a high-prominence subject position, exhibited ro-
bust and early interference. This effect emerged in
regression-path durations prior to the effect of the
structurally licensed controller and persisted into
total reading times. These patterns suggest that
the human parser is more strongly influenced by
discourse prominence than by structural licensing
or linear proximity, aligning with the predictions of
the revised ACT-R model (Engelmann et al., 2019).

5.2 GPT surprisal analysis

Figure 2 presents mean surprisal values per condi-
tion within construction type by language model,
and Table 2 summarizes statistical model outputs
(see also Appendices A and C for complete analysis
results). In subject-control constructions, the three
models exhibited highly similar patterns: surprisal
increased monotonically as a function of the num-
ber of non-honorific elements in the sentence, with
the lowest values observed in the H-H condition
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Figure 1: Mean human reading times per condition for subject- and object-control constructions from Experiments
1 and 2 (adapted from Kwon and Sturt, 2019). Error bars represent ±1 standard error of the mean.

and the highest in the NH-NH condition. Impor-
tantly, the pattern did not change as a function of
distractor prominence, as indicated by comparable
surprisal values in the H-NH and NH-H conditions.
Mixed-effects analyses confirmed this pattern. For
each model, the main effects of Main Subject and
Dative NP were significant, as was the interaction
between them. Follow-up pairwise comparisons
further showed that all condition contrasts were
significant, except for the H-NH versus NH-H con-
trast, indicating comparable surprisal when only
one NP was non-honorifiable.

In object-control constructions, KoGPT-2 and
mGPT showed patterns similar to those found in
subject-control: a monotonic increase in surprisal

with the number of non-honorific elements, with
comparable values in the H-NH and NH-H con-
ditions. Trinity, in contrast, showed an additional
pattern beyond the monotonic increase: the H-NH
condition elicited significantly higher surprisal than
the NH-H condition, in the direction of the gram-
maticality effect observed in human total reading
times. Mixed-effects analyses again revealed sig-
nificant main effects of Main Subject and Dative
NP and a significant interaction for each model.
Follow-up pairwise comparisons showed that the
H-NH versus NH-H contrast was non-significant
for KoGPT-2 and mGPT but significant for Trinity.
However, in the combined analysis, the correspond-
ing simple contrast for Trinity in object control

Table 2: Summary of mixed-effects model results for GPT surprisal in subject- and object-control constructions. *p
< .05, **p < .01, ***p < .001.

Construction Model Main Subject Dative NP Interaction

Subject control KoGPT-2 *** *** ***
Ko-GPT-Trinity *** *** ***
mGPT *** *** ***

Object control KoGPT-2 *** *** **
Ko-GPT-Trinity *** *** ***
mGPT *** *** ***
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Figure 2: Mean surprisal values per condition within construction type by GPT language model. Error bars represent
±1 standard error of the mean.

Table 3: Summary of likelihood ratio test results for GPT surprisal predicting human reading times in subject- and
object-control constructions. *p < .05, **p < .01, ***p < .001.

Construction Measure KoGPT-2 Ko-GPT-Trinity mGPT

Subject control First-pass * ** n.s.
Regression-path * n.s. n.s.
Total Time n.s. ** n.s.

Object control First-pass n.s. n.s. *
Regression-path ** n.s. **
Total Time * * ***

was not significant after multiplicity adjustment
(p = .083; Table B). More generally, the NH-H
versus H-NH contrast was non-significant in every
model and construction.

Critically, surprisal did not vary with distractor
prominence in either construction. A combined
analysis confirmed that the attraction effect did
not interact with construction in any model (all
ps ≥ .056).

To evaluate whether the non-significant
construction-dependent contrasts reflected genuine
symmetry rather than insufficient power, we
fitted Bayesian mixed-effects regressions in brms
mirroring the combined frequentist analyses. First,
Savage–Dickey Bayes factors favored the null

for the Construction × Main Subject × Dative NP
interaction in all three models (BF01 = 19.1,
8.5, and 22.7 for KoGPT-2, Trinity, and mGPT),
indicating moderate-to-strong evidence against
construction-dependent modulation. Second,
because our central prediction concerns the relative
surprisal of the two mixed conditions (NH-H
and H-NH), we tested whether the NH-H versus
H-NH contrast differed across constructions.
This contrast of contrasts was small and its
credible interval spanned zero for every model
(0.06 bits, 95% CrI [−1.07, 1.19], BF01 = 18.8,
KoGPT-2; −0.71 bits, [−1.74, 0.32], BF01 = 8.8,
Trinity; 0.14 bits, [−0.86, 1.15], BF01 = 21.4,
mGPT), and the within-construction NH-H versus

30789



H-NH comparisons likewise favored the null
(BF01 = 4.5–19.2 across models and construc-
tions). By contrast, all three models showed
evidence for the average Main Subject×Dative NP
interaction itself (BF10 = 5.4 for KoGPT-2; > 100
for Trinity and mGPT), so the null-favoring results
cannot be attributed to general insensitivity to the
honorific manipulation.

In summary, all three models displayed a consis-
tent surprisal hierarchy across the four conditions,
yielding attraction-like effects. With the single ex-
ception of Trinity in object-control sentences, none
of the models exhibited a clear grammaticality ef-
fect. More importantly, none showed evidence of
prominence-driven modulation: the surprisal asym-
metry between subject- and object-control construc-
tions observed in human reading was absent in all
three models.

5.3 Modeling human eye movements via
computational surprisal

Table 3 summarizes statistical model outputs (see
also Appendix D for complete analysis results).
Language-model surprisal provided selective pre-
dictive value for human reading times, with efficacy
varying by construction and eye-tracking measure.
Note that improved fit reflects sensitivity to item-
level difficulty rather than to prominence, which
Section 5.2 showed the models lack.

For subject-control sentences, the predictive
value of surprisal varied across models and pro-
cessing measures. In first-pass reading time, both
KoGPT-2 and Trinity significantly improved model
fit over the baseline, while mGPT did not signifi-
cantly improve fit (p = .094). For regression-path
duration, only KoGPT-2 significantly improved
fit, with Trinity and mGPT failing to contribute.
For total reading time, Trinity significantly im-
proved model fit, while KoGPT-2 and mGPT pro-
vided no predictive value. Thus, for subject-control
structures, KoGPT-2 and Trinity showed measure-
specific predictive value, with mGPT contributing
little overall.

In object-control sentences, surprisal effects
were observed across multiple measures. In first-
pass reading time, only mGPT significantly im-
proved baseline fit, with KoGPT-2 and Trinity fail-
ing to reach significance. In regression-path dura-
tion, KoGPT-2 and mGPT significantly improved
model fit, whereas Trinity did not significantly im-
prove fit (p = .097). In total reading time, all three
models significantly improved fit. Overall, within

object-control sentences, mGPT showed the most
consistent predictive value across measures, while
KoGPT-2 contributed selectively and Trinity’s ef-
fects were confined to total reading time.

Together, language-model surprisal selectively
predicted human reading times. KoGPT-2 showed
the broadest predictive value across constructions,
mGPT was most reliable in object-control sen-
tences, and Trinity contributed only selectively.

6 Discussion and Conclusion

In this study, we investigated whether GPT lan-
guage models capture prominence-sensitive attrac-
tion in human sentence processing. We evalu-
ated whether model surprisal exhibits prominence-
driven modulation across Korean subject- and
object-control constructions or operates symmet-
rically regardless of structural prominence. Hu-
man eye-tracking data and GPT surprisal diverged
sharply. While human reading times showed a
significant Construction × Attraction interaction
across all measures (ps < .045), reflecting stronger
interference from high-prominence subject distrac-
tors (Kwon and Sturt, 2019), none of the three GPT
models reproduced this signature. Although model
surprisal was sensitive to honorific mismatches,
it did not interact with construction type. These
dissociations suggest that human prominence sen-
sitivity reflects the prominence-weighted retrieval
constraints of memory-based parsing (Engelmann
et al., 2019; Lewis and Vasishth, 2005) rather than
expectation-based predictability (Hale, 2001; Levy,
2008). The results also suggest that LLMs align
with human processing only where linear order co-
incides with structural prominence, and diverge
where the two dissociate.

This divergence was systematic. Across models
and constructions, surprisal scaled monotonically
with the count of non-honorific elements, treating
mixed conditions (H-NH and NH-H) symmetri-
cally. The only deviation—a Trinity-specific con-
trast in object-control where H-NH incurred higher
surprisal than NH-H—did not reflect structural en-
coding: it failed to generalize to subject-control,
where the grammatical controller occupies the sub-
ject position. Its restriction to object-control, where
the controller is also the NP nearest the critical
verb, indicates a linear-proximity heuristic rather
than sensitivity to prominence or grammatical role.
Unlike human processing, where linear recency
operates alongside prominence-based weighting
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(Sturt and Kwon, 2024), the models showed no
prominence-based weighting at all.

Decomposing dependency resolution into con-
troller identification and prominence weighting
clarifies where models fail. For controller identifi-
cation, models exhibited a main effect of Construc-
tion (differentiating subject- and object-control
clauses) but lacked significant interactions between
Construction and the candidate NPs in the com-
bined analysis (ps ≥ .13), indicating that the
detected clause-type difference did not produce
construction-specific processing of the candidate
NPs. For prominence weighting, the prominence
account predicts stronger attraction from the high-
prominence subject distractor in object-control (H-
NH) than from the low-prominence object dis-
tractor in subject-control (NH-H); yet this differ-
ence did not emerge in any model (ps ≥ .056;
BF01 ≥ 8.8). Thus, models neither used clause
type to guide controller identification nor applied
prominence-based weighting.

Crucially, higher predictive fit may be mislead-
ing: mGPT’s predictive advantage in object-control
reading times stemmed from a general statistical
penalty for feature incongruence rather than human-
like prominence weighting. As English bench-
marks often conflate linear and structural cues, ap-
parent competence there may partly reflect coinci-
dental alignments between linear order and struc-
tural roles (Chaves and Richter, 2021; Lasri et al.,
2022). Control constructions break this alignment:
the controller varies structurally while linear order
is held constant, and Korean honorific agreement
provides a socio-pragmatic dependency whose res-
olution requires identifying the structural controller.
Our study found that prominence modulation was
absent across model scales (125M–1.3B parame-
ters) and training corpora, suggesting this pattern
is not simply an artifact of model scale or one
remedied by multilingual pretraining (Huang et al.,
2024; Oh and Schuler, 2023). That is, while mod-
els track surface cues (Cuneo et al., 2025), they do
not reflect the role-based prominence that governs
human dependency resolution.

These findings collectively suggest that
prominence-sensitive attraction does not fall out of
next-token prediction over distributional data, and
point to the need to incorporate processing mech-
anisms driven by working-memory constraints
(e.g., memory activation and decay) into cognitive
models of sentence processing, and potentially
into architectures intended to capture human-like

dependency resolution. More broadly, they caution
against treating computational surprisal as a direct
proxy for human sentence-processing mechanisms,
and underscore the value of evaluating models
beyond English (Blasi et al., 2022; Chang and
Bergen, 2024).

7 Limitations

Several limitations highlight directions for future
research. First, our evaluation relied on the 320-
instance item set from Kwon and Sturt (2019).
While the human prominence effect is supported
more broadly by meta-analysis (Jäger et al., 2017)
and computational simulation (Engelmann et al.,
2019), our model–human comparison is grounded
in a single eye-tracking paradigm and one construc-
tion family; broader item sets, diverse clausal con-
figurations, and additional human paradigms are
needed to assess generalizability. Second, promi-
nence was operationalized via grammatical roles
in control structures. Because discourse promi-
nence also encompasses topicality, animacy, and
givenness, our findings identify a specific boundary
condition: abstract, role-based asymmetries do not
emerge organically in autoregressive architectures
lacking human-like working-memory constraints
(cf. Cuneo et al., 2025).

Methodologically, our analysis was restricted
to decoder-only GPT variants using absolute po-
sitional encodings. Evaluating architectures with
Rotary Position Embeddings (RoPE), bidirectional
encoders, or instruction-tuned variants will clarify
whether the absent prominence sensitivity stems
from positional encoding schemes, autoregressive
objectives, or broader model constraints.

Finally, our conclusions rest on output-level
surprisal; structural-role information could be en-
coded internally yet remain unexpressed in sur-
prisal, thereby limiting what the measure reveals
rather than what the models represent. Targeted rep-
resentation probing (e.g., diagnostic classification,
representational similarity analysis) and head-level
audits could determine whether such information is
latently encoded despite its absence from surprisal.
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A Appendix

Table A: Fixed-effect estimates from linear mixed-effects models for GPT surprisal in subject-control constructions.

Model Predictor β SE t p

KoGPT-2 (Intercept) 40.51 1.03 39.33 <.001
Main Subject −1.17 0.13 −8.85 <.001
Dative NP −1.43 0.13 −11.24 <.001
Main Subject × Dative NP 0.32 0.07 4.29 <.001

Ko-GPT-Trinity (Intercept) 37.07 0.92 40.18 <.001
Main Subject −1.49 0.12 −11.99 <.001
Dative NP −1.49 0.12 −12.30 <.001
Main Subject × Dative NP 0.58 0.05 12.4 <.001

mGPT (Intercept) 41.72 1.16 36.04 <.001
Main Subject −1.06 0.09 −11.40 <.001
Dative NP −0.94 0.13 −7.47 <.001
Main Subject × Dative NP 0.38 0.09 4.12 <.001

Table B: Estimated marginal mean contrasts for the NH-H versus H-NH comparison, from the combined mixed-
effects models. Estimates are differences in surprisal (bits; NH-H minus H-NH); 95% confidence intervals are
Bonferroni-adjusted and p-values are Holm-adjusted across the six pairwise comparisons within each model. The
contrast was non-significant in every model × construction combination.

Model Construction Estimate SE 95% CI p

KoGPT-2 Subject control −0.53 0.46 [−1.77, 0.71] .252
Object control −0.48 0.46 [−1.71, 0.76] .302

Ko-GPT-Trinity Subject control 0.00 0.41 [−1.09, 1.10] .999
Object control −0.71 0.41 [−1.81, 0.38] .083

mGPT Subject control 0.25 0.40 [−0.82, 1.31] .540
Object control 0.38 0.40 [−0.68, 1.45] .337

Table C: Fixed-effect estimates from linear mixed-effects models for GPT surprisal in object-control constructions.

Model Predictor β SE t p

KoGPT-2 (Intercept) 38.33 1.15 33.42 <.001
Main Subject −1.12 0.13 −8.65 <.001
Dative NP −1.36 0.11 −12.64 <.001
Main Subject × Dative NP 0.30 0.11 2.80 .006

Ko-GPT-Trinity (Intercept) 36.52 1 36.35 <.001
Main Subject −1.22 0.14 −9.00 <.001
Dative NP −1.57 0.13 −12.36 <.001
Main Subject × Dative NP 0.32 0.04 7.28 <.001

mGPT (Intercept) 40.34 1.22 32.95 <.001
Main Subject −0.99 0.09 −11.33 <.001
Dative NP −0.80 0.13 −5.95 <.001
Main Subject × Dative NP 0.37 0.09 4.25 <.001

30794



Table D: Likelihood ratio test results comparing baseline and surprisal-augmented models for subject- and object-
control constructions.

Measure Model comparison χ2 df p

Subject control First-pass Baseline + KoGPT-2 4.60 1 .032*
Baseline + Trinity 8.12 1 .004**
Baseline + mGPT 2.80 1 .094

Regression-path Baseline + KoGPT-2 4.09 1 .043*
Baseline + Trinity 2.49 1 .115
Baseline + mGPT 1.44 1 .23

Total Time Baseline + KoGPT-2 3.74 1 .053
Baseline + Trinity 7.23 1 .007**
Baseline + mGPT 2.23 1 .135

Object control First-pass Baseline + KoGPT-2 2.46 1 .117
Baseline + Trinity 2.73 1 .098
Baseline + mGPT 5.53 1 .019*

Regression-path Baseline + KoGPT-2 6.99 1 .008**
Baseline + Trinity 2.76 1 .097
Baseline + mGPT 7.80 1 .005**

Total Time Baseline + KoGPT-2 6.47 1 .011*
Baseline + Trinity 5.30 1 .021*
Baseline + mGPT 12.17 1 <.001***
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Table E: Random-effects structure for every regression. Main Subject and Dative NP are sum-coded honorific
factors; “Intercept” denotes a random intercept. Surprisal models include only by-item terms (surprisal values have
no by-participant variation); reading-time models include by-participant and by-item terms. For each reading-time
measure, the baseline and all surprisal-augmented models share the listed structure.

Analysis Model / Measure Random-effects structure

Surprisal, subject control
KoGPT-2 (1 + Main Subject + Dative NP | item)
Ko-GPT-Trinity (1 + Main Subject + Dative NP | item)
mGPT (1 + Dative NP | item)

Surprisal, object control
KoGPT-2 (1 + Main Subject | item)a

Ko-GPT-Trinity (1 + Main Subject + Dative NP | item)
mGPT (1 + Dative NP | item)

Surprisal, combined (Construction × Main Subject × Dative NP)
KoGPT-2 (1 + Main Subject + Dative NP | item)
Ko-GPT-Trinity (1 + Main Subject + Dative NP | item)
mGPT (1 + Dative NP | item)

Reading times, subject control
First-pass (1 + Dative NP | subj) + (1 | item)
Regression-path (1 | subj) + (1 + Main Subject | item)
Total time (1 | subj) + (1 + Main Subject | item)

Reading times, object control
First-pass (1 | subj) + (1 + Main Subject | item)
Regression-path (1 | subj) + (1 | item)
Total time (1 + Dative NP | subj) + (1 + Dative NP | item)

aThe full structure (1 + Main Subject + Dative NP | item) was singular; the model was refit with (1 +
Main Subject | item), yielding virtually identical estimates.
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