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Abstract

Post-training compression of Large Language
Models (LLMs) removes entire architectural
components, either deleting them or replac-
ing them with fitted modules.  Existing
replacement-based methods share two design
constraints: full-layer granularity and contigu-
ous selection. We argue that this is overly re-
strictive: in fact, redundancy in pretrained trans-
formers is not confined to contiguous regions,
nor does it evenly distribute between Attention
and FeedForward outputs, implying that differ-
ent strategies best approximate different sub-
module types and that removable components
need not cluster within contiguous depth ranges.
Based on this intuition, we introduce SUB-
FIT (Submodule-level Fitted residual replace-
ment), which compresses LLMs at the submod-
ule level: Attention and FeedForward submod-
ules are selected non-contiguously, and each re-
ceives its own lightweight fitted residual bypass.
SUBFIT operates post-training and requires
only calibration data. Across ten LLMs (five
base, five instruction-tuned), five sparsity levels
from 12.5% to 37.5%, and four replacement-
based baselines, SUBFIT achieves the best ag-
gregate perplexity—accuracy trade-off across
the evaluated sparsity levels, with larger gains
under aggressive compression. At 25% spar-
sity, it retains 84.6% of dense downstream accu-
racy and incurs 2.42 X perplexity degradation,
against 81.6% and 4.34 x for the strongest base-
lines, while delivering measurable inference
speedup and KV-cache savings. Code is avail-
able at https://github.com/eliacunegatti/SubFit.

1 Introduction

Post-training compression is an established ap-
proach to deploying Large Language Models
(LLMs) under tight memory and latency con-
straints (Lin et al., 2024; Xiao et al., 2023).
Methods that remove entire architectural compo-
nents (Ma et al., 2023; Ashkboos et al., 2024) are
particularly effective because they yield real infer-
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Figure 1: Downstream accuracy retention versus aggre-
gate perplexity degradation across sparsity levels for
SUBFIT and four replacement-based baselines.

ence savings without depending on sparse kernels
or custom hardware. However, the challenge is that
removing components from a pretrained model dis-
rupts the residual stream, and naive deletion typi-
cally incurs sharp quality loss.

A recent line of work addresses this by replacing
removed components with lightweight fitted mod-
ules or recovery mechanisms (Chen et al., 2025b;
Shopkhoev et al., 2025; Liu et al., 2025a; Chen
et al., 2026a; Jiang et al., 2026). While these ap-
proaches differ in whether they use calibration data,
fold the replacement into existing weights, or apply
activation correction at inference time, they share
the same core observation: recovery after compo-
nent removal is crucial. However, most operate at
the granularity of full layers or contiguous blocks,
treating the Transformer layer as the atomic unit
of removal. Submodule-level granularity has al-
ready been explored in deletion-based structured
pruning: BlockPruner (Zhong et al., 2025) and
2SSP (Sandri et al., 2025) independently remove
Attention and FFN submodules rather than entire
Transformer layers, demonstrating the viability of
finer-grained selection. In this work, we bring this
granularity to replacement-based compression: the
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goal is not only to remove components, but to iden-
tify components whose residual contribution can be
approximated efficiently. Attentions require only
a low-rank bypass, while FeedForwards (FFNs)
need a higher-rank map whose input basis is shared
across selected layers to limit deployed cost.

Based on these observations, we introduce SUB-
FIT (Submodule-level Fitted residual replacement),
a replacement method that acts at the Attention and
FFN submodule-level, selecting components across
depths and fitting a residual bypass for each re-
moved submodule. We evaluate the method on five
base LLMs, five instruction-tuned variants, and five
sparsity levels from 12.5% to 37.5%, against four
post-training, calibration-only replacement base-
lines from the LLM-Streamline (Chen et al., 2025b)
(henceforth referred to simply as “Streamline”)
and ReplaceMe (Shopkhoev et al., 2025) families.
At the aggregate level, i.e., averaging perplexity
(PPL) degradation over base models and accuracy
retention over instruction-tuned models, SUBFIT
achieves the strongest perplexity—accuracy trade-
off across the evaluated sparsity levels (Figure 1),
with larger gains under aggressive compression:
the PPL gap over the strongest baseline grows from
0.11x at 12.5% to 1.92x at 25% and 5.69x at
37.5%, while also obtaining the most stable results.
The same pattern holds for downstream accuracy
retention on instruction-tuned models, where SUB-
FIT is the only method to retain above 80% at 25%
sparsity and above 73% at 37.5%.

To summarize, our contributions are as follows.
(1) We revisit submodule-level compression in the
replacement-based setting and empirically examine
the effect of combining fine-grained granularity
with non-contiguous selection. (2) We propose
SUBFIT, which selects replaceable Attention and
FFN submodules and fits a residual bypass for each,
using a shared low-rank basis across FFNs to limit
deployed cost. (3) We evaluate SUBFIT on ten
LLMs and five sparsity levels, reporting perplexity,
downstream accuracy, deployed cost, and inference
speedup; results show improved aggregate quality—
efficiency trade-offs under increasing compression.
We also analyze the selection criteria, calibration
sensitivity, and cost of the proposed method.

2 Related Work

Post-training LLLM compression. Post-training
compression reduces the deployment cost of pre-
trained LLMs without requiring retraining. Quan-

tization methods reduce the numerical preci-
sion of weights, exploiting second-order infor-
mation (Frantar et al., 2022; Kim et al., 2024)
as well as activation statistics (Lin et al., 2024).
Other approaches jointly compress weights and
activations, improving throughput through outlier-
aware corrections (Xiao et al., 2023; Shao et al.,
2024). On the other hand, unstructured pruning
approaches, such as SparseGPT (Frantar and Alis-
tarh, 2023) and Wanda (Sun et al., 2024), directly
remove weights from the model matrices. How-
ever, weight removal often requires sparse kernels
or hardware support to translate into a practical run-
time speedup. For deployable compression, struc-
tured pruning is often preferred because it removes
entire architectural units, such as rows or columns
of a weight matrix (Ashkboos et al., 2024; An et al.,
2024), or complete components such as Trans-
former blocks (Yang et al., 2024; Gromov et al.,
2025; Men et al., 2025), Attention heads (Ma et al.,
2023). Submodule-level removal has been shown
to be a promising structured-pruning strategy in
BlockPruner (Zhong et al., 2025) and 2SSP (Sandri
et al., 2025), where Attention and FFN submodules
are removed across depth. However, like the other
methods described above, they delete the selected
components without accounting for how accurately
their residual contributions can be approximated af-
ter removal. SUBFIT adopts the same fine-grained
removal units but applies them in the replacement-
based setting, selecting submodules according to
their replacement behavior and fitting a dedicated
residual bypass for each removed component.
Compression during training. Another family
of compression approaches relies on jointly com-
pressing and training. Depending on the method,
this can involve layer sharing (Xia et al., 2024),
sparsity-aware training (Liu et al., 2025b; Tang
et al., 2025), or quantization-aware training (Liu
et al., 2024; Chen et al., 2025a). These approaches
let the model adapt to the compressed structure
during optimization, but require additional training
resources and runtime, unlike SUBFIT.

Block replacement and post-pruning recov-
ery. Replacement-based methods are a recent di-
rection in post-training compression, where the
key observation is that recovering the contribu-
tion of removed components can improve task
performance without full-model fine-tuning and
without re-introducing the original parameters.
These methods remove Transformer blocks or
layers and replace them with lightweight alter-
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natives fitted on calibration data: a small feed-
forward module (Chen et al., 2025b), a linear
transformation that can be absorbed into adjacent
weights (Shopkhoev et al., 2025), SVD (Liu et al.,
2025a), or a lightweight fixed-point module se-
lected by a learned policy (Jiang et al., 2026). Lin-
earPatch (Chen et al., 2026a) instead targets al-
ready layer-pruned models by correcting activation-
magnitude mismatch through a linear patch be-
tween the remaining blocks. These methods show
that recovery after component removal is crucial,
but they primarily operate at the granularity of full
layers or contiguous blocks. Hence, the novelty
of SUBFIT lies not in submodule-level removal
alone, but in combining this finer granularity with
independent non-contiguous selection, selection
criteria tailored to post-replacement behavior, and
fitted per-submodule residual compensation.

3 Methodology

SUBFIT compresses pretrained decoder-only Trans-
former architectures through a two-stage select-
and-replace procedure. Rather than considering
deletion tolerance alone, SUBFIT treats replace-
ability as the relevant selection objective: a sub-
module is considered replaceable when its residual
contribution can be accurately approximated by the
fitted surrogate under the target compression bud-
get. Given a target sparsity s and a model with L
layers, SUBFIT selects round(Ls) Attention sub-
modules and round(Ls) FFN submodules inde-
pendently across depths, and replaces their residual
contributions with lightweight fitted bypasses. Se-
lection is non-contiguous: each selected module is
chosen independently by score, with no restriction
that selected layers form a consecutive block.
Notation. For a submodule F} at layer ¢, either
Attention or FFN, we denote by = € R¢ a generic
token-level input and by y = Fy(x) € R? the corre-
sponding residual contribution to be approximated,
where d is the hidden dimension, shared by both
input and output of each submodule. Calibration
samples are written (z;, ;) , with y; = Fy(z;),
where N is the number of calibration tokens, and
we collect them into matrices X,,Y; € RV*4 to
generate our dataset for the fitting stage. The sets
of selected Attention and FFN layers are denoted
by Sattn and St,, respectively.

Sequential component selection. SUBFIT scores
and replaces Attention submodules first, then
scores FFN submodules on the partially com-

pressed model. This order reflects two proper-
ties of pretrained Transformers: Attention submod-
ules tend to be more redundant than FFN submod-
ules (He et al., 2024; Siddiqui et al., 2024), and
scoring the second component on post-replacement
activations lets FFN selection account for the
residual-stream shift induced by Attention replace-
ment, as in activation-driven post-training compres-
sion (Frantar and Alistarh, 2023; Sun et al., 2024,
Ashkboos et al., 2024). For Attentions, we rank
submodules by an Impact score computed on cal-
ibration activations. Given a residual reference h
and a module contribution 9, the per-token score is

[161]2

I(h, (5) = (1 — COS(h, h"‘ 5)) W’

)

where € > 0 is a small constant for numerical sta-
bility. We use Eq. (1) as a residual-stream per-
turbation proxy rather than as a theoretically op-
timal importance criterion. The cosine term cap-
tures the directional change induced in the residual
stream (Gromov et al., 2025; Chen et al., 2025b),
while the norm ratio weights this change by the rel-
ative magnitude of the submodule contribution (He
et al., 2024). Their product is small when the sub-
module induces a limited directional or magnitude
perturbation, identifying contributions that can be
approximated by lightweight surrogates of the form
in Eq. (3). We select Attention modules with the
lowest impact scores, aggregated robustly across
calibration tokens. On the other hand, FFN se-
lection differs between base and instruction-tuned
models. For base models, we use a replacement-
aware score that combines the effect of removing
the FFN contribution with the residual error of the
fitted surrogate, in the spirit of reconstruction-error
importance (Frantar and Alistarh, 2023; Sun et al.,
2024). For instruction-tuned models, we find that
FFN residual magnitudes after SFT can be poorly
calibrated across depths, making norm-based fac-
tors noisy (Harada et al., 2025); we therefore use a
cosine-only score, also used in ReplaceMe (Shop-
khoev et al., 2025), retaining only the cosine factor
of Eq. (1). The controlled comparison in Section 5
supports this FFN selection policy: replacement-
aware scoring yields lower aggregate PPL for base
models, whereas cosine scoring achieves higher
average accuracy for instruction-tuned models.

Fitted residual replacement. For each selected
submodule, we fit a parametric surrogate ﬁg(~ ;0¢),
defined in detail in the next paragraph, by minimiz-
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ing the residual error on calibration pairs:

G))

N
07 = argr%in ZHFN}(%, 0¢) — yi|
¢ =t

with 0] recovered analytically from calibration
statistics, without full-model fine-tuning, in the
spirit of activation-driven post-training compres-
sion (Frantar and Alistarh, 2023; Sun et al., 2024).
A common submodule surrogate. Both Atten-
tion and FEN submodules contribute to the residual
stream via an additive map R¢ — R¢ (Vaswani
et al., 2017); since each submodule Fy communi-
cates with the rest of the network only through this
output, we approximate it through its input-output
signature rather than reproducing its internal com-
putation. For both kinds of submodules, we use the
same surrogate structure:

Fy(xz;00) = ge@x+b + (v—p)Up ,
—_— —_————
affine correction structured interaction

3)
where 0, {ge,be, e, Ug} collects all layer
specific parameters, © denotes the element-wise
(Hadamard) product, and U, € R%*? is a low-rank
operator constrained by rank(Uy) < r, factored as:

U=V, Wy, Vo, W e R (4)

Each component plays a distinct role. The element-
wise gate g, restores the per-feature scale of the
removed contribution, accounting for the fact that
different hidden dimensions are written into the
residual stream with different magnitudes. The bias
by and the centering term p, together absorb the
mean shift induced by removing the original sub-
module output (Chen et al., 2026b): p, re-centers
the input around the calibration mean so that the
low-rank operator models only zero-mean varia-
tion, while b, restores the target mean at the output.
Finally, U, captures structured cross-feature inter-
actions that the diagonal gate cannot represent, in a
low-rank form, motivated by intrinsic dimensional-
ity results for Transformer adaptation (Aghajanyan
etal., 2021; Hu et al., 2022); the overall linear form
reflects the empirical near-linearity of per-layer
transitions in Transformer decoders (Razzhigaev
et al., 2024). Because Fy matches the input/output
signature of Fy, the surrounding Transformer block
is left unchanged (Shopkhoev et al., 2025). The two
submodule types differ only in (i) the supervision
target y; = Fy(x;) and (ii) whether the rank-r input
basis V/ is layer-specific or shared across layers.

Closed-form rank-r fit. The surrogate in Eq. (3)
admits a closed-form fitting procedure on calibra-
tion statistics, with no gradient-based optimization.
Setting 1y to the empirical input mean and by to the
empirical target mean decouples the affine and low-
rank components (Frisch—-Waugh-Lovell theorem):
with (pg, be) fixed, the residual problem in (g;, Up)
is expressed entirely on centered quantities, and the
two terms in Eq. (3) no longer share their constant
component. The element-wise gate is recovered
per feature as the ridge-regularized univariate slope
~(j)
g éj) _ (;7) Ty (5)
A

~(9)

where 5, and 0'(] ) are the centered input variance
and input-target covariance on coordinate j, respec-
tively, and A > 0 is a small ridge term. Conditioned
on (gg, by, pue), the low-rank operator Uy = VETWK
is fit in two steps. The input basis V} is set to the
top-r eigenvectors of the centered input covariance

2;2 = X Xg, which selects the r-dimensional
subspace of inputs along which the calibration acti-
vations carry most of their variance; this leverages
the intrinsic low-dimensionality of Transformer ac-
tivations (Aghajanyan et al., 2021; Hu et al., 2022).
Conditioned on V;, the output factor Wy is then
recovered by ridge-regularized least squares of the
affine-corrected target onto the projection of the
centered input on V;. The full fit thus reduces, per
submodule, to one accumulation of input covari-
ance and cross-covariance statistics, one symmetric
eigen-decomposition of size d X d, and one rank-r
ridge regression.

Attention replacement (independent bases). For
a selected Attention submodule, the target y; is
the dense Attention output after the architecture-
specific output projection. We instantiate Eq. (3)
with a per-layer factorization U™ = V," W, so
each removed Attention submodule owns its full
parameter set 62 = {g, by, y1¢, Vy, Wy }. This re-
flects the fact that Attention contributions across
depths perform heterogeneous roles (He et al.,
2024; Zhong et al., 2025).

FeedForward replacement (shared input basis).
For a selected FFEN submodule, the target y; is
the dense residual output after projection back to
the hidden size. A naive instantiation of Eq. (3)
would assign an independent basis V; to each re-
moved submodule. Instead, SUBFIT ties the input
basis across ¢ € Sy, setting U(}Cn = VW, with
a single V € R"*¢ shared across selected layers;
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only 0% = {gy, by, jug, Wy} remains layer-specific.
This realizes a cross-layer parameter-sharing struc-
ture (Mikaelyan et al., 2025), i.e., a common 7-
dimensional input subspace across the removed
submodules, with per-layer output coefficients W,
specializing the map. We estimate the shared-basis
surrogate from joint calibration statistics:

N
> IENED) w5 ©

0€Ss, i=1

min

Vi {0c}eesy,

In practice, V' is set to the top-r eigenvectors of
the sum of centered input covariances across all
selected FFN layers; each W, is then recovered
by an independent ridge least-squares. The shared
basis is thus estimated once from joint statistics,
while output coefficients remain layer-specific.

A second source of parameter savings comes

from the surrogate operating directly on the resid-
ual stream of dimension d, bypassing the larger
inner dimension dy; > d of the FFN block. Since
a SwiGLU (Shazeer, 2020) FFN comprises three
d x dyy projections (gate, up, down) per selected
layer, the bypass stores W, € R"*? together with
the three d-dimensional vectors gy, by, ji¢, totaling
rd + 3d parameters, plus the shared V' € R"*¢
amortized across all |S,| selected layers. Com-
pared to the 3ddys parameters of the original
block, the layer-specific parameter count is roughly
10x smaller at » = d for typical decoder LLMs
with dyy ~ 3.5d.
Deployment form. After fitting, each selected
submodule is replaced by its corresponding resid-
ual bypass, which approximates only the net resid-
ual contribution of the original submodule rather
than its internal computation. The original model
weights outside the selected submodules are left
unchanged. For FFNs, the shared basis is stored
once and reused across selected layers, while the
layer-specific affine terms and output factors are
stored per layer. This gives SUBFIT a compact
deployed form relative to the removed submodules,
while preserving a separate residual approximation
for each removed component (see Table A12).

4 Experiments

In this section, we describe the experimental setup
and the numerical results of SUBFIT relative to
the selected baselines. We organize our evaluation
around three research questions: (RQ1): How does
submodule-level replacement, like SUBFIT, com-
pare to layer-level replacement on perplexity and

downstream accuracy? (RQ2): How does SUBFIT
scale with sparsity? and (RQ3): How does SUBFIT
translate into inference-time efficiency?
Experimental Setup. We outline the key design
choices and evaluation protocol below; full details
on models, sparsity levels, datasets, metrics, and
calibration are provided in Appendix B. Note that
GSMBSK is reported separately in Appendix C.4,
due to its known sensitivity to prompting (Sclar
et al., 2024) and instability under compression of
generative reasoning (Shrestha et al., 2026).

We consider four post-training, calibration-only
block-replacement baselines that share the two
design constraints relaxed by SUBFIT: Stream-
line (FFN) and Streamline (Layer) (Chen et al.,
2025b), which replace a contiguous block of se-
lected layers with a trained feed-forward network
or a full Transformer layer, respectively; Re-
placeMe (LS) and ReplaceMe (Cosine) (Shop-
khoev et al., 2025), which fit a single linear
transformation for the contiguous removed blocks,
folded into existing weights at deployment. All
methods use the same calibration data: SlimPa-
jama (Shen et al., 2023) for base models and
SlimOrca (Mukherjee et al., 2023) for instruction-
tuned models, 8k samples at sequence length 1024.
For SUBFIT, we use rank 256 for Attention by-
passes and rank 4096 for the shared FFN basis (see
Section 5). Calibration sample-size and sequence-
length sensitivity are reported in Appendix C.1.
Motivation: granularity and contiguity. To em-
pirically motivate the transition from contiguous
full-layer replacement (Chen et al., 2025b; Shop-
khoev et al., 2025) to non-contiguous submodule
replacement. Section 4 compares three variants
on Llama-3.2-3B at 25% sparsity. Single-contig.
replaces a contiguous layer span with a single sur-
rogate; Submod.-contig. fits separate Attention
and FFN bypasses while restricting selection to
a contiguous span; and Submod.-noncontig. selects
and replaces Attention and FFN submodules inde-
pendently across depth, as our proposed method.
Non-contiguous submodule replacement achieves
the best C4, WikiText-2 (WT2), and geometric-
mean perplexity, while remaining close to single
contiguous replacement on Lambada. As this is
a single-model diagnostic, we treat it as empiri-
cal motivation rather than evidence of universal
superiority.

RQ1: Perplexity and accuracy at the submodule-
level. We analyze how SUBFIT is positioned on the
perplexity—accuracy trade-off relative to the four
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Variant Lambada| C4] WT2] Geom. |
Single-contig. 37.02 2574 18.65  26.10
Submod.-contig. 48.86 29.87 2254  32.04
Submod.-noncontig. 37.60 22.58 16.69  24.20

Table 1: Comparison of replacement granularity and
contiguity on Llama-3.2-3B at 25% sparsity.

replacement-based baselines. Base-model perplex-
ity (Section 4) and instruction-tuned downstream
accuracy (Section 4) report the two axes at repre-
sentative sparsity levels; the remaining sparsities
are deferred to Appendix C.5 and Appendix C.6.

Considering perplexity, SUBFIT attains the low-
est PPL degradation in 9 of 10 model-sparsity
settings reported in Section 4, and is consistently
strongest at 25% sparsity. The separation is most
pronounced on the Qwen family, where contigu-
ous replacement baselines degrade sharply: at 25%
sparsity, the strongest ReplaceMe baseline reaches
5.37x on Qwen3-4B and 6.80x on Qwen3-8B,
while SUBFIT reduces these to 2.54x and 3.18x
respectively. On the Llama and DeepSeek families,
the ordering is the same, with SUBFIT consistently
best at 25% sparsity.

On the accuracy side, SUBFIT obtains the best
aggregate downstream accuracy on 4 of 5 models at
25% sparsity (Section 4), retaining 84.6% of dense
performance on average. The single exception is
Qwen2.5-7B-Instruct, where ReplaceMe Cosine
is marginally higher in aggregate (+0.11%); even
there, SUBFIT improves several individual tasks,
including Winogrande (Sakaguchi et al., 2021),
BoolQ (Clark et al., 2019), Truthful QA (Lin et al.,
2022), and MMLU (Hendrycks et al., 2021). At
25% sparsity, it provides the strongest aggregate
trade-off between base-model PPL degradation and
instruction-tuned accuracy retention (Figure 1).

RQ2: Scaling with compression. Section 4 ag-
gregates accuracy retention over instruction-tuned
models and PPL degradation over base models
across all five sparsity levels. At the aggregate level,
SUBFIT attains the strongest score on both axes at
every evaluated sparsity level, and the margin over
the strongest competing baseline widens mono-
tonically with compression: the PPL gap grows
from 0.11x at 12.5% to 1.92x at 25% and 5.69 x
at 37.5%, while accuracy retention separates by
+0.2, +3.0, and +3.0 points at the same sparsi-
ties. SUBFIT is also the only method to retain
above 80% accuracy at 25% and above 73% at

Sparsity Method Lambada| C4| WT2] PPLDeg. |

Llama-3.2-3B
Dense 20.15 11.07  7.82 1.00x
Streamline (FFN) 31.65 19.48 18.73 1.88x
Streamline (Layer) 27.92 18.59  16.66 1.71x
12.5%  ReplaceMe (LS) 28.35 18.41 13.33 1.59%
ReplaceMe (Cosine) 27.84 18.34  13.30 1.57x
SUBFIT 27.25 1596 10.81 1.39x
Streamline (FFN) 51.22 36.68 4296 3.59x
Streamline (Layer) 47.93 3362 38.35 3.28x
25% ReplaceMe (LS) 52.15 3635 44.07 3.63%x
ReplaceMe (Cosine) 50.22 31.34 23.47 2.77x
SUBFIT 39.17 2342 17.86 2.11x
Qwen3-4B
Dense 33.80 19.89  13.67 1.00x
Streamline (FFN) 46.78 28.83 2528 1.55x%
Streamline (Layer) 43.86 27.16 2292 1.48x
ReplaceMe (LS) 48.74 30.86  24.55 1.59%
12.5%  ReplaceMe (Cosine) 45.40 28.56  20.70 1.43x
SUBFIT 39.40 23.87 19.86 1.27 %
Streamline (FFN) 448.64  329.13 1451.81 28.57x
Streamline (Layer) 314.53  282.55 1264.41 23.04 %
25% ReplaceMe (LS) 151.88  120.50 201.71 7.38%
ReplaceMe (Cosine) 132.37 93.01 115.85 5.37x
SUBFIT 69.26 43.52  50.08 2.54x
Llama-3.1-8B
Dense 17.78 9.36 6.24 1.00x
Streamline (FFN) 22.10 14.07  10.00 1.44 %
Streamline (Layer) 21.65 13.75 9.76 1.41x
12.5%  ReplaceMe (LS) 22.35 14.19 9.52 1.43x
ReplaceMe (Cosine) 22.14 14.16 9.46 1.42x
SUBFIT 24.24 13.57  8.63 1.40%
Streamline (FFN) 35.90 25.60 20.84 2.64x
Streamline (Layer) 33.88 24.84 19.30 2.50x
25% ReplaceMe (LS) 43.28 29.84 3225 3.42x
ReplaceMe (Cosine) 54.63 34.60 31.29 3.85x
SUBFIT 33.09 19.30 14.23 2.06x
Qwen3-8B
Dense 25.70 15.25 9.72 1.00%
Streamline (FFN) 37.52 23.84  20.65 1.69x
Streamline (Layer) 36.30 22.78  15.88 1.51x
12.5%  ReplaceMe (LS) 38.69 2596 2499 1.87x
ReplaceMe (Cosine) 37.05 24.83  21.37 1.73%
SUBFIT 34.32 20.13 17.03 1.46 <
Streamline (FFN) 356.48  348.07 133292 35.14x
Streamline (Layer) 229.51  204.43 855.48 21.92x%
25% ReplaceMe (LS) 112.81 89.45 177.44 7.77x
ReplaceMe (Cosine) 102.44 7796 150.20 6.80x
SUBFIT 63.22 40.06 48.52 3.18x
DeepSeek-7B
Dense 14.36 9.75 6.85 1.00x
Streamline (FFN) 20.37 15.16  12.23 1.58x
Streamline (Layer) 19.33 1447  10.77 1.46x
12.5%  ReplaceMe (LS) 18.75 1426  11.09 1.46x
ReplaceMe (Cosine) 18.21 14.12  10.65 1.42x
SUBFIT 23.17 14.47  9.95 1.52x
Streamline (FFN) 45.88 38.77  39.20 4.17x
Streamline (Layer) 35.37 29.38  26.06 3.05x%
25% ReplaceMe (LS) 34.35 29.64  28.42 3.11x
ReplaceMe (Cosine) 41.79 3528  40.95 3.98x
SUBFIT 31.35 21.44 18.94 2.37x

Table 2: Perplexity comparison at representative sparsity
levels. Lower PPL is better; PPL Deg. is the geometric
mean of sparse/dense PPL ratios.

37.5%. Stability follows the same pattern: PPL-
factor standard deviation stays bounded for SUB-
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Commonsense QA Knowledge Reasoning Math Science Average
Model Sparsity HS  PIQA Wino OBQA SIQA BoolQ TQA MMLU ARC-C  ARC-E MathQA  SciQ ‘ Avg  Acc. Ret.
Llama-3.2-3B-Instruct Dense 64.53 75.63 67.88 42.00 46.11 75.63 33.54 61.84 45.31 68.10 26.03 87.90 | 57.87 100.00%
Streamline (FFN) 50.25 6458 67.09 30.80 4130 7642 28.89 34.45 33.62 47.39 21.78 68.30 | 47.07 81.33%
Streamline (Layer) 5093 6540 66.38 30.00 41.56 79.24 29.62 55.05 3490 4823 21.57 7140 | 49.52  85.57%
ReplaceMe (LS) 25%  48.84 6371 6551 3260 4048 7920 27.66 61.31 30.97 49.16 2248 75.00 | 49.74  85.95%
ReplaceMe (Cosine) 5045 6551 67.25 3220 40.79 79.30 3035 61.35 3191 47.60 2228 75.80 | 50.40 87.08%
SUBFIT 5142 6551 6535 3420 4197 77.13 3133 60.69 3498  51.60 22.18 80.00 | 51.36 88.75%
Qwen3-4B-Instruct Dense 4342 69.70 56.75 40.80 4632 84.83 39.17 72.18 43.17 55.43 33.30 67.50 | 54.38 100.00%
Streamline (FFN) 2293 4995 4223 33.80 3454 6226 24.60 71.74 26.28 27.61 25.26 22.80 | 37.00 68.04%
Streamline (Layer) 2263 5495 57.62 3120 39.00 62.17 32.19 59.23 31.57  40.28 25.49 37.00 | 41.11  75.60%
ReplaceMe (LS) 25% 3705 66.43 52.88 37.20 3859 50.61 34.88 31.05 3140 4171 25.63 51.60 | 41.59 76.47%
ReplaceMe (Cosine) 36.72 6632 5430 3520 38.69 52.11 33.66 31.56 29.78 40.36 24.25 49.80 | 41.06 7551%
SUBFIT 28.88 55.01 5493 3320 40.02 63.64 34.64 64.23 29.01 36.03 24.69 60.90 | 43.76 80.48%
Qwen2.5-7B-Instruct Dense 6548 73.50 61.01 44.00 4575 85.81 4749 73.51 43.34 50.84 34.17 5540 | 56.69 100.00%
Streamline (FFN) 51.87 7193 5288 39.00 4084 6031 28.76 27.67 33.96 44.78 27.71 56.30 | 44.67 78.79%
Streamline (Layer) 53.10 7236 56.51 40.80 4145 5991 2730 28.11 34.98 44.07 2747 54.80 | 45.07  79.50%
ReplaceMe (LS) 25% 5247 70.73 5635 39.80 41.66 6505 28.52 31.80 35.67 42.89 29.58 50.50 | 4542  80.11%
ReplaceMe (Cosine) 5317 7149 5651 4140 4248 6520 29.25 32.86 34.56 42.34 28.44 51.60 | 45.77 80.74%
SUBFIT 48.19 69.26 57.85 4020 4191 68.10 33.66 35.59 34.13 41.79 27.84 49.40 | 45.66 80.54%
DeepSeek-7B-chat Dense 70.56 77.64 7490 4480 50.46 83.98 37.21 50.90 41.55 62.63 27.54 78.40 | 58.38 100.00%
Streamline (FFN) 39.83 6148 6535 32.80 3838 6346 30.84 39.77 34.98 39.48 20.94 38.50 | 42.15  72.20%
Streamline (Layer) 50.02 6632 7095 35.60 4437 6401 27.54 48.68 31.14  44.07 21.88 5850 | 46.92 80.37%
ReplaceMe (LS) 25%  47.15 63.77 70.88 3520 4350 7584 2925 48.94 3251 42.72 22.81 4820 | 46.73  80.05%
ReplaceMe (Cosine) 50.70 71.60 5541 3540 4156 5948 27.05 25.46 2790  47.98 24.22 7350 | 45.02  77.12%
SUBFIT 48.64 65.02 70.72 34.00 46.37 83.09 29.74 49.96 33.11 46.13 24.62 5840 | 49.15 84.19%
Llama-3.1-8B-Instruct Dense 72.52 7949 77.82 49.00 5020 83.88 40.39 68.79 53.58 75.76 26.80 91.70 | 64.16 100.00%
Streamline (FFN) 5831 6882 7435 3480 4371 84.59 33.05 67.54 38.48 5471 2235 7740 | 54.84 85.47%
Streamline (Layer) 59.90 70.46 75.22 3400 44.01 8456 33.90 67.71 40.19 56.82 22.18 80.20 | 55.77 86.92%
ReplaceMe (LS) 25% 5727 6790 7261 3560 4401 84.56 34.39 68.00 38.74 54.67 21.24 75.50 | 5454 85.01%
ReplaceMe (Cosine) 60.22 70.08 72.85 37.20 4534 8437 3599 67.95 40.02 57.41 21.61 76.00 | 5575 86.89%
SUBFIT 59.33 6948 7522 39.20 4596 8443 36.23 67.27 39.93 59.85 23.22 84.10 | 57.02 88.87%

Table 3: Downstream performance (%) at sparsity 25%. Acc. Ret. is the ratio sparse/dense aggregate accuracy.

FIT (£0.08 — £1.37), whereas baselines grow by
one to two orders of magnitude (e.g. ReplaceMe
Cosine reaches +130.68 at 37.5%). These results
suggest that non-contiguous submodule selection
can extend the viable compression range, rather
than merely improve a fixed operating point.

Accuracy retention (%) T

Method 12.5%  20% 25% 30% 37.5%
Streamline (FFN) 917431 86.2+45 772465 723479  64.8+ss
Streamline (Layer)  93.2+23 85.4435s 81.6x41 749170  68.7+64
ReplaceMe (LS) 927415 85.8+42  81.5+35 777447 T70.84s6
RCplaCCMC (Cosine) 93.2:24 86.8+40 81.5445 7914140 70.9456
SUBFIT 93.4:27 88.1i34 84.6:37 80.8i3s 739420
PPL factor (x dense) |

Method 125%  20% 25% 30% 37.5%
Streamline (FFN) 1.62+15 243170 831l+aor 7.06+300 16.01£1417
Streamline (Layer)  1.52+n1 2.50+61 6.61+0s8 6.61+406 12.44+1321
ReplaceMe (LS) 1.58+16 2.82+117 4.67+206 8.09xs556 11.45+100
ReplaceMe (Cosine) 1.51+12 2.46+75 4341140 7.384790 22.28t13068
SUBFIT 14008 181122 2.42:40 3.22:is  5.76413

Table 4: Aggregate compression trade-off across spar-
sity levels (avg+sa). Accuracy retention is averaged over
instruction-tuned models; PPL factor is averaged over
base models, with each model-level factor computed
from Lambada, C4, and WikiText-2.

RQ3: Inference efficiency. Section 4 reports in-
ference diagnostics comparing dense and SUBFIT-
compressed variants on a single NVIDIA A100
80GB GPU. At 25% sparsity, time-to-first-token

(TTFT) speedup over the dense model ranges from
1.18x (Llama-3.2-3B) to 1.40x (DeepSeek-7B),
with decode speedup between 1.12x and 1.17x.
As expected, KV-cache usage scales proportionally
with sparsity, due to the complete removal of Atten-
tion submodules. These gains are consistent with
the reduction in active Attention and FEN submod-
ules, without hardware-specific optimization. A
matched comparison with the replacement-based
baselines, including deployed overhead and real-
ized generation speed, is provided in Appendix C.3.

Model Sparsity TTFT{ Decode? KV-cache (MB, % saved)
12.5% 1.13x 1.06x 56—48 (14.3%)
Llama-3.2-3B 25.0% 1.18x 1.12x 56—42 (25.0%)
37.5% 1.22x 1.18x 56—36 (35.7%)
12.5% 1.10x 1.06x 72—64 (11.1%)
Qwen3-4B 25.0% 1.18x 1.17x 72—54 (25.0%)
37.5% 1.30x 1.27x 72—44 (38.9%)
12.5% 1.17x 1.06x 64—56 (12.5%)
Llama-3.1-8B 25.0% 1.26x 1.13x 64—48 (25.0%)
37.5% 1.33x 1.20x 64—40 (37.5%)
12.5% 1.15% 1.07x 72—64 (11.1%)
Qwen3-8B 25.0% 1.24x 1.17x 72—54 (25.0%)
37.5% 1.37x 1.29% 72—44 (38.9%)
12.5% 1.31x 1.05x 240—208 (13.3%)
DeepSeek-7B  25.0% 1.40x 1.12x 240—176 (26.7%)
37.5% 1.49x 1.16x 240—152 (36.7%)

Table 5: Inference speedup and KV-cache reduction.
TTFT uses one generated token; decode uses 128 tokens;
KV-cache is measured with a 512-token prompt.
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Offline calibration cost. Since SUBFIT requires
activation collection, submodule selection, and
closed-form bypass fitting, we also report its cali-
bration cost. Section 4 provides a stage-wise break-
down at 25% sparsity on a single NVIDIA A100
80GB GPU. Calibration takes 25.1-32.1 minutes
and requires 11.3-19.3 GB of peak GPU memory.
FFN fitting accounts for most of the runtime due to
the rank-4096 shared-basis regression. This offline
cost does not affect inference latency.

Model Total  Selection Attn. fit FFN fit Peak mem.
Llama-3.2-3B 252min 0.7min  6.5min 17.7min 11.3 GB
Qwen3-4B 313min 0.7min 92 min 21.1 min 18.9 GB
Llama-3.2-3B-Inst. 25.Imin 03 min 7.1min 174min 11.6 GB
Qwen3-4B-Inst. 32.1min 0.5min 10.0min 21.3min 19.3 GB

Table 6: Offline calibration cost of SUBFIT at 25%
sparsity on an A100 80GB GPU in BF16, using 8k cali-
bration sequences of length 1024. Total time includes
activation collection, scoring, and bypass fitting, but
excludes model loading and downstream evaluation.

5 Ablation Studies

To analyze the contribution of each design choice,
we conduct five ablation studies at 25% sparsity
on Llama-3B and Qwen3-4B, reporting perplexity
on Lambada, C4, and WikiText-2 for base models
and a reduced five-task subset for instruction-tuned
models (with Inst. Avg. interpreted as a relative
indicator within this section).

Residual compensation. Section 5 isolates the
role of residual compensation. Pruning only re-
moves the selected submodules without any re-
placement, leading to severe degradation, which
confirms that naive deletion is not viable at this
sparsity. Compensating Attention alone (w/ Attn.)
improves over pruning-only but still suffers high
degradation, whereas compensating FFNs alone
(w/ FeedForward) recovers most of the degrada-
tion. This suggests that approximating removed
FFN residuals is the dominant factor for stability
in this setting. The full SUBFIT configuration (w/
Attn.+FeedForward) yields the best downstream ac-
curacy on both models, with Qwen3-4B base PPL
slightly favoring FeedForward-only compensation.
This asymmetry motivates SUBFIT’s design: per-
layer parameters for Attention, and a shared input
basis across FFNs.

Shared versus per-layer FeedForward basis.
Section 5 compares the shared FFN basis used
by SUBFIT against a per-layer basis variant, ap-
plied to the same selected FFN layers. Across all

Base PPL | Inst. Avg. T

Model Setup LAMB. c4 WT2

Pruning only 1.30 x 10* 1.01 x 10" 1.12 x 10* 60.8

w/ Attn. comp. 5.32x 10° 9.52 x 103 1.11 x 10* 622
Llama-3B

w/ FeedForward comp. 37.42 22.94 16.98 67.7

w/ Attn.+FeedForward (Ours) 37.82 22.26 16.57 69.5

Pruning only 212 92.33 79.27 50.9
Quen3-48 w/ Attn. comp. 82.92 53.58 67.73 48.0

w/ FeedForward comp. 74.60 48.13 39.71 55.6

w/ Attn.+FeedForward (Ours) 69.36 43.49 50.10 56.9

Table 7: Residual compensation component ablation at
25% sparsity without cross-task aggregation. Base rows
report raw task-wise PPL; instruction-tuned rows report
raw downstream average accuracy. Large PPL values
are shown in scientific notation.

base-model PPL metrics, differences are at most
0.01 in raw perplexity, and instruction-tuned aver-
ages differ by at most 0.2 accuracy points. At the
same time, the per-layer variant stores an indepen-
dent V; € R™* for each removed layer, while the
shared variant stores a single V' reused across all
selected FFNs, reducing the basis cost by a factor
of |Sta|. The shared design, therefore, matches the
per-layer variant while using much fewer deployed
parameters.

Base PPL | Inst. Avg. T

Model Basis LAMB. C4 WT2

Per-layer 33.55 1995 14.01 72.7
Llama-3B

Shared (Ours) 33.55 19.96 14.00 72.5

Per-layer 50.01 28.95 19.11 66.7
Qwen3-4B

Shared (Ours) 50.00 28.97 19.12 66.6

Table 8: Shared versus per-layer FeedForward basis at
25% sparsity under fixed selected layers.

Rank sensitivity. We sweep Attention and FFN by-
pass ranks independently, holding the selected lay-
ers fixed to isolate rank effects from layer-selection
effects. As shown in Figure 2, the two submodule
types exhibit qualitatively different behavior: FFN
quality improves steadily and plateaus around rank
4096, suggesting that a higher-dimensional shared
input subspace is beneficial to capture the residual
contribution of removed FFNs, whereas Attention
saturates already at rank 256, suggesting a low-
rank operator suffices. SUBFIT therefore uses rank
256 for Attention bypasses and rank 4096 for the
shared FFN basis, matching each submodule to the
smallest rank past which gains plateau.

Masking as a proxy for replacement qual-
ity. We compare deletion-only scoring with post-
replacement scoring to test whether masked degra-
dation is a reliable proxy for replacement quality.
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Figure 2: Fixed-selection rank sensitivity at 25% spar-
sity. FFN quality improves steadily up to rank 4096,
while Attention saturates already at rank 256, confirm-
ing that the two submodule types require different ranks.

Section 5 shows that the two criteria often select dif-
ferent scores: the criterion that minimizes masked
degradation is not always the one that yields the
best post-replacement outcome. This mismatch
appears across both tested model families and sub-
module types, suggesting that replacement quality
depends not only on the local effect of masking a
submodule, but also on how well its residual con-
tribution can be approximated by the surrogate.

Model Submodule  Masking pref. Replacement pref. Match
Base models: WikiText-2 PPL |

Llama-3B Attn. Impact (1007 Impact .50 v

Llama-3B FeedForward Cosine (5.28) Impact (14.01) X

Qwen3-4B Attn. Impact (36.66) Cosine (4.11) X

Qwen3-4B FeedForward Impact (23.56) Impact (19.12) v
Instruction-tuned: Avg. Acc. T

Llama-3B-Inst. Attn. Cosine (74.8) Cosine (76.2) v

Llama-3B-Inst. FeedForward Tie ©3.7) Cosine (73.0) X

Qwen3-4B-Inst. Attn. Cosine (69.4) Impact 1.1 X

Qwen3-4B-Inst. FeedForward Tie (584 Cosine (68.6) X

Table 9: Masked degradation and post-replacement qual-
ity disagree in 5 out of 8 cases (marked “x”’), indicating
that masked degradation is not a reliable proxy for re-
placement quality.

Replacement-aware versus cosine FFN scoring.
We compare replacement-aware and cosine FFN
scoring to analyze how the selection criterion af-
fects post-replacement quality, while keeping At-
tention selection and all replacement hyperparame-
ters fixed. Section 5 reports base-model perplexity
and instruction-tuned downstream accuracy at 25%
sparsity. For base models, replacement-aware scor-
ing achieves the lowest geometric-mean PPL on
both model families, with a larger improvement on
Qwen3-4B. On the other hand, cosine scoring ob-

tains the highest instruction-tuned average on both
models. These results are consistent with the final
design of SUBFIT, which uses replacement-aware
scoring for base-model FFNs and cosine scoring for
instruction-tuned FFNs, while using replacement-
aware Attention selection in both settings.

(a) Base-model PPL |

Model Score LAMB. C4 WT2 Geom.
Llama-3B RA 37.61 22.59 16.70 24.21
Llama-3B Cos. 37.44 27.47 22.61 28.54
Qwen3-4B RA 69.10 44.53 50.87 53.89
Qwen3-4B Cos. 93.42 67.45 100.35 85.83
(b) Instruction-tuned accuracy (%) 1
Model Score  PIQA  Wino ARC-C BoolQ TQA ‘ Avg.
Llama-3B-Inst. RA 76.56 59.38 39.06 43.75 28.12 | 49.38
Llama-3B-Inst. Cos. 62.50 7344 3125 71.88 31.25 | 54.06
Qwen3-4B-Inst. RA 56.25 57.81 29.69 28.12 28.12 | 40.00
Qwen3-4B-Inst. Cos. 45.31 53.12 31.25 7344 32.81 | 47.19

Table 10: Replacement-aware (RA) versus cosine FFN
scoring at 25% sparsity. Panel (a) reports PPL; panel (b)
reports instruction-tuned accuracy using 64 examples
per task and is not directly comparable with the full
downstream evaluation.

6 Conclusion

This work asked whether the granularity at which
replacement-based compression methods operate is
itself a design choice that can be improved. Within
the evaluated 3B—8B setting, our results suggest
that this granularity can be improved: selecting At-
tention and FFN submodules independently across
depths, and replacing each with a fitted residual by-
pass, recovers more of the dense model’s behavior
than contiguous full-layer replacement under the
same parameter budget.

The asymmetric nature of the recovery, where
FFN compensation accounts for most of the recov-
ered quality and Attention compensation refines
the residual, also justifies the asymmetric design of
SUBFIT: per-layer parameters for Attention, and a
shared input basis for FENs. The closed-form fit
on calibration statistics makes the method cheap to
deploy and easy to combine with existing inference
stacks, with no sparse kernels or custom hardware
required. The result that submodule-level recov-
ery provides a stronger aggregate trade-off than
layer-level recovery in our evaluated settings sug-
gests that granularity is an underexplored axis in
post-training compression, one that may generalize
to other removal units such as attention heads or
individual neurons.
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Limitations

SUBFIT introduces explicit bypass parameters for
selected Attention and FFN submodules, adding
approximately 10% of removed parameters and
15% of removed MACs at 25% sparsity (Table A12
and Appendix D.1 in the Appendix). This over-
head is stable across sparsity levels. In contrast,
ReplaceMe (Shopkhoev et al., 2025) variants add
no deployed parameters as their transformations
are folded into existing weights. In the matched
benchmark reported in Appendix C.3, SUBFIT pro-
vides smaller TTFT and decode speedups than the
replacement-based baselines because its explicit
residual bypasses introduce additional deployed
computation. Its quality improvements therefore
come with an explicit accuracy—efficiency trade-off.
The offline compression pipeline requires approxi-
mately 2,000-2,600 seconds on average, compara-
ble to ReplaceMe Cosine but slower than Stream-
line (Chen et al., 2025b), due to sequential selection
and closed-form fitting. A stage-wise breakdown
of calibration time and peak memory is reported in
Section 4, while the complete runtime comparison
is given in Appendix C.2. This cost is incurred once
during compression and does not affect deployed
inference latency.

Our evaluation covers models between 3B and
8B parameters and therefore does not establish
that the observed gains transfer to 32B- or 70B-
scale models. A fair comparison at these scales
would also require validated multi-GPU implemen-
tations of the replacement-based baselines, whose
current implementations assume single-GPU ex-
ecution. Extending SUBFIT and its baselines to
larger models remains future work.

Ethical Considerations

This work focuses on post-training compression
for large language models. All models, datasets,
and benchmarks used in our experiments are pub-
licly available, and we credit the original authors
throughout the manuscript. Our method does not
introduce new training data or collect user data;
it operates on pretrained models using calibration
samples to fit lightweight replacement modules. As
with other model-compression techniques, SUB-
FIT can make LLM deployment cheaper and more
accessible. This may broaden beneficial uses of
language models, but it may also lower the cost
of deploying models in harmful or unintended ap-
plications. Our work addresses the technical prob-

lem of deployable compression and does not target
any specific downstream application. Compression
may also affect model behavior unevenly across
tasks, domains, or demographic groups. To reduce
the risk of hiding such effects, we report perfor-
mance across multiple benchmarks, model fami-
lies, and sparsity levels, and we separately discuss
unstable settings such as GSM8K. However, our
evaluation does not constitute a complete fairness
or safety audit of compressed models. Further task-
specific evaluation is needed before deploying com-
pressed models in high-stakes settings.
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A Evaluation Tasks

A.1 Perplexity datasets (base models).

We evaluate perplexity on three standard bench-
marks covering complementary text domains: Lam-
bada (Paperno et al., 2016) for narrative text, C4
(Raffel et al., 2020) for web text, and WikiText-2
(Merity et al., 2016) for encyclopedic text.

A.2 Downstream tasks (instruction-tuned
models).

We evaluate on thirteen downstream tasks grouped
by capability. Commonsense reasoning: Hel-
laSwag (Zellers et al., 2019), PIQA (Bisk et al.,
2020), Winogrande (Sakaguchi et al., 2021), Open-
BookQA (Mihaylov et al., 2018), SociallQA (Sap
et al., 2019). Question answering: BoolQ (Clark
et al., 2019), Truthful QA (Lin et al., 2022). Know!l-
edge: MMLU (Hendrycks et al., 2021). Rea-
soning: ARC-Challenge and ARC-Easy (Clark

et al., 2018). Math: MathQA (Amini et al.,
2019), GSM8K (Cobbe et al., 2021). Science:
SciQ (Welbl et al., 2017). All tasks have been
evaluated using a zero-shot setup apart from Wino-
grande, MMLU, and GSM8K, which have been
evaluated in a five-shot scenario.

A.3 Ablation subset.

The ablation studies in Section 5 use a reduced
zero-shot subset of five tasks: PIQA, WinoGrande,
ARC-Easy, BoolQ, and SciQ. All tasks use the LM
Evaluation Harness (Gao et al., 2023).

B Experimental Setup Details

B.1 Models

We evaluate SUBFIT on ten LLMs spanning
three families and the 3B-8B scale. The five
base models are Llama-3.2-3B (Grattafiori et al.,
2024), Qwen3-4B (Yang et al., 2025), Llama-3.1-
8B (Grattafiori et al., 2024), Qwen3-8B (Yang
et al., 2025), and DeepSeek-7B (Bi et al., 2024).
The five instruction-tuned models are Llama-3.2-
3B-Instruct (Grattafiori et al., 2024), Qwen3-
4B-Instruct (Yang et al., 2025), Qwen2.5-7B-
Instruct (Hui et al., 2024), Llama-3.1-8B-Instruct
(Grattafiori et al., 2024), and DeepSeek-7B-chat
(Bi et al., 2024). All models are loaded from the
HuggingFace Hub using their public checkpoints;
we operate on the full-precision (bf16) weights and
do not apply quantization at any stage of compres-
sion or evaluation.

B.2 Sparsity levels

We evaluate at five sparsity levels: 12.5%, 20%,
25%, 30%, and 37.5%. For a model with L Trans-
former layers and target sparsity s, SUBFIT selects
round(L - s) Attention submodules and the same
number of FFN submodules; the baselines remove
round(L - s) full Transformer layers, matching the
overall parameter budget.

B.3 Evaluation tasks

For base models, we report perplexity on Lam-
bada, C4, and WikiText-2, and summarize each
model with the PPL factor, defined as the geo-
metric mean of sparse-to-dense PPL ratios across
the three datasets, as done in (Cunegatti et al.,
2025). For instruction-tuned models, we report
zero/few-shot accuracy on thirteen downstream
tasks grouped into six categories: commonsense
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reasoning, question answering, knowledge, reason-
ing, math, and science. The complete task list with
dataset references is in Appendix A. All down-
stream evaluations are run with the LM Evaluation
Harness (Gao et al., 2023) under identical condi-
tions across methods.

B.4 Baselines

We compare the proposed method against four
block-replacement baselines that match SUBFIT’s
setting, i.e., post-training replacement of removed
Transformer components using calibration data.
Specifically, the four baselines are based on LLM-
Streamline (Chen et al., 2025b) and ReplaceMe
(Shopkhoev et al., 2025).

The former removes a contiguous sequence of
layers and trains a lightweight replacement module
to recover the lost computation. We include both
(1) its FeedForward replacement variant (referred
to as Streamline (FFN)), which selects a contigu-
ous range of layers by cosine similarity between
input and output residual states and replaces the
block with a trained feed-forward network; and
(2) its full layer replacement variant (referred to
as Streamline (Layer)), which uses the same se-
lection criterion but substitutes the removed block
with a full Transformer layer (self-attention plus
feed-forward).

ReplaceMe, on the other hand, removes a con-
tiguous block of Transformer layers and fits a single
linear map from calibration activations, which can
be folded into adjacent weights at deployment. We
include both (1) its least-squares variant (referred
to as ReplaceMe (LS)); and (2) its cosine-based
selection variant (referred to as ReplaceMe (Co-
sine)). The two variants differ in the criterion used
to identify the contiguous range of Transformer
layers: least-squares reconstruction error (LS), or
cosine similarity (Cosine).

These four baselines therefore share the two de-
sign constraints relaxed by SUBFIT, i.e., full-layer
granularity and contiguous selection, while remain-
ing in the same post-training, calibration-based re-
placement setting.

Note that we do not include, among our
baselines, LinearPatch (Chen et al., 2026a),
GRASP (Liu et al., 2025a), or ELM (Jiang et al.,
2026) as main baselines because they target re-
lated but different recovery settings, even though
we include them in the related work. Specifically,
LinearPatch starts from an already-layer-pruned
model and inserts a lightweight linear correction

between the remaining blocks to reduce activation-
magnitude mismatch; it does not jointly select and
replace submodules from the dense model. GRASP
is a layer-level hybrid pruning method: it identi-
fies redundant layers and retains sensitivity-aware
singular components of the original layer weights,
rather than fitting a new residual map from cali-
bration activations for each removed Attention or
FeedForward submodule. Lastly, ELM replaces
groups of Transformer layers with fixed-point mod-
ules selected by a learned policy and adapted with
task-specific LoRA fine-tuning, whereas our set-
ting is post-training and calibration-only. We there-
fore use Streamline and ReplaceMe as the main
experimental comparisons, and discuss these other
methods as related recovery approaches rather than
direct baselines.

We also do not include any structured prun-
ing algorithm such as SliceGPT (Ashkboos et al.,
2024), LLM-Pruner (Ma et al., 2023), Laco (Yang
et al., 2024), UIDL (Gromov et al., 2025) since
the replacement-based compression literature has
already shown to achieve better performance com-
pared to standard structured pruning in (Chen et al.,
2025b; Shopkhoev et al., 2025). This is also sup-
ported by our results in Section 5.

B.5 Calibration Data

All methods use the same calibration corpus and
budget. For base models, we use SlimPajama (Shen
et al., 2023); for instruction-tuned models, we use
SlimOrca (Mukherjee et al., 2023). In both cases,
we sample 8k sequences at maximum length 1024
tokens, yielding approximately 8M calibration to-
kens per fit. No calibration data overlaps with any
evaluation benchmark.

B.6 SUBFIT hyperparameters

For SUBFIT, we use attention bypass rank r =
256 and FFN shared-basis rank » = 4096; both
ranks were selected based on the rank-sensitivity
ablation (Section 5). The ridge regularization in the
closed-form fit Eq. (5) is set to A = 107%; the small
constant in the impact score in Eq. (1) is € = 1075,

B.7 Hardware and runtime

All inference and calibration experiments are run
on a single NVIDIA A100 80GB GPU. Compres-
sion of one model-sparsity configuration takes
between approximately 2,000 and 2,600 seconds,
comparable to ReplaceMe (Cosine) and slower than
Streamline; this cost is paid once at compression
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time and does not affect deployed latency. Infer-
ence benchmarks (TTFT and decode speedup in
Section 4) are also run on the same A100 80GB
GPU.

B.8 Reproducibility

All compression and evaluation runs use a fixed
random seed for calibration sampling and token-
level sub-sampling. The source code is available at
https://github.com/eliacunegatti/SubFit.

C Additional Results

C.1 Calibration sensitivity

We analyze the sensitivity of SUBFIT to both the
number of calibration samples and their sequence
length. Figure Al shows that performance is
largely stable beyond 2k—4k samples across the
evaluated model families.

—e— Llama-3B family — Qwen3-4B family

o

Base Instruct

[ —

70

—_—

N
o
IS

65

60
—_———
1k 2k ax 8k
Calibration samples

1k 2k 4k 8k
Calibration samples

PPL factor (X dense) {
|38 N
o i
o w
Ablation accuracy (\%)

Figure Al: Calibration sample-size sensitivity at 25%
sparsity.

Appendix C.1 provides the corresponding task-
level results for the Llama-3.2-3B family and the
sequence-length sweep. Performance changes only
marginally beyond 2k—4k calibration samples, par-
ticularly for instruction-tuned accuracy. Increasing
sequence length consistently improves base-model
perplexity across all three datasets. The selected
submodules were identical across the four sequence
lengths, suggesting that the improvement does not
arise from changes in selection. We hypothesize
that longer sequences provide more diverse token
statistics and therefore a better-conditioned bypass
regression fit. The 8k-sample, 1024-token config-
uration used in the main experiments represents a
practical cost—performance choice rather than evi-
dence that longer calibration contexts provide no
benefit.

C.2 Offline runtime

Appendix C.2 reports the average runtime of the
post-training compression and evaluation pipeline.
These values include selection, fitting, and evalua-
tion, and should therefore be interpreted as offline

(a) Calibration sample-size sensitivity

Model Samples Lambada | c4] WT2 | ‘ Inst. Avg. T
Base 1k 40.14 23.64 18.10 -
Base 2k 38.71 22.94 17.15 -
Base 4k 37.85 22.70 16.90 -
Base 8k 37.60 22.58 16.69 -
Instruct 1k - - - 69.53
Instruct 2k - - - 70.16
Instruct 4k - - - 70.47
Instruct 8k - - - 70.31
(b) Calibration sequence-length sensitivity
Seq. length Lambada | C4 | | WT2 |
256 43.57 26.13 20.21
512 42.53 2522 19.06
1024 37.60 22.58 16.69
2048 36.72 22.47 16.55

Table Al: Calibration sensitivity on the Llama-3.2-3B
family at 25% sparsity. Table (a) varies the number
of calibration samples at sequence length 1024. Table
(b) varies sequence length using 8k calibration samples.
Green rows indicate the configuration used in the main
experiments.

compression cost rather than deployed inference
latency. SUBFIT is slower than simpler pruning
baselines in this stage because it performs sequen-
tial selection and closed-form residual fitting for
both Attention and FFN replacements.

(a) Base PPL runtime (s) |

Method 125% 20% 25% 30% 37.5%
Streamline (FFN) 764 766 912 740 720
Streamline (Layer) 683 1224 612 723 597
ReplaceMe (LS) 1273 1342 1141 1333 1160
ReplaceMe (Cosine) 1662 1631 1808 1643 1624
SUBFIT 1905 2436 2231 2673 2410
(b) Instruction-tuned runtime (s) |
Method 125% 20% 25% 30% 37.5%
Streamline (FFN) 405 472 429 390 367
Streamline (Layer) 484 431 523 407 422
ReplaceMe (LS) 1012 1021 1206 1015 1013
ReplaceMe (Cosine) 2672 2734 2692 2604 2659
SUBFIT 2028 2100 2137 2155 2550

Table A2: Average pruning runtime in seconds across
models for base PPL and instruction-tuned downstream
experiments. Lower is better.

C.3 Matched inference-efficiency comparison

The detailed parameter and MAC accounting in
Table A12 and appendix D.1 does not by itself
capture realized generation speed. We therefore
compare SUBFIT with the replacement-based base-
lines under a matched PyTorch generation protocol
on Llama-3.2-3B at 25% sparsity. Unlike the theo-
retical MAC accounting in Appendix D.1, which
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uses a sequence length of 2048, this benchmark
uses a 512-token prompt.

Method Params | MACs] TTFT1 Decodet KV saved
Streamline FFN 10.7% 14.3% 1.41x 1.37x 25.0%
Streamline Layer 14.3% 14.3% 1.38x 1.33% 25.0%
ReplaceMe LS 0.0% 0.0% 1.37x 1.33%x 25.0%
ReplaceMe Cosine  0.0% 0.0% 1.37x 1.33% 25.0%
SUBFIT 12.3% 18.1% 1.18x 1.12x 25.0%

Table A3: Matched efficiency comparison on Llama-
3.2-3B at 25% sparsity using a 512-token prompt and
a single seed. Params and MACs report the ratio of
added compensation cost to removed cost; speedups are
measured relative to the dense model.

All methods obtain the same KV-cache reduction
because they remove the same fraction of Attention
computation. However, SUBFIT achieves smaller
TTFT and decode speedups than the baselines be-
cause its explicit residual bypasses introduce addi-
tional deployed computation. Its improvements in
post-compression quality therefore come with an
explicit accuracy—efficiency trade-off rather than
an unconditional efficiency advantage.

C4 GSMSK

Appendix C.4 reports GSM8K accuracy for all
instruction-tuned models and sparsity levels. The
results show large variation across methods, es-
pecially at low and moderate sparsity, and many
compressed models collapse to very low GSM8K
accuracy at higher sparsity. This supports our de-
cision to report GSM8K separately rather than in-
clude it in the main downstream aggregate (see the
limitations discussed in Section 6).

Sparsity. line (FFN) (Layer) R (LS) ReplaceMe (Cosine) SUBFIT ‘ A
Llama-3.2-3B-Instruct
Dense: 67.7
12.5% 321 4715 40.8 40.9 23(453
20% 26 11.6 9.1 8.5 27| 9.0
25% 35 38 5.0 32 L1| 39
30% 2.0 24 2.9 21 18| L1
37.5% 1.7 1.9 20 24 21| 0.6
Qwen3-4B-Instruct
Dense: 84.0
12.5% 38.5 31.7 12.7 39.7 60.7 | 48.0
20% 4.0 25 23 5.6 22.019.7
25% 2.0 0.5 2.0 1.7 29| 24
30% 0.1 0.0 1.8 23 22| 23
37.5% 0.0 0.0 1.1 0.5 14| 14
Qwen2.5-7B-Instruct
Dense: 81.2
12.5% 73 16.1 31.9 30.0 24.1|24.6
20% 20 4.1 6.3 45 7.1 5.1
25% 1.8 1.7 24 2.6 36| 1.8
30% L5 1.4 2.5 2.6 16| 1.2
37.5% 1.8 13 1.5 22 14| 09
DeepSeek-7B-chat
Dense: 51.0
12.5% 24.6 23.1 242 22.0 254| 34
20% 33 9.5 9.7 52 128| 95
25% 1.6 2.0 2.0 23 36| 20
30% 0.2 1.1 1.7 1.4 33| 31
37.5% 0.0 0.5 1.3 22 1.7] 22
Llama-3.1-8B-Instruct
Dense: 79.2
12.5% 62.1 62.3 65.5 65.3 563 9.2
20% 39.7 31.6 40.6 52.8 30.6 222
25% 4.0 3.6 10.5 16.7 8.3|13.1
30% 1.7 1.4 2.7 2.6 18] 1.2
37.5% 1.5 1.7 1.7 20 20| 05

Table A4: GSMS8K accuracy (%) across instruction-
tuned models and sparsity levels. Dense accuracy is
reported below each model name. Spread is the gap
between the best and worst sparse methods.
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C.5 Additional base-model perplexity results

Appendix C.5 report the remaining base-model
perplexity results at 20%, 30%, and 37.5% spar-
sity. These results complement the main language-
modeling table, which reports 12.5% and 25%.
Overall, the additional sparsities show the same
trend as the main results: SUBFIT usually provides
the lowest PPL degradation, especially as sparsity
increases. The main exceptions are Qwen3-8B and
DeepSeek-7B at some sparsity levels, where the
strongest baseline remains competitive or slightly
better. This is consistent with the results reported
in the main text: SUBFIT improves the aggregate
trade-off, but does not dominate every individual
model—sparsity setting.

Sparsity Method Lambada| C4] WT2| PPL Deg. |

Qwen3-8B
Dense 25.70 1525 9.72 1.00x
Streamline (FFN) 45.75 27.01 24.48 1.99x
Streamline (Layer) 61.51 41.29 57.08 3.36x
20% ReplaceMe (LS) 77.52 58.55 101.88 4.95x%
ReplaceMe (Cosine) 66.91 46.79 68.68 3.84x
SUBFIT 50.25 30.69 28.01 2.25%
Streamline (FFN) 129.13 91.62 140.29 7.58x
Streamline (Layer) 138.22 83.89 123.24 7.21x
30% ReplaceMe (LS) 189.33  192.84 498.45  16.84x
ReplaceMe (Cosine) 85.49 50.95 58.54 4.06x
SUBFIT 78.61 5222 64.53 4.11x
Streamline (FFN) 444.17  387.86 737.90  32.19x
Streamline (Layer) 392.86  288.44 497.86 24.55x
37.5%  ReplaceMe (LS) 168.22  118.58 261.60  11.10x
ReplaceMe (Cosine)  124.01 82.56 106.55 6.59x
SUBFIT 129.88  103.97 174.30 8.52x
DeepSeek-7B
Dense 14.36 9.75 6.85 1.00x
Streamline (FFN) 25.33 2043 17.14 2.10x
Streamline (Layer) 25.55 20.32  17.39 2.11x
20% ReplaceMe (LS) 23.42 18.87 15.59 1.93x
ReplaceMe (Cosine) 21.67 18.21 13.87 1.79x
SUBFIT 25.22 15.53 12.38 1.72x
Streamline (FFN) 57.44 66.55 90.21 7.11x
Streamline (Layer) 43.40 47.06 60.41 5.05%x
30% ReplaceMe (LS) 40.28 4142  44.68 4.27x%
ReplaceMe (Cosine) 53.75 49.66 61.55 5.55%
SUBFIT 36.51 26.96 27.33 3.04 %
Streamline (FFN) 64.56 65.22 103.33 7.68x
Streamline (Layer) 42.70 39.00 58.96 4.68x
37.5% ReplaceMe (LS) 60.16 72,76  78.37 7.10%
ReplaceMe (Cosine) 119.19 111.82 140.86 12.51x
SUBFIT 50.90 43.52  46.13 4.74 %

Table AS: Perplexity comparison at representative spar-
sity levels. Lower PPL is better; PPL Deg. is the geo-
metric mean of sparse/dense PPL ratios.

C.6 Additional instruction-tuned downstream
results

Appendix C.6 report task-level instruction-tuned re-
sults at the remaining sparsity levels. These tables
provide the per-task breakdown behind the aggre-

Sparsity Method Lambada| C4] WT2| PPLDeg. |

Llama-3.2-3B
Dense 20.15 11.07 7.82 1.00x
Streamline (FFN) 43.68 27.35 20.47 2.41x
Streamline (Layer) 38.15 25.80 25.05 2.42x
20% ReplaceMe (LS) 42.61 27.13 27.83 2.64x
ReplaceMe (Cosine) 43.74 28.39 27.37 2.69%
SUBFIT 31.94 19.06 13.84 1.69 x
Streamline (FFN) 65.94 43.51 54.44 4.47x
Streamline (Layer) 55.31 41.39 49.86 4.03x
30% ReplaceMe (LS) 66.21 4422 51.57 4.42x
ReplaceMe (Cosine) 67.11 45.64 50.56 4.46x
SUBFIT 49.67 26.23 24.35 2.63x
Streamline (FFN) 129.14 86.77 134.00 9.51x
Streamline (Layer) 108.99 74.83 105.90 7.91x
37.5%  ReplaceMe (LS) 94.43 64.26 94.53 6.90x
ReplaceMe (Cosine) 108.02 72.42 104.68 7.77 %
SUBFIT 75.27 45.02 58.62 4.85x
Qwen3-4B
Dense 33.80 19.89 13.67 1.00x
Streamline (FFN) 95.64 63.30 88.98 3.88%
Streamline (Layer) 78.93 52.93 71.06 3.18x%
20% ReplaceMe (LS) 94.79 61.99 83.00 3.76x
ReplaceMe (Cosine) 74.98 49.95 48.77 2.71x
SUBFIT 54.36 32.63 30.01 1.80%
Streamline (FFN) 273.13 21223 377.12 13.35x
Streamline (Layer) 323.62 275.06  546.83 17.43x
30% ReplaceMe (LS) 261.67 286.36  597.41 16.95x
ReplaceMe (Cosine) ~ 440.84 522.68 642.38 25.25%
SUBFIT 92.19 58.99 72.37 3.50x
Streamline (FFN) 721.51 726.79 1344.13 42.49x
Streamline (Layer) 718.56 662.92 1187.55 39.48 x
37.5%  ReplaceMe (LS) 522.03 552.81 1206.99 33.59%
ReplaceMe (Cosine)  5394.41  6397.86 10402.30 339.31x
SUBFIT 124.51 99.91 140.65 5.75x%
Llama-3.1-8B
Dense 17.78 9.36 6.24 1.00x
Streamline (FFN) 28.55 19.58 18.39 2.15%
Streamline (Layer) 25.79 18.26 12.51 1.78 x
20% ReplaceMe (LS) 28.16 18.28 13.40 1.88x
ReplaceMe (Cosine) 26.59 18.29 12.68 1.81x
SUBFIT 28.04 15.60 10.90 1.66 x
Streamline (FFN) 58.06 44.45 65.27 5.45x
Streamline (Layer) 49.86 44.68 56.65 4.95x
30% ReplaceMe (LS) 68.58 54.84 73.81 6.44x
ReplaceMe (Cosine) 99.62 73.21 90.50 8.60x
SUBFIT 44.05 27.27 23.40 3.00x
Streamline (FFN) 98.14 78.12 157.99 10.52x
Streamline (Layer) 81.19 71.12 102.69 8.29x
37.5%  ReplaceMe (LS) 109.84 84.32 140.14 10.77x
ReplaceMe (Cosine)  346.09 152.17 317.25 25.24%
SUBFIT 69.11 43.69 62.07 5.65x

Table A6: Perplexity comparison at representative spar-
sity levels. Lower PPL is better; PPL Deg. is the geo-
metric mean of sparse/dense PPL ratios.

gate retention values in Section 4. Across sparsities,
SUBFIT generally preserves the strongest down-
stream average, while some individual tasks and
models remain better served by specific baselines.
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Commonsense QA Knowledge Reasoning Math Science Average

Model Sparsity HS PIQA Wino OBQA SIQA BoolQ TQA MMLU ARC-C ARC-E MathQA  SciQ | Avg  Acc. Ret.
Llama-3.2-3B-Instruct Dense 6453 75.63 67.88 4200 46.11 75.63 3354  61.84 4531  68.10 2603  87.90 | 57.87 100.00%
Streamline (FFN) 5991 71.16 6740 3500 4580 7419 3158  50.03 3942 59.68 2382 8340 | 5345 92.36%
Streamline (Layer) 60.16 7040 6590 3500 4529 7529 3146  56.20 3857 59.81 2446  86.00 | 54.04 93.38%
ReplaceMe (LS) 125% 5832 7040 68.51 3640 4473 8018 30.60 6165 3788 5766 2379 8170 | 5432 93.86%
ReplaceMe (Cosine) 5894 7040 6851 3600 4458 79.57 3048  61.51 3865 5880 2385  83.60 | 5457 94.30%
SUBFIT 58.88 69.15 68.11 3520 4524 79.88 29.99  61.07 3951 6023 2308  89.40 | 5498 95.00%
Qwen3-4B-Instruct Dense 4342 69.70 56.75 40.80 4632 84.83 39.17 7218 4317 5543 3330 6750 | 5438 100.00%
Streamline (FFN) 3939 6322 5848 3480 40.89 83.52 3880  71.24 3695  43.14 2827 6290 |50.13 92.19%
Streamline (Layer) 4050 65.56 5943 3660 4258 8361 39.78 7141 3788  48.19  28.04 6340 | 5142 94.55%
ReplaceMe (LS) 125% 4449 7046 5604 39.00 4396 7346 3170 4748 4172 5606 2747 7230 | 5034 92.58%
ReplaceMe (Cosine) 4438 7024 5446 39.80 4432 7587 3268  49.57 4036 5560 2848 6850 | 5035 92.60%
SUBFIT 3605 6224 58.17 3720 43.14 8572 3978  72.08 3473 4465 2908 6370 | 50.55 92.95%
Qwen2.5-7B-Instruct Dense 6548 7350 61.01 4400 4575 8581 4749 7351 4334 5084 3417 5540 | 56.69 100.00%
Streamline (FFN) 60.88 75.14 59.04 3940 4258 71.65 28.03  40.08 3840  44.15 3028 5520 | 4874 85.97%
Streamline (Layer) 60.57 7481 61.64 4220 4304 7511 2815  47.42 3891 4651 3089 5470 | 5033 88.77%
ReplaceMe (LS) 125% 6026 71.87 6243 43.00 4447 7554 3244 4941 3942 4726 30.92 5140 | 5070 89.43%
ReplaceMe (Cosine) 5893 7296 61.80 4240 4478 7242 3158  49.42 40.10 4676 3122 51.80 | 5035 88.81%
SUBFIT 56.11 7296 5801 41.60 43.09 81.01 3476  51.05 36.86  46.13 2982  49.60 | 50.08 88.34%
DeepSeek-7B-chat Dense 7056 77.64 7490 4480 5046 8398 3721 50.90 4155 6263 2754 7840 | 5838 100.00%
Streamline (FFN) 63.66 73.83 7269 39.80 4739 83.12 3293  51.05 3891 5530 2536  67.40 | 5429 92.99%
Streamline (Layer) 6335 73.61 7324 3980 4739 84.04 3390 5113 3780 5602 2687  70.80 | 54.83 93.92%
ReplaceMe (LS) 125% 6179 73.61 73.80 4000 4795 83.70 3341 50.80 3788 5429  27.00  67.20 | 5429 92.99%
ReplaceMe (Cosine) 63.87 73.88 7395 4120 4759 80.73 3280  50.73 39.68 5871 2663  77.40 | 55.60 95.24%
SUBFIT 62.89 7345 7380 4140 47.95 8437 3354  51.32 3891 5669 2727  73.50 | 5542 94.94%
Llama-3.1-8B-Instruct Dense 7252 79.49 77.82 49.00 5020 83.88 4039  68.79 53.58 7576 2680  91.70 | 64.16 100.00%
Streamline (FFN) 7012 7671 7711 4480 4939 7333 3635 6776 4906 7290 2509  90.60 | 61.10 95.23%
Streamline (Layer) 69.60 7688 77.11 4580 4923 70.73 37.21 67.90 4898 7370 2603 9050 | 61.14 95.29%
ReplaceMe (LS) 125% 68.24 77.04 7640 4520 4867 73.03 3745  68.16 4838 7264 2570 8850 | 60.78 94.74%
ReplaceMe (Cosine) 68.70 7655 7632 4520 4933 7232 3843  68.29 4932 73.02 2549 8950 | 61.04 95.14%
SUBFIT 68.19 7639 7537 4540 4933 80.89 3745  66.65 4863 7269 2610  89.70 | 61.40 95.70%

Table A7: Downstream performance (%) at sparsity 12.5%. Acc. Ret. is the ratio sparse/dense aggregate accuracy.

Commonsense QA Knowledge Reasoning Math Science Average
Model Sparsity HS  PIQA  Wino OBQA SIQA BoolQ TQA MMLU  ARC-C ARC-E MathQA  SciQ ‘ Avg  Acc. Ret.
Llama-3.2-3B-Instruct Dense 64.53 75.63 67.88 4200 46.11 7563 33.54 61.84 45.31 68.10 26.03 87.90 | 57.87 100.00%
Streamline (FFN) 5344 6687 67.96 32.00 42.07 80.12 28.40 60.02 34.39 51.30 23.69 72.00 | 51.02 88.16%
Streamline (Layer) 54.83  66.05 6630 32.80 4294 62.69 30.72 35.39 36.43 53.24 2335 7490 | 48.30 83.46%
ReplaceMe (LS) 20% 5197 6627 6622 3280 4273 8092 3097 61.28 33.87 50.08 23.05 72.60 | 51.06 88.23%
ReplaceMe (Cosine) 5330 6638 6740 3320 42.02 8171 30.97 61.47 33.87 50.25 22.88 7340 | 51.40 88.82%
SUBFIT 5503 67.85 6535 3520 4432 7177 3121 61.00 3746  56.48 22.68 81.70 | 52.50 90.72%
Qwen3-4B-Instruct Dense 4342 69.70 56.75 40.80 4632 84.83 39.17 72.18 43.17 55.43 33.30 67.50 | 54.38 100.00%
Streamline (FFN) 3202 5462 55.64 3140 37.72 83.64 32.19 71.51 29.18 35.35 25.93 57770 | 45.58 83.81%
Streamline (Layer) 3251 56.64 57.22 33.00 38.69 7358 34.64 71.02 30.46 37.84 26.73 5570 | 45.67 83.98%
ReplaceMe (LS) 20%  40.13 68.17 5296 3640 40.07 57.92 3121 32.59 35.07 4575 24.99 55.00 | 4336 79.73%
ReplaceMe (Cosine) 40.07 68.72 5359 3540 41.66 62.54 30.60 34.57 3447 4537 26.13 5290 | 43.83 80.61%
SUBFIT 30.69 56.64 55.80 3420 41.50 7220 36.72 70.51 29.95 38.30 26.73 62.30 | 46.30 85.13%
Qwen2.5-7B-Instruct Dense 6548 73.50 61.01 44.00 4575 8581 47.49 7351 4334 50.84 34.17 5540 | 56.69 100.00%
Streamline (FFN) 5527 7176 55.80 39.80 41.30 60.49 26.07 30.16 3387 4221 29.15 52.60 | 44.87  79.15%
Streamline (Layer) 56.51 73.18 5525 40.80 42.17 6584 26.19 31.67 3430 4478 28.54 5430 | 46.13  81.37%
ReplaceMe (LS) 20%  55.88 72.80 55.17 39.60 4227 66.70 29.38 32.59 37.88 4541 2931 54.50 | 46.79 82.53%
ReplaceMe (Cosine) 56.34 7323 5738 4240 43.65 6587 29.50 34.03 37.03  45.96 29.75 5390 | 4742 83.65%
SUBFIT 5149 7138 57.70 40.00 41.04 69.45 3341 39.45 3507 4440 28.64 5230 | 47.03  82.95%
DeepSeek-7B-chat Dense  70.56 77.64 7490 4480 5046 8398 3721 50.90 41.55 62.63 27.54 78.40 | 58.38 100.00%
Streamline (FFN) 60.70 70.40 7435 3560 46.01 7749 31.82 48.40 36.18 50.34 2275 6290 | 51.41 88.06%
Streamline (Layer) 56.61 6850 73.64 3580 46.11 78.65 32.44 49.88 3456 4941 22.61 61.50 | 50.81 87.03%
ReplaceMe (LS) 20%  55.15 69.04 7443 3760 4632 7893 31.82 50.48 3404  49.83 23.85 59.70 | 50.93  87.24%
ReplaceMe (Cosine) 59.55 7057 73.09 3560 4637 79.54 3244 46.76 36.69  53.24 24.59 73.60 | 52.67 90.22%
SUBFIT 5521 69.80 71.03 40.00 46.98 84.28 32.44 50.75 35.75 52.99 24.82 67.20 | 52.60 90.11%
Llama-3.1-8B-Instruct Dense 7252 7949 7782 49.00 5020 83.88 40.39 68.79 5358  75.76 26.80 91.70 | 64.16 100.00%
Streamline (FFN) 66.37 7443 7522 4020 47.59 80.58 35.62 67.60 43.17  65.82 23.38 85.10 | 58.76  91.58%
Streamline (Layer) 65.82 7427 7482 39.60 4816 77.31 3599 67.72 4352 6545 23.42 86.90 | 5858 91.30%
ReplaceMe (LS) 20%  63.56 7242 7482 4200 4591 8147 36.60 68.24 43.26 65.74 25.03 85.10 | 58.68 91.45%
ReplaceMe (Cosine) 6571 73.67 7451 41.00 4729 7566 37.33 68.02 42.58 64.90 24.05 83.70 | 58.20 90.71%
SUBFIT 6341 7209 75.61 4220 4693 8333 3476 67.59 41.72 65.61 24.56 86.20 | 58.67 91.44%

Table A8: Downstream performance (%) at sparsity 20%. Acc. Ret. is the ratio sparse/dense aggregate accuracy.
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Commonsense QA Knowledge Reasoning Math Science Average

Model Sparsity HS PIQA Wino OBQA SIQA BoolQ TQA MMLU ARC-C ARC-E MathQA  SciQ | Avg  Acc. Ret.
Llama-3.2-3B-Instruct Dense 6453 75.63 67.88 4200 46.11 75.63 3354  61.84 4531  68.10 2603  87.90 | 57.87 100.00%
Streamline (FFN) 4677 6404 6519 3260 4048 7856 2827  41.51 3251 4369 2107 6570 | 46.70  80.69%
Streamline (Layer) 4855 6425 6551 3240 4120 7746 27.66  41.60 3353 4600 2114  69.60 | 47.41 81.92%
ReplaceMe (LS) 30% 4774 6306 6093 3380 4048 7933 2827  60.36 3106 4668 2235 6840 | 4854 83.87%
ReplaceMe (Cosine) 50.17 63.77 6085 34.00 4089 7618 29.99  56.16 3208 4773 2335  70.60 | 48.81 84.34%
SUBFIT 4851 6344 6464 3200 41.61 7899 30.60  60.16 3294  47.14 2184 7570 | 49.80 86.04%
Qwen3-4B-Instruct Dense 4342 69.70 56.75 40.80 4632 84.83 39.17 7218 4317 5543 3330 6750 | 5438 100.00%
Streamline (FFN) 23.69 51.58 51.62 3240 3485 68.87 2485 2294 2560  30.13 2047  21.80 | 3407 62.64%
Streamline (Layer) 2251 4853 5138 33.60 3444 6352 2570  27.29 2500 28.16  21.81  20.60 |33.54 61.69%
ReplaceMe (LS) 30% 3394 63.82 53.04 3420 3685 4492 3770 2642 2944 3927 2436 5190 | 39.65 72.92%
ReplaceMe (Cosine) 3506 6202 5099 3360 3802 5673 3807 2693 29.10 3603 2348 5370 | 4031 74.13%
SUBFIT 2871 5457 5525 3360 39.10 6520 3341 56.30 2739 3510 2419  54.80 | 42.30 77.79%
Qwen2.5-7B-Instruct Dense 6548 7350 61.01 4400 4575 8581 4749 7351 4334 5084 3417 5540 | 56.69 100.00%
Streamline (FFN) 4967 7155 5178 3940 40.12 62.17 24.11 26.79 3225 4301 2590  57.80 | 4371 77.11%
Streamline (Layer) 5049 7209 5328 3860 3992 6217 2399 2673 3285 4310 2603 5590 |43.76 77.19%
ReplaceMe (LS) 30% 5050 68.99 5620 3940 4243 62.14 2999 2898 3413 4200 2777 4990 | 4437 78.26%
ReplaceMe (Cosine) 50.82 70.19 58.64 40.60 4294 6327 3035  29.24 3422 4407 2764 5520 | 45.60 80.43%
SUBFIT 4565 6877 5414 3900 4058 6657 3097  33.13 3251 4154 2600  51.00 | 44.16 77.89%
DeepSeek-7B-chat Dense 7056 77.64 7490 4480 5046 8398 3721 50.90 4155 6263 2754 7840 | 5838 100.00%
Streamline (FFN) 2671 5473 6156 28.80 3649 6336 2705  29.50 2969 3274 1886  30.60 | 36.68 62.82%
Streamline (Layer) 4652 64.15 6922 3480 4043 6327 2521 45.25 2884 3952 2285 4290 | 4358 74.65%
ReplaceMe (LS) 30% 4285 6028 68.11 3360 4069 67.09 2681 4031 2901 3792 2238 3460 | 4197 71.89%
ReplaceMe (Cosine) 47.81 7084 5320 3380 4043 5352 2668 2559 2637 4798 2358 7390 | 43.64 74.75%
SUBFIT 4478 6224 7001 3180 4376 7945 2815  37.69 2995 4192 2399 4940 | 4526 77.53%
Llama-3.1-8B-Instruct Dense 7252 79.49 77.82 49.00 5020 83.88 4039  68.79 53.58 7576 2680  91.70 | 64.16 100.00%
Streamline (FFN) 4918 6279 7214 3200 4125 8235 3280  62.19 3353 4432 21.04  69.60 | 5027 78.34%
Streamline (Layer) 4941 63.00 7135 3260 4181 8190 3121 62.28 3549  47.10 2168 7040 | 50.69 79.00%
ReplaceMe (LS) 30% 5092 64.09 7111 3480 4135 84.04 3341 67.18 3362 4971 2154 7510 | 5224 81.42%
ReplaceMe (Cosine) 53.18 6594 7151 3620 4268 8422 36.60  66.42 3447 4655 2208 7190 | 52.64 82.05%
SUBFIT 5426 67.14 7253 3540 4340 8425 3427  66.63 3626 5320  22.88 8220 | 5437 84.74%

Table A9: Downstream performance (%) at sparsity 30%. Acc. Ret. is the ratio sparse/dense aggregate accuracy.

Commonsense QA Knowledge Reasoning Math Science Average
Model Sparsity HS  PIQA  Wino OBQA SIQA BoolQ TQA MMLU  ARC-C ARC-E MathQA  SciQ ‘ Avg  Acc. Ret.
Llama-3.2-3B-Instruct Dense 64.53 75.63 67.88 4200 46.11 7563 33.54 61.84 45.31 68.10 26.03 87.90 | 57.87 100.00%
Streamline (FFN) 4220 6039 6448 31.00 3879 76.64 27.42 48.68 31.23 38.64 20.34 2920 | 4242 73.29%
Streamline (Layer) 4590 61.70 64.09 3140 3961 7599 27.17 53.78 31.23 39.77 20.94 47.10 | 4489 77.57%
ReplaceMe (LS) 37.5% 4139 5996 6433 2980 38.69 7321 2681 52.97 30.03  40.61 21.47 60.00 | 4494  77.65%
ReplaceMe (Cosine) 4509 6132 62.19 29.60 39.66 67.49 29.62 2535 3140 4095 22.61 68.70 | 43.67 75.45%
SUBFIT 43.09 60.56 64.25 30.60 39.51 74.37 29.62 36.00 3072 42.85 2235 69.50 | 45.28 78.24%
Qwen3-4B-Instruct Dense 4342 69.70 56.75 40.80 4632 84.83 39.17 72.18 43.17 55.43 33.30 67.50 | 54.38 100.00%
Streamline (FFN) 2545 51.69 5249 36.00 34.03 3783 2277 22.92 28.07 29.12 19.40 23.60 | 31.95 58.75%
Streamline (Layer) 20.87 46.52 49.09 32.60 33.62 6428 23.01 22.95 24.83 25.59 20.07 18.10 | 31.79  58.47%
ReplaceMe (LS) 375% 2021 48.64 4996 30.80 34.14 6722 2546 2334 23.89 30.56 21.47 23.10 | 3323 61.11%
ReplaceMe (Cosine) 23.81 5098 5225 30.00 33.06 4642 2472 24.01 26.54 3241 18.79 30.60 | 32.80 60.31%
SUBFIT 28.08 5490 51.70 3200 37.92 71.01 3133 41.01 26.19  33.04 24.09 52.50 | 40.31 74.13%
Qwen2.5-7B-Instruct Dense 6548 73.50 61.01 44.00 4575 8581 47.49 7351 4334 50.84 34.17 5540 | 56.69 100.00%
Streamline (FFN) 4198 6485 52.09 3500 3843 4489 30.11 25.26 27.73 38.09 25.53 51.10 | 39.59  69.83%
Streamline (Layer) 4517 67.03 5138 3720 39.10 39.08 30.84 26.09 29.69 37.46 26.30 50.80 | 40.01  70.58%
ReplaceMe (LS) 375% 4391 66.05 53.67 3620 39.15 61.74 29.13 28.17 31.06  40.24 26.53 51.80 | 4230 74.62%
ReplaceMe (Cosine) 4431 66.76 50.83 37.60 4012 62.11 27.05 27.54 3020 44.49 26.80 57.90 | 4298 75.81%
SUBFIT 41.50 6697 5249 37.20 3951 63.06 32.68 2541 3046 40.61 24.02 55.00 | 4241 74.81%
DeepSeek-7B-chat Dense  70.56 77.64 7490 4480 5046 8398 3721 50.90 41.55 62.63 27.54 78.40 | 58.38 100.00%
Streamline (FFN) 25.86 5245 63.30 3040 36.54 66.12 2472 23.05 27.13 27.02 17.39 2140 | 3462  59.29%
Streamline (Layer) 38.66 5843 6425 3500 3854 6373 23.87 23.00 2730 34.89 20.74 29.00 | 38.12  65.29%
ReplaceMe (LS) 375% 3824 6627 5193 3040 4023 61.65 26.32 25.05 24.23 40.49 2291 56.90 | 4039  69.18%
ReplaceMe (Cosine) 4250 67.79 5249 3200 39.51 6147 2521 24.54 2577 4411 23.82 61.10 | 41.69 71.41%
SUBFIT 37.01 5838 65.51 31.80 40.58 71.62 26.07 29.75 26.54  35.06 22.08 41.50 | 40.49  69.36%
Llama-3.1-8B-Instruct Dense 7252 7949 7782 49.00 5020 83.88 40.39 68.79 5358  75.76 26.80 91.70 | 64.16 100.00%
Streamline (FFN) 3731 56.64 6693 31.60 36.64 7887 2889 22.96 28.58 36.41 19.70 39.50 | 40.34  62.87%
Streamline (Layer) 4296 6045 69.06 3220 3895 80.03 30.35 4524 3140 4356 19.97 5820 | 46.03 71.74%
ReplaceMe (LS) 375% 40.07 58.65 67.64 30.60 3941 82.78 31.33 48.52 3046  41.33 21.27 58.10 | 4585 71.46%
ReplaceMe (Cosine) 42,63 5936 65.82 2920 3936 79.05 3146 37.10 31.57  41.08 2235 70.50 | 4579  71.37%
SUBFIT 47.54 6257 70.24 31.00 41.50 7865 32.80 28.42 33.11 43.31 21.47 72.60 | 46.94 73.15%

Table A10: Downstream performance (%) at sparsity 37.5%. Acc. Ret. is the ratio sparse/dense aggregate accuracy.
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D Limitations and Additional Analysis

D.1 Deployed parameter and compute
overhead

SUBFIT introduces explicit bypass parameters for
selected Attention and FFN submodules. Ta-
ble A12 reports the resulting deployed parameter
overhead, with Attention and FFN compensation re-
ported separately and the shared FFN basis counted
once per model. Added parameters remain approxi-
mately 10% of the removed parameters. In contrast,
ReplaceMe adds no deployed parameters because
its fitted transformation is folded into an existing
projection.

Appendix D.1 reports the corresponding theo-
retical MAC overhead for one forward pass at se-
quence length 2048. Attention costs include the
QKYV and output projections together with the QK
and AV products, while FFN costs include the three
FFN projections. For SUBFIT, the added compu-
tation is divided into Attention and FFN residual
compensation and amounts to approximately 15%
of the removed MACs. These theoretical estimates
are reported separately from offline compression
time and realized inference latency.

Sparsity Method Removed (GMACs) Added (GMACs) Add/Remove | Added attn Added FeedForward

Base models

Streamline (FEN) 1003.7 250.9 25.0% 00 250.9
Streamline (Layer) 14659 366.5 25.0% 1155 250.9
12.5% ReplaceMe (LS) 1465.9 00 0.0% 00 00
ReplaceMe (Cosine) 1465.9 0.0 0.0% 0.0 0.0
SUBFIT 14659 2324 15.8% 15.1 2174
Streamline (FFN) 2069.0 250.9 12.3% 00 250.9
Streamline (Layer) 3019.5 366.5 12.3% 1155 250.9
25%  ReplaceMe (LS) 3019.5 00 0.0% 00 0.0
ReplaceMe (Cosine) 3019.5 00 0.0% 00 00
SUBFIT 3019.5 477.0 15.8% 309 446.1
Streamline (FEN) 3078.8 250.9 83% 00 250.9
Streamline (Layer) 44833 366.5 83% 1155 250.9
375% ReplaceMe (LS) 44833 00 0.0% 00 00
ReplaceMe (Cosine) 44833 00 0.0% 00 00
SUBFIT 44833 706.9 15.8% 458 661.1

Instruct models

Streamline (FFN) 1090.1 2725 25.0% 0.0 2725
Streamline (Layer) 1528.1 382.0 25.0% 109.5 2725
12.5% ReplaceMe (LS) 1528.1 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 1528.1 0.0 0.0% 0.0 0.0
SUBFIT 1528.1 219.1 14.6% 14.6 204.5
Streamline (FFN) 2096.4 2725 12.9% 0.0 2725
Streamline (Layer) 2956.7 382.0 12.9% 109.5 2725
25% ReplaceMe (LS) 2956.7 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 2956.7 0.0 0.0% 0.0 0.0
SUBFIT 2956.7 4245 14.6% 284 396.1
Streamline (FFN) 3047.3 272.5 8.9% 0.0 2725
Streamline (Layer) 42954 382.0 8.9% 109.5 2725
37.5% ReplaceMe (LS) 4295.4 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 4295.4 0.0 0.0% 0.0 0.0
SUBFIT 42954 6152 14.6% 413 5739

Table A11: Theoretical MACs removed and added for
one forward pass with sequence length 2048. Attention
MAC:s include QKV/O projections plus QK and AV
products; FeedForward MACs include the three Feed-
Forward projections. For SUBFIT, added MACs are
split into Attention and FeedForward residual compen-
sation.
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Model Sparsity Method Removed (M) Added (M) Add/Remove | Added Attn. (M) Added FFN (M)

Streamline (FFN) 402.7 75.5 18.7% 0.0 75.5
Streamline (Layer) 402.7 100.7 25.0% 252 755
12.5%  ReplaceMe (LS) 402.7 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 402.7 0.0 0.0% 0.0 0.0
SUBFIT 402.7 53.6 13.3% 6.3 472
Streamline (FFN) 704.7 755 10.7% 0.0 755
Llama-3.2-3B Streamline (Layer) 704.7 100.7 14.3% 252 755
25% ReplaceMe (LS) 704.7 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 704.7 0.0 0.0% 0.0 0.0
SUBFIT 704.7 86.6 12.3% 11.1 75.6
Streamline (FFN) 1006.7 755 7.5% 0.0 755
Streamline (Layer) 1006.7 100.7 10.0% 252 755
37.5%  ReplaceMe (LS) 1006.7 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 1006.7 0.0 0.0% 0.0 0.0
SUBFIT 1006.7 119.7 11.9% 15.8 103.9
Streamline (FFN) 403.7 74.7 18.5% 0.0 74.7
Streamline (Layer) 403.7 100.9 25.0% 26.2 74.7
12.5%  ReplaceMe (LS) 403.7 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 403.7 0.0 0.0% 0.0 0.0
SUBFIT 403.7 38.1 9.4% 53 32.8
Streamline (FFN) 908.4 74.7 8.2% 0.0 74.7
Qwen3-4B Streamline (Layer) 908.4 100.9 11.1% 26.2 74.7
25% ReplaceMe (LS) 908.4 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 908.4 0.0 0.0% 0.0 0.0
SUBFIT 908.4 71.5 8.5% 11.9 65.6
Streamline (FFN) 1413.0 74.7 5.3% 0.0 74.7
Streamline (Layer) 1413.0 100.9 7.1% 26.2 74.7
37.5%  ReplaceMe (LS) 1413.0 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 1413.0 0.0 0.0% 0.0 0.0
SUBFIT 1413.0 116.9 8.3% 18.5 98.4
12.5%  Streamline (FFN) 809.5 135.3 16.7% 0.0 135.3
Streamline (Layer) 809.5 202.4 25.0% 67.1 135.3
ReplaceMe (LS) 809.5 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 809.5 0.0 0.0% 0.0 0.0
SUBFIT 809.5 924 11.4% 84 83.9
Streamline (FFN) 1619.1 135.3 8.4% 0.0 135.3
DeepSeek-7B Streamline (Layer) 1619.1 202.4 12.5% 67.1 135.3
25% ReplaceMe (LS) 1619.1 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 1619.1 0.0 0.0% 0.0 0.0
SUBFIT 1619.1 168.0 10.4% 16.9 151.1
Streamline (FFN) 2226.2 135.3 6.1% 0.0 1353
Streamline (Layer) 2226.2 202.4 9.1% 67.1 135.3
37.5%  ReplaceMe (LS) 2226.2 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 2226.2 0.0 0.0% 0.0 0.0
SUBFIT 2226.2 224.7 10.1% 232 201.5
Streamline (FFN) 872.4 176.2 20.2% 0.0 176.2
Streamline (Layer) 8724 218.1 25.0% 41.9 176.2
12.5%  ReplaceMe (LS) 8724 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 872.4 0.0 0.0% 0.0 0.0
SUBFIT 872.4 92.4 10.6% 8.4 83.9
Streamline (FFN) 1744.9 176.2 10.1% 0.0 176.2
Llama-3.1-8B Streamline (Layer) 1744.9 218.1 12.5% 41.9 176.2
25% ReplaceMe (LS) 1744.9 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 1744.9 0.0 0.0% 0.0 0.0
SUBFIT 1744.9 168.0 9.6% 16.9 151.1
Streamline (FFN) 2617.3 176.2 6.7% 0.0 176.2
Streamline (Layer) 2617.3 218.1 8.3% 41.9 176.2
37.5%  ReplaceMe (LS) 2617.3 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 2617.3 0.0 0.0% 0.0 0.0
SUBFIT 2617.3 243.6 9.3% 253 218.3
Streamline (FFN) 771.8 151.0 19.6% 0.0 151.0
Streamline (Layer) 771.8 192.9 25.0% 41.9 151.0
12.5%  ReplaceMe (LS) 771.8 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 771.8 0.0 0.0% 0.0 0.0
SUBFIT 771.8 92.4 12.0% 84 83.9
Streamline (FFN) 1736.5 151.0 8.7% 0.0 151.0
Quen3-8B Streamline (Layer) 1736.5 192.9 11.1% 41.9 151.0
25% ReplaceMe (LS) 1736.5 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 1736.5 0.0 0.0% 0.0 0.0
SUBFIT 1736.5 186.9 10.8% 19.0 167.9
Streamline (FFN) 2701.2 151.0 5.6% 0.0 151.0
Streamline (Layer) 2701.2 192.9 7.1% 41.9 151.0
37.5%  ReplaceMe (LS) 2701.2 0.0 0.0% 0.0 0.0
ReplaceMe (Cosine) 2701.2 0.0 0.0% 0.0 0.0
SUBFIT 2701.2 281.4 10.4% 29.5 251.8

Table A12: Removed parameters, deployed added compensation parameters, and added/removed ratio for base
models. For SUBFIT, the table reports the Attention and FFN compensation breakdown; the FFN replacement
uses a shared basis counted once per model. Streamline FFN removes the same decoder-layer budget as the other
depth-replacement methods but deploys an FFN-only replacement. ReplaceMe folds its fitted full-rank transform
into an existing FeedForward projection, so it adds no deployed parameters.
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