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Abstract

Incomplete multimodal learning seeks robust
perception when modalities are absent at train-
ing or test time, using available streams to re-
cover the missing ones. Most methods cast this
as direct regression in a fixed continuous la-
tent, which (i) collapses many valid solutions
into an averaged reconstruction when observa-
tions underdetermine the target, and (ii) suf-
fers semantic drift when cross-modal relation-
ships shift with context. We argue that com-
pletion should first resolve what is missing
and only then render how it appears. We re-
alize this as Semantic-first Completion, in-
stantiated by a Hybrid State-Space Model
(HySSM) that decouples semantic intent from
signal realization. A frozen omni-modal LLM
plans over observation-only evidence, generat-
ing an evidence-grounded Markovian trajectory
of discrete semantic states that act as a com-
pact information bottleneck for stable cross-
modal reasoning. The plan is projected into a
coordinate-wise control field that drift-guides a
conditional diffusion model, synthesizing miss-
ing signals or feature streams as diverse and
semantically consistent completions. Across
MNIST, Hateful Memes, and CMU-MOSEI,
HySSM surpasses recent generative baselines
and, under agnostic masking shift, remains ro-
bust up to 90% missingness.

1 Introduction

Multimodal learning (BaltruSaitis et al., 2018)
builds unified representations by jointly modeling
complementary streams such as vision, audio, and
language, improving perception and reasoning. In
the real world, however, modalities are frequently
incomplete: sensors fail, streams desynchronize,
and privacy constraints withhold data, leaving frag-
mented observations whose missing patterns vary
across time and deployments. Incomplete multi-
modal learning (Ma et al., 2021) targets this regime
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by reconstructing the missing modalities from the
available ones, enabling robust perception under
partial inputs (Zhang et al., 2025a).

Existing completion methods fall into two
paradigms. Discriminative approaches, such as ma-
trix completion (Thung et al., 2018) or regression-
style predictors (Xu et al., 2025), are efficient but
produce a single point estimate, so they cannot
represent ambiguity when the missing modality
is not uniquely determined (Ma et al., 2021; Bal-
trusaitis et al., 2018; Zhao et al., 2021). Gener-
ative approaches instead model conditional dis-
tributions: VAEs tend to over-smooth (Wu and
Goodman, 2018), GANs can be unstable and mode
collapse (Li et al., 2016), while diffusion models
deliver high-fidelity, flexibly conditioned genera-
tion (Ho et al., 2020; Zhang et al., 2023; Dai et al.,
2026b). Yet across both paradigms, completion is
still cast as a static mapping from observed features
to missing targets inside a fixed continuous latent.

We argue that this static view is misaligned with
natural missingness for two reasons. (1) Seman-
tics are better determined than signals. Observa-
tions constrain high-level meaning (who and what)
far more reliably than the low-level signal (ex-
act pixels, fine-grained timing): text may fix an
event yet leave many plausible appearances, and
a partial video may fix the action yet leave the
audio underdetermined. Mapping such inputs di-
rectly into signal space forces a one-to-many prob-
lem into a single prediction, encouraging averaged
realizations that surface as blur or attenuated se-
mantic evidence. (2) Cross-modal dependencies
are time-varying. The relationships for comple-
tion are not fixed: audio-visual correspondence
shifts with speaker turns, scene changes, and action
phases (Dong et al., 2026). Such instability is also
reflected in anchor drift under incomplete observa-
tions (Dai et al., 2026a). A static fusion rule cannot
track these evolving alignments, so when the ob-
served subset changes across samples or timesteps
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it amplifies mismatch and produces semantically
inconsistent completions.

These observations suggest that completion
should not begin with signal synthesis. It should
first resolve what is happening and only then ren-
der how it manifests in the missing modality. We
turn this principle into Semantic-first Completion
(SFC), which reframes recovery as a two-stage gen-
erative process: semantic planning (Huang et al.,
2025; Zhu et al., 2017) followed by modality com-
pletion. SFC first infers a semantic state from the
observed modalities and then generates the missing
signals conditioned on it. By decoupling seman-
tic inference from signal generation through an
explicit bottleneck, it reduces ambiguity in under-
determined settings and keeps completions seman-
tically aligned even as missing patterns shift.

We instantiate SFC as the Hybrid State-Space
Model (HySSM), which couples a discrete sym-
bolic space with a continuous signal space through
three modules. Markovian Semantic State Transi-
tion (MST) uses a frozen omni-modal LLM to plan:
the observed modalities are turned into observation-
only evidence, namely verbalized descriptors and
projected soft tokens, from which the LLM sam-
ples evidence-grounded trajectories of discrete se-
mantic states. Here discrete tokens act as an infor-
mation bottleneck that suppresses low-level noise
while stabilizing semantic content, and a ground-
ing score together with a subset-consistency con-
straint keeps the plan faithful to the evidence and
invariant to which modalities are observed. Cross-
Space Manifold Projection (CMP) then densifies
the plan into a continuous control state and injects
it via cross-attention, yielding a coordinate-wise
semantic field that specifies where and when each
concept applies rather than conditioning the gen-
erator globally. Finally, Drift-Guided Stochastic
Recovery (DSR) treats this field as a semantic drift
in a conditional latent diffusion process, steering
a reverse-time SDE so that, from different noise
seeds, it synthesizes diverse yet semantically con-
sistent, temporally coherent completions.

Across MNIST, Hateful Memes, and CMU-
MOSEI, HySSM consistently surpasses strong dis-
criminative and generative baselines under diverse
missing patterns. It remains robust under agnostic
masking shift, where training uses a single miss-
ing rate and evaluation spans the full range, and
degrades gracefully up to 90% missingness, with
further gains from a randomized masking strategy.
Contributions. We make three contributions.

(1) we propose SFC, a two-stage paradigm that
separates semantic planning from modality com-
pletion, addressing the one-to-many ambiguity
and the time-varying dependencies that defeat
static-mapping completion; (2) we instantiate it
as HySSM, which links discrete semantic tra-
jectories to diffusion-based synthesis through an
information-bottleneck design, including an ex-
plicit interface that lets a frozen LLM plan over
observation-only multimodal evidence; and (3) we
develop cross-space manifold projection for lo-
calized, fine-grained control and drift-guided dif-
fusion for diverse, high-fidelity recovery, and show
consistent gains and strong robustness to extreme
and shifted missingness across three benchmarks.

2 Related Work

Incomplete multimodal learning. Real-world
multimodal datasets are often partially observed
(e.g., sensor failures, cost, privacy), so models must
handle arbitrary modality subsets (Wu et al., 2024a;
Ma et al., 2021; Wu et al., 2024b). Prior work
mainly (i) learns subset-robust representations via
subset-invariant fusion, shared/specific factoriza-
tion, prompt-based adaptation (Dai et al., 2025b),
or hierarchical prompting and distillation (Mo et al.,
2026), and (i1) reconstructs missing modalities. Re-
cent single-model-for-all-subsets designs improve
scalability using shared—specific modeling (Wang
et al., 2023a), modality dropout (Alfasly et al.,
2022) and modality-masked transformers (Bach-
mann et al., 2022; Guo et al., 2024). Yet, implicit
handling of missingness can underestimate uncer-
tainty when multiple modalities are absent (Zeng
et al., 2022; Sun et al., 2024).

Generative multimodal completion. Completion
methods explicitly model p(missing | observed)
and generate diverse samples. VAEs/GANs en-
able cross-modal synthesis but can be blurry or
unstable (Wu and Goodman, 2018; Li et al., 2016;
Kebaili et al., 2025). Diffusion models are increas-
ingly used for severe missingness due to flexible
conditioning and strong sample quality (Ho et al.,
2020; Zhang et al., 2025a), with masked condition-
ing and unified training across missing patterns (Ke-
baili et al., 2025; Meng et al., 2024). Recent vari-
ants add modality-aware encoding/fusion (Zhong
et al., 2025; Zhang et al., 2025b), bidirectional re-
covery to reduce bias (Dai et al., 2025a), retrieval-
augmented diffusion for robust incomplete multi-
modal learning (Dai et al., 2025¢), and modality-
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masked diffusion for random subsets (Meng et al.,
2024). However, most approaches still learn a
largely static feature-to-target mapping, which can
break when cross-modal relations shift with seman-
tic context, yielding over-smoothed or mismatched
completions.

3 Method

3.1 Motivation and Overview

The static-mapping trap. Most completion meth-
ods learn a fixed map from observed features to
missing targets in a single continuous latent. Un-
der natural missingness this is a poor fit for two
reasons. (i) Semantics are better determined than
signals. Observations usually pin down what is
happening far more reliably than how it is realized:
a silent clip of a breaking wave implies loudness
but not pitch; a partial video fixes the action but
leaves the audio underdetermined. Regressing di-
rectly into signal space collapses these many valid
realizations into one averaged output, e.g., blur,
or attenuated semantic evidence. (ii) Cross-modal
dependencies drift. Audio—visual correspondence
shifts with speaker turns and scene changes, so
a fixed fusion rule amplifies mismatch as the ob-
served subset varies across samples and timesteps.
Our principle: resolve what, then render how.
We therefore decouple completion into semantic
planning followed by signal rendering, and instan-
tiate it as the Hybrid State-Space Model (HySSM).
HySSM evolves a coupled latent state across two
manifolds: a symbolic manifold Mgy,,, where a
frozen omni-modal LLM reasons over discrete to-
kens, and a signal manifold M;,, where condi-
tional diffusion synthesizes the target signal or fea-
ture representation. Discrete tokens act as an in-
formation bottleneck: they retain compositional,
causal structure while discarding incidental signal-
level variability, which stabilizes reasoning under
partial supervision. Given observations X©, the
process reads

e= SenC(XO), s = Proj(e),
s di,(szym | s, Z, e), k=1,....K,
Hey = Ency(s3¥™) € RExd,
2m) ~ pgm(:r(m) | Hctl), Ym € T;.
As illustrated in Fig. 1, three modules realize this
pipeline and hand off cleanly to one another: (1)

Markovian Semantic State Transition (MST, sec-
tion 3.2) plans what to generate; (2) Cross-Space

Manifold Projection (CMP, section 3.3) bridges
the discrete plan to the continuous generator and
decides where each concept applies; and (3) Drift-
Guided Stochastic Recovery (DSR, section 3.4)
renders the signal stochastically, preserving diver-
sity around the inferred semantics.

Problem setup. Let D = {X;} be defined over
a modality universe M = {img,aud, txt} (the
formulation is agnostic to |M|). Each sample
exposes an available subset A; C M; modali-
ties in M \ A; are intrinsically unobserved and
never supervised. At each step we split A; into
observations O; and withheld-but-available targets
Ti = A; \ O, and learn to sample {Z!" },,c7; from
XP = {2 | m € O;}. Losses are defined only
form € A;.

A note on terminology. ‘“State space” here
specifically refers to the coupled latent state
(7™, z¢) with Markov transitions p(S®™) =
p(sg™) T1e p(s™ |s7") and terminal-state emis-
sion p(z | si¥™). This is a latent-variable state-
space process; it is not a structured SSM in the
S4/Mamba sense (Gu et al., 2021; Gu and Dao,
2023) (transitions come from an autoregressive
LLM, not learned linear recurrences), and we make
no efficiency claims of that kind.

3.2 Markovian Semantic State Transition

Why plan in a discrete space. Sparse observations
constrain meaning but not realization. Updating a
continuous latent under this ambiguity entangles se-
mantic inference with low-level synthesis and tends
to drift under partial supervision. MST instead
carries the reasoning in natural language, whose
discrete topology filters aleatoric noise while pre-
serving the causal skeleton that later conditions gen-
eration. The same mechanism degrades gracefully
to the unimodal case (|A4;|=1, e.g., patch-masked
MNIST): the symbolic state then encodes within-
modality structure (digit identity, coarse stroke lay-
out) read from the visible region.

Feeding raw modalities to the LLM. A natu-
ral objection is that a text-pretrained LLM cannot
read pixels or waveforms. We make the interface
explicit. A frozen perception encoder &gy turns
each observed modality into two complementary,
observation-only views: (i) verbalized descriptors
e = {€™}meo,, short strings from off-the-shelf
recognizers (ASR transcripts, object/attribute tags,
prosody/affect tags) that the LLM reads as text;
and (ii) soft evidence tokens, continuous features
projected by a light per-modality adapter g,, into
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Figure 1: Overview of HySSM. HySSM resolves what is missing before rendering how it appears. From

sparse observations, a frozen encoder extracts observation-only evidence. (1) MST samples .S evidence-grounded
trajectories of discrete semantic states via a frozen omni-modal LLM and reweights them into a control state H.
(2) CMP injects H_) through cross-attention, yielding a coordinate-wise semantic field that localizes each concept.
(3) DSR uses this field to drift-guide a conditional diffusion model, synthesizing the missing modalities.

the LLM embedding space, €™ = g,,(feat(z™)), Invariance across observed subsets. The same

prepended as a soft prompt. With the fixed system
instruction Z (App. A.4), the LLM is “omni-modal”
in input, conditioning only on O;, never on the
label, so leakage is precluded by construction.
What a semantic state is. A state s;”"" is a block
of discrete tokens, a short proposition about the
missing content (e.g., “a medium-pitched dog bark,
single animal”). The plan is the chain of such
blocks, generated autoregressively,

H%

so sampling S trajectories approximates the poste-
rior over plausible explanations of X©.

Evidence grounding. Free-form reasoning can hal-
Iucinate. We score each state by its agreement with
the observed evidence using a calibrated similarity,

) enc(e)>> €(0,1],

with a frozen encoder enc(-) and temperature
k. Since e depends on O;, r cannot reference
the target. We penalize ungrounded transitions,
Leround — >, logr(s™, e), confining the
plan to the evidence-compatible region of Mgy,.

Pp(SY™ | s, I, e) = s Te),

(™ @)= o{ i enc(s}™

event may appear as {img, txt} or {aud}. To stop
the planner latching onto set-specific cues, we draw
two subsets O,, O, C A;, pool each control into a
single summary H (X ©) (mean over the L control
tokens), and match them:

Leons H(X)|[3].
ey
This constrains only the pooled, shared intent; the
per-token field H.) keeps modality- and location-
specific detail through the coordinate-wise injec-
tion of Sec. 3.3. Collapse to a constant summary is
prevented because the dominant reconstruction loss
demands fidelity, the planner is frozen, and Ao is
small (we confirm low sensitivity to Ao in Sec. 4).
Connecting discrete plans to differentiable train-
ing. Token sampling is non-differentiable, so we
keep the LLM frozen and link planning to gener-
ation by a grounding-weighted aggregate With
cumulative reward R, = >, logr(s}> " n€) <0,

= anyobgfli [ ‘H(Xoa) -

H. = Z wp, Ency, S?rf;)

exp(R,/T)

TS exp(Ry /)

2
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Gradients reach only the differentiable encoder
Ency and the emitters; the planner stays a stable
bottleneck. On planner adaptation: any parameter-
efficient tuning of the LLM (e.g., a QLoRA warm-
up of the adapters g,,, for input alignment) is done
once as a separate stage and then frozen, i.e., it
aligns the soft evidence tokens but neither makes
the discrete bottleneck differentiable nor alters the
main training dynamics.

3.3 Cross-Space Manifold Projection

Global conditioning is not enough. The plan
s lives on Mgy, while the emitter generates
on M. Simply concatenating token embeddings
with continuous latents yields coarse, global con-
ditioning: the generator knows what to produce
but cannot localize where/when to apply it. CMP
closes this gap. We first densify the plan into a
differentiable, modality-agnostic control sequence,
Hey = Ency(s¥™) € RE*4 (under reweighting,
the aggregate of Eq. (2)). We then inject it through
multi-head cross-attention from an emitter feature
map z € RE=xdz;

prm) (Za Hctl) =T ( (WQZ)(V\[/%{HC“)T > (WVHctl)'

where 7(.) is the softmax function.

Reading the attention. Queries index the gen-
erator’s spatiotemporal coordinates (where guid-
ance is needed); keys select which semantic at-
tributes are relevant; values carry the content. The
resulting map is a coordinate-wise semantic field
over Mg, €.g., binding “barking” to the temporal
frames where it should sound. This localized bind-
ing, rather than a single global vector, is what lets
a discrete plan exert fine-grained control, and is
the operative novelty distinguishing HySSM from
uniform classifier-free or posterior guidance.

3.4 Drift-Guided Stochastic Recovery

Why stochastic, not regression. A fixed semantics
still admits many signals: “a dog barking” maps
to countless waveforms. Deterministic emitters
average them; we instead model emission as con-
ditional latent diffusion (Rombach et al., 2022;
Ho et al., 2020), which keeps fidelity and diver-
sity. Starting from xp ~ N (0, I'), we integrate the
reverse-time SDE (Song et al., 2020)

dz=[f(z,t)9°(t) Vi log pi(z | Hen) | dttg(t) dio.

Semantic drift, localized. Building on poste-
rior/classifier guidance (Ho and Salimans, 2022;

Chung et al., 2023), we approximate the condi-
tional score with an e-network, but route the condi-
tion through the localized projection prm) of sec-
tion 3.3 rather than as a global vector:

1
Ve logpu(e | Hea)  — o, (0.1
Hl(/,m) (xt’ Hctl)) .

Conditioning thus induces a coordinate-wise se-
mantic drift that biases trajectories toward plan-
consistent signals, while the diffusion term retains
the stochasticity needed for diverse completions.
Tunable adherence. We balance realism against
semantic fidelity with classifier-free guidance (Ho
and Salimans, 2022) and a learnable null &:

€ = €0, (.’Bt, t, @)

3)
+w (69m (-’Bt, L, Hctl) — €0, (-rtv t, ®)> .
where larger w tightens adherence at the cost of
diversity (analyzed in section 4). Each emitter is
trained with the standard denoising objective

2
Lot =E,om e —eo, @™ 1, Hea)[[3]. )

inst

3.5 Training and Inference

Randomized masking. For each sample we split
A; into (O;, T;) at a fixed missing rate 7 but a ran-
domized pattern, forcing inter-modal dependencies
rather than a fixed observed—target map, the basis
for robustness to agnostic masking shift (Sec. 4).
The training loss is:

Liotal = Ei,OigAi [ Z 'Cl(:slz
meT;

&)
+ A1 Lground + >\2£cons] .

We update the emitters {6,, } and encoder ¢ (and
adapters g, if not pre-frozen); planner stays frozen.
Inference. Given X©, HySSM (i) samples S se-
mantic plans via the frozen LLM, (ii) aggregates
them into a deterministic H by grounding-based
reweighting, and (iii) renders each missing modal-
ity by integrating the guided reverse SDE from
Gaussian noise. The control is deterministic while
the signal is stochastic, so multiple noise seeds
yield diverse completions that share the inferred
semantics, a property we quantify in section 4.
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Algorithm 1: HySSM training
Require: Dataset D; frozen Omni-LLM py;
denoisers {eg,, }; encoder Enc,.
1: while not converged do
2:  Sample batch B C D.
3: foreachi € Bdo
4: Mask: split A; — (O;, T;) at rate r,
random pattern.

5: Evidence: e = £.,.(X9) (verbalized +
soft tokens).
6: Plan: sample S trajectories {S;”™} from
ps(- | € 1).
7: Control: R,,=), log T(SZ},’:}’ e);
Hen=)", wnEncy(s¥), wp efin/T.
8: Consistency: if |4;|>1, draw O,, O,
and accumulate L¢ons (Eq. (1)).
9: for m € 7; do
10: t~U|0,1], e~N(0,I); accumulate
£ (Eq. (4)) via I
11: end for

12:  end for

13:  Update {0,,}, 1) by V Liota1; planner
frozen.

14: end while

4 Experiments

4.1 Experimental Setup

Datasets and metrics. We evaluate HySSM
on MNIST (LeCun et al., 1998), Hateful
Memes (Kiela et al.,, 2020), and CMU-
MOSEI (Zadeh et al., 2018) under missingness
patterns.  MNIST benchmarks image recon-
struction. Hateful Memes and CMU-MOSEI
evaluate feature-level cross-modal completion
for classification, using CLIP/RoBERTa and
BERT/COVAREP/Facet streams, respectively.
We report RMSE/Accuracy on MNIST, AU-
ROC/Accuracy on Hateful Memes, and F1/Acc-3
on CMU-MOSEI, treating CMU-MOSEI as a
sentiment task.

Missingness scenarios. We consider settings
with missing rate » € [0.1,0.9]. (1) Intra-modal
(MNIST): randomized window masking corrupts
image signals (Dai et al., 2025a). (2) Inter-modal
(Hateful Memes, CMU-MOSEI): we drop entire
modalities to simulate sensor loss, while enforcing
|O;| > 1 for evidence grounding. To evaluate agnos-
tic masking shift (AMS), all methods are trained
only at 7 = 0.5 and tested across the full range.

Implementation details. We encode each modal-
ity with off-the-shelf features and project them into
a shared 512-D latent via linear layers. Our model
comprises a frozen omni-modal LLM planner, a
6-layer Transformer semantic encoder (d= 512),
and a HySSM evolution module with state size
N = 64, followed by modality-specific latent diffu-
sion models. We reconstruct signals with 50-step
DDIM sampling. Training uses AdamW (Ir=10"4,
batch size 64) for 100 epochs at r= 0.5, with A\;=
0.5 and A= 0.1. Experiments run on NVIDIA
A100 (80GB) GPUs. More implementation details,
please refer to Appendix B.

Baselines. We compare HySSM with 10 methods
spanning two paradigms. Non-generative repre-
sentation approaches improve robustness, includ-
ing Robult (Nguyen et al., 2025), Memory-Driven
Prompt (Zhao et al., 2025), HME (Zhuang et al.,
2025), and StableMiss (Zhu et al., 2023). Gener-
ative/completion approaches reconstruct missing
signals or align manifolds, including MD?N (Dai
et al., 2025a), Knowledge Bridger (Ke et al., 2025),
CAPIMAC (Ma et al., 2025), SMCMSA (Sun
et al., 2024), IMDer (Wang et al., 2023c), DiC-
MoR (Wang et al., 2023b). Adaptation details for
three datasets are deferred to Appendix B.2.

4.2 Results and Analysis

Tables 1-3 compare HySSM with recent baselines
under agnostic masking shift.
MNIST. HySSM achieves the best RMSE/accuracy
at all missing rates, with the advantage becoming
more evident under severe missingness. Atr = 0.9,
HySSM still obtains 0.215/69.4%, outperforming
the strongest baseline and indicating that semantic
planning helps preserve digit-level structure when
most pixels are unobserved.
Hateful Memes. HySSM also performs best un-
der whole-modality missingness. Compared with
Knowledge Bridger, it improves from 51.3/47.1
to 54.6/48.2 at r = 0.9, suggesting that evidence-
grounded semantic states are useful when either
visual or textual cues are largely absent.
CMU-MOSEIL HySSM attains 54.1/59.2 at r =
0.9, surpassing StableMiss (42.1/48.1) and SM-
CMSA (52.1/58.4). The gain on this tempo-
rally aligned multimodal dataset further shows that
semantic-first planning can mitigate semantic drift
under extreme missingness and masking shifts.
Across reconstruction (MNIST) and downstream
classification (Hateful Memes, CMU-MOSEI),
HySSM consistently ranks first under AMS and
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Table 1: MNIST performance under Agnostic Masking Shift (AMS) (RMSE | / Acc 1). Models are trained at
r = 0.5* and evaluated across all r € [0.1, 0.9]. Bold and underline denote the best and second-best results.

Category |[Method | 0.1 0.2 0.3 0.4 0.5% 0.6 0.7 0.8 0.9
StableMiss [0.129/90.1 0.125/89.4 0.128/88.5 0.118/87.2 0.114/87.1 0.158/84.4 0.202/76.1 0.268/68.5 0.325/53.1
Non-Gen | IME 0.118/92.2 0.112/93.1 0.114/92.5 0.108/94.2 0.102/94.1 0.135/87.8 0.181/79.2 0.241/70.5 0.288/61.2
O Robult 0.102/96.2 0.098/95.1 0.101/95.5 0.092/94.1 0.091/93.2 0.125/90.8 0.158/85.4 0.198/77.1 0.259/64.5
Memory-P | 0.104/95.5 0.095/94.2 0.098/95.1 0.095/94.4 0.092/94.8 0.116/92.5 0.152/86.1 0.202/78.4 0.248/66.8
CAPIMAC | 0.168/84.1 0.164/82.5 0.158/84.8 0.151/83.4 0.144/84.5 0.195/78.1 0.245/70.2 0.312/59.4 0.388/44.5
DiC-MoR | 0.124/91.2 0.121/90.4 0.118/91.8 0.115/92.4 0.112/93.5 0.152/86.4 0.195/78.5 0.251/70.1 0.312/55.1
Gen IMDer 0.101/95.8 0.104/94.8 0.098/95.4 0.092/94.8 0.095/93.6 0.128/89.8 0.165/83.2 0.218/76.8 0.272/62.5
SMCMSA  |0.098/96.1 0.096/95.5 0.095/95.2 0.094/94.1 0.085/93.5 0.122/91.2 0.148/85.8 0.208/78.7 0.242/68.5
KnowledgeB | 0.104/95.2 0.099/93.8 0.102/91.5 0.094/90.2 0.091/91.1 0.128/88.1 0.168/82.5 0.215/75.4 0.271/61.8
MD?N 0.094/96.8 0.098/95.2 0.094/95.6 0.092/94.8 0.088/93.3 0.124/91.8 0.152/87.2 0.204/77.8 0.248/66.1
Ours  |HySSM  |0.082/97.3 0.085/96.4 0.087/95.7 0.089/94.9 0.092/95.1 0.105/92.9 0.130/88.2 0.170/79.0 0.215/69.4

Table 2: Hateful Memes performance under Agnostic Masking Shift (AMS) (AUROC / Acc 1). Models are trained
atr = 0.5* and evaluated across all € [0.1,0.9]. Bold and underline denote the best and second-best results.

Category | Method | 0.1 0.2 0.3 0.4 0.5% 0.6 0.7 0.8 0.9
StableMiss | 66.1/61.2 65.4/60.5 64.8/59.8 63.2/58.5 63.8/59.1 60.4/55.2 56.1/51.1 51.4/46.5 45.1/39.2
Non.Gen | IME 68.2/63.1 67.5/62.4 66.8/61.8 65.5/61.1 66.1/61.5 63.2/58.1 59.4/54.2 54.2/49.1 48.4/42.1
O | Robult 72.1/66.4 71.4/65.8 70.5/65.1 69.1/642 69.8/64.8 67.4/62.1 64.1/59.1 58.5/53.1 51.1/46.2
Memory-P | 70.5/64.8 69.8/64.1 68.5/63.1 67.1/62.1 67.8/62.5 64.5/59.4 61.2/56.1 56.4/51.4 50.1/44.1
CAPIMAC | 62.5/57.1 61.1/56.2 60.2/55.4 58.5/54.1 59.1/54.5 55.4/50.1 51.2/46.1 46.1/40.1 40.2/34.1
DiC-MoR | 67.1/62.4 66.2/61.5 65.5/60.8 64.1/59.1 64.8/59.8 61.2/56.2 57.1/52.1 52.1/47.2 45.5/39.2
G IMDer 69.4/64.8 68.8/64.1 68.1/632 66.5/62.1 67.2/62.8 64.1/59.4 60.2/55.4 55.1/50.5 49.2/43.1
et SMCMSA | 71.2/66.5 70.5/65.4 69.8/64.5 69.5/64.5 70.2/65.1 68.1/63.1 65.0/60.1 56.1/51.1 49.1/44.1
KnowledgeB | 70.8/65.4 70.1/64.4 69.4/63.5 68.1/62.1 68.8/62.8 65.1/60.2 61.2/56.4 59.1/54.4 51.3/47.1
MD’N 71.4/66.2 70.8/65.1 69.8/64.4 69.1/64.1 69.8/64.8 66.5/61.1 62.8/57.2 57.5/52.1 51.0/46.5
Ours |HySSM | 74.5/69.4 74.3/69.0 73.8/68.3 71.5/67.4 T10/67.6 68.5/64.5 65.0/60.5 59.2/54.5 54.6/48.2

degrades gracefully as missingness increases. This
pattern supports our key design choice: semantic-
first planning with a stable symbolic bottleneck,
followed by conditioned generation, improves ro-
bustness to both extreme missing rates and masking
distribution shifts.

4.3 Ablation Study

We quantify the contribution of each component
in HySSM across architectural choices, bottleneck
design, projection operators, and training objec-
tives. Unless stated otherwise, results are averaged
over missing rates € {0.1,...,0.9} and five runs
(additional ablations in the supplementary).

HySSM architecture. Tab. 4 validates the core de-
sign of semantic planning — signal rendering. Re-
moving the hierarchy (ii) consistently degrades per-
formance (e.g., CMU-MOSEI F1: 69.5 — 66.2),
indicating that explicit semantic evolution mitigates
the one-to-many ambiguity of incomplete obser-
vations. Eliminating hybrid coupling (iii) causes
the largest drop (e.g., Hateful Memes AUROC:
68.0 — 61.2), showing that aligning discrete se-

mantics with continuous synthesis is essential. Re-
placing Markov transitions with global pooling (iv)
is worse than the Markovian variant, suggesting
completion benefits from step-wise state transitions
rather than static mapping. A plain MLP (v) per-
forms worst, confirming that structured dynamics
and cross-space coupling are both necessary.

Discrete symbolic bottleneck. Fig. 2 shows that
discrete tokens provide an effective information
bottleneck. Replacing tokens with continuous em-
beddings (ii) reduces robustness, consistent with
increased sensitivity to mask-induced variability.
Soft-Gumbel (iii) partially recovers performance
but remains below hard tokens, while removing
planning entirely (iv) causes the largest degrada-
tion, confirming that explicit semantic trajectories
are critical under agnostic mask shifts.

Manifold projection. Fig. 3 demonstrates that
cross-attention is the most effective projection from
symbolic controls to signal-space generation. Sim-
ple feature concatenation (ii) is notably weaker,
indicating that coarse global conditioning fails to
localize semantic cues in the continuous manifold.
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Table 3: CMU-MOSEI performance under Agnostic Masking Shift (AMS) (F1 / Acc-3 1). Models are trained at
r = 0.5* and evaluated across all r € [0.1,0.9]. Bold and underline denote the best and second-best results.

Category Method 0.1 0.2 0.3 0.4 0.5% 0.6 0.7 0.8 0.9
StableMiss ~ 68.2/71.4 67.4/70.5 66.1/69.8 65.1/68.4 65.5/68.5 62.1/65.1 57.1/61.1 50.2/554 42.1/48.1
Non.Gen  HME 70.1/72.8 69.4/72.1 69.8/72.4 67.8/702 68.1/70.8 64.2/67.5 60.1/63.4 54.1/58.1 46.5/51.2
On-LeN R obult 73.2/75.1 71.5/742 72.1/74.8 70.5/73.1 71.1/73.8 68.2/71.1 64.2/67.4 58.1/63.5 50.2/56.4
Memory-P  71.4/74.1 70.8/734 69.4/72.5 68.1/71.5 69.4/72.1 69.4/72.8 61.2/65.8 55.1/60.1 47.5/54.1
CAPIMAC  64.1/67.1 62.1/65.4 62.5/65.8 60.4/63.2 61.1/63.8 57.1/60.4 51.2/55.1 44.1/48.1 36.2/41.5
DiC-MoR  68.8/71.1 67.5/70.4 66.8/69.8 65.4/682 66.1/68.8 62.1/65.4 57.2/61.1 51.2/56.1 44.5/50.1
G IMDer 72.1/74.8 70.8/73.5 71.1/73.8 71.8/74.1 70.1/72.8 67.4/70.1 63.1/66.2 57.1/61.4 48.2/55.1
& SMCMSA  74.1/76.5 73.2/75.1 71.8/742 712/73.8 72.4/75.1 68.5/71.8 65.1/68.5 58.2/62.4 52.1/58.4
KnowledgeB 72.1/74.5 71.1/73.8 71.1/73.8 69.1/72.1 69.8/72.8 67.1/70.1 62.4/66.8 57.1/61.8 49.1/55.1
MD2N 72.4/75.1 713.5/75.8 71.2/74.1 70.8/73.4 71.5/74.1 68.1/70.8 64.2/67.8 59.1/63.1 50.4/57.2
Ours HySSM 76.1/78.4 75.8/782 75.0/77.5 74.1/75.7 73.4/752 70.8/72.0 66.5/68.8 60.0/63.9 54.1/59.2

Table 4: Ablation study on HySSM architecture. Values
averaged across r € [0.1,0.9]. Bold denotes best.

Variants MNIST Hateful Memes CMU-MOSEI
(RMSE / Acc) (AUROC / Acc) (F1/ Acc)
(i) Full HySSM (Ours) 0.117/89.0 68.0/63.2 69.5/72.1
(ii) w/o Hierarchy 0.136/86.4 64.9/60.1 66.2 / 68.8
(iii) w/o HySSM 0.154/82.5 61.2/56.9 63.1/65.4
(iv) Non-Markovian 0.125/87.8 66.7/62.4 68.1/70.8
(v) Baseline MLP 0.185/76.2 55.4/49.8 56.8/61.2

MNIST Performance CMU-MOSEI Performance

Hateful Memes Performance

0.18
£0.16
20.14
2012
50.10

20.08
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20.02

0.00 -5

‘.l MNIST RMSE [ MNIST Acclll Hateful Memes AUROC [ Hateful Memes Acc Ml CMU-MOSEI F1 l CMU-MOSEI Ace

Figure 2: Ablation of Discrete Symbolic Bottleneck on
MNIST, Hateful Memes, and CMU-MOSEI. All values
are averaged across missing rates r € [0.1,0.9].
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Figure 3: Ablation on Manifold Projection operator IL,.
Values are averaged across missing rates r € [0.1,0.9].

Linear alignment (iii) and additive attention (iv)
improve over concatenation but still lag behind
cross-attention, supporting our manifold projection
for fine-grained semantic-to-signal binding.

Regularization terms. Tab. 5 confirms the impor-
tance of grounding and subset-consistency regu-
larization. Removing Lgroung sharply reduces per-
formance (e.g., Hateful Memes AUROC: 68.0 —
61.5), consistent with ungrounded semantic transi-
tions. Removing L ons yields a smaller but consis-

Table 5: Ablation study on regularization terms Lground
and Lons. Values averaged across r € [0.1,0.9]. Bold
denotes best.

. MNIST Hateful Memes CMU-MOSEI
Variants
(RMSE / Acc) (AUROC/ Acc)  (F1/Acc)
(i) Full Objective 0.117/89.0 68.0/63.2 69.5/72.1
(i) W/0 Lground 0.142/85.3 61.5/57.4 65.4/67.8
(iii) /0 Leons 0.125/87.5 65.2/60.9 67.1/69.8
(iv) Baseline (Ling only)  0.170/78.5 58.6/53.4 60.2/62.5

(a) Sensitivity to ® (b) Sensitivity to S

—e— NS
oM 1

—e— MNIST (RMSE) ols
= Hateful Memes (AUROC)

CMU-MOSEI (Ace)

100 1 10 20

Sampled Trajectories S

0 50 7s
Guidance Scale ®

Figure 4: Sensitivity of guidance scale w (a) and sam-
pled semantic trajectories S (b). All values are averaged
across missing rates € [0.1,0.9]. Red stars denote
peak performance.

tent drop (e.g., CMU-MOSEI F1: 69.5 — 67.1),
indicating that enforcing invariance across observa-
tion subsets improves robustness to missing-pattern
shifts. Using only L performs worst, show-
ing that structured regularization is critical beyond
instance-level supervision.

Hyper-parameter sensitivity. Fig. 4 analyzes the
guidance scale w and the number of sampled se-
mantic trajectories .S on CMU-MOSEI. Increasing
w initially improves conditional adherence, reach-
ing an optimal range around w = 7.5 (marked by
stars). However, overly large guidance scales lead
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to a drop in fidelity or performance plateau, reflect-
ing the standard guidance trade-off. Regarding tra-
jectory count, performance improves significantly
with S but saturates near S ~ 10. The marginal
gains observed when increasing S to 20 are neg-
ligible compared to the linear growth in runtime,
motivating S = 10 as an efficient practical default.

5 Conclusion

We presented Semantic-first Completion (SFC)
for incomplete multimodal learning, which first
resolves evidence-consistent semantics and then
stochastically realizes missing signals under nat-
ural missingness. Instantiated as HySSM, our
method combines Markovian semantic state transi-
tions with a discrete token bottleneck, cross-space
manifold projection, and drift-guided conditional
diffusion for missing-modality recovery. Exper-
iments across multiple datasets show consistent
gains under diverse missing patterns and strong
robustness to agnostic masking shift, including ex-
treme incompleteness up to 90%. Ablations further
verify the complementary roles of semantic plan-
ning, grounding, and consistency regularization.

Limitations

Although HySSM demonstrates strong robustness
under diverse missingness patterns, HySSM still
has limitations. First, its semantic planning stage
depends on the quality of the frozen planner and
extracted evidence, so weak or misleading observa-
tions may lead to imperfect semantic trajectories.
Second, sampling multiple plans and diffusion-
based recovery introduce higher computational cost
than single-pass completion methods. Finally, our
experiments cover several representative bench-
marks, but broader validation on larger-scale and
more open-world multimodal missingness scenar-
ios remains future work.
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A Theoretical Derivations and Model
Details

A.1 Formal Dynamical Evolution of the
HySSM

The core of the HySSM lies in coupling the discrete
symbolic manifold M and the continuous signal
manifold M, via a joint score function. This sec-
tion provides a step-by-step derivation from proba-
bilistic factorization to the correction of the stochas-
tic differential equation (SDE).

Chain Decomposition of the Joint Score Func-
tion. Consider the joint probability distribution
pi(x, s¢) at diffusion time ¢. By applying the prod-
uct rule of probability, the evolution of the total
score function for signal state x; is derived as:

Va, log pi(ze, st) = Vi, 1og [pe(x¢) - pe(se|z)]

= Vg, [log ps(x¢) + log py(s¢|xy)]

== vﬂ?z logpt(xt)
+ V., log pi(se|zy)

(6)
Utilizing Bayes’ rule p;(s¢|z:) = pif(x;‘ts(tazgf(sf) ,
and noting that V, log p¢(s¢) = 0:
Va, log pi(a, st) = Va, log pi(x:)
+ V1o Z¢|s
v log pi(we|st) 7

- v:ct logpt (xt)
= Vg, log ps(z¢|s¢)

This chain of equalities demonstrates that the signal
state dynamics are governed by conditioning on the
symbolic state sy.

Coupled Reverse SDE Expansion. Substituting
the score function into the reverse-time SDE, let
f(z,t) be the drift term and g(t) the diffusion term.
The trajectory dx is expanded as:

dz = [f(z,t) — ¢*(t) Vs log pe(z, s)] dt + g(t)dw
— [£(2,) = 6*(1)(Vur log pr(x)
4V, log pt(s\x))} dt + g(t)dw
= [f(z,t) — *()Va log py(z)] dt

Physical Diffusion
— g2 (t) Vo log py(s|)dt +g(t)dw

Semantic Correction

®)

Trajectory Correction under AMS. Under Ag-
nostic Masking Shift (AMS), where original ob-
servations are uncertain, we utilize the semantic
trajectory 7 generated by the MST module as an
equivalent parameterization of s;. The guidance
term V, log py(s|z) is instantiated as:

Vi log pi(s|r) = Vi log py(T|z)
1
x V. [ shglotan - 713

Op(z4)
&rt

= (6(e) = T)

€))

where ¢(-) is the semantic mapping operator. This
derivation shows how HySSM directs the signal
manifold toward the semantic trajectory via the
residual (¢(x) — T), ensuring logical consistency

even with severe input deficits.

A.2 Mathematical Proof of Drift-Guided
Stochastic Recovery (DSR)

DSR aims to transform the semantic trajectory 7
inferred from the discrete symbolic space into a dy-
namic force field within the reverse diffusion pro-
cess. This section provides the complete derivation
from the conditional score function to the instantia-
tion of the drift term.

Bayesian Derivation Chain of the Conditional
Score Function. Given observations O, sam-
pling on the signal manifold M, is driven by the
conditional score function V, log p;(z:|O). The
decomposition follows:

Va, log pi(4|0) = Vo, log [W]

= Vg, [log pi(O|zy)
+log pi(x¢) — log p(O)]
= Vg, log pi(w1)
+ Vg, logpt(Olzt) — 0
= Vg, log pi (1)
Prior Score
+ Vg, logpi(Olxy) .
Likelihood Guidance

(10)

Parameterization of Likelihood via Semantic
Trajectory 7. Under AMS, directly solving
pt(O|xy) is ill-posed. We model the likelihood
as an isotropic Gaussian centered on the semantic
trajectory 7. The derivation of the log-likelihood
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gradient is:
v:pt Ingt(O|$t) ~ vxt lOgN(gb('It)v Ta 021)
1 2
= Ve, |- graléten) ~ 1B
- log(\/ﬂa)d]

1
= 5 Vallé(@) ~ TI3
1
-T2 (¢(ze) = T) (@)
Y
where Jy(z¢) = %ﬂit) denotes the Jacobian ma-
trix of the perception operator.

Instantiation of the SDE Drift Term. Combin-
ing the guidance scale w and the diffusion coef-
ficient g(t), the total drift adjustment Af in the
reverse SDE is instantiated as:

Af =w- g2(t)VIt log pt(O|xy)

= wg?(1) —in(xt)—’f)%(xt) (12)
w 2 Tt
=202 0 -G

This chain of equalities proves how DSR dynami-
cally regulates the direction of stochastic evolution
by calculating the residual between the current dif-
fusion state and the preset semantic trajectory.

A.3 Weighted Balance Analysis of Loss
Functions

The full gradient operator VL., dictates the
convergence of model parameters . This section
provides a rigorous derivation of the gradient com-
ponents and analyzes the regularization mechanism
of the consistency constraint.

Linear Expansion of the Total Gradient. Fol-
lowing Eq. (5) in the main text, the total loss Loq;
is a weighted combination of task-specific compo-
nents. The full gradient VL. is derived as:

vGACtotal = VG [E'mst(e) + Alﬁground(e)

+>\2£cons(6)}
_ aﬁinst 8£gro'u,nd aﬁcons
= TMTag T

= Ginst + A1 8ground 1 A28cons
(13)
where g;,s; ensures physical generation quality,
while g4round and geons regulate semantic consis-
tency.

Manifold Regularization Derivation for L ..
Under the Agnostic Masking Shift (AMS), let R =
T(Og;0) — T (Op; 0) denote the residual between
semantic trajectories inferred from random subsets
O, and Oy. The gradient chain is expanded as:

vQ»Ccons == VQHT(OQ; 9) - T(Ob; 9)”%
=V |(Ta=T0)" (Ta —Th)

=2(Ta—T) Vo (Ta—Tp)
= 2R (Ju(0) — 34(0))

(14)

where J(0) = 07 /00 is the Jacobian matrix
with respect to model parameters. This derivation
confirms that Ao forces the capture of modality-
invariant intrinsic representations by penalizing pa-
rameter sensitivity to specific masking patterns via
the residual R.

A4 Prompt Mapping and Reasoning Logic of
MST

The MST module leverages the intrinsic logical
priors of LLMs to infer modality-invariant repre-
sentations. This section details the formal chain
of equalities for transforming discrete perception
symbols s into the continuous semantic trajectory

T.

Complete Chain of Prompt Construction. Let
s = {s1,...,sk} be discrete symbols and m =
{m1,...,mg} be the mask vector. The prompt
generation follows:

Prompt = Fpyompt (s, m)

= Iy, ® Concat ({Lookup(s;, m;)}1;)

K
= Isys + Z Sem(si) -m;
=1

K
+Unk - > (1 —my)
i=1
(15)
where Sem(-) maps indices to textual semantics.
This chain illustrates how MST preserves signal-
level evidence while identifying segments for cross-
modal inference.

Mathematical Instantiation of Trajectory. The
final semantic trajectory 7 is derived via the fol-
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lowing projection:

T = G (LLM(Prompt))
= G (Softmax(W,H,s: + b))
= {Proj(h1), ..., Proj(hk)}

:{7’1,...,7'[(}

(16)

where h; are hidden states of the LLM and Proj(-)
is the operator projecting features into the semantic
space. The sequence {7;} serves as the reference
for drift correction in Eq. (12), ensuring inherent
logical alignment.

Prompt Details. The Systemn Prompt is defined
as: “You are a multimodal logical expert. Task:
Infer the intrinsic trajectory 7 based on incomplete
tokens, ensuring cross-modal dependency consis-
tency.”

B Extended Experiment Setup

B.1 Datasets Details

We validate our method on a set of visual and multi-
modal benchmarks. These datasets include simple
image classification tasks and complex multimodal
comprehension tasks. The specific details are as
follows:

e MNIST(LeCun et al., 1998): A benchmark
dataset which contains handwritten digit im-
ages from 0-9, including a total of 60,000
train examples and 10,000 test examples. It
has been widely used in the evaluation of im-
age classification as well as generative model-
ing approaches due to its simplicity and well-
defined recognition task.

* Hateful Memes(Kiela et al., 2020): A multi-
modal dataset released by Facebook to detect
hate speech on the Internet memes. Each doc-
ument consists of an image, corresponding
text and labels describing whether the sample
is a hateful meme. More than 10,000 exam-
ples are included and require the model to
have vision-language reasoning ability. It is a
standard benchmark for models that need to
learn from both visual and textual information
in order to discriminate malicious content.

* CMU-MOSEI(Zadeh et al., 2018): A multi-
modal dataset used in sentiment analysis and
emotion recognition tasks. It includes over
23,000 video clips, which are annotated with

sentiment analysis (positive, neutral, or nega-
tive) and emotion intensity scores. The dataset
aligns three modalities: textual transcripts of
speech, visual signals (facial expressions and
gestures), and acoustic features (vocal tone
and prosody). It is a comprehensive bench-
mark for evaluating models’ ability to fuse
linguistic, visual, and audio information to
interpret human sentiment and emotion.

B.2 Baselines and Adaptation

B.2.1 Baselines Overview

* Robult(Nguyen et al., 2025): A multimodal
learning approach that leverages both redun-
dant cross-modal information and modality-
specific features to improve performance un-
der missing-modality conditions. By ex-
plicitly separating shared information from
modality-specific cues, Robult can maintain
stable performance when input modalities are
absent.

* Memory-Driven Prompt(Zhao et al., 2025):
Memory-Driven Prompt Learning proposes
a prompt-based method to enhance model’s
robustness against the absence of some modal-
ities by storing multimodal representation in
an external memory module, then injecting
learned prompts to guide the model with miss-
ing modalities. This helps the model to recall
missing information at inference time, thus
improving robustness against incomplete mul-
timodal input.

* StableMiss(Zhu et al., 2023): Tailored for pre-
diction with incomplete data under unknown
missingness patterns. It mitigates distribution
shifts in missing-data masks by guiding the
model to leverage stable features that are in-
formative even when parts of the input are
absent. Using a specialized training objective,
it achieves robust performance, ensuring re-
liable predictions across diverse missingness
scenarios.

» MD?N(Dai et al., 2025a): Unbiased genera-
tive multimodal completion approach based
on diffusion model which impute missing
modalities. It adopts a two-stage diffusion
process: the initial stage generates a grainy
estimate of missing modality content, while
the second stage refines this output to itera-
tively improve its fidelity. By modeling the
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missing data distribution through diffusion,
MD?N provides unbiased and diverse recon-
structions that are consistent with the observed
modalities.

Knowledge Bridger(Ke et al., 2025): A
training-free multimodal completion method
that infers missing modal information using
external knowledge. Instead of training task-
specific models for each missing-modality sce-
nario, it leverages pre-trained model or exter-
nal knowledge base as "bridge" for data impu-
tation, using the prior knowledge to complete
multimodal input without additional specific
training.

SMCMSA(Sun et al., 2024): A similarity-
based sentiment analysis method tailored for
uncertain missing-modality scenarios. Its core
idea lies on exploiting one modality to sim-
ulate another one. By completing the miss-
ing modality with correlated information from
available ones, SMCMSA exhibits strong per-
formance on sentiment prediction.

IMDer(Wang et al., 2023c): An emotion
recognition framework that integrates a diffu-
sion mechanism to handle missing modalities.
It employs a diffusion model in the latent fea-
ture space to propagate cross-modal informa-
tion, effectively inferring missing modal con-
tent based on available ones. This diffusion-
based imputation allows the model to capture
the underlying emotional context from par-
tial inputs and improves emotion recognition
accuracy when modalities are absent.

DiC-MoR(Wang et al., 2023b): A multimodal
missing modality recovery method which
makes the recovered data are statistically con-
sistent with the true data distribution. It is
trained to reconstruct missing modality fea-
tures whose distributions are similar as ob-
served ones. By imposing distributional con-
sistency on the imputed modalities, DiC-MoR
mitigates biases induced by naive imputation,
leading to more reliable multimodal predic-
tion when some inputs are missing.

HME(Zhuang et al., 2025):A hyper-modality
enhancement framework designed to capture
high-order correlations among modalities for
missing-modality scenarios. Unlike tradi-
tional graph-based methods that rely on pair-

wise interactions, HME constructs a dynamic
hypergraph to model complex, non-linear re-
lationships between audio, visual, and textual
features. This structure allows the model to ef-
fectively infer and enhance missing modality
representations by propagating information
through high-order connections from avail-
able data, ensuring robust sentiment analysis
performance.

* CAPIMAC(Ma et al., 2025): A consistency-
aware padding method for incomplete and
misaligned multimodal clustering. It uses self-
repellent greedy anchor search to identify an-
chor samples and applies consistency-aware
padding to fill incomplete multimodal data be-
fore downstream alignment or classification.

B.2.2 Baseline Adaptation

For experimental rigor, baseline models are im-
plemented using official releases or high-fidelity
re-implementations following the original specifica-
tions. We strictly adhere to the hyperparameter con-
figurations and optimization settings recommended
in the original papers. To eliminate performance
discrepancies stemming from feature extraction,
all baselines utilize the same pre-extracted input
features (e.g., CLIP, RoBERTa, BERT, COVAREP,
Facet) and linear projection layers to a unified la-
tent space (d = 512) as described in the Implemen-
tation Details section, ensuring a fair comparison
of their respective reasoning and completion mech-
anisms.

(1) Adaptation of Non-Generative Methods.
These methods emphasize robustness through archi-
tectural design rather than explicit reconstruction.

Robult and StableMiss: These architectures em-
ploy native multi-branch processing. When evaluat-
ing on datasets with fewer modalities (e.g., MNIST,
Hateful Memes), we adopt a branch deactivation
strategy—only branches corresponding to available
modalities are activated, while redundant ones are
suppressed. This modular approach ensures that
the core alignment and discriminative logic remain
consistent with their original 2- or 3-modal formu-
lations.

Memory-Driven Prompt: This model leverages
memory-enhanced prompting to compensate for
missing information under incomplete multimodal
settings. For fair comparison, we follow its original
prompting mechanism and adapt only the input
projection layer when the feature dimensionality
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differs across datasets. The core memory-driven
prompt construction and fusion strategy are kept
unchanged.

HME: HME is originally designed for multimodal
sentiment analysis with incomplete audio, visual,
and textual modalities. For adaptation to differ-
ent modality configurations, we instantiate only
the modality-specific enhancement branches corre-
sponding to the available modalities in each dataset.
When the target dataset contains fewer modalities,
unavailable branches are removed rather than filled
with artificial inputs. The high-order enhancement
and uncertainty-aware fusion modules are kept un-
changed, so that the model preserves its original
mechanism for exploiting cross-modal dependen-
cies under missing-modality conditions.

(2) Adaptation of Generative and Completion
Methods. These models focus on reconstructing
missing information either at the signal or latent
level.

MD?N and IMDer: These models are designed
as multimodal completion frameworks and sup-
port parallel processing of multiple streams, such
as {A,V,T}. Their generative or reconstruction
modules are modality-agnostic, allowing them to
be adapted to different modality configurations by
changing only the input and output projection lay-
ers. In single-modality scenarios such as MNIST,
they operate in a degenerate single-branch mode,
where the reconstruction objective is applied di-
rectly to the observed signal space without modify-
ing the core completion mechanism.

CAPIMAC: CAPIMAC is originally proposed for
incomplete multi-modal alignment and completion
through consistency-aware padding. To adapt it
to our evaluation setting, we use the same pre-
extracted modality features and project them into
the unified 512-dimensional latent space before
applying its padding and alignment modules. For
datasets with different modality counts, the padding
module is instantiated only for the missing modal-
ities defined by the corresponding masking proto-
col. The consistency-aware alignment objective
is retained, allowing CAPIMAC to reduce the dis-
crepancy between incomplete and completed mul-
timodal representations without changing its core
completion mechanism.

Knowledge Bridger: This model employs large
language models (LLMs) as a universal seman-
tic relay. For modalities beyond its original dual-
modal scope, we follow the “knowledge bridging”

paradigm: extra-modal features are converted into
textual attribute descriptions and injected into LLM
prompts. This enables natural semantic fusion in
the latent space without retraining.

SMCMSA and DiC-MoR: These frameworks ad-
dress sequential alignment and cross-modal consis-
tency. We adapt the input channels of their align-
ment layers to match the modality count of the
target dataset. This dimensional self-adaptation is
a standardized configuration that maintains perfor-
mance stability across diverse multimodal combi-
nations.

B.3 Implementation Details

B.3.1 Network Specifications

Perception encoders project multimodal inputs into
a 512-dimensional unified latent space. We uti-
lize 1024-d CLIP and 768-d RoBERTa features
for Hateful Memes, and 768-d BERT, 74-d CO-
VAREDP, and 35-d Facet features for CMU-MOSEL
The MST module employs a 6-layer Transformer
encoder (8 heads, d;y = 2048, dropout=0.1) on
top of the discrete codebook (V = 1024). The
HySSM control module uses a 64-dimensional la-
tent control state. Latent features are normalized
before diffusion conditioning to improve numerical
stability.

Models are trained for 100 epochs with » = 0.5
and a batch size of 64. We use AdamW (LR = 1x
10~*) with a weight decay of 1 x 10~2 and gradient
clipping at 1.0. For the Llama-3-8B (Grattafiori
et al., 2024) backbone in the MST module, we
apply a separate QLoRA warm-up stage with a
rank of 16 and alpha of 32 to align soft evidence
tokens to the LLM input space. During the main
HySSM optimization, the LLM planner is frozen;
gradients update the semantic encoder, modality-
specific emitters, and lightweight adapters where
applicable. Following Eq. (5), the loss coefficients
are set to A} = 0.5 and A2 = 0.1 to balance signal-
level alignment and logical consistency.

Table 6: Detailed hyperparameters for our HySSM.

Parameter Value Notes

Optimizer AdamW  Weight decay 1 x 102

Batch Size 64 Distributed training

HySSM State (N) 64 Latent dimensionality

A1, A2 0.5,0.1 Grounding & consis-
tency

QLoRA Rank 16 Parameter-efficient tun-
ing

DDIM Steps 50 Signal reconstruction

33307



B.3.2 Data Preprocessing and Evaluation

Heterogeneous signals undergo Z-score normal-
ization to ensure signal-level consistency. For
CMU-MOSEI, COVAREP features are extracted
with a 20ms frame shift. Textual tokenization
is performed via BPE with a sequence limit of
128. Testing is conducted across the full range
r € [0.1,0.9], and all results are reported as the
average of five independent runs to ensure repre-
sentational resilience.

B.4 Formalization of Missing Scenarios

Signal-level and Modality-level Masking. The
experimental protocol defines two distinct degra-
dation modes to probe the robustness frontier of
HySSM. Signal-level degradation (e.g., MNIST)
is operationalized via grid-based patch masking,
simulating packet loss or localized sensor corrup-
tion. Modality-level missingness (e.g., Hateful
Memes and CMU-MOSEI) involves the asymmet-
ric dropout of entire feature streams, mimicking
sensor offline scenarios or privacy-restricted omis-
sions. These protocols collectively construct a frag-
mented observation space, necessitating the model
to circumvent superficial statistical correlations in
favor of intrinsic logical dependencies.

Agnostic Masking Shift (AMS) Construction.
To quantify the out-of-distribution (OOD) general-
ization, we induce a spectral shift between training
and evaluation masking distributions. During train-
ing, the missing rate is fixed at » = 0.5 to expose
the model to the state space with the highest combi-
natorial entropy, thereby maximizing the learning
of intrinsic logic. In the testing phase, the rate r is
dynamically shifted across [0.1,0.9]. This shift val-
idates the efficacy of the MST module in steering
signal manifold regression via logical priors when
navigating beyond the empirical distribution of the
training set.

C Additional Experimental Results

Table 7: Ablation study on the Sample-and-Reweigh
strategy. Values averaged across r € [0.1,0.9]. Bold
denotes best.

MNIST Hateful Memes CMU-MOSEI
(RMSE/ Acc) (AUROC/ Acc)  (F1/ Acc)

Variants

(i) Weighted Integration (Ours) 0.117/89.0 68.0/63.2 69.5/72.1

(ii) Uniform Mean 0.121/88.3 66.5/61.9 68.2/70.8
(iii) Single Best 0.130/87.2 64.8/60.2 66.4/69.1
(iv) Argmax Generation 0.142/854 62.1/58.5 64.5/66.8

Validation of Sample-and-Reweigh Strategy.
We evaluate the bypass mechanism for the non-
differentiable bottleneck by comparing four strate-
gies: (i) Weighted Integration (ours); (ii) Uni-
form Mean,; (iii) Single Best; and (iv) Argmax
Generation. As shown in Table 7, Weighted Inte-
gration effectively outperforms other variants; for
instance, it surpasses Argmax Generation by 5.0%
in F1 score on the complex CMU-MOSEI dataset.
Analysis reveals that our strategy smooths the vari-
ance of discrete sampling and captures higher pos-
terior diversity via weights wy,. In contrast, variants
(iii) and (iv) often fall into low-probability genera-
tion traps by ignoring the tail of the posterior distri-
bution, resulting in a significant performance slump
in AUROC on Hateful Memes. This validates the
importance of the reweighting mechanism for op-
timizing the end-to-end semantic encoder under
multimodal uncertainty.

Table 8: Ablation study on the training masking strategy.
Values averaged across € [0.1,0.9]. Bold denotes
best.

MNIST
(RMSE / Acc) (AUROC / Acc)

Hateful Memes CMU-MOSEI
(F1/ Acc)

Variants

69.5/72.1
65.2/67.5
61.4/63.6

(i) Dynamic Randomized (Ours) 0.117/89.0
0.128/817.5
0.165/80.2

68.0/63.2
64.1/58.2
59.8/52.1

(ii) Fixed Pattern Training
(iii) No Masking

Robustness of Training Masking Strategy. We
compare different masking schemes to verify their
impact on model robustness, including: (i) Dy-
namic Randomized Masking (ours); (ii) Fixed
Pattern Training; and (iii) No Masking. As
shown in Table 8, our strategy achieves the most
stable performance across random missing scenar-
ios. In contrast, training without masking leads to
a sharp decline in F1 score on CMU-MOSEI (from
69.5% to 61.4%), indicating that models trained
only on complete data fail to generalize to incom-
plete test distributions. These results suggest that
dynamically partitioning O; and 7; is not merely a
data augmentation technique but forces the model
to learn deep inter-modal dependencies rather than
surface mappings. In the Hateful Memes task, the
robustness gained from dynamic masking is partic-
ularly evident, with an AUROC improvement of
approximately 3.9% over Fixed Pattern Training,
further validating the importance of randomized
diversity in building robust multimodal representa-
tions.
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