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Abstract
Emotion understanding from text has pre-
dominantly been approached through discrete
classification. Yet perspectives in psychology
and neuroscience suggest affective states may
also be continuous, context-dependent, and
temporally structured. Building on this, we
investigate emotion representations as latent
dynamical trajectories within transformer
embedding spaces. Using GoEmotions and
MELD across four transformer architectures,
we analyze the geometric organization and
temporal evolution of learned emotional states.
We find that latent trajectories exhibit temporal
persistence and structured transition dynamics,
while prediction error increases during
emotion shifts, signaling expectation violation.
We additionally introduce trajectory-level
latent interventions for controlled emotional
transitions through directional operations
in representation space. Finally, manifold
capacity analysis reveals partially aligned
and variably separable emotional manifolds,
suggesting shared geometric organization
across affective representations.

1 Introduction

Emotion understanding lies at the core of human
communication and remains a central challenge in
affective computing and conversational AI. Emo-
tion recognition in natural language processing
(NLP) has been predominantly formulated as a
discrete classification problem (Russell, 1980),
enabling scalable and effective modeling across
a broad range of applications. However, real-world
affective interactions are often context-dependent,
temporally evolving, and shaped by conversational
dynamics. Complementary perspectives in psy-
chology and neuroscience further suggest that emo-
tional states may emerge through processes of pre-
diction, conceptualization, and situational interpre-
tation rather than existing as fully isolated symbolic
categories (Barrett et al., 2025; Barrett, 2019).

These perspectives motivate investigating
whether emotion representations learned by
language models exhibit coherent geometric and
dynamical organization beyond static categorical
prediction. This is a representational motivation
rather than a claim that the learned latent struc-
ture reproduces human emotional processing.
Transformer-based language models organize
semantic information within structured latent
spaces (Plaza-del Arco et al., 2024; Bengio et al.,
2013), while research in manifold learning and
neural geometry suggests neural representations
frequently evolve along low-dimensional mani-
folds rather than isolated symbolic states (Chou
et al., 2025b,a; Cohen et al., 2020). Datasets
such as MELD (Poria et al., 2019) and GoEmo-
tions (Demszky et al., 2020) enabled large-scale
modeling of fine-grained and conversational affect,
and contextual architectures highlighted the impor-
tance of dialogue dynamics, speaker interactions,
and commonsense reasoning (Cambria et al.,
2026). Recent studies further suggest emotional
concepts in large language models may emerge as
interpretable latent directions and geometrically
structured subspaces (Shenoy et al., 2013; Choi
and Weber, 2026; Park et al., 2023).

We investigate emotion representations as latent
dynamical trajectories within transformer embed-
ding spaces, analyzing the geometric organization
and temporal evolution of learned emotional states
through trajectory modeling, transition dynamics,
manifold analysis, and controllable interventions.
Our contributions are threefold: (1) investigating
the geometric organization of emotion representa-
tions learned by transformer models, (2) modeling
conversational emotional evolution as trajectories
in representation space and analyzing their tem-
poral persistence and transition dynamics, and (3)
demonstrating that these latent structures enable
prediction-based analysis and controllable emotion
transitions through geometric interventions.
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Figure 1: Emotions represented as a continuous latent landscape, where conversations evolve as trajectories through
semantically structured emotional regions over time.

The remainder of this paper is organized as fol-
lows: Section 2 reviews related work in affective
computing, representation learning, and emotional
geometry; Section 3 presents the proposed frame-
work and methodology; Section 4 presents the
empirical findings and latent trajectory analysis;
finally, Section 5 discusses broader implications,
limitations, and future research directions.

2 Related Work

Research in affective computing has progressively
shifted from rigid categorical emotion recognition
toward richer formulations grounded in represen-
tation learning, contextual cognition, and latent
geometry. Early influential work argued for the
universality of a small set of biologically grounded
emotions consistently expressed and recognized
across cultures (Lindquist et al., 2012). Subsequent
psychological and cognitive frameworks, however,
emphasized that emotional experience and expres-
sion are also shaped by conceptual, linguistic, envi-
ronmental, and situational factors, suggesting that
affective states emerge from distributed cognitive
and affective processes rather than isolated sym-
bolic categories (Barrett and Miller, 2026; Barrett
et al., 2025; Lewis et al., 2010; Barrett, 2019). Con-
structionist perspectives further proposed that emo-
tions are dynamically assembled through predic-
tion, conceptualization, and contextual interpreta-
tion (Barrett and Miller, 2026; Barrett et al., 2025).

These perspectives motivate investigation into
whether emotion representations in language
models exhibit partially overlapping, context-
dependent, and temporally evolving structure. Ad-
vances in representation learning subsequently
established the importance of distributed latent
spaces and manifold organization in neural sys-
tems (Bengio et al., 2013). Foundational work in
nonlinear dimensionality reduction demonstrated
that high-dimensional observations often lie on
structured low-dimensional manifolds (Tenenbaum
et al., 2000; Roweis and Saul, 2000), while later
studies in neural geometry showed that deep
networks progressively untangle semantic mani-
folds through geometric transformations across lay-
ers (Chou et al., 2025a; Cohen et al., 2020).

More recent analyses extended these insights
to large language models, revealing that semantic
and affective concepts can emerge as interpretable
latent directions and geometrically coherent sub-
spaces (Choi and Weber, 2026; Park et al., 2023).
In particular, emotional latent-space studies identi-
fied low-dimensional affective manifolds aligned
with psychologically meaningful structures such
as valence-arousal organization (Choi and Weber,
2026; Russell, 1980). Within NLP, emotion mod-
eling has evolved from coarse sentiment classifi-
cation toward fine-grained contextual affect under-
standing (Wu et al., 2026; Wang et al., 2026; Tu
et al., 2026).
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Figure 2: Overview of the proposed latent emotional dynamics framework. The model first learns a structured latent
emotional manifold from textual emotion supervision, then models conversations as trajectories through this space
to study temporal dynamics, predictability, and controllable emotional transitions.

Conversational emotion recognition research em-
phasized the importance of speaker interactions,
contextual dependencies, and commonsense rea-
soning for modeling emotional dynamics across
dialogue and evolving interaction contexts (Ma-
jumder et al., 2019; Ghosal et al., 2020). Large-
scale datasets such as MELD and GoEmotions
further enabled the study of nuanced emotional
transitions and fine-grained affective semantics in
conversational and social settings.

Similarly, multidimensional frameworks such as
the Hourglass model frame affect as a continuous
and evolving phenomenon, motivating structured
latent representations of emotion such as the geo-
metric organization illustrated in Figure 1 (Susanto
et al., 2020). Building upon these converging di-
rections, our work investigates whether emotional
states in transformer representations exhibit coher-
ent manifold structure, compositional geometry,
and temporally evolving latent trajectories.

3 Method

The proposed framework models emotion within
a unified latent space learned from dialogue repre-
sentations, enabling analysis of emotional states,
temporal dynamics, and controllable transitions.
Figure 2 provides an overview of the complete ar-
chitecture and analytical pipeline.

3.1 Latent Emotion Representation
During training, each input utterance xi is mapped
to a latent emotional state zi ∈ Rd:

zi = Pϕ(Eθ(xi)) (1)

where Eθ : xi → Rde is a pretrained Trans-
former encoder and Pϕ : Rde → Rd is a learned
projection function. We use BERT-base as the en-
coder and extract the contextual representation of
the [CLS] token from the final hidden layer:

h = E(x) = H[:,0,:] ∈ Rde (1)

where H denotes the final hidden-state tensor.
Although BERT is used to illustrate the framework
and notation, the framework is evaluated across
four encoder architectures: BERT, RoBERTa, Dis-
tilBERT, and MiniLM. This cross-architecture eval-
uation tests whether the observed latent geometric
and temporal properties are preserved across dif-
ferent pretrained encoder families. The projection
function P is implemented as a two-layer multi-
layer perceptron:

P (h) = W2ReLU(W1h+ b1) + b2 (2)

where W1 ∈ Rdh×de and W2 ∈ Rd×dh . No acti-
vation is applied to the output layer, allowing the
latent space to remain continuous and geometri-
cally unconstrained.
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To anchor the representation space in emotion
semantics, latent states are mapped to multi-label
emotion logits through a linear classifier:

ℓ = C(z) = Wcz + bc ∈ RK (3)

The classifier is intentionally restricted to a linear
mapping so that emotion-discriminative structure
must be encoded directly within the latent geometry
rather than absorbed by a high-capacity nonlinear
decoder. This constraint is particularly important
for the subsequent manifold and trajectory analy-
ses, where geometric interpretability of the repre-
sentation space is central. To empirically validate
this design choice, we trained a nonlinear probe
(two-layer MLP, hidden sizes 256–128, ReLU ac-
tivations) on the frozen latent representations and
compared it against the linear classifier under five-
fold cross-validation across all four encoder archi-
tectures (Table 16 in Appendix G.2). The mean
Macro-F1 gap is +0.001 across all architectures,
with no model showing a gap exceeding ±0.002 —
within one standard deviation in all cases.

This result is consistent across BERT, RoBERTa,
DistilBERT, and MiniLM, suggesting that the ob-
served emotion-discriminative structure is not an
artifact of the linear classification head. This con-
firms that the linear constraint does not impover-
ish the learned representation: the latent geome-
try is intrinsically linear with respect to emotion-
discriminative structure, which is precisely the
regime in which manifold capacity analysis is well-
grounded. This comparison does not imply that the
learned geometry is attributable to the pretrained
encoder alone; rather, the object of analysis is
the resulting latent representation produced by the
encoder-projection pipeline. The near identical per-
formance of linear and nonlinear probes indicates
that the emotion-discriminative structure in this
representation does not depend strongly on the ca-
pacity of the final classifier. Training is performed
using binary cross-entropy with logits:

L = − 1

N

N∑

i=1

K∑

k=1

[
yik log σ(ℓik)

+ (1− yik) log
(
1− σ(ℓik)

)]

(4)
where yik ∈ {0, 1} and σ(·) denotes the sigmoid

function.

Multi-label supervision encourages the latent
space to encode overlapping and compositional
emotional structure rather than mutually exclusive
categorical regions. After training, the classifier is
discarded and the learned encoder and projection
parameters are fixed. Latent representations are
then computed as:

z = Pϕ∗(Eθ∗(x)) ∈ Rd (5)

where θ∗ and ϕ∗ denote the learned parameters
after training. These frozen latent states define
the emotional manifold used for all subsequent
trajectory, prediction, and intervention analyses.

3.2 Temporal Emotion Dynamics
Given a dialogue consisting of an ordered sequence
of utterances {x1, x2, . . . , xT }, each utterance is
mapped to a latent emotional state using the frozen
representation defined in Section 3.1:

zt = Pϕ∗(Eθ∗(xt)), zt ∈ Rd (6)

This yields a trajectory in latent space:

Z = {z1, z2, . . . , zT } (7)

representing the temporal evolution of emotional
state across the dialogue. Transitions between con-
secutive states are defined as displacement vectors:

∆zt = zt+1 − zt (8)

with transition magnitude:

dt = ∥∆zt∥2 (9)

and average trajectory displacement:

d̄ =
1

T − 1

T−1∑

t=1

dt (10)

These quantities characterize the extent of emo-
tional change between conversational turns. To
measure directional consistency, we compute co-
sine similarity between consecutive transitions:

St =
∆zt ·∆zt+1

∥∆zt∥2 ∥∆zt+1∥2
(11)

Positive values of St indicate smooth trajectory evo-
lution, while negative values correspond to abrupt
directional shifts in latent space. We further quan-
tify temporal persistence by measuring similarity
between states separated by lag k:

ρk = Et

[
zt · zt+k

∥zt∥2 ∥zt+k∥2

]
(12)
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A gradual decrease in ρk with increasing k in-
dicates temporally coherent emotional evolution
rather than random state transitions. Across all dia-
logues, the collection of transition vectors {∆zt}
defines a distribution over latent emotional dynam-
ics. We analyze this distribution using distance
statistics and clustering to identify recurrent pat-
terns of emotional change. Importantly, all trajec-
tory analyses are performed directly on the learned
latent representation without additional optimiza-
tion, ensuring that the observed temporal structure
reflects intrinsic properties of the representation
space itself.

3.3 Predictive Dynamics and Error Modeling
To model temporal evolution in latent space, we
learn a transition function g : Rd → Rd that pre-
dicts the next emotional state from the current state:

ẑt+1 = g(zt) (13)

The predictor is parameterized as a two-layer
multilayer perceptron:

g(zt) = W4ReLU(W3zt + b3) + b4 (14)

where W3 ∈ Rd′h×d and W4 ∈ Rd×d′h . A linear
variant, g(zt) = Wzt + b, is additionally evalu-
ated as a minimal baseline. The model is trained
on consecutive latent-state pairs {(zt, zt+1)}Mt=1 ex-
tracted from dialogue trajectories by minimizing
mean squared prediction error:

Lpred =
1

M

M∑

t=1

∥zt+1 − ẑt+1∥22 (15)

After training, the prediction error associated
with each transition is defined as:

ϵt = ∥zt+1 − g(zt)∥2 (16)

This quantity measures the deviation between
observed and expected trajectory evolution in la-
tent space. To evaluate whether prediction error
aligns with emotional transitions, we define the
error alignment ratio:

R =
E[ϵt | yt ̸= yt+1]

E[ϵt | yt = yt+1]
(17)

where yt denotes the emotion label at time t.
Values of R > 1 indicate that emotion-changing
transitions are systematically less predictable than
transitions preserving emotional state.

The predictor is intentionally lightweight to
capture average transition dynamics without
memorizing individual trajectories. In this
formulation, the prediction error acts as a signal of
deviation from the expected emotional evolution,
highlighting transitions that depart from typical
latent dynamics.

3.4 Latent Space Intervention
To evaluate whether the learned representation sup-
ports controllable emotional transitions, we apply
geometric interventions directly in latent space us-
ing centroid-based direction vectors. Here, inter-
vention refers specifically to a controlled perturba-
tion of the learned latent representation and does
not modify or steer the output of a generative lan-
guage model. For each emotion e, we define its
centroid as:

µe =
1

|Se|
∑

z∈Se

z (18)

where Se denotes the set of latent states associ-
ated with emotion e. Given two emotions a and b,
we define the normalized transition direction:

d̂a→b =
µb − µa

∥µb − µa∥2
(19)

An intervention is then applied to a latent state z
as:

z′ = z + αd̂a→b (20)

where α ∈ R+ controls the intervention strength.
To quantify intervention effectiveness, we measure
the change in distance to the target centroid:

∆(α) = ∥z − µb∥2 − ∥z′ − µb∥2 (21)

Positive values of ∆(α) indicate successful
movement toward the target emotional region. We
further evaluate consistency by computing the frac-
tion of samples satisfying ∆(α) > 0 and analyze
stability across different values of α. The same in-
tervention can be extended to dialogue trajectories
by modifying all latent states beyond a chosen time
index t0:

z′t = zt + αd̂a→b, ∀t ≥ t0 (22)

This enables analysis of how local geometric
perturbations influence subsequent trajectory evo-
lution.
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All intervention directions are derived directly
from the learned latent geometry without additional
optimization, ensuring that the observed effects re-
flect intrinsic structure within the representation
space itself. This allows emotional categories to
be analyzed as potentially overlapping and contin-
uously organized regions within latent space rather
than fully isolated symbolic states.

3.5 Manifold Capacity and Geometric
Separability

To characterize the geometry of the learned space,
we apply manifold capacity analysis following the
GLUE framework (Chou et al., 2025a) (see Ap-
pendix B for full derivations). Global manifold
capacity is approximated in the mean-field limit as:

αM =
P

P∑

c=1

(Rc
M )2Dc

M

(23)

where P is the number of classes, Rc
M is the

manifold radius, and Dc
M the intrinsic dimension

of class c. Higher αM indicates more compact and
linearly separable manifolds.

4 Results

4.1 Latent Space Structure
We first evaluate whether the learned representa-
tions exhibit coherent geometric organization. Un-
less otherwise stated, analyses are performed on
latent states z ∈ R32 from GoEmotions. Apply-
ing k-means clustering (k = 15) yields average
cluster purity 0.71 with silhouette score 0.23, in-
dicating coherent yet partially overlapping emo-
tional structure. Several emotions additionally
form highly compact clusters, including gratitude
(0.98), neutral (0.90), and love (0.88), as shown
in Table 1. These high-purity clusters correspond
directly to the geometric outliers identified in the
manifold capacity analysis (Section B), where grat-
itude and love exhibit the smallest manifold radii
(Rc

M = 0.170 and 0.161) and highest per-class
capacity contributions. The representation also ex-
hibits low-dimensional organization, with the first
five principal components explaining over 86% of
the variance. The latent space further exhibits com-
positional structure. As shown in Table 2, vector
arithmetic over emotion representations produces
consistent relational transitions; for example, av-
eraging annoyance and sadness maps nearest to
disappointment.

Cluster Size Dominant Emotion Purity
C4 2788 Gratitude 0.98
C10 5079 Neutral 0.90
C14 3061 Love 0.88
C6 2998 Amusement 0.87
C11 4512 Admiration 0.83

Table 1: Representative latent-space clusters aligned
with dominant emotion categories.

Composition Result Distance
avg(annoyance, sadness) disappointment 0.71
avg(disapproval, grief) disappointment 0.72
avg(anger, disapproval) annoyance 0.97
avg(neutral, pride) approval 0.94

Table 2: Examples of compositional structure via latent
vector arithmetic.

4.2 Temporal Dynamics

We next evaluate whether emotional states evolve
as structured latent trajectories. Using MELD, each
dialogue is mapped to a sequence of latent states
{z1, z2, . . . , zT }. Figure 3 shows that trajectories
remain locally coherent across turns while exhibit-
ing abrupt shifts during emotion changes.

Quantitatively, the mean transition magnitude
across all dialogues is 13.14 (±4.69). Transitions
preserving emotion exhibit smaller displacements
(11.93) than emotion-changing transitions (13.96),
yielding an alignment ratio of 1.17. This indicates
that larger geometric movement corresponds to
greater affective change. Trajectory smoothness,
measured through cosine similarity between con-
secutive transition vectors, exhibits mean similarity
−0.45, with only 12.2% of transitions showing pos-
itive alignment and 68.3% exhibiting strong direc-
tional change. Thus, while emotional states display
temporal persistence, transitions themselves remain
highly nonlinear and context-dependent. Overall,
the latent dynamics reveal structured emotional tra-
jectories characterized by persistence, variability,
and interpretable transition behavior.

4.3 Predictive Dynamics and Expectation
Violation

We next evaluate whether latent trajectory dy-
namics are predictable and whether deviations
from prediction correspond to emotional shifts. A
lightweight predictor fθ is trained to estimate the
next latent state:

ẑ ∗ t+ 1 = f ∗ θ(zt) (24)
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Figure 3: Example emotion trajectories in latent space for individual conversations. Each path represents the
temporal evolution of emotional states across dialogue turns.

with prediction error defined as:

E ∗ t = |z ∗ t+ 1− ẑt+1|2 (25)

The model achieves validation error 3.38 MSE, in-
dicating that short-term latent dynamics are learn-
able. Across 12,276 transitions, the mean predic-
tion error is 10.13±2.23. Errors are systematically
larger for emotion-changing transitions than for
same-emotion transitions:

E[E | change]
E[E | same]

= 1.0365 (26)

suggesting that emotional shifts correspond to vio-
lations of expected latent dynamics.

Figure 4 shows the relationship between predic-
tion error and latent displacement |zt+1− zt|2. Pre-
diction error exhibits moderate positive correlation
with displacement (r = 0.42, p < 0.001), though
substantial variance remains, indicating that unpre-
dictability is not explained purely by geometric dis-
tance. High-error transitions frequently correspond
to abrupt emotional changes, whereas low-error re-
gions reflect stable emotional persistence. Overall,
prediction error behaves as a proxy for expectation
violation within latent emotional dynamics.

4.4 Latent Intervention and Control
We subsequently examine whether the learned rep-
resentation supports controlled emotional transi-
tions through geometric interventions in latent
space. The purpose of this analysis is to test the
navigability of the learned emotional representa-
tion, rather than to measure changes in downstream
language-model behavior. Because GoEmotions
and MELD use different label granularities, in-
terventions are performed using the seven shared
MELD emotion categories (neutral, joy, sadness,
anger, disgust, fear, surprise).
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Figure 4: Prediction error vs. latent displacement. Error
increases with distance but exhibits substantial variance,
indicating that unpredictability is not purely geometric.

Intervention directions are computed from
MELD trajectory centroids within the latent space
learned on the full GoEmotions taxonomy. Quan-
titative results are summarized in Table 3. The
strongest intervention direction corresponds to sad-
ness→ joy, with optimal performance at α = 3.0,
selected based on the maximum average reduction
in distance to the target centroid. At this step size,
interventions improve approximately 69% of sam-
ples. The intervention behavior is also preserved
across encoder architectures, with success rates
above 60% for all four models (Appendix G.1),
indicating that latent controllability is not specific
to BERT. These experiments establish controlla-
bility within the learned representation space, but
do not test whether such latent modifications alter
downstream task behavior or generated language.
Evaluating these effects in downstream generation
is an important direction for future work. Overall,
these results suggest that the learned latent space
encodes not only structured emotional organiza-
tion, but also stable and directionally controllable
affective transitions.
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Metric Value

Best direction sadness→ joy
Optimal α 3.0
Distance reduction 0.63
Samples improved 68.8%
Trajectory improvement (post-midpoint) 0.23

Table 3: Summary of latent intervention performance.
Simple directional shifts consistently move representa-
tions toward target emotional regions.
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Figure 5: RM vs DM for all 26 emotion classes (BERT
encoder). Orange points are geometric outliers with
high αM . Extended results across all four architectures
are provided in Appendix C.2.

4.5 Geometric Visualizations
Figure 5 shows the RM–DM geometric portrait of
all 26 emotion manifolds. Across all architectures,
gratitude (αc

M = 9.632), love (αc
M = 9.144), and

remorse (αc
M = 9.560) consistently occupy the

compact, low-dimensional region, with per-class
contributions 3.3–3.5× above the global mean
(αM = 2.762 for BERT). Figure 6 shows the cor-
responding UMAP projection, where these three
emotions appear spatially separated from the cen-
tral overlapping cloud. Detailed manifold results
are provided in the Appendix C.2.

4.6 Comparative Analysis
Table 4 compares the proposed framework with ma-
jor approaches in affective computing and conver-
sational emotion recognition. While prior methods
primarily optimize classification through contex-
tual, multimodal, or commonsense modeling, our
framework treats emotion as a continuous latent
dynamical process. Unlike discrete classification
approaches, it models latent geometry, emotional
trajectories, temporal persistence, prediction-based
expectation violation, and controllable interven-
tions.
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Figure 6: UMAP projection colored by emotion class
(BERT encoder). Gratitude, love, and remorse appear
spatially separated from the central overlapping region.
Stars denote class centroids; orange labels indicate geo-
metric outliers.

Results show strong temporal coherence (ρ1 =
0.8487), larger latent displacement during emotion
shifts (R = 1.0365), and effective controllability
with a 68.8% intervention success rate, suggesting
that conversational emotion exhibits structured ge-
ometric and dynamical organization beyond static
categorical labels.

4.7 Discussion

The observed latent geometry suggests that emo-
tion representations are not strictly discrete, but in-
stead occupy partially overlapping and continuous
regions within representation space. The UMAP
projection is used only for qualitative visualization
of the learned latent space. All quantitative anal-
yses, including trajectory distances, temporal per-
sistence, prediction error, and intervention effects,
are computed directly in the original latent space
without dimensionality reduction. This perspective
aligns with recent work on emotionally expressive
digital humans (Xu et al., 2025), which argues that
affective systems must support diverse and cultur-
ally adaptive emotion representations rather than
rigid categorical labels. Our results further sup-
port this view through structured emotional man-
ifolds, temporal persistence, and controllable la-
tent transitions. Because the learned geometry cap-
tures relational and continuous affective structure,
it may generalize more naturally across conversa-
tional contexts, linguistic variation, and culturally
dependent emotional expression patterns.
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Method Latent Temporal Control Knowledge Result
GoEmotions (Dem-
szky et al., 2020)

Structured emb. × × × 0.64 Macro-F1

DialogueRNN (Ma-
jumder et al., 2019)

× Speaker-aware × × 62.75 W-F1

MELD (Poria et al.,
2019)

× Contextual × Multimodal 60.25 W-F1

COSMIC (Ghosal
et al., 2020)

× CSK-guided × COMET 65.21 W-F1

Proposed Ap-
proach

Emotion mani-
folds

Trajectory dynamics Latent interven-
tion

× ρ1=0.8487, R=1.0365,
68.8% success

Table 4: Comparison with representative emotion modeling approaches. Prior work primarily focuses on supervised
classification, whereas the proposed framework models structured latent emotional dynamics and controllable
emotional trajectories.

5 Conclusion

Emotion is inherently continuous, contextual, and
dynamically evolving, yet most affective NLP sys-
tems treat it as a discrete classification problem. In
this work, we introduced a framework that mod-
els emotion as a structured latent dynamical pro-
cess. The learned representations exhibit coherent
manifold geometry, structured conversational tra-
jectories, prediction-error signatures aligned with
emotional shifts, and controllable latent interven-
tions. Manifold capacity analysis further supports
constructionist perspectives of emotion as partially
overlapping rather than strictly categorical. To-
gether, these findings suggest that emotion repre-
sentations in language models possess meaningful
geometric and temporal structure, opening new di-
rections for affective NLP and emotionally adaptive
conversational systems.

Limitations

The linear-vs-nonlinear probe comparison (Ta-
ble 16) shows a mean Macro-F1 gap of only
+0.001 across architectures, supporting the use of
the learned latent representation for geometric anal-
ysis while highlighting that the observed structure
should not be interpreted as independent of the un-
derlying encoder. This architectural dependence
also limits direct comparison of manifold capacity
values across models, as differences in effective di-
mensionality can affect their absolute values. Simi-
larly, NRC-VAD and UMAP are used only as quali-
tative references, NRC-VAD may not fully capture
conversational affect, while UMAP can distort as-
pects of the underlying latent geometry. More di-
rect validation against human emotional judgments,
such as annotations of emotional changes across
dialogue turns, remains an important direction for
future work.

Ethics Statement

This work analyzes the geometric and dynamical
structure of emotion representations learned by
language models using publicly available datasets
(GoEmotions and MELD). The framework is in-
tended for scientific study of affective representa-
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Appendix

This appendix presents additional analyses and ex-
amples supporting the main results. It includes ex-
tended quantitative evaluations, sensitivity studies,
and representative trajectory examples that further
validate the structure, temporal dynamics, and con-
trollability of the learned emotional latent space.

A Reproducibility and Implementation
Details

A.1 Datasets and Preprocessing

Experiments were conducted using GoEmotions
and MELD. GoEmotions contains fine-grained
multi-label Reddit emotion annotations across 28
categories, while MELD provides multi-party con-
versational emotion annotations with seven cate-
gorical labels. After preprocessing and aggrega-
tion, the final GoEmotions corpus contained 57,677
unique utterances. MELD contained 1,344 con-
versations and 13,620 utterances. GoEmotions
was split into train/validation/test partitions using
a fixed 80/10/10 split (46,141 / 5,767 / 5,769 sam-
ples). Multi-label annotations were aggregated
across raters using max-pooling over binary la-
bels. MELD utterances were grouped by dialogue
ID and temporally ordered using utterance indices.
Dialogues with fewer than two utterances were
discarded. Minimal normalization was applied,
including lowercasing, whitespace normalization,
and quote standardization. All inputs were tok-
enized using the HuggingFace tokenizer interface
with truncation and fixed-length padding.

Dataset Samples Labels
GoEmotions 57,677 utterances 28 multi-label emotions
MELD 13,620 utterances 7 dialogue emotions
MELD conversations 1,344 dialogues Temporal sequences

Table 5: Dataset statistics after preprocessing.

A.2 Emotion Label Harmonization
GoEmotions and MELD use different taxonomies:
GoEmotions has 28 multi-label emotions, MELD
has seven categorical ones (neutral, surprise, joy,
sadness, anger, disgust, fear). For cross-dataset
trajectory analysis, all MELD utterances were pro-
jected into the fixed GoEmotions latent space with-
out retraining. Centroids and trajectory statistics
were computed only over shared MELD categories.

MELD Label Related GoEmotions Labels
joy joy, amusement, excitement
sadness sadness, grief, disappointment
anger anger, annoyance, disapproval
fear fear, nervousness
surprise surprise, realization
disgust disgust
neutral neutral

Table 6: Approximate conceptual alignment between
MELD and GoEmotions emotion categories.

A.3 Model Architectures and
Hyperparameters

The framework used a pretrained transformer en-
coder followed by a two-layer latent projection
module and a linear emotion classifier. The latent
projection mapped the encoder representation into
a continuous 32-dimensional emotional manifold.

Hyperparameter Value
Encoder BERT-base-uncased
Latent dimension 32
Projection hidden size 128
Batch size 32
Learning rate 2× 10−5

Optimizer AdamW
Loss BCEWithLogitsLoss
Epochs 5
Classifier Linear
Predictor hidden size 64

Table 7: Core training hyperparameters.

The next-state predictor used a lightweight two-
layer MLP:

g(zt) = W4ReLU(W3zt + b3) + b4

trained on consecutive latent transition pairs ex-
tracted from MELD trajectories.
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A.4 Training Procedure and Optimization

Training optimized binary cross-entropy over
multi-label emotion predictions using AdamW.
The encoder was initially frozen before full
fine-tuning to stabilize latent projection learning.
Gradient clipping with maximum norm 1.0 was ap-
plied during Phase 1 training. Model checkpoints
were selected using minimum validation loss
and reused unchanged in all downstream phases.
Latent vectors were extracted in evaluation mode
using torch.no_grad(), ensuring that trajectory,
prediction, and intervention analyses operated on
identical frozen representations across all phases.

A.5 Computational Resources

Experiments were implemented in PyTorch
using HuggingFace Transformers. Training used
CUDA-enabled GPUs with mixed batch inference
for latent extraction and trajectory encoding.
The complete Phase 1 training pipeline required
approximately five epochs over 57k utterances,
while downstream trajectory and intervention anal-
yses were lightweight and inference-only. Core
dependencies included PyTorch, Transformers,
scikit-learn, NumPy, SciPy, and UMAP.

A.6 Training Stability Across Random Seeds

All experiments used globally fixed random seeds
across Python, NumPy, PyTorch, PCA, K-means,
UMAP (McInnes et al., 2018) and Science-
Plots (Garrett, 2021) initialization to ensure repro-
ducibility. Across repeated runs, latent trajectory
structure, temporal persistence trends, and interven-
tion behavior remained qualitatively stable, with
only minor variance in classification metrics and
clustering assignments.

AI assistance: This work was developed using
generative AI tools for limited assistance (trou-
bleshooting, refining code) and for the grammar
and language editing of the manuscript. All sub-
stantive research decisions, research design, and
experiments were conceived and developed by the
authors independently, along with analysis and in-
terpretation of the results. All text written using
AI has been reviewed, verified and refined by the
authors who are solely responsible for the final
text, code and manuscript implementation, analy-
sis, findings and contents of this paper.

B Theoretical Foundations of Manifold
Capacity

B.1 Manifold Capacity Theorem

We follow the theoretical framework of Chung
and Abbott (2021) and Cohen et al. (2020).Let
M1, . . . ,MP denote P class manifolds embedded
in RN , where each manifoldMc is a compact set
of points corresponding to class c.

Definition 1 (Manifold Capacity). The manifold
capacity αM is defined as the maximum number
of class manifolds P per ambient dimension N
such that a random linear classifier can correctly
separate all manifolds simultaneously with high
probability:

αM = sup

{
P

N
: Pr

[
∃w ∈ RN s.t.

∀c, min
x∈Mc

w⊤x · yc > 0
]
→ 1

}

(27)

where yc ∈ {−1,+1} are random i.i.d. labels
assigned to each manifold.

Theorem 1 (Linear Separability and Manifold Ca-
pacity, Cohen et al. (2020)). For P class manifolds
in RN with manifold capacity αM , a random lin-
ear classifier separates all manifolds correctly with
high probability when:

P ≲ αM ·N (28)

When P ≫ αM · N , classification error grows
as the manifolds cannot be linearly separated.
Manifold capacity αM is therefore a geometric
property of the representation space that deter-
mines the maximum number of linearly separable
class manifolds per unit dimension.

Remark 1. In our setting, N = 32 (the latent di-
mension) and P = 26 (the number of GoEmotions
classes used in analysis). The ratio P/N ≈ 0.81,
which lies well within the separable regime for the
observed αM values, consistent with the high lin-
ear probe accuracies reported in Section 4.
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B.2 Derivation of the Mean-Field
Approximation

The full SVM-based capacity estimator (Chung
and Abbott, 2021) requires solving a set of coupled
saddle-point equations and is computationally ex-
pensive for large datasets. Under the mean-field
approximation, valid when manifolds are approx-
imately smooth, isotropic, and weakly correlated,
the capacity reduces to a closed-form expression in
terms of effective geometric measures.

Proposition 1 (Mean-Field Capacity, ). In the
mean-field limit, the manifold capacity is approxi-
mated as:

αM ≈
P

P∑

c=1

(Rc
M )2 ·Dc

M

(29)

where Rc
M is the manifold radius of class c and

Dc
M is its intrinsic dimension. This approximation

holds when:

1. Manifold geometry is approximately isotropic
(variance is roughly uniform across directions
within each manifold)

2. Inter-manifold correlations are weak relative
to within-manifold spread

3. The ambient dimension N is large relative to
the intrinsic dimension Dc

M

Remark 2. In our setting, conditions (1) and
(3) are approximately satisfied given the 32-
dimensional ambient space and the low intrinsic
dimensions observed (Dc

M ∈ [2.387, 4.534] for
BERT). Condition (2) is less well-satisfied given
the high mean centroid cosine similarity of 0.90,
which suggests non-trivial inter-manifold corre-
lations. Accordingly, Equation 29 should be in-
terpreted as a relative ordering of geometric sep-
arability across classes rather than an absolute
capacity estimate. We validate this approximation
in Appendix B.6.

B.3 Effective Geometric Measures
Definition 2 (Manifold Radius). For class c with
latent representations {zi}i∈Sc , the manifold ra-
dius is:

Rc
M = Ei∈Sc [∥z̃i − µc∥2] (30)

where z̃i = zi/∥zi∥2 denotes the ℓ2-normalised
representation and µc = Ei∈Sc [z̃i] is the class

centroid. A larger Rc
M indicates a more spread-out,

diffuse manifold.

Definition 3 (Intrinsic Dimension). The intrinsic
dimension of class manifoldMc is estimated via
the participation ratio of the PCA eigenvalue spec-
trum of the mean-centred class covariance:

Dc
M =

(
∑

i λi)
2

∑
i λ

2
i

(31)

where {λi} are the eigenvalues of the covariance
matrix Cc = Ei∈Sc [(z̃i−µc)(z̃i−µc)

⊤]. A value
of Dc

M = 1 indicates a nearly one-dimensional
(linear) manifold; Dc

M = N indicates uniform
spread across all ambient dimensions.

Definition 4 (Inter-Manifold Correlation). The
pairwise inter-manifold correlation between
classes a and b is measured by the cosine similarity
between their normalised centroids:

ρab =
µ̂a · µ̂b

∥µ̂a∥2∥µ̂b∥2
(32)

where µ̂c = µc/∥µc∥2. High ρab indicates that
the two manifolds point in similar directions in the
ambient space, corresponding to radial rather than
angular separation.

B.4 Relationship Between αM and Linear
Separability

The manifold capacity αM provides a direct
geometric characterisation of linear separability.
Specifically:

• When αM is high (compact, low-dimensional
manifolds with low inter-manifold correla-
tion), a linear classifier achieves near-zero
error with high probability, and attribution
methods operating on the representation are
geometrically well-defined.

• When αM is low (diffuse, high-dimensional
manifolds with high inter-manifold correla-
tion), class boundaries overlap and a linear
classifier cannot reliably separate them. In
this regime, any feature attribution to a spe-
cific class becomes geometrically ambiguous.

• The per-class contribution αc
M = 1/[(Rc

M )2 ·
Dc

M ] measures the geometric efficiency of
each individual manifold. Classes with high
αc
M are compact and separable; classes with

low αc
M contribute disproportionately to the

global overlap.
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In our setting, the global αM = 2.762 with high
inter-manifold correlation (0.911) indicates a par-
tially overlapping representation space in which
most emotion classes are not cleanly linearly sepa-
rable, consistent with the constructionist view that
emotional categories share a common representa-
tional substrate.

B.5 Interpretation under the GLUE
Framework

Within the Geometry Linked to Untangling Effi-
ciency (GLUE) framework (Chou et al., 2025a), the
joint distribution of RM , DM , and inter-manifold
correlations determines the degree of representa-
tional untangling. The RM–DM portrait in Fig-
ure 5 can be interpreted as an untangling efficiency
map: emotions in the bottom-left quadrant (grat-
itude, love, remorse) exhibit the highest untan-
gling efficiency, corresponding to compact, low-
dimensional manifolds that are well-separated from
the remaining classes.

The majority of emotion classes occupy the cen-
tral overlapping region, indicating partial untan-
gling. This is an expected outcome given that the
latent space is trained on overlapping multi-label
annotations rather than optimised for linear separa-
bility. Under GLUE, the primary geometric mecha-
nism driving the separation of gratitude, love, and
remorse appears to be radius reduction (small RM )
rather than dimension reduction alone, consistent
with the interpretation that these emotions are ex-
pressed through stereotyped linguistic patterns that
produce tightly clustered representations. The high
mean centroid cosine similarity (0.90) further in-
dicates that inter-manifold correlations remain a
dominant source of geometric entanglement across
all architectures, suppressing the global capacity
below what would be achievable with purely radial
or purely angular separation.

B.6 Monte Carlo Validation of the
Mean-Field Approximation

To assess whether the mean-field approximation in
Equation 29 provides a reliable relative ordering
of per-class geometric separability, we compare
it against a Monte Carlo estimate of manifold ca-
pacity. For each of T = 500 random projection
directions t ∼ N (0, I), t← t/∥t∥2, we compute
the max-margin for each class:

κc(t) = max
z∈Sc

t⊤z̃−max
z/∈Sc

t⊤z̃ (33)

The Monte Carlo capacity estimate is then:

α̂MC
M =

1

T

T∑

t=1

1

P

P∑

c=1

max(0, κc(t)) (34)

Table 8 reports the mean-field and Monte Carlo
estimates for all four architectures. The two es-
timates are strongly correlated (r > 0.95 across
per-class estimates), indicating that the mean-field
approximation preserves the relative ordering of
class separability even where absolute values dif-
fer. The same three outlier classes (gratitude, love,
remorse) are identified as geometric outliers under
both estimators across all architectures.

Architecture αM (mean-field) α̂M (Monte Carlo)

BERT 2.762 2.16× 10−4

RoBERTa 2.644 2.15× 10−4

DistilBERT 3.433 1.92× 10−4

MiniLM 15.524 1.34× 10−4

Table 8: Comparison of mean-field and Monte Carlo
manifold capacity estimates across encoder architec-
tures. Both estimators identify the same geometric
outliers and preserve the same relative ordering across
classes.

Note that the Monte Carlo estimate α̂MC
M mea-

sures mean max-margin across random projections
and is not directly comparable in scale to the mean-
field estimate. The claim of consistency refers to
the relative ordering of per-class capacity contri-
butions across architectures, which remains stable
between the two estimators (r > 0.95 across per-
class values), rather than to absolute capacity val-
ues.

Table 9 reports the full per-class geometric por-
trait — Rc

M , Dc
M , mean inter-manifold correlation

ρ̄c, and per-class capacity αc
M — for all 26 emotion

classes under the BERT encoder. The same three
emotions consistently appear as geometric outliers
across all architectures.

B.7 Lexical Stereotypy

The compact manifold geometry of gratitude, love,
and remorse is consistent with two interpretations:
genuine affective compactness, and low lexical di-
versity in how these emotions are expressed in the
GoEmotions corpus. Gratitude and remorse in par-
ticular are associated with formulaic surface forms
in Reddit text. We note that this alternative expla-
nation does not undermine the geometric finding
itself, but it does suggest caution in interpreting
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Emotion Rc
M Dc

M ρ̄c αc
M

admiration 0.342 4.023 0.905 2.126
amusement 0.311 3.871 0.918 2.664
anger 0.273 4.534 0.917 2.959
annoyance 0.325 4.298 0.937 2.202
approval 0.353 3.924 0.950 2.043
caring 0.385 3.903 0.938 1.729
confusion 0.270 4.331 0.918 3.171
curiosity 0.283 3.987 0.917 3.125
desire 0.350 4.526 0.935 1.805
disappointment 0.338 3.851 0.933 2.279
disapproval 0.283 4.120 0.939 3.026
disgust 0.303 3.858 0.916 2.822
embarrassment 0.384 3.238 0.938 2.089
excitement 0.320 4.183 0.901 2.328
fear 0.290 3.906 0.898 3.038
gratitude 0.170 3.594 0.841 9.632
grief 0.295 3.485 0.878 3.307
joy 0.312 4.188 0.895 2.455
love 0.161 4.238 0.857 9.144
nervousness 0.313 4.403 0.929 2.320
optimism 0.315 4.349 0.940 2.320
realization 0.308 4.073 0.951 2.581
remorse 0.209 2.387 0.842 9.560
sadness 0.286 3.349 0.920 3.646
surprise 0.281 3.826 0.917 3.306
neutral 0.283 3.772 0.950 3.300

Global – – 0.911 2.762

Table 9: Per-class geometric measures (BERT encoder).
Bold = geometric outliers (gratitude, love, remorse). ρ̄c
= mean cosine similarity of class c to all other centroids.
Outliers show systematically lower ρ̄c (0.841–0.857)
versus the global mean (0.911), confirming their spatial
distinctiveness.

Rc
M as a property of the affective construct rather

than the corpus distribution. Testing the Spearman
correlation between vocabulary entropy and Rc

M

across all 26 classes is a direct diagnostic we leave
for future work.

C Additional Analysis of Latent Space
Structure

C.1 Multi-label Structure in Latent Space

We analyze how multi-label annotations are
distributed across the latent space. Figure 7
visualizes each point colored by the number of
active emotion labels. We observe that regions with
high label overlap are not uniformly distributed,
but instead form structured areas within the space.
This suggests that the latent representation captures
compositional emotional states rather than treating
labels independently.

C.2 Manifold Capacity Across Architectures

Figures 8–12 show the full geometric portrait
across all four encoder architectures. The same
three emotions — gratitude, love, and remorse —
consistently occupy the compact, low-dimensional
region of the RM–DM plane and appear as geo-
metric outliers in the per-class αM bar charts.

The UMAP projections show these three emo-
tions spatially isolated from the central overlapping
cloud in all cases. The centroid cosine similar-
ity matrices confirm high off-diagonal collinearity
across all architectures (range: 0.887–0.951), with
gratitude, love, and remorse consistently showing
lower similarity to other centroids, corresponding
to their geometric distinctiveness.

C.3 Centroid Relationships

To analyze semantic relationships encoded in the
latent space, we we compute pairwise Euclidean
distances between emotion centroids, finding that
semantically related emotions cluster together (e.g.,
grief–sadness distance = 0.98, fear–nervousness
= 1.36).

The heatmap reveals consistent structure, where
semantically related emotions are located closer
in latent space. For example, grief and sadness
exhibit a small distance (0.98), while fear and ner-
vousness are also closely aligned (1.36). Similarly,
anger is positioned near disgust (1.44) and annoy-
ance (1.95), reflecting known affective relation-
ships.In contrast, emotionally dissimilar pairs ex-
hibit larger distances, indicating clear separation
between unrelated regions of the space. Overall,
these results demonstrate that the latent geometry
preserves meaningful semantic relationships be-
tween emotions.

C.4 Cluster-wise Emotion Composition

To further analyze the structure of the latent space,
we examine the distribution of emotion labels
within each cluster. Figure 13 shows the preva-
lence of each emotion across clusters.

The heatmap reveals that many clusters are
strongly aligned with specific dominant emotions
while still exhibiting multi-label structure. For ex-
ample, cluster C4 is overwhelmingly dominated by
gratitude (0.98), while cluster C6 is dominated by
amusement (0.87), and cluster C14 by love (0.88).
At the same time, several clusters exhibit substan-
tial overlap across multiple emotions, indicating
that the latent space captures compositional emo-
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Figure 7: Latent space colored by the number of active emotion labels. Regions with higher label density correspond
to areas of compositional emotional states.

tional states rather than enforcing strict separation.
This balance between cluster purity and overlap
suggests that the representation organizes emotions
into coherent regions while preserving their inher-
ent multi-label nature.

C.5 Nearest Neighbour Consistency

We further validate the semantic coherence of the
latent space using nearest-neighbour retrieval. For
a given query point, nearest neighbours tend to
share similar emotion labels.

For example:

• Query: [disappointment, sadness]→ neigh-
bours include [disappointment, sadness, an-
noyance]

• Query: [grief] → neighbours include [neu-
tral] and [sadness]

• Query: [approval, confusion]→ neighbours
include [approval, confusion, disapproval]

These examples demonstrate that proximity in
latent space corresponds to semantic similarity in
emotion labels.

Figure 8 shows the RM–DM geometric portrait
for all four encoder architectures. The same three
emotions—gratitude, love, and remorse—tend to
appear in the compact, low-dimensional region in
each case. The overall spread of the cloud varies
with model size: smaller models such as MiniLM
produce a narrower DM range (1.4–2.2) compared
to BERT (2.8–5.6), reflecting the higher compres-
sion of distilled representations. The relative posi-
tion of the three outliers within each cloud remains
broadly stable across models.

Figure 10 shows the pairwise centroid cosine
similarity matrix for the BERT latent space. Off-
diagonal values are consistently positive and rela-
tively large (mean = 0.90), suggesting that emo-
tion centroids tend to point in similar directions in
the representation space.

The orange-labelled rows and columns (grati-
tude, love, remorse) show somewhat lower simi-
larity to other centroids on average, which corre-
sponds to their spatial separation in UMAP projec-
tions. A broadly similar pattern is observed across
all four architectures (mean overlap range: 0.887–
0.951), though we note that high collinearity is in
part expected given the constraint of representing
26 classes in a 32-dimensional space.

D Additional Analysis of Temporal
Dynamics

D.1 Emotion-Dependent Transition
Magnitudes

To further analyze how emotional transitions man-
ifest in latent space, we examine the average dis-
placement magnitude ∥∆zt∥ for different emotion
pairs. Figure 14 shows the resulting transition ma-
trix. Transitions that preserve emotion consistently
exhibit smaller magnitudes (e.g., neutral→neutral:
12.15), while transitions involving emotion changes
are larger (e.g., joy→surprise: 15.25). This pattern
holds across all major emotion categories, reinforc-
ing the alignment between latent displacement and
semantic change.

D.2 Distribution of Trajectory Smoothness
We analyze the full distribution of cosine similarity
between consecutive transition vectors to validate
trajectory smoothness.
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Figure 8: RM–DM geometric portrait across four encoder architectures. Orange points (gratitude, love, remorse)
consistently appear in the compact, low-dimensional region across all models.
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Figure 9: UMAP projections across four encoder architectures. Gratitude, love, and remorse appear spatially isolated
from the central overlapping region in all cases. Stars denote class centroids; orange labels indicate geometric
outliers.
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Figure 10: Centroid cosine similarity matrices across four encoder architectures. Off-diagonal values remain
consistently large (0.887–0.951) across all models. Orange labels indicate geometric outliers (gratitude, love,
remorse), which show systematically lower similarity to other centroids.
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Figure 11: Per-class αM contributions across four encoder architectures. Gratitude, love, and remorse (orange)
consistently exceed the global mean by a factor of 3–4× across all models.
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Figure 12: Emotion classes positioned in the affective circumplex across four encoder architectures. Dot size
encodes αM ; color encodes RM . Geometric outliers (orange) consistently concentrate in low-arousal regions
regardless of architecture.
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Figure 13: Emotion distribution across clusters. Each row corresponds to a cluster and each column to an emotion;
values indicate the proportion of samples within the cluster exhibiting the corresponding emotion.
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Figure 14: Average latent transition magnitude ∥∆zt∥
for emotion pairs. Rows denote the source emotion and
columns the target emotion.

The distribution is skewed toward negative val-
ues, with a mean of −0.45, and only 12.2% of
transitions exhibiting positive alignment. This con-
firms that emotional dynamics are often non-linear,
with frequent directional shifts between consecu-
tive states.

D.3 Representative Trajectory Patterns
To complement the aggregate analysis, we high-
light representative trajectory patterns observed
in the dataset. Short conversations often exhibit
abrupt transitions. For example:

[sadness] “oh my god, he’s lost it” →
[surprise] “what?”
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Figure 15: Distribution of cosine similarity between
consecutive transition vectors. Negative values indi-
cate directional changes, while positive values indicate
smooth continuation.

Longer conversations display structured but non-
linear evolution. For instance:

[neutral]→ [joy]→ [sadness]→ [neu-
tral]→ [anger]→ [joy]

These examples illustrate that emotional trajec-
tories frequently combine persistence with sudden
shifts, reflecting context-dependent changes.

D.4 Example Emotion Trajectories

To illustrate the observed trajectory patterns, we
present representative conversation snippets with
their emotion transitions.

Example 1: Abrupt transition (high ∥∆z∥)
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t0 [sadness]:“oh my god, he’s lost it. he’s totally
lost it.”
→
t1 [surprise]:“what?”

A sharp emotional shift corresponding to a large
latent displacement.
Example 2: Mixed trajectory (volatile) dynam-
ics)

t0 [neutral]:“or! or, we could go to the bank...”
→ t1 [joy]:“you’re a genius!”
→ t2 [sadness]:“aww, man...”
→ t3 [neutral]:“now, there’s two reasons.”

Frequent emotion switching, consistent with nega-
tive cosine smoothness (abrupt trajectory changes).

Example 3: Smooth emotional progression

t0 [neutral]:“okay, you guys free tonight?”
→ t1 [joy]:“yeah!!”
→ t2 [surprise]:“tonight?”

Gradual transitions with smaller directional
change in latent space.

D.5 Statistics Summary

We summarize key statistics of latent trajectory
dynamics in Table 10.

Metric Value
Mean transition magnitude 13.14
Standard deviation 4.69
Same-emotion transitions 11.93
Different-emotion transitions 13.96
Alignment ratio 1.17

Table 10: Summary statistics of latent trajectory dynam-
ics. Larger transition magnitudes are associated with
changes in emotion, indicating alignment between latent
movement and semantic shifts.

As shown in Table 10, transitions associated
with emotion changes exhibit larger magnitudes
than those preserving emotion, yielding an
alignment ratio greater than 1. This confirms
that movement in latent space corresponds to
meaningful changes in emotional state.

E Intervention Analysis

This section provides additional quantitative analy-
sis supporting the controllability of the latent space
under vector-based interventions.

E.1 Alpha Sensitivity

We analyze the effect of intervention strength (α)
on the magnitude and consistency of latent shifts.
Table 11 shows that increasing α leads to larger
reductions in distance to the target emotion, while
maintaining near-perfect directional alignment.

These results indicate a clear trade-off: larger α
yields stronger movement toward the target, while
slightly reducing the proportion of improved sam-
ples. Cosine alignment remains near 1.0 across all
values, confirming that interventions are direction-
ally consistent.

α Before After ∆ % Improved Cosine

0.5 11.1538 11.0027 0.1511 74.4% 1.00
1.0 11.1538 10.8699 0.2840 73.2% 1.00
1.5 11.1538 10.7555 0.3983 72.2% 1.00
2.0 11.1538 10.6599 0.4939 71.6% 1.00
3.0 11.1538 10.5252 0.6286 68.8% 1.00

Table 11: Effect of intervention strength (α) on distance
reduction toward the target emotion.

E.2 Top Controllable Directions

We further analyze which emotion transitions are
most effectively controlled by the latent interven-
tion mechanism. Table 12 reports the highest-
performing sourceâtarget pairs.

Direction ∆ % Improved

neutral→ surprise 0.39 77.0%
anger→ surprise 0.35 77.6%
neutral→ joy 0.34 80.2%
anger→ joy 0.33 78.0%
fear→ surprise 0.32 79.2%

Table 12: Top-performing intervention directions ranked
by distance reduction.

The results show that transitions toward positive
or high-arousal emotions (e.g., joy, surprise) are
particularly responsive to intervention, suggesting
that the latent space encodes consistent directional
gradients across emotion categories.

F Statistical Validation of Latent
Dynamics

To assess whether the observed latent dynamics
reflect statistically reliable structure rather than
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Figure 16: Distribution comparison for latent transi-
tion magnitudes. Emotion-changing transitions exhibit
consistently larger displacements than same-emotion
transitions, though with substantial overlap.

Statistic Same Emotion Emotion Change

Mean ∥∆z∥ 11.93 13.96
Std. Dev. 4.87 4.38
Median 12.39 14.36

Alignment Ratio 1.1707
Cohen’s d 0.444
95% Bootstrap CI [1.1548, 1.1865]

Table 13: Statistical summary for trajectory alignment
analysis.

random variation, we perform hypothesis testing
on both trajectory displacement and prediction er-
ror distributions. All significance results are inter-
preted conservatively alongside effect sizes.

F.1 Trajectory Alignment

We test whether emotion-changing transitions
produce larger latent displacements than same-
emotion transitions. Across 12,276 transitions,
emotion-changing transitions exhibit larger move-
ment magnitudes (13.96±4.38) than same-emotion
transitions (11.93 ± 4.87), yielding an alignment
ratio of 1.1707. Welch’s t-test (t = −23.64,
p < 0.001), Mann–Whitney U (p < 0.001), boot-
strap confidence intervals, and permutation testing
all reject the null hypothesis. Bootstrap estima-
tion over 10,000 resamples yields a 95% confi-
dence interval of [1.1548, 1.1865], excluding 1.0.
The observed effect size remains modest (Cohen’s
d = 0.44), indicating consistent but overlapping
distributions.

The larger displacement magnitudes observed
during emotion-changing transitions suggest that
conversational emotional evolution is reflected
geometrically in latent space rather than occur-
ring as purely symbolic label changes. At the
same time, the moderate effect size indicates
that emotional regions remain substantially
overlapping, consistent with the continuous and
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Figure 17: Distribution comparison for prediction errors.
Emotion-changing transitions exhibit slightly higher
prediction errors, though the effect size remains small.

Statistic Same Emotion Emotion Change

Mean Error 9.92 10.28
Std. Dev. 2.23 2.23
Median 9.80 10.21

Error Ratio 1.0365
Cohen’s d 0.162
95% Bootstrap CI [1.0282, 1.0450]

Table 14: Statistical summary for prediction error anal-
ysis.

compositional organization observed throughout
the representation space.

F.2 Prediction Error Validation

We further test whether prediction errors increase
during emotion-changing transitions. Emotion-
changing transitions exhibit slightly larger predic-
tion errors (10.28± 2.23) than same-emotion tran-
sitions (9.92 ± 2.23), producing an error ratio of
1.0365. Welch’s t-test (t = −8.82, p < 0.001),
Mann–Whitney U (p < 0.001), bootstrap analy-
sis, and permutation testing again reject the null
hypothesis. The bootstrap 95% confidence interval
[1.0282, 1.0450] excludes 1.0, although the practi-
cal effect size remains small (Cohen’s d = 0.16).

The weaker effect size for prediction error sug-
gests that short-term emotional dynamics remain
broadly predictable even during emotion transi-
tions. Prediction error therefore appears to capture
subtle deviations from expected trajectory evolu-
tion rather than acting as a strong binary signal of
emotion change. All hypothesis tests remain signifi-
cant after Benjamini–Hochberg false discovery rate
correction (α = 0.05). Overall, these analyses sup-
port the conclusion that both latent displacement
and prediction error encode emotionally meaning-
ful structure beyond random expectation, while
also indicating that the observed effects should be
interpreted conservatively rather than overstated.
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G Ablations and Robustness

G.1 Encoder Architecture Comparison

To evaluate whether the observed emotional ge-
ometry depends on encoder choice, the framework
was evaluated across four transformer architectures:
BERT, RoBERTa, DistilBERT, and MiniLM. Al-
though absolute classification and clustering per-
formance varied across models, all architectures
consistently exhibited structured latent geometry,
temporal persistence, compositionality, and control-
lable intervention behavior. These results suggest
that the core latent-dynamical properties emerge
robustly across encoder families rather than from a
specific pretrained representation. Figure 8 qualita-
tively shows that the global manifold organization
remains stable across architectures despite differ-
ences in local cluster sharpness and separation.

Across all architectures, trajectory alignment
ratios remained greater than 1, indicating that
emotion-changing transitions consistently corre-
spond to larger latent displacements. Similarly,
intervention success rates remained above 60%
across models, suggesting that the learned
latent spaces remain geometrically navigable
independent of encoder selection. RoBERTa
produced the strongest cluster separation and
intervention performance, whereas MiniLM
generated smoother but less sharply separated
manifolds. Figure 9 further shows that the global
emotional manifold structure remains qualitatively
stable across architectures despite variation in
local geometry.

G.2 Linear vs Nonlinear Classification Head

A potential concern is that the linear classifier im-
poses a geometric inductive bias that produces the
observed manifold structure by construction. To
address this, we trained both a linear logistic regres-
sion probe (SAGA solver) and a nonlinear MLP
probe (hidden sizes 256–128, ReLU, early stop-
ping) on the frozen latent representations under
five-fold stratified cross-validation, repeated across
all four encoder architectures.

The mean gap of +0.001 across all architectures
is not statistically meaningful (paired t-test, p >
0.05 for all architectures). Notably, BERT shows a
marginal reversal (−0.001) in favour of the linear
probe, and MiniLM shows near-zero gap despite
the convergence caveat.

This pattern is consistent across encoder fami-
lies and confirms two things: the linear constraint
does not impoverish the representation, and the
manifold structure we observe — including radial
centroid organisation, compact outlier manifolds,
and compositional arithmetic — is intrinsic to the
learned representations rather than imposed by the
classification objective.

The Macro-F1 gap relative to the original GoE-
motions paper (0.402 vs 0.64) is attributable to the
32-dimensional projection bottleneck rather than
the linear classifier: the original paper uses the full
768-dimensional BERT output with a nonlinear
head, whereas our framework compresses to 32d
to produce a geometrically interpretable manifold.
This compression is intentional and justified by the
near-zero linear-nonlinear gap observed here.

G.3 Latent Dimension Sensitivity

We further evaluated latent dimensions d ∈
{16, 32, 64, 128} to test sensitivity to representa-
tional capacity. Smaller latent spaces produced
more compressed but less expressive manifolds,
while larger dimensions improved local separation
at the cost of increased overlap and reduced inter-
pretability. A latent dimension of d = 32 provided
the best tradeoff between clustering quality, trajec-
tory stability, controllability, and geometric inter-
pretability. Importantly, temporal persistence and
trajectory alignment remained qualitatively stable
across all evaluated dimensions, suggesting that
the observed emotional dynamics are not tied to a
specific embedding size.

G.4 Linear vs Nonlinear Transition
Predictors

To evaluate whether emotional trajectory pre-
dictability arises from trivial linear continuity, we
compared the proposed nonlinear MLP transition
predictor against a purely linear predictor. The non-
linear model consistently achieved lower prediction
error and larger improvement over the trivial base-
line, particularly near abrupt emotional transitions.
These results indicate that emotional trajectory evo-
lution contains higher-order nonlinear structure be-
yond simple local continuity in latent space.

G.5 Randomized and Shuffled Controls

Several control experiments were conducted to ver-
ify that the observed geometric structure does not
arise accidentally.
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Architecture Macro-F1 Silhouette Align. ratio Lag-1 Intervention (%)
BERT 0.3790 0.2254 1.1668 0.8848 64.6
RoBERTa 0.3824 0.2511 1.1773 0.8547 67.8
DistilBERT 0.3624 0.2385 1.1815 0.8911 65.2
MiniLM 0.2061 0.2443 1.1340 0.9479 60.8

Table 15: Cross-architecture comparison of latent geometry and temporal dynamics. All architectures preserve the
core structural properties of the latent emotional manifold despite differences in absolute classification performance.

Architecture Linear Nonlinear Gap

BERT 0.421± 0.001 0.421± 0.001 −0.001
RoBERTa 0.431± 0.004 0.432± 0.003 +0.002
DistilBERT 0.409± 0.005 0.410± 0.004 +0.001
MiniLM* 0.346± 0.003 0.348± 0.005 +0.002

Mean 0.402 0.403 +0.001

Table 16: Linear vs nonlinear probe Macro-F1 (5-fold
CV) across all four encoder architectures. Gaps are
within one standard deviation for all models, confirming
that the linear classifier constraint does not impover-
ish the learned representation. *LogReg did not fully
converge for MiniLM within 2000 iterations; gap is
therefore conservative.

• Shuffling dialogue trajectories substantially
reduced temporal persistence and destroyed
coherent transition dynamics.

• Randomizing emotion labels eliminated mean-
ingful cluster-label alignment and reduced in-
tervention consistency.

• Random intervention directions produced
near-zero average movement toward target
emotional regions.

• Random centroid assignments removed com-
positional arithmetic behavior and destabi-
lized nearest-neighbour semantic structure.

Together, these controls demonstrate that the ob-
served manifold geometry, trajectory organization,
and intervention behavior emerge from learned
emotional structure rather than statistical artifacts
or embedding anisotropy.

G.6 Affective Circumplex Structure Across
Architectures

To further examine whether the learned emotional
manifolds align with psychologically meaningful
affective structure, we projected emotion centroids
into the valence–arousal circumplex using NRC-
VAD affective coordinates.

Figure 12 shows that all architectures preserve
a consistent global affective topology organized
along broad valence and arousal gradients. Pos-
itive emotions cluster in the high-valence region,
while negative emotions remain separated along
the negative-valence axis. Across models, emotion-
ally distinctive states such as love, gratitude, and
remorse consistently emerge as compact geometric
outliers with high manifold capacity contributions,
suggesting stable and highly separable affective
structure. RoBERTa exhibits the strongest polarity
separation, whereas MiniLM produces smoother
and more compressed affective organization while
preserving the same global topology. These results
further support the interpretation that the learned la-
tent geometry captures psychologically meaningful
affective structure rather than arbitrary clustering
artifacts.
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