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Abstract

As LLM-as-a-judge becomes increasingly
widespread, self-preference—the tendency of
a judge to favor its own outputs—raises grow-
ing concerns about evaluation reliability. How-
ever, this bias has been studied predominantly
on generated text, where stylistic features and
response quality are inevitably conflated. As
a result, existing measurements cannot sepa-
rate genuine self-preference from these con-
founds. We address this limitation by chang-
ing the object of evaluation: instead of judg-
ing generated text, ten LLMs assess sets of
narrative constraints selected from a shared
pool, which carry no stylistic fingerprint yet
retain a recoverable model-specific signature.
Two experiments on this task yield comple-
mentary findings. Under blind evaluation,
self-preference disappears, with a small ef-
fect remaining in the opposite direction once
selection quality and judge severity are con-
trolled. Under matched quality, however, self-
and other-labels alone—without naming any
model—shift scores bidirectionally. LLM
judges inflate scores for self-labeled selections
and deflate those for other-labeled ones regard-
less of the selection’s actual source. We make
two contributions: 1) authorship attribution is a
distinct driver of evaluation bias, and 2) ground-
truth-free tasks can serve as controlled instru-
ments for studying LLM judge behavior.

1 Introduction

LLM-as-a-judge has emerged as a widely adopted
paradigm for scalable evaluation, using large lan-
guage models (LLMs) as automatic assessors
across diverse tasks (Gu et al., 2026). Despite
their extensive use, LLM judges have been shown
to exhibit systematic biases (Shi et al., 2025; Ye
et al., 2025). A particularly concerning bias is self-
preference (Zheng et al., 2023; Xu et al., 2024),
where an LLM judge rates its own outputs more fa-
vorably than those of other models. Prior work
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Figure 1: Experimental design. Ten LLMs participate
in dual roles: as selectors who construct evaluation
targets via a constraint selection task, and as judges
who evaluate the resulting selections on a 4-axis rubric.
Each selection is judged under two conditions: Blind
(no source label) and Labeled, where source attribution
is experimentally manipulated in a 2 X 2 design crossing
label veracity (TL = true, FL = false) with claimed
source (self vs. other).

has examined potential sources of this bias, in-
cluding low perplexity (Wataoka et al., 2024) and
self-recognition (Panickssery et al., 2024). Saraf
et al. (2025) investigated the effect of authorship
labels by manipulating them across three commer-
cial LLMs, with the Claude label elevating scores
across judges.

Meanwhile, recent studies have identified
methodological confounds in measuring self-
preference. Chen et al. (2025a,b) argue that
existing measurements conflate response quality
with genuine self-preference, and Roytburg et al.
(2026) attribute almost 90% of the observed self-
preference to evaluator uncertainty—a judge’s lim-
ited ability to reliably assess response quality.
These findings raise two questions: First, does self-
preference persist once confounds are controlled?
Second, can self/other labels alone shift evaluations
under the same controls?

To address these questions, we introduce a novel
experimental design built around an open-ended
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creative task. Instead of model-generated text, ten
LLM judges assess combinations of narrative con-
straints selected from a pre-constructed pool of 200,
under both blind and labeled conditions. Our re-
sults on this task show that although most LLMs as-
sign higher mean scores to their own selections, this
apparent self-preference largely disappears once
selection quality and judge severity are controlled.
Moreover, authorship labels alone shift evaluations
bidirectionally—judges inflate scores under self-
labels while simultaneously deflating them under
other-labels—even when the evaluation target is
identical.

We make two contributions. First, we provide di-
rect evidence that self/other labels alone can induce
bidirectional evaluation bias. Second, by leverag-
ing creative tasks as a testbed for assessing LLM
biases, we show that ground-truth-free settings can
serve as controlled instruments for studying LLM
judge behavior. Additionally, our experimental de-
sign lends further support to the view that apparent
self-preference in LLM judges may be largely a
measurement artifact (Chen et al., 2025b; Roytburg
et al., 2026).

2 Related Work

2.1 LLM-as-a-Judge and Evaluation Bias

LLMs are increasingly deployed as evaluators
across a broad range of assessment tasks, such as
pairwise comparison and direct scoring (Saunders
et al., 2022; Liu et al., 2023; Bai et al., 2023; Li
et al., 2025). However, prior work has identified
systematic biases that undermine the reliability of
LLM-as-a-judge. Position bias—the tendency of
judges to favor a response based on its order rather
than its quality—is one of the most extensively
studied (Zheng et al., 2023; Wang et al., 2024; Shi
et al., 2025). Koo et al. (2024) examined six cog-
nitive biases in LLM evaluators, including atten-
tional bias and the bandwagon effect, while Ye et al.
(2025) documented a broader spectrum, showing
that judges also prefer responses based on verbosity
and sentiment. Among these biases, self-preference
(Panickssery et al., 2024; Liu et al., 2024; Pombal
et al., 2026)—also termed self-enhancement bias
(Zheng et al., 2023)—refers to the tendency of an
LLM judge to favor its own outputs over other mod-
els’ outputs. This bias is particularly concerning
because it can directly compromise the validity of
LLM-based evaluation, motivating closer examina-
tion.

2.2 Proposed Mechanisms and Measurement
Confounds

While self-preference has been demonstrated
across diverse evaluation domains (Mahbub and
Feng, 2026; Pombal et al., 2026), its underly-
ing sources remain contested. Panickssery et al.
(2024) find a positive correlation between self-
recognition ability and self-preference strength,
whereas Wataoka et al. (2024) attribute self-
preference to a familiarity effect, with judges favor-
ing lower-perplexity outputs. Recent work raises a
more fundamental question: whether this effect re-
flects a genuine bias. Chen et al. (2025b) show
that existing measures conflate self-preference
with response quality; Chen et al. (2025a) ar-
gue that, while stronger models exhibit greater
self-preference, much of this preference reflects
their objectively superior output quality. Notably,
Roytburg et al. (2026) attribute roughly 90% of
measured self-preference to evaluator uncertainty,
demonstrating that judges’ difficulty in assessing
harder queries inflates the apparent self-preference
rate. Collectively, these findings suggest that most
reported self-preference may stem from measure-
ment confounds, though the mechanism behind any
residual is still contested.

2.3 Authorship Labels and Self-Preference

A distinct line of work examines whether author-
ship labels can shift LLM-based evaluations. Sun
et al. (2026) reveal that LLM judges attend more
closely to the authorship label than to content it-
self, using it as a shortcut for evaluation. Mari-
oriyad et al. (2025) identify a preference hierar-
chy among authorship labels (Expert > Human >
LLM > Unknown). Most relevant to our work,
Saraf et al. (2025) test label-induced bias in three
commercial LLM judges under four conditions—
no attribution, true attribution, and two false attri-
butions. The Claude label elevates scores while
the Gemini label lowers them, producing apparent
self-preference in Claude and self-deprecation in
Gemini. However, since the evaluated content con-
sisted of LLM-generated blog posts, these effects
remain confounded with stylistic fingerprints, per-
plexity, and output quality, leaving self-recognition
as a potential driver of self-preference. More criti-
cally, because the labels were real model names, it
is unclear whether the observed shifts reflect self-
preference or model reputation effects.
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3 Methodology

To address the limitations of prior work, we adopt
a narrative selection task to construct evaluation
targets. We then prompt LLM judges to assess
these selections on a 4-dimension rubric across
two settings: blind and labeled evaluation. Ten
LLMs serve as both selectors and judges: five
commercial models (Claude Opus 4.7, Gemini 3.1
Pro, GPT-5.5, Grok 4.3, and Qwen3.6-Plus) and
five open-weight models (DeepSeek-V4-Pro, Kimi
K2.6, Llama 4 Maverick, Mistral Large 3, and
Qwen3.6-35B-A3B; see Appendix A).

3.1 Narrative Constraint Selection Task

Instead of relying on text-based evaluation and
post-hoc style control, we eliminate model-specific
stylistic features by changing the type of evalua-
tion target: LLLM judges assess structured narrative
selections, with no narrative text generated at any
stage. To produce these selections, we prompt each
LLM to perform the selection task 30 times, pro-
viding sufficient inter-run coverage per model. In
each run, the LLM selects the 20 items it considers
most useful for constructing a single story from a
curated set of 200 narrative constraints (Jung et al.,
2026)—each a pre-written, single-sentence descrip-
tion of an Event, Style, Character, or Setting (see
Figure 2). This design offers two advantages. First,
word choice, sentence structure, and phrasing are
held constant, preventing model-specific stylistic
features from influencing the evaluations. Second,
creative tasks provide a sensitive testbed for detect-
ing LL.M judgment biases, as such biases tend to
be more salient in subjective, open-ended domains
(Marioriyad et al., 2025; Fein et al., 2026).

Analysis of selections reveals that each model
draws on a characteristic subset. Within-model
Jaccard similarity (Broder, 1997) exceeds chance
for all ten models, indicating that each LLM ex-
hibits a consistent selection profile (see Figure 3;
Appendix E for numerical values). Moreover, a
leave-one-out k-NN classifier (k = 5) identifies
the source model with 50.7% accuracy—more than
five times the 10% chance baseline (robust across
k e {1,3,5,7}: 46.7-50.7%) (see Appendix D).
Together, these analyses indicate that LLMs main-
tain distinct selection profiles when model-specific
stylistic cues are eliminated by design, providing
the variation necessary for meaningful self-versus-
other comparisons.

—

| Narrative Constraints Library |

—
Style

Event

1. Longing revealed
as never one's own

51. Write like Fyodor
Dostoevsky

Character Setting

101. Driven by
ambition, torn by
failure

151. When writing
and ritual forge
culture

. J
i LLMs select 20 constraints

8. A rumor unravels
the city's origin

Figure 2: Narrative constraint selection task, adapted
from Jung et al. (2026). The pool comprises 200 single-
sentence constraints from that work, organized into four
categories. In each run, an LLM freely selects any 20
constraints from the full pool with no category-level
quota. All ten models each perform 30 runs, yield-
ing 300 constraint sets in total. No narrative text is
generated from the selected constraints; the selections
themselves are the evaluation targets.

3.2 Evaluation Procedure
3.2.1 Rubric

Each selection set is assessed on a 7-point Likert
scale across four dimensions: Originality, Dimen-
sionality, Coherence, and Tellability. The rubric
provides a structured interpretive frame for eliciting
judgments consistently across models and experi-
mental conditions. Originality and Coherence are
adapted from the Torrance Test of Creative Writing
(Chakrabarty et al., 2024), while Dimensionality
and Tellability draw on narrative theory (Barthes,
1977; Labov, 1972). By directing each judge to
assess specific, theoretically grounded properties
rather than self-selecting which aspects to attend to,
this framework reduces evaluative arbitrariness and
renders judge behavior decomposable across con-
ceptually distinct dimensions (see Appendix B for
full rubric with anchor descriptions and theoretical
rationale).

3.2.2 Experiment 1: Blind Evaluation

Setup. In Experiment 1, each model serves as
a judge, evaluating all 300 selections without la-
bels. Each judge returns a JSON object with
an integer score on a 1-7 scale for each dimen-
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Selection patterns by model (300 selections, MDS projection)
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Figure 3: Selection patterns by model (300 selections), projected via Multidimensional Scaling (Borg and Groenen,
2005). Each subplot highlights one model’s selections against the full set; models are ordered by within-model

Jaccard similarity (descending).

sion and a 2-3 sentence justification. To average
over stochastic variability in LLM scoring, each
judge evaluates each selection three times, yielding
10 judges x 300 selections x 3 repetitions = 9,000
runs. Within each run, both the order of the 20 con-
straints in the selection and the order of the four
rubric dimensions are independently shuffled using
a per-run seed, mitigating potential ordering biases.
The full evaluation prompt and response format are
provided in Appendix C.

Raw self-other comparison. For each judge, we
compare the mean scores it assigns to its own se-
lections versus those produced by other models,
for the average score and each rubric dimension.
To account for stochastic variability in LLM scor-
ing, we test each judge’s self-produced selections
against its other-produced ones with Welch’s two-
sample t-tests; p-values are Holm-corrected across
the ten judges. This comparison controls for nei-
ther selector quality nor judge severity; it serves as
the baseline against which the confound-controlled
analysis is interpreted.

Confound-controlled estimation. To test
whether self-preference remains once measure-
ment confounds are controlled for, we fit a
mixed-effects model:

score = Bo + Bs - is_self + (1| judge)
+ (1] selector) + (1| selection_id)

where (g is the coefficient of interest; the ran-
dom intercepts absorb three measurement con-

founds: judge for rater severity, selector for
selection quality, and selection_id for non-
independence across repeated evaluations of the
same selection. A positive, significant Sg indi-
cates that judges score their own selections higher
after controls; a non-significant Sg indicates that
the apparent self-preference is attributable to the
controlled confounds.

3.2.3 Experiment 2: Labeled Evaluation

Setup. In Experiment 2, LLM judges evaluate
selections under four label conditions: TL-self, TL-
other, FL-self, and FL-other (see Table 1). For each
judge, we construct quality-matched pairs from Ex-
periment 1 scores: a self- and an other-produced se-
lection can be paired if the judge rated them within
0.25 on the overall mean and within 1 point on
each dimension. The thresholds ensure that paired
selections are comparable not only in overall score
but on each individual dimension, while produc-
ing enough pairs per judge for estimation. Among
eligible candidates, the closest match by total di-
mension distance is selected, yielding 40 pairs per
judge (400 in total).

Each evaluation run presents a single selection
to the judge, so the attribution label affects an ab-
solute rating rather than a direct pairwise compar-
ison. The label is inserted as an anonymous self-
/other phrase—*“your own selection” for self-labels
and “another language model” for other-labels—
without naming specific models. This isolates the
self-other distinction from model-identity effects
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Self label Other label Judge Self Other A P

TL-self FL-other Kimi K2.6 4.88 379 +1.09 <.001
Self-produced self selection +  self selection + GPT-5.5 5.78 492 +0.86 < .001
self label other label DeepSeek-V4-Pro  4.86 434  +40.52 .350
FL-self TL-other Claud; g);;;s 4.7 2(7) ; 22(9) +Ogi < 2031

Other-produced other selection  other selection Qwep -0-Hus : : +0. 48
+ self label + other label Gemini 3.1 Pro 441 4.21 +0.21 484
Llama 4 Maverick 5.51 547 +40.04 484
Table 1: 2 x 2 design for Experiment 2, crossing the Ic\}drlggei ;arge 3 ;22 ggg :82? < gg?
actual source of a selection with the label shown to the Qwen3.6-35B-A3B  3.75 465 —0.90 < .001

judge. TL = true label (1abel matches the actual source);
FL = false label (1abel contradicts the actual source).

(full prompts in Appendix C). As in Experiment 1,
each selection is evaluated three times, yielding
40 pairs x 10 judges x 4 conditions X 3 reps =
4,800 runs.

Label-induced attribution effect estimation.
To investigate the authorship label effect and test
whether it depends on the true content origin, we
fit a mixed-effects model:

score = By + fBr - label 4+ B4 - actual
+ Sra - (label x actual)
+ (1] judge) + (1] selection_id)

where label indicates the displayed source (self
vs. other) and actual the true source, with ran-
dom intercepts. 5y, captures the main effect of the
displayed label—the average score shift for a self-
versus other-label—whereas (54 reflects the main
effect of actual source, the average score difference
between self- and other-produced selections. A
non-significant 51, 4 would indicate that the label
effect is invariant across actual sources, with the
same label-induced shift regardless of who actually
produced the selection.

Directional decomposition. [, captures magni-
tude but not direction: it cannot distinguish whether
self-labels inflate scores, other-labels deflate them,
or both. To resolve this, we use each judge’s Experi-
ment 1 (blind evaluation) scores as the baseline and
compute the deviation of every labeled evaluation
from this baseline.

4 Results

4.1 Experiment 1: Apparent Self-Preference
Disappears Under Control

4.1.1 Sanity Check

In Experiment 1, eight of the ten judges produce
meaningful score variation across selections (see
Figure 4). The remaining two—Llama 4 Maverick

Table 2: Raw self—other comparison on the average
score, sorted by A = Self — Other. p-values from
Welch’s two-sample t-tests, Holm-corrected across the
ten judges. Confounds are not controlled; per-dimension
results are in Appendix F.

and Mistral Large 3, both open-weight LLMs—fall
short of the basic discriminative capacity required
for self—other comparisons, placing at least 81%
of their ratings on two adjacent scores in every
dimension.

4.1.2 Raw Self-Other Comparison

On average, seven of ten judges rate their own
selections higher than others’, but the significant
gaps emerge in both directions: positive for Kimi
K2.6, GPT-5.5, and Claude Opus 4.7, and neg-
ative for Grok 4.3 and Qwen3.6-35B-A3B (see
Table 2; per-dimension results in Appendix F).
However, the per-judge X selector matrix (see
Appendix G) suggests this pattern reflects selec-
tion quality rather than genuine self-preference, as
strong selectors receive higher scores from most
judges, and weak selectors receive lower ones—
including from themselves. Kimi K2.6 illustrates
this—it shows the largest raw self—other gap, yet its
selections also rank among the highest from nearly
every judge. The raw gaps may therefore reflect
producer-level quality differences rather than gen-
uine self-preference, which we disentangle in the
following analysis.

4.1.3 Confound-Controlled Estimation

Table 3 reports the self-preference coefficient (8g)
from §3.2.2 for the average score and each rubric
dimension, before and after excluding the two low-
discrimination judges identified in §4.1.1. Before
the exclusion, g is significantly positive on the
average score and on Dimensionality, Coherence,
and Tellability, while Originality shows a small
negative effect. After excluding the two, all posi-
tive effects disappear; only the negative Originality
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Originality

Claude Opus 4.7 - 1 31 19 0
Gemini 3.1 Pro - 18 15 9 19 32 7

GPT-5.5 - 5 36 n 17
Grok 4.3 - 1 24 28 24 19 3
Y Qwen3.6-Plus - 2 10 22 30 26 10
5\ DeepSeek-V4-Pro - 1 6 7 13 25 29 17
Kimi K2.6 - 6 31 18 16 21 7
Llama 4 Maverick -| 0 1 24 19 0
Mistral Large 3 -| 0 36 9
Qwen3.6-35B-A3B- 0 8 17 22 25 23 5
1 2 3 4 5 6 7

Score
Coherence

Claude Opus 4.7 - 24 n 19 8 2 0
Gemini 3.1 Pro n 22 9 7 10 6 1

GPT-55- 7 20 11 10 28 30
Grok43- 8 36 17 9 11 16 3
Y Qwen3.6-Plus- 26 22 10 11 14 14 B]
5\ DeepSeek-V4-Pro - 8 5 4 8 18 17
KimiK2.6- 31 25 13 15 11 5 0
Llama 4 Maverick 0 5 57 37 0
Mistral Large 3 1 6 51 3
Qwen3.6-35B-A3B- 15 32 11 8 14 17 3
1 2 3 I:l 5 6 7

Dimensionality

Claude Opus 4.7 - 27 37 16 17 3
Gemini 3.1 Pro - 3 27 7 6 13 5
GPT-5.5 - 2 8 9 28
Grok 4.3 - 14 34 17 16 17 3
Qwen3.6-Plus- 4 20 14 7 11 28 17
DeepSeek-V4-Pro - 18 22 6 5 7 23 19
KimiK2.6 - 4 30 19 13 19 13 2
Llama 4 Maverick -| 0 0 18 79 3
Mistral Large 3 | 4 55 3
Qwen3.6-35B-A3B - 1 15 13 o) 11 37 iS5
1 2 3 4 5 6 7
Score
Tellability
Claude Opus 4.7 - 0 11
Gemini 3.1 Pro - 1 4 3
GPT-5.5 - 1 2
Grok 4.3 - 2 6
Qwen3.6-Plus - 0 7 6
DeepSeek-V4-Pro - 13 11 5
Kimi K2.6 - 0 8 13
Llama 4 Maverick -}
Mistral Large 3 |
Qwen3.6-35B-A3B - 1 5 4
1 2 3

Figure 4: Score frequency distribution across all Experiment 1 (blind) evaluations, used as a sanity check. Each cell
reports the percentage of evaluations in which a judge assigned that score for the given dimension.

effect remains, which is contrary to self-preference.
To ensure that the exclusion itself does not drive
this result, we refit the model on all ten judges with
a random slope for is_self by judge. We find no
significant self-preference on any dimension, with
substantial between-judge variability (7 = 0.41-
0.63; see Appendix H). In sum, the raw self—other
gap is attributable to the inflated ratings of the two
low-discrimination judges and to selection quality
rather than genuine self-preference.

4.2 Experiment 2: Labels Alone Induce
Bidirectional Attribution Bias

4.2.1 Per-Condition Descriptive Statistics

Table 4 reports descriptive scores across four la-
bel-source conditions, illustrating how self- versus
other-attribution shifts evaluations of identical se-
lections regardless of actual authorship. Within
each Actual block, self-labels elevate scores over
other-labels by 0.29-0.57 across all four dimen-
sions without exception—notably including Origi-
nality, which had shown, if anything, a weak self-
deprecation tendency in the blind condition. By
contrast, comparing across actual sources at the
same label yields near-identical scores (4.92 vs.

4.91 average under self-labels; 4.50 vs. 4.48 un-
der other-labels), suggesting that the label, not the
content, drives the shift in this experiment.

4.2.2 Label-Induced Attribution Effect

Table 5 presents the mixed-effects model estimates
from §3.2.3. The label main effect (/51 is signifi-
cantly positive across all four dimensions and for
the average score, while neither the actual-source
effect (5.4) nor the label x actual interaction (8r, 4)
reaches significance on any dimension. As a manip-
ulation check, 5 4—the effect of the selection’s true
source—should be near zero if quality matching
succeeded; its non-significance on every dimension
indicates that matching left no substantial content-
driven differences, so the displayed-label effect
(BL) cannot be attributed to residual quality gaps.
Together, these results show that the displayed attri-
bution label alone can shift scores, even when the
evaluation target is identical.

4.2.3 A Bidirectional Label-Induced
Attribution Bias

Table 6 indicates that the label-induced attribution

bias operates bidirectionally. All ten judges rate

self-labels above other-labels, and six follow the
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Label-condition deviation from Exp 1 baseline (per judge, 95% Cl)
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Figure 5: Per-judge mean deviation from the Experiment 1 (blind evaluation) baseline under self-labels (red) and

other-labels (blue) on the average score, with 95% Cls.

Full (10 judges) Excl. low-discrim. (8)
Dim. Bs 95% CI Bs 95% CI
Avg. +0.181* [0.13,0.23] +0.003 [—0.05,0.06]
Org. —0.144" [—0.21,—0.08] —0.133" [—0.21,—0.05]
Dim. +0.316* [0.24,0.39] +0.039 [—0.05,0.12]
Coh. +0.276* [0.21,0.34] +0.042 [—0.03,0.12]
Tel. +0.278" [0.21,0.34] +0.065 [—0.01,0.14]

Table 3: Confound-controlled self-preference coeffi-
cient Sg from the mixed-effects model, before and after
excluding the two low-discrimination judges. Avg. = the
average of the four rubric dimensions and the primary
outcome; Org. = Originality, Dim. = Dimensionality,
Coh. = Coherence, Tel. = Tellability. *p < .05. The pos-
itive effects on the average score and three dimensions
vanish once low-discrimination judges are removed;
only a negative Originality effect remains, which runs
counter to self-preference (though not robust to random-
slope specification; Appendix H).

dominant symmetric pattern—inflating scores un-
der self-labels while simultaneously deflating them
under other-labels. Three exhibit one-sided vari-
ants: Claude Opus 4.7 and DeepSeek-V4-Pro show
significant inflation under self-labels but no reli-
able change under other-labels (self-boost), while
GPT-5.5 shows the reverse (other-penalty). Llama
4 Maverick deflates under both labels (general-
penalty), consistent with its low-discrimination be-
havior in the sanity check. These findings refine the
previous analysis by showing that the label main ef-
fect (Br) operates in two directions—self-inflation
and other-deflation—that may co-occur or appear
alone.

5 Discussion

5.1 Candidate Mechanisms: Familiarity vs.
Self-Recognition

Across our two experiments, apparent self-
preference disappears under blind evaluation once
confounds are controlled, and gives way to a label-
driven shift when self- and other-labels are attached
to identical targets. If LLM judges favor lower-
perplexity outputs, as Wataoka et al. (2024) argue,
self-preference should have arisen in Experiment 1:
each judge exhibits a distinct selection pattern, so
its own selections should be the most familiar to it
even though model-specific stylistic cues are struc-
turally eliminated. However, self-preference is no
longer significant once selection quality and judge
severity are controlled. More fundamentally, the fa-
miliarity hypothesis cannot explain why attributed
authorship shifts evaluation scores when the tar-
gets themselves remain identical. Familiarity thus
does not appear to be a substantial driver of self-
preference in our setting; the higher mean scores
that judges initially assigned to their own selections
are better attributed to measurement confounds.

By contrast, the self-recognition hypothesis of
Panickssery et al. (2024), who reported a linear cor-
relation between self-recognition ability and self-
preference strength, provides a useful starting point
for interpreting both experiments. We view Ex-
periment 1 as a setting where self-recognition is
hindered by the nature of the evaluation targets: al-
though each model’s selections carry a statistically
recoverable signature (§3.1), this signal may be too
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Actual Condition  Average Org. Dim. Coh. Tel.
Self TL-self 492 (1.04) 4.76(1.24) 5.16(1.55) 3.85(1.74) 5.91(1.09)
-produced  FL-other  4.50 (1.10) 4.28 (1.25) 4.60 (1.60) 3.56 (1.69) 5.55(1.14)
Other FL-self 491(1.06) 4.83(1.23) 5.09(1.57) 3.92(1.80) 5.79(1.12)
-produced  TL-other 4.48 (1.16) 4.30 (1.19) 4.52 (1.68) 3.63 (1.82) 5.47(1.22)

Table 4: Per-condition descriptive statistics for Experiment 2. Mean (SD) across all judges, pairs, and repetitions.
TL = label matches actual source; FL = label contradicts actual source.

Dim. Effect Estimate 95% CI P Judge Self-label Other-label Pattern
Br  +0.43""" [+0.39,40.47] < .001 Qwen3.6-35B-A3B +0.131" —0.523" symmetric
Avg.  Ba +0.02  [-0.09,+0.14] .689 Gemini 3.1 Pro +0.302* —0.339" symmetric
Bra —0.01  [-0.06,40.05] .823 Qwen3.6-Plus +0.175*  —0.444* symmetric
81 40.53""  [+0.47,40.60] < .001 Kl.rm K2.6 +0.147* —0.386* symmetrTc
Mistral Large 3 +0.081 —0.265 symmetric
Org. fa —0.03  [-0.15,+0.09] .663 Grok 4.3 +0.126*  —0.195" symmetric
BLa  —0.05 [-0.14,40.05] .346 : : : Y
e o < DoV T
Dim. B4 +0.11  [-0.06,+0.27] .197 pus : :
Bra —0.02  [-0.12,40.08] .721 GPT-5.5 —0.019 —0.340"  other-penalty
B +0.29""* [40.24,4+0.35] < .001 Llama 4 Maverick —0.192"* —0.384" general-penalty
Coh. fBa  —006 [-0.26,+0.14] .541
Bra =001  [-0.09,40.07] .805 Table 6: Per-judge mean deviation from the Experi-
fr  +0.32*** [+0.26,+0.38] < .001 ment 1 (no-label) baseline under self- and other-label
Tel. fBa +0.07  [-0.05,+0.20] .257 conditions on the average score. Patterns: symmetric
Bra +0.05  [-0.04,40.13] .261 (self 1, other |), self-boost (self 1 only), other-penalty

Table 5: Fixed-effect estimates from the mixed-effects
models for Experiment 2. (31, captures the displayed-
label effect; 3 4 the actual-source effect (expected ~ 0
under successful quality matching); 51 4 their interac-
tion. ***p < .001. Across all dimensions, 3y, is the
only significant fixed effect, and this pattern is robust
to excluding two low-discrimination judges (see Ap-
pendix I).

weak for a judge to recognize its own selections
during evaluation. In Experiment 2, in contrast,
we speculate that explicit self- and other-labels es-
tablish the conditions under which the self/other
distinction becomes operative. While assigning
explicit labels differs from text-based implicit self-
recognition, our findings align with the account
of Panickssery et al. (2024) in a broader sense:
what matters is whether authorship is marked as
self or other, regardless of whether it is inferred
through self-recognition or supplied by an explicit
label. Still, how LLLM judges internally represent
these self/other attributions warrants further exami-
nation.

5.2 Generalizability and Broader Implications

In our two experiments, the evaluation targets are
narrative selections rather than generated texts.

(other | only), general-penalty (both |). Rows grouped
by pattern; within each group, judges are sorted by the
magnitude of the label-induced shift. *p < .05 (one-
sample ¢-test, Hy: p = 0).

While this design separates content from model-
specific surface cues and thus enables rigorous
control of potential confounds, our main findings
are established on this task. To examine whether
the observed label-induced effects extend beyond
the constraint-based narrative selection setting, we
conducted a supplementary replication applying
the Experiment 2 design to the evaluation of full-
length generated research proposals, following Si
et al. (2025).

Specifically, the ten models each generated three
research proposals for each of three topics, yield-
ing 90 proposals in total. We then normalized the
style of all proposals using the style-normalization
prompt of Si et al. (2025) with a fixed non-judge
model (Claude Haiku 4.5) to reduce stylistic vari-
ation across models. All ten judges subsequently
evaluated all 90 normalized proposals in a blind set-
ting using the accompanying review form verbatim,
with anchored 1-10 scales for Novelty, Feasibility,
Expected Effectiveness, Excitement, and Overall.
For the labeled evaluation, we constructed 85 self—
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Dim. Effect Estimate P
BL +0.196"** < .001
Overall (4 40.011 .897
Bra +0.016 779
BL +0.244** .003
Nov. Ba —0.014 .908
Bra —0.043 426
Br —0.116" .016
Fea. Ba +0.125 .182
Bra +0.051 .366
Br 40.047 .202
Eff. Ba +0.002 .989
Bra +0.078 133
6L +0.206"** < .001
Exc. Ba +0.019 .810
Bra —0.008 .880

Table 7: Fixed-effect estimates from the mixed-effects
models for the research-proposal replication following
Si et al. (2025). Nov. = Novelty, Fea. = Feasibility,
Eff. = Expected Effectiveness, Exc. = Excitement. 5y,
captures the displayed-label effect; 54 the actual-source
effect; B 4 their interaction. *p < .05, **p < .01,
***p < .001.

other pairs from proposals whose blind Overall
scores differed by no more than 0.5. Each proposal
was then evaluated three times under both self and
other labels in a 2x?2 design using the same review
form, with anonymous self/other phrases as in our
main experiments.

The results in Table 7 show that label attribu-
tion significantly shifted evaluations of identical
research proposals, while neither actual authorship
nor the interaction between label and actual author-
ship was significant. The effect was dimension-
specific, increasing Overall, Novelty, and Excite-
ment scores while decreasing Feasibility scores.
The reversal for Feasibility indicates that attribution
does not simply induce uniformly more favorable
scoring; the direction of the shift varies with the
evaluation dimension. The recurrence of system-
atic attribution effects suggests that the bias is not
specific to the narrative-selection setup and may
extend to more naturalistic evaluation settings.

These findings have two implications for the
measurement and deployment of LLM judges.
First, self-preference measured without sophisti-
cated confound controls is likely overstated. The
raw self—other gaps in our data were attributable
to selection quality and judge severity, so future
measurement should identify and control for such
confounds. Second, our results identify a source
of evaluation bias operating at the level of as-

signed authorship, independently of content. If
an evaluation pipeline marks outputs as the judge’s
own by design—as in self-refinement, where self-
preference is known to amplify (Xu et al., 2024)—
such attribution may distort the resulting evalua-
tions. Future research is needed to determine if
withholding or obfuscating attribution reliably sup-
presses this bias across evaluation settings.

6 Conclusion

This study asks whether self-preference in LLM
judges persists once surface-level cues and con-
founders are controlled, and whether a self-
authorship label alone can induce such bias un-
der the same controls. Drawing on a narrative
selection task that eliminates stylistic features by
design, we examine LLM judge behavior under
two settings. Our results show that, while most
LLM judges assign higher mean scores to their
own selections in blind evaluation, this apparent
self-preference disappears once selection quality
and judge severity are controlled. When authorship
labels are assigned, however, they systematically
shift judges’ evaluations regardless of the evalua-
tion target’s actual source: the most common pat-
tern is a symmetric shift—judges inflate scores un-
der self-labels and deflate them under other-labels—
while some models show one-sided variants, inflat-
ing self-labeled or deflating other-labeled scores
alone. A supplementary replication on the evalua-
tion of generated research proposals suggests that
this label-induced bias extends beyond the narra-
tive selection setting, though its direction varies by
dimension. Our contributions are twofold. First,
by introducing an experimental design that struc-
turally eliminates surface confounders, we provide
direct evidence that self/other labels alone can in-
duce bidirectional evaluation bias in LLM judges.
Second, we suggest that open-ended, ground-truth-
free tasks can serve as controlled instruments for
studying LLM judge behavior.

Limitations

Our main experiments are confined to a single
creative-selection domain—a setting that priori-
tizes rigorous experimental control over ecological
validity. The replication on research-proposal eval-
uation in §5.2 provides initial evidence of general-
ization, but to one additional domain only. Whether
similar effects emerge in settings with verifiable
ground truth, such as reasoning or instruction-
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following evaluation, remains unclear. In addition,
all experiments in this study are conducted in En-
glish, so the cross-lingual generalizability of the
label-induced bias remains an open question. More-
over, our labeled evaluations—in both the main and
the additional experiments—rely on explicit self-
/other attribution prompts, whereas in real-world
LLM-as-a-judge deployments authorship informa-
tion is often implicit or unavailable. It remains un-
examined whether real-world attribution cues, such
as stylistic fingerprints, model-specific linguistic
patterns, or interface-level signals, induce the same
bias. Finally, the 4-axis rubric we establish is not
validated against human evaluation. It serves as a
structured interpretive frame that constrains how
judges interpret the evaluation criteria, rather than
an absolute measure of quality.
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A Model Setup

Model OpenRouter ID

Commercial

Claude Opus 4.7 anthropic/claude-4.7-opus-20260416
Gemini 3.1 Pro google/gemini-3.1-pro-preview-20260219
GPT-5.5 openai/gpt-5.5-20260423

Grok 4.3 x-ai/grok-4.3-20260430

Qwen3.6-Plus

gwen/gwen3.6-plus-04-02

Open-weight

DeepSeek-V4-Pro

deepseek/deepseek-v4-pro-20260423

Kimi K2.6 moonshotai/kimi-k2.6-20260420
Llama 4 Maverick meta-1llama/llama-4-maverick-17b-128e-instruct
Mistral Large 3 mistralai/mistral-large-2512

Qwen3.6-35B-A3B

gwen/qgwen3.6-35b-a3b-20260415

Table 8: All models were accessed via OpenRouter'; exact snapshot identifiers are provided. The set spans nine
developers and covers frontier general-purpose systems alongside open-weight models of varying scale and training
lineage, providing sufficient heterogeneity to probe self-preference across diverse judges and model families. All
models are queried with temperature = 1.0 and reasoning_effort = high where each parameter is supported;
unsupported parameters were left at their defaults.

B Evaluation Rubric

Dimension

Anchor at 1 (Low)

Anchor at 7 (High)

Originality

Dimensionality

Coherence

Tellability

The selected constraints lean on familiar
story patterns and well-worn tropes, pro-
ducing a combination that is predictable
and conventional.

The selected constraints operate indepen-
dently; altering one does not affect the
meaning or function of the others.

The selected constraints contain irreconcil-
able contradictions that no narrative device
can resolve within a single coherent story.
The selected constraints lack a point worth
telling—no conflict, question, or stake
arises that would make an audience want
to hear or tell this story.

The selected constraints break from famil-
iar story patterns and well-worn tropes,
producing a combination that is unpre-
dictable and fresh.

The selected constraints are mutually con-
stitutive, each element defining the others’
meaning and weight, producing narrative
depth.

The selected constraints integrate seam-
lessly into a single narrative without logi-
cal tensions or unresolved contradictions.
The selected constraints carry a point
worth telling—a clear conflict, urgent
question, or meaningful stake that natu-
rally invites narration and sustains atten-
tion.

Table 9: Four-dimension evaluation rubric with anchor descriptions at the endpoints of a 7-point Likert scale.
Coherence asks whether the constraints can share one story, Dimensionality whether they need each other once they
do. Theoretical grounding for each dimension is provided in the text below.

"https://openrouter.ai
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Theoretical Rationale for the Proposed Rubric.
Existing narrative evaluation rubrics are built for
generated text. Our task, however, produces selec-
tions, not text, so we use a four-dimension rubric
that scores a selection directly: Originality, Dimen-
sionality, Coherence, and Tellability. Each of these
four aspects of narrative design targets a specific
property of the selection instead of asking for a sin-
gle overall quality score, and the four are meant to
measure different things. We deliberately remove
surface properties like style and pacing since they
can’t be judged before a story is written, and scor-
ing them would bring back the stylistic confound.

We adapt Originality and Coherence from the
Torrance Test of Creative Writing (Chakrabarty
et al., 2024), a framework for assessing the cre-
ativity of LLM-generated narratives. While TTCW
operates at the surface text level, we modify its
construct definitions to selection-level material by
rewriting anchors to describe configurations of cho-
sen components rather than executed prose. Origi-
nality rewards selections that break from familiar
patterns and tropes, and Coherence rewards selec-
tions whose constraints fit together without contra-
diction.

Dimensionality is a selection-level construct we
introduce to characterize how chosen narrative
components interlock to produce narrative depth
— the degree to which each element constitutively
shapes the meaning of the others. We introduce the
term, but the idea is old: the classical principle that
the parts of a narrative are mutually reinforcing,
each taking its meaning from the others (Aristotle,
1995; Barthes, 1977). We distinguish it from Co-
herence: Coherence asks whether the pieces can
share one story, Dimensionality whether they need
each other once they do.

Tellability measures whether a selection has a
point worth telling—a conflict, question, or stake
that answers “so what?” The idea originates from
Labov’s study of natural storytelling (Labov, 1972),
where an event is narratable only if it earns the
telling. It later came to be treated as a core category
in narrative theory (Ryan, 2005; Baroni, 2007). It
is independent of the other three since a selection
can be original, coherent, and dimensional and still
give a reader no reason to care, making the story
lack Tellability.

LLM judges are usually run in one of two ways:
pairwise comparison or direct scoring (Pombal
et al., 2026). For creative work, “which one is
better” is a less meaningful task because two very

different selections can both be defensible. Thus
we score each selection on its own, on a 7-point
scale with described endpoints. Scoring selections
individually also gives us an absolute number per
selection, which is what lets the Experiment 2 label
manipulation move a single rating instead of only
a ranking.

We did not validate the rubric against human
annotation. It functions as a held-constant compar-
ative frame, since our claims concern differences in
how a fixed instrument is applied across conditions,
not absolute quality scores. Validating it against
human judgments would be needed before using it
to score quality in absolute terms.
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C Evaluation Run Template

C.1 Experiment 1: Blind Evaluation

Run metadata

Judge Kimi K2.6
Selector GPT-5.5
is_self False
Repetition 1of3

Dimension order  Originality — Coherence — Tellability — Dimensionality

Input prompt
You will rate a selection of 20 narrative constraints (chosen from a larger pool) on four dimensions, each on a 1-7 Likert
scale.

[Rubric block: four dimensions, each anchored at 1 and 7; see Table 9 in Appendix B. Dimensions are presented in the
randomized order recorded in the metadata above. |

¢ Use the full 1-7 range.
¢ Respond in English.
» For each dimension, provide a score (1-7) and 2-3 sentences explaining the reason for that score.

Selection:
[20 selected constraints listed in randomized order]

Respond with JSON only:

I

{"originality"”: {"score”: <int>, "reasoning"”: "<2-3 sentences>"}, "coherence": {. ..},
"tellability”: {. ..}, "dimensionality”: {. .. }}

Model output

{
"originality": {"score": 5, "reasoning": "<...>"},
"coherence”: {"score”: 4, "reasoning”: "<...>"},
"tellability": {"score": 6, "reasoning": "<...>"},
"dimensionality”: {"score": 3, "reasoning”: "<...>"}

3

Figure 6: Schematic of an Experiment 1 evaluation run (Kimi K2.6 evaluating a GPT-5.5 selection). The model
output reports actual scores from this run; per-dimension reasoning text is omitted.

C.2 Experiment 2: Labeled Evaluation

Run metadata

Judge Gemini 3.1 Pro
Selector Qwen3.6-Plus
is_self False

Condition FL-self
Repetition 30of 3

Dimension order  Originality — Dimensionality — Coherence — Tellability

Input prompt

The following selection of 20 narrative constraints is your own selection from a larger pool of 200, made earlier as most
useful for writing a single fictional narrative.

[Rubric block, instructions, selection list, and JSON format identical to Experiment 1; see Figure 6.]

Figure 7: Schematic of an Experiment 2 evaluation run (Gemini 3.1 Pro evaluating a Qwen3.6-Plus selection under
the FL-self condition: the selection is labeled as the judge’s own, though it was produced by another model). The
input prompt differs from Experiment 1 only in the opening label phrase (bold); all other components are identical.
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D Kk-NN Source-Model Classification
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Figure 8: Label-permutation null distribution for the k-NN source-model classifier (k = 5). The null is constructed by randomly
shuffling model labels 5,000 times and recomputing leave-one-out k-NN accuracy at each iteration. The observed accuracy of
0.507 falls far above the null distribution (null mean = 0.095, close to the 0.10 chance baseline; p < .001), confirming that
selection-based source identification substantially exceeds chance.

k  Accuracy Correct/N Macro-F1 K D
1 0.477 143/300 0.427 0.419  H*=*
3 0.467 140/300 0.405 0.407 ¥
5 0507 152/300 0.448 0452 e E Within-Model Jaccard Similarity
7 0.493 148/300 0.424 0.437  HF**
Table 10: Leave-one-out k-NN classification of selec- Model Mean SD Min Max

tion profiles by source model (/N = 300, chance = 0.10,
10 classes). Cohen’s k ranges from 0.41 to 0.45, indi-
cating moderate chance-corrected agreement. k = 5 is

Commercial
Claude Opus 4.7 0.218 0.086 0.026 0.482
Gemini 3.1 Pro 0.190 0.093 0.026 0.600

used as the primary configuration. ***p < .001 (bino- GPT-5.5 0.405 0.092 0.143 0.667
mial test against Hy : p = 1/10).

Model TP FP FN Prec. Rec. F1
Claude Opus 4.7 25 10 5 071 0.83 0.77
Llama 4 Maverick 30 22 0 0.58 1.00 0.73
GPT-5.5 30 37 0 045 1.00 0.62
Kimi K2.6 20 18 10 0.53 0.67 0.59
Qwen3.6-Plus 20 24 10 045 0.67 054
DeepSeek-V4-Pro 7 6 23 054 023 033
Gemini 3.1 Pro 8§ 12 22 040 027 032
Qwen3.6-35B-A3B 5 10 25 033 0.17 0.22
Grok 4.3 4 9 26 031 013 0.19
Mistral Large 3 3 0 27 100 0.10 0.18

Grok 4.3 0.120 0.060 0.000 0.333
Qwen3.6-Plus 0.235 0.079 0.026 0.539

Open-weight
DeepSeek-V4-Pro  0.136  0.062 0.000 0.429

Kimi K2.6 0.221 0.069 0.081 0.429
Llama 4 Maverick  0.247 0.091 0.053 0.600
Mistral Large 3 0.072 0.040 0.000 0.212
Qwen3.6-35B-A3B 0.153 0.064 0.000 0.379
Random null 0.054 —

Table 12: Within-model selection consistency mea-
sured by pairwise Jaccard similarity, computed over
all (%) = 435 unique pairs from 30 selection runs
per model. The random null is the expected mean Jac-
card under uniform random selection from 200 con-

Table 11: Per-model &-NN classification report (k = 5, straints (10,000 permutations; mean = 0.054, 95% CI:
n = 30 per model), sorted by F1 descending. Two asym- [0.051,0.058]). All ten models ex.ceed the random null
metric patterns stand out: Llama 4 Maverick and GPT- ~ atP < -0001 (one-tailed permutation test).

5.5 achieve perfect recall but lower precision, whereas

Mistral Large 3 achieves perfect precision but is rarely

selected as the prediction.
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F Self-Other Comparison by Judge Across Rubric Dimensions

Originality Dimensionality Coherence Tellability
Judge Self Other A Self Other A Self Other A Self Other A
Kimi K2.6 3.43 447 —-1.04 544 340 +2.05 4.72 244 4228 593 4.85 +1.08
GPT-5.5 4.46 474 —0.28 5.99 516 +0.83 5.83 389 +1.94 6.82 587 +0.95

DeepSeek-V4-Pro  5.68 5.07 +0.60 4.40 402 +0.38 4.02 348 +0.54 533 478 +0.56
Claude Opus 4.7 3.84 387 —-0.03 4.13 323 4091 2.69 213 +40.56 5.36 477 +0.58

Qwen3.6-Plus 4.74 500 —-0.26 4.96 448 +047 353 316 +0.37 5.69 530 +0.39
Gemini 3.1 Pro 3.76 463 —0.88 494 434 +0.60 2.86 227 +40.59 6.10 5.59 +0.51
Llama 4 Maverick ~ 5.39 489 +0.50 5.89 583 +0.06 4.90 537 —0.47 5.86 5.78 +0.07
Mistral Large 3 5.98 570 +40.28 6.26 6.38 —0.12 5.00 541 —-0.41 6.52 6.60 —0.07
Grok 4.3 4.97 442 40.55 3.02 407 -1.04 2.06 351 —1.45 4.69 541 —0.72

Qwen3.6-35B-A3B  3.73 462 —-0.89 3.96 493 —-097 229 347 —-1.18 5.02 559 -0.56

Table 13: Raw self-other comparison per judge across all four rubric dimensions. A = Self — Other. Confounds
are not controlled.

G Average Score by Judge and Selector

Claude Opus 4.74 4.0 BY/, 4.3 357, 4.3 3.0
Gemini 3.1 Pro- 4.7 44 4.7 3.8 4.0 4.7 552 319 S,
GPT-5.5 1 5.3 5.2 8 4.7 5% 583 H 3.6 4.8 4.5

Grok 4.3- 438 45 5.0 By, 43 4.5 5.1 =15 3.8 B/, ‘ -5.0
i !
= =
o o
© Qwen3.6-Plus- 50 49 6 | 1/ X L 45 5
= =
g I o
& DeepSeek-V4-Pro- 4.8 5.0 5.8 4.4 s s : 347, 513 c
S -4.0 g

Kimi K2.6 - 4.0 3.8 4.7 4.0

|
Llama 4 Maverick - ‘

e Large ’ ....n.
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Selector (selection producer)

Figure 9: Average score assigned by each judge (rows) to each selector’s selections (columns). Diagonal cells
indicate self-evaluation. Row-level variation reflects judge-level severity differences; column-level variation reflects
selection quality. Selectors that receive consistently high scores across judges—notably GPT-5.5 and Kimi K2.6—
also score highly on the diagonal, suggesting that the raw self—other gap is driven in part by selection quality rather
than genuine self-preference.
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H Random-Slope Robustness Check

The random intercepts of the model in §3.2.2
absorb judge severity, selection quality, and the
non-independence of repeated ratings. However,
they cannot capture whether a judge discriminates
among selections at all. Under the single g shared
by all judges, the two non-discriminating judges—
whose scores carry no self—other signal—still enter
the estimate, as if their near-zero gaps were evi-
dence about self-preference. To model judge het-
erogeneity directly, we refit the model on the full
10-judge sample with a random slope for is_self by
judge:

score = fBp + Bs - is_self + (1] judge)
+ (0 + is_self| judge)
+ (1| selector) + (1| selection_id)

Mo M1
Dim. Bs P 95% CI P T
Avg. +.181 < .001 .08,.44] 173 41
Org. —.144 < .001 A41,.12] 284 41
Dim.

Coh. +.276 < .001 .05,.60] .098 .52

[_
[_
+.316 <.001 [-.08,.71] .120 .63
[_
Tel. +.278 <.001 [-.07,.63] .116 .55

Table 14: Self-preference coefficient Sg on the full 10-
judge sample under the intercept-only model (M0) and
the random-slope model (M1). 7 = between-judge SD
of the self effect under M 1. Point estimates are shared
across the two specifications; MO confidence intervals
appear in the “Full (10 judges)” column of Table 3.

Point estimates are unchanged, but the stan-
dard errors now account for between-judge vari-
ability: no dimension shows a significant average
self-preference, including Originality. The hetero-
geneity is substantial relative to the point estimates
(t = 0.41-0.63), indicating that the self effect
varies markedly across judges rather than reflecting
a shared bias.

I Experiment 2 Estimates Excluding
Low-Discrimination Judges

Dim. Effect Estimate 95% CI o)
BL 4047 [+0.43,40.52] < .001
Avg.  fBa +0.08  [-0.07,+0.22] .293
Bra  —0.02 [-0.09,+0.05] .638
Br  +0.57*** [+0.49,40.65] < .001
Org. Ba —0.12  [-0.27,4+0.02] .089
Bra  —0.03 [-0.14,+0.08] .595
Br  +0.68*** [+0.59,40.76] < .001
Dim. fa +0.15  [-0.06,+0.35] .164
Bra  —0.04 [-0.17,40.08] .468
BL  +0.27"* [+0.20,40.33] < .001
Coh.  fa +0.15  [-0.09,+0.39] 214
Bra  —0.03 [-0.12,40.06] .538
Br  +0.38""" [+0.31,40.45] < .001
Tel.  fBa +0.13  [-0.03,+0.28] .101
Bra  +0.04 [-0.06,+0.13] .462

Table 15: Robustness check: fixed-effect estimates from
the mixed-effects models for Experiment 2 after exclud-
ing the two low-discrimination judges (Llama 4 Maver-
ick and Mistral Large 3). Model specification identical
to Table 5. 1, captures the displayed-label effect; 54
the actual-source effect (expected ~ 0 under successful
quality matching); 81,4 their interaction. ***p < .001.
The label effect (5;,) remains the only significant fixed
effect on every dimension, and its magnitude is compa-
rable to or slightly larger than the full-sample estimate,
confirming that the main findings are not driven by the
two excluded judges.
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