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Abstract

Social understanding abilities are crucial for
multimodal large language models (MLLMs)
to interpret human social interactions. We
introduce SOCIAL CAPTION, a framework
grounded in interaction theory to evaluate so-
cial understanding abilities of MLLMs along
three dimensions: Social Inference (SI), the
ability to make accurate inferences about in-
teractions; Holistic Social Analysis (HSA), the
ability to generate comprehensive descriptions
of interactions; Directed Social Analysis (DSA),
the ability to generate relevant information
from interactions. We analyze factors influenc-
ing model performance in social understanding,
such as scale, architectural design, and spo-
ken context. Experiments with MLLM judges
demonstrate a path towards scaling automated
evaluation of multimodal social understanding.

1 Introduction

Advances in machine learning have enabled multi-
modal large language models (MLLMs) to perform
tasks such as activity recognition and video cap-
tioning that require integrating visual, verbal, and
vocal information (Liang et al., 2024; Yang et al.,
2025). As MLLMs become deployed in domains
that involve social interactions, such as assistive
robotics, models must have social understanding
to operate effectively. This ability is a core com-
ponent of machine social intelligence and involves
interpreting multimodal interactions by inferring
implicit, often unstated, social information such as
the intent, behavior, and interpersonal dynamics
of individuals, guided by both group and societal-
level norms (Dautenhahn, 1995; Morency, 2010;
Fei-Fei and Krishna, 2022; Mathur et al., 2024).
Current approaches to study social understand-
ing of MLLMs use video question answering (QA)
to evaluate model social inference abilities (Zadeh
et al., 2019; Wilf et al., 2023; Grauman et al.,
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2022; Kong et al., 2026) or measure the quality
of model reasoning traces when making QA infer-
ences (Mathur et al., 2025). Beyond performing
QA (selecting an answer from given options), so-
cial understanding involves generating holistic in-
terpretations of interactions (e.g., inferring social
dynamics from body language) and directed inter-
pretations of interactions (e.g., distilling relevant
social information towards an inference) (Dunn,
1988; Boggia and Ristic, 2015; Azaad et al., 2021).

We introduce SOCIAL CAPTION, a framework
to address the challenge of evaluating social under-
standing of MLLMs along three dimensions: (1)
Social Inference (SI), the ability to make accurate
inferences about interactions; (2) Holistic Social
Analysis (HSA), the ability to generate comprehen-
sive descriptions of interactions that capture sub-
dimensions such as settings, behaviors, and socio-
emotional context; (3) Directed Social Analysis
(DSA), the ability to generate relevant social infor-
mation from interactions, in response to questions.
Figure 1 shows the difference between current QA-
based evaluation for social understanding and the
enhanced evaluation enabled by our framework.

We demonstrate the utility of SOCIAL CAPTION
through experiments with state-of-the-art (SOTA)
MLLMs and contribute insights regarding the ca-
pabilities and limitations of MLLMs in multimodal
social understanding. We contribute novel analysis
on factors influencing MLLM social understanding
such as scale, architectural design, and presence
of spoken context. We experimented with MLLM
judges and find that MLLMs demonstrate strong
alignment with human scores, introducing a path
towards scaling automated evaluation of social un-
derstanding in multimodal models.

2 Related Work

Multimodal Social Understanding: Social un-
derstanding refers to the ability to interpret dimen-
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Figure 1: SOCIAL CAPTION, a framework for evaluating social understanding of MLLMs, going beyond social
inference (SI) ability to evaluate holistic social analysis (HSA) and directed social analysis (DSA) abilities. SOCIAL
CAPTION assesses models’ understanding of socio-emotional dynamics within multimodal social interactions.

sions of social context in interactions. Social con-
text can span the setting (e.g., home), actors with
individual intents, emotions, and goals, the roles
of these actors (e.g., observer), social attributes
influencing dynamics (e.g., age), and interaction
structures (e.g., dyadic structure) (Goffman, 1959;
Hymes, 1967; Morency, 2010; Mathur et al., 2024).
Social understanding involves forming holistic in-
terpretations of scenes by synthesizing cues about
actors, behaviors, emotions, and intents, as well
as making directed, goal-oriented interpretations
about interactions (Boggia and Ristic, 2015; Azaad
et al., 2021; Hoppler et al., 2022).

Prior multimodal social understanding bench-
marks such as SOCIAL-IQ 1.0, SoCIAL-IQ 2.0,
EGo4D-SocIAL, and SIV-BENCH have measured
models’ S/ abilities to answer targeted questions
about social interactions, with QA accuracy treated
as a proxy for directed social reasoning abilities.
SocCIAL GENOME studied the quality of model rea-
soning traces during directed QA (Zadeh et al.,
2019; Wilf et al., 2023; Grauman et al., 2022;
Rezaei et al., 2025; Kong et al., 2026; Mathur et al.,
2025). SocIAL CAPTION goes beyond these prior
works to introduce a new evaluation framework for
assessing SI, HSA and DSA in multimodal models.

Advancements in MLLMs: MLLM models typ-
ically consist of an LLM backbone, a vision en-
coder, and a modality alignment module. A com-
mon backbone observed in SOTA MLLMs is
Qwen2-7B (including Qwen2-7B-Instruct) (Yang
et al., 2024). Some MLLMs utilize SigLIP (Zhai
etal., 2023) or CLIP (Radford et al., 2021) as vision
encoders, and others build upon their own trained
Vision Transformers (ViTs) (Dosovitskiy et al.,

2021) to process image and video. Common align-
ment strategies include long-context transfer and
spatial-temporal modeling (Zhang et al., 2024a; Liu
et al., 2024), extensive supervised fine-tuning (SFT)
on diverse video-text datasets (Chen et al., 2024b),
resolution-adaptive techniques (Wang et al., 2024),
and compact model optimization (Yao et al., 2024).
Common SFT strategies include leveraging large-
scale video-text datasets to optimize temporal
reasoning and multimodal alignment, as well as
multi-task learning, instruction tuning, and human-
in-the-loop feedback to enhance model perfor-
mance (Chen et al., 2024b; Wang et al., 2024;
Yao et al., 2024). SociAL CAPTION enables re-
searchers to systematically study how MLLM ar-
chitectural design decisions translate into multidi-
mensional social understanding abilities.

Automated Evaluation with MLLMs: The sub-
stantial costs and limited scalability of human an-
notation to evaluate model abilities have led re-
searchers to investigate approaches for automated
evaluation. In recent years, researchers have used
language models as proxies for human judgment,
with rubrics to evaluate model outputs at scale.
This line of research has included text-based frame-
works such as LLM-RUBRIC (Hashemi et al.,
2024) and multimodal frameworks such as MLLM-
AS-A-JUDGE (Chen et al., 2024a), JUDGE ANY-
THING (Pu et al., 2025), and MR. JUDGE (Pi et al.,
2025). MLLM judges can provide reward signals
to post-train models (Lee et al., 2024; Yasunaga
et al., 2025; Zhang et al., 2025).

The utility of any MLLM judge relies on the
quality of evaluation rubrics (Gunjal et al., 2026)
and the validity of the generated scores. SOCIAL
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CAPTION contributes the first framework to enable
multidimensional evaluation of social understand-
ing, grounded in social interaction theory. We ana-
lyze correlations between MLLM judge ratings and
human ratings of SOCIAL CAPTION dimensions
to contribute insights towards scaling automated
MLLM evaluation for social understanding.

3 SocIiAL CAPTION Framework

This section describes the SOCIAL CAPTION evalu-
ation framework (Section 3.1) and the methodology
for human and MLLM judge evaluation (Section
3.2). A representative example of judge evaluation
is in Appendix A, Figure 4. SOCIAL CAPTION is
a dataset-agnostic framework. In this paper, to in-
stantiate this framework, we conduct experiments
by augmenting an established testbed, the SOCIAL-
1Q 2.0 dataset (Wilf et al., 2023), in alignment
with prior multimodal social intelligence research
(Mathur et al., 2025; Li et al., 2025). This testbed
includes real-world interactions paired with a QA
task that probes behaviors, intents, emotions, and
broader social dynamics of individuals and groups
(1 min per video, 145 videos, 943 questions, 4
answer options per question in the validation set).

3.1 Evaluation Dimensions

SocIAL CAPTION evaluates 3 distinct, comple-
mentary social understanding capabilities in mod-
els: Social Inference (S7), Holistic Social Analysis
(HSA), and Directed Social Analysis (DSA). To-
gether, these dimensions separate discriminative
question answering from open-ended analysis.

3.1.1 SIDimension

The SI dimension evaluates a model’s ability to
correctly answer multiple-choice questions about
social interactions (e.g., “Why is the audience
laughing?”). Aligned with prior work (Zadeh
etal., 2019; Wilf et al., 2023; Mathur et al., 2025;
Kong et al., 2026), we use accuracy as the evalua-
tion metric. SI prompts are in Appendix B.

3.1.2 HSA and DSA Dimensions

Our HSA and DSA evaluation criteria are grounded
in the APRACE taxonomy (Hoppler et al., 2022),
a framework derived with grounded theory analy-
sis of 5,000+ open-ended interaction descriptions.
We selected APRACE over theoretical frameworks
(Goffman, 1959; Hymes, 1967) because it is de-
rived from observer descriptions of interactions and
yields the following components observable from

video: Actors and Partners (attributes and roles
of individuals), Relations (structure and dynamics
of relationships), Activities (behaviors and com-
municative acts), Context (social/temporal setting),
and Evaluation (scene-level appraisal). We use
APRACE to inform the underlying content mea-
sured by SOCIAL CAPTION rubrics for HSA and
DSA. HSA operationalizes APRACE components
in the scene, while DSA operationalizes the same
components with respect to a question.

Scoring HSA Given a video, HSA represents a
model’s ability to generate comprehensive descrip-
tions of social interactions. There are six HSA
sub-dimensions, bolded below. Four of these sub-
dimensions operationalize APRACE components:
Scene Description operationalizes the APRACE
Context component by evaluating the model’s de-
scription of the setting, time of day, and mood;
Individuals operationalizes the APRACE Actors
and Partners components by evaluating appear-
ance, expressions, actions, and body language of
people in the scene; Topic and Context opera-
tionalizes the APRACE Activities and Relations
components by evaluating the main topics of dis-
cussion, background information, and relationship
dynamics; Socio-Emeotional Analysis operational-
izes the APRACE Evaluation component by as-
sessing emotional, power, and conflict/harmony
dynamics. The HSA rubric additionally includes
two sub-dimensions of Answer Detail (amount of
detail/nuance in the description) and Adherence
to Prompt (extent to which the model followed in-
structions) to assess answer quality and instruction-
following abilities. All six sub-dimensions are
rated on a 1-5 Likert scale (maximum HSA score
of 30). For each video, each MLLM generates a
description for HSA (details in Appendix C.1), and
this description is scored by human annotators and
MLLM judges (details in Appendix C.2).

Scoring DSA  Given a video and a targeted ques-
tion about interactions in the video, DSA repre-
sents a model’s ability to generate descriptions of
relevant social information needed to answer the
question. Similar to HSA, DSA includes six sub-
dimensions, bolded below. Four sub-dimensions
operationalize the same APRACE components as
HSA, but evaluate model generations with respect
to the question: Relevant Scene Details opera-
tionalizes Context by evaluating question-relevant
setting, time of day, objects, and visual elements;
Relevant Individuals operationalizes Actors and
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Fartners by evaluating question-relevant people,
appearances, actions, gestures, and roles; Rele-
vant Interactions operationalizes Activities and
Relations by evaluating interactions between in-
dividuals and their significance for the question;
Relevant Context operationalizes Evaluation by
evaluating background information, relationship
dynamics, affective cues, and social context needed
to answer the question. As done for HSA, the DSA
rubric additionally includes two sub-dimensions of
Answer Detail and Adherence to Prompt. All
six sub-dimensions are rated on a 1-5 Likert scale
(maximum DSA score of 30). For each video and
corresponding question, each MLLM generates a
description for DSA (details in Appendix C.3), and
these descriptions are scored by human annotators
and MLLM judges (details in Appendix C.4).

3.2 Experimental Setup

This section describes our methodology for exper-
iments with SOCIAL CAPTION, covering model
selection and human and MLLM judge evaluations.

3.2.1 Model Selection

We conducted experiments with a comprehen-
sive set of open-source and closed-source SOTA
MLLMs capable of processing videos as in-
put. Models were selected based on perfor-
mance on video understanding benchmarks such
as Video-MME (Fu et al., 2025) and MMMU (Yue
et al., 2024). The open-source models include
LongVA (Zhang et al., 2024a), Oryx-1.5 (Liu
et al., 2024), LLaVA-NeXT-Video (Zhang et al.,
2024b), MiniCPM-V2.6 (Yao et al., 2024), Qwen2-
VL (Wang et al., 2024), Qwen2.5-VL (Bai et al.,
2025), Qwen2.5-Omni (Xu et al., 2025), In-
ternVL2 (Chen et al., 2024c), and InternVL3 (Zhu
etal., 2025), along with three closed-source models,
GPT-40 (Hurst et al., 2024), Gemini-1.5-Pro (Reid
et al., 2024) and Gemini-2.5-Pro (Comanici et al.,
2025). Appendix D and Table 3 summarize key
modeling design decisions of the open-source
MLLMs. We use these models with SOCIAL
CAPTION to study how MLLM design decisions
influence downstream social understanding abil-
ities. We evaluate SI across the broader model
set, and conduct the annotation-intensive HSA and
DSA evaluations on the 10 open-source and closed-
source models with the highest SI performance as
a practical screening criterion.

3.2.2 Experimental Model Settings

Videos were processed at 1 frame per second (FPS)
for consistency and sufficient social context. As
most open-source models did not support audio
input, we omitted the audio modality and provided
WhisperX (Bain et al., 2023) transcriptions with
timestamps for temporal dialogue. We used 7B ver-
sions of open-source models when available (three
models only had 8B parameters available); we refer
to 7-8B parameter models as "standard-scale".

3.2.3 SI Evaluations

To test SI for each MLLM, we ran 3 experiments
without transcriptions ("w/o trans.") and 3 experi-
ments with transcriptions ("w/ trans."). This setup
studies the impact of spoken context on model S/
abilities. We compute each model’s average accu-
racy for "w/ trans." and "w/o trans." across runs.
As all models answer the same questions, SI com-
parisons use paired tests with Holm correction.

3.2.4 HSA and DSA Human Evaluations

For HSA and DSA dimensions, we conducted
human evaluations of generations from 10 mod-
els: the three closed-source models and the top 7
standard-scale models, selected by SI performance.
To construct a quality-controlled, representative
human evaluation set, we randomly sampled a 50-
video subset that closely matched the full validation
set across observable factors including SI difficulty,
question type, number of people in each social
scene, and dialogue density (details in Appendix E).
This design prioritizes the curation of reliable hu-
man judgments while keeping annotation cost fea-
sible. Each annotator watched a video and rated
the corresponding HSA or DSA model generation.
Annotators were compensated at $15/hr (prorated).
The annotation pool was gender-balanced, and each
video was evaluated by two English-speaking an-
notators in the United States with at least a high
school education. Evaluations were conducted on
the Prolific platform (Prolific, 2024) through an
IRB-approved process.

Sample Size and Annotator Agreement With
10 models generating HSA and DSA descriptions
for 50 videos, 6 sub-dimensions being rated within
each HSA and DSA description, and 2 annota-
tors per video, this study collects 12,000 total hu-
man ratings. This sample size balances quality-
controlled annotation with statistical power to de-
tect within-video model differences. A paired
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Model Size CL Backbone \ Social Inference (SI) Holistic Social Analysis (HSA) Directed Social Analysis (DSA)
Text-Only Base Model wio trans. (%) w/ trans. (%) | H(30) G (30) I-8B(30) I-78B (30)| H(30) G (30) I-8B (30) I-78B (30)
Qwen2-7B-Instr. | 7B 32K Qwen2-7B | - 64.64 | - - - - | _ -
Standard-Scale Video-Language Models (7B-8B) w/o trans. (%) w/ trans. (%) | H(30) G (30) 1-8B(30) I-78B (30)| H(30) G (30) I-8B(30) I-78B (30)

LongVA 7B 224K Qwen2-7B-Instr. 5298 | 65.43 |

Oryx-1.5 7B 32K Qwen2.5-7B-Instr. 56.60 67.02 - - - - - - - -
LLaVA-NV 7B 32K Qwen2-7B 63.51 68.94 21.72 20.62 27.72 26.22 20.14 17.22 25.42 24.60
MiniCPM-V2.6 8B 32K Qwen2-7B 63.79 69.86 22.35 22.94 29.18 27.54 23.51 7 2298 27.86 26.70
Qwen2-VL 7B 32K Qwen2-7B 65.32 72.02 21.63 20.16 26.12 24.84 18.90 16.32 23.14 22.06
Qwen2.5-VL 7B 32K Qwen2.5-7B 64.26 70.00 2324 1 23.6217 2926 27.48 2349 23161 27.68 27.16
Qwen2.5-0mni 7B 32K Qwen2.5-7B 63.72 68.42 1484 ] 1306, 2174 1932 | 891 688 13.86] 11.66 ]
InternvL2 8B 32K InternLM2.5-7B 60.64 67.77 23.13 21.78 27.76 25.72 19.88 16.22 21.84 21.50
InternVL3 8B 32K Qwen2.5-7B 67.23 73.83 21.78 2338  29.56 T 28.68 1+ | 23.01 2298  28.08 1 27.84 1
Closed-Source Large-Scale Models w/o trans. (%) w/ trans. (%) \ H@30) G 30) I-8B(30) I-78B (30) \ H@30) G (30) I-8B(30) I-78B (30)
GPT-40 - 128K - 71.74 | 78.58 2285 | 2754 29.16 | 2834 | | 2442 26.70 28.28 27.50
Gemini-1.5-Pro - IM - 77.62 78.40 | 2446 2698 | 29.78 28.38 2342 | 2642 2636 2490 |
Gemini-2.5-Pro - M - 79.20 + 82.08 26.14 1 29.96 1 30.00 T 29.96 T | 25.94 1+ 29.38 1+ 29.50 +  28.00

Table 1: Model Performance in Social Understanding Across SOCIAL CAPTION Dimensions: Social Inference
(accuracy %), Holistic Social Analysis (HSA) (score out of 30), Directed Social Analysis (DSA) (score out of 30).
Each model is listed with Size (number of parameters), Context Length (CL), and Backbone (LLM backbone). HSA
and DSA are evaluated by humans (H) and by MLLM models as judges: Gemini-2.5-Pro (G), InternVL3-8B (I-8B),
and InternVL3-78B (I-78B). Arrows represent THighest and |Lowest performance per category.

power analysis indicates that N=50 provides 80%  els are presented in Table 1 and discussed below.
power to detect effects of approximately d,=0.40  SI results are computed over the full validation set,
(details in Appendix F). As each video was an-  while HSA and DSA human evaluation results are
notated by a different pair of annotators, inter- computed over the representative N=50 subset.
annotator agreement (IAA) was assessed with a
binary F1 score, indicating strong reliability in an-
notation (86.60% for HSA and 84.87% for DSA; de- Table 1 presents SI results. Gemini-2.5-Pro
tails in Appendix G). To account for repeated eval-  (82.08% w/ trans.) significantly outperformed all
uation over the same videos, we fit mixed-effects ~ models except for GPT-40 (pagj = 0.19). Among
models with model identity as a fixed effect and standard-scale models, InternVL3-8B achieved the
video as a random intercept, using per-video total ~ highest performance (73.83% w/ trans.), followed
scores across annotators (details in Appendix G). by Qwen2-VL (72.02% w/ trans.). While no model
outperformed the human layperson SI accuracy
3.25 MLLM Judges for HSA and DSA (~85%), we find that SOTA MLLMs demonstrate
To investigate MLLMs as automated judges for  strong zero-shot S/ abilities.
social understanding, we experimented with the
highest-performing open-source and closed-source
models as evaluators for HSA and DSA. We
provided MLLM judges with the same evalua-
tion instructions as human annotators for consis-
tency. We use Gemini-2.5-Pro, InternVL3-8B, and
InternVL3-78B as judges. This set was designed
to study evaluator perspectives, as any capable
MLLM judge trained on internet-scale data will
share architectural or training priors with candidate
models. Gemini-2.5-Pro and InternVL3-8B are
also candidate models, enabling measurement of
self-preference, while InternVL3-78B serves only
as a judge (excluded from the candidate pool).

4.1 SI Performance Trends

Spoken Context and SI Ability Providing tran-
scriptions consistently improved S/ performance
across all models, with accuracy gains up to 13%.
The magnitude of the performance gap between
MLLMs with and without spoken context varies
by model family. Compared to standard-scale
models and GPT-40, Gemini-1.5-Pro and Gemini-
2.5-Pro demonstrate marginal increases in perfor-
mance with the inclusion of transcripts, indicat-
ing that these models have a stronger ability to
use non-verbal visual cues to perform S/ in the
no-transcription setting. These findings demon-
strate the importance of spoken context in MLLM
social reasoning; this modality captures informa-
tion about intent, emotion, and relationships that
informs accurate social inferences (Stivers and Sid-
Results from using SOCIAL CAPTION to evaluate  nell, 2005). The text-only baseline model in Ta-
multimodal social understanding abilities of mod-  ble 1 achieves 64.64%, indicating that spoken con-
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Social Inference Performance vs. Model Size
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Figure 2: Social inference performance across model
sizes with and without spoken context (w/ trans., w/o
trans.). Higher scores indicate stronger capabilities.

text and LLM backbone priors in MLLMs provide
strong signals for SI performance.

Model Design and SI Ability As seen in Ta-
ble 1, ST accuracy varies across MLLM backbones
and design decisions. We note that InternVL3
and Qwen2-VL, the highest-performing standard-
scale MLLMs, both perform video fine-tuning with-
out any video pre-training. Including video data
in pretraining was not found to be a prerequisite
for strong downstream S/ performance. Models
vary in the utility of their visual processing for
SI: LongVA does not significantly outperform the
text-only Qwen2-7B baseline that uses the same
LLM backbone (65.43% vs 64.64%, paqj = 0.25).
LongVA treats videos as extended images, with
images divided into multiple grids during training
(Zhang et al., 2024a). In contrast, Qwen2-VL uses
3D convolutions and multimodal position embed-
dings to capture temporal information about inputs
(Wang et al., 2024). Qwen2-VL significantly out-
performs both the text-only baseline (p,gj < 0.05)
and LongVA (p,gj < 0.01), suggesting that MLLM
social reasoning benefits from model architectures
that represent videos as continuous streams of tem-
poral input, rather than static sequences of frames.

Model Size and SI Ability Figure 2 depicts a
controlled analysis to study the impact of model
size on SI performance for the highest-performing
open-source models. Performance results for In-
ternVL3 up to 78B parameters and Qwen2-VL up
to 72B parameters are provided in Appendix H,
Table 11. Larger models typically outperform their
smaller counterparts, and models with access to

spoken context outperform those without spoken
context. The smallest variants InternVL3-1B and
Qwen2-VL-2B achieve ~20% lower accuracy than
the largest variants. An exception to this trend
was observed for InternVL3-9B, which is larger
than InternVL3-8B, but exhibited a lower SI perfor-
mance. We note that all models in the InternVL3
series are built with Qwen2.5 language model back-
bones except for InternVL3-9B, which uses a differ-
ent backbone (Intern.M3). These findings suggest
that MLLM architectural decisions and the priors
introduced by language model backbones can in-
fluence SI performance, in addition to scale.

The largest variants of InternVL3 and Qwen2-
VL achieve SI performance that is competitive with
substantially larger closed-source models. As seen
in Table 1 and Figure 2, there was no significant dif-
ference between InternVL3-78B’s SI performance
and that of GPT-40 (p,¢j > 1.00) or Gemini-1.5-
Pro (pagj > 0.56) and no significant difference be-
tween Qwen2-VL-72B’s SI performance and GPT-
40 (pagj = 1.00) or Gemini-1.5-Pro (pagj > 0.25).

As seen in Figure 2, both InternVL3-78B and
Qwen2-VL-72B also approach the ST performance
of Gemini-2.5-Pro, with a ~3% lower accuracy.
Our findings indicate that open-source MLLMs
(given careful design decisions, architectures, and
post-training strategies) can approach the SI ca-
pabilities of substantially larger closed-source
MLLMs. These multimodal findings provide em-
pirical evidence that complements prior work in
the unimodal domain that demonstrated that scale,
alone, is insufficient to elicit social reasoning in
models (Sap et al., 2022).

4.2 HSA and DSA Performance

Table 1 presents HSA and DSA performance
averaged across videos, annotators, and sub-
dimensions. HSA and DSA table cells with ‘-’
indicate models that were not included in evalua-
tions (the top 10 MLLMs by SI performance were
selected for the annotation-intensive HSA and DSA
evaluation). Figure 3 breaks down the human an-
notator scores across the six HSA and DSA sub-
dimensions.

HSA Performance HSA findings from human
evaluators revealed that holistic social analysis cap-
tures model abilities that are not visible from S/
accuracy alone. Gemini-2.5-Pro achieved the high-
est overall HSA score (26.14/30). Gemini-2.5-Pro
performed significantly better on overall HSA than
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HSA Sub-Dimensions
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Qwen2.5-VL || 4.09 3.67 3.85 3.87 3.83 3.93
MiniCPM-V2.6 3.81 3.46 3.77 3.93 3.64 3.74
InternVL3 3.74 3.49 3.53 3.70 3.52 3.80
InternvVL2 4.07 3.69 3.85 3.72 3.79 4.01
LLaVA-NeXT-Video 3.90 3.67 3.49 3.59 3.44 3.63
Qwen2-VL 3.89 3.49 3.42 3.50 3.54 3.79
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Figure 3: HSA and DSA performance of models
across their six evaluation sub-dimensions, visual-
ized as heat maps. Each cell shows the mean human
evaluation score (1-5 scale) for a model-dimension
pair, where higher values indicate stronger performance.
Color intensity corresponds to score magnitude.

all other evaluated models, including Gemini-1.5-
Pro (p = 0.020) and GPT-40 (p < 0.001). Among
open-source models, Qwen2.5-VL achieved the
highest HSA score (23.24/30), followed closely
by InternVL2 (23.13/30); these two models were
statistically indistinguishable. Qwen2.5-VL’s per-
formance was also statistically indistinguishable
from GPT-40 (22.85/30). These findings suggest
that holistic social understanding abilities do not
emerge as a result of model size, alone: standard-
scale open-source models can approach or match
larger closed-source models on HSA.

As seen in Figure 3, Gemini-2.5-Pro achieved
the highest human ratings across all six HSA sub-
dimensions. Among standard-scale open-source

models, Qwen2.5-VL performs highest on Scene
Description, Topic and Context, and Answer Detail,
InternVL2 performs highest on Individuals, Topic
and Context (tied with Qwen2.5-VL), and Adher-
ence to Prompt; MiniCPM-V2.6 performs high-
est on Socio-Emotional. Qwen2.5-Omni struggles
across all HSA sub-dimensions. These fine-grained
findings would be obscured by studying S/ accu-
racy alone, but are enabled by SOCIAL CAPTION.

DSA Performance DSA findings from human
evaluators revealed that Gemini-2.5-Pro achieved
the highest DSA score (25.94/30), followed by
GPT-40 (24.42/30); this difference was not sta-
tistically significant. DSA analysis uncovers a
tighter comparison between closed-source and
open-source models than S/ accuracy alone sug-
gests. Among open-source models, MiniCPM-
V2.6 (23.51/30), Qwen2.5-VL (23.49/30), and
InternVL3-8B (23.01/30) achieved the strongest
DSA scores and were statistically indistinguishable
from one another. We did not detect significant dif-
ferences between MiniCPM-V2.6, Qwen2.5-VL,
InternVL3-8B and either GPT-40 or Gemini-1.5-
Pro in overall DSA performance. These findings
suggest that smaller open-source models can gen-
erate high-quality descriptions of relevant informa-
tion in social interactions, on par with generations
from larger closed-source models.

As seen in Figure 3, Gemini-2.5-Pro achieved
the highest human ratings across all six DSA
sub-dimensions. Among open-source models,
Qwen2.5-VL performs highest on Relevant Scene
Details, Answer Detail, and Adherence to Prompt;
MiniCPM-V2.6 performs highest on Relevant Indi-
viduals, Relevant Interactions, and Relevant Con-
text. On the sub-dimensions where Qwen2.5-
VL and MiniCPM-V2.6 are respectively strongest,
their performances are statistically indistinguish-
able from those of Gemini-2.5-Pro. These findings
suggest that standard-scale open-source models
can match the performance of larger closed-source
models on sub-dimensions of DSA.

Model Design and HSA/DSA Ability We find
that stronger performance in S/ is not a proxy for
stronger performance in HSA and DSA. Qwen2.5-
Omni exemplifies this takeaway: this model per-
forms comparably to several standard-scale models
in the ST task (68.42%) and has the same Qwen?2.5-
7B backbone as the Qwen2.5-VL model. However,
Qwen2.5-Omni scores substantially lower than
Qwen2.5-VL in both HSA (14.84/30 vs 23.24/30)
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and DSA (8.91/30 vs 23.49/30). This gap suggests
that social analysis abilities in models are shaped
by more than the LLM backbone. For example,
Qwen2.5-Omni introduces a low-latency streaming
architecture for multimodal interaction processing
that might have reduced its ability to generate co-
herent social descriptions of videos. Our findings
motivate future MLLM research to study how archi-
tecture and streaming algorithms affect the ability
of models to perform HSA and DSA.

4.3 MLLM Judges with SOCIAL CAPTION

Evaluating candidate model generations of HSA
and DSA with human annotators requires cogni-
tively demanding and time-consuming video an-
notation (Vondrick et al., 2013). Prior work has
demonstrated that MLLM judges can approximate
human preferences on open-ended tasks and be
used as scalable proxies of human evaluation (Chen
et al., 2024a; Pu et al., 2025). Whether MLLMs
can serve as promising automated judges for multi-
modal social understanding has not been previously
studied. To assess the feasibility of scaling SOCIAL
CAPTION evaluation with MLLM judges for mul-
timodal social understanding, we studied the ex-
tent to which MLLM judges can align with human
ratings of HSA and DSA. We experimented with
three judges: Gemini-2.5-Pro, InternVL3-8B, and
InternVL3-78B. InternVL3-78B was not among
the candidate models and was used only as a judge.
Results are in Table 1 and Table 2, with details in
Appendix I, Tables 12 and 13.

MLLM Judge Bias As seen in Table 1, judges
ranked Gemini-2.5-Pro the highest in HSA and
DSA. Most judges assigned higher scores than hu-
mans did and exhibited mild self-preference effects.
These observations of judge behaviors align with
LLM judge literature in other domains (Chiang and
Lee, 2023; Panickssery et al., 2024). We, therefore,
suggest that researchers using SOCIAL CAPTION
with MLLM judges primarily consider these scores
as relative signals, rather than absolute signals.

To assess whether MLLM judges are assign-
ing evaluation scores indiscriminately to model-
generated HSA and DSA responses, we conduct a
mismatch test. In this test, each judge evaluates a
pair of unrelated video and model response (video-
response pair) (details in Appendix J). Across all
judges and both HSA and DSA, mismatch scores
remained low, indicating that MLLM judges con-
sistently penalize model generations that do not se-

Sub-Dimensions | Binary F1 Score (%)

| H-H H-G H-ISB H-I78B
HSA
Scene Desc. 89.61 | 92.80 9393 94.12 1
Individuals 83.08 78.81 | 88.84 88.91 1
Topic & Context | 84.83 | 8495 9097 9142 1
Socio-Emotional | 86.89 85.16 | 91.39 92.38 1
Answer Det. 85.99 80.71 ] 9042 90.46 1
Prompt Adher. 88.84 | 93.68 T 9293  92.69
DSA
Scene Det. 86.89 | 92131 89.81 9091
Individuals 84.66 8235 8886 90.15 1
Rel. Interactions | 83.91 78.87 | 89.00 89.66 1
Rel. Context 85.19 8254 ] 89.31 90.50 1
Answer Det. 81.95 7524 | 89.29 1 89.16
Prompt Adher. 86.40 | 92231 90.72 91.12

Table 2: Binary F1 score (%) for HSA and DSA
Sub-Dimensions. H-H: Human-Human, H-G: Human—
Gemini-2.5-Pro, H-I8B: Human-InternVL3-8B, H-
178B: Human-InternVL3-78B. 1 Highest and | Lowest
Score per row.

mantically align with social information in videos.

MLLM Judge Alignment with Human Ratings
To study the alignment of MLLM judge scores of
HSA and DSA with human scores, we compare
human-human (H-H) agreement (across pairs of
annotators) to human-judge agreement with the
three judge models using a binary F1 score (details
in Appendix G). Analyses across HSA and DSA
sub-dimensions are in Table 2.

We found strong H-H agreement for both HSA
and DSA (average 86.60% for HSA and 84.87%
for DSA), indicating that the SOCIAL CAPTION
framework can yield reliable annotations from hu-
man annotators, despite the inherent subjectivity
in assessing social understanding. Human-judge
agreement is high across MLLM judges, with F1
scores ranging from 78.81-94.12% across HSA sub-
dimensions and 75.24-92.23% across DSA sub-
dimensions. We note that for each sub-dimension
in HSA and DSA, at least one MLLM judge align-
ment with human ratings was higher than H-H rat-
ings. These findings indicate that MLLM judges
using SOCIAL CAPTION can align with human
judgment patterns for HSA and DSA.

We find that human-judge alignment patterns
vary across HSA and DSA sub-dimensions. For
HSA, InternVL3-78B achieves the highest human-
judge alignment on Scene Description, Individu-
als, Topic and Context, Socio-Emotional Analysis,
and Answer Detail, while Gemini-2.5-Pro achieves
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the highest human-judge alignment on Adherence
to Prompt. For DSA, InternVL3-78B aligns most
strongly with humans on Relevant Individuals, Rel-
evant Interactions, and Relevant Context; Gemini-
2.5-Pro aligns most strongly on Relevant Scene De-
tails and Adherence to Prompt, and InternVL3-8B
aligns most strongly on Answer Detail. These find-
ings suggest that the choice of MLLM judge might
impact how sub-dimensions of social understand-
ing are evaluated. These experiments demonstrate
the potential to use open-source models as evalua-
tors for MLLM social understanding at scale.

5 Conclusion

We introduce SOCIAL CAPTION, a new evaluation
framework for multimodal social understanding to
measure Social Inference (SI), Holistic Social Anal-
ysis (HSA), and Directed Social Analysis (DSA)
abilities of MLLMs. We used SOCIAL CAPTION
with open-source and closed-source MLLMs to
examine their social understanding abilities and
factors influencing performance. We find that open-
source models can approach SI performance of
substantially larger closed-source models and can
approach or match them on HSA and DSA. Mod-
els with strong SI performance do not always have
high HSA and DSA performance. Our experiments
with MLLM judges demonstrate the potential of
SocrAL CAPTION to scale automated evaluation of
social understanding. With increasing deployment
of MLLMs in Al systems, SOCIAL CAPTION con-
tributes a framework to evaluate and improve social
understanding abilities of multimodal models.

6 Limitations

Length of Video Interaction Data All videos
used in SOCIAL CAPTION have a length of 1
minute; this experimental setup is consistent with
the video lengths used by prior multimodal social
intelligence research (Lei et al., 2018; Zadeh et al.,
2019; Wilf et al., 2023; Mathur et al., 2025). The
length of our videos limits the scope of this re-
search and was a design choice for this project; it
is not a technical limitation. Our design choice
was motivated by prior research establishing that
social understanding abilities are important for in-
terpreting short-term, micro-social interactions that
occur on the scale of seconds and minutes (Beattie
and Aboudan, 1994). We note that there remains
an open challenge for the research community to
study long-context social understanding. Our re-

search motivates future community work to curate
longer-form social intelligence video datasets.

Data and Annotation Context All videos used
by SOCIAL CAPTION have multimodal social inter-
actions in English, and annotators were required to
be proficient in English, live in the United States,
and have at least a high school education. While
this study was not scoped to evaluate social un-
derstanding in multilingual or multicultural inter-
actions, the SOCIAL CAPTION framework can be
used in the future on more diverse video data. Our
paper motivates future community research that
builds upon SOCIAL CAPTION to evaluate social
understanding abilities in broader contexts.

Focus and Scope of Paper SocCIAL CAPTION
contributes an evaluation framework and new em-
pirical findings enabled by this framework about
MLLM social understanding. Evaluation method-
ology was our core research focus. Our paper’s
contributions align with prior machine learning
and natural language processing research that treats
evaluation as a core research focus.

7 Ethical Considerations

Ethical Annotation Practices All video data
used by SOCIAL CAPTION is publicly available
and released under an academic research license.
All annotators were recruited on Prolific and re-
ceived fair compensation when completing the IRB-
approved study ($15 per hour, pro-rated). The an-
notation task posed minimal risk to participants,
and no personal or identifiable information was col-
lected or stored about annotators, respecting their
confidentiality and privacy.

Risks for Social Understanding in AI  Our re-
search is intended to contribute towards societally
beneficial Al systems that can better understand
and support humans during interactions. We be-
lieve that social understanding abilities in Al sys-
tems will be crucial in order for them to effectively
work alongside humans to support human health,
well-being, dignity, and autonomy. We note that
there are risks to advancing social intelligence in
Al including amplification of social bias (Sap et al.,
2020), toxicity (Zhou et al., 2023), manipulation,
and surveillance (Roemmich et al., 2023; Mathur
et al., 2026). We support broader community ef-
forts to mitigate potential harms of advancing so-
cial intelligence in Al systems.
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Appendix
A Qualitative Example

Figure 4 illustrates a representative example of
MLLM judge behaviors. We use an example
with MiniCPM-V2.6, a standard-scale model that
was not used as a judge model. In this example,
MiniCPM-V2.6 and the MLLM judges (Gemini-
2.5-Pro, InternVL3-8B and InternVL3-78B) have
equal performance in SI by answering the given
question correctly. However, they differ substan-
tially in evaluation of the corresponding DSA gen-
eration. Gemini-2.5-Pro assigns a low score to the
DSA generation across sub-dimensions and deems
the response "completely incorrect”, while both
InternVL judges score it favorably with critiques
that are broadly consistent with the human assess-
ment. This discrepancy mirrors the quantitative
findings on human-judge alignment in Table 2.
Compared to InternVL models, Gemini-2.5-Pro
has weaker alignment with humans when assessing
sub-dimensions such as information about individ-
uals, interactions, and social context. This qualita-
tive case study illustrates how SOCIAL CAPTION
enables fine-grained analysis of models’ social un-
derstanding abilities.

B SI Prompts

We provide prompt templates used to evaluate
the S/ dimension by asking the model to answer
multiple-choice questions. Two variants of each
SI prompt were used: without video transcriptions
("w/o trans.") and with video transcriptions ("w/
trans.").

SI Prompts Without Transcriptions For this
variant, the model is required to select the correct
answer based solely on the video content. The
prompt includes an in-context example to illus-
trate the expected format for the answer. Figure 5
presents an example of the prompt.

SI Prompts With Transcriptions For this vari-
ant, the model is provided with the video and spo-
ken content in the form of transcriptions with times-
tamps and speaker turns. This additional context
allows the model to use dialogue cues, in addition
to visual information, to answer a given question.
The prompt includes an in-context example to illus-
trate the expected format for the answer. Figure 6
presents an example of the prompt.

C HSA and DSA Prompts
C.1 HSA Generations

To obtain HSA generations, models were provided
with each video and corresponding transcription.
Models were instructed to generate a description of
the scene, individuals, topic & context, and socio-
emotional information. The prompt to obtain HSA
generations for each video is in Figure 7.

C.2 Human and MLLM Judge HSA Prompt

The prompt template used for the human evaluator
and MLLM judges to evaluate model generations
along the HSA dimension is in Figure 8. The
judge receives the model-generated description and
the video transcription and is asked to score the
response according to a structured rubric (6 items,
each rated on a Likert scale 1-5, maximum total
score of 30).

C.3 DSA Generations

To obtain DSA generations, models were provided
with each video and corresponding transcription.
Given a question about the social interaction in the
video, models were instructed to generate a descrip-
tion of the scene with relevant details necessary to
answer the given question. The prompt to obtain
DSA generations for each video and corresponding
question is in Figure 9.

C.4 Human and MLLM Judge DSA Prompt

The prompt template used for the human evalua-
tor and MLLM judges to evaluate model genera-
tions along the DSA dimension is in Figure 10.
The judge receives the model-generated response,
the video transcription, and the question about the
video and is asked to score the response accord-
ing to a structured rubric (6 items, each rated on a
Likert scale 1-5, maximum total score of 30).

D Model Information

For HSA and DSA, model generations used de-
fault temperature settings; for SI, the temperature
t is zero when possible and near-zero (0.0001) if
model configurations required ¢ to be a positive
float. MiniCPM-V2.6, Qwen2-7B text-only base
model, Qwen2-VL, Qwen2.5-VL, and Qwen2.5-
Omni required near-zero temperatures. Informa-
tion about standard-scale MLLMs is summarized
in Table 3 to inform analysis of how training and
architecture influence social understanding.
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D) He is a good listener.

SPEAKER O1: But you can se

< that all thé nuance of the performance...

Question
Why is the man nodding while he is speaking?

A) The man is nodding because he is trying to stay awake.
B) The man is nodding because he has a neck problem.
C) To show that he is agreeing with the other man.

Social Inference

Model Answer Correct?
MiniCPM-V2.6 C
Gemini-2.5-Pro C
InternVL3-8B C v
InternVL3-78B C

Directed Social Analysis: MiniCPM-V2.6 Response

Relevant Scene Details:
- Setting: The video appears to be set in a talk show environment.

- Time of Day: The lighting suggests an indoor setting with controlled studio lighting rather than natural daylight.
- Objects or Elements: There is a mug on the table, indicating a casual interview setup.

Key Individuals:

¢ |Individual 1 (Seated Person): Wearing a dark polo shirt adorned with colorful embroidered designs.

¢ Individual 2 (Person Across Desk): Dressed in formal attire, likely indicative of the host's role in the talk show format.
Relevant Interactions: The interaction between the two individuals involves conversation, as indicated by hand gestures and facial expressions
typical of dialogue exchange. At one point, the seated individual makes expressive gestures, possibly emphasizing points during their speech.
Relevant Context: The discussion revolves around performance techniques. The conversation transitions to themes of hope and understanding.
Why is the man nodding while he is speaking? The man is nodding while speaking to indicate agreement or affirmation with the topic being
discussed. Nodding is a common non-verbal cue used to show engagement and support during conversations.

MLLM Judge Ratings of MiniCPM-V2.6 Response

Scene Details

MLLM Judge Evaluation Rationale

Gemini-2.5-Pro as Judge: The answer is completely incorrect. The man is nodding as part of a

s dramatic performance in a motion-capture suit to convey emotion and gravity. The model

wrongly states he is nodding to show agreement in a conversation, fundamentally
misunderstanding the video's content and the direct question.

InternVL3-8B as Judge: The answer is detailed and provides a good explanation of why the man

is nodding. It could have delved deeper into the emotional aspects of the conversation.

InternVL3-78B as Judge: The answer is detailed and provides a nuanced explanation of the

Prompt A Individuals
Adherence
Answer Int -
Detail nteractions
Context
== Human Evaluation = Gemini-2,5-Pro

InternVL3-8B == InternVL3-78B

nodding as a non-verbal cue of agreement and engagement. It connects well with the context of
the conversation. However, it could have been more explicit in linking the nodding to the specific
content of the conversation.

Figure 4: Qualitative example of MiniCPM-V2.6 responses evaluated by MLLM judges. The top section shows
a representative video frame, the question, and the SI responses from MiniCPM-V2.6 and MLLM judges. The
middle section presents the DSA response of MiniCPM-V2.6, including detailed information on relevant scene
details, individuals, interactions and context. The bottom section visualizes human and MLLM judge evaluations of
the DSA response in a radar plot, accompanied by judges’ comments explaining reasoning.

Model ‘ Video Modeling ‘Vm
| Strategy |PT| FT
LongVA UniRes - extended images No| No
Oryx-1.5 OryxVIT encoder + compression |No| Yes
LLaVA-NV Image-as-frames Yes| Yes
MiniCPM-V2.6| Lightweight video encoder |No| No
Qwen2-VL Image encoder No| Yes
Qwen2.5-VL | Frame sequence + dynamic FPS |Yes| Yes
Qwen2.5-Omni| Video + audio encoder fusion |Yes| Yes
InternVL2 Image encoder No| Yes
InternVL3 Video encoder w/ temporal fusion|No| Yes

Table 3: Overview of Standard-Scale Video Lan-
guage Models (7B-8B), comparing video-modeling
strategies and the use of video data during pretraining
(PT) and fine-tuning (FT). These features highlight ar-
chitectural choices relevant to video understanding.

E Subset Selection Random Sampling for
Human Evaluation (N=50)

To construct the 50-video subset used for human
evaluation, we employ a stratified random sampling
strategy designed to closely approximate the distri-
bution of the full dataset across several observable

axes: (1) SI difficulty, where each video is assigned
a difficulty level (very hard, hard, medium, easy)
based on its average SI accuracy across all mod-
els, (2) number of people per frame, computed
as the average number of visible individuals per
frame and discretized into bins (1, 2, 3, 4+), (3)
dialogue density, measured as number of conversa-
tion turns per minute and grouped into 4 quartiles,
(4) question category, reflecting the question type
based on the interrogative word used, i.e. who, why,
what, how, and others. We preserve the per-model
S1 accuracy distribution of the full dataset within
the 50-video subset to avoid bias toward easier or
harder samples.

As shown in Tables 4-8, the selected subset
aligns with the full dataset across dimensions. Most
distributional differences are within 1-2%, ensur-
ing that the subset remains representative of the
overall data. This careful matching enables reli-
able and unbiased comparison of model perfor-
mance across both HSA and DSA dimensions. Ta-
ble 8 shows that Qwen2.5-0mni is an outlier with
a full-versus-subset SI discrepancy, while the re-
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Given the provided video clip of a social interaction,
answer the multiple-choice question.

Example from another video:

Question: How does the woman in black feel about the woman
in the dress?

Options:

A. She is interested as she looks her way.

B. The woman in black is a fan of the Crazy Trilogy movies.
C. She acts indifferent, but is actually attracted to her
D. The woman in black is annoyed by the woman in the dress.
Correct Answer: D

Now, please answer this question about the given video.
Please provide only the letter of the answer (e.g. A, B, C,
D) and nothing else:

Question: {Question}
Options:

A. {Choice A}

B. {Choice B}

C. {Choice C}

D. {Choice D}
Correct Answer:

Figure 5: Prompt template to evaluate the S/ dimension
without providing transcriptions.

maining evaluated models have closely matched
full and subset S/ performance. We treat this re-
sult as a model-specific outlier. We inspected
Qwen2.5-0mni’s open-ended HSA and DSA gen-
erations and observed cases of under-specified,
repetitive, and malformed outputs. We retain
these outputs, since generation reliability is part
of model performance in open-ended social anal-
ysis. We discuss this information to contextualize
the Qwen2.5-0mni results in SOCIAL CAPTION,
not as a general claim beyond this domain.

Given the provided video clip of a social interaction and
its transcription, answer the multiple-choice question.

Example from another video:

Question: How does the woman in black feel about the woman
in the dress?

Options:

A. She is interested as she looks her way.

B. The woman in black is a fan of the Crazy Trilogy movies.
C. She acts indifferent, but is actually attracted to her
D. The woman in black is annoyed by the woman in the dress.
Correct Answer: D

Now, please answer this question about the given video and
the transcription. Please provide only the letter of the
answer (e.g., A, B, C, D) and nothing else.

Transcription: {Transcription}
Question: {Question}

Options:

A. {Choice A}

B. {Choice B}

C. {Choice C}

D. {Choice D}

Correct Answer:

Figure 6: Prompt template to evaluate the S/ dimension
with transcriptions.

Please watch the provided video and provide a detailed
description of the scene, focusing on the socio-emotional
context, dialogue, and topic. Include the following
information in your description:

Transcription: {Transcription}

1. Scene Description:

- Setting: Describe the location and environment where the
video takes place.

- Time of Day: Mention the time of day if it is evident from
the video (e.g., morning, afternoon, evening).

- Mood: Describe the overall mood or atmosphere of the scene
(e.g. cheerful, tense, relaxed).

2. Individuals:

For each person in the video, provide the following details:
- Appearance: Describe their physical appearance, including
age, gender, ethnicity, clothing, and distinctive features.
- Facial Expressions: Describe any notable facial expressions
or emotions displayed by the individual throughout the
video.

- Actions: Describe any significant actions, gestures, or
body language exhibited by the individual.

3. Topic and Context:

- Main Topic: Identify the main topic or subject of
discussion in the video.

- Context: Provide any relevant context or background
information necessary to understand the conversation.

- Relationship Dynamics: Describe the apparent relationship
between the individuals and how it influences their
interaction.

4. Socio-Emotional Analysis:

- Emotional Dynamics: Analyze the emotional dynamics between
the individuals throughout the video.

- Power Dynamics: Describe any evident power dynamics or
social hierarchy among the individuals.

- Conflict or Harmony: Mention if there are any instances of
conflict, disagreement, or harmony in the interaction.

Please provide the description in a structured format, using
headings and subheadings for clarity. The description should
be comprehensive and capture the nuances of the social
interaction and emotional context portrayed in the video.

Figure 7: Prompt template for HSA generations. The
model generates a detailed description of the video using
both visual content and spoken dialogue, guided by the
structured elements specified in the prompt.

F Power Analysis and Sample Size

For human evaluation of HSA and DSA, 50 videos
were randomly sampled to ensure representation
of diverse video contexts. Each MLLM processed
these 50 videos and generated HSA and DSA de-
scriptions; two human annotators rated these de-
scriptions using a 6-criterion Likert rubric on a
scale of 1-5. Human evaluation required approxi-
mately 100 hours of annotator effort, ensuring high-
quality and reliable judgments. In total, the study
includes 12,000 annotations (6,000 per HSA and
DSA dimension). A paired t-test power analysis
indicates that with n = 50 videos we achieve 80%
power to detect effects of d, > 0.40. The 50-
video subset closely mirrors the full validation set
in model ST performance and was jointly matched
across Sl difficulty, social complexity, dialogue
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SI Difﬁculty\ Full Subset Abs. Diff

Very Hard 0.255 0.240 0.015
Hard 0.283 0.280 0.003
Medium 0.214 0.220 0.006
Easy 0.248 0.260 0.012

Table 4: SI difficulty distribution. Proportion of videos
at each difficulty level in the full validation set and the
50-video subset. The absolute differences confirm that
the subset closely mirrors the full distribution.

People / Frame \ Full Subset Abs. Diff

1 0.042  0.080 0.038
2 0.503 0.480 0.023
3 0.266  0.260 0.006
4+ 0.189 0.180 0.009

Table 5: Number of people per frame distribution.
Proportion of videos at each people-per-frame bin in
the full dataset and the 50-video subset. The absolute
differences confirm that the subset closely mirrors the
full distribution.

density, and question-category distributions, sup-
porting the treatment of the sampled videos as a
representative subset (see Appendix E for details).

G Inter-Annotator Agreement Analysis

To assess annotator agreement, we computed three
complementary metrics: the binary F1 score, the
binary agreement score, and the average absolute
difference between Likert-scale ratings. To ob-
tain binary labels, each 5-point Likert score was
mapped to a binary value: scores of 3 and above
were assigned as 1 (high quality), and scores below
3 as 0 (low quality). The first two metrics capture
the proportion of matching judgments based on bi-
nary labels. The binary agreement score measures
the percentage of instances where both annotators
assigned the same binary label, providing an in-
dication of categorical agreement. The binary F1
score balances precision and recall to account for
cases where one annotator may systematically rate
higher or lower than the other, offering a more nu-
anced view of alignment on positive (high-quality)
judgments. The third metric, the average absolute
difference, measures the mean difference between
annotators’ original 5-point Likert scores, reflect-
ing how close ratings are on a continuous scale;
smaller values of average absolute difference indi-
cate higher consistency and stronger agreement.
Compared to measures such as Cohen’s Kappa
or Pearson’s r, the metrics that we selected are

Dialogue Density \ Full Subset Abs. Diff
Low 0.255 0.240 0.015
Medium 0.255 0.260 0.005
High 0.248  0.260 0.012
Very High 0.241 0.240 0.001

Table 6: Dialogue density distribution. Proportion of
videos at each dialogue density level in the full dataset
and the 50-video subset. The absolute differences con-
firm that the subset closely mirrors the full distribution.

Category | Full Subset Abs. Diff

Who 0.022 0.016 0.007
Why 0.329 0.320 0.009
Does 0.287 0.282 0.005
Describe |0.016 0.013 0.003
How 0.066 0.060 0.006
What 0.145 0.154 0.008
Is 0.072 0.088 0.016
Other 0.063 0.069 0.006

Table 7: Question category distribution. Proportion
of questions in each category across the full dataset and
the 50-video subset. The absolute differences confirm
that the subset closely mirrors the full distribution.

intended to more reliably assess agreement within
our annotation setup. Videos were evaluated by
distinct pairs of annotators on Prolific.

Table 9 presents the inter-annotator agreement
for both HSA and DSA dimensions. Table 2 and
Table 10 present a fine-grained analysis of inter-
annotator and model-human agreement across the
six evaluation criteria for HSA and DSA.

H Model Size Variants and Social
Inference Performance

This section presents the SI performance of dif-
ferent size variants of InternVL3 and Qwen2-VL
models, highlighting the impact of model scale and
the inclusion of transcriptions. Table 11 reports the
ST accuracy for each model variant both with and
without transcription input. These results are also
visualized in Figure 2 in the main paper.

I Evaluation Results for Human and
MLLM Judges

We performed both human and automated evalu-
ations using Gemini-2.5-Pro, InternVL3-8B, and
InternVL3-78B as MLLM judges on a subset of 50
videos. Each social understanding sub-dimension
was independently evaluated by two human annota-
tors, and the reported human evaluation scores rep-
resent the mean across annotators, averaged over all

34361



Model | Full (%) Subset (%) Abs. Diff (%)

LLaVA-NV 68.94 68.99 0.05
MiniCPM-V2.6 | 69.86 69.51 0.35
Qwen2-VL 72.02 73.10 1.08
Qwen2.5-VL 70.00 71.20 1.20
Qwen2.5-Omni | 68.42 54.11 14.31
InternVL2 67.77 68.04 0.27
InternVL3 73.83 73.73 0.10
GPT-40 78.58 80.49 1.91
Gemini-1.5-Pro | 78.40 79.85 1.45
Gemini-2.5-Pro | 82.08 83.97 1.89

Table 8: Per-model SI accuracy (%) on the full
dataset versus the representative 50-video subset. For
9 of 10 models, absolute differences remain <1.91%.
The outlier Qwen2.5-0mni is discussed in Appendix E.

videos. The same set of sub-dimensions was also
evaluated by the MLLM judges to generate auto-
mated assessment scores for comparison. Table 12
presents the human and MLLM-based evaluation
results for the HSA dimension, and Table 13 shows
the corresponding results for the DSA dimension.

J Mismatch Test

We conducted a mismatch test to assess whether
MLLM judges are assigning evaluation scores in-
discriminately to model-generated HSA and DSA
responses. For each model, we paired its HSA and
DSA response with three unrelated videos. Each
MLLM judge evaluated a pair of unrelated video
and model response. Low mismatch scores indi-
cate that a judge penalizes model generations that
do not semantically align with social information
in videos, rather than assigning high scores based
upon surface-level aspects of generation. We aver-
aged the scores across the three mismatched pair-
ings to obtain a mismatch baseline for each judge
and model pair. Tables 14 and 15 show the re-
sults of this test for our three MLLM judges eval-
uating 10 models across both HSA and DSA sub-
dimensions.
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Holistic Social Analysis

Directed Social Analysis

Comparison
Binary F1 Binary Agreement Avg. Abs. | Binary F1 Binary Agreement Avg. Abs.
Score (%) Score (%) Difference | Score (%) Score (%) Difference
H-H 86.60 62.00 1.07 | 84.87 63.20 | 1.10 |
H-G 86.47 | 63.47 1 1.05 84.50 | 69.83 T 1.04
H-I8B 91.44 58.47 | 1.06 89.50 65.70 0.90
H-178B 91.69 T 60.70 0.93 1 90.26 1 68.10 0.84 1

Table 9: Combined Inter-Annotator Agreement for HSA and DSA Dimensions. H-H: Human-Human, H-G:
Human—Gemini-2.5-Pro, H-I8B: Human-InternVL3-8B, H-I78B: Human—InternVL3-78B. Binary F1 Score (%)
quantifies overlap between annotations, Binary Agreement Score (%) captures categorical alignment, and Average
Absolute Difference (Avg. Abs.) measures rating deviation. T Highest and | Lowest performance per metric.

Sub-Dimensions

| Binary Agreement Score (%) | Average Absolute Difference

| HHH H-G H-ISB H-178B| H-H H-G H-I8B H-I78B
HSA
Scene Desc. 6441 634 610 634 [099] 092 098 08271
Individuals 604 60.6 T 528 | 56.2 1.17 .11 118 |, 0.98 t
Topic & Context 602 6421 562 | 586 | 112 1.08 1.07 0971
Socio-Emotional | 63.6 | 664 660 67.61| 109 106 101 0.87 1
Answer Det. 62.0 1 62.0 T 55.6 | 56.8 1.03  1.05 1.11] 0941
Prompt Adher. 614 6421 592 616 | 1.05 106, 1.031 1.04
DSA
Rel. Scene Det. 688 | 702 688, 70.81| 101 0.88 086 0.797
Key Individuals 598 7021 63.0 658 |1.16] 101 092 0.847
Rel. Interact. 620, 71.07 670 698 |1.11] 1.08 087 0.8371
Rel. Context 658 7021 656 684 |106] 1.05 091 0857
Answer Det. 61.0] 68.6 1 66.6 66.8 .14 121 090 0.87 1
Prompt Adher. 61.8] 6881 632 670 |1.10] 1.02 093 0841

Table 10: Binary Agreement Score and Average Absolute Difference for HSA and DSA Sub-Dimensions. H-H:
Human—Human, H-G: Human—-Gemini-2.5-Pro, H-I8B: Human—InternVL3-8B, H-I78B: Human—InternVL3-78B. 1

Highest and | Lowest performance per metric.

Size CL Backbone ‘Social Inference (%)

| w/o trans. w/ trans.

InternVL3 Size Variants

1B 32K Qwen2.5-0.5B| 5085 5372
2B 32K Qwen2.5-1.5B 63.30 65.75
8B 32K Qwen2.5-7B 67.23 73.83
9B 32K InternLM3-8B 66.60 71.49
14B 32K Qwen2.5-14B 70.96 75.53
38B 32K Qwen2.5-32B | 73.62 1 78.19
78B 32K Qwen2.5-72B 72.77 78.72 1
Qwen2-VL Size Variants

2B 32K Qwen2-2B 58.09 | 6521
7B 32K Qwen2-7B 65.32 72.02
72B 32K Qwen2-72B 7330 T 79.04 T

Table 11: InternVL3 and Qwen2-VL Size Variants:
SI Performance. Scores are percentages for evaluation
with and without transcription. 1 and | mark the highest
and lowest values within each family.
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Task: You are an evaluator evaluating a vision-language model’s response to a video analysis prompt.

Instructions on the evaluation:

1. First, watch the provided video carefully to understand the actual content, context, and details
2. Read the model’s response below

3. Compare the model’s description against what you actually observe in the video

4. Rate the model’s response using the 6 criteria and 5-point scale provided

# Original prompt to the vision-language model STARTS here #
Please watch the provided video and provide a detailed description of the scene, focusing on the socio-emotional context, dialogue, and
topic. Include the following information in your description:

Transcription: {Transcription}

1. Scene Description:

- Setting: Describe the location and environment where the video takes place.

- Time of Day: Mention the time of day if it is evident from the video (e.g., morning, afternoon, evening).
- Mood: Describe the overall mood or atmosphere of the scene (e.g. cheerful, tense, relaxed).

2. Individuals:

For each person in the video, provide the following details:

- Appearance: Describe their physical appearance, including age, gender, ethnicity, clothing, and distinctive features.

- Facial Expressions: Describe any notable facial expressions or emotions displayed by the individual throughout the video.
- Actions: Describe any significant actions, gestures, or body language exhibited by the individual.

3. Topic and Context:

- Main Topic: Identify the main topic or subject of discussion in the video.

- Context: Provide any relevant context or background information necessary to understand the conversation.

- Relationship Dynamics: Describe the apparent relationship between the individuals and how it influences their interaction.

4. Socio-Emotional Analysis:

- Emotional Dynamics: Analyze the emotional dynamics between the individuals throughout the video.

- Power Dynamics: Describe any evident power dynamics or social hierarchy among the individuals.

- Conflict or Harmony: Mention if there are any instances of conflict, disagreement, or harmony in the interaction.

Please provide the description in a structured format, using headings and subheadings for clarity. The description should be comprehensive
and capture the nuances of the social interaction and emotional context portrayed in the video.

# Original prompt to the vision-language model ENDS here #
Original model’s response to evaluate: {Model_response}

Evaluation Rubric

Each response will be rated on a five-point Likert scale across several criteria. Please follow these instructions for each video. For
each response, rate it based on the following criteria:

1. Scene Description (1-5): Does the response provide a good description of the setting, time of day, and mood compared to what you see
in the video?

2. Individuals (1-5): Does the response describe the appearance, facial expressions, and actions of the individuals accurately compared
to what you see in the video?

3. Topic and Context (1-5): Does the response capture the main topic and provide relevant context, including relationship dynamics
compared to what you see in the video?

4. Socio-Emotional Analysis (1-5): How well does the response analyze emotions, power dynamics, and conflicts or harmony in the scene
compared to what you see in the video?

5. Answer Detail (1-5): Is the description detailed and nuanced, offering in-depth social and emotional insights compared to what you see
in the video?

6. Adherence to the Prompt (1-5): Does the description follow the instructions and is the description following the answer structure
provided in the prompt compared to what you see in the video?

For each of these categories, rate from 1 (Poor) to 5 (Excellent), with a total possible score of 30 points for each description, based
on the instructions in the prompt.

Rating Scale:

1 (Poor): Lacks detail or is incorrect.

2 (Fair): Partially accurate but lacks depth.

3 (Satisfactory): Provides adequate information, but could be improved.
4 (Good): Largely accurate, with minor omissions.

5 (Excellent): Comprehensive, detailed, and captures nuances perfectly.

Required Output Format:

{{"scene_description”: [scorel,

"scene_description_reason”: "[brief explanation comparing model response to actual video]”,
"individuals”: [scorel],

"individuals_reason”: "[brief explanation comparing model response to actual video]”,
"topic_and_context”: [scorel,

"topic_and_context_reason”: "[brief explanation comparing model response to actual video]”,
"socio_emotional_analysis”: [scorel,

"socio_emotional_analysis_reason”: "[brief explanation comparing model response to actual video]”,
"answer_detail”: [score],

"answer_detail_reason”: "[brief explanation of response depth and insight quality]”,
"adherence_to_prompt”: [score],

"adherence_to_prompt_reason”: "[brief explanation of how well response follows requested structure]”}}

IMPORTANT Remember: Base your ratings on how well the model’s response matches what you actually see and hear in the video, not on how
well-written the response sounds.

Your Output:

Figure 8: Instructions for Humans and MLLM Judges to evaluate model generations on HSA sub-dimensions.
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Model Scene | Individuals | Topic & Socio- Answer | Prompt Adherence | Total
ode Desc. (5) 5) Context (5) | Emotional (5) | Detail (5) 5) 30)
Human Evaluation
LLaVA-NV 3.90 3.67 3.49 3.59 3.44 3.63 21.72
MiniCPM-V2.6 | 3.81 3.46 3.77 3.93 ¢ 3.64 3.74 22.35
Qwen2-VL 3.89 3.49 342 3.50 3.54 3.79 21.63
Qwen2.5-VL 4.09 1 3.67 3.85 1 3.87 3.83 1 3.93 23.24 1
Qwen2.5-Omni | 2.73 | 2.57 | 254 | 237 | 2.36 | 227 | 14.84 |
InternVL2 4.07 3.69 1 3.85 1 3.72 3.79 4.01 1 23.13
InternVL3 3.74 3.49 3.53 3.70 3.52 3.80 21.78
GPT-40 373 | 372 | 379 | 3.99 | 3.64 | 398 | 22.85 |
Gemini-1.5-Pro | 4.09 3.96 4.07 4.14 4.06 4.14 24.46
Gemini-2.5-Pro | 4.33 1 4.37 1 435 1 438 1 4.47 1 424 1 26.14 1
MLLM-as-Judge Evaluation - Gemini-2.5-Pro
LLaVA-NV 4.30 3.12 3.16 2.82 2.48 4.74 20.62
MiniCPM-V2.6 | 4.44 3.16 3.82 1 3.54 3.04 4.94 22.94
Qwen2-VL 4.02 2.74 3.04 2.88 2.54 4.94 20.16
Qwen2.5-VL 4.62 1 3.40 1 3.66 3.58 1 3.40 1 4.96 1 23.62 1
Qwen2.5-Omni | 3.06 | 2.30 | 2.14 | 1.80 | 1.82 | 1.94 | 13.06 |
InternVL2 4.12 2.90 3.56 3.40 2.88 4.92 21.78
InternVL3 4.58 3.38 3.74 3.58 1 3.16 4.94 23.38
GPT-40 482 | 4.30 4.68 446 | 428 | 5.00 1 27.54
Gemini-1.5-Pro | 4.88 3.98 | 434 | 4.48 4.32 498 | 26.98 |
Gemini-2.5-Pro | 5.00 1 4.96 1 5.00 1 5.00 1 5.00 5.00 29.96
Model Scene | Individuals | Topic & Socio- Answer Adherence Total
ode Desc. (5) 5) Context (5) | Emotional (5) | Detail (5) 6] 30)
MLLM-as-Judge Evaluation - InternVL3-8B
LLaVA-NV 4.68 4.66 4.66 4.64 4.40 4.68 27.72
MiniCPM-V2.6 4.88 4.88 4.88 4.88 4.78 4.88 29.18
Qwen2-VL 4.44 4.42 4.40 4.38 4.02 4.46 26.12
Qwen2.5-VL 4.88 4.88 4.88 4.88 4.84 4.90 29.26
Qwen2.5-Omni | 3.96 | 3.86 | 358 | 3.36 | 3.26 | 372 | 21.74 |
InternVL2 4.70 4.68 4.64 4.64 4.44 4.66 27.76
InternVL3 494 1 4.92 1 492 1 492 1 4.92 1 494 1 29.56 1
GPT-40 4.86 | 4.86 | 4.86 | 4.86 | 4.80 | 492 | 29.16 |
Gemini-1.5-Pro | 4.96 4.96 4.96 4.96 4.96 4.98 29.78
Gemini-2.5-Pro | 5.00 1 5.00 T 5.00 1 5.00 1 5.00 T 5.00 1 30.00
MLLM-as-Judge Evaluation - InternVL3-78B
LLaVA-NV 4.44 4.30 4.36 4.26 4.14 4.72 26.22
MiniCPM-V2.6 | 4.54 4.50 4.66 448 4.48 4.88 27.54
Qwen2-VL 4.16 3.88 4.28 4.04 3.86 4.62 24.84
Qwen2.5-VL 4.54 4.50 4.54 4.50 4.50 4.90 27.48
Qwen2.5-Omni | 3.56 | 3.28 | 3.16 | 2.88 | 3.02 | 342 | 19.32 |
InternVL2 4.26 4.08 4.32 4.24 4.12 4.70 25.72
InternVL3 4.76 1 4.70 1 4.82 1 4.76 1 4.70 1 4.94 1 28.68 1
GPT-40 4.60 | 4.60 | 478 | 470 | 4.66 | 5.00 1 28.34 |
Gemini-1.5-Pro | 4.64 4.60 | 4.82 4.72 4.66 | 494 | 28.38
Gemini-2.5-Pro | 4.98 1 4.98 1 5.00 5.00 1 5.00 5.00 1 29.96

Table 12: HSA Model Performance. Scores reported across 6 sub-dimensions (max score of 5 each, max total score
of 30) under Human Evaluation and three MLLM-as-Judge settings (Gemini-2.5-Pro, InternVL3-8B, InternVL3-
78B). 1 Highest and | Lowest scores per column are highlighted for open-source and closed-source models.
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Model Relevant Key Relevant Relevant | Answer | Prompt Total
ode Scene Details (5) | Individuals (5) | Interactions (5) | Context (5) | Detail (5) | Adher. (5) (30)
Human Evaluation
LLaVA-NV 3.46 3.49 3.29 3.31 3.22 3.37 20.14
MiniCPM-V2.6 4.02 3.90 1 3.87 1 393 1 3.80 3.99 23.51 1
Qwen2-VL 3.30 3.11 2.97 3.15 2.97 3.40 18.90
Qwen2.5-VL 423 1 3.78 3.69 3.83 3.93 1 4.03 1 23.49
Qwen2.5-Omni 1.39 | 1.42 | 1.45 | 1.49 | 1.52 | 1.64 | 891 |
InternVL2 3.53 3.30 3.29 3.34 3.12 3.30 19.88
InternVL3 4.05 3.85 3.69 3.79 3.72 391 23.01
GPT-40 4.12 4.05 4.12 4.04 3.92 4.17 24.42
Gemini-1.5-Pro 385 | 3.86 | 3.87 | 395 | 391 | 398 | | 2342 |
Gemini-2.5-Pro 424 1 427 1 4.38 1 4.38 1 4.37 1 430 1+ | 2594 1
MLLM-as-Judge Evaluation - Gemini-2.5-Pro
LLaVA-NV 3.72 2.92 2.28 2.46 1.98 3.86 17.22
MiniCPM-V2.6 4.56 3.48 3.10 3.94 1 3.02 4.88 22.98
Qwen2-VL 3.34 2.56 2.26 2.36 2.06 3.74 16.32
Qwen2.5-VL 4.68 1 3.54 3.30 1 3.72 2.96 496 1 | 23.16 1
Qwen2.5-Omni 1.18 | 1.18 | 1.06 | 112 | 1.20 | 1.14 | 6.88 |
InternVL2 3.30 2.22 1.98 2.50 1.94 4.28 16.22
InternVL3 4.60 3.82 1 3.22 3.38 3.06 4.90 22.98
GPT-40 4.94 4.38 4.18 424 | 4.00 | 4.96 1 26.70
Gemini-1.5-Pro 474 | 4.10 | 4.02 | 4.48 4.18 490 | | 2642 |
Gemini-2.5-Pro 4.96 1 4.88 1 4.82 1 4.88 1 4.88 1 496 1 | 29.38 1
Model Rel. Key Rel. Rel. Answer | Prompt Total
ooe Scene Det. (5) | Individuals (5) | Interactions (5) | Context (5) | Det. (5) | Adher. (5) 30)
MLLM-as-Judge Evaluation - InternVL3-8B
LLaVA-NV 4.32 4.30 4.14 4.18 4.00 4.48 25.42
MiniCPM-V2.6 4.66 4.66 4.54 4.64 1 4.56 4.80 27.86
Qwen2-VL 3.94 3.98 3.60 3.74 3.60 4.28 23.14
Qwen2.5-VL 4.62 4.62 4.54 4.56 4.56 4.78 27.68
Qwen2.5-Omni 276 | 2.66 | 1.98 | 2.14 | 1.96 | 236 | 13.86 |
InternVL2 3.90 3.82 3.24 3.58 3.36 3.94 21.84
InternVL3 4.68 1 4.68 1 4.58 1 4.64 1 4.62 1 488 1+ | 28.08 1
GPT-40 4.70 4.70 4.62 4.68 4.68 4.90 28.28
Gemini-1.5-Pro 436 | 442 | 424 | 426 | 436 | 472 | | 2636 |
Gemini-2.5-Pro 4.92 1 4.94 1 4.86 1 4.92 1 4.92 1 494 1 | 29.50 1
MLLM-as-Judge Evaluation - InternVL3-78B
LLaVA-NV 4.22 4.16 3.86 4.10 3.94 432 24.60
MiniCPM-V2.6 4.46 4.40 4.34 4.44 4.40 4.66 26.70
Qwen2-VL 3.78 3.66 3.46 3.62 3.52 4.02 22.06
Qwen2.5-VL 4.54 4.54 4.40 4.54 4.44 4.70 27.16
Qwen2.5-Omni 2.02 | 1.96 | 1.88 | 1.90 | 1.90 | 2.00 | 11.66 |
InternVL2 3.82 3.60 3.24 3.58 3.28 3.98 21.50
InternVL3 4.68 1 4.64 1 4.56 1 4.62 1 4.54 1 480 1 | 27.84 1
GPT-40 4.54 4.54 4.50 4.54 4.52 4.86 1 27.50
Gemini-1.5-Pro 4.16 | 4.16 | 398 | 4.10 | 412 | 438 | | 2490 |
Gemini-2.5-Pro 4.60 1 4.68 1 4.64 1 4.68 1 4.70 1 4.70 28.00 1

Table 13: DSA Model Performance. Scores reported across 6 sub-dimensions (max score of 5 each, max total score
of 30) under Human Evaluation and three MLLM-as-Judge settings (Gemini-2.5-Pro, InternVL3-8B, InternVL3-
78B). T Highest and | Lowest scores per column are highlighted for open-source and closed-source models.
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Model Scene | Individuals Topic & Socio- Answer | Prompt Adherence | Total

Desc. (5) 5) Context (5) | Emotional (5) | Detail (5) 5) 30)
Baseline Scores — MLLM-as-Judge (Gemini-2.5-Pro)

LLaVA-NV 1.05 1.01 1.00 1.03 1.00 4.57 9.66
MiniCPM-V2.6 1.01 1.00 1.00 1.03 1.00 4.74 9.78
Qwen2-VL 1.01 1.00 1.00 1.05 1.00 4.78 9.84
Qwen2.5-VL 1.01 1.01 1.00 1.02 1.00 4.57 9.61
Qwen2.5-Omni 1.00 1.00 1.00 1.01 1.00 1.82 6.83
InternVL2 1.01 1.00 1.01 1.07 1.00 475 9.84
InternVL3 1.10 1.01 1.00 1.05 1.00 4.66 9.82
GPT-40 1.08 1.02 1.00 1.03 1.00 4.80 9.93
Gemini-1.5-Pro 1.00 1.00 1.00 1.00 1.00 4.31 9.31
Gemini-2.5-Pro 1.00 1.00 1.00 1.00 1.00 4.13 9.13

Baseline Scores — MLIL.M-as-Judge (InternVL3-8B)

LLaVA-NV 2.16 1.85 1.79 1.77 1.73 1.63 10.93
MiniCPM-V2.6 2.46 2.08 2.05 1.97 1.94 1.89 12.39
Qwen2-VL 2.38 2.06 1.93 1.89 1.85 1.81 11.92
Qwen2.5-VL 2.86 245 2.39 2.29 2.13 222 14.34
Qwen2.5-Omni 2.17 1.82 1.68 1.65 1.59 1.54 10.45
InternVL2 221 1.95 1.77 1.75 1.73 1.73 11.14
InternVL3 2.36 2.01 1.93 1.87 1.80 1.82 11.79
GPT-40 2.28 2.03 1.91 1.85 1.81 1.73 11.61
Gemini-1.5-Pro 2.29 1.99 1.90 1.83 1.76 1.60 11.37
Gemini-2.5-Pro 2.57 2.13 2.05 1.96 1.83 1.71 12.25

Baseline Scores — MLLM-as-Judge (InternVL3-78B)

LLaVA-NV 1.26 1.23 1.27 1.25 1.25 1.27 7.53
MiniCPM-V2.6 1.47 1.41 1.43 1.40 1.43 1.46 8.60
Qwen2-VL 1.38 1.33 1.37 1.35 1.35 1.38 8.16
Qwen2.5-VL 1.38 1.35 1.37 1.33 1.35 1.39 8.17
Qwen2.5-Omni 1.14 1.12 1.11 1.11 1.11 1.13 6.72
InternVL2 1.40 1.35 1.40 1.39 1.39 1.40 8.33
InternVL3 1.39 1.35 1.29 1.33 1.37 1.39 8.12
GPT-40 1.35 1.31 1.33 1.31 1.32 1.35 7.97
Gemini-1.5-Pro 1.30 1.29 1.29 1.28 1.29 1.30 7.75
Gemini-2.5-Pro 1.23 1.21 1.24 1.21 1.21 1.23 7.33

Table 14: Baseline Scores Across Models for HSA with MLLM-as-Judge
Baseline scores from MLLM-as-Judge evaluations with Gemini-2.5-Pro, InternVL3-8B, and InternVL3-78B.
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Relevant Key Relevant Relevant | Answer Prompt Total

szl Scene Det. (5) | Individuals (5) | Interactions (5) | Context (5) | Det. (5) | Adherence (5) | (30)

Baseline Scores — MLLM-as-Judge (Gemini-2.5-Pro)

LLaVA-NV 1.05 1.01 1.00 1.00 1.01 2.05 7.12
MiniCPM-V2.6 1.01 1.00 1.01 1.00 1.00 1.97 6.99
Qwen2-VL 1.00 1.00 1.01 1.01 1.01 2.09 7.12
Qwen2.5-VL 1.02 1.00 1.01 1.01 1.00 2.04 7.08
Qwen2.5-Omni 1.00 1.00 1.00 1.00 1.01 1.05 6.06
InternVL2 1.01 1.00 1.01 1.00 1.00 2.38 7.40
InternVL3 1.00 1.00 1.03 1.00 1.00 2.40 7.43
GPT-40 1.05 1.00 1.00 1.00 1.00 2.56 7.61
Gemini-1.5-Pro 1.01 1.00 1.00 1.00 1.00 1.27 6.28
Gemini-2.5-Pro 1.00 1.00 1.00 1.00 1.00 1.23 6.23

Baseline Scores — MLLM-as-Judge (InternVL3-8B)

LLaVA-NV 1.97 1.79 1.47 1.41 1.25 1.39 9.28
MiniCPM-V2.6 1.87 1.76 1.39 1.40 1.25 1.24 891
Qwen2-VL 1.97 1.82 1.43 1.42 1.18 1.24 9.06
Qwen2.5-VL 2.01 1.93 1.52 1.48 1.35 1.40 9.69
Qwen2.5-Omni 2.55 2.03 1.68 1.87 1.38 1.71 11.22
InternVL2 1.95 1.88 1.33 1.35 1.15 1.24 8.90
InternVL3 1.93 1.87 1.41 1.43 1.26 1.30 9.20
GPT-40 1.92 1.81 1.32 1.28 1.14 1.13 8.60
Gemini-1.5-Pro 1.98 1.72 1.43 1.38 1.18 1.20 8.89
Gemini-2.5-Pro 1.90 1.59 1.31 1.29 1.20 1.21 8.50

Baseline Scores — MLLM-as-Judge (InternVL3-78B)

LLaVA-NV 1.23 1.23 1.21 1.21 1.22 1.23 7.33
MiniCPM-V2.6 1.17 1.17 1.16 1.16 1.16 1.18 7.00
Qwen2-VL 1.15 1.15 1.13 1.13 1.14 1.14 6.84
Qwen2.5-VL 1.18 1.18 1.18 1.17 1.17 1.18 7.06
Qwen2.5-Omni 1.07 1.06 1.05 1.06 1.04 1.05 6.33
InternVL2 1.25 1.23 1.21 1.21 1.22 1.23 7.35
InternVL3 1.20 1.20 1.19 1.19 1.19 1.20 7.17
GPT-40 1.21 1.19 1.19 1.19 1.19 1.21 7.18
Gemini-1.5-Pro 1.10 1.10 1.09 1.09 1.09 1.09 6.56
Gemini-2.5-Pro 1.15 1.14 1.14 1.14 1.14 1.14 6.85

Table 15: Baseline Scores Across Models for DSA with MLLM-as-Judge. Baseline scores from MLLM-as-Judge
evaluations with Gemini, InternVL3-8B, and InternVL3-78B.
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Please watch the provided video and generate a description
that helps answer the given question. In your description,
focus on the elements of the video that are most relevant
to answering the question. Include the following information:

Transcription: {Transcription}

1. Relevant Scene Details:

- Setting: Describe the location and environment relevant to
the question.

- Time of Day: Mention the time of day if it’s pertinent to
the question.

- Objects or Elements: Describe any objects, props, or visual
elements that are crucial to answering the question.

2. Key Individuals:

For each person in the video who is relevant to the question,
provide the following details:

- Appearance: Describe their physical appearance, focusing
on aspects that relate to the question.

- Actions: Describe any actions, gestures, or body language
that are significant in the context of the question.

3. Relevant Interactions:

- Describe any interactions between individuals that are
pertinent to answering the question.

- Analyze the nature and significance of these interactions
in relation to the question.

4. Relevant Context:

- Provide any background information or context from the
video that 1is necessary to understand and answer the
question.

- Explain how this context relates to the question and
contributes to the answer

Please structure your description using headings and
subheadings to clearly organize the information. Ensure that
the description focuses on the aspects of the video that are
most relevant to answering the following question.

Question: {Question}

Figure 9: Prompt template for DSA generations. The
model generates a detailed description of relevant infor-
mation in the video, guided by the structured elements
specified in the prompt.
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Task: You are an evaluator evaluating a vision-language model’s response to a video analysis prompt.

Instructions on the evaluation:

1. First, watch the provided video carefully to understand the actual content, context, and details
2. Read the model’s response below

3. Compare the model’s description against what you actually observe in the video

4. Rate the model’s response using the 6 criteria and 5-point scale provided

# Original prompt to the vision-language model STARTS here #
Please watch the provided video and generate a description that helps answer the given question. In your description, focus on the
elements of the video that are most relevant to answering the question. Include the following information:

Transcription: {Transcription}

1. Relevant Scene Details:

- Setting: Describe the location and environment relevant to the question.

- Time of Day: Mention the time of day if it’s pertinent to the question.

- Objects or Elements: Describe any objects, props, or visual elements that are crucial to answering the question.

2. Key Individuals:

For each person in the video who is relevant to the question, provide the following details:

- Appearance: Describe their physical appearance, focusing on aspects that relate to the question.

- Actions: Describe any actions, gestures, or body language that are significant in the context of the question.

3. Relevant Interactions:
- Describe any interactions between individuals that are pertinent to answering the question.
- Analyze the nature and significance of these interactions in relation to the question.

4. Relevant Context:
- Provide any background information or context from the video that is necessary to understand and answer the question.
- Explain how this context relates to the question and contributes to the answer.

Please structure your description using headings and subheadings to clearly organize the information. Ensure that the description focuses
on the aspects of the video that are most relevant to answering the following question.

Question: {Question}
# Original prompt to the vision-language model ENDS here #
Original model’s response to evaluate: {Model_response}

Evaluation Rubric

Each response will be rated on a five-point Likert scale across several criteria. Please follow these instructions for each video. For
each answer, rate it based on the following criteria:

1. Relevant Scene Details (1-5): Does the answer accurately describe the setting, time of day, and any objects that are crucial for
answering the question compared to what you see in the video?

2. Key Individuals (1-5): Does the answer provide detailed and relevant descriptions of the individuals’ appearance, actions, and gestures
that are significant to the question compared to what you see in the video?

3. Relevant Interactions (1-5): Does the answer capture and analyze the interactions between individuals that are most pertinent to
answering the question compared to what you see in the video?

4. Relevant Context (1-5): Does the answer include necessary background or contextual information from the video that contributes to
answering the question compared to what you see in the video?

5. Answer Detail (1-5): Is the answer detailed and nuanced, offering in-depth social and emotional insights compared to what you see in
the video?

6. Adherence to the Prompt (1-5): Does the answer follow the instructions and is the answer following the structure provided in the prompt
compared to what you see in the video?

For each of these categories, rate from 1 (Poor) to 5 (Excellent), with a total possible score of 30 points for each description, based
on the instructions in the prompt.

Rating Scale:

1 (Poor): Lacks detail or is incorrect.

2 (Fair): Partially accurate but lacks depth.

3 (Satisfactory): Provides adequate information, but could be improved.
4 (Good): Largely accurate, with minor omissions.

5 (Excellent): Comprehensive, detailed, and captures nuances perfectly.

Required Output Format:
{{"relevant_scene_details”: [score],

"relevant_scene_details_reason”: "[brief explanation comparing model’s scene description to actual video setting, time, and objects]”,
"key_individuals”: [scorel,

"key_individuals_reason”: "[brief explanation comparing model’s individual descriptions to actual people in video]”,
"relevant_interactions”: [scorel],

"relevant_interactions_reason”: "[brief explanation comparing model’s interaction analysis to actual interactions in video]”,
"relevant_context”: [score], "relevant_context_reason”: "[brief explanation comparing model’s contextual information to actual video
context]”,

"answer_detail”: [score],

"answer_detail_reason”: "[brief explanation of response depth and insight quality compared to video content]”,

"adherence_to_prompt”: [scorel],

"adherence_to_prompt_reason”: "[brief explanation of how well response follows requested structure and instructions]”}}

IMPORTANT Remember: Base your ratings on how well the model’s response matches what you actually see and hear in the video, not on how
well-written the response sounds.

Your Output:

Figure 10: Instructions for Humans and MLLM Judges to evaluate model generations on DSA sub-dimensions.
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