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Abstract

Processing video in vision-language models
is expensive: each frame occupies hundreds
of tokens, and inference cost scales with ev-
ery frame and every repeated query. We in-
troduce FRAMES2LORA, a method for para-
metric video internalization. A perceiver hy-
pernetwork reads the intermediate represen-
tations produced layer-by-layer as a frozen
VLM encodes a video, and generates a Low-
Rank Adaptation (LoRA) adapter in a sin-
gle forward pass. Unlike standard LoRA
fine-tuning, which requires iterative gradi-
ent updates, FRAMES2LORA predicts these
weights directly from the video. Trained for
SmolVLM2 500M and 2.2B on video summa-
rization and captioning, FRAMES2LORA en-
ables the same frozen VLM to answer queries
from the adapter alone, with zero visual tokens
in its context at query time. FRAMES2LORA
is statistically non-inferior and equivalent to
direct video-in-context inference across all five
captioning benchmarks at both model scales,
and across seven of eight video question an-
swering benchmark-scale pairings. Although
trained only on 12 frames at 384px, it remains
stable up to 1,024 frames and 1024px, where
direct video-in-context inference often degen-
erates. Across this sweep, it reduces answer-
time visual-token load by up to 1,500 and
query TTFT by 6-80x, while preserving video-
faithful outputs. We also find that indepen-
dently generated adapters for non-overlapping
video segments can compose in rank space, sug-
gesting a path toward chunked long-video in-
ternalization.

1 Introduction

Video understanding in VLMs is built on a token-
heavy abstraction: frames are encoded as visual
tokens and concatenated into the model’s context
window. Each frame at standard resolution con-
tributes hundreds of visual tokens (Liu et al., 2024;
Shang et al., 2025); even short clips of a few dozen
frames generate tens of thousands of tokens before
any text query is added, and memory and latency
scale with every frame and every query. Past a
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capacity threshold, this bottleneck does not pro-
duce gracefully degraded outputs: VLMs gener-
ate incoherent or repetitive text unrelated to the
video (Chen et al., 2025b; Zhang et al., 2024). The
context window (the model’s fixed token capacity)
is therefore the fundamental bottleneck for video
understanding, and it is re-encountered on every
query over the same video.

Much work aims to fit more video into the con-
text window. Frame subsampling (Zhang et al.,
2023) discards frames to meet a token budget,
sacrificing temporal coverage. Visual token com-
pression methods (Shang et al., 2025; Li et al.,
2025) prune or merge spatial tokens before the
language backbone, reducing per-frame cost with-
out discarding entire frames. Long-context archi-
tectures (Chen et al., 2025b; Zhang et al., 2024)
scale the context window itself through sequence
parallelism and position encoding modifications.
Streaming methods (Qian et al., 2024) process
video incrementally, maintaining a compact mem-
ory buffer in lieu of full context retention. Each
approach reduces the burden without resolving it:
visual tokens remain in context at query time, ev-
ery query re-incurs the encoding overhead, and all
approaches eventually encounter the same capacity
ceiling. The capacity ceiling is not a constraint to
manage: it is a constraint to eliminate.

We take a fundamentally different approach.
Rather than compressing visual information to fit
within the context window, we eliminate it from the
query entirely, encoding the video into the model’s
parameters before any query is issued. The video is
stored as a LoRA adapter (Hu et al., 2022); subse-
quent queries are answered by a frozen base model
with those adapter weights, with no visual tokens
in context. Prior work has shown that feedforward
hypernetworks (Ha et al., 2017; Charakorn et al.,
2026) can produce LoRA adapters from text doc-
uments, enabling a frozen LLM to answer queries
about a document with no text tokens in context.
Extending this paradigm to video introduces qual-
itatively harder challenges: the token volume per
example is orders of magnitude larger, making it-
erative per-example optimization computationally
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impractical; the compression is cross-modal, re-
quiring visual semantics to be expressed as pertur-
bations to a language model’s parameter space; and
the visual distribution varies along a resolution axis
with no textual analog.

Main Result: We introduce FRAMES2LORA, a
framework for parametrically internalizing videos
into a frozen vision-language model (VLM). Given
a video, a perceiver hypernetwork (Jaegle et al.,
2021) processes the layer-wise hidden states of
the frozen VLM encoder and generates LoRA
adapter weights in a single forward pass. The
generated adapter is then attached to the same
frozen VLM, enabling it to answer questions about
the video without requiring visual tokens in the
context window. During training, both the VLM
encoder and the answering model remain frozen;
only the hypernetwork is optimized using cached
teacher-generated captions and summaries as su-
pervision. We train and evaluate FRAMES2LORA
on SmolVLM2 500M and 2.2B (Marafioti et al.,
2025). Our novel contributions include:

¢ First parametric video internalization. A
Perceiver hypernetwork that converts a video
into a LoRA adapter in a single forward pass,
enabling a frozen VLM to answer queries
with no visual tokens in context. We demon-
strate feasibility across 2.2B and 500M model
scales.

e Strong performance on captioning and
video question answering. Statistical non-
inferiority and equivalence to direct video-
in-context inference across all five caption-
ing benchmarks at both model scales (Activ-
ityNet Captions, PLM-RDCap, PLM-RCap,
VDC, CaReBench) and across seven of eight
video question answering benchmark-scale
pairings (NExT-QA, ActivityNet-QA, PLM-
SGQA, VidCapBench).

« Efficiency, generalization and emergent
compositionality. Although trained only on
12 frames at 384px, FRAMES2LORA remains
stable up to 1,024 frames and 1024px, where
direct video-in-context inference often degen-
erates. It reduces answer-time visual-token
load by up to 1,500x and query TTFT by
6—80x, while preserving video-faithful out-
puts. Compared to KV caching and token-
compression techniques, we show that video
internalization via FRAMES2LORA preserves

performance across token budgets, is faster to
process, and has the lowest time to first token.
We further observe that adapters generated
independently for non-overlapping video seg-
ments can compose in rank space, suggesting
a path toward chunked long-video internaliza-
tion.

2 Related Work

2.1 Efficient Video Understanding

Most efficient video-understanding methods reduce
the number or cost of visual tokens while still keep-
ing visual information in the model context. Frame
subsampling (Zhang et al., 2023) lowers tempo-
ral coverage to fit a token budget; visual-token
compression (Shang et al., 2025; Li et al., 2025)
prunes or merges spatial tokens; long-context video
models (Chen et al., 2025b; Zhang et al., 2024) ex-
tend the usable context window; and streaming
methods (Qian et al., 2024; Zhang et al., 2023)
maintain compact memory across time. These
approaches improve scalability, but the language
model still conditions on visual tokens at query
time. FRAMES2LORA is orthogonal: it converts
the video into adapter weights once, then answers
later queries without visual tokens in context.

2.2 Parametric Knowledge Compression

Parameter-efficient methods such as LoRA, prefix
tuning, and prompt tuning store task information in
small learned updates rather than full model param-
eters (Hu et al., 2022; Li and Liang, 2021; Lester
et al., 2021). More recent work moves instance-
level context into compact representations, includ-
ing gist tokens (Mu et al., 2023), hypernetwork-
based editing (Mitchell et al., 2022; Ha et al., 2017),
and deep context distillation (Caccia et al., 2025).
Closest to our setting, Doc-to-LoRA maps text
documents into LoRA adapters using a feedfor-
ward hypernetwork (Charakorn et al., 2026), while
ViPE (Lu et al., 2025) explores visual perception
in parameter space. FRAMES2LORA extends this
idea from text to video, where the hypernetwork
must compress high-volume visual context into
language-model adapter weights and generalize
across frame count and resolution.

3 FRAMES2LORA

FRAMES2LORA converts a video into a video-
specific LoORA adapter in a single forward pass. A
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Figure 1: FRAMES2LORA overview. Training (left): A frozen VLM encodes the input video into hidden states.
The trainable FRAMES2LORA hypernetwork reads these states and generates LoRA adapter weights in a single
forward pass. The adapter-augmented frozen VLM is trained against teacher-generated targets. Inference (right):
Given a new video, FRAMES2LORA generates the LoRA adapter once. The frozen VLM, augmented with this
adapter, answers arbitrary text queries without visual tokens. Per-query cost is independent of video length.

frozen VLM encodes the video into layer-wise hid-
den states, and a trainable Perceiver hypernetwork
maps these states into LoRA weights. At infer-
ence time, the generated adapter is attached to the
frozen answer model, which answers downstream
text prompts without receiving any visual tokens in
its context.

3.1 Problem Formulation

Let v denote a video, 7 an internalization instruc-
tion, p a downstream text prompt, and y the target
response. We assume a frozen vision-language en-
coder F, a frozen answer model F', and a trainable
hypernetwork H 4. The method is defined as:

C = E(v,1), (1)
0(v) = Hy(C), 2)
pe(y | p,v) = F(y | p;0(v)). 3)

Here, C denotes video-conditioned hidden states
and 0(v) denotes the generated LoRA adapter. The
answer model receives the text prompt p and the
adapter 6(v), but not the video tokens. During
training, only ¢ is updated; both £ and F' remain
frozen.

3.2 Video Encoder

We use a frozen SmolVLM?2 model (Marafioti et al.,
2025) as the video encoder. Given a sampled video
and the internalization instruction, we collect the

text-side hidden states from each transformer layer:
C = stack(hg,hy,..., hy_;) € REXS*DP (4)

where L is the number of layers, S is the fused
sequence length, and D is the hidden dimension.

Keeping the layer dimension allows the hypernet-
work to generate layer-indexed adapters instead of
using a single pooled video vector for all layers.

3.3 Perceiver Hypernetwork

The hypernetwork maps C into LoRA weights for
selected linear modules of the frozen model. We
use a Perceiver-style resampler architecture (Jaegle
et al., 2021). For each layer slice C;, € R5*P,
an encoder resampler attends from learned latent
queries to the video-conditioned hidden states, pro-
ducing a fixed-size representation. A decoder re-
sampler then uses one output query for each target
module and LoRA rank direction.

For batch size B, number of target modules M,
rank R, and latent size Z, the hypernetwork output
has shape

o) GRBXLXMXRXZ' (5)

A shared projection head maps each rank latent to
the two LoRA factors:

RXdin
A&m ceR s

B ¢m € RRX dout (6)
)1 :

where ¢ indexes the transformer layer and m in-
dexes the target linear module. The generated fac-
tors are scaled by learned multipliers, with the A
scale initialized to one and the B scale initialized
to zero.

3.4 Dynamic LoRA Injection

For a frozen linear layer with weight W €
Rdoutxdin - ye yse the standard LoRA factoriza-
tion (Hu et al., 2022). Under the row-vector imple-
mentation convention, the frozen layer computes
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xW . The generated adapter adds:
Ay = s (xA/,)Bem, (7)

where s is the fixed LoRA scaling factor. The full
adapted forward pass is:

y =xW' +5(xA/,,)Brm. (8)

Each example receives its own generated adapter,
so the LoRA weights are conditioned on the input
video rather than shared across all videos.

3.5 Training Objective

We train the hypernetwork with teacher-forced
cross-entropy over response tokens:

L(¢) == logpe(y | y<t,p,0(v)). (9

t

The answer model receives only the downstream
text prompt and the generated adapter during this
loss computation.

4 Experimental Setup

4.1 Models and Training

We evaluate two SmolVLM?2 model scales: S00M
and 2.2B. For each scale, the video encoder and
answer model are initialized from the same frozen
backbone. Only the FRAMES2LORA hypernet-
work is trained. Training uses 12 uniformly sam-
pled frames at 384px longest-edge resolution (con-
strained by compute). We apply generated LoORA
adapters to the MLP down_proj modules of the
text decoder, with rank R = 16. We train on video
spans derived from FineVideo (Farré et al., 2024).
The span mixture contains single-scene spans, adja-
cent multi-scene spans, and full-video spans, sam-
pled in a 60/30/10 ratio. FineVideo metadata is
used only to define spans; the final training targets
are cached offline teacher generations from a frozen
SmolVLM?2 teacher conditioned on the sampled
video frames and downstream prompt. Audio is
excluded throughout. The hypernetwork is trained
with teacher-forced cross-entropy over response to-
kens, while the answer model receives only the text
prompt and generated adapter. Further details on
training can be found in the appendix.

4.2 Evaluation Benchmarks

We evaluate captioning on ActivityNet Cap-
tions (Krishna et al., 2017), PLM-RDCap (Cho
et al.,, 2025), PLM-RCap (Cho et al., 2025),

VDC (Chai et al., 2025), and CaReBench (Xu et al.,
2025); and video QA on NExT-QA (Xiao et al.,
2021), ActivityNet-QA (Yu et al., 2019), PLM-
SGQA (Cho et al., 2025), and VidCapBench (Chen
et al., 2025a).

To scale LLM Judge evaluation, we fix the num-
ber of samples from each benchmark to 500. VDC
and CaReBench use 500 examples per subset/style.
VidCapBench has multiple QA pairs correspond-
ing to each video, therefore we fixed the number
of videos to 100 and obtained 1,523 QA pairs cor-
responding to it. For all benchmarks, the direct
baseline and FRAMES2LORA use the same videos,
prompts, references, frame sampling, and decoding
configuration.

4.3 Metrics and Statistical Testing

We report two quality metrics. First, we compute
token-level F1 between the generated output and
the reference answer or caption. Second, we use an
LLM judge to score output quality on a 1-5 scale,
which is linearly rescaled to [0, 1]. We use Qwen3-
30B (Yang et al., 2025) as our judge model, with
a constrained rubric. Human study on this metric
for a subset of 200 examples (100 captioning +
100 QA) reveals strong correlation with human
judgements, with Spearman p = 0.823 for metric
fidelity.

We estimate 95% confidence intervals using
paired bootstrap resampling. For statistical mea-
sures, NI (Non-inferiority) and Eq (Equivalence)
we use a margin of 0.05 for token-F1 and 0.15 for
rescaled judge score.

5 Results

5.1 Captioning

FRAMES2LORA passes both non-inferiority and
equivalence on all 10 benchmark-scale com-
binations under the LLM judge and all 10 un-
der token-F1 (Table 1). For SmolVLM 2.2B,
FRAMES2LORA recovers 91.9% of the base
model’s judge score, while for SmolVLM 500M,
it recovers 84.2% (see Appendix F.1 for video-
grounded VLM judging).

Per-benchmark analysis. Recovery rates at
500M span 79-96%, with compact clip-aligned
benchmarks (PLM-RCap, PLM-RDCap) easiest
to internalize and temporally dense benchmarks
(VDC, ActivityNet Captions) hardest. Scale nar-
rows this spread considerably: at 2.2B the floor
rises to 85% and the ceiling breaks above the base,
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LLM Judge

SmolVLM 500M SmolVLM 2.2B
Benchmark
Base V2L A CI Eq NI Base V2L A CI Eq NI
ActivityNet Captions 0.428 0.356 -0.072 [-0.104,-0.041] Y Y 0.576 0.492 -0.084 [-0.113,-0.057] Y Y
PLM-RDCap 0.308 0.263 -0.045 [-0.069,-0.021] Y Y 0.326 0.316 -0.010 [-0.032,+0.012] Y Y
PLM-RCap 0.252 0.242 -0.011 [-0.031,+0.009] Y Y 0.270 0.287 +0.017 [+0.001,+0.034] Y Y
VDC (aggregate) 0.515 0.406 -0.108 [-0.118,-0.098] Y Y 0.539 0.511 -0.028 [-0.037,-0.019] Y Y
CaReBench 0.334 0.278 -0.056 [-0.067,-0.045] Y Y 0.437 0369 -0.068 [-0.078,-0.058] Y Y
Average 0.367 0.309 -0.058 [-0.078,-0.039] Y Y 0.430 0.395 -0.035 [-0.052,-0.018] Y Y
Token F1
SmolVLM 500M SmolVLM 2.2B
Benchmark
Base V2L A CI Eq NI Base V2L A CI Eq NI
ActivityNet Captions 0.236 0.243 +0.007 [+0.002,+0.012] 'Y Y 0.263 0.256 -0.007 [-0.012,-0.002] Y Y
PLM-RDCap 0.189 0.198 +0.009 [+0.005,+0.013] Y Y 0.198 0.207 +0.009 [+0.005,+0.013] Y Y
PLM-RCap 0.177 0.203 +0.026 [+0.021,+0.031] Y Y 0.199 0.204 +0.005 [+0.001,+0.010] Y Y
VDC (aggregate) 0.315 0.288 -0.027 [-0.030,-0.025] Y Y 0.297 0.304 +0.007 [+0.003,+0.010] Y Y
CaReBench 0.295 0.275 -0.020 [-0.023,-0.017] Y Y 0.292 0.279 -0.013 [-0.015,-0.010] Y Y
Average 0.243 0.242 -0.001 [-0.005,+0.003] Y Y 0.250 0.250 +0.000 [-0.004,+0.004] Y Y

Table 1: Comparison of the base model with video and FRAMES2LORA generated adapters, across captioning
benchmarks using LLM Judge scores and Token F1. We report mean scores, the paired difference A (V2L — Base),
95% confidence intervals, and the statistical equivalence (Eq) and non-inferiority (NI) criteria.

SmolVLM 500M SmolVLM 2.2B
Subset
Base V2L (A) Base V2L (A)
Short caption 0.629 0.535(-0.094) 0.556 0.579(+0.022)
Detailed caption  0.476  0.401(-0.074) 0.526  0.463 (-0.063)
Camera 0.310 0.131(-0.178) 0.478 0.392(-0.085)
Background 0.642  0.523(-0.117) 0.588 0.606 (+0.018)
Main object 0.517 0.442(-0.075) 0.546 0.514(-0.032)

Table 2: VDC results broken down by caption style.

Subset SmolVLM 500M SmolVLM 2.2B
Base V2L (A) Base V2L (A)
Caption 0.418 0.324(-0.094) 0.465 0.400(-0.065)
Events 0.201 0.169(-0.032) 0.340 0.267 (-0.073)
Objects 0.368 0.327(-0.043) 0.457 0.392(-0.065)
Spatial caption 0.424  0.329(-0.095) 0.519 0.426(-0.094)
Temporal caption  0.260 0.242(-0.018) 0.404 0.360 (-0.045)

Table 3: CaReBench results broken down by subset.

with PLM-RCap surpassing the base outright (CI
entirely above zero) and PLM-RDCap reaching de-
facto equivalence (CI straddling zero). The bench-
marks most sensitive to scale—particularly VDC,
where the gap contracts fourfold—are those requir-
ing compression of visually diverse, longer-form
descriptions; benchmarks with consistently struc-
tured references recover well at both scales.

Token F1. Token-F1 provides independent
reference-based corroboration: the mean paired
delta is —0.001 at 500M and 0.000 at 2.2B.

FRAMES2LORA exceeds base on 3 of 5 bench-
marks at S00M (ActivityNet Captions +0.007,
PLM-RDCap +0.009, PLM-RCap +0.026) and
2 of 5 at 2.2B. The PLM-RCap result at 500M is
notable: +0.026 (+14.7%; CI [+0.021, +0.031])
with no token-level supervision.

5.2 Fine-Grained Captioning

Tables 2 and 3 break VDC and CaReBench into
caption styles and semantic dimensions.

VDC Four of five VDC styles maintain 81-85%
recovery at S00M: short (85.1%, A = —0.094),
detailed (84.2%, A —0.074), background
(81.5%, A = —0.117), main object (85.5%, A =
—0.075). Camera captions are the outlier: At
500M, FRAMES2LORA achieves only 42.3% re-
covery (A = —0.178; base 0.310, V2L 0.131), as
cinematographic attributes—shot framing, view-
point, and camera motion—are difficult to encode
as weight perturbations at this scale. At 2.2B,
FRAMES2LORA recovers 82.0% (A = —0.085),
a gain of +39.7 pp. FRAMES2LORA recovers
82.0% (A = —0.085), a gain of +39.7 pp—the
largest single-dimension scale improvement in the
fine-grained evaluation—This suggests that part
of the camera-description gap is capacity-related,
although targeted camera-motion supervision or
adaptive rank may still be needed. At 2.2B, two
styles exceed the base outright: short captions
(104.1%, A = +0.022) and background (103.1%,
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LLM Judge

SmolVLM 500M SmolVLM 2.2B
Benchmark
Base V2L A CI Eq NI Base V2L A CI Eq NI
NExXT-QA (open) 0.501 0.547 +0.046 [+0.007,+0.084] Y Y 0.597 0.610 +0.013 [-0.022,+0.048] Y Y
ActivityNet-QA  0.524 0.541 +0.016 [-0.031,+0.064] Y Y 0.627 0.531 -0.096 [-0.144,-0.049] Y Y
PLM-SGQA 0.390 0.317 -0.074 [-0.113,-0.034] Y Y 0.493 0.295 -0.198 [-0.236,-0.161] — -
VidCapBench 0.502 0.451 -0.050 [-0.071,-0.030] Y Y 0.551 0475 -0.076 [-0.096,-0.055] Y Y
Average 0.487 0.460 -0.027 [-0.043,-0.011] Y Y 0.562 0.477 -0.085 [-0.101,-0.069] Y Y
Token F1
SmolVLM 500M SmolVLM 2.2B
Benchmark
Base V2L A CI Eq NI Base V2L A CI Eq NI
NEXT-QA (open) 0.129 0.068 -0.061 [-0.076,-0.046] — - 0.140 0.076 -0.063 [-0.079,-0.048] - -
ActivityNet-QA  0.197 0.023 -0.174 [-0.199,-0.149] — - 0.149 0.013 -0.136 [-0.156,-0.117] — -
PLM-SGQA 0.081 0.225 +0.145 [+0.131,+0.158] — Y 0.092 0.203 +0.111 [+0.098,+0.124] — Y
VidCapBench 0.216 0.209 -0.007 [-0.019,+0.004] Y Y 0.196 0.218 +0.022 [+0.010,+0.033] Y Y
Average 0.156 0.131 -0.024 [-0.041,-0.008] Y Y 0.144 0.128 -0.017 [-0.032,-0.002] Y Y

Table 4: Comparison of the base model with video and FRAMES2LORA generated adapters, across video question
answering benchmarks using LLM Judge scores and Token F1. We report mean scores, the paired difference A
(V2L — Base), 95% confidence intervals, and the statistical equivalence (Eq) and non-inferiority (NI) criteria.

A = 40.018).

CaReBench Temporal captioning is best-
recovered at both scales (500M: 93.1%,
A = —-0.018; 2.2B: 89.1%, A = -0.045);

objects follow (500M: 88.9%; 2.2B: 85.8%).
Holistic captioning and spatial description are
hardest at SO0M (77.5% and 77.6%), but scale
closes the gap strongly: holistic reaches 86.0%
(+8.5 pp) and spatial 82.1% (+4.5 pp) at 2.2B.
The events dimension inverts: recovery falls
from 84.1% (500M) to 78.5% (2.2B, —5.6 pp)
as the 2.2B base improves substantially on event
enumeration (base: 0.201 — 0.340), raising the
compression target beyond the adapter’s fixed rank.

5.3 Video Question Answering

FRAMES2LORA is trained exclusively on caption-
ing; video QA is entirely a zero-shot transfer task.
The LLM judge passes non-inferiority and equiv-
alence on 7 of 8 benchmark—scale combinations
(Table 4).

Per-benchmark judge analysis. Across the four
QA benchmarks, FRAMES2L.ORA matches or ex-
ceeds the base on two of four at 500M and one of
four at 2.2B, with NEXxT-QA being the standout:
FRAMES2LORA surpasses the base at both scales,
with the 500M CI lying entirely above zero. The
single failure—PLM-SGQA at 2.2B—is instructive
rather than representative. The same benchmark

passes comfortably at S00M points does not point
to a fundamental limitation of parametric QA inter-
nalization.

Token-F1 and the verbosity effect. Token-F1
diverges from the judge on short-answer QA due to
format mismatch. On ActivityNet-QA, references
average only 1.3 words while FRAMES2LORA out-
puts average 17.7-21.4 words (14-17x longer);
similarly, on NExT-QA, references average 2.7
words vs. 17.1-18.0 words for FRAMES2LORA
(6.3—6.6x longer). This length inflation sharply
lowers unigram Token-F1 despite correct se-
mantic content. Conversely, on PLM-SGQA
where references are descriptive (21.9 words),
FRAMES2LORA (23.8-27.8 words) achieves a
positive delta (S00M: A = +0.145; 2.2B: A =
+0.111), and VidCapBench reaches near-parity
(A = —0.007/+0.022).

5.4 Frame and Resolution Generalization

FRAMES2LORA checkpoints were trained with
uniform sampling at 12 frames and 384px res-
olution. =~ We test out-of-distribution scaling
on VDC background captioning by sweeping
{8,12,24,48,128,256,512,1024} frames and
{224,336,512,1024} resolution for both 500M
and 2.2B models. We compare video-in-context
inference with FRAMES2L.ORA using Token-F1,
query-time TTFT (Time to First Token), and input-
token reduction during answering (Fig. 3).
Despite being trained at a single frame count-
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answering.

Figure 3: Scaling behavior on VDC background cap-
tioning across frame count and spatial resolution.

resolution setting, FRAMES2LORA remains stable
across the sweep. For 500M, FRAMES2LORA is
close to the base model overall, with an average
Token-F1 change of —0.012. At 1024px and high
frame counts, however, FRAMES2L.ORA outper-
forms the base model by 4+-0.12 to +0.13 Token-F1.
This large gain is partly because direct video-in-
context inference becomes unstable in this regime:
the base model often degenerates into repetitive or
gibberish generations when significantly large num-
ber of visual tokens are supplied. We also evaluate
on long-form video under LONGVIDEOBENCH
(Appendix F.2). The efficiency gains grow with

video scale. FRAMES2LORA reduces query TTFT
by a geometric mean of 6.7x for 500M and 20.1 x
for 2.2B, with maximum speedups of 17.2x and
79.1x, respectively (Fig. 3b). This is explained by
the token compression in Fig. 3c: FRAMES2LORA
reduces answer-time input tokens by 150x for
500M and 302x for 2.2B on average, reaching
713x and 1507 x at the largest settings, since it
passes zero tokens during inference.

5.5 Inference Efficiency

VidCapBench is a natural setting for evaluating
inference efficiency because each video is asso-
ciated with multiple questions: in our evaluation
split, 100 videos produce 1,523 total queries, or
15.23 questions per video on average. This matches
the intended use case of FRAMES2LORA: the
video is processed once to produce a video-specific
LoRA, and the adapter is reused for all subsequent
questions about the same video. Thus, unlike di-
rect in-context video inference, which repeatedly
pays the cost of encoding and conditioning on the
video, FRAMES2LORA pays a one-time setup cost
and amortizes it over repeated queries. Figure 2
shows this amortization effect on both the 500M
and 2.2B backbones. Averaged over all VidCap-
Bench queries, FRAMES2LORA reduces TTFT
from 6.45s to 0.55s for the 5S00M model, an 11.75x
speedup, and from 7.06s to 0.58s for the 2.2B
model, a 12.11x speedup (Figure 2a). The prefix-
amortization curve in Figure 2b shows that after
5 questions, amortized TTFT drops to 1.29s for
500M and 1.44s for 2.2B; after 10 questions, it
falls to 0.74s and 0.80s, respectively.

Figure 4 further studies different video infer-
ence strategies on 640 samples with varying token
counts (by doing using a resolution, frame count
grid). We compare FRAMES2LORA and the de-
fault setting with, FrameFusion (Fu et al., 2025)
(a token compression technique, compression fac-
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Figure 5: Two-chunk adapter composition on VDC.

tor 4), and KV caching. We also use FrameFusion
with FRAMES2LORA, to show FRAMES2LORA is
compatible with existing token compression tech-
niques. Across token budgets, FRAMES2LORA
is the only method that provides all three proper-
ties needed for repeated video querying: (1) query
TTFT stays nearly constant and low as video to-
kens grow, (2) reusable preparation is competitive
or fastest and much cheaper than KV caching at
scale, and (3) output quality remains stable as token
count increases. In contrast, the default baseline,
token compression results and KV caching scale
with token counts. Together, these results show
that FRAMES2LORA converts video conditioning
from a repeated per-query overhead into a reusable
video-specific computation.

5.6 Chunk Composition

FRAMES2LORA internalizes a video by generat-
ing a LoRA adapter from its visual context. Al-
though the model is trained to produce adapters for

single video contexts, the adapter representation
admits a simple test-time composition operation:
independently internalize two temporal chunks of
the same video, concatenate the resulting LoRA
ranks, and decode from the composed adapter. We
evaluate whether this operation produces coherent
video-level generations, rather than degenerate text
or captions tied to only one chunk.

We use the VDC short-caption and detailed-
caption subsets, with 100 videos from each subset.
Each video is split into two equal temporal halves.
We compare two conditions: single-video adapter,
where the full video is internalized as one adapter,
and composed two-chunk adapter, where the two
halves are internalized independently and the result-
ing adapters are composed before generation. Both
conditions use 12 frames per adapter and the same
text prompt. Figure 5 shows the resulting token-
F1 score distributions against the VDC reference
captions. The composed adapter remains close to
the single-video adapter at both model scales. For
FRAMES2LORA at 500M, the composed adapter
retains 93.1% of the single-video adapter’s mean
token-F1, with a mean score of 0.206 compared to
0.221. At 2.2B, it retains 86.2%, with a mean score
of 0.211 compared to 0.245.

6 Conclusion

We introduced FRAMES2LORA, showing that
parametric video internalization is achievable: a
Perceiver hypernetwork converts a video into a
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LoRA adapter in a single forward pass, enabling
a frozen VLM to answer queries with no vi-
sual tokens in context. Trained only on caption-
ing, FRAMES2LORA is statistically non-inferior
and equivalent to direct video-in-context inference
across all five captioning benchmarks at both 500M
and 2.2B scales, and transfers zero-shot to video
QA on seven of eight benchmark-scale pairings.
It remains stable at 1,024 frames where direct in-
ference degenerates, achieves 676 x lower query
latency with up to 1,500x fewer answer-time to-
kens, and supports rank-space adapter composition
for long-video internalization without dedicated
training. Across token budgets, FRAMES2LORA
uniquely combines near-constant query TTFT, scal-
able preprocessing costs below KV caching and
token compression, and stable output quality at
longer contexts.

7 Limitations

FRAMES2LORA demonstrates that video context
can be internalized into generated adapter weights,
enabling text-only querying after a one-time video
processing step. Our current implementation trains
a separate hypernetwork for each target VLM
scale, and we evaluate it on the 500M and 2.2B
SmolVLM2 backbones. Extending the same frame-
work to additional VLM families, larger models,
and shared or scale-transferable hypernetworks is
an important direction for future work.

The present training setup uses captioning and
summarization supervision. This makes transfer
to video question answering a zero-shot setting,
where answer style can differ from the direct video-
in-context baseline. In particular, FRAMES2LORA
sometimes produces more descriptive answers for
short-answer QA, which can lower lexical-overlap
metrics even when the answer is judged seman-
tically appropriate. Future work can incorporate
mixed captioning—QA supervision, answer-length
control, or lightweight calibration for task-specific
formats.

Because FRAMES2LORA converts a video into
a compact adapter, the representation may empha-
size high-level scene and event information over
some fine-grained details. This is most relevant for
tasks requiring precise camera, spatial, or object-
level distinctions. Adaptive-rank adapters, richer
internalization objectives, or more targeted super-
vision may improve preservation of these details.

Finally, our chunk-composition experiment is

an initial two-chunk test. The result suggests that
independently generated adapters can be combined
in rank space, but the current operation does not
explicitly model temporal order. More structured
composition mechanisms and audio-visual internal-
ization remain promising extensions.
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A LLM Judge Evaluation

We use an LLM judge for two purposes:
reference-based quality scoring and reference-
free output preservation. The judge is
Qwen/Qwen3-VL-30B-A3B-Thinking-FP8, served
locally with vLLLM through an OpenAl-compatible
API. For the main reported judge scores, we use
text-only judging: the judge receives the task
prompt, reference text, and model output, but no
video frames. We set temperature to 0, use a maxi-
mum of 1024 output tokens for reference-based
scoring, and request JSON-formatted outputs. For
pure output similarity, we use the same judge with
a maximum of 768 output tokens.

For reference-based quality, each candidate is
scored independently against the reference. The
judge is not shown model names. For auxil-
iary paired judgments, the direct baseline and
FRAMES2LORA outputs are anonymized as Can-
didate A and Candidate B, and their order is ran-
domized with a fixed seed. These paired judgments
are used as an audit and are not the primary metric
unless explicitly reported.

A.1 Reference-Based Captioning Judge

For captioning and description tasks, the judge mea-
sures semantic coverage of the reference caption.
Extra details that are absent from the reference are
not penalized unless they directly contradict the
reference.

Captioning Judge Prompt

Task guidance: This is video caption/reference evalua-
tion. Judge semantic coverage, factual precision, and task
fit.

Prompt: {prompt}
Reference caption: {reference}
Candidate caption: {candidate}

Evaluate only semantic coverage of the reference caption
for the requested caption task. Do not reward or penalize
writing style, fluency, verbosity, or formatting, except
when the candidate is invalid or impossible to understand.
Extra details absent from the reference are not automat-
ically wrong. Record notable extra details separately.
Penalize only direct contradictions or missing reference
facts. A direct contradiction requires that the candidate
and reference cannot both be true.

Coverage scoring rubric: 5 = complete coverage; 4
= mostly complete; 3 = partial; 2 = weak overlap; 1 =

minimal overlap; 0 = unrelated, invalid, nonsensical, or
contradicts the main reference event.

Return only valid JSON with
fields: coverage_score integer 0-5;
coverage_label; covered_reference_facts;
missing_reference_facts;
direct_contradictions;
extra_details_type; rationale.

extra_details;

A.2 Reference-Based QA Judge

For QA tasks, the judge first extracts the answer
implied by the model output and then compares it to
the reference answer. This avoids over-penalizing
verbose outputs that contain the correct answer.

QA Judge Prompt

Task guidance: This is video question answering. Judge
semantic answer correctness. Allow paraphrases and
indirect answers. For yes/no references, infer yes/no
from the candidate if the candidate clearly implies it.

Question: {question}
Reference answer: {reference}
Candidate response: {candidate}

First extract the candidate’s answer to the question, then
compare that extracted answer to the reference. Do not
require the candidate to be concise. A verbose response
can be correct if it contains or clearly gives the answer.
If the candidate describes the same scene but does not
answer the requested attribute, action, location, or count,
score it as low-to-partial rather than correct.

Scoring rubric: 5 = fully correct; 4 = correct main an-
swer with minor missing specificity or harmless extra
detail; 3 = partially correct; 2 = related but does not
clearly answer; 1 = minimal overlap; O = contradiction,
different answer, or invalid.

Return only valid JSON with fields:
extracted_answer; score integer 0-5; answer_label;
contains_answer; direct_contradiction;
extra_details_affect_score;
missing_key_answer_parts; contradictory_parts;
rationale.

B Evaluation Prompts and Task
Templates

This appendix provides the exact evaluation
prompts and task-specific templates used across
all the benchmarks in our experiments.

B.1 Video Captioning and Description
Benchmarks

Below are the prompts used to generate descrip-
tions for whole videos, clips, and specific features
(e.g., spatial layout, temporal progression, and cin-
ematography style).
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ActivityNet Captions

"Describe what is happening in this
video."

J

PLM-RDCap

"Describe what happens in this video."

PLM-RCap

"Describe what happens in this video
clip.”

J
. .

Video Description Corpus (VDC)

Short Caption:
"Summarize this video in one detailed
sentence.”

Detailed Caption:
"Describe this video in detail.”

Camera:
"Describe the camera work, framing,
and viewpoint in this video.”

Background:
"Describe the background, setting,
and environment in this video."

Main Object:
"Describe the main subject and its
actions in this video."

CaReBench

Caption:

"Describe the video in as much useful
visual detail as possible. Include
the main activity, visible people or
objects, scene context, appearance,
and any important visual details that
help explain what is happening.”

Events:
"Describe the key visible events in
chronological order. Include all

important actions and changes you
can observe, with enough detail to
distinguish each event clearly.”

Objects:
"Describe the important visible
objects and entities in the video in

as much useful detail as possible.
Include their appearance, location,
and role in the scene when visible."”

Spatial Caption:

"Describe the spatial layout in
as much useful detail as possible:
where the people, objects, and
scene elements are located, how
they are positioned relative to each
other, and what parts of the scene
are in the foreground, background,
left, right, center, above, or below.”

Temporal Caption: "Describe the
temporal progression in as much
useful detail as possible. Explain
what happens over time, the order of
visible actions, and how the scene or
subjects change from the beginning to
the end.”

B.2 Video Question Answering (QA)
Benchmarks

For question answering tasks, templates are struc-
tured to format the inputs and instructions depend-
ing on whether choices are provided (offered op-
tions) or hidden.

NExT-QA

{question}
Answer only the question, in one sentence.

ActivityNet-QA

{question}
Answer only the question, in one sentence.

PLM-SGQA

{question}
Answer only the question, in one sentence.

VidCapBench

{question}
Answer only the question, in one
sentence.

C Rank-Direction Ablation
C.1  Setup

We test whether different rank directions in a gen-
erated LoRA adapter contribute unequally to cap-
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Figure 6: Rank-direction ablation on ActivityNet Cap-
tions. Top-k rank slices recover performance faster
than random or bottom-k slices, suggesting that the
Frobenius norm product is a useful heuristic for rank im-
portance. The Remove-Top-k curve has a higher point
estimate than the full adapter at small &, but this should
be interpreted cautiously because confidence intervals
overlap.

tioning performance. The ablation is run on 500
examples from the ActivityNet Captions evalua-
tion split (Krishna et al., 2017), using the 2.2B
FRAMES2LORA checkpoint. For each exam-
ple, we generate the video-conditioned rank-16
adapter and decompose it into rank-slice pairs
{(A,, B,)}18 |, where A, € R and B, €
R!*dous - Under our row-vector implementation,
rank slice r contributes

Ay, = s (zA)B,.
We score each slice by the Frobenius norm product
[Ar|l7 - | Brl 7

We evaluate four selection strategies across bud-
gets k € {1,2,4,8,16}:

e Top-k: retain the k highest-scoring rank

slices.

* Bottom-k: retain the k lowest-scoring rank
slices.

* Random-£: retain k£ randomly selected slices,
averaged over 3 seeds.

* Remove-Top-k: remove the k highest-
scoring slices and retain the remaining 16 — k.

We report Token-F1 against reference captions with
95% bootstrap confidence intervals over examples.

C.2 Analysis

Table 5 reports the numerical ablation results, and
Figure 6 visualizes the same rank-pruning trajecto-
ries.

Rank directions are redundant but not ex-
changeable. The generated adapters are com-
pressible along the rank dimension. Retaining the
top-8 rank slices gives a Token-F1 of 0.1264, close
to the full rank-16 adapter score of 0.1262. At
k = 4, the top-k adapter reaches 0.1196, which
is 94.8% of the full adapter’s absolute Token-F1
and recovers 90.6% of the improvement over the
zero-adapter baseline. This suggests that much of
the useful adaptation is concentrated in a subset of
rank directions.

Norm product is a useful heuristic for rank im-
portance. The Frobenius norm product separates
useful from less useful directions. At &k = 1,
Top-k reaches 0.0894, while Bottom-% reaches
0.0556, slightly below the zero-adapter baseline
of 0.0561. Random-k generally falls between Top-
k and Bottom-£ at matched budgets. Thus, high-
norm rank slices tend to be more useful, although
the norm product should be treated as a heuristic
rather than a complete causal explanation.

Removing the dominant direction has a higher
point estimate. Removing the highest-norm rank
slice gives a higher point estimate than the full
adapter, increasing Token-F1 from 0.1262 to
0.1317. Removing the top four slices also remains
close to the full adapter at 0.1275. Since the confi-
dence intervals overlap, we treat this as suggestive
rather than conclusive. One possible explanation
is that the dominant direction captures a generic
captioning prior, and removing it shifts generation
toward more video-specific directions.

Rank ordering is stable across examples. The
rank ordering is highly consistent across the 500
examples: rank direction R11 is the highest-scoring
direction in all examples, while R7 is consistently
among the lowest-scoring directions. This sug-
gests that the hypernetwork learns a stable output
coordinate system for rank directions, rather than
assigning importance arbitrarily for each video.
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k Top-k Bottom-£ Random-t  Remove-Top-k
0 (Zero) 0.0561 [.052,.060] 0.0561 0.0561 0.0561

1 0.0894 083,091  0.0556 052.0601 0.0709 r0s8.0741  0.1317 [.123.141]
2 0.1097 11021181 0.0662 1062.0711  0.0712 1069.0747  0.1277 [.118.137]
4 0.1196 (1111281 0.0803 074.0861  0.0991 10951031  0.1275 [.119..137]
8 0.1264 11181351 0.1128 (1041217 0.1215 (1171261 0.1128 (104,121
16 (Full) 0.1262 [.117.136] 0.1262 0.1262 0.0561

Table 5: Token F1 scores under rank-direction ablation on ActivityNet Captions. Brackets denote 95% confidence

intervals. Full Adapter (k = 16) and Zero Adapter (k = 0) serve as upper and lower baselines.
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Figure 7: Layer-wise adapter-removal diagnostic. Left: signed removal effect from zeroing one layer’s generated
LoRA update; negative values indicate that removing the layer lowers the score. Right: Frobenius norm ||AW || r

of generated LoRA weights across layers.

D Interpreting Hypernetwork-Generated
Adapters

D.1 Setup

We use two diagnostic interventions to study how
generated adapters affect the frozen 2.2B answer
model: layer-wise adapter removal and direct
logit attribution. The experiments are run on
CareBench diagnostic examples, including caption
and spatial-caption prompts.

Each example is scored by teacher-forced
log-probability under the frozen answer model
with the generated adapter active. Since these diag-
nostics use open-ended reference strings, we score
each reference string and use the highest-scoring
reference for the diagnostic. Candidate strings may
contain multiple tokens, so we score a candidate
string z by length-normalized teacher-forced
log-probability:

||

1
—ZlogP(zt | 2<t, p)-

7=

l(z |p) = (10)

The scalar diagnostic score is therefore

— ¢
S max (7| p),

(1)

where R is the set of reference strings for the
example.

For direct logit attribution, we need a direc-
tion in the output-embedding space. We use the
mean output embedding of the selected reference
tokens and denote the normalized direction by d.
This gives a single diagnostic direction toward the
reference answer/caption.

D.2 Layer-Wise Adapter Removal

For each transformer layer ¢, we zero out only the
generated LoRA update at that layer and recompute
the diagnostic score. We report the signed removal
effect

EﬁeCtK = Swithout L Sfull- (12)

Negative values indicate that removing the layer
lowers the score, so the layer’s adapter update
is useful under this diagnostic. Values near zero
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Figure 8: Direct logit attribution of adapter-induced rep-
resentation shifts projected onto the diagnostic answer
direction across 24 LLM layers. Later layers show the
largest alignment with the answer direction, suggesting
late-layer logit steering.

indicate little measurable effect from removing
that layer.

Figure 7 shows a mismatch between generated-
weight norm and functional effect. Some early
layers receive relatively large LoRA updates, but
removing them changes the diagnostic score only
weakly. In contrast, several later layers produce
larger negative removal effects, indicating that
their adapter updates matter more for the scored
prediction. This suggests that the adapter is not
used uniformly across the transformer stack: early
updates may shape intermediate representations,
while later updates appear more directly connected
to the final answer/caption likelihood.

This also shows that Frobenius norm alone
is not a complete measure of adapter importance.
Large generated weights can be weakly causal
under this intervention, whereas smaller or
comparable later-layer updates can have stronger
effects on the output score. We therefore interpret
the result as a norm—function dissociation, not as a
full causal explanation of the adapter mechanism.

D.3 Direct Logit Attribution

We next ask where the adapter-induced represen-
tation shift becomes aligned with the diagnostic
target direction. Let

Al‘g _ J:?dapter o xlgoase
denote the residual-stream shift at layer ¢, and let
Aay and Amy denote the corresponding attention

Setting 500M 2.2B
Training steps 9,000 7,000
GPUs 4xA100  6xA100
Wall-clock training time 37 hours 201 hours
Per-device batch size 48 8
Gradient accumulation steps 2 5
Effective batch size 384 240
LoRA rank 16 16
Sampled frames 12 12
Max video dimension 384 px 384 px
Perceiver latent size 512 512
Learning rate 1x107* 1x107*
Warmup ratio 0.03 0.03
Weight decay 0.01 0.01

Table 6: Training configuration for the S00M and 2.2B
FRAMES2LORA runs. Wall-clock training time reports
elapsed training time, not total GPU-hours. Effective
batch size is computed as number of GPUs x per-device
batch size x gradient accumulation steps.

and MLP sublayer shifts. We project these shifts
onto the diagnostic answer direction:

DLA, = Axy - d,
DLAM™ = Aqy - d,
DLAMYP — Amy - d.

(13)

Figure 8 shows that the adapter-induced shift
is weakly aligned with the diagnostic direction
in early and middle layers, but becomes much
more aligned in later layers. This matches the
layer-removal result: the adapter’s effect becomes
most visible close to the output logits.

The sublayer breakdown suggests that both
attention and MLP components contribute to
this late-stage steering. Rather than claiming
that the generated adapter implements a specific
memory mechanism, we interpret the pattern
more conservatively: FRAMES2LORA appears
to induce representation changes throughout the
network, but the changes most directly aligned
with the target answer/caption emerge in later
layers.

E Training Details

Table 6 summarizes the main training configuration
for the two FRAMES2LORA model scales. In both
runs, only the hypernetwork parameters are trained;
the video encoder and answer model remain frozen.

Both models use rank-16 generated LoRA
adapters, 12 uniformly sampled frames, a maxi-
mum video dimension of 384 pixels, Perceiver la-
tent size 512, learning rate 1 x 1074, warmup ratio
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0.03, and weight decay 0.01. The 500M model
is trained for 9,000 steps on 4 A100 GPUs for 37
wall-clock hours, with per-device batch size 48
and gradient accumulation 2, giving an effective
batch size of 384. The 2.2B model is trained for
7,000 steps on 6 A100 GPUs for 201 wall-clock
hours, with per-device batch size 8 and gradient
accumulation 5, giving an effective batch size of
240.

F Additional Results

This section provides additional experimental eval-
uations on video-grounded multimodal judging and
long-form video understanding.

F.1 Video-Grounded VLM Judge Evaluation

We employ Qwen3-VL-30B-A3B-Thinking-FP8
with sampled video frames passed directly as visual
input alongside the task prompt and reference. The
evaluation prompt instructs the multimodal judge
to verify visual grounding directly against the video
events, explicitly penalizing hallucinations, unsup-
ported visual details, or factual contradictions with
respect to the video content. Scores are evaluated
on the 1-5 scale and rescaled to [0, 1].

Results and Analysis. Table 7 reports the video-
grounded judge scores across all 9 captioning
and question answering benchmarks for both
SmolVLM 500M and 2.2B scales.

The video-grounded results corroborate the find-
ings from the text-only evaluation:

* Directional Consistency: Across all 5
captioning benchmarks and 4 QA bench-
marks, the relative preservation patterns
closely mirror the main text-only judge.
FRAMES2LORA maintains strong visual
grounding across tasks.

* Question Answering Parity: On QA bench-
marks, FRAMES2LORA achieves near-parity
or surpasses the base model. Notably, on
SmolVLM 500M, FRAMES2LORA outper-
forms the base model on NEXT-QA (+0.024)
and ActivityNet-QA (40.052), demonstrating
that causal, temporal, and fine-grained visual
information is faithfully retained in the param-
eter space under direct video inspection.

F.2 Long-Video Evaluation on
LongVideoBench

Motivation and Setup. To evaluate scal-
ability on long-form video understanding

beyond short-to-medium clips, we evaluate
on LONGVIDEOBENCH (Wu et al., 2024).
LONGVIDEOBENCH consists of diverse, long-
context interleaved video tasks with video
durations averaging 4—8 minutes.

We evaluate both the base video-in-context
model and FRAMES2LORA under varying uni-
formly sampled frame counts F' € {12,48,128}
on both SmolVLM 500M and 2.2B backbones.
Candidate generations are evaluated using our
LLM judge on the standard 1-5 scale.

Results and Analysis. As shown in Table 8,
FRAMES2LORA maintains robust performance
across frame counts on long videos. At 128 frames
on the 2.2B scale, FRAMES2LORA outperforms
direct video-in-context inference (1.86 vs. 1.49).
In high-frame, long-video regimes, direct video-
in-context inference suffers from context-window
degradation and visual token crowding, whereas
FRAMES2LORA internalizes the visual representa-
tion into model weights, preserving coherent and
video-faithful generation without context satura-
tion.

F.3 Distribution Plots

Figures 9 and 10 show the LLLM-judge score dis-
tributions and per-example score differences. Fig-
ures 11 and 12 show the corresponding token-F1
distributions and differences.

F.4 Spider Plots

Figures 13 and 14 show the QA and captioning
spider plots.

G Qualitative Examples

Qualitative examples are shown in Figure 15, Fig-
ure 16, Figure 17, Figure 18, Figure 19, Figure 20,
Figure 21, Figure 23, Figure 24, Figure 25, Fig-
ure 26, Figure 27, Figure 28, Figure 29, Figure 30,
Figure 22.

H Use of AI Assistants

Al assistants were employed during this research to
assist with writing refinement, grammar and para-
phrasing checks, LaTeX formatting, and code im-
plementation. All conceptual developments, exper-
imental designs, empirical analyses, and final text
were independently verified, reviewed, and final-
ized by the authors, who assume full responsibility
for all content presented in this paper.
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SmolVLM 500M SmolVLM 2.2B
Benchmark

Base V2L A  Base V2L A

Video Captioning

ActivityNet Captions  0.678 0.572 -0.106 0.744 0.682 -0.062

PLM-RDCap 0.530 0.433 -0.097 0.546 0.548 +0.002
PLM-RCap 0.358 0.322 -0.036 0.386 0.372 -0.014
VDC (aggregate) 0.522 0.444 -0.078 0.586 0.488 -0.098
CaReBench 0.390 0.314 -0.076 0.532 0416 -0.116
Average 0.496 0.417 -0.079 0.559 0.501 -0.058

Video Question Answering

NEXT-QA (open) 0.534 0.558 +0.024 0.658 0.632 -0.026

ActivityNet-QA 0.626 0.678 +0.052 0.770 0.665 -0.105
PLM-SGQA 0.460 0.438 -0.022 0.552 0.530 -0.022
VidCapBench 0.558 0.456 -0.102 0.614 0.528 -0.086
Average 0.545 0.533 -0.012 0.649 0.589 -0.060

Table 7: Video-grounded evaluation using a multimodal VLM judge (Qwen3-VL-30B-A3B-Thinking-FP8 with
actual video frames provided as input) across all 9 captioning and QA benchmarks. Scores are rescaled to [0, 1].

Model Scale Frames Base FRAMES2LORA A
12f 1.50 1.77 +0.27

SmolVLM 500M 48f 1.43 1.75 +0.32
128f 1.94 1.64 -0.30
12f 1.72 1.66 -0.06

SmolVLM 2.2B 48f 1.83 1.67 -0.16
128f 1.49 1.86 +0.37

Table 8: Evaluation on LONGVIDEOBENCH (videos
averaging 4-8 minutes) across frame counts using LLM
judge scores (1-5 scale). FRAMES2LORA scales effec-
tively with frame count and outperforms the base model
at 128 frames (2.2B).
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Describe what is happening in this video.
Reference: Thrae people play racquatball really badly. They do not hava court skills or an awaranass of how the ball will bounca.
Base model Frames2LoRA
The video begins with a person sitting on a bench in a gym, holding a phone and looking at it. The The video begins with a person sitting in a room, holding a phone. The scene transitions to a tennis
scene then transitions to a squash court where two people are playing squash. One player is wearing a court where two women are playing tennis. One woman is wearing a white shirt and shorts, while the
white shirt and black shorts, while the other is wearing a black shirt and shorts. The court is empty, and other is wearing a black shirt and shorts. They are both holding tennis rackets and are engaged in a
the players are preparing to play. The video then shows the players in action, hitting the squash ball game. The court is surrounded by a net and has a wooden floor. The video then shows a black screen
back and forth. The players are wearing white shirts and black shorts, and the court is empty. The video with white text that reads "OCT 10, 2015 12:00 PM".
concludes with a black screen displaying the text "OCT 12, 20
LLM judge
LLM Judge
Justification: Candidate describes tennis with two women, contradicting reference's racquetball with three people.
IusHcatio Canldatsdesribs squah with o s layers. conradctig efercnce's racqusbal i thrse niled payers Included evidence: play, cou
Included evidence: play, court, ball Missing evidence: three, racquetball really, badly, have

Missing evidence: three, ruzque(baw, really, badly, have

Describe what is happening in this video.

Reference: A young man is sitting outside a building looking sad. He shakes his leg, occasionally taking a smoke from his cigarette. He finally stands
up and walks away before turning off the camera.

Base model Frames2LoRA

The video depicts a young man sitting on a bench in a waiting area, wearing a red and white checkered In the video, a young man is seen sitting on a bench in an outdoor setting, possibly a waiting area or a
shirt and a lanyard around his neck. He appears to be waiting for someone or something, as he is seen public space. He is wearing a red and black checkered shirt and black pants. The background features a
looking around and occasionally glancing at his phone. The background shows a large window with a window with a view of a building and a car perked outside. The man appears to be engaged in a

view of a parking lot and a building, suggesting that the waiting area is part of a larger facility. The ori with someone off- , as he is looking towards the camera. He is also
man's actions, such as looking at his phone and glancing around, indicate that he is engaged in some holding a small object in his hand, which could be a phone or a small device. The video captures the
form of waiting or waiting for someone. The video does not show any significant changes man's actions and expressions as he engages in the conversation, with the background remaining

consistent throughout the
LLM Judge

LLM Judge
Justification: Candidate describes waiting area with phono use, missing key sad/leg shaking/cigarette/walking away events
Included evidence: young, sitting, building, looking, occasionally

Missing evidence: outside, shakes, taking, smoke, cigarette

Justification: Candidate misses key actions and temporal flow, only covers basic setting and subject.
Includad evidence: young, sitting, outside, building, looking
Mishirg cinea: i, ecs iy i aneis Cigaratin

Describe what is happening in this video.

Reference: A woman Is dancing on a hardwood floor holding a baton. She starts twirling the baton. She does a cart wheel during her routine.

Base model Frames2LoRA

The video features a woman performing rhythmic gymnastics on a wooden floor. She is dressed in a A female dancer is performing on a stage with a wooden floor. She is wearing a black dress with pink
black leotard with pink accents, and she is holding a baton in her right hand. The background of the accents and is holding a baton in her right hand. She is moving her arms and legs in a coordinated
video is a with various on the walls. The woman begins by performing a manner, showcasing her dance skills. The background features a large screen with various logos,
series of movements with the baton, including twirling it and extending it in various directions. She including “ANARCO" and "ARCO".

then transitions into a more complex routine, incorporating spins and jumps. Throughout the

performance, she maintains a focused and graceful demeanor, showcasing her athleticism and skill LLM judge

The video captures her movements from various angles, providing a comprehensive

Justification: Covers main events but misses twirling baton and cartwhes! details
Included evidence: floo, baton
Missing evidence: woman, dancing, hardwood, starts, twirling

LLM Judge

Justification: Candidate covers all main reference facts with minor missing detail about timing of cart wheel.
luded evidence: woman, floor, baton, twiriing, routine
issing evidence: dancing, hardwood, starts, does, cart

Describe what is happening in this video.

Reference: Several young kids are dressed in leotards in a gymnasium doing flips and acrobats. In the middie of the gym,a girl is doing a routine on
the balance beam. After several flips and tums on the beam,she jumps off and a lady from the side panel begins to hold up her score.

Base model Frames2LoRA

The video captures a i ition in a ium, featuring a group of young gymnasts The video captures a i ition in a , featuring a group of young gymnasts
performing on a balance beam. The gymnasts, dressed in various colored outfits, are seen executing a performing on a balance beam. The gymnasts, dressed in various colored outfits, are seen executing
series of moves, including jumps and flips, with the audience watching attentively. The balance beam is their routines, with some performing jumps and flips while others are in the process of landing. The
surrounded by mats and chairs, and the gymnasium is equipped with a scoreboard displaying the time. gymnasium is equipped with a balance beam, a mat, and a scoreboard displaying the gymnasts’ names
The gymnasts’ movements are captured in detail, showcasing their skill and precision. The video also and scores. The audience, seated in the background, watches the performance intently. The video also
includes a close-up of a judge's scoreboard, displaying the scores for the gymnasts. The audience is shows a referee standing nearby, observing the gymnasts' actions.

seated in the

LLMjudge
LLM Judge

Justification: Captures main events but misses specific details about the gil's routine and jump off beam.
Justification: Captures main events and key elements but misses some specific datails about the beam routine and scors-taker. Included evidence: young, dressed, gymnasium, fips, routine
Included evidence: young, dressed, gymnasium, fips, balance Missing evidence: several, kids, leotards, doing, acrobats

Missing evidence: several, kids, laotards, doing, acrobats

Figure 15: Qualitative examples from ActivityNet Captions.
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what happens after the drum Answer in a single sentence.

Reference: surrounding people applauded

Base model Frames2LoRA

The video shows a group of people playing drums together. The video concludes with a group of children playing drums in an outdoor setting, with a man playing a
drum in the background.
LLM Judge

LLM Judge

Justification: Candidate describes drumming but doesni't mention applause after

= oy

what is the person
Referance: bodybuilding

Justification: Candidate describes drumming but does not mention applause.

the video doing Answer in a single sentence.

Base model Frames2LoRA

The person in the video is using a stationary bike for exercise. The video shows a man riding a stationary bike in a gym.
LLM Judge LLM Judge

Justification: Candidate describes eyeling, not bodybullding Justification: Candidate describes a different activity than the reference an

The person in gray clothes is demonstrating how to clean red boots The video shows a person in gray clothes sitting at a table with a bottle of red liquid, a bottle of white
liquid, and a pair of shoes. They are holding a brush and appear to be explaining or demonstrating
something related to the products on the table.

e B e e

gle sentence.

what is the person
Reference: rubbing shoes

gray clothes doing Answer in a

Base model Frames2LoRA

LLM Judge

Justification: Candidate describes cleaning red boots instead of rubbing shoes. LM Judge

Justification: The candidate describes the person holding a brush and demonstrating shoe-related products, implying shoe rubbing.

what is the person in red clothes doing Answer in a single sentence.

Reference: fattoo

Base model Frames2LoRA

The person in red clothes is sitting on a couch. The video shows a person in red clothes getting a tattoo on their arm, with a tattoo artist using a tattoo
machine to create the design.
LLM judge

LLM Judge

Justification: Candidate describes location but not the action of tattooing.

Justification: The candidate clearly implies the person in red is getting a tattoo.

Figure 16: Qualitative examples from ActivityNetQA.
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Describe the video in as much useful visual detail as possible. Include the
main activity, visible people or objects, scene context, appearance, and any
important visual d that help lain what is h i

Reference: This video captures a woman giving a haircut to a child. The child is seated in a barber chair, draped in a bright orange cloth to prevent
hair from falling onto his clothes, which feature black lettering across the chest area. The woman, standing behind him, is dressed in a rose-red
sleeveloss top and black shorts, with her blonde hair tied up in a high ponytail. In her right hand, she holds a black elactric hair clipper. They are
inside a barbershop, facing the camera. In the video, the woman begins cutting hair from the front right side of the child's head, her movements
swift and precise as sho works her way to the back. The camera then zooms in, showing her starting to trim the left side of his hair. Finally, she uses
her right hand to tousle the hair at the front of the child’s head to signify that the haircut is complote. The footage s shot from a third-person
perspective, effectivly showcasing the woman's rapid haircutting technique.

Base model Frames2LoRA

A woman is cutting a boy's hair in a salon. The boy is sitting in a chair with an orange cape on. The A woman is getting her hair cut in a salon. She is wearing an orange cape and is sitting in a chair. The
woman is using a pair of scissors to cut the boy's hair. stylist is cutting her hair with a pair of scissors.

LLM Judge LLM Judge

Justification: Candidate misses most reference facts and contradicts key details like using scissors instead of clipper.
Included evidence: woman, chair, orange, hai
Missing evidence: captures, giving, haircut, child, seated

Justification: Candidate misidentifies subject and tool, missing all key reference details
Included evidence: woman, chair, orange, hair
Missing evidence: captures, giving, haircut, child, seated
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Describe the video in as much useful visual detail as possible. Include the
main activity, visible people or objects, scene context, appearance, and any
important visual d that help lain what is happening

Reference: The video features a man shown in full face as he makes a phone call. Before the call connects, two lines of subtitles appear at the
bottom of the screen, reading *(618) 465-4545 if you ever need the time and temperature in Alton, lllinois.” The man picks up a wired phone that is
designed with a strang glossy finish and multiple facsts in his right hand. He gazes into the camera and speaks into the microphone, then he purses
his lips, blinks a few times, raises an eyebrow, and continues to speak. Afterward, he hangs up the phone. The video is shot from a first-person
perspective, primarily aiming to promote and disseminate the phone number mentioned in the sublitles. It provides a detailed demonstration of the
phone dialing service and its offerings through the man's actual phone call experience. Although the video is quite short, it effectively illustrates the
convenience and practicality of calling to inquire about the time and weather.

Base model Frames2LoRA

The video shows a person holding a phone to their ear. The person is wearing a white shirt and has Aman is holding a phone to his ear. He is wearing a black shirt and has a beard. The background is a
short hair. The background is a room with a white ceiling and a poster on the wall. The person is talking room with a poster on the wall.

on the phone and the text on the screen reads "(618) 465-4545 if you ever need the time and

temperature in Alton, lllinois." LLM judge

LLM Judge Justification: Candidate misses key reference facts about the call sequence and promotional purpose
Included evidence: pl

hone
Justification: Candidate covers basic phone call and text but misses key detalls about the man, phone, and purpose. MiEsIng eV anica: shown ;L face, maksas, cAll

Included evidence: phone, screen, 4545,
: -

Describe the video in as much useful visual detail as possible. Include the
main activity, visible people or objects, scene context, appearance, and any
important visual d Is that help lain what is h i

Reference: This video captures a lttle boy as he ties his own shoelaces. The boy s dressed in a red and biue plaid shirt paired with red shorts. He is
sitting on a staircase, which has wooden steps and white railings. The boy has a blue sneaker on his left foot, while the right shoe rests beside him.
In the video, the boy lowers his head to focus on tying his shoelaces. He grips both ends of the lace, trying to wrap them around each other to make.
a knot. However, one of the laces falls to the ground. Afterward, he successfully ties both ends of the lace fogether and pulls tightly on them
securing the knot. Af this point, the camera z0oms in for a close-up of the boy's feet. Next, he forms a loop with the left lace and fucks the left lace
through the loop. finally, he tightans both ends, resulting in a neatly tied bow. The video is shot from a third-person perspective, showcasing the
boy's still-developing skill in shoelace tying, but his patience is commendable.

Missing evidence: shown, full, face, makes, call

Base model Frames2LoRA

A young boy is sitting on a wooden staircase, tying his blue sneakers. He is wearing a plaid shirt and A young boy is sitting on a wooden staircase, wearing a plaid shirt and blue shorts. He is tying his
red shorts. The boy is focused on tying the laces of his shoes. shoelaces.

LLM Judge

LLM Judge

Justification: Captures main activity and setting but misses key details of shoelace tying process
Included evidence: blue, plaid, shirt, shorts, sitting
Missing evidence: captures, littlo, ties, shoelaces, dressed

Describe the video in as much useful visual detail as possible. Include the
main activity, visible people or objects, scene context, appearance, and any
important visual details that help explain what is happening.

Reference: This video depicts an elderly man meticulously cleaning water stains off a glass window using a squeegee. He is dressed in a gray-blue
plaid shirt, and his hair has turned mostly white, suggesting he is quite advanced in age. In his right hand, he holds the squeegee, while in front of
him stands a window with a black frame. Inside the room, there are several wooden desks, their surfaces a warm yellow hue, each equipped with a
drawer. A whiteboard for writing hangs on the wall, and a water dispenser sits in the corner of the room. The eiderly man has a red cord around his
neck, from which hangs a black card holder.In the video, the gentleman is positioned outside the buliding, skillfully scraping from the upper left
comer of the window toward the right. He moves down to the bottom, then creates a sweeping arc back to the lower left comner, followed by
another arc over to the right, repeating this motion until al the water stains are thoroughly removed. The footage Is captured from the right side of
the elderly man as he demonstrates the technique for cleaning the window, explaining the process aloud, likely teaching the videographer how to
effectively wipe away the water stains.

Justification: Captures main action and setting but misses key details about clothing, shoe position, and lacing steps.
Included evidence: shoelaces, blue, plaid, shit, shorts
Missing evidence: captures, little, ties, drassad, paired

Base model Frames2LoRA
A man wearing a checkered shirt and a red lanyard is cleaning a glass window in a classroom. He is
using a squeegee to clean the window, which is covered in streaks of dirt and grime. The classroom has
white walls and a black floor.

A man wearing a checkered shirt and a lanyard is cleaning a glass door with a squeegee. He is using a
long-handied tool to clean the glass, starting from the top and moving down. The glass door is framed
by a black frame and has a white wall behind it. There are desks and chairs visible in the background,

suggesting an office or classroom setting. The man is focused on his task, ensuring the glass is clean.
LLM Judge

LLM Judge
Justification: Candidate covers basic action but misses key details and has minor contradiction.

Included evidence: cleaning, glass, window, using, squeegee
Missing evidenca: depicts, elderly, meticulously, water, stains

Justification: Covers main action and setting but misses key datails about man's appaarance and room features,
Included evidence: cleaning, glass, using, squeegee, shirt
Missing evidence: depicts, elderly, meticulously, water, stains

Figure 17: Qualitative examples from CaReBench: Caption.
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Describe the key vi | order. |
actions and changes you can observe, with gh detail to dist
each event clearly.

Refarance: Two blonde girls perform jump rope routine; Older girl executes smaoth and powerful jumps effortlassly; Younger girl follows sister's lead
with intricate combos.

all important

Base model

The video shows a young man in a blue shirt and black pants performing a series of acrobatic moves on
a blue floor in a gymnasium. He starts by jumping and spinning in the air, then transitions into a series
of flips and spins, showcasing his agility and control. The audience watches intently, clapping and
cheering as he performs. The man continues to execute his routine with precision and skill,
demonstrating his athleticism and talent.

LLM Judge

Justification: Candidate describes a completely different scene with a man instead of girls
Included evidence: perform, jump, routine
Missing evidence: blonde, girls, rope, older, girl

Frames2LoRA

A person is performing a series of dance moves in a gymnasium. The person is wearing a light blue
h

shirt and black pants. The gymnasium has a blue floor and a crowd of people watching the
performance.

LLM Judge

Justification: Candidate describes dance moves in gymnasium, not jump rope routine with two girls.
Included evidence: perform
Missing evidence: blonde, gi

jump, rope, routine

Ak ARALALAYALALALA

Describe the key visible events in cl | order.
actions and changes you can observe, with h detail to dist
each event clearly.

Reference: Man sitting by window smoking pipe; Ma
head to the left; Man setting pipe aside.

all important

Jouth crooked as he smokes; White smoke billowing from mouth and pipe; Man turning

Base model

A man wearing a maroon shirt and a yellow cap is sitting outside, holding a pipe in his hand. He is
smoking the pipe and exhaling smoke

LLM Judge

Justification: Candidate covers most reference facts but misses '
Included evidence: sitting, smoking, pipe, smoke
Missing evidenca: window, mans, mouth, crooked, smokes

tting pipa asids’ and adds harmless extra datails.

Frames2LoRA
A man wearing a yellow hat and a maroon shirt is smoking a pipe. He is sitting in front of a window.

LLM Judge

Justification: Candidate covers basic setting and action but misses key details about mouth position, smoke, head movement, and
placement.
Included evidence: sitting, window, smoking, pipe

Missing evidence: mans, mouth, crooked, smokes, white

Describe the key visible events in ch I order. Includ

actions and changes you can observe, with h detail to dist
each event clearly.

Reference: Man waters plants in garden; Man maintains consistent posture; Man waters pot of flowers; Man turns off nozzle; Man looks at the
camera; Man prepares to bond down

all important

Base model

A man wearing a white shirt and red shorts is watering plants in a garden. He is using a hose to water
the plants. The garden has a lot of plants and flowers. The man is standing on a concrete path.

LLM Judge

Justification: Candidate covers basic watering action but misses key postures and actions from reference.
Included evidence: plants, garden, flowers
Missing evidence: waters, maintains, consistent, posture, tums.

e the key vi le events in cl | order. all important
actions and changes you can observe, with h detail to disti isk
each event clearly.

Reference: Group of people watching; Man drawing bow slowly; Man raising bow with left hand; Man aiming arrow at target; Man releasing arrow
under watchful gaze

Base model

The video begins with a group of people standing in front of a fence, seemingly engaged in a
conversation or activity. The individuals are dressed in casual attire, with some wearing hats, indicating
a casual or outdoor setting. The scene then transitions to a close-up of a person holding a bow and
arrow, aiming at a target. The person is wearing a dark blue shirt with the word "BARBARA" written on
it, and they are also wearing green pants. The background features a fence and some greenery,
suggesting a rural or outdoor setting. The person in the bow and arrow is positioned in the center of the

LLM Judge

Justification: Candidate describes stick-throwing instead of archery, contradicting all reference facts
Included evidence: group, aiming, arrow, target
Missing evidence: watching, drawing, slowly, raising, left

Frames2LoRA

A man is watering plants in a garden. He is wearing a white shirt and red shorts. He is using a hose to
water the plants.

LLM Judge

Justification: Candidate covers main watering action but misses key postural/camera actions.
Included evidence: plants, garden
Missing evidence: waters, maintains, consistent, posture, flowers.

Frames2LoRA

A group of people are gathered in an outdoor setting, with a fence in the background. A man in a blue
shirt and green pants is holding a bow and arrow, aiming at a target. The group appears to be watching
the man shoot, with some people standing and others sitting.

LLM Judge

Justification: Captures main event but misses two spacific actions from referance.
Included evidence: group, watching, aiming, arrow, target
Missing evidence: drawing, slowly, raising, left, hand

Figure 18: Qualitative examples from CaReBench: Events.
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Describe the important visible objects and entities in the video in as much
useful detail as possible. Include their appearance, location, and role in the
scene when visible.

Reference: There There is a model; Ther nd: There is brownish-yellow hair; There is a long black clip; There is a
lnck short i SO Thira (a8 palr of Sriclemnas Thare phabkinrcrmle Wit Lkl

Base model Frames2LoRA
A person is cutting a mannequin's hair. The mannequin has brown hair and is being held by a person. A person is styling a mannequin's hair. They are using a comb to section the hair and then cutting it
The person is using scissors to cut the hair. with scissors. The mannequin has a tattoo on its arm.

LLM Judge LLM judge

Justification: Candidate describes mannequin instead of mods!, contradicting refarence facts. Justification: Candidate describes mannequin styling, not human modsl as in reference,

Included evidence: hair Included evidence:

Missing evidenca: male, hairstylist, model, black, stand Missing evidence: male, hairstylst, model, black, stand

Describe the important visible objects and entities in the video in as much
useful detail as possible. Include their appearance, location, and role in the
scene when visible.

Referance: Thera is a blonde male athlets.; Thera is an oranga short-sleeved sports shirt.; Thers are black athletic shorts.; There is a large grassy
field.; There is a gravel path.; There are tall lush green trees.; There are several other athletes

Base model Frames2LoRA

A young man in an orange shirt and black shorts is running on a grassy field. He is holding a long stick A person is running on a grassy field, holding a stick in their hand. They are wearing a red shirt and
in his hand. He throws the stick and then catches it black shorts

LLM Judge LLM Judge

Justification: Candidate covers some reference facts but adds contradictory stick action and misses key elements Justification: Candidate misses most reference facts and has direct contradictions

Includd evidence: orange, short, shirt, black, shorts Includad svidence: short, shitt, black, shorts, grassy

Missing evidence: blonde, male, athiete, sleeved, sports Missing ovidence: blonde, male, athiete, orange, sieeved

& X

i L

Describe the |mportant visible objects and entities in the as much
useful detail as ik Include their ance, location, and role in the
scene when visible.

Reference: There
There is a large purple bucket; There i

young boy; There is a white tank top; There is a blue watering can; There are flowers in pots
sunny ambiance; There i balcony: There

There are vibrant green plants;
an array of potted greenery

Base model Frames2LoRA
A young child is standing in a garden, holding a blue watering can in one hand and a purple bucket in A young child is seen watering plants in a garden. The child is wearing a white tank top and blue shorts.
the other. The child is watering plants in the garden. The garden has several potted plants, including a large pot with a plant in it. The child is using a blue
watering can to water the plants.
LLM Judge
LM Judge
Justification: Candidate covers most reference facts but misses some datais lis whita tank top and balcony.
Included evidence: young, blue, watering, plants, purple Justification: Captures most raference facts but misses some datails like flowers in pots and 2 purpl bucket
Missing evidence: white, tank, flowers, pots, vibrant Included evidence: young, white, tank, blue, watering

Missing evidence: flowers, pots, vibrant, graen, purple

g ii’a’ P "r q

Describe the |mportant wslble objects and entities in the video in as much
useful detail as p lude their ance, location, and role in the
scene when visible.

Referance: Thera is a person chopping green onions.; Thare is a red outfit; There is a knife in the right hand.; Thera is a yellow cutting board.; Thare
are four whole green onions.

Base model Frames2LoRA
A person i cutting green onions on a wooden cutting board. The person is wearing a red shirt. The A person is preparing a meal by chopping green onions on a wooden cutting board. The person is
green onions are being cut into small pieces. wearing a red shirt and is using a large knife to cut the green onions. The green onions are placed on
the cutting board, and the person is seen chopping them into smaller pieces.
LLM Judge
LLM Judge
Justification: Candidate covers most reference facts but misses ‘four whole green onions’ and specifies wooden board instead of
vellow. Justification: The candidate covers all reference facts with extra harmless details.
Included evidence: green, onions, cutting, board Included evidence: chopping, green, onions, knife, cutting
Missing evidence: chopping, outt, knife, right, hand Missing evidence: outft, right, hand, yellow, four

Figure 19: Qualitative examples from CaReBench: Objects.
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Describe the temporal progression in as much useful detail as possible.

Explain what happens over time, the order of visible actions, and how the

scene or subjects ch from the beginning to the end.

Reference: In this video, two blonde girls are putting on an impressive jump rope performance on a spacious and bri

them is performing independently, there are numero nts when thelr movements almost perfectly synchronize. The older giri’s actions are
powetul, making cochjump appear fforiss. Whather sh s executing basi ltenate fot umps r tacking mare chaloning moves

handies everything with remarkable ease. Despite her young age, the younger gil is equally adept at following
¥ oxacuting & series of intriats jump ropa combinations. Thelr oordimation ity seam

ntly Iit stage. While each of

Base model Frames2LoRA
The video shows a young man performing a series of acrobatic moves on a blue floor in a gymnasium. The video shows a person performing a series of dance moves in a gymnasium. The person is wearing a
He starts by jumping and spinning in the air, then transitions to a series of flips and jumps, showcasing light blue shirt and black pants. The gymnasium has a blue floor and a wooden wall with a clock on it.
his agility and control. The audience watches intently, clapping and cheering as he performs. The video The person is seen jumping, spinning, and moving their arms and legs in a coordinated manner. The
captures the man's movements in detail, highlighting his skill and the audience's engagement. audience is seated in the stands, watching the performance. The person continues to dance throughout
the video, with the audience remaining engaged
LLM Judge
LLM judge
Justification: Candidate describes a young man doing acrobatics in a gym, complately unrelatad to the raferance’s two girls doing
jump rope on

Justification: Candidate describes a solo dance performance in a gym, not the referance’s jump rope performance by two girls.
Included evidence: jump, performance, performing
Missing evidence: blonde, girls, putting, impressive, rope

v

Included evidence: jump, performint
Missing evidence: blonde, girls, putting, impressive, rope

Describe the temporal progression in as much useful detail as possible.
Explain what happens over time, the order of visible actions, and how the
scene or h from the beginning to the end.

Reference: This video captures the process of a person helping a bald man take care of his hair. In the footage, the barber holds a razor in his right
hand and starts shaving th hair from the top of his head, moving backward, The barber first cleans up the hair on the inner side of the
frame, followed by the hair closer to the camera. Then, he positions the razor horizontally to shave around the man's hairline, working from the
distance toward the front.

Base model Frames2LoRA

The video shows a man sitting in a bathroom with white tiled walls. He is wearing a blue shirt and has A man with blonde hair is sitting in a bathroom with white tiled walls. He is wearing a blue shirt and is
blonde hair. A person is standing behind him, holding a black electric razor and shaving his head. The getting his hair cut. A barber is cutting his hair with a black razor. The barber is using a comb to section
person then uses a black comb to style the man's hair. the man's hair before cutting it. The man is sitting on a red and black striped towel.

LLM judge LLM judge

Justification: Candidate misses key temporal details and contradicts baldness, but covers basic shaving action Justification: Candidate covers basic barbering action but misses key temporal dtails and has irrelevant extra details.

Included evidence: hair, razor, shaving intiused avidemeati

Missing evidence: captures, process, helping, bald, take Missing evidence: captures, pracess, helping, bald, take

Describe the temporal progression in as much useful detail as possible.
Explain what happens over time, the order of ble actions, and how the
scene or subj from the b to the end.

Referance: This video depicts a scene of a man sitting by the wind oking a pipe. He has his mouth slightly crooked
S sl Bt i, oA R g ST 35 8 S s S A AN P, Brels P
head to the left and sats the pipe aside.

Base model Frames2LoRA

The video begins with a man wearing a maroon shirt and a yellow cap, standing in front of a window. He A man wearing a maroon shirt and a cap is holding a cigarette in his hand. He is standing in front of a
is holding a pipe in his right hand and appears to be speaking or explaining something. The background window with a view of a cityscape.

shows a cityscape with buildings and a clear sky. The scene then transitions to a close-up of the man's

face, showing his beard and the pipe he is holding. The video continues with the man still holding the LLM judge

pipe, but now the background reveals a different setting, possibly a restaurant or bar, with a counter
and other people in the background. The man continues to speak or explain something, and

Justification: Candidate covers main scene and actions but misses some specific detalls about mouth movement and smoke.
Included evidence: window

LLM Judge Missing evidence: depicts, sitting, smoking, pipe, mouth

Justification: Captures
Included evidence:
ing evidence: depic

ain scene but misses key details about mouth movement and smoke flow.
fow, pipe
sitting, smoking, mauth, slightly

Describe the temporal progression in as much useful detail as possible.
Explain what happens over time, the order of visible actions, and how the
scene or from the b ing to the end.

Reference: This video captures a scene of a little gil at home showcasing her skill on the violin. With her left hand holding the violin and her right

hand controlling the bow, she moves the bow back and forth across the strings. I the end, she pulls the bow away, bringing her performance to a

Base model Frames2LoRA

The video begins with a young girl playing the violin in a cozy living room. She is dressed in a yellow A young girl is playing a violin in a room with a Christmas tree in the background. She is wearing a
skirt and a black top, and her hair is tied back. The room is decorated with pink balloons and a window yellow dress and a black skirt. The room has a Christmas tree, a couch, and a window with a curtain.
with a view of a cityscape. The girl is focused on her music, and the camera captures her playing the The girl is playing the violin with her hands on the strings.

violin with precision and grace. The scene develops as the girl continues to play, and the background

remains consistent with the same room and decorations. The video concludes with the girl still playing LLM judge

the violin, maintaining the same setting and atmosphere.
Justification: Covers main violin action but misses ‘at home' and ‘showcasing skils' while adding unsupported dress detalls
Included svidence: girl, vilin, hand, back, strings

LLM Judge
Missing evidence: captures, little, home, showcasing, skills

Justification: Captures basic violin playing but misses key temporal details and sefting context
Included evidence: captures, girl, violin, back
Missing evidence: little, home, showcasing, skills, left

Figure 20: Qualitative examples from CaReBench: Temporal Caption.
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why does the bigger white dog suddenly move away Answer in a single
sentence.

Reference: avoid getting surrounded by 3 dogs

Base model Frames2LoRA

The bigger white dog moves away to avoid the playful interaction with the smaller dogs. The bigger white dog suddenly moves away because it is scared of the smaller brown dog.
LLM judge LM judge

Justification: The candidata implies the dog moved to avoid being surrounded by 3 dogs. Justification: Candidate states fear of one dog, but reference is about avoiding being surroundad by thrae dogs

/| 1g different bles to the children Answer in a
Reference: teaching them about vegetable
Base model Frames2LoRA
To teach them about different vegetables and their uses in cooking. The video shows a woman in an orange and white striped shirt and a white hat, wearing a chef's hat,

standing in a kitchen with a red and white checkered floor. She is holding a small child dressed in a
white shirt and a red and white striped hat. The woman is demonstrating how to use a small red and
white toy chef's hat, which is placed on the child's head. The kitchen is equipped with a stove, a sink,
and a countertop with various items, including a bowl of vegetables. The woman is likely teaching the
child how to use the toy chef's hat in a playful and educational manner

LLM Judge

Justification: Candidate clearly implies teaching about vegetables, matching reference

LM Judge

Justification: Candidate describes scene but mi

“different’ vegetables from question,

why is there a piece of tissue
sentence.

Reference: to wipe baby after f

ding him

Base model Frames2LoRA

To keep the baby's head clean and dry. The baby is being fed with a bottle of milk, and a piece of tissue is placed in front of the baby to
prevent any spills or messes.
LM judge

LLM Judge

fication: Candidate mentions cleaning but mis:

)

s the specific purpose of wiping after feeding
Justification: The candidate implies the tissue's purpose s to prevent messes after feeding.

how did the boy move himself nearer to the camera Answer in a single
sentence.

Reference: push the vacuum cleaner

Base model Frames2LoRA

The boy moved closer to the camera by walking towards it. The video shows a young boy in a living room, pushing a red Hoover vacuum cleaner towards the
camera.

LLM Judge
LLM judge

Justification: Candidate describas walking but misses the specific action of pushing the vacuum cleaner.

Ju

cation: Candidate claarly implies the action of pushing the vacuum cleaner to move nearer

Figure 21: Qualitative examples from NExT-QA.

34980



What does the text overlay on the image mention? Answer only the
question, in one sentence.

Referanca: Just acquired a 2017 car meating National § emission standards. Old mates in need can send me a private message; the price is
reasonable, good car at a good price.

Base model

The text overlay mentions that the truck was parked in the rain and the water was not drained properly.

LLM Judge

Justification: Candidate contradicts reference with unrelated truck/rain detalls.

Frames2LoRA

The video shows a red truck parked on the side of the road, with a text overlay in Korean stating that
the truck has been involved in an accident and is being repaired

LLM Judge

Justification: Candidate describes a Korean text about a truck accident, contradicting the reference’s car sale detalls.

2N
What does the background
sentence.

Reference: Dry vegetation, rocky terrain overgrown with weeds, utility poles, houses built with stone bricks, and stone brick curbs on bot
the road,

clude? Answer only the question, in one

Base model
The background includes a dirt road, a hill, and some buildings.

LLM Judge

Justification: Candidate mentions some elements but m

5 key reference defails.

What is the main subject of the video? Answer only the question, in one
sentence.

Reference: Houses and buildings that collapsed or were damaged in the earthquake's epicenter in Jishishan, Gansu.

Base model
The main subject of the video is the earthquake in the city of Yingchi

LLM Judge

Justification: Candidate mentions earthquake but wrong location and mi

< key details about damaged structures.

Frames2LoRA

The video shows a black and orange cart with a person riding it, pulling a trailer with a horse. The
background includes a road, a hill, and some buildings.

LLM Judge

Justification: Candidate mentions some background elements but misses key detalls from referance.

Frames2LoRA

The video shows a damaged area with debris and damaged buildings.

LLM Judge

Justification: Candidate implies damaged buildings but lacks specific location details.

How does the color of a video affect the viewer's emotional experience?
Answer only the question, in one sentence.

Reference: Green dominates as the primary color, occupying most of the scene. Green is often associated with positive emotions linked to nature,
life, peace, and tranqulity. The green trees and vegetation not only create a fresh, natural ambiance but also visually convey a sense of comfort
and refaxation to the viewer. The dampness of the path and the mist in the distance add a soft, hazy texture to the scene. This texture, combined
with the green trees, further reinforces the atmosphere of serenity and calm, making It easler for the viewer to emotionally resonate with the scene.

Base model

The color of the video is not mentioned in the caption, so it cannot be determined how it affects the
viewer's emotional experience.

LLM Judge

Justification: Candidate states color isn't mentioned, contradicting reference’s detailed color analysis.

Frames2LoRA

The video's color scheme, with its mix of green and brown hues, creates a sense of tranquility and
natural beauty, evoking feelings of peace and serenity in the viewer.

LLM Judge

Justification: Candidate implies green's emotional impact as in reference.

Figure 22: Qualitative examples from VidCapBench.
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Am | jogg the correct way based on what I'm looking at?

Reference: It appears your posture is slightly slouched, and your foot strike is more heel-heavy than midfoot, Adjusting these aspects can help
Improve your jogging form and reduce injury

Base model Frames2LoRA

Yes, you are jogging in the correct way. The video shows a person jogging on a wooden floor with a digital clock displaying the time "1:00" and
the person's speed increasing from “0:00" to 1:00" and then to "1:01". The person's feet are visible as
they move forward, and the camera angle is from the side, showing the person's legs and feet as they
jog.

LLM Judge

Justification: Candidate contradicts reference by claiming comect form when referency

5 with posture and foot

LLM Judge

ation: Candidate describes video details but doesn't addrass jogging form corractnass.

Can you tell me based on what I'm seeing if it's gonna get warmer later on?

Reference: It appears that the weather forecast indicates that it will get warmer later, specifically around noon (12:00 PM). This might be a good
opportunity to get some walking done.

Base model Frames2LoRA

No. The video shows a busy city street with pedestrians and vehicles, indicating it is a busy day. The
weather appears to be clear, and the temperature is not explicitly mentioned, but the video does not
show any signs of cold weather. Therefore, based on the video, it is reasonable to assume that it will
get warmer later on.

LLM Judge

Justification: Candidate says 'No' but reference states it will get warmer.

LLM Judge

Justification: Candidate implies warmer weather later without specific time detail.

VN _ N N _N_N_N N,

Where is she in?

Reference: The girl is likely in a living room.

Base model Frames2LoRA

Her bedroom. She is in a room with a white wall and a wooden shelf with books and a lamp.
LLM judge LM judge

Justification: Candidate states bedroom, reference says living room, direct contradiction. Justification: The candidate describes a room with detalls that imply It's likely a living room.

Does this first coat of polish look streaky or should | apply a thicker layer?

Reference: This first coat of polish 1ooks a bit streaky, which is normal. It's best to apply a second thin coat to even it out, rather than applying a

thicker ayer.

Base model Frames2LoRA

Streaky. The video shows a person applying a coat of polish to their nails, with the first coat appearing to be
streaky.

LLM Judge
LLM judge

Justification: Candidate directly states the polish 1ooks streaky, matching the reference.
Justification: The candidate directly states the first coat is streaky and recommends 3 second thin coat instead of a thicker fayer

Figure 23: Qualitative examples from PLM SGQA.
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Describe what happens in this video clip.

Reference: An individual initially positioned in a queue, advances forward. After progressing few steps. they pause momentarily and then continue

Base model Frames2LoRA

The video captures a vibrant and lively street parade at night, it a large crowd of spectators The video captures  lively and festive scene on a city street at night, where a large group of people,
gathered on the sidewalks and in the street. The parade features a group of performers dressed in dressed in colorful costumes, are performing a parade. The performers are dressed in red and white,
colorful costumes, including red and white outfits with yellow accents, and some wearing animal with some wearing red and gold, and are holding various props, including a large red and white

masks. They are marching down the street, performing synchronized dance moves and waving to the umbrella. The street is lined with trees and buildings, and there are several people watching the parade
crowd. The background is filled with trees and buildings, and the street is lit up with streetlights and the from the sidewalk. The is festive and celebratory, with the ps moving in unison
glow of the parade lights. The atmosphere is festive and energetic, with the performers' movements and the crowd cheering and taking photos.

adding to the excitement of the event.
LLM Judge

LLM judge

Justification: Candidate describes a parade scono while reference de
Included evidence: movin

ueue movement

Justification: Candidate describ
Included evidence: some coars:
Missing evidence: individual, initially, positioned, queue, advances

a parade, not the queue movement described in reference ing
ene context Missing evidence: individual, initially, positioned, queue, advances

Describe what happens in this video clip.

Reference: A man appears in the frame, Initially obstructed by another perso

as he walks toward the right side.

Base model Frames2LoRA

In the video, a man is seen walking down a crowded street, carrying a blue backpack. He is wearing a The video shows a man standing in front of a blue wall with a white sign that reads "BEST" and a
plaid shirt and black pants, and he appears to be in a hurry. As he walks, he stops to look around and picture of a man on it. He is wearing a blue and white checkered shirt and black pants. He is holding a
then continues on his way. The background of the video shows a busy street with other people walking blue backpack and appears to be looking at something in the distance

and some cars parked along the side. The man's actions suggest he is in a hurry, possibly heading to a

meeting or event. LLMjudge

Justification: Car
Included evidence: some coarse scene context
Missing evidence: frame, initially, obstructed, another, walks

LLM Judge ate describes scene details but misses key action of walking right and obstruction,

Justification: Candidate describes scene details but mis
Included evidence: walks, side
Missing evidence: frame, intially, obstructed, another, toward

s key action of walking right and obstruction.

e what happens in this video clip.

Raferance: A woman is facing towards the camera and is walking on a busy road then continues to exit the frame,

Base model Frames2LoRA

In the video, a person wearing a black hoodie with a pink elephant design and a black beanie is walking The video shows a person walking down a busy street in a city. The person is wearing a black hoodie
down a busy street. The street is lined with various shops and buildings, and there are people walking with a pink unicom design and a black scarf. The street is lined with buildings and cars, and there are
around, some of whom are carrying shopping bags. The person is seen holding a pink phone in their people walking in the background.

hand, possibly taking a photo or video. The video captures the person walking down the street, with the

camera following them as they move forward LLM judge

LM judge stification: Captures main action and setting but misses facing camera* detall

Included svidence: walking, bt
Justification: Captures walking on busy road and exiting frame but misses gender and facing camera Missing evidence: woman, facing, towards, road, then
Included evidence: walking, bus,

Missing evidence: woman, facing, towards, road, then

Describe what happens in this video clip.

Reference: In this video, a dog can be seen playing with a balloon.

Base model Frames2LoRA

The video captures a playful interaction between a golden retriever and a green balloon toy. Initially, In the video, a small dog is seen playing with a bunch of colorful balloons on a wooden floor. The dog is
the dog is seen holding the balloon in its mouth, with its front paws resting on a wooden surface. The initially seen holding a green balloon, which is then removed from its mouth. The dog then picks up a
dog's attention is focused on the balloon, which is positioned close to its face. As the video progresses, red balloon and continues to play with it. The dog's movements are playful and energetic, with the

the dog's mouth moves towards the balloon, and it begins to play with it by pulling it towards its mouth. balloons being moved around and the dog's head being tumed to different directions. The background
The dog's body language suggests it is enjoying the toy, with its front paws extended towards the is a plain wooden floor, and there are no other objects or people visible in the scene. The dog's actions
balloon. The scene then shifts to a close-up of the dog's face, suggest that it is enjoying the activity and is having fun.

LLM judge LM judge

Justification: Candidate captures all reforence facts with extra harn Justification: Candidate captures all reforence facts with extra harmlass details.
Included evidence: seen, balloon Included evidence: seen, playing, balloon

Missing evidence: playing Missing evidence: few obvious reference facts

Figure 24: Qualitative examples from RCA
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Describe what happens in this video.

Reference: A man moves his body In place while he looks ahead. Bowing his head once and then looks ahead again.

Base model Frames2LoRA
The video depicts a lively indoor event, likely a wedding reception, with a group of people gathered in a The video captures a lively scene at a wedding reception. The setting is a spacious room with a high
spacious room with a high ceiling and a chandelier. The attendees are dressed in formal attire, with ceiling, adomned with chandeliers and a large chandelier hanging from the center. The room is filled with
some wearing white shirts and others in more colorful outfits. The room is well-lit, and the atmosphere people, some standing and others seated, all dressed in formal attire. The atmosphere is festive, with
appears to be festive and celebratory. The camera captures the scene from a low angle, focusing on the people engaged in conversation and enjoying the event. The video provides a comprehensive view of
attendees and the room's architecture. The video does not show any significant changes or movements the reception, showcasing the interactions and activities of the guests

the sequence, a view of the event.

LLM judge

LLM Judge
Justification: Candidate describes wedding reception while reference describes man moving body.

fication: Candidate describes a wedding reception while reference describes a man moving in place Included evidence: some coarse scene context
Included evidence: some coarse scene context Missing evidence: moves, body, place, looks, ahead
Missing evidence: moves, body, place, looks, ahead

Describe what happens in this video.

Reference: The video shows a person in a whito

hirt and is making moveme

Base model Frames2LoRA

The video depicts a group of people gathered in an outdoor setting, likely a park or garden, during the The video depicts a group of people gathered in a grassy area, dressed in white t-shirts with the text
daytime. The group is dressed in white shirts and shorts, and they are standing in a circle facing each "J.C.5.A. 2015" printed on them. They are standing in a circle, with some individuals facing the camera
other. The indivi are engaged in a activity, with their arms raised and hands clasped and others facing away. The group appears to be engaged in a discussion or activity, as they are
together. The environment is lush and green, with trees and bushes surrounding the area. The lighting gesturing and moving their arms. The background features trees and a clear sky, suggesting an outdoor
suggests it is a sunny day. The group appears to be participating in a coordinated exercise or activity, setting. The video does not show any significant changes in the group's position or the environment
possibly a team-building exercise or a group activity. The video does not show any significant changes throughout the sequence.

in the group’s position
LLM Judge

LLM Judge
Justification: Candidate covers basic elements but misses key reference details while adding plausible extras.

Justification: Candidate describes group activity but misses key datails about individual's hand movements Included evidence: white, shirt

Included evidence: white, shirt, hand Missing evidence: making, movements, right, hand, along

Missing evidence: making, movements, right, along, bumch

Describe what happens in this video.

Referance: A cow is grazing in a field of grass, moving its head and

jhtly swinging its tail, along with two other cows.

Base model Frames2LoRA

The video showcases a serene pastoral scene, featuring a group of cows grazing in a lush, green field The video showcases a serene pastoral scene featuring a group of cows grazing in a grassy field. The
The cows, with their distinctive brown and white coats, are seen leisurely munching on the grass, their cows, with their distinctive brown and white coats, are seen peacefully munching on the lush green
heads lowered in concentration. The field is dotted with rocks and trees, adding to the natural beauty of grass. The field is surrounded by a rocky hillside, adding a touch of ruggedness to the otherwise

the setting. The sky above is a clear blue, suggesting a bright and sunny day. The cows are the main tranquil setting. The sky above is clear, suggesting a bright and sunny day. The video captures the cows
focus of the video, with no other animals or people visible in the frame. The video captures the from a distance, allowing viewers to appreciate their natural behavior and the beauty of the landscape.

tranquility and simplicity of rural life, with the cows enjoying their time in the field
LLM judge

LLM Judge

Justification: Candidate covers main grazing action but misses specific cow count and tail movement detail

Justification: Candidate covers main grazing action and cow count but misses ‘two other cows' detai Included evidence: grazing, field, grass, other, cows
Includad evidence: grazing, field, grass, head, other Missing evidence: moving, head, slightly, swinging, tail
Missing evidence: moving, slightly, swinging, tail, along

Describe what happens in this video.

Reference: A video a person constructing a brick wall using trowel and mortar

Base model Frames2LoRA
The video captures a person in a green shirt and orange gloves working on a brick wall. Initially, the In the video, a person wearing an orange shirt and blue gloves is seen working on a brick wall. They are
person is seen standing on the wall, holding a green bowl, and appears to be cleaning or polishing the using a green bucket to pour a liquid onto the bricks, which are placed in a grid pattern. The person is
bricks. The background shows a white wall with some paint or residue on it, suggesting an unfinished or carefully pouring the liquid into the bricks, ensuring it is evenly distributed. The brick wall is made of
neglected area. The person's actions are focused on the task at hand, with the focus shifting slightly as large, rectangular bricks, and the person is using a tool to smooth out the liquid on the bricks. The
they move closer to the wall. As the video progresses, the person's actions become more deliberate background of the video is a white brick wall, and there is a window in the background. The person is
and detailed. They begin to clean the bricks, using the green bowl to wipe them clean. The person focused on their task, and the video captures the process of pouring the liquid onto the bricks
LLM Judge LLM Judge
Justification: Candidate covers main action but misses ‘trowel’ detail while adding harmess exiras Justification: Candidate covers allreference facts with extra harmless detals.
Included evidence: brick, wall, using Included evidence: brick, wall, using

jssing evidence: constructing, trowel, mortar Missing evidence: constructing, trowel, mortar

Figure 25: Qualitative examples from RDCAP.
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Describe the background, setting, and environment in this video.
Reference: Set against a picturesque backdrop of sun-drenched hills and blooming wildflowers, the scen unfolds In a charming village that feels alive
creates a soothing symphony that invites you to explore every corner.

h the sounds of nature and the warmth of community. The air Is filled with the sweet scent of blossoms, and the gentle rustle of leaves

Base model Frames2LoRA

The video takes place in a cluttered workshop with various tools and materials scattered around The video shows a person working on a wooden structure, possibly a table or shelf, using a power drill
to secure the wood. The person is wearing a blue shirt and jeans, and the background is a cluttered
room with various items scattered around. The person is focused on the task at hand, ensuring the
wood is properly secured.

LLM Judge

Justification: Candidate describes a workshop while reference describes a village with nature.
Includad evidence: some coars scena context

LLM Judge
Missing evidence: agalnst, picturesque, backdrop, drenched, hills

Justification: Candidate describes indoor construction, referance describes outdoor village scene.
Included evidence: some coarse scene context
Missing evidence: against, picturesque, backdrop, drenched, hills

this eo.

.an grass intarspersed with patches of sunlight filtering through the dens foliage. The background features large, leafy plants and a small straam, which adds a gentla sound of flowing watar, enhancing the
sts soft shadows, creating a tranquil and peaceful ambiance.

Describe the background, setting, and environment i
Refarance: The scene is set in a vibrant, verdant anvironmer
serene atmosphers. The time of day appears to ba mid-mor

haractarized by lust
ing, as the sunligh

Base model Frames2LoRA
The video features a white bird with a long neck and black beak standing on a grassy area. The bird is The video features a white bird with a black head and a red beak standing on a grassy area with green
surrounded by green foliage and a body of water in the background. grass and some plants. The bird is facing the camera, and the background includes a body of water and

some trees. The bird appears to be in a natural setting, possibly a park or a wildlife reserve.

LLM judge
LLM judge

Justification: Candidate covers soma anvironment details but misses tima and atmosphere, and adds bird detail,

Included evidence: green, grass, foliage Justification: Candidate covers basic setting but misses key environmental datals like stream and time of day.

Missing evidence: vibrant, verdant, environment, characterized, lush Included evidence: green, grass

Missing evidence: vibrant, verdant, environment, characterized, lush

rence: The background is a gradient of bright yellow and orange hues, radiating outward in a sunburst pattern that enhances the sense of movement and energy. The colors bland seamlessly, creating a warm and inviting ambiance. There are no distinct objacts in the background, allowing
the animated shapes to take center stage. The overall lighting is bright, contributing to a cheerful and plifting mood, while the absence of sound suggests a focus on visual elements.

S e R !

Describe the background, setting, and environment in this video.

Reft

Base model Frames2LoRA

The video features a vibrant, animated background with a bright yellow color and a sunburst pattern. The video features a series of frames with a bright yellow background, creating a vibrant and energetic
atmosphere. The background is filled with orange and white circular shapes, which are arranged in a
circular pattern. These shapes are reminiscent of a sunburst effect, with some of them containing a
white “X" symbol, suggesting a theme of prohibition or negation. The overall setting is simple and
uncluttered, with the focus remaining on the circular shapes and their arrangement.

LLM Judge

Justification: Candidate covers key visual elements but misses s
Includad evidence: bright, yellow, sunburst, pattern
Missing evidence: gradient, orange, hues, radiating, outward

veral reference detalls about color gradient, blending, and mood

LLM Judge

Justification: Candidate covers main background elements but adds unsupported details and misses key reference facts.
Included evidence: bright, yellow, orange, sunburst, pattern
Missing evidence: gradient, hues, radiating, outward, enhances

Describe the background, setting, and environment in this eo.

Refaranca: The video captures a tranquil lakeside setting surrounded by dense, vibrant green foliage. The trees, rich in various shades of green, create a lush canopy overhead, whila the watar's surface mirrors the landscape, enhancing the sense of calm. The sky is partly cloudy, with soft light
filtering through the leaves, casting gentle shadows on the water. The atmosphers is peaceful, with the occasional rustle of leaves and distant bird calls adding to the natural soundscape

Base model Frames2LoRA

The video showcases a serene and tranquil scene of a forest with a lake, reflecting the surrounding The video showcases a serene and tranquil scene of a lake surrounded by lush greenery. The water is

trees and sky. The forest is dense and lush, with a variety of green hues, and the lake is calm and still, calm, reflecting the surrounding trees and sky, creating a mirror image of the landscape. The trees are

mirroring the forest's beauty. The sky is partly cloudy, with patches of blue peeking through the clouds, dense and green, with a mix of deciduous and coniferous species, indicating a healthy and thriving

adding to the overall peaceful atmosphere. ecosystem. The sky is partly cloudy, with patches of blue peeking through the clouds, suggesting a
peaceful and calm atmosphere. The overall setting is one of natural beauty and tranquility, with no

LLMjudge visible human activity or structures, emphasizing the untouched and pristine nature of the
environment.

Justification: Candidate covers all key reference facts with minor harmless extra detail about biue sky patches

Included evidence: tranquil, dense, graen, trees, lush

LM jud
Missing evidence: capturos, lakesido, setting, surrounded, vibrant B

Justification: Candidate covers all reference facts with additional harmiess defails,
Included evidence: tranquil, setting, surrounded, dense, gr
Missing evidence: captures, lakeside, vibrant, foliage, rich

Figure 26: Qualitative examples from VDC Background.
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Describe the camera work, framing, and viewpoint in this video.

Reference: The camera empl
aintain & fuid narrative, whis the depth of field biurs the background

ities. Smooth transitions

ploys a series of close-up shots that capture the child's hands
tly, keeping the focus on the chil

nd facial expressions in defail, emphasizing their engagement with the clay. The angles are primarily eye-level, providing an intimate perspective of the child's act
d their creative process. The camera occasionally shifts to a wider shot to include the surrounding toys, enhancing the context of the playf

Base model Frames2LoRA
The camera work is static, focusing on the child's actions and the objects on the floor. The framing is The video features a young child sitting on the floor in a living room, surrounded by various toys and a
tight, capturing the child's hands and the objects in the foreground. The viewpoint is from a low angle, soccer ball. The child is engaged in a creative activity, using a piece of FOETE and a pen to draw or write
looking up at the child, emphasizing the child's engagement with the activity. on it. The camera work is steady, with no si focus on the

child and the activity. The child is wearing a light blue shirt and dark pants, T background
includes a couch with a patterned blanket, a white wall, and a basketball. The lighting is natural,
coming from the left side of the frame.

LLM Judge

Justification: Candidate misses key camera techniques and contradicts reference angles.

Included evidence: hands, emphasizing, engagement LM uage
Missing evidence: employs, series, close, shots, capture

Justification: Candidate describes different activity and setting than reference’s clay activity with camera work focus.
Included evidence: some coarse scene context
Missing evidence: employs, series, close, shots, capture

4 A y
-- :
Describe the camera work, framing, and viewpoint in this video.
Reference: The cam tures a serles of smooth, steady shots that capture the geese from various angles. Close-up shots highight the detalls of thelr feathars and expressions, while wider shots provide context of the serene pon nent. The camera pans e
goess a5 they move, raating a dynarmic low that anhancos tha visual stortallng. Transiions hetween Shots are Seamiesé, maintalaing the tranaull mood of the cane. and the use of natural Ighting aceentuates the beauty of the Geese and thelr suroundings

Base model Frames2LoRA
The camera work in the video is steady, with no noticeable movement or panning. The framing is The video features two white swans in a natural setting, likely a pond o lake, surrounded by rocks and
consistent throughout the video, focusing on the two white swans in the water. The viewpoint is from a plants. The swans are seen swimming and interacting with each other, with one swan occasionally
low angle, looking up at the swans, which emphasizes their size and the serene environment. The lifting its head and neck out of the water. The camera work is steady, with a focus on the swans and
lighting is natural, with sunlight reflecting off the water, creating a calm and peaceful atmosphere. their surroundings, capturing their movements and interactions in a serene and natural environment
LLM judge LLM judge

Justification: Candidate describes swans instead of geese and misses key camera tchniques. Justification: Candidate describes swans instead of geese and misses all camera work details

Included evidence: work, steady Included evidence: work, steady

Missing evidence: series, smooth, shots, capture, geese Missing evidence: series, smooth, shots, capture, geese

Describe the camera work framing, and viewpoint in this video.

Raferance: The camera work is focusad of
movemants or transitions, which allows the viewer to immersa t

preciate thair movement and color. The fr:
ion. The lack of additional effects keaps

ith tha flamas filing the scraen and the black background providing a stark contrast. There are no camera

i is tight
s solely on

ic shot that capturas tha flames in thair entirsty, allowing viewers to fully
selves in the mesmerizing display of fire without dis

heir visual impa

Base model Frames2LoRA
The video features a series of frames with a black background and a border of bright orange and yellow The video features a series of frames with a black background and a large, bright, orange flame in the
flames. The flames appear to be in motion, creating a dynamic and intense visual effect. The flames are center. The flame is by a dark, smoky creating a dramatic and intense visual
thick and voluminous, with some parts curling upwards and others spreading outwards. The video does effect. The camera work is static, with no movement or change in perspective, focusing solely on the
not show any specific actions or movements, and the flames remain consistent throughout the frames. flame and its surroundings. The viewpoint remains consistent throughout the video, providing a clear

and direct view of the flame.

LLM Judge
LLM Judge

Justification: Candidate describes flames but misses all camera work detalls from reference

Includad evidence: flames, movement Justification: Candidate covers main camera facts but misses some descriptive details about the flame’s movement and visual

Missing evidence: work, focusad, static, shot, captures impact.

Included evidence: work, static, movemant
Missing evidence: focused, shot, captures, flames, entirety

Describe the camera work, framing, and viewpoint in this video.
the wotanc. Th shos ranston seaiessy, moving o wic angle Tt ancampass the et 13nJSCape o closr iews t ORI spacfc features ik the pons and
456 of natural ighting enhances the colors, making the scene appear vivid and inviting.

pture the expansive viev

Reference: The camera work employs a series of smooth aerial shots, utilizing a drone t "
the surrounding vegetation. The camera maintains a steady alitude, allowing for a consistent perspective that emphasizes the flowing lines of the water and the lush greenery. Th

Base model Frames2LoRA
The video features a series of aerial shots showcasing a vast, intricate network of narrow, winding The video showcases a series of aerial views of a lush, green landscape with a winding river
rivers and lakes, surrounded by dense green forests. The camera captures the natural beauty of the meandering through it. The river is surrounded by dense forests and open fields, with a clear blue sky
landscape, with the water bodies reflecting the clear blue sky and the surrounding greenery. The overhead. The camera work is smooth and steady, providing a wide perspective of the landscape. The
perspective is from above, providing a comprehensive view of the area, and the camera remains steady framing is consistent, focusing on the river and the surrounding vegetation. The viewpoint is from a
throughout the sequence, emphasizing the symmetry and harmony of the natural environment. high altitude, providing a comprehensive view of the area. The video captures the natural beauty of the
landscape, with the river meandering through the green fields and the dense forests surrounding it.
LLM Judge
LLM Judge
Justification: Candidate covers key camera aspacts but misses some reference datails about transitions and lighting.
Included evidence: work, series, aeril, shots, capture Justification: Candidate covers camera work basics but misses key datails lie drone use and lighting.
Missing evidence: amplays, smooth, utllizing, drone, expansive Included evidence: work, series, smooth, aeral, capture

Missing evidence: employs, shots, utilizing, drone, expansive

Figure 27: Qualitative examples from VDC Camera.
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Describe this video in detail.

Reference: The video unfolds within a cozy, cluttered kitchen that exudes awarm and inviting atmosphere, characteristic of a lively residential setting. The scene begins with a blurred, fast-moving image that gradually sharpens, revealing a person dressed in bright yallow clothing, energetically
navigating through the chaotic environment. The kitchen is a vibrant tapestry of cooking appliances, utensils, and an array of food items, all contributing to a sense of culinary creativity and domestic life. As the focus narrows, the viewer is drawn to the individual’s hands, which are activaly
engaged in the meticulous process of kneading or mixing a white powdery substance, likely flour, in a sleck black bowl positioned on the countertop. The countertop itself s a testament to the ongoing culinary efforts, cluttered with various cooking-related items, including pots, pans, and an
assortment of colorful kitchen tools. This disarray reflects the hustle and bustle of a home kitchen, where the act of cooking is both a routine and a creative endeavor. The lighting in the kitchen is warm and inviting, suggesting that the time is evening, with a soft glow illuminating the space and
casting gentle shadows that dance across the surfaces. Outside the window, a hint of twilight can ba seen, marking tha transition from day to night and adding to the cozy ambiance. The sounds of water running and the occasional chatter from the dining area create a livaly backdrop, enhancing
the sense of  home fillad with activity and wamth. The person in yellow, with a focusad expression, demonstrates a blend of care and routine as they knead the flour, their hands moving rhythmically and purposefully. Their posture is slight
task at hand. Occasionally, they glance towat dining table, where two other individuals are engaged in their own creative activities. One of them, also in a yellow shirt, is involvad in a task that appears to be artistic, while the other seems to be writing or drawing, contributing to the overall
atmosphere of collaboration and creativity within the home. The camera captures this vibrant sceno from a high angle, providing a comprehensive view of both the kitchen and the adjacent dining area. The shots aro stoady, with occasional slight moverments that mirror the subject’s actions,
creating a sense of immersion for the viewer, Close-up shots focus on the intricate details of the rice washing process, highlighting the splashes of water and the texture of the rice as it is rinsed multiple times, ensuring it is clean and ready for cooking. The transitions between shots are smooth
and fluid, maintaining a continuous narrative that encapsulates the essence of daily lfo in this bustling kitchen. Overall, the video paints a vivid picture of a home where culinary efforts are intertwined with creativity and collaboration, set against a backdrop of warmth and domestic chaos. The

concentrated action of food preparation, coupled with the lively sounds and sights of the kitchen, invites the viewer to experience the joy and vibrancy of everyday lie in a residential setting
Base model Frames2LoRA
The video captures a meticulous cooking process in a cluttered kitchen, starting with a person A person is cooking in a kitchen. They are using a frying pan on a stove and stirring a mixture of
preparing a dish in a sink. The kitchen is filled with various kitchen items, including a large pot, a sink, ingredients. The kitchen is cluttered with various items, including a sink, a refrigerator, and a
and a countertop adorned with utensils and ingredients. The person, wearing a white shirt, is seen microwave. The person is wearing a white shirt and is focused on their task.
using a whisk to mix ingredients in a large pot, indicating the beginning of the cooking process. The
kitchen is well-equipped with a sink, a stove, and a refrigerator, suggesting a home-style cooking LLM judge

environment. As the video progresses, the person continues to mix the ingredients in the pot, with the
Justification: Candidate describes dishwashing instead of flour kneading, contradicting main action.

Included evidence: cluttered, kitchen

LLM judge
Judg: Missing evidence: unfolds, within, cozy, exudes, warm

Justification: Candidate covers basic activity but misses key datail
Included evidence: cluttered, Kitchen
Missing evidence: unfolds, within, cozy, exudes, warm

nd has one contradiction about rice washing mathod

Describe this video in detail.

Refarance: The vidao unfolds a captivating tableau of  rural agricultural landscape, immersing viewsrs in a sarene and timeless environment that exudes tranquility. The scena is dominatad by rows of lush, green hop plants, their robust forms reaching several feet high as they gracafully climb

plants, some leaves glistening under the warm sunlight, create a striking contrast against the clear blue sky, dotted with a few wispy clouds that drift lazily overhead. A wall-trodden dirt path meanders through tha vardant rows, inviting viewers to imagine the accassibility it provides for farm
equipment and the daily activities of those who tend to this flourishing landscape. The path adds a pastoral charm to the scene, enhancing the sense of connaction between the cultivated land and the natural world. In the background, a gentle siope rises to meet a distant wooded hillside, where
trees stand sentinel under the expansive sky, further emphasizing the peacefulness of this agricultural haven. The air is alive with the subtle sounds of nature, including the gentle rustling of leaves and the distant melodies of birdsong, which together create a soothing auditory backdrop that
complements the visual serenity. Throughout the duration of the video, the camera maintains a steady, eye-level perspactive, employing wide-angle shots that capture the full breadth of the hop field. The smooth transitions between shots allow for a seamless exploration of the landscape,
drawing viewers deeper into the immersive experience. The clarity of the images highlights the vibrant colors and Intricate textures of the plants, showcasing their healthy, upright posture that signifies optimal growth conditions. The gentle sway of the follage in the broeze sorves as a reminder
of the life that thrives within this tranquil setting, even as the overall scene remains remarkably still and unchanging. As the camera occasionally pans slowly, it reveals tha dopth of the field and the surrounding landscape, enhancing the viewer's sense of immersion in this idyliic agricultural
environment. The consistent focus on the lush greenery and the harmonious Interaction between the plants and their surroundings conveys a profound sense of flourishing life. This captivating portrayal of the rural landscape Invites viewers to appreciate the beauty and serenity of nature,
encapsulating a moment in time where the hustle and bustle of modern life feels worlds away. The video ultimately serves as a celebration of the agricultural landscape, inviting reflection on the simplicity and peace found within the embrace of nature.

Base model Frames2LoRA
The video showcases a lush, green field of hops plants, supported by wooden poles and wire, under a The video showcases a lush, green vineyard with rows of grapevines neatly arranged in a straight line.
clear blue sky. The plants are arranged in neat rows, with each row supported by a wooden pole and a The vines are supported by wooden posts and wires, creating a structured and organized appearance.
wire. The field is bordered by a dirt path on the left side, and the background features a forested area The sky is clear and blue, indicating a sunny day. The video captures the vineyard from a distance,
with trees and hills. The video captures the scene from a distance, providing a comprehensive view of providing a comprehensive view of the entire scene. The video does not contain any text or subtitles.
the hop field and its surroundings.

LLM judge
LLM Judge

Justification: Candidate describes vineyard/grapevines instead of hop plants, missing key refarence datails
Justification: Candidate covers basic elements but misses key datails 2bout the scene's atmosphere, camera wark, and specific Included evidence: rows, lush
plant characteristics, Missing evidence: unfolds, captivating, tableau, rural, agricultural

Included evidence: rows, lush
Missing evidence: unfolds, captivating, tableau, rural, agricultural

Describe this video in detail.

Referance: The video presents a breathtaking view of a grand mosque, a stunning architectural masterpiece that commands attention with its pristine white stone facade. This magnificent structure is adorned with multiple towering minarets and large, elegant domes, each crowned with
gleaming golden crescent moons that glisten in the sunlight. The mosque's design features pointed arches over some windows, while others are embellished with intricate geometric patterns, showcasing the artistry and craftsmanship that went into its construction. Set against a backdrop of a
brilliant blue sky, the scene is further enhancad by soft, fluffy clouds that drift lazily, creating a serene and tranquil atmosphere. The surrounding landscape is a lush tapestry of well-manicured greenery eatly trimmed hedges and vibrant gardens that frame the path leading to the mosque.
This natural beauty complements the architactural splendor of the mosque, inviting viewers to immerse themsalvs in the peaceful ambiance of the location. The gentla rustling of leaves in the braeze adds a soothing auditory element, reinforcing the sense of calm that permeates th scane. As
the camera glides smoothly through the video, it capturas the mosque from various angles, allowing viewars to appreciate its grandeur and intricate details. Wide-angle shots encompass the entire structure, emphasizing its impressive height and the harmonious relationship it shares with the
surrounding landscape. The camera then transitions to closer shots, focusing on the delicate craftsmanship of the arches and the omate dacorative elements that adorn the facade. The sunlight reflects off the white stone, creating a radiant glow that highlights the mosque's beauty and invites
sensa of raverence and awe. Throughout th he environment remains consistently tranquil, with no noticeable changes in the mosque's appearance or the surrounding scenery. This stability enhances the viewer's experience, allowing them to fully absorb the architectural beauty and
spiritual significance of the mosque. The dynamic camera work, characterized by smooth pans and tilts, creates a fluid viewing experience that draws the audience into this vibrant world, where the grandeur of the mosque and the serenity of its setting intertwine seamlessly. The overall mood is
one of appreciation and wonder, Inviting viewers to reflect on the artistry and spirituality embodied in this magnificent structure.

o video,

Base model Frames2LoRA

The video showcases a grand, white mosque with multiple minarets and domes, set against a backdrop The video showcases a grand mosque with a white facade and multiple minarets, set against a

of a clear blue sky with scattered clouds. The mosque is surrounded by well-maintained green hedges backdrop of a clear blue sky with scattered clouds. The mosque features intricate architectural details,
and is adorned with intricate architectural details, including arches and decorative elements. The video including arches and domes, and is surrounded by lush green vegetation. The video captures the
captures the mosque from various angles, emphasizing its imposing structure and the serene mosque from various angles, emphasizing its grandeur and the serene environment in which it is
environment surrounding it. located.

LLM judge LLM judge

Justification: Covers main elements but misses key architactural details and atmosphera Justification: Covers main elements but misses key architectural details and atmospheric slements.

Included evidence: grand, mosque, architectural, white, structure Included evidence: orand, mosaue, architectural, white, facade

Missing evidenca: presents, breathtaking, view, stunning, masterpisce Missing evidence: presents, breathtaking, view, stunning, masterpiece

Describe this video in detail.

Refarance: The video prasents a captivating asrial view of a vibrant street scene at night, immersing viewars in the lively essenca of an urban environment that pulses with energy and warmth. The satting is a narrow, historical straat, whera traditional colonial-style buildings stand proudly, their
wooden balconies adorned with intricate details that reflact a bygone era. The colorful facades of these structures create a charming ambiance, enhanced by the soft, golden glow of vintage strast lamps that illuminate the cobblestone pavement balow. This warm lighting contrasts beautifully
with the dark night sky, creating a picturesque scene that invites exploration and engagement. As the camera captures this enchanting environment, the sounds of laughter and animated conversations fillthe air, mingling with the distant hum of music emanating from nearby establishments.
The atmosphere is alive with the spirit of the evening, where padastrians roam leisurely, embodying the essence of a populated area during a typical night out. Groups of people stroll along the street, their faces reflecting a range of emotions from joy to curiosity. Some pause to engage with one
another, sharing moments of connection, while others continue their journey, contributing to the steady flow of foot traffic that characterizes this bustling locale. The density of the crowd shifts subtly throughout the video, with individuals joining and leaving the frame in a natural ebb and flow.
There are no large gatherings or disturbances; instead, the scene is marked by a harmonious balance of movement. Paople break off from their groups to explore nearby shops or greet friends, showcasing the casual yet festive vibe of the evening. The diversity in clothing styles adds to the
scane's richness, with some individuals donning light jackats while others opt for tshirts, indicating a comfortable night temperature that encourages outdoor activity. The camera remains stationary from its elevated perspective, providing a comprehensive overview of the ongoing straet
activities without altering its viewpoint. This steady focus allows viewers to fully appraciate tha livaly interactions below, s the overhead shots capture the dynamic flow of paople moving through the scane. The anglas shift slightly, creating a sense of depth and dimension that enhances the
visual experience. The lighting is expertly balanced, highlighting the warm tones of the street lamps against the darker surroundings, further reinforcing the inviting atmosphere of the night. Overall, the video encapsulates a warm, bustling evening in a historically rich urban setting, where
laughter, adventure, and community intertwine seamlessly. The combination of vibrant street life, charming architecture, and the steady rhythm of pedestrian activity creates a vivid portrayal of a lively rban environment, inviting viewers to immerse themselves in the enchanting experience of
a night out in this captivating locale,

Base model Frames2LoRA

The video presents a nighttime aerial view of a bustling street scene, likely in a historic or culturally The video showcases a bustling nighttime street scene in a small town or village. The street is lined
significant area, given the traditional architecture and the presence of a large crowd. The street is lined with buildings, many of which are two-story structures with balconies and windows. The buildings are
with buildings, some of which have balconies and are adorned with lights, creating a warm glow that predominantly made of brick and have a traditional architectural style. The street is crowded with
contrasts with the darkness of the night. The street is filled with people, some walking, others standing people, some of whom are walking, while others are standing or sitting. The people are dressed in a
or sitting, and a few vehicles, including a blue car, are visible, adding to the lively atmosphere. The variety of clothing, including some wearing traditional attire. The street is it by streetlights and the
perspective is from above, providing a comprehensive view of the street and its surroundings, and the headlights of passing vehicles, creating a warm glow that illuminates the scene. The overall

video captures the essence of a atmosphere is one of a lively and vibrant community, with people going about their daily

LLM Judge LLM Judge

Justification: Covers main scene but misses key architectural details and sounds; blue car contradicts reference. Justification: Captures main scene but misses key details like aerial view and specific archit

Included evidence: presents, aerlal, view, street, night Included evidence: vibrant, street, night, lively

Missing evidenca: captivating, vibrant, immersing, viewers, urban Missing evidence: presents, captivating, aerial, view, immrsing

Figure 28: Qualitative examples from VDC Detailed.
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Describe the main subject and its actions in this video.

Refaranca: The main subject, a golden-brown fried item, is being carefully lifted from the hot oil using a pair of chopsticks. As it emerges, the surface glistens with oil, showcasing its crispy texture. The item is maneuversd with precision, displaying a slight wobble as it is transferred to the waiting
paper-linad bowl. The movamants are deliberate and steady, raflecting the care taken to avoid splattering hot oil. The expression of the person handling the food is focusad, emphasizing the importance of this culinary momen

Base model Frames2LoRA

A person is frying chicken in a pan on a wooden table. A person is cooking food in a frying pan on a stove. They are using a yellow paper towe! to wipe the pan
clean.

LLM Judge
LLM Judge

Justification: Only mentions frying food, missing key referance datals.

Included evidence: some coarse scene context Justification: Candidate describas wiping pan with paper towal, contradicting refarence's frying process.

Missing evidenca: golden, brown, fried, item, carefully e Bideme e

Missing evidence: golden, brown, fried, item, carefully

Describe the main subject and its actions in this video.

Reference: The main subjoct, a young woman with a textured, curly hairstyle, is seated on the couch, leaning slightly forward as sh types on her laptop. She wears a light brown button-up shirt over a black t-shirt, paired with blue jeans. Her posture is relaxed yet attentive, with her brow slightly
furrowed In concentration. As she types, her fingers move swiftly across the keyboard, and her expression shifts subtly, reflecting moments of thoughtfuiness and engagement. Occasionally, she glances at the screen, her lips curling into a faint smile, indicating satisfaction with her work

Base model Frames2LoRA

A young woman is sitting on a couch, using a laptop. A person is sitting on a couch in a living room, using a laptop.

LLM Judge LLM Judge

Justification: Candidate captures basic subject and action but misses most important details about posture, clothing, and Justification: Candidate captures basic scene but misses all key details about the subject and actions.
expressions. Included evidence: couch, laptop

Included evidence: young, woman, couch, laptop Missing evidence: young, woman, textured, curly, hairstyle

Missing evidence: toxtured, curly, hairstyle, seated, leaning

Describe the main subject and its actions in this video.

Reference: The main subject, a young Individual with distinctive dreadlocks, is dressed in a white lab coat and protective eyewear, Including a face mask. Their hands are steady as they carefully manipulate the microscope, adjusting its components with precision. The subject leans slightly
forward, showcasing a ook of concentration and determination. Thelr brow Is sightly furrowed, indicating deep focus as they peer through the eyeplece, suggesting a moment of discovery or analysis. The movements are deliberate and methodical, reflecting a commitment to the sclentific
process.

Base model Frames2LoRA
A person wearing a white lab coat and a face mask is working in a laboratory. They are using a A person wearing a white lab coat and a face mask is working in a laboratory. They are using a
microscope to examine something microscope to examine a sample.

LLM Judge LLM Judge

Justification: Candidate covers basic lab coat, mask, and microscope use but misses key attributes and actions Justifcation: Candidate covers main subject and action but misses key attributes and detalls of focus

Included evidence: white, coat, face, mask, microscope Included avidence: white, coat, face, mask, microscope

Missing evidence: young, individual, distinctive, dreadiocks, dressed Missing evidence: young, individual, distinctive, dreadiocks, dressed

Lo o

Describe the main subject and its actions in this video.

Reference: The main subject, a young girl with long, dark har, is seated and holds a green circuit board in her hands. She wears a light blue sweater over  white collared shirt, which adds to her youthful appearance. Throughout the video, her expressions shift from a bright smile to a more
contemplative look as she engages with the board. She occasionally gestures with her hands, pointing to different components on the board, showcasing her enthusiasm and knowledge. Her posture is relaxed yet confident, indicating comfort in sharing her interest in electronics.

s

N N

Base model Frames2LoRA

A young girl is holding a green circuit board in her hands. She is wearing a light blue sweater and a A young girl with long brown hair is sitting in a room with a white wall and a green plant in the

white collared shirt. The background is a simple room with a plant and a white wall. background. She is wearing a light blue sweater and is holding a small electronic circuit board in her
hands. She is looking at the circuit board and appears to be explaining or demonstrating something

LM judge about it.

Justification: Candidate covers main subject and basic attire but misses ke actions and exprassions. LM ilage

Included evidence: young, girl, green, circult, boar

Missing evidence: long, dark, hair, seated, holds Justification: Covers main subject and action but misses key details about expressions, gestures, and clothing.

Included evidence: young, girl,long, hair, green
Missing evidence: dark, seated, holds, wears, over

Figure 29: Qualitative examples from VDC Main Object.
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Summarize this video in one detailed sentence.

Reference: The video tells a mystical and enigmatic story, preser

g an emotive journey through the interplay of darkness and light, fre out to a mesmerizing nig!

ttime landscape and back again, fueled by dynami

ra work and an immersive atm

Base model Frames2LoRA

The video shows a series of dark and blurry images, with no clear objects or actions visible. The video is a series of dark, blurry images that are difficult to discem
LLM Judge LLM Judge

Justification: Candidate mentions mystical story but contradicts key reference slements. Justification: Candidate mentions ‘mystical’ but contradicts all other refarence facts
Included evidence: some coarse scene context Included evidence: some coarse scene context

Missing evidence: tells, mystical, enigmatic, stary, presenting Missing evidence: tals, mystical, enigmatic, story, presenting

Summarize this video in one detailed sentence.

Reference: A park maintenance worker, clad in a bright green shirt, carefully navigates a chainsaw through thick vegetation, performing delicate cuts on a fallen log while maintaining a harmonious balance between human effort and the natural surroundings.

Base model Frames2LoRA

A person wearing a neon green shirt is cutting down trees in a yard with an orange chainsaw. A person wearing an orange shirt is cutting a tree with a chainsaw in a yard
LLM Judge LLM Judge

Justification: Captures basic action but misses key details and contradicts setting, Justification: Captures basic action but misses key details and has minor contradictions
Included evidence: green, shirt, chainsaw Included svidence: shit, chainsaw

Missing evidence: park, maintenance, worker, clad, bright Missing evidence: park, maintanance, worker, clad, bright

one detailed sentence.

a stylish tablet on a rustic wooden stool, harmoniously paired with a it candle, set against a soft green backdrop, creating a peaceful and contemplative ambiance.

Summarize this video i

Reference: A serene and tra

Base model Frames2LoRA

A white tablet is placed on a wooden stand next to a lit candle. A white tablet is placed on a wooden surface next to a it candle.
LLM Judge LLM Judge

Justification: Captures main elements but misses ambiance detalls Justification: Captures main objects but misses ambiance and setting detalls
Includad evidence: tablet, wooden, candle Included evidence: tablet, wooden, candle

Missing evidence: serene, trangull, stylish, rustic, stool Missing evidence: serene, tranquil, stylish, rustic, stool

Summarize this video in one detailed sentence.

Reference: The video presents a mesmerizing, symmetrical co

osition of concentric hexagonal shapes in vibrant red hues, creating a hypnotic tunnel effect that invites viewers to embark on a meditative and captivating visual joumey.

Base model Frames2LoRA

A series of red hexagons with a gradient effect are arranged in a tunnel-like pattern, creating a hypnotic The video features a series of frames showcasing a red, hexagonal-shaped tunnel with a glowing

visual effect. center, creating a hypnotic effect. The tunnel appears to be rotating, with the center glowing brighter
than the surrounding hexagons, and the overall effect is a mesmerizing visual that draws the viewer's

LLM judge attention.

Justification: Candidate captures all key referance elements: hexagons, red color, tunnel effect, and hypnotic quality
Included evidence: creating, hypnotic, tunnel, effect
Missing evidence: presents, mesmerizing, symmetrical, composition, concentric

LLM judge

Justification: Car

te captures all key refarance elen

s with minor extr: at don't conflict

Included evidence: mesmerizing, hexagonal, creating, hypnotic, tunnel
Missing evidence: presents, symmatrical, composition, concentric, shapas

Figure 30: Qualitative examples from VDC Short.
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