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Abstract
Large language models often exhibit a substan-
tial gap between their performance in English
and in lower-resourced languages on equiva-
lent knowledge queries—a cross-lingual con-
sistency issue that remains underexplored for
Indian languages and their code-mixed coun-
terparts. To study this gap, we introduce IN-
DICKLAR, an Indic extension of the KLAR-
CLC benchmark covering 18 of the 22 sched-
uled Indian languages. For 11 widely used
language pairs, we additionally provide code-
mixed variants. Both monolingual and code-
mixed inputs verified by native speakers. This
three-way alignment enables us to examine
how knowledge recall consistency varies across
English, code-mixed, and native Indian lan-
guage inputs. Across nine open-weight models,
we find that the accuracy gap between native-
language and English inputs can reach ∼0.50,
while code-mixed inputs substantially reduce
this gap, bringing performance within ∼0.05
of English without any model-level interven-
tion. Motivated by this finding, we evaluate
several prompting strategies that differ in how
explicitly language conversion is exposed: a
two-stage translate-then-answer setup, a one-
stage joint translation-and-answer prompt, and
Translate-in-Thought (TinT)—a single-step
strategy in which the model internally converts
the input and outputs only the final answer.
Across the native → code-mixed → English
performance trajectory, we observe a consistent
flip point—the transition from incorrect to cor-
rect prediction—between the native and code-
mixed settings. Notably, this pattern holds both
when the code-mixed representation is explic-
itly provided as input or when the model is
prompted to convert internally using TinT.

1 Introduction

Large language models (LLMs) are increasingly
deployed in multilingual contexts, yet their ca-
pabilities remain unevenly distributed across lan-
guages (Choudhury and Deshpande, 2021; Khanuja

et al., 2023; Fu and Liu, 2025). Performance is
consistently highest for high-resource languages
like English, while significantly degrading for low-
resource languages—a disparity that poses a criti-
cal barrier for equitable AI deployment in linguis-
tically diverse regions (Wang et al., 2025a). A
crucial step toward truly equitable multilingual sys-
tems is improving crosslingual knowledge consis-
tency: the ability of models to recall knowledge
consistently across language variants of the same
query.

This work addresses crosslingual consistency in
the Indian language ecosystem, a setting of signifi-
cant practical importance affecting over 1.4 billion
people. India recognizes 22 scheduled languages1

spanning multiple language families, yet most
LLMs remain substantially undertrained on them
(Niyogi et al., 2026; Khan et al., 2024). Moreover,
code-mixing between English and Indian languages
is common in everyday digital communication—a
phenomenon largely absent from existing crosslin-
gual benchmarks, which overwhelmingly focus on
clean monolingual inputs.

To fill this gap, we introduce INDICKLAR,
an Indic extension of KLAR-CLC (Wang et al.,
2025b)—a crosslingual factual consistency bench-
mark built around structured knowledge-base
triples—covering 18 of the 22 scheduled In-
dian languages alongside 11 code-mixed variants
constructed with English. INDICKLAR is the
first benchmark to pair monolingual Indic factual
queries with code-mixed counterparts under native-
speaker verification of both, at this scale. This
three-way alignment enables aligned evaluation
across English, native Indian languages, and nat-
urally motivated code-mixed inputs. The code-
mixed variants are constructed by interleaving En-
glish content words into the grammatical structure

1https://en.wikipedia.org/wiki/Languages_with_
official_recognition_in_India
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Figure 1: Illustration of the flip point: the boundary between incorrect and correct prediction, lies between the native
Indian languages and code-mixed settings.

of each Indian language, reflecting real-world mul-
tilingual communication patterns. Both the mono-
lingual and code-mixed variants undergo human
quality verification by native or near-native speak-
ers across all 11 language settings.

Our evaluation on INDICKLAR reveals a pro-
nounced consistency gap between native and En-
glish inputs—one that, surprisingly, code-mixed
variants largely close without any model-level in-
tervention.

Drawing inspiration from bilingual cognition—
where speakers responding in a non-native lan-
guage often process internally in their dominant
one (Grosjean, 2008; Kroll and Stewart, 1994;
Green and Abutalebi, 2013)—we ask whether
LLMs possess a latent translation capability that
can be elicited through prompting alone. This moti-
vates Translate-in-Thought (TinT), a simple single-
pass prompting strategy in which the model is in-
structed to perform language conversion internally
and emit only the final answer (no intermediate
text is generated). Alongside TinT, we evaluate
two-step and one-step joint prompting strategies,
systematically varying the visibility of the interme-
diate conversion.

We summarize our contributions as follows:

• We introduce INDICKLAR, an Indic exten-
sion of KLAR-CLC covering 18 of the 22
scheduled Indian languages and code-mixed
variants for 11 widely used language pairs—
human-verified across both monolingual and
code-mixed forms—and conduct a systematic
consistency analysis showing that code-mixed
inputs substantially reduce native-language
performance gaps.

• We evaluate Translate-in-Thought (TinT), a
novel single-pass prompting strategy that in-
structs the model to perform language conver-

sion internally without generating intermedi-
ate text, and systematically compare it against
explicit translate-then-answer and code-mixed
baselines. Our findings reveal that TinT sub-
stantially improves cross-lingual recall with-
out requiring explicit translation.

• Our study reveals that the flip point—the
boundary between incorrect and correct
prediction—consistently falls between the na-
tive low-resource and code-mixed settings,
whether viewed as a property of the input
surface form or the model’s internal thought
process.

2 Related Work

Crosslingual Consistency Benchmarks. Exist-
ing benchmarks for crosslingual factual consistency
predominantly focus on high-resource and globally
distributed language pairs, leaving the Indian lan-
guage ecosystem underrepresented Qi et al. (2023);
Wang et al. (2025b). These benchmarks cover few
Indian languages and rarely include code-mixed
variants that reflect real-world communication pat-
terns. While Han et al. (2025) and Liu et al. (2025)
include limited evaluation on code-switched inputs,
their code-switching is constructed systematically
via direct placeholder substitution, which does
not reflect naturalistic code-switching observed in
real-world multilingual communication—and may
partly explain why Han et al. (2025) report incon-
sistent gains on code-switched variants compared
to monolingual baselines. More broadly, existing
evaluation frameworks such as Gupta et al. (2025)
rely on translating model outputs back into English
via large external systems such as NLLB-54B be-
fore comparison against gold labels—a setup that
can obscure whether the low-resource output was
itself faithful, and makes the evaluation pipeline
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comparatively expensive. INDICKLAR addresses
these gaps by providing native-language evaluation
across 18 of the 22 scheduled Indian languages
with native-speaker verification of monolingual and
code-mixed variants for 11 of them, without depen-
dence on external translation systems.

Prompting for Multilingual Reasoning. On the
methods side, prior work has largely approached
low-resource multilingual performance through
training-time interventions. Ai et al. (2025) find
that code-switching training and cross-lingual word
alignment objectives yield the most consistent im-
provements across languages. However, they do
not examine how inference-time prompting strate-
gies affect model behavior in code-mixed settings.
Kim et al. (2025) argue that activating the right in-
ternal mechanisms—including better neuron-level
utilization and internal translation behavior—can
substantially improve how existing multilingual
knowledge is used. This suggests that prompting
strategies alone may unlock stronger crosslingual
consistency without retraining. The approach of
Wang et al. (2025b) requires extensive hyperparam-
eter search across language-specific configurations,
making it costly to adapt to new models and lan-
guages at scale. They further argue that translation-
based methods are ineffective for crosslingual fac-
tual prediction. Our results directly challenge this
claim, showing that translation used as an interme-
diate substrate substantially improves over direct
prompting.

Prior multilingual prompting approaches have
explored cross-lingual conversion as an explicit in-
termediate step. Etxaniz et al. (2024) introduce
self-translate, where the model first generates an
English translation before performing inference,
while Huang et al. (2023) use cross-lingual-thought
prompting (XLT) to reformulate non-English in-
puts before task solving. In contrast, TinT prompts
the model to reason through the language conver-
sion without explicitly generating the intermediate
translation, and emits only the final answer. We
evaluate TinT alongside explicit translation and
code-mixing strategies to systematically study their
effects on cross-lingual factual consistency. Com-
plementing this, Gao et al. (2025) similarly find that
LLMs internally pivot through an English-centric
representation when retrieving cross-lingual con-
text. Their setting, however, is context-grounded
retrieval rather than closed-book factual recall, and
does not consider code-mixed input.

These gaps in both data and methodology
jointly motivate our work. INDICKLAR provides
broad coverage of Indian languages, including
human-verified code-mixed variants. Building on
this benchmark, our prompting study—including
Translate-in-Thought (TinT)—examines crosslin-
gual consistency as an intrinsic model capability
rather than one dependent on external linguistic
support.

3 IndicKLAR Benchmark

We extend KLAR-CLC (Wang et al., 2025b) to
18 of the 22 scheduled Indian languages, creating
language-aligned instances for consistent evalua-
tion across multiple language settings.

Monolingual Indian Language Variants. We
translate English KLAR-CLC into 18 Indian lan-
guages using the Google Translator API2, yielding
18 Indian-language variants aligned with the origi-
nal English source : Assamese (as), Bengali (bn),
Dogri (doi), Gujarati (gu), Hindi (hi), Kannada
(kn), Konkani (gom), Maithili (mai), Malayalam
(ml), Marathi (mr), Nepali (ne), Odia (or), Punjabi
(pa), Sanskrit (sa), Sindhi (sd), Tamil (ta), Telugu
(te), and Urdu (ur). The languages with their ISO
codes are presented in Table 4.

Code-Mixed Variants. For 11 out of the 18 In-
dian languages—those for which we had linguist
coverage or native speaker (Assamese, Bengali,
Gujarati, Hindi, Malayalam, Marathi, Odia, Pun-
jabi, Sanskrit, Tamil, and Telugu)—we manually
constructed code-mixed variants using GPT-5.3
Instant3. The code-mixed variants are generated
from the original English KLAR-CLC queries, us-
ing the corresponding Indic-language templates as
grammatical scaffolds. This preserves the underly-
ing fact triples, candidate sets, and gold answers
across the three variants by construction. The GPT-
based template generation procedure and prompt
are provided in Appendix E. Both the monolingual
and code-mixed variants for these 11 languages
were manually verified by native speakers for flu-
ency and naturalness of English–Indic mixing; an-
notator demographics are presented in §7.

Dataset Statistics. INDICKLAR provides three-
way parallel variants (monolingual native Indian,
code-mixed, and English) for 11 languages, and

2https://cloud.google.com/translate?hl=en
3https://chatgpt.com/
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two-way parallel variants (monolingual native In-
dian and English) for the remaining 7. Follow-
ing KLAR-CLC (Wang et al., 2025b), each lan-
guage setting contains 2,619 instances spanning 20
fact categories. Number of samples, average query
lengths, and average answer lengths are reported in
Table 5 in the Appendix.

4 Experiments

4.1 Baseline and Trajectory

We evaluate model robustness across three input
settings: (i) English (EN)—the high-resource up-
per bound, (ii) Native (NA)—the query in original
script, and (iii) Code-Mixed (CM)—the query in
code-mixed form, retaining the native Indic script
for the source-language structure while interleaving
English content words in Latin script. This com-
parison is designed to test whether code-mixing
enables models to leverage stronger English rea-
soning while preserving low-resource semantics.

4.2 Prompting Strategies

Beyond direct prompting, we investigate several
conversion-based strategies designed to bridge the
crosslingual gap, categorized into three groups.

2-Step Strategies: These decouple the trans-
formation and answering tasks into two separate
inference calls. 2Step-CM first converts the query
into a code-mixed form, while 2Step-EN translates
it fully into English, after which the final answer
is generated from the reformulated input. 2Step-
Translit transliterates the query into Roman script
without translation, isolating the effect of script
conversion alone.

1-Step Strategies: These request both the trans-
formation and the final answer in a single prompt.
1Step-CM+Ans generates a code-mixed conversion
alongside the answer, and 1Step-EN+Ans does the
same with an English translation.

Translate-in-Thought (TinT): The TinT strat-
egy instructs the model, via a single user-prompt
directive, to internally reason through an English
(TinT-EN) or code-mixed (TinT-CM) representa-
tion and emit only the final answer—unlike explicit
chain-of-thought, no intermediate text is generated.
This tests the model’s ability to utilize latent multi-
lingual reasoning while maintaining inference effi-
ciency.
Detailed prompts are presented in Appendix F.

Strategy Transformation Procedure

Base
(EN/NA/CM)

None Direct prompting on the
source query in the given
language.

2Step-CM Code-mix
conversion

Convert to code-mixed
form, then answer in a
second call.

2Step-EN English
translation

Translate to English, then
answer in a second call.

2Step-
Translit

Roman
transliteration

Transliterate to Roman
script without translation,
then answer in a second call.

1Step-
CM+Ans

Code-mix
conversion

Emit conversion and answer
in a single pass.

1Step-
EN+Ans

English
translation

Emit translation and answer
in a single pass.

TinT-CM Latent
code-mixed
reasoning

Reason internally in
code-mix; output only the
answer.

TinT-EN Latent English
reasoning

Reason internally in
English; output only the
answer.

Table 1: Prompting strategies evaluated in our experi-
ments. All start from the source query.

4.3 Experimental Setup
Models: We evaluate open-weight language mod-
els from multiple families: Llama 3.1, Llama 3.2,
Gemma 3, and Qwen 2.5, spanning roughly 1B–
14B parameters. Per-model details are provided in
Appendix Table 3.
Metrics: We report two primary metrics: (i)
Accuracy—the percentage of correct predictions,
and (ii) Cross-Lingual Consistency (CLC)—a mea-
sure of prediction overlap across language pairs.
These metrics are defined in Appendix A.1.
Reproducibility: All models are evaluated
with greedy decoding (temperature=0, top-p=1.0,
max_new_tokens=10) using each model’s official
chat template, with 3-shot in-context examples
drawn from the English source split. Experiments
use a single fixed seed (12345) and run on single
NVIDIA A100 GPU (80GB).

5 Results

We investigate how model performance varies
across three input conditions—native script, code-
mixed (CM), and English—across nine models
spanning three families, and organize the discus-
sion by the question each subsection answers:
the English–Native gap (§5.1), prompting strate-
gies (§5.2), model-size scaling (§5.3), language-
family and category effects (§5.4), pairwise CLC
(§5.5), romanization and comparison with prior
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Figure 2: Baseline accuracy scores across Native (solid), Code-Mixed (hatched), and English (faded) input tiers for
eleven Indic languages and English (En) using LLaMA-3.1-8B, Gemma-3-12B, and Qwen-2.5-14B. Black dots
denote the average accuracy across the three models for each input tier.

work (§5.6), and generalization and the location of
flip point (§5.7).

5.1 The English–Native Gap

Figure 2 reveals two consistent patterns. First, the
Native tier exhibits severe degradation compared to
English, particularly for smaller models, where ac-
curacy scores approach 0.10 on Assamese and Tel-
ugu. This degradation is strongly associated with
longer tokenization in native-script inputs: across
the 18 native Indic languages, average tokenization
length is negatively correlated with language-wise
accuracy for all three evaluated models (Pearson
r = −0.717 to −0.570, all p < 0.05; see Ap-
pendix A.9). Second, CM scores consistently ap-
proach English-level performance across all lan-
guages and model scales, the average gap across
the three model remaining within ∼0.05, compared
to a Native–English gap of up to ∼0.50. The ob-
served gains suggest that code-mixing can substan-
tially reduce the lower-resource performance gap
through input formulation alone, without modify-
ing the model.

5.2 Prompting Strategies

Figure 3 consolidates the performance scores
across 11 language pairs. Across families, selected
translation-based and code-mixed strategies reduce
the gap to English, often yielding stronger perfor-
mance than direct low-resource prompting. Our
proposed TinT prompting shows statistically sig-
nificant gains over the baseline (see Appendix A.5)
while also offering the practical benefit of lower
inference time compared to other prompting strate-
gies (Appendix A.2).

5.3 Model-Size Scaling
Figure 5 reveals a consistent scaling trend across
all three model families: as model size increases,
both accuracy and CLC improve monotonically
for TinT, with TinT uniformly outperforming the
baseline at every scale—mean accuracy rises from
0.26 at 1B to 0.71 at 8B for Llama, and from 0.39
to 0.85 for Gemma over the same range. The
gap between TinT and the baseline widens with
model size, suggesting that larger models possess
stronger latent translation ability. Gemma leads
across all sizes, followed by Qwen and Llama. At
the lower end, prompting strategies occasionally
underperform the baseline for very small models
(<1.5B), indicating a minimum capacity threshold
below which reformulation is difficult. This degra-
dation is not universal: while Llama-3.2-1B and
Qwen2.5-1.5B show drops under several strategies,
Gemma-3-1B consistently improves across all strate-
gies and languages, possibly owing to stronger mul-
tilingual representations induced by its pretraining
data composition. More details are provided in
Appendix A.4.

5.4 Language Family and Category Effects
Language Groups. We group the evaluated lan-
guages into two families: Indo-Aryan (as, bn, doi,
gu, hi, gom, mai, mr, ne, or, pa, sa, sd, ur) and
Dravidian (kn, ml, ta, te). TinT achieves stronger
gains for Indo-Aryan languages (avg. +18% ac-
curacy, +14% CLC) compared to Dravidian lan-
guages (+14% accuracy, +13% CLC).

Category Analysis. We analyze TinT prompt-
ing performance across 20 fact categories per lan-
guage using radar charts to compare baseline and
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Figure 3: Performance of all prompting strategies across eleven Indian languages on two evaluation metrics:
accuracy (top row) and CLC score (bottom row). The numerical scores for each model are reported in Appendix C.

Figure 4: Pairwise cross-lingual consistency (CLC)
comparison for Llama-3.1-8B-Instruct. The upper tri-
angular region shows the baseline CLC scores, while
the lower triangular region corresponds to TinT-CM.

TinT accuracy. Figure 6 reveals: (i) TinT con-
sistently improves across most categories for all
languages. (ii) Hindi and Bengali show uniform
improvement, indicating TinT generalizes well to
better-resourced languages. (iii) Assamese shows
uneven gains (15-20% for some categories, mini-
mal for others), suggesting inconsistent coverage
for low-resource facts. (iv) Odia shows minimal
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Figure 5: Mean Accuracy and CLC of TinT and Base-
line strategies across 11 Indic languages.

improvement, indicating implicit translation can-
not overcome fundamental representation gaps. (v)
Semantic and cultural fact categories remain chal-
lenging across all languages, highlighting persis-
tent limitations.

5.5 Pairwise Cross-Lingual Consistency

To understand whether models maintain consis-
tent predictions across all language pairs, we com-
pute cross-lingual consistency (CLC) separately for
each pair of the 18 languages, comparing baseline
and TinT-CM predictions for all 18 languages us-
ing Llama-3.1-8B-Instruct. Figure 4 reveals three
key patterns. (i) Baseline CLC values span a wide
range with high variance (0.4–0.8), whereas (ii)
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(a) Assamese (b) Bengali (c) Hindi

(d) Marathi (e) Telugu

Figure 6: Accuracy of different category of facts across languages.Here, we present scores of only five representative
languages; the remaining languages are shown in Figure 11 in the Appendix.

TinT-CM consistently improved scores, converging
CLC scores to a higher range (0.5–0.9), suggesting
that implicit translation enforces higher range cross-
lingual consistency. (iii) Notably, Odia emerges as
an outlier with the lowest CLC scores in both base-
line and TinT-CM settings (0.38–0.60), likely due
to limited pretraining data and script complexity,
suggesting that implicit translation alone cannot
overcome fundamental representational gaps for
severely under-resourced languages.

5.6 Romanization Ablation and Literature
Comparison

as bn hi mr te
Language

0

10

20

30

40

50

60

70

Ac
cu

ra
cy

 (%
)

Baseline
Baseline w/ Obj

TinT CM
2-Call Translit

2-Call CM

Figure 7: Ablation isolating the effect of code-mixing
from romanization.

Ablation of code-mixing vs. romanization. To
isolate whether performance gains from code-
mixed conversion arise from lexical English an-
chors or from script uniformity alone, we com-
pare three variants: baseline (native script), roman-
ized (full transliteration to Latin script), and code-
mixed (English-Indic mixing). Figure 7 shows that
code-mixed variants substantially outperform both
native-script (low-res.) and romanized baselines
across languages, with improvements of 10-20%
accuracy. Notably, romanized variants provide sub-
optimal gains over native-script inputs, indicating
that the benefits of code-mixing stem from mean-
ingful bilingual lexical cues rather than script con-
version alone. This distinction is also evident qual-
itatively in Figure 10, where transliteration fails
to recover the correct prediction in several cases,
while the corresponding code-mixed representation
succeeds.

Comparison with prior work. Table 2 shows
that our approach (TinT) achieves significantly
higher accuracy compared to previous crosslingual
consistency evaluation methods.

5.7 Generalization and Flip Point

Generalization. TinT generalizes beyond IN-
DICKLAR: evaluated on a contextually mediated
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AS BN HI MR TE

Method ACC CLC ACC CLC ACC CLC ACC CLC ACC CLC

SUBINJ 0.533 0.614 0.680 0.692 0.589 0.632 0.649 0.691 0.635 0.669
COT 0.496 0.574 0.641 0.655 0.656 0.643 0.664 0.649 0.523 0.592

Ours 0.656 0.741 0.753 0.796 0.786 0.783 0.781 0.791 0.697 0.764

Table 2: Comparison with prior work SUBINJ (Liu et al.,
2025) , including Chain-of-Thought (COT) (Wei et al.,
2022) prompting, on five languages.

0 25 50 75 100

Llama 3.1 8B

Gemma 3 12B

Qwen2.5 14B

44.4% +6.1%

56.7% +5.3%

56.7% +5.3%

Baseline  TinT-CM TinT-CM  TinT-EN Unrecovered

Figure 8: Prediction recovery along the Baseline →
TinT-CM → TinT-EN trajectory across five represen-
tative languages. Percentages show the proportion of
baseline-incorrect instances recovered at each transition;
the remaining instances are unrecovered.

knowledge recall benchmark (Liu et al., 2026)
translated into five representative Indian languages,
TinT consistently improves over the baseline across
all languages and model families (see Appendix B).

Locating the Flip Point. To locate the flip point
precisely, we compute transition counts across the
trajectory Baseline → TinT-CM → TinT-EN for
five representative languages and three models (Ta-
ble 15). For every instance that the baseline an-
swers incorrectly, we record whether it becomes
correct under TinT-CM and, of those that remain in-
correct, whether it becomes correct under TinT-EN.
The large majority of recoveries occur at the first
boundary (Baseline → TinT-CM), while the subse-
quent TinT-CM → TinT-EN transition yields only a
small residual gain (Figure 8). The detailed scores
are provided in Appendix-D. This pattern holds uni-
formly across model families and languages, pro-
viding direct empirical evidence that the flip point
lies between the native and code-mixed regimes,
whether the code-mixed representation is supplied
explicitly or induced internally by TinT.

6 Analysis

6.1 Interpretability Case Study

We focus on a single representative model (Llama-
3.1-8B-Instruct); the trends are averaged across
all 18 Indian languages and should be read as il-
lustrative rather than exhaustive. At each layer,
we compute the rank of the gold answer token
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Figure 9: Layer-wise rank of the gold answer token
among the model’s output distribution for Base prompt-
ing and the best TinT variant across layers of Llama-3.1-
8B-Instruct. Shaded bands show the standard deviation
across languages.

within the model’s predicted distribution: a rank
of 1 means the model assigns it the highest prob-
ability, while higher ranks indicate it is depriori-
tised relative to other tokens (see Appendix A.1
for details). Figure 9 tracks four such trajectories
over samples the baseline answered incorrectly:
under baseline, the correct (target_correct) and
finally-generated incorrect (target_wrong) target
tokens and the English equivalent of the correct
answer (en_correct); and the correct target token
under TinT-CM on the same indices. The TinT-
CM and baseline curves remain largely indistin-
guishable through the first ∼16 layers. After this,
TinT-CM separates: the gold answer’s rank drops
steeply toward zero in later layers, while the base-
line’s stays elevated. This gap is concentrated in
the deeper layers, consistent with late-layer cross-
lingual reorganization—though not by itself direct
evidence of it.

6.2 Error Analysis

To understand why low-resource recall fails and
how conversion-based strategies help, we qualita-
tively compare prompting behaviors across four
languages. We observe three recurring failure
modes. First, the model sometimes produces little
or no meaningful code-mixed conversion, instead
reproducing the original native-language query or
relying primarily on transliteration; this limits the
benefit of English lexical anchors. For exam-
ple, the Assamese case in Figure 10 shows this
behavior, where transliteration alone fails while
the code-mixed representation leads to the correct
prediction.Second, when intermediate translitera-
tion is used, the model occasionally generates en-
tity names that are phonetically similar to the in-
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Language English
(Input)

Native
(Input)

2Step-Translit
(Model Intermediate)

1Step-CM + Ans
(Model Intermediate)

Transliteration Codemix

Assamese

What is the official
language of

Byelorussian Soviet
Socialist Republic? ✅

বাইলৰাছিয়ান ছোভিয়েট
সমাজবাদী গণৰাজ্যৰ
চৰকাৰী ভাষা কি? ❌

 Bairrashiyaaon
Choviyee Soobheet

Soomajbaadhee
Gaanarajyaar Chorakari

Bhaasha Ki? ❌

Bailorashiyaan Soviet
Samajabadi

Ganarajyaar charakari
bhasha ki? ✅

Bengali 
Where is Northern
Territory's capital

located? ✅

উত্তর টেরিটরি এর
রাজধানী কোথায়
অবস্থিত? ❌

uttar tiritori er rajdhani
kothay abasthit? ❌

North Territory ki capital
kothay ase? ✅

Hindi
What is the official

language of Kingdom
of Sicily? ✅

आधिकारिक भाषा के  रूप में
सिसिली का साम्राज्य की
कौन-सी भाषा है? ❌

ādhikārīk bhāshā ke rūp
meṣ sīsīlī ka sāmrājya kī
kauṇ-sī bhāshā hai? ❌

Sicily ka samrajya ki
official language kya

hai? ✅

Marathi Which continent is Arab
League located in? ✅

अरब लीग कोणत्या खंडात
स्थित आहे? ❌

arab lig koṇatyā khaṇḍāt
sthit āhe? ❌

Arab League kahaan
sthit aahay? ✅

Figure 10: Qualitative comparison of different prompt representations across Assamese, Bengali, Hindi, and Marathi.
A tick and cross denote correct and incorrect predictions, respectively.

tended entities but contain incorrect or uncommon
spellings, leading to mismatches. Third, conver-
sion is sometimes incomplete: only the subject or
entity is transliterated or code-mixed while the re-
mainder of the query is left unchanged, weakening
the overall effect of the strategy.

7 Conclusion

We introduced INDICKLAR, an Indic extension
of KLAR-CLC covering 18 of the 22 scheduled
Indian languages and code-mixed variants for
11 widely used language pairs—human-verified
across both monolingual and code-mixed forms—
enabling systematic evaluation of crosslingual
knowledge consistency across a linguistically di-
verse and practically significant setting. Our eval-
uation reveals a pronounced consistency gap be-
tween English and native Indian language settings,
whereas code-mixed variants consistently narrow
this gap.

To further reduce this gap without requiring an
explicit translation step, we introduced Translate-
in-Thought (TinT) prompting, a single-step implicit
strategy that instructs models to perform language
conversion internally without explicit intermediate
outputs. TinT shows statistically significant gains
over the baseline across languages and model fami-

lies while offering lower inference time compared
to other prompting strategies. We further show that
TinT generalizes beyond INDICKLAR to contextu-
ally mediated knowledge recall, suggesting that im-
plicit translation prompting is broadly effective for
crosslingual factual knowledge recall. The effec-
tiveness of TinT improves with model size, which
we attribute to larger models possessing stronger
latent translation ability. Our interpretability case
study (§6.1) shows that the layer-wise rank gap
between TinT and the baseline is concentrated in
the deeper layers, consistent with late-layer cross-
lingual reorganization. Taken together, our findings
suggest that the flip point—the boundary between
incorrect and correct prediction—lies between the
native and code-mixed settings in the performance
trajectory of low-resource → code-mixed → En-
glish, whether viewed as a property of the input
surface form or the model’s internal reasoning pro-
cess. Future work includes expanding coverage to
the remaining scheduled Indian languages and ad-
ditional task formats (reasoning, generation), and
connecting TinT’s behavioral gains to mechanistic
evidence in the model’s internal representations.
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Limitations

While INDICKLAR covers 18 of the 22 scheduled
Indian languages, the monolingual translations and
code-mixed variants are synthetically generated,
which may not fully capture the natural variation
and dialectal diversity present in real-world multi-
lingual communication. Although both monolin-
gual and code-mixed variants were human-verified
for 11 language settings, the monolingual variants
of the remaining 7 languages were not subject to
manual review. The four scheduled Indian lan-
guages not covered by INDICKLAR—Bodo, Kash-
miri, Manipuri/Meitei, Santali— were excluded
primarily due to limited translation-system quality
and annotator access at evaluation time.

Our evaluation is conducted on a single bench-
mark derived from KLAR-CLC, which focuses on
crosslingual knowledge consistency. The findings
may not generalize to other NLP tasks such as rea-
soning, summarization, or open-ended generation
in low-resource Indian language settings.

The prompting strategies explored in this work
are evaluated on models with up to 14B parameters,
which are at the smaller end of the contemporary
scale. It remains an open question whether the
same trends hold for larger models or models from
different families. Additionally, our inference-time
analysis is limited to Llama-3.1-8B-Instruct,
and runtime characteristics may differ substantially
across hardware configurations and model sizes.

All experiments use a single random seed, and
we do not report confidence intervals around the re-
ported accuracy and CLC values; quoted improve-
ments should be interpreted as point estimates.

The code-mixed variants are generated by GPT
APIs and may inherit its systematic preferences
(e.g., word-class substitution patterns or English-
token-ratio distribution). Despite native-speaker
verification, our code-mixed distribution is there-
fore one of many plausible realizations of natural
code-mixing rather than a sampled cross-section of
it.

The interpretability and qualitative analy-
ses in §6 are based on a single model
(Llama-3.1-8B-Instruct) and, for the qualitative
example, a single language (Hindi); mechanistic
conclusions should not be inferred from these illus-
trations alone.

Finally, the code-mixed variants were generated
for only 11 of the 18 Indian languages, constrained
by available linguist coverage. Languages such as

Dogri, Kannada, Konkani, Maithili, Nepali, Sindhi,
and Urdu are represented only in their monolin-
gual form, which limits the scope of code-mixed
analysis for these languages.

While INDICKLAR focuses on text-based fac-
tual knowledge, cross-lingual consistency chal-
lenges extend to other modalities. Recent work
on vision-language models (Gautam et al., 2025)
reveals similar high-resource versus low-resource
performance gaps, suggesting these issues may be
fundamental across modalities. Future work can in-
vestigate whether our findings generalize to visual
and speech content in Indian languages.

Ethical consideration

AI-assisted writing tools were used to check
grammar and improve language quality during
manuscript preparation. We thank the native speak-
ers who voluntarily contributed to the human qual-
ity verification of INDICKLAR for their careful
review of the native and code-mixed variants across
all 11 language settings.

Annotator Demographics. Human quality veri-
fication was conducted on a voluntary basis by 10
graduate students with native or near-native profi-
ciency in the respective language, either as their
mother tongue or through demonstrated linguistic
expertise. Annotators ranged in age from 20–25
years, with a gender distribution of 7 male and 3
female participants, collectively covering 10 Indian
states. Each annotator was assigned to their lan-
guage of proficiency and asked to assess whether
the samples appeared fluent and natural in that lan-
guage. Rather than independently reading all 2,619
structurally identical sentences per language, our
verification strategy focused on the underlying tem-
plates. Since the data are generated from a fixed set
of 20 category-specific templates (5 templates ×
20 relations) inherited from KLAR-CLC, annota-
tors evaluated the fluency, naturalness, and seman-
tic correctness of the translated and code-mixed
templates for each relation. This template-level
verification ensures that all instantiations maintain
quality across the dataset. The verification task
involved careful examination of the assigned lan-
guage setting and took approximately 1–2 hours
per language to complete.
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A Experimental Settings

This section summarizes the experimental details
reported in the main paper. All experiments were
conducted on a single NVIDIA A100 GPU (80GB).
We used HuggingFace4 model checkpoints and em-
ployed the vLLM library (Kwon et al., 2023) for
efficient batch inference and faster decoding.

Family Parameters Checkpoint

Llama 3.1 8B meta-llama/Llama-3.1-8B-Instruct
Llama 3.2 1B meta-llama/Llama-3.2-1B-Instruct
Llama 3.2 3B meta-llama/Llama-3.2-3B-Instruct
Qwen 2.5 1.5B Qwen/Qwen2.5-1.5B-Instruct
Qwen 2.5 7B Qwen/Qwen2.5-7B-Instruct
Qwen 2.5 14B Qwen/Qwen2.5-14B-Instruct
Gemma 3 1B google/gemma-3-1b-it
Gemma 3 4B google/gemma-3-4b-it
Gemma 3 12B google/gemma-3-12b-it

Table 3: List of models used across our experiments.

Language ISO code CM availability
Assamese as ✓
Bengali (Bangla) bn ✓
Dogri doi
Gujarati gu ✓
Hindi hi ✓
Kannada kn
Konkani gom
Maithili mai
Malayalam ml ✓
Marathi mr ✓
Nepali ne
Odia or ✓
Punjabi pa ✓
Sanskrit sa ✓
Sindhi sd
Tamil ta ✓
Telugu te ✓
Urdu ur

Table 4: Languages and their ISO codes. Notation:
✓indicates languages with constructed code-mixed
(CM) variants, based on availability of linguists.

A.1 Evaluation Metrics
We evaluate model performance using two met-
rics: Accuracy and Cross-Lingual Consistency
(CLC).

Accuracy. Accuracy measures the proportion of
correctly predicted facts across all evaluation in-
stances. Since generative language models may

4https://huggingface.co/

produce partial continuations, we employ a relaxed
prefix-matching (Wang et al., 2025b). A prediction
is considered correct if the generated output is a
non-empty case-insensitive prefix of the ground-
truth answer, or vice versa. Formally, given a pre-
diction ŷi and ground-truth answer yi, the correct-
ness function is defined as:

Match(ŷi, yi) =

{︄
1, if ŷi ⪯ yi or yi ⪯ ŷi

0, otherwise
(1)

where ⪯ denotes the prefix relation after low-
ercasing and whitespace normalization. The final
accuracy is computed as:

Accuracy =
1

N

N∑︂

i=1

⊮prefix(ŷi, yi) (2)

where N denotes the total number of evaluation
samples.

Cross-Lingual Consistency (CLC). In addition
to accuracy, we measure Cross-Lingual Consis-
tency (CLC)(Qi et al., 2023) to quantify whether
the model retrieves consistent knowledge across
different languages.CLC is computed using the
overlap ratio between the sets of correctly predicted
sample indices across language pairs. Given two
languages La and Lb, with corresponding correct
prediction sets Ca and Cb, the consistency score is
defined as:

CLC(La, Lb) =
|Ca ∩ Cb|
|Ca ∪ Cb|

(3)

The final CLC score is obtained by averaging
the pairwise consistency scores across all evaluated
languages. This metric captures the extent to which
multilingual models preserve factual knowledge
consistently across linguistic variations.

Layer-wise Rank Analysis Following Logit
Lens analysis (Nostalgebraist, 2020; Wang et al.,
2025b), we project intermediate hidden states at
each transformer layer into the vocabulary space
using the model’s unembedding matrix and track
the rank of the gold answer token across layers.
The rank of a token is defined as the number of
vocabulary tokens assigned a higher logit value
by the model, where lower rank indicates stronger
preference for the correct answer. Since answers
may consist of multiple subword tokens, we report
the minimum rank among all constituent subword
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Variant #Inst Avg Qry Len Avg Ans Len

Native Indian 2619 9.23 1.13
Code-Mixed Variants 2619 9.20 1.02

Table 5: Dataset statistics for INDICKLAR (open-
source under CC-BY-4.0 license).

Strategy Llama-3.1 Gemma-3 Qwen2.5

Baseline 0.13 0.36 0.34
Obj-Baseline 0.08 0.23 0.32
2Step-CM 0.17 0.57 0.66
2Step-EN 0.12 0.51 0.57
2Step-Translit 0.15 0.60 0.71
1Step-CM+Ans 0.16 0.53 0.59
1Step-EN+Ans 0.12 0.44 0.57
TinT-CM 0.09 0.26 0.36
TinT-EN 0.09 0.25 0.37

Table 6: Average per-sample end-to-end runtime
(in seconds) across different prompting settings
for the meta-llama/Llama-3.1-8B-Instruct,
google/gemma-3-12b-it, and
Qwen/Qwen2.5-14B-Instruct models.

tokens of the gold answer. For visualization sta-
bility, we report log10(rank + 1) averaged across
evaluation samples.

A.2 Inference Time Analysis
Table 6 reports the average per-sample end-to-end
runtime across prompting strategies for all three
models. Across all models, multi-step strategies
(2Step-CM, 2Step-EN, 2Step-Translit) and answer-
inclusive one-step variants (1Step-CM+Ans, 1Step-
EN+Ans) consistently incur higher latency than
the baseline. Gemma-3-12B and Qwen2.5-14B
show this most clearly, with 2Step-Translit reach-
ing 0.60s and 0.71s respectively—nearly double
their baselines (0.36s and 0.34s). Both TinT vari-
ants (TinT-CM, TinT-EN) remain the most efficient
across all three models: Llama-3.1-8B-Instruct
runs at just 0.09s under both TinT settings, while
Gemma-3-12B and Qwen2.5-14B reach at most
0.26s and 0.37s—well below their respective multi-
step counterparts. These results demonstrate that
TinT achieves its reasoning benefits without any
additional inference overhead, making it practical
for large-scale deployment.

A.3 Performance–Efficiency Tradeoffs
We further analyze the tradeoffs between prompt-
ing performance and inference efficiency by com-
paring the best-performing variants of 1Step, 2Step,
and TinT prompting across all languages and mod-
els. For a fair comparison, we first compute the

improvement of each prompting strategy over base-
line for every language and model pair, and then
average these improvements across languages and
models. For accuracy, 1Step and 2Step prompting
achieve the highest overall gains over baseline, with
average improvements of +0.1902 and +0.1899
respectively, while TinT achieves a competitive
improvement of +0.1812. For CLC evaluation,
TinT achieves the strongest overall improvement
(+0.1492), outperforming both 1Step (+0.1416)
and 2Step (+0.1274). Across both evaluations,
the English-guided variants emerge as the domi-
nant settings most frequently selected as the best-
performing variants. Importantly, TinT achieves
these competitive gains at substantially lower in-
ference cost. While 1Step-CM+Ans and 2Step-CM
require approximately 0.16s and 0.17s per sam-
ple respectively, TinT variants require only 0.09s
per sample. Despite this reduced runtime, TinT
maintains performance comparable to stronger
multi-step prompting methods, showing that TinT
prompting can provide an effective balance be-
tween multilingual performance and computational
efficiency.

Similar inference-time trends were also consis-
tently observed for Gemma-3-12B-it and Qwen2.5-
14B-Instruct (Appendix A.2).

A.4 Scaling Behavior and TinT Analysis
TinT’s effectiveness scales clearly with model
size. Smaller models such as Llama-3.2-1B and
Qwen2.5-1.5B do not reliably outperform the base-
line, particularly for CLC: Llama-3.2-1B yields
positive CLC gains under TinT-CM for only 11
of 18 languages and under TinT-EN for just one,
while Qwen2.5-1.5B improves on 15. This insta-
bility largely disappears at scale—Llama-3.1-8B,
Qwen2.5-7B, and Qwen2.5-14B all achieve posi-
tive accuracy and CLC gains across every language
under both variants. The trend is sharpest within
the Qwen family, where the average TinT-EN ac-
curacy gain rises from 0.062 for Qwen2.5-1.5B to
0.244 and 0.288 for the 7B and 14B variants.

The two variants also diverge by scale. TinT-EN
dominates for most medium and large models,
whereas Llama-3.2-1B favors TinT-CM across all
18 languages on both metrics—suggesting smaller
models struggle to exploit implicit English-guided
reasoning. Nonetheless, the variants remain close
on average: across all models, TinT-CM and
TinT-EN yield mean accuracy gains of 0.165 and
0.178, and CLC gains of 0.140 and 0.150, indi-
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cating TinT stays effective even directly in code-
mixed settings.

Finally, Gemma-3-1B bucks the small-model
trend, improving across all languages and both
metrics. This suggests multilingual stability under
implicit prompting depends not only on parame-
ter count but also on model family and training
characteristics.

A.5 Statistical Analysis

To assess whether the observed improvements
across prompting strategies were statistically sig-
nificant, we conducted paired McNemar tests over
2,619 shared evaluation samples. Both TinT-CM
and TinT-EN significantly outperformed the base-
line setting. TinT-CM achieved a significant im-
provement over the baseline (χ2 = 534.75, p <
10−10), while TinT-EN also significantly improved
over the baseline (χ2 = 603.56, p < 10−10). Col-
lectively, these results establish the following per-
formance ordering:

Baseline < TinT.

A.6 Pretraining Regime

Base vs. Instruct. Table 7 compares base and
instruction-tuned model variants under TinT-CM
and TinT-EN settings. In the majority of cases, base
and instruction-tuned variants perform comparably
across both model families and all five languages.
However, isolated exceptions exist: Llama-3.1-8B
under TinT-CM shows a gap of up to 9.2 points on
ASM (0.732 vs. 0.641), and similar but smaller di-
vergences appear for Qwen2.5-14B on ASM under
TinT-CM (0.699 vs. 0.669). These occasional gaps
do not follow a consistent pattern across languages
or prompting settings, suggesting they reflect task-
specific variance rather than a systematic effect of
instruction tuning. Overall, TinT’s effectiveness
relies primarily on the model’s inherent multilin-
gual representations rather than explicit instruction-
following.

A.7 Illustrating Cross-Lingual Consistency

We present one qualitative example intended to il-
lustrate rather than quantify the mechanism. When
asked “Which country is Ronaldo a citizen of?”
in Hindi, baseline prompting incorrectly predicts
Portugal, ignoring the candidate list and relying
instead on memorised associations with Cristiano
Ronaldo. Pure transliteration (romanising to Latin
script) constrains the model to the candidate set but

Model Family Setting AS BN HI MR TE

Llama-3.1-8B TinT-CM 0.732 0.796 0.793 0.794 0.749
Llama-3.1-8B-Inst TinT-CM 0.641 0.722 0.764 0.751 0.675
Llama-3.1-8B TinT-EN 0.721 0.802 0.806 0.811 0.742
Llama-3.1-8B-Inst TinT-EN 0.656 0.753 0.786 0.781 0.697

Qwen2.5-14B TinT-CM 0.699 0.844 0.835 0.838 0.724
Qwen2.5-14B-Inst TinT-CM 0.669 0.825 0.816 0.817 0.732
Qwen2.5-14B TinT-EN 0.703 0.858 0.842 0.844 0.738
Qwen2.5-14B-Inst TinT-EN 0.689 0.841 0.831 0.831 0.753

Table 7: Comparison between base and instruction-
tuned models under Translate-in-Thought prompting
settings across five representative Indian languages.

still predicts incorrectly. In contrast, both 1STEP-
CM+ANS and TINT-CM convert the Hindi word
for “citizen” while preserving grammatical struc-
ture and produce the correct answer. We do not
claim this single example is representative of the
dominant failure mode; the per-category numbers
in §5.4 provide the aggregate picture.
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A.8 Entity–Context Ablation

We evaluate two controlled configurations with
Llama-3.1-8B-Instruct: (i) English entities with
native-language context, and (ii) native-language
entities with English context. Table 8 reports ac-
curacy and CLC across five representative Indian
languages. The English-entity configuration con-
sistently performs better than the native-entity con-
figuration, indicating that entity representation con-
tributes substantially to the observed performance
differences.

A.9 Tokenization–Accuracy Correlation

We examine the relationship between average
prompt tokenization length and language-wise
native-script accuracy across the 18 Indic lan-
guages for each of the three main models. Ta-
ble 10 reports the Pearson and Spearman corre-
lations. All three models show a negative Pearson
correlation, indicating that languages with longer
tokenization tend to exhibit lower native-script ac-
curacy. The corresponding Spearman correlations
show the same direction, although the association
is not statistically significant for Qwen2.5-14B-
Instruct.
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Ablation ASM BEN HIN MAR TEL
Acc. CLC Acc. CLC Acc. CLC Acc. CLC Acc. CLC

Native context, English entity 0.533 0.614 0.680 0.692 0.589 0.632 0.649 0.691 0.635 0.669
English context, native entity 0.389 0.532 0.534 0.611 0.521 0.568 0.518 0.591 0.508 0.585

Table 8: Entity–context ablation using Llama-3.1-8B-Instruct across five representative Indian languages. We
independently vary the language of the entities and surrounding context.

AS BN HI MR TE

Model Setting ACC CLC ACC CLC ACC CLC ACC CLC ACC CLC

LLaMA 3.1 8B Baseline 0.422 0.475 0.604 0.566 0.575 0.539 0.559 0.529 0.482 0.490
TinT 0.735 0.766 0.833 0.825 0.843 0.806 0.830 0.820 0.784 0.783

Gemma 3 12B Baseline 0.580 0.652 0.784 0.781 0.796 0.779 0.803 0.786 0.797 0.776
TinT 0.792 0.813 0.900 0.889 0.910 0.888 0.907 0.890 0.898 0.874

Qwen 2.5 14B Baseline 0.520 0.575 0.706 0.686 0.695 0.671 0.729 0.682 0.565 0.589
TinT 0.708 0.728 0.854 0.816 0.859 0.811 0.844 0.813 0.756 0.757

Table 9: Comparison between Baseline and TinT settings across Assamese (as), Bengali (bn), Hindi (hi), Marathi
(mr), and Telugu (te). Accuracy (ACC) and Cross-Lingual Consistency (CLC) are reported for models.

Model Pearson r Spearman ρ

Llama-3.1-8B-Instruct −0.717∗∗∗ −0.629∗∗

Gemma-3-12B-it −0.693∗∗ −0.542∗

Qwen2.5-14B-Instruct −0.570∗ −0.356

Table 10: Correlation between per-language average
prompt tokenization length and language-wise native-
script accuracy across 18 Indic languages. Pearson and
Spearman correlations are two-tailed. ∗p < 0.05, ∗∗p <
0.01, ∗∗∗p < 0.001.

A.10 Regional Language Model Evaluation

To assess whether the observed code-mixing gains
extend beyond general-purpose multilingual mod-
els, we additionally evaluate Sarvam-15, an Indic-
focused language model. Across the nine evaluated
Indic languages, code-mixed inputs consistently
approach the English accuracy level. For example,
Hindi improves from 0.439 in the native setting to
0.729 under code-mixing, compared with 0.737 in
English, while Odia improves from 0.450 to 0.736,
compared with 0.737 in English. These results sug-
gest that the observed code-mixing effect is not
specific to the general-purpose model families used
in our main evaluation.

B Generalization to Contextually
Mediated Knowledge Recall

To further validate our findings, we evaluate TinT
on the contextually mediated knowledge recall

5https://huggingface.co/sarvamai/sarvam-1

Language Native Code-Mixed

Bengali 0.575 0.727
Gujarati 0.612 0.738
Hindi 0.439 0.729
Malayalam 0.570 0.734
Marathi 0.637 0.725
Odia 0.450 0.736
Punjabi 0.596 0.729
Tamil 0.516 0.731
Telugu 0.596 0.733

English 0.737

Table 11: Accuracy of Sarvam-1 across native and code-
mixed Indic inputs. The English score is language-
agnostic and corresponds to the pooled English-prompt
evaluation.

benchmark of Liu et al. (2026), translated into our
five representative Indian languages. The dataset
statistics are presented in Table 12. This bench-

Variant #Inst Avg Qry Len Avg Ans Len

Liu et al. (2026) 1742 22.00 1.02

Table 12: Dataset statistics for the contextually mediated
knowledge recall benchmark of Liu et al. (2026).

mark differs from INDICKLAR in that knowledge
is accessed through naturalistic referential con-
text rather than direct entity queries, making it a
stronger test of crosslingual reasoning. Sample
lengths are also considerably longer than those in
KLAR-CLC. As shown in Table 9, TinT consis-
tently improves over the baseline across all five lan-
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guages and all three model families, demonstrating
that the gains from Translate-in-Thought prompt-
ing generalize beyond direct knowledge recall to
more contextually grounded settings.

C Language-wise Accuracy and CLC
Scores on INDICKLAR

We report the complete language-wise Accuracy
and CLC scores for all evaluated models and
prompting strategies on INDICKLAR. The corre-
sponding aggregate results are summarized in the
main paper. Tables 13 and 14 provide the corre-
sponding language-wise results.
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Lang Strategy Llama 3.1 Llama 3.2 Gemma 3 Qwen 2.5

8B 1B 3B 1B 4B 12B 1.5B 7B 14B

English Baseline 0.842 0.744 0.805 0.672 0.763 0.870 0.833 0.879 0.840

Assamese

Baseline 0.475 0.122 0.206 0.110 0.382 0.560 0.196 0.323 0.409
2Step-CM +0.195 +0.106 +0.255 +0.204 +0.157 +0.131 +0.064 +0.219 +0.207
2Step-EN +0.223 -0.040 +0.282 +0.218 +0.169 +0.207 +0.056 +0.244 +0.287

1Step-CM+Ans +0.231 +0.035 +0.218 +0.176 +0.177 +0.231 +0.103 +0.227 +0.278
1Step-EN+Ans +0.278 -0.038 +0.223 +0.213 +0.220 +0.260 +0.082 +0.251 +0.310

TinT-CM +0.166 +0.123 +0.211 +0.210 +0.173 +0.204 +0.032 +0.235 +0.260
TinT-EN +0.181 -0.004 +0.248 +0.241 +0.183 +0.221 +0.043 +0.250 +0.281

Bengali

Baseline 0.584 0.196 0.403 0.287 0.525 0.741 0.234 0.440 0.554
2Step-CM +0.194 +0.056 +0.207 +0.126 +0.178 +0.118 +0.120 +0.240 +0.217
2Step-EN +0.239 -0.023 +0.263 +0.161 +0.245 +0.158 +0.124 +0.310 +0.302

1Step-CM+Ans +0.192 -0.047 +0.172 +0.086 +0.206 +0.149 +0.124 +0.261 +0.279
1Step-EN+Ans +0.243 -0.118 +0.134 +0.193 +0.252 +0.159 +0.087 +0.288 +0.308

TinT-CM +0.138 +0.023 +0.123 +0.207 +0.195 +0.144 +0.063 +0.262 +0.271
TinT-EN +0.169 -0.074 +0.158 +0.224 +0.200 +0.149 +0.074 +0.276 +0.288

Dogri

Baseline 0.561 0.238 0.426 0.246 0.486 0.716 0.230 0.489 0.505
2Step-CM +0.211 +0.157 +0.155 +0.156 +0.184 +0.096 +0.145 +0.199 +0.276
2Step-EN +0.254 +0.066 +0.182 +0.128 +0.176 +0.132 +0.167 +0.222 +0.330

1Step-CM+Ans +0.218 +0.017 +0.163 +0.077 +0.196 +0.147 +0.218 +0.222 +0.321
1Step-EN+Ans +0.268 -0.026 +0.196 +0.154 +0.234 +0.163 +0.134 +0.229 +0.350

TinT-CM +0.198 +0.175 +0.132 +0.171 +0.179 +0.143 +0.126 +0.213 +0.308
TinT-EN +0.221 +0.070 +0.152 +0.204 +0.207 +0.145 +0.134 +0.222 +0.326

Gujarati

Baseline 0.476 0.198 0.363 0.188 0.477 0.721 0.241 0.292 0.423
2Step-CM +0.254 +0.024 +0.177 +0.163 +0.207 +0.108 +0.023 +0.308 +0.341
2Step-EN +0.304 -0.115 +0.226 +0.176 +0.220 +0.160 +0.031 +0.370 +0.384

1Step-CM+Ans +0.257 -0.066 +0.106 +0.148 +0.163 +0.158 +0.055 +0.328 +0.351
1Step-EN+Ans +0.300 -0.121 +0.130 +0.224 +0.226 +0.167 +0.034 +0.324 +0.393

TinT-CM +0.220 -0.021 +0.118 +0.180 +0.178 +0.146 +0.015 +0.324 +0.339
TinT-EN +0.247 -0.117 +0.143 +0.217 +0.175 +0.151 +0.015 +0.331 +0.361

Hindi

Baseline 0.592 0.258 0.386 0.236 0.512 0.719 0.286 0.470 0.523
2Step-CM +0.174 +0.008 +0.256 +0.167 +0.207 +0.122 +0.119 +0.210 +0.273
2Step-EN +0.210 +0.039 +0.315 +0.229 +0.233 +0.151 +0.136 +0.278 +0.317

1Step-CM+Ans +0.211 -0.019 +0.248 +0.138 +0.193 +0.155 +0.079 +0.254 +0.295
1Step-EN+Ans +0.233 -0.081 +0.255 +0.212 +0.243 +0.154 +0.074 +0.263 +0.326

TinT-CM +0.172 +0.060 +0.228 +0.170 +0.201 +0.153 +0.064 +0.239 +0.292
TinT-EN +0.194 -0.036 +0.261 +0.205 +0.200 +0.148 +0.072 +0.257 +0.307

Kannada

Baseline 0.483 0.197 0.364 0.110 0.443 0.717 0.186 0.388 0.442
2Step-CM +0.276 +0.114 +0.168 +0.152 +0.194 +0.122 +0.008 +0.151 +0.250
2Step-EN +0.304 -0.076 +0.222 +0.169 +0.235 +0.157 +0.004 +0.219 +0.332

1Step-CM+Ans +0.220 -0.023 +0.140 +0.172 +0.157 +0.150 +0.117 +0.169 +0.294
1Step-EN+Ans +0.286 -0.085 +0.107 +0.204 +0.226 +0.169 +0.055 +0.182 +0.322

TinT-CM +0.187 +0.070 +0.064 +0.227 +0.171 +0.144 +0.039 +0.153 +0.259
TinT-EN +0.213 -0.049 +0.132 +0.271 +0.167 +0.153 +0.031 +0.170 +0.275

Konkani

Baseline 0.451 0.196 0.320 0.158 0.446 0.664 0.152 0.265 0.426
2Step-CM +0.288 +0.213 +0.234 +0.249 +0.201 +0.163 +0.076 +0.343 +0.331
2Step-EN +0.359 +0.069 +0.277 +0.263 +0.221 +0.179 +0.064 +0.395 +0.341

1Step-CM+Ans +0.315 -0.019 +0.187 +0.245 +0.175 +0.202 +0.068 +0.388 +0.378
1Step-EN+Ans +0.362 -0.033 +0.217 +0.311 +0.219 +0.211 +0.011 +0.410 +0.394

TinT-CM +0.285 +0.230 +0.199 +0.255 +0.183 +0.204 +0.101 +0.374 +0.362
TinT-EN +0.300 +0.110 +0.243 +0.287 +0.208 +0.212 +0.065 +0.393 +0.379

Maithili

Baseline 0.582 0.316 0.457 0.265 0.551 0.738 0.265 0.413 0.502
2Step-CM +0.197 +0.007 +0.168 +0.146 +0.171 +0.108 +0.149 +0.257 +0.279
2Step-EN +0.222 -0.130 +0.198 +0.140 +0.161 +0.130 +0.174 +0.305 +0.323

1Step-CM+Ans +0.229 -0.027 +0.159 +0.072 +0.159 +0.131 +0.118 +0.304 +0.322
1Step-EN+Ans +0.266 -0.084 +0.160 +0.167 +0.192 +0.140 +0.096 +0.318 +0.347

TinT-CM +0.191 +0.053 +0.144 +0.166 +0.164 +0.140 +0.083 +0.296 +0.316
TinT-EN +0.207 -0.058 +0.171 +0.211 +0.168 +0.137 +0.107 +0.309 +0.339

Malayalam

Baseline 0.528 0.153 0.354 0.049 0.480 0.721 0.270 0.400 0.516
2Step-CM +0.211 +0.056 +0.175 +0.100 +0.158 +0.092 -0.029 +0.164 +0.159
2Step-EN +0.226 -0.054 +0.197 +0.112 +0.185 +0.151 -0.021 +0.236 +0.233

1Step-CM+Ans +0.161 +0.029 +0.175 +0.100 +0.117 +0.132 +0.060 +0.158 +0.207
1Step-EN+Ans +0.240 -0.002 +0.152 +0.171 +0.163 +0.146 +0.047 +0.172 +0.252

TinT-CM +0.155 +0.082 +0.127 +0.144 +0.124 +0.134 +0.007 +0.148 +0.200
TinT-EN +0.184 +0.006 +0.165 +0.194 +0.141 +0.140 +0.034 +0.159 +0.210
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Marathi

Baseline 0.592 0.242 0.399 0.303 0.537 0.764 0.310 0.443 0.579
2Step-CM +0.190 +0.020 +0.221 +0.095 +0.170 +0.081 +0.050 +0.224 +0.201
2Step-EN +0.226 +0.049 +0.259 +0.152 +0.190 +0.126 +0.059 +0.293 +0.258

1Step-CM+Ans +0.196 -0.005 +0.213 +0.064 +0.169 +0.124 +0.064 +0.263 +0.249
1Step-EN+Ans +0.234 -0.035 +0.224 +0.126 +0.221 +0.133 -0.032 +0.276 +0.279

TinT-CM +0.159 +0.065 +0.173 +0.118 +0.167 +0.113 +0.003 +0.252 +0.238
TinT-EN +0.189 -0.023 +0.211 +0.166 +0.175 +0.120 +0.001 +0.272 +0.252

Nepali

Baseline 0.556 0.227 0.352 0.156 0.518 0.714 0.289 0.439 0.364
2Step-CM +0.190 +0.064 +0.250 +0.268 +0.166 +0.109 +0.092 +0.239 +0.396
2Step-EN +0.191 -0.034 +0.197 +0.222 +0.193 +0.150 +0.133 +0.283 +0.464

1Step-CM+Ans +0.248 +0.014 +0.272 +0.150 +0.163 +0.153 +0.127 +0.277 +0.457
1Step-EN+Ans +0.265 -0.002 +0.233 +0.207 +0.219 +0.155 +0.107 +0.290 +0.480

TinT-CM +0.206 +0.113 +0.211 +0.290 +0.163 +0.145 +0.054 +0.271 +0.443
TinT-EN +0.225 -0.006 +0.263 +0.259 +0.156 +0.153 +0.081 +0.282 +0.462

Odia

Baseline 0.350 0.071 0.142 0.077 0.311 0.516 0.146 0.222 0.301
2Step-CM +0.248 +0.051 +0.042 +0.178 +0.170 +0.184 -0.002 +0.214 +0.324
2Step-EN +0.283 +0.052 +0.052 +0.167 +0.168 +0.275 -0.024 +0.250 +0.378

1Step-CM+Ans +0.198 +0.077 +0.085 +0.116 +0.157 +0.245 -0.002 +0.058 +0.305
1Step-EN+Ans +0.305 +0.018 +0.119 +0.209 +0.176 +0.283 +0.069 +0.128 +0.354

TinT-CM +0.188 +0.207 +0.037 +0.184 +0.178 +0.215 +0.009 +0.210 +0.291
TinT-EN +0.208 +0.164 +0.070 +0.172 +0.169 +0.243 +0.014 +0.251 +0.317

Punjabi

Baseline 0.476 0.187 0.344 0.118 0.417 0.654 0.206 0.339 0.494
2Step-CM +0.224 +0.033 +0.151 +0.051 +0.202 +0.098 +0.035 +0.172 +0.208
2Step-EN +0.280 -0.090 +0.218 +0.055 +0.249 +0.154 +0.036 +0.253 +0.274

1Step-CM+Ans +0.224 -0.049 +0.174 +0.072 +0.152 +0.168 +0.085 +0.234 +0.236
1Step-EN+Ans +0.291 -0.143 +0.147 +0.115 +0.181 +0.163 +0.112 +0.262 +0.297

TinT-CM +0.197 +0.005 +0.129 +0.081 +0.161 +0.149 +0.032 +0.222 +0.236
TinT-EN +0.223 -0.076 +0.144 +0.105 +0.167 +0.155 +0.050 +0.239 +0.265

Sanskrit

Baseline 0.509 0.225 0.312 0.190 0.470 0.695 0.215 0.377 0.517
2Step-CM +0.236 +0.120 +0.229 +0.202 +0.165 +0.125 +0.128 +0.272 +0.255
2Step-EN +0.282 +0.005 +0.264 +0.189 +0.151 +0.158 +0.157 +0.320 +0.296

1Step-CM+Ans +0.256 -0.004 +0.177 +0.129 +0.171 +0.159 +0.112 +0.328 +0.312
1Step-EN+Ans +0.311 -0.023 +0.281 +0.191 +0.240 +0.176 +0.065 +0.340 +0.334

TinT-CM +0.226 +0.147 +0.163 +0.274 +0.171 +0.154 +0.076 +0.307 +0.288
TinT-EN +0.261 +0.033 +0.195 +0.271 +0.190 +0.158 +0.076 +0.323 +0.313

Sindhi

Baseline 0.478 0.172 0.249 0.129 0.416 0.540 0.188 0.369 0.509
2Step-CM +0.121 +0.069 +0.079 +0.181 +0.119 +0.110 +0.101 +0.121 +0.074
2Step-EN +0.192 -0.055 +0.105 +0.152 +0.145 +0.208 +0.045 +0.081 +0.073

1Step-CM+Ans +0.193 -0.007 +0.156 +0.142 +0.123 +0.207 +0.143 +0.183 +0.128
1Step-EN+Ans +0.247 -0.066 +0.150 +0.233 +0.175 +0.249 +0.164 +0.198 +0.153

TinT-CM +0.153 +0.112 +0.117 +0.205 +0.141 +0.188 +0.127 +0.178 +0.114
TinT-EN +0.187 +0.008 +0.140 +0.252 +0.153 +0.204 +0.105 +0.189 +0.148

Tamil

Baseline 0.440 0.181 0.329 0.285 0.488 0.700 0.200 0.303 0.392
2Step-CM +0.231 -0.001 +0.166 +0.139 +0.190 +0.067 -0.018 +0.165 +0.219
2Step-EN +0.271 -0.049 +0.219 +0.149 +0.226 +0.165 -0.024 +0.194 +0.277

1Step-CM+Ans +0.231 +0.004 +0.199 +0.089 +0.185 +0.164 +0.054 +0.172 +0.276
1Step-EN+Ans +0.289 -0.080 +0.148 +0.186 +0.250 +0.175 +0.089 +0.207 +0.297

TinT-CM +0.194 +0.027 +0.084 +0.146 +0.187 +0.141 +0.010 +0.179 +0.255
TinT-EN +0.218 -0.082 +0.134 +0.194 +0.181 +0.142 +0.010 +0.198 +0.266

Telugu

Baseline 0.509 0.181 0.385 0.192 0.499 0.745 0.189 0.473 0.515
2Step-CM +0.216 +0.100 +0.189 +0.190 +0.209 +0.108 +0.011 +0.088 +0.214
2Step-EN +0.279 -0.012 +0.225 +0.179 +0.233 +0.151 +0.011 +0.139 +0.279

1Step-CM+Ans +0.182 +0.019 +0.151 +0.106 +0.195 +0.144 +0.093 +0.089 +0.242
1Step-EN+Ans +0.261 +0.018 +0.134 +0.234 +0.228 +0.153 +0.126 +0.107 +0.276

TinT-CM +0.166 +0.084 +0.107 +0.198 +0.168 +0.128 +0.020 +0.074 +0.217
TinT-EN +0.188 -0.013 +0.158 +0.286 +0.192 +0.132 +0.070 +0.096 +0.238

Urdu

Baseline 0.570 0.265 0.407 0.137 0.483 0.688 0.251 0.485 0.590
2Step-CM +0.139 -0.058 +0.138 +0.124 +0.152 +0.081 +0.116 +0.096 +0.092
2Step-EN +0.204 -0.092 +0.239 +0.134 +0.195 +0.155 +0.107 +0.172 +0.180

1Step-CM+Ans +0.190 -0.078 +0.163 +0.093 +0.132 +0.138 +0.126 +0.158 +0.174
1Step-EN+Ans +0.233 -0.140 +0.151 +0.172 +0.203 +0.147 +0.140 +0.189 +0.189

TinT-CM +0.137 -0.019 +0.112 +0.168 +0.125 +0.132 +0.120 +0.153 +0.149
TinT-EN +0.181 -0.100 +0.166 +0.205 +0.145 +0.133 +0.128 +0.170 +0.160

Table 13: Consolidated multilingual evaluation accuracy results across all model families and prompting strategies.
Scores are reported as accuracy in the range [0, 1].
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Lang Strategy Llama 3.1 Llama 3.2 Gemma 3 Qwen 2.5

8B 1B 3B 1B 4B 12B 1.5B 7B 14B

Assamese

Baseline 0.518 0.263 0.322 0.197 0.463 0.637 0.362 0.408 0.480
2Step-CM +0.170 -0.000 +0.190 +0.095 +0.113 +0.063 -0.024 +0.143 +0.142
2Step-EN +0.184 -0.133 +0.189 +0.094 +0.118 +0.135 -0.025 +0.167 +0.209

1Step-CM+Ans +0.202 -0.003 +0.158 +0.112 +0.156 +0.174 -0.057 +0.172 +0.218
1Step-EN+Ans +0.254 -0.113 +0.163 +0.140 +0.167 +0.201 -0.074 +0.195 +0.248

TinT-CM +0.191 +0.032 +0.186 +0.135 +0.140 +0.153 -0.020 +0.192 +0.212
TinT-EN +0.204 -0.070 +0.210 +0.153 +0.164 +0.165 -0.012 +0.205 +0.230

Bengali

Baseline 0.590 0.338 0.456 0.277 0.535 0.740 0.351 0.461 0.548
2Step-CM +0.152 -0.042 +0.129 +0.084 +0.140 +0.064 +0.040 +0.149 +0.168
2Step-EN +0.194 -0.142 +0.151 +0.078 +0.166 +0.124 +0.029 +0.207 +0.238

1Step-CM+Ans +0.169 -0.079 +0.106 +0.085 +0.162 +0.133 -0.006 +0.196 +0.247
1Step-EN+Ans +0.224 -0.190 +0.097 +0.130 +0.190 +0.150 -0.043 +0.215 +0.268

TinT-CM +0.166 -0.041 +0.127 +0.131 +0.158 +0.123 +0.039 +0.202 +0.236
TinT-EN +0.186 -0.120 +0.149 +0.160 +0.174 +0.132 +0.052 +0.215 +0.247

Dogri

Baseline 0.572 0.323 0.454 0.268 0.516 0.747 0.357 0.449 0.534
2Step-CM +0.182 +0.014 +0.140 +0.116 +0.159 +0.046 +0.049 +0.175 +0.202
2Step-EN +0.217 -0.106 +0.136 +0.078 +0.157 +0.092 +0.038 +0.228 +0.252

1Step-CM+Ans +0.188 -0.025 +0.121 +0.113 +0.174 +0.118 +0.028 +0.214 +0.264
1Step-EN+Ans +0.247 -0.106 +0.098 +0.142 +0.193 +0.136 -0.032 +0.239 +0.288

TinT-CM +0.196 +0.051 +0.137 +0.151 +0.167 +0.108 +0.069 +0.228 +0.260
TinT-EN +0.219 -0.037 +0.147 +0.172 +0.187 +0.111 +0.086 +0.244 +0.271

Gujarati

Baseline 0.537 0.290 0.442 0.256 0.507 0.746 0.331 0.402 0.496
2Step-CM +0.199 -0.005 +0.124 +0.091 +0.166 +0.057 +0.004 +0.199 +0.232
2Step-EN +0.230 -0.151 +0.140 +0.093 +0.178 +0.116 -0.004 +0.248 +0.274

1Step-CM+Ans +0.199 -0.044 +0.078 +0.102 +0.169 +0.124 -0.020 +0.230 +0.270
1Step-EN+Ans +0.257 -0.148 +0.077 +0.149 +0.199 +0.143 -0.068 +0.239 +0.305

TinT-CM +0.209 -0.031 +0.124 +0.126 +0.174 +0.117 +0.010 +0.246 +0.266
TinT-EN +0.226 -0.115 +0.135 +0.166 +0.184 +0.125 +0.024 +0.261 +0.283

Hindi

Baseline 0.569 0.315 0.422 0.263 0.530 0.743 0.323 0.438 0.515
2Step-CM +0.176 +0.001 +0.164 +0.119 +0.158 +0.060 +0.088 +0.175 +0.217
2Step-EN +0.210 -0.101 +0.190 +0.121 +0.168 +0.113 +0.089 +0.239 +0.273

1Step-CM+Ans +0.194 -0.027 +0.152 +0.116 +0.166 +0.123 +0.044 +0.229 +0.272
1Step-EN+Ans +0.239 -0.103 +0.133 +0.157 +0.194 +0.137 -0.003 +0.253 +0.302

TinT-CM +0.190 +0.050 +0.168 +0.159 +0.170 +0.115 +0.108 +0.236 +0.270
TinT-EN +0.210 -0.038 +0.180 +0.174 +0.176 +0.121 +0.126 +0.255 +0.284

Kannada

Baseline 0.565 0.314 0.464 0.191 0.527 0.735 0.357 0.445 0.515
2Step-CM +0.177 -0.002 +0.102 +0.082 +0.127 +0.067 -0.065 +0.109 +0.162
2Step-EN +0.206 -0.147 +0.123 +0.088 +0.148 +0.122 -0.078 +0.166 +0.227

1Step-CM+Ans +0.153 -0.033 +0.076 +0.123 +0.137 +0.131 -0.044 +0.151 +0.227
1Step-EN+Ans +0.228 -0.161 +0.050 +0.150 +0.167 +0.151 -0.088 +0.172 +0.250

TinT-CM +0.170 +0.012 +0.074 +0.150 +0.144 +0.125 -0.024 +0.161 +0.207
TinT-EN +0.182 -0.096 +0.109 +0.189 +0.146 +0.132 -0.034 +0.174 +0.218

Konkani

Baseline 0.511 0.298 0.414 0.234 0.487 0.700 0.331 0.380 0.467
2Step-CM +0.208 +0.025 +0.159 +0.117 +0.168 +0.097 -0.038 +0.225 +0.256
2Step-EN +0.257 -0.113 +0.167 +0.115 +0.172 +0.136 -0.060 +0.252 +0.274

1Step-CM+Ans +0.236 -0.039 +0.128 +0.117 +0.179 +0.157 -0.083 +0.265 +0.311
1Step-EN+Ans +0.289 -0.106 +0.119 +0.155 +0.200 +0.176 -0.134 +0.285 +0.326

TinT-CM +0.244 +0.057 +0.161 +0.147 +0.175 +0.153 +0.031 +0.270 +0.305
TinT-EN +0.259 -0.039 +0.162 +0.180 +0.193 +0.162 +0.012 +0.293 +0.320

Maithili

Baseline 0.603 0.353 0.485 0.286 0.547 0.753 0.382 0.458 0.529
2Step-CM +0.158 +0.006 +0.115 +0.114 +0.153 +0.064 +0.048 +0.166 +0.214
2Step-EN +0.185 -0.161 +0.120 +0.086 +0.151 +0.102 +0.028 +0.225 +0.263

1Step-CM+Ans +0.166 -0.047 +0.107 +0.111 +0.159 +0.120 -0.004 +0.223 +0.271
1Step-EN+Ans +0.218 -0.117 +0.087 +0.145 +0.187 +0.137 -0.047 +0.245 +0.293

TinT-CM +0.174 +0.041 +0.121 +0.158 +0.162 +0.116 +0.073 +0.232 +0.266
TinT-EN +0.190 -0.050 +0.110 +0.185 +0.177 +0.120 +0.084 +0.247 +0.280

Malayalam

Baseline 0.555 0.294 0.430 0.101 0.529 0.728 0.319 0.397 0.517
2Step-CM +0.176 -0.025 +0.130 +0.089 +0.109 +0.059 +0.021 +0.177 +0.145
2Step-EN +0.193 -0.166 +0.133 +0.100 +0.128 +0.121 +0.008 +0.229 +0.213

1Step-CM+Ans +0.160 -0.024 +0.112 +0.117 +0.117 +0.121 +0.005 +0.197 +0.206
1Step-EN+Ans +0.237 -0.114 +0.094 +0.175 +0.145 +0.144 -0.011 +0.220 +0.241

TinT-CM +0.183 +0.005 +0.127 +0.154 +0.123 +0.124 +0.044 +0.208 +0.208
TinT-EN +0.204 -0.069 +0.149 +0.193 +0.137 +0.126 +0.054 +0.215 +0.213
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Marathi

Baseline 0.577 0.301 0.451 0.288 0.547 0.760 0.338 0.459 0.552
2Step-CM +0.174 +0.014 +0.130 +0.091 +0.130 +0.053 +0.062 +0.165 +0.179
2Step-EN +0.206 -0.079 +0.152 +0.085 +0.147 +0.106 +0.057 +0.220 +0.233

1Step-CM+Ans +0.189 -0.007 +0.128 +0.105 +0.156 +0.118 +0.040 +0.212 +0.241
1Step-EN+Ans +0.238 -0.083 +0.102 +0.142 +0.182 +0.135 -0.031 +0.231 +0.266

TinT-CM +0.189 +0.046 +0.144 +0.140 +0.152 +0.107 +0.094 +0.221 +0.235
TinT-EN +0.205 -0.024 +0.157 +0.165 +0.167 +0.114 +0.105 +0.238 +0.246

Nepali

Baseline 0.555 0.326 0.431 0.248 0.521 0.737 0.357 0.449 0.442
2Step-CM +0.174 +0.012 +0.138 +0.135 +0.151 +0.060 +0.060 +0.171 +0.282
2Step-EN +0.186 -0.120 +0.113 +0.098 +0.174 +0.114 +0.054 +0.220 +0.337

1Step-CM+Ans +0.204 -0.032 +0.138 +0.119 +0.158 +0.134 +0.027 +0.210 +0.342
1Step-EN+Ans +0.251 -0.111 +0.108 +0.149 +0.195 +0.145 +0.004 +0.225 +0.365

TinT-CM +0.194 +0.043 +0.144 +0.175 +0.159 +0.123 +0.074 +0.217 +0.333
TinT-EN +0.213 -0.033 +0.166 +0.184 +0.171 +0.133 +0.079 +0.234 +0.351

Odia

Baseline 0.440 0.189 0.241 0.138 0.357 0.587 0.299 0.352 0.397
2Step-CM +0.178 -0.029 -0.009 +0.072 +0.174 +0.122 -0.095 +0.126 +0.239
2Step-EN +0.203 -0.063 -0.014 +0.065 +0.165 +0.209 -0.110 +0.162 +0.280

1Step-CM+Ans +0.131 +0.012 -0.019 +0.068 +0.176 +0.204 -0.104 -0.021 +0.247
1Step-EN+Ans +0.230 -0.058 +0.035 +0.120 +0.177 +0.235 -0.075 +0.053 +0.291

TinT-CM +0.147 +0.056 -0.017 +0.102 +0.184 +0.177 -0.068 +0.153 +0.241
TinT-EN +0.176 +0.004 +0.015 +0.086 +0.181 +0.198 -0.061 +0.183 +0.258

Punjabi

Baseline 0.528 0.281 0.433 0.183 0.485 0.708 0.289 0.410 0.509
2Step-CM +0.173 -0.054 +0.080 -0.008 +0.136 +0.031 -0.003 +0.113 +0.172
2Step-EN +0.220 -0.146 +0.117 -0.002 +0.163 +0.095 -0.012 +0.184 +0.235

1Step-CM+Ans +0.179 -0.028 +0.103 +0.058 +0.143 +0.116 +0.028 +0.178 +0.226
1Step-EN+Ans +0.251 -0.192 +0.068 +0.049 +0.150 +0.123 -0.004 +0.206 +0.272

TinT-CM +0.184 -0.086 +0.121 +0.041 +0.132 +0.104 +0.017 +0.185 +0.231
TinT-EN +0.206 -0.099 +0.135 +0.097 +0.166 +0.112 +0.075 +0.201 +0.249

Sanskrit

Baseline 0.536 0.314 0.386 0.254 0.524 0.733 0.282 0.436 0.530
2Step-CM +0.198 +0.010 +0.172 +0.109 +0.123 +0.064 +0.081 +0.183 +0.191
2Step-EN +0.236 -0.105 +0.178 +0.090 +0.132 +0.111 +0.083 +0.226 +0.243

1Step-CM+Ans +0.208 -0.023 +0.141 +0.124 +0.153 +0.125 +0.040 +0.232 +0.261
1Step-EN+Ans +0.272 -0.111 +0.162 +0.144 +0.186 +0.148 +0.007 +0.251 +0.285

TinT-CM +0.218 +0.044 +0.170 +0.171 +0.151 +0.120 +0.106 +0.241 +0.249
TinT-EN +0.239 -0.034 +0.186 +0.182 +0.168 +0.129 +0.127 +0.257 +0.265

Sindhi

Baseline 0.493 0.268 0.337 0.211 0.452 0.606 0.263 0.394 0.474
2Step-CM +0.121 -0.034 +0.048 +0.081 +0.108 +0.063 +0.028 +0.105 +0.118
2Step-EN +0.176 -0.155 +0.046 +0.048 +0.121 +0.148 -0.001 +0.082 +0.115

1Step-CM+Ans +0.169 -0.056 +0.086 +0.063 +0.128 +0.168 +0.035 +0.162 +0.186
1Step-EN+Ans +0.235 -0.141 +0.070 +0.128 +0.158 +0.204 +0.025 +0.173 +0.211

TinT-CM +0.162 -0.004 +0.086 +0.107 +0.129 +0.149 +0.053 +0.167 +0.180
TinT-EN +0.192 -0.087 +0.087 +0.141 +0.145 +0.163 +0.033 +0.183 +0.202

Tamil

Baseline 0.529 0.284 0.428 0.272 0.518 0.731 0.280 0.375 0.442
2Step-CM +0.160 -0.034 +0.110 +0.092 +0.138 +0.020 +0.001 +0.124 +0.172
2Step-EN +0.180 -0.111 +0.123 +0.086 +0.165 +0.118 -0.006 +0.150 +0.216

1Step-CM+Ans +0.163 -0.031 +0.099 +0.098 +0.156 +0.127 -0.005 +0.141 +0.238
1Step-EN+Ans +0.229 -0.155 +0.068 +0.139 +0.184 +0.144 +0.004 +0.176 +0.258

TinT-CM +0.176 -0.033 +0.082 +0.133 +0.155 +0.116 +0.037 +0.162 +0.227
TinT-EN +0.188 -0.126 +0.081 +0.164 +0.166 +0.119 +0.036 +0.180 +0.239

Telugu

Baseline 0.555 0.324 0.458 0.255 0.533 0.747 0.298 0.408 0.530
2Step-CM +0.163 -0.008 +0.118 +0.104 +0.141 +0.052 +0.003 +0.168 +0.171
2Step-EN +0.212 -0.135 +0.119 +0.078 +0.163 +0.117 -0.005 +0.212 +0.226

1Step-CM+Ans +0.148 -0.036 +0.097 +0.096 +0.161 +0.125 -0.006 +0.199 +0.217
1Step-EN+Ans +0.238 -0.145 +0.074 +0.155 +0.185 +0.144 +0.003 +0.220 +0.246

TinT-CM +0.186 -0.003 +0.114 +0.133 +0.155 +0.114 +0.026 +0.206 +0.212
TinT-EN +0.199 -0.071 +0.133 +0.173 +0.179 +0.124 +0.053 +0.222 +0.228

Urdu

Baseline 0.563 0.315 0.438 0.230 0.523 0.715 0.351 0.455 0.531
2Step-CM +0.132 -0.078 +0.113 +0.054 +0.122 +0.043 +0.014 +0.105 +0.128
2Step-EN +0.190 -0.158 +0.135 +0.054 +0.139 +0.120 +0.010 +0.163 +0.206

1Step-CM+Ans +0.168 -0.084 +0.094 +0.062 +0.124 +0.119 -0.008 +0.165 +0.218
1Step-EN+Ans +0.225 -0.152 +0.090 +0.116 +0.153 +0.136 -0.034 +0.191 +0.241

TinT-CM +0.154 -0.026 +0.107 +0.100 +0.120 +0.107 +0.008 +0.171 +0.197
TinT-EN +0.184 -0.113 +0.112 +0.130 +0.141 +0.109 +0.020 +0.191 +0.217

Table 14: Consolidated Cross-Lingual Consistency (CLC) results across all model families and prompting strategies.
Scores denote the average pairwise Jaccard overlap between the sets of correctly predicted factual indices across
multilingual language pairs.

35270



D Flip Point Analysis

We provide the full transition counts underlying
the flip-point analysis in Section 5.7. For each
baseline-incorrect instance, we record whether the
prediction is recovered under TinT-CM and, if it
remains incorrect, whether it is subsequently recov-
ered under TinT-EN. Table 15 reports these transi-
tions separately for each language and model.

E Code-Mixed Dataset Generation

The code-mixed variants in IndicKLAR were gen-
erated at the template level using GPT API. GPT
was used to produce semantically equivalent code-
mixed templates while preserving the underlying
question, placeholders, and grammatical structure
of the target Indic language. Generated templates
were manually reviewed by native speakers for flu-
ency and naturalness before inclusion in the bench-
mark.

Code-Mixed Dataset Generation

You are generating code-mixed factual
question templates for an Indic-
English factual knowledge benchmark.

Given the original factual question in
English and its corresponding <target-
language> template, generate a natural
code-mixed template that preserves
the meaning and structure of the
original question.

Follow these instructions strictly:

1. Preserve the original question meaning
and factual relation.

2. Preserve all placeholders exactly as
provided, including <subject> and <
mask>.

3. Preserve the grammatical structure of
the target language (<target-language
>) and maintain a natural word order.

4. Preserve the original question type and
relation.

5. Do not add, remove, or alter factual
information.

6. Do not translate the entire question
into English.

7. Do not translate or alter the <subject>
placeholder.

8. Preserve the answer slot exactly as <
mask>.

9. Produce a natural and concise code-
mixed template suitable for English-<
target-language> bilingual
communication.

10. Return only the generated code-mixed
template.

Original factual question:
<ENGLISH_TEMPLATE>

<target-language> template:
<NATIVE_TEMPLATE>

Code-mixed template:

F Prompting Strategies

This section presents the prompts used in our ex-
periments. Variables enclosed in angle-brackets
(SOURCE_LANG, SOURCE_SCRIPT, TARGET_LANG)
are runtime configuration parameters passed via
command-line arguments. Placeholders written in
SMALL-CAPS (e.g., QUESTION, ANSWER) represent
concrete values filled in at runtime from the dataset.

F.1 Baseline Prompting

We evaluate models under a 3-shot cloze-
completion setting. Each prompt is constructed
from a relation-specific template containing two
placeholders: <subject>, filled with the entity
name, and <mask>, which is removed to leave an
open-ended sentence for the model to complete.
For each test instance, three demonstrations are
sampled from the same relation and language, and
prepended as few-shot pairs. The test item is ap-
pended without its target, and the model generates
the answer as a greedy continuation. Each demon-
stration line is formed by filling <subject> with
the entity name, stripping <mask>, and appending
the gold object with a single leading space. The test
item omits the target entirely, prompting the model
to continue the incomplete sentence. A prediction
is accepted as correct if it is a case-insensitive pre-
fix of the gold answer, or vice versa.

A second variant extends this setup by appending
the set of candidate answers directly to the test item,
followed by an Answer: marker, while keeping the
three few-shot demonstrations in the same plain
completion format. When candidate answers are
available, the test item is constructed by appending
the candidate list and the Answer: marker to the
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Model Language Baseline Wrong Baseline → TinT-CM TinT-CM → TinT-EN
(Wrong to Correct) (Wrong to Correct)

Llama-3.1-8B-Instruct

Assamese 1375 561 61
Bengali 1090 466 77
Hindi 1068 534 64
Marathi 1069 518 76
Telugu 1286 536 84

Gemma-3-12B-it

Assamese 1153 615 75
Bengali 678 416 38
Hindi 735 432 23
Marathi 618 346 36
Telugu 669 377 33

Qwen2.5-14B-Instruct

Assamese 1549 742 87
Bengali 1169 746 58
Hindi 1248 805 58
Marathi 1102 674 54
Telugu 1271 629 77

Table 15: Transition analysis for the TinT setting (Baseline → TinT-CM → TinT-EN) across five representative
Indian languages and three evaluated LLMs. The table reports the number of baseline-incorrect instances and the
subset of those instances that transition from incorrect to correct under TinT-CM and then under TinT-EN, explicitly
separating the recoveries achieved after the code-mixing transition from those achieved after the subsequent through-
English reasoning transition.

filled template. If no candidates are provided, the
prompt falls back to the plain completion format
described above.

Baseline Prompts

[template with <subject_1> filled] <
answer_1>

[template with <subject_2> filled] <
answer_2>

[template with <subject_3> filled] <
answer_3>

[template with <subject_4> filled]

[Baseline]

[template with <subject_1> filled] <
answer_1>

[template with <subject_2> filled] <
answer_2>

[template with <subject_3> filled] <
answer_3>

[template with <subject_4> filled]
Candidates: <candidate_1>, <candidate_2>,

..., <candidate_n>
Answer:

[Baseline + Candidates]

F.2 Two-Step Prompting Strategy

The 2 Step strategy decomposes each query into
two sequential inference passes. Stage 1 reformu-
lates the source-language question into an interme-
diate form; Stage 2 receives that reformulated ques-
tion together with three in-context demonstrations

and selects the correct answer from the candidate
list. Both stages return structured JSON output. We
evaluate three reformulation strategies under this
framework.

F.2.1 English Reformulation

Stage 1 translates the source-language question into
English. Stage 2 receives the English question and
answers in the source script.

Stage 1 — Translation.

English Reformulation — Stage 1

You are a translator.
Translate the following question from <

SOURCE_LANG> (<SOURCE_SCRIPT>)
into English.

Output ONLY: {"translation": "..."}

Q: <QUESTION>
Output:

Stage 2 — Answer. The English question from
Stage 1 is presented alongside three source-
language demonstrations, each showing the origi-
nal question, its candidates, and the gold answer.
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(a) Dogri (b) Gujarati (c) Kannada (d) Konkani

(e) Maithili (f) Malayalam (g) Marathi (h) Nepali

(i) Odia (j) Punjabi (k) Sindhi (l) Tamil

(m) Urdu

Figure 11: Relation-wise performance comparison of TinT prompting and baseline prompting across the remaining
13 languages using meta-llama/Llama-3.1-8B-Instruct.

English Reformulation — Stage 2

You are answering a factual question in
English.

Select the correct answer from the
candidates and write

it in <SOURCE_LANG> (<SOURCE_SCRIPT>).

Output ONLY: {"answer": "..."}

Rules:
- Answer MUST be from the candidate list
- Answer MUST be in <SOURCE_SCRIPT> script

Q: <QUESTION_1>
Candidates: <CANDIDATES_1>

Output: {"answer": "<ANSWER_1>"}

Q: <QUESTION_2>
Candidates: <CANDIDATES_2>
Output: {"answer": "<ANSWER_2>"}

Q: <QUESTION_3>
Candidates: <CANDIDATES_3>
Output: {"answer": "<ANSWER_3>"}

Q: <TRANSLATED_QUESTION>
Candidates: <CANDIDATES>
Output:
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Figure 12: Extended layer-wise logit-lens analysis for Baseline, 2Step, TinT-CM, and TinT-EN prompting. We
track the rank of the correct answer token across model layers, where lower rank indicates a stronger preference
for the correct answer. The trajectories provide a layer-wise comparison of how the different prompting strategies
recover the correct answer representation.

F.2.2 Code-Mixed Reformulation

Stage 1 converts the source-language question
into a code-mixed form, preserving the source-
language grammatical structure while replacing
content words with English equivalents in Roman
script. Stage 2 answers the code-mixed question in
the source script.

Stage 1 — Code-Mixed Conversion.

Code-Mixed Reformulation — Stage 1

You are a STRICT translator performing
code-mixing.

Convert this <SOURCE_LANG> (<SOURCE_SCRIPT
>) question into

<TARGET_LANG> (Roman script), preserving
the original structure.

Definition of code-mixing:
- Keep <SOURCE_LANG> function words in

romanized form
- Replace ONLY content words with English

equivalents
- Preserve word order exactly
- Output MUST NOT be a fully fluent

English sentence

Example (Hinglish):
Input: Bharat ki rajdhani kya hai?
Output: Bharat ki capital kya hai?

Output ONLY: {"translation": "<code-mixed
question>"}

Q: <QUESTION>
Output:

Stage 2 — Answer. Stage 2 is identical in struc-
ture to the English reformulation Stage 2, with
three source-language demonstrations and the code-
mixed question as the test item.

Code-Mixed Reformulation — Stage 2

You are answering a factual question in <
TARGET_LANG>.

This uses <SOURCE_LANG> grammar with
English vocabulary

(Roman script).
Output ONLY: {"answer": "..."} in <

SOURCE_SCRIPT> script.

Rules:
- Answer MUST be from the candidate list
- Answer MUST be in <SOURCE_SCRIPT> script

Q: <QUESTION_1>
Candidates: <CANDIDATES_1>
Output: {"answer": "<ANSWER_1>"}
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Q: <QUESTION_2>
Candidates: <CANDIDATES_2>
Output: {"answer": "<ANSWER_2>"}

Q: <QUESTION_3>
Candidates: <CANDIDATES_3>
Output: {"answer": "<ANSWER_3>"}

Q: <CODE_MIXED_QUESTION>
Candidates: <CANDIDATES>
Output:

F.2.3 Transliteration-Based Reformulation

Stage 1 phonetically converts the <source-
language> question from its native script into Ro-
man script without translating any words. Stage 2
answers the romanized question in the source script.
This variant isolates the effect of script conversion
alone, keeping all vocabulary in the source lan-
guage.

Stage 1 — Transliteration.

Transliteration — Stage 1

You are a transliterator. Convert the
following <SOURCE_LANG>

question from <SOURCE_SCRIPT> into Roman/
Latin script.

- Rewrite every word phonetically in Roman
script

- Do NOT translate or replace any word
- Preserve all words and their order

exactly

Output ONLY: {"translation": "<romanized
question>"}

Q: <QUESTION>
Output:

Stage 2 — Answer. Stage 2 is identical in struc-
ture to the code-mixed Stage 2, using three source-
language demonstrations and the romanized ques-
tion as the test item.

One-Step Prompting Strategy The one-step
strategy performs reformulation and answering in
a single inference pass. We evaluate four variants
under this framework, organized by reformulation
type.

F.2.4 English Setting

TinT-EN. The model is instructed to internally
translate the source-language question into English

before answering. The translation never appears in
the output; only the answer is returned.

TinT-EN

You are answering factual questions
written in <SOURCE_LANG>

(<SOURCE_SCRIPT> script).

You MUST internally translate the question
into <TARGET_LANG>

to fully understand its meaning. This
translation is ONLY

for internal reasoning --- do NOT output
it.

Select the correct answer from the
candidates.

Answer MUST be from the candidate list.
Answer MUST be in <SOURCE_SCRIPT> script

only.

Output ONLY: {"answer": "<candidate>"}

Q: <QUESTION_1>
Candidates: <CANDIDATES_1>
Output: {"answer": "<ANSWER_1>"}

Q: <QUESTION_2>
Candidates: <CANDIDATES_2>
Output: {"answer": "<ANSWER_2>"}

Q: <QUESTION_3>
Candidates: <CANDIDATES_3>
Output: {"answer": "<ANSWER_3>"}

Q: <QUESTION>
Candidates: <CANDIDATES>
Output:

1Step-EN+Ans. The model outputs both an En-
glish translation and the <source-script> answer
in a single JSON object. The translation field is
logged for analysis; only the answer field is evalu-
ated.

1Step-EN+Ans

You are answering factual questions
written in <SOURCE_LANG>

(<SOURCE_SCRIPT> script).

Translate the question into <TARGET_LANG>,
then select the

correct answer from the candidates.

Output ONLY:
{"translation": "<English sentence>", "

answer": "<candidate>"}
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Rules:
- Translation MUST be a fluent <

TARGET_LANG> sentence
- Translation MUST NOT contain <

SOURCE_SCRIPT> text
- Answer MUST be chosen from the candidate

list
- Answer MUST be in <SOURCE_SCRIPT> script

only

Q: <QUESTION_1>
Candidates: <CANDIDATES_1>
Output: {"answer": "<ANSWER_1>"}

Q: <QUESTION_2>
Candidates: <CANDIDATES_2>
Output: {"answer": "<ANSWER_2>"}

Q: <QUESTION_3>
Candidates: <CANDIDATES_3>
Output: {"answer": "<ANSWER_3>"}

Q: <QUESTION>
Candidates: <CANDIDATES>
Output:

F.2.5 Code-Mixed Setting
TinT-CM The model is instructed to internally
perform a code-mixed transformation before an-
swering. This intermediate step is never output;
only the answer appears in the response.

TinT-CM

You are answering factual questions
written in SOURCE_LANG

(SOURCE_SCRIPT script).

Before answering, internally convert the
question to

TARGET_LANG by keeping SOURCE_LANG grammar
and replacing

only content words with English (Roman
script). Do NOT

output this step.

Example of the internal transformation:
Input: Bharat ki rajdhani kya hai?
Internal: Bharat ki capital kya hai?

Select the correct answer from the
candidates.

Answer MUST be from the candidate list.
Answer MUST be in SOURCE_SCRIPT script

only.

Output ONLY: {"answer": "<candidate>"}

Q: <QUESTION_1>
Candidates: <CANDIDATES_1>
Output: {"answer": "<ANSWER_1>"}

Q: <QUESTION_2>
Candidates: <CANDIDATES_2>
Output: {"answer": "<ANSWER_2>"}

Q: <QUESTION_3>
Candidates: <CANDIDATES_3>
Output: {"answer": "<ANSWER_3>"}

Q: <QUESTION>
Candidates: <CANDIDATES>
Output:

1Step-CM+Ans. The model outputs both a code-
mixed transformation and the source-script answer
in a single JSON object. The code-mixed field
is logged for analysis; evaluation uses only the
answer field.

1Step-CM+Ans

You are answering factual questions
written in <SOURCE_LANG>

(<SOURCE_SCRIPT> script).

Convert the question to code-mixed <
TARGET_LANG> (<SOURCE_LANG>

grammar + English content words in Roman
script), then

select the correct answer from the
candidates.

Example:
Input: Bharat ki rajdhani kya hai?
Code-mixed: Bharat ki capital kya hai?

Output ONLY:
{"translation": "<code-mixed question>", "

answer": "<candidate>"}

Rules:
- Translation MUST preserve <SOURCE_LANG>

word order
- Translation MUST NOT be fully fluent

English
- Answer MUST be chosen from the candidate

list
- Answer MUST be in <SOURCE_SCRIPT> script

only

Q: <QUESTION_1>
Candidates: <CANDIDATES_1>
Output: {"answer": "<ANSWER_1>"}

Q: <QUESTION_2>
Candidates: <CANDIDATES_2>
Output: {"answer": "<ANSWER_2>"}

Q: <QUESTION_3>
Candidates: <CANDIDATES_3>
Output: {"answer": "<ANSWER_3>"}
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Q: <QUESTION>
Candidates: <CANDIDATES>
Output:

CoT Prompts

Answer the following question.
Output JSON with 'reasoning' (1-2

sentences) and 'answer'.

Q: [template with <subject_1> filled]
Output: {"reasoning": "...", "answer": "<

answer_1>"}

Q: [template with <subject_2> filled]
Output: {"reasoning": "...", "answer": "<

answer_2>"}

Q: [template with <subject_3> filled]
Output: {"reasoning": "...", "answer": "<

answer_3>"}

Q: [template with <subject_4> filled]
Output:

[Baseline + CoT]

Answer the following question.
Output JSON with 'reasoning' (1-2

sentences) and 'answer'.

Q: [template with <subject_1> filled]
Output: {"reasoning": "...", "answer": "<

answer_1>"}

Q: [template with <subject_2> filled]
Output: {"reasoning": "...", "answer": "<

answer_2>"}

Q: [template with <subject_3> filled]
Output: {"reasoning": "...", "answer": "<

answer_3>"}

Q: [template with <subject_4> filled]
Candidates: <candidate_1>, <candidate_2>,

..., <candidate_n>
Output:

[Baseline + Candidates + CoT]
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