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Abstract

A key goal in psycholinguistics is to quantify
real-time language processing effort. A no-
table amount of literature links the processing
effort to the amount of unexpected informa-
tion carried by the new input. However, such
theories fail to capture the dynamic evolution
of comprehenders’ interpretation which may
involve revision and operate under cognitive
constraints. We propose peak information flux,
a metric that better captures the cost of reanaly-
sis through a resource rational framework. We
characterize language comprehension as con-
tinuous belief updating under finite information
processing capacity and that the maximal rate
of belief change signals language processing
effort. We validate the performance of peak
information flux on Syntactic Ambiguity Pro-
cessing and Natural Stories corpora featuring
self-paced reading time and a variety of eye-
tracking metrics representing different stages
of lexical processing. Peak information flux
predicts reading behavior across multiple mea-
sures and complements surprisal in measures
associated with reinterpretation and recovery.
Additional analyses reveal that garden-path
constructions exhibit delayed and asymmetric
information flux dynamics, supporting the hy-
pothesis of a sustained probabilistic revision
process. Our model provides an information-
theoretic metric for language comprehension
under resource constraints.
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1 Introduction

Language comprehension is constrained by finite
computational resources. Comprehenders continu-
ously update probabilistic beliefs based on incom-
plete perceptual evidence and finite information
processing capacity. A large body of work has ar-
gued that comprehension is often shallow or “good-
enough” (Ferreira et al., 2002; Ferreira and Stacey,
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2000). Comprehenders may rely on partial informa-
tion to arrive at a more plausible alternative inter-
pretation before constructing fully veridical inter-
pretations (Ryskin et al., 2018, 2021; Futrell et al.,
2020; Gibson et al., 2013; Levy, 2011). Such in-
terpretations may be revised as additional evidence
accumulates (Christianson et al., 2001; Norris and
Kinoshita, 2008). These findings suggest that lan-
guage comprehension is a dynamic process that
involves continuous competition between multiple
sources of information, uncertainty over perceptual
input and cognitive constraints.

It has been challenging to quantify the complex
dynamic process of language comprehension, espe-
cially when it involves reinterpretation. The proba-
bilistic theories of language processing have linked
the processing difficulty to the amount of new in-
formation conveyed by the input. In particular,
surprisal theory proposes that language processing
difficulty is linearly related to the unexpectedness
of the current input given previous contextual infor-
mation, often operationalized with contextualized
next word probability in contemporary language
models (Levy, 2008; Hale, 2001). The surprisal
theory has successfully predicted language process-
ing difficulties across multiple paradigms and lan-
guages (Frank and Bod, 2011; Smith and Levy,
2013; Boston et al., 2008; Wilcox et al., 2020;
Shain et al., 2022; Wilcox et al., 2023; Xu et al.,
2023; Michaelov and Bergen, 2020; Frank et al.,
2013). However, surprisal-based theories charac-
terize comprehension difficulty primarily in terms
of static prediction error, and therefore do not fully
capture the temporal dynamics of interpretive revi-
sion. Inputs with similar surprisal values can differ
substantially in processing difficulty depending on
the availability of competing interpretations and
the extent of reinterpretation required to resolve
ambiguity. This limitation is especially evident in
garden-path constructions and recoverable anoma-
lies, where difficulty often reflects prolonged com-
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petition among interpretations rather than unexpect-
edness alone. van Schijndel and Linzen (2021) and
Huang et al. (2024) have shown that surprisal tends
to underestimate the size of garden path effects,
and could not predict the magnitude of garden-path
effects across different constructions.

A variety of theories have attempted to address
language processing under uncertainty and cogni-
tive pressure. Futrell et al. (2020) proposes that
comprehenders maintain imperfect memory rep-
resentations of prior context. Similarly, rational
inference theories argue that comprehenders contin-
uously evaluate multiple candidate interpretations
under uncertainty, and that comprehension diffi-
culty depends on the comparative probability of al-
ternative interpretations (Gibson et al., 2013; Clark
et al., 2025; Ryskin et al., 2018; Vigly et al., 2025).
Giulianelli et al. (2023, 2024) demonstrate that
reading difficulty is sensitive to distances from plau-
sible alternatives and that surprisal adjusted based
on similarity to alternatives could account for read-
ing times better. The Uniform Information Density
hypothesis similarly links processing constraints
to information rate, proposing that language users
tend to distribute information relatively uniformly
across linguistic units to avoid local peaks in pro-
cessing demand (Jaeger and Levy, 2006; Meister
et al., 2021). Others have taken a resource rational
approach to understand cognition under constraints
(Lieder and Griffiths, 2020; Zaslavsky et al., 2018,
2021; Cheyette and Piantadosi, 2020; Sims, 2016,
2018). Memory-based approaches have also been
tried, such as embedding depth in parser models
(van Schijndel et al., 2012), modeling constraints
on total memory storage. In particular, Li and
Futrell (2024) formalize comprehension as an opti-
mal tradeoff between interpretation accuracy and
processing depth, and link processing effort to the
rate of change in processing depth.

In this paper, we propose an information-
theoretic metric peak information flux, or PIF, that
quantifies language processing effort under cog-
nitive constraints. We model comprehension as
the evolution of an interpretation distribution over
possible meanings as evidence accumulates over
time. The processing depth is constrained by a
finite information-processing capacity, which in
turn constrains the rate at which processing depth
can increase. We define the rate of change in pro-
cessing depth as the information processing flux,
representing the rate at which the comprehender re-
organizes probabilistic beliefs during interpretation.

We further propose that comprehension effort can
be approximated by the peak information flux: the
maximal instantaneous processing demand encoun-
tered during processing. We test this hypothesis on
two large-scale reading datasets and compare peak
information flux against surprisal as a predictor
of reading behavior across multiple reading-time
measures. Our results show that peak information
flux consistently predicts human reading times and
captures variance beyond standard surprisal-based
accounts. In syntactic ambiguity constructions, the
model explains differences in garden-path difficulty
as a consequence of sustained probabilistic reinter-
pretation rather than the total amount of new infor-
mation (surprisal) alone. Our findings suggest that
language comprehension difficulty is shaped by the
temporal dynamics of belief updating under finite
processing bandwidth.

2 Model

Belief update We hypothesize that language
comprehension involves instantaneous and grad-
ual belief updating upon receiving perceptual ev-
idence. We formalize this process as updating a
probability distribution over candidate interpreta-
tions. Let ¢ denote the preceding linguistic context,
x the observed word, and w € WV a possible can-
didate interpretation of that word. Before process-
ing z, the comprehender has a prior distribution
po(w | ¢). During processing, perceptual evidence
from x modifies this distribution. We denote the
interpretation distribution after ¢ units of model
processing by p(w | z, ¢).

Processing depth We assume that changing
an interpretation away from prior expectations
requires information processing. Following a
rate—distortion view (Zaslavsky et al., 2021; Lieder
and Griffiths, 2020; Vigly et al., 2025), we quantify
the amount of such processing by the information
gained in moving from the prior distribution pg to
the current interpretation distribution p;. For an
input x, we define its processing depth at time ¢ as

D(t) = D [pe(w [z, ¢) [ po(w | )] . (D)

Importantly, we assume that this belief revision
cannot occur without limit. At any point during
processing, the comprehender has access to a fi-
nite amount of information-processing capacity
C(t). The interpretation distribution is therefore
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Figure 1: Illustration of model behavior for three continuations in the context The storyteller could turn any incident
into an amusing .... The top panels show how the interpretation policy p(w|x) evolves as processing depth increases
with . The bottom panels show cumulative processing depth D(t) and processing rate D’(¢). The visualization is
adapted from Li and Futrell (2024) but using a differing candidate set and including additional visualizations. The

example sentence is adapted from Ryskin et al. (2021).

constrained such that:

D(t) < C(t). (2)

The constraint does not imply that comprehenders
deliberately calculate KL. divergence. Rather, KL
divergence provides an information-theoretic de-
scription of the extent to which perceptual evidence
has been allowed to alter prior expectations.

Optimal interpretation policy The goal of lan-
guage comprehension is to minimize the distortion
between internal interpretation and perceptual in-
put. Let d(w,z) denote the distortion between
candidate interpretation w and perceptual input x.
At a given processing depth, comprehension min-
imizes expected distortion given the constraint of
information-processing capacity:

min E
pe(wlz) p(x)ps (w]z)

[d(w,z)]s.t. D(t) < C(t). (3)

The constrained optimization has the solution:

pe(w | ) o< po(w) e AW 4

where \(t) controls the relative influence of per-
ceptual evidence and prior expectations. This for-
mulation is closely related to the rate—distortion
account of language comprehension developed by
Li and Futrell (2023, 2024).

The optimal interpretation policy offers an in-
tuitive interpretation of processing depth. When

A = 0, the interpretation is determined entirely by
prior expectations and D(¢) = 0. As ) increases,
candidates with greater distortion are progressively
penalized and perceptual evidence exerts more in-
fluence. Because the observed word itself has zero
distortion from z, sufficiently deep processing con-
centrates probability on the veridical input. Thus,
increasing A will shift comprehenders’ interpreta-
tion from a shallow, expectation-driven one to a
veridical one.

Information flux and processing effort The
temporal dynamics defined above are central to
account for the processing effort. Consider two
inputs that ultimately require the same total depar-
ture from prior expectations. For one input, the
change might occur gradually over the processing
trajectory. For another, a large amount of proba-
bility mass might need to be redistributed over a
short interval. A resource-limited processing sys-
tem should be more strongly challenged in the sec-
ond case even when the final processing depth is
comparable.

We define information flux as the instantaneous
rate of change in processing depth dzgt). Informa-
tion flux measures how rapidly information from
the perceptual input is changing the comprehen-
der’s interpretation. We argue that processing ef-
fort should be particularly sensitive to the largest
instantaneous demand placed on a finite-capacity
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processing system. We propose that the processing
effort could be quantified as the peak information

flux:

dD(t)

Peak information flux and surprisal characterize
different aspects of processing. Surprisal quan-
tifies the amount of information provided by the
new input that actually occurs. Peak information
flux instead depends on the distribution of probabil-
ity over competing interpretations, their similarity
to the observed input, and the trajectory through
which that distribution changes as processing deep-
ens. Consequently, two equally surprising words
can have different peak information flux. If the
alternatives favored by context are readily distin-
guishable from the input, probability can move
directly toward the target. If a highly expected al-
ternative closely resembles the target, the system
may initially maintain the expected interpretation
and only later revise it, producing a qualitatively
different information-flux trajectory.

Figure 1 illustrates this distinction. Following
The storyteller could turn any incident into an
amusing..., the expected continuation anecdote is
strongly supported by the context. For the form-
similar but unexpected input antidote, early pro-
cessing can therefore favor anecdote before evi-
dence accumulates in favor of antidote. The result-
ing processing trajectory contains an initial move-
ment toward the plausible alternative followed by
subsequent reinterpretation of the input. By con-
trast, an unexpected continuation whose percep-
tual evidence strongly distinguishes it from the
expected alternatives can produce a more direct
redistribution of probability. Peak information flux
is designed to quantify these differences in the dy-
namics of reinterpretation. We hypothesize that
processing difficulty increases when comprehen-
sion requires a large amount of probabilistic belief
revision to occur within a narrow portion of the
processing trajectory.

max F(t)=m

Implementation The framework above requires
three quantities for each observed word: a set of
candidate interpretations YV, a prior probability
po(w | ¢) over those candidates, and a distortion
function d(w, x).

We approximate the set of interpretations that
may compete during word recognition using three
complementary sources. For each target word, we

retrieve: the 100 highest-probability contextual
continuations from GPT-2 small given the preced-
ing context (Radford et al.); 100 semantically sim-
ilar words based on GloVe cosine similarity (Pen-
nington et al., 2014); and 100 form-similar words
selected from the SUBTLEX-US dataset (Brys-
baert and New, 2009) using character-level Lev-
enshtein edit distance. The observed target word
is also explicitly included. We then combine and
deduplicate these sets, producing at most 301 can-
didates for a target position. We use GPT-2 small
to estimate contextual expectations. These prob-
abilities are renormalized over the candidate set.
Distortion is operationalized using character-level
Levenshtein edit distance (Bachmann, 2025).

We parameterize the processing trajectory by in-
creasing A(t) = Aot, where A\g = A\pax /T, T is
the number of processing steps, and Apax is chosen
sufficiently large for the interpretation distribution
to converge. We evaluate D(¢) along this trajec-
tory and obtain the corresponding information-flux
trajectory from changes in processing depth across
successive steps. For each dataset, we assign a
single T that is large enough for the interpretation
distributions to converge.

3 Study 1: Eye-Tracking on Syntactic
Ambiguity Processing

3.1 Dataset

We use the Syntactic Ambiguity Processing Bench-
mark (Timkey et al., 2026) collected from 424 sub-
jects featuring different types of syntactically am-
biguous sentences compared with counterpart con-
trol. It collects word-by-word data via eye trackers
on the time spent reading each word, collecting 4
measures: the forward reading time for word n, a
binary measure encoding whether that word is a
regression, the total fixation time on word n where
word n is a word regressed from, and the duration
of all first fixations on word n and the duration of
fixations on words regressing from word n. We
use these data to benchmark our model against sur-
prisal in predicting reanalysis difficulty.

3.2 Experimental Setup

We analyzed five eye-tracking measures: forward
reading time, gaze duration, go-past time, first-
pass regressions out, and total reading time. Prior
to analysis, we removed observations by metric
by construction greater than 3 standard deviations
from that metric’s mean, excluded the first word
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of each passage, discarded missing reading-time
observations, and excluded data from participants
whose comprehension-question accuracy fell below
80%. For regressions out, we used total reading
time as the metric for filtering by standard deviation
since regressions out isn’t time based.

We fit linear mixed-effects regression models
(Bates et al., 2015). The baseline model included
the log frequency of current and previous word de-
rived from SUBTLEX-US using LglOWF as well
as the current word position. We then compared
this baseline against models additionally includ-
ing either peak information flux or surprisal as
predictors. All models are maximally converg-
ing with by-subject and by-item random effects.
For each model, we report BIC values to com-
pare their performance using REML = FALSE. P-
values for fixed-effect slopes were calculated via
lmerTest, which implements Satterthwaite’s ap-
proximation (Kuznetsova et al., 2017). Optimiza-
tion made use of the bobyqa optimizer with a max-
imum of 200, 000 function evaluations.

We use this dataset with peak information flux.
We evaluated against surprisal, calculated as stan-
dard — log p(w | context) using GPT-2. For multi-
token words, we summed the surprisals of each
token. We fit each predictor against forward read-
ing time, gaze duration, go-past time, first-pass
regressions out, and total reading times from the
Syntactic Ambiguity Processing Benchmark. In
addition to the aforementioned predictors, we also
fit max; D’(t) + surprisal + controls to each metric
in order to test whether max; D’(t) explains addi-
tional variance in regression times beyond surprisal.
We do these evaluations by metric constrained to
just the critical and spillover words fitting one com-
bined model on both word types for each metric
due to sample size constraints for either metric
alone. We also do evaluations by three types of gar-
den path sentences: Main Verb/Reduced Relative
(MV/RR), Intransitive/Transitive (NP/Z) and Noun
Phrase/Sentential Complement (NP/S).

3.3 Eye-Tracking Regression Results

Table 1 compares surprisal and peak information
flux (PIF) as predictors of reading behavior across
five eye-tracking measures and three garden-path
constructions. Overall, PIF yields lower BIC in 10
of the 15 comparisons. The clearest advantages for
PIF occur for MV/RR total reading time (A BIC
= 9.97), NP/S go-past time (4.29), and MV/RR
forward reading time (3.40). In contrast, surprisal

BIC
Construction N Surprisal max; D'(t) ABIC
Forward reading time
MV/RR 985 12657.24 12653.84 3.40
NP/S 1,353 17078.50 17079.33 —0.83
NP/Z 1,060 13450.22 13457.71  —7.49
Gaze duration
MV/RR 1,874 24074.75 24073.60 1.15
NP/S 1,894 23981.08 23980.83 0.25
NP/Z 1,864 23699.56 23709.50 —9.94
Go-past time
MV/RR 1,865 30585.78 30585.77 0.01
NP/S 1,886 28639.47 28635.18 4.29
NP/Z 1,858 30388.13 30387.29 0.84
First-pass regressions out
MV/RR 1,864 2588.59 2587.54 1.05
NP/S 1,897 2266.88 2265.83 1.06
NP/Z 1,860 2556.40 2556.50 —0.10
Total reading time
MV/RR 2,014 31639.16 31629.19 9.97
NP/S 2,067 30608.08 30610.14 —2.06
NP/Z 2,046 31389.62 31389.47 0.16

Table 1: BIC for the surprisal and max; D’(t) mod-
els, fit separately per garden-path construction (MV/RR,
NP/S, NP/Z) on the full critical + spillover region, with
the better-fitting model in bold. ABIC is computed
as surprisal — max; D’(t), so positive values favor
max; D'(t). N represents the total amount of obser-
vations on which each model was fit. The ABIC values
were calculated with greater precision, meaning they
may not be the perfect difference between the other two
columns.

is strongly favored for NP/Z gaze duration (-9.94)
and forward reading time (-7.49). Differences for
first-pass regressions are negligible across all three
constructions. Joint models containing both pre-
dictors further indicate that their contributions de-
pend on construction and reading measure. PIF
explains unique variance in NP/S go-past time and
MV/RR total reading time, whereas surprisal ex-
plains unique variance in NP/Z forward reading
time and gaze duration (see Appendix A). These
results suggest that PIF and surprisal capture par-
tially overlapping but dissociable components of
processing difficulty, with PIF providing additional
explanatory value in some conditions associated
with later processing and reinterpretation.

3.4 Analysis of Garden Path Effect

To capture the model performance on the garden
path effect, we use the generalization paradigm
developed in Timkey et al. (2026). First, we fit
linear mixed-effects models on the filler sentences
from the Syntactic Ambiguity Processing Bench-
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Figure 2: Empirical and simulated garden path effect
size derived from the generalization paradigm. "regout"
represents regressions out, "gz" and "gzbk" represent
gaze duration and regressive gaze duration, a variant
restricted to only words where a regressive saccade oc-
curred, and "gp" and "gpbk" are go-past and regressive
go-past times. "Human" refers to the empirical garden
path effect computed from SAP’s reading time data.

mark to estimate baseline reading-time effects for
different predictors. We separately fit models using
surprisal and peak information flux as predictors,
as well as a joint model containing both predic-
tors. Second, we analyzed the garden-path sen-
tences using Bayesian models through the brms R
package (Biirkner, 2021). For each word in the am-
biguous and unambiguous sentence versions, the
dependent variable was the reading-time predic-
tion generated by the corresponding linear mixed-
effects model. The primary predictor was sentence
ambiguity. This procedure allowed us to evalu-
ate the extent to which each predictor captures the
reading-time differences associated with syntactic
ambiguity.

Fig. 2 compares the empirical garden-path effect
with effects predicted from surprisal and PIF. Both
predictors substantially underestimate the empiri-
cal effect across several measures. PIF is numeri-

cally closer to the human effect for some regressive
measures at the spillover region, particularly go-
past and regressive go-past time. However, confi-
dence intervals overlap broadly, and neither predic-
tor shows a consistent advantage across measures.
Thus, PIF shows limited improvement in capturing
the magnitude of garden-path effects, particularly
in some later processing measures, but does not
fully account for the observed disambiguation cost.

4 Study 2: Self-Paced Reading on Natural
Stories

In Study 2, we extend the analysis to the Natural
Stories Corpus, a large-scale naturalistic self-paced
reading dataset containing many rare and syntacti-
cally complex constructions (Futrell et al., 2018).

4.1 Dataset

We evaluated on the Natural Stories dataset, con-
taining 10 stories of naturalistic text and self-paced
reading data from 181 subjects. The stories contain
a total of 10,256 words. There are only a total of
800, 480 observations due to our filtering process
and the fact that not all participants read all stories
in the dataset, with an initial NV of 848, 875.

4.2 Experimental Setup

The setup of linear mixed-effects models is simi-
lar to Study 1. We also include additional controls,
with everything in the Eye-Tracking models as well
as word length and previous word length. We also
included a more defined random effects structure,
with random intercepts and slopes without correla-
tions for both subjects and items.

4.3 Results

Predictor N BIC
surprisal 800,480 9480188.16
max; D'(t) 800,480 9479998.00
ABIC 190.16

Table 2: BIC for surprisal and information flux on Nat-
ural Stories self-paced reading. N represents the total
amount of observations on which each model was fit.
ABIC shows surprisal — max; D’ (t).

Table 2 displays our ABIC values on the Natu-
ral Stories dataset for self-paced reading time. On
Natural Stories, the standalone PIF model yields
a lower BIC than the surprisal model (ABIC =
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190.16). In the joint model, however, surprisal re-
mains a significant predictor (partial » = .723),
whereas PIF does not (r = —.078; Appendix B).
PIF predicts naturalistic reading times well when
considered independently, but does not explain sub-
stantial unique variance beyond surprisal in this
dataset.

5 Information Flux Analysis

We have established peak information flux as a
predictor of reading-time measures, particularly
in metrics associated with reinterpretation and re-
covery. Here we examine the temporal dynamics
surrounding information flux in order to better un-
derstand why larger information flux values are
associated with greater processing difficulty. We
analyze two properties of the information flux time-
course: Magnitude asymmetry and the timing of
information flux.

Magnitude asymmetry. To investigate the re-
covery dynamics of belief updating, we analyze
magnitude asymmetry, defined as max; D”(t) +

min; D" (t). It measures the relative concentration
of increase and decrease of information flux D’(t)
over time. Positive magnitude asymmetry suggests
the rise of information flux is steeper than its fall.

The magnitude asymmetry characterizes how
rapidly processing demand accelerates and decays
over the course of interpretation. Under our frame-
work, processing concludes when information flux
gradually approaches zero. Consequently, if the
fall of information flux is slower than its rise, pro-
cessing should remain active for a longer dura-
tion, extending reading times. We therefore exam-
ine whether more difficult sentence types exhibit
greater asymmetry, reflecting prolonged residual
processing after rapid belief revision.

Time of information flux. =~ We also analyze the
time of peak information flux in order to determine
whether difficult inputs exhibit delayed onset of
maximal belief updating. The time of information
flux is defined as arg max; D’(t), which represents
the X in the timecourse at which peak information
flux is reached. Under our framework, later peak
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information flux may reflect the additional process-
ing required before substantial reinterpretation can
occur, such as competition among interpretations
or delayed integration of incoming evidence. This
analysis allows us to examine when reading diffi-
culty occurs during the timecourse of processing.

5.1 Results

Figure 3 shows that magnitude asymmetry gener-
ally increases across PIF quintiles for garden-path
items, particularly in the spillover region, whereas
the relationship is substantially weaker in Natural
Stories. Figure 4 likewise shows later peak infor-
mation flux for garden-path critical words (median
A = 1.80) than for spillover words (1.00) or Natu-
ral Stories (0.80). These analyses characterize the
trajectories associated with high information flux:
garden-path items tend to exhibit rapid increases
followed by slower decreases in processing rate
and later peaks in belief revision.

5.2 Interpretation

The temporal analyses provide a descriptive charac-
terization of the processing trajectories associated
with peak information flux. Garden-path items,
particularly in the spillover region, tend to show
greater magnitude asymmetry than words in Nat-
ural Stories: processing demand rises relatively
sharply and decays more gradually. Garden-path
critical words also reach peak information flux later
in the model trajectory. Together, these patterns are
consistent with the idea that difficult inputs involve
more prolonged and temporally distributed belief
revision rather than a single instantaneous update.

The construction-level analyses show a similar
pattern. MV/RR and NP/Z constructions, which
exhibit larger garden-path effects in the behavioral
data, also tend to show greater asymmetry and later
peak information flux than NP/S constructions (Ap-
pendix E). This correspondence suggests that the
temporal structure of belief updating may help char-
acterize differences in reanalysis difficulty across
constructions.

These analyses should, however, be interpreted
descriptively. Magnitude asymmetry, peak tim-
ing, and peak information flux are derived from
the same underlying processing-depth trajectory
and therefore do not constitute independent evi-
dence that delayed or asymmetric updating causes
longer reading times. Rather, they clarify what dis-
tinguishes high-information-flux trajectories and
motivate future work directly testing whether the

timing and duration of belief revision explain be-
havioral variation beyond peak magnitude alone.

6 Discussion

We introduce peak information flux, an
information-theoretic measure of language
processing effort under finite processing band-
width. Concretely, we characterize language
comprehension as an optimal trade-off between
processing depth and accuracy, and that language
processing effort could be indexed by the maximal
rate of change in comprehenders’ processing depth.
We validate this hypothesis on two large-scale
reading datasets, featuring eye movements over
syntactically ambiguous garden path sentences and
self-paced reading times to naturalistic text with
rare constructions. Peak information flux predicts
various human signatures of reading difficulties,
and complements surprisal in accounting for
later stage of language processing. We further
analyzed the asymmetry of the information
flux and the timepoint when peak information
flux is reached, which suggest that syntactically
ambiguous sentences involve delayed language
reinterpretation.

Our measure differs from surprisal accounts,
which characterize difficulty primarily in terms of
the unexpectedness of the observed input. The
key distinction is between information content and
information-processing rate. Surprisal quantifies
how much information is conveyed by an input
relative to prior expectations. PIF instead charac-
terizes the temporal dynamics of the belief update
required to incorporate that input. Two words can
therefore have similar surprisal but differ in PIF
if they induce different trajectories through com-
peting interpretations. Under this view, processing
difficulty reflects not only prediction error, but the
dynamics of resolving competition among interpre-
tations.

This proposal places PIF within a broader class
of theories that treat language comprehension as
computation under limited resources, while locat-
ing the resource constraint at a particular level. Uni-
form Information Density (UID) proposes that lin-
guistic systems tend to avoid large fluctuations in
information rate across a sequence, reflecting lim-
its on how much information can be transmitted or
processed at once (Jaeger and Levy, 2006; Meister
et al., 2021). PIF shares the basic intuition that con-
centrated information demand is costly, but shifts
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to the distribution of belief revision within the pro-
cessing of an input. In this sense, UID concerns the
temporal organization of information in the signal,
whereas PIF concerns the temporal organization
of inference in the comprehender. The moderate
correlations between our UID operationalization
and PIF in SAP (r = .239) and in Natural Stories
(r = .396) are consistent with the two measures
capturing related but non-identical aspects of infor-
mation concentration (Appendix D).

Our model argues that language comprehension
operates under a finite processing capacity and that
comprehension difficulty emerges when the rate of
required belief updating approaches finite process-
ing capacity. The idea of bounded rationality has
been widely applied to understand heuristics and
cognitive bias in psychology (Sims, 2016, 2018;
Zaslavsky et al., 2018, 2021; Mollica et al., 2021;
Cheyette and Piantadosi, 2020; Bhui et al., 2021;
Arumugam et al., 2022; Futrell, 2023). In the do-
main of language, it has been argued that language
systems efficiently compress ideas into words by
optimizing the information bottleneck (IB) trade-
off between the complexity and accuracy of the lex-
icon (Kemp and Regier, 2012; Regier et al., 2007;
Zaslavsky et al., 2018; Zipf, 1949; Piantadosi,
2014; Mahowald et al., 2013). The accuracy-effort
trade-off has been used to explain mental represen-
tation of languages. Similar information-theoretic
principles have also been applied in the domain of
language (Kemp and Regier, 2012; Regier et al.,
2007; Zaslavsky et al., 2018; Zipf, 1949; Pianta-
dosi, 2014; Mahowald et al., 2013).

Most relevant to our work, Li and Futrell (2024)
proposes a resource rational framework of real-time
language comprehension, where comprehenders
find optimal interpretations of their input given a
constraint on how much information they process
from the input. The present proposal adds a dy-
namic hypothesis to this framework. PIF demon-
strates that the same eventual interpretation can be
reached through a gradual trajectory or through a
rapid redistribution of probability mass. We hy-
pothesize that these trajectories differ in processing
cost because a finite-capacity system is particularly
challenged when a large amount of updating must
occur at once.

The eye-tracking results provide partial support
for this distinction. PIF and surprisal share substan-
tial variance, but their predictive contributions are
not identical. PIF shows selective advantages in
some conditions associated with later processing,

including NP/S go-past time and MV/RR total read-
ing time, whereas surprisal performs better in some
earlier measures, particularly for NP/Z construc-
tions. This pattern is consistent with a distinction
between prediction error and interpretive revision.
Surprisal is sensitive to the probability of the ob-
served word, whereas PIF is sensitive to how proba-
bility mass over alternative interpretations changes
after the input begins to constrain interpretation.

The temporal analyses further clarify what high-
PIF processing trajectories look like. Garden-path
items tend to exhibit more asymmetric information-
flux trajectories and later peaks than words in Natu-
ral Stories. The model represents it as a temporally
extended process in which competing interpreta-
tions remain active and probability is progressively
reorganized.

This perspective also suggests a particular ac-
count of reanalysis. Garden-path difficulty may
arise when an initially favored interpretation be-
comes increasingly incompatible with incoming
evidence, forcing the system to redirect probability
toward an alternative. PIF captures the intensity
of this redistribution, but the current implementa-
tion represents competition primarily among lexi-
cal candidates rather than explicit syntactic struc-
tures. This limitation is important because both PIF
and surprisal continue to underestimate the empir-
ical magnitude of garden-path effects. A stronger
model of syntactic reanalysis would represent com-
peting structural hypotheses directly and track in-
formation flow between them. Under such a model,
the cost of a garden path could arise not simply
from encountering an unexpected word, but from
rapidly reallocating probability between incompat-
ible structural analyses.

Limitations

Our model still underestimates the empirical gar-
den path effect size. One possibility is that peak
information flux captures the redistribution of prob-
ability mass among competing interpretations, but
not the additional cost of reconstructing initially
discarded syntactic representation. Alternatively,
this could be related to the current candidate gen-
eration process. We construct alternatives based
on semantically or phonologically related words,
and the current candidate generation procedure
does not explicitly represent alternative syntactic
analyses. This may have limited the model’s abil-
ity to capture the full magnitude of garden path
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effects. Future work should construct syntactic
parses or sentence-level interpretations, which al-
lows the model to track probability shift between
competing structural interpretations. In addition,
different candidate sets may provide different re-
sults, so future work should cover secondary and
ablation analyses about how reduced, expanded, or
differently composed candidate sets influence the
performance of information flux. Specifically, ex-
panded candidate sets should be explored, since our
current work is limited to a relatively constrained
set of a maximum of 301 candidates due to compu-
tational constraints. Beyond our model’s specifics,
our current work lacks multilingual testing and
multi-model testing. Our corpora are English-only,
so future work should include expansion into other
languages, ideally with different typological struc-
tures from English. Our analyses are constrained to
GPT-2 as a result of compute constraints. Further
work should include testing on a broader selec-
tion of models and architectures, such as recurrent
neural networks. We chose to use GPT-2 since
prior work substantiates that it is optimal for mod-
eling human linguistic processing (Oh and Schuler,
2023), though this does not mean multi-model test-
ing lacks value. Regarding implementation, due
to compute and memory constraints, we also use
a context window of 256 tokens with a 32 token
stride rather than GPT-2’s full 1024 tokens. This
may introduce problems for the Natural Stories
dataset, where stories may exceed this window. Our
current results in section 5 are also purely descrip-
tive since they’re derived from the same trajectory
as PIF, meaning the analyses are not independent.
Further work should be done to investigate whether
the temporal dynamics surrounding PIF are useful
predictors of reading time.
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A Study 1: Additional analysis

Table 3 reports partial r values and p values for
each predictor across the metrics we report. This is
to analyze, in a joint model, which metric carries
more information when sharing variance.

Across many of these metrics, neither predic-
tor shows significance. However, on both regres-
sive measures, max; D’ (t) appears to subsume sur-
prisal on NP/S, with NP/Z on go-past also appear-
ing to show this effect. On gaze duration metrics,
surprisal appears to almost subsume max; D’ (t)
on NP/Z while information flux almost subsumes
surprisal on MV/RR constructions. On forward
reading time, information flux subsumes surprisal
on MV/RR and surprisal subsumes max; D’(t) on
NP/S.

B Study 2: Additional analysis

Table 4 shows our partial r and p values for a Nat-
ural Stories joint linear mixed effect model with
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Go-past time

MV/RR Surfsra}l}(t) 014
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NP/S Isﬁlgi%}(t) V115
o St L
Total reading time

MV/RR rsr?gf%l}(t) s
NP/S rsr?gf?}(t) 020
NPz xsr?gfg(t) o016

Table 3: Partial r for surprisal and max; D’(¢) in the
joint model (surprisal + max; D’ (¢)), fit separately per
garden-path construction (MV/RR, NP/S, NP/Z) on both
critical and spillover words. For first-pass regressions
out (logistic models), z statistics are reported in place
of r. Significance: *p < .1, **p < .05, ***p < .01,
et p < .001.

Model Predictor r
Surprisal Surprisal LT
max; D' (t) max; D'(t) 524

. / Surprisal 723%
Surprisal + max; D'(t) max; D' () = 078

Table 4: Partial r by predictor on Natural Stories.
Significance: *p < .1, **p < .05, **p < .01,
e p < .001.

both predictors to analyze which carries more in-
formation when sharing variance. In contrast to
our results on Study 1, the subsumption appears
reversed. p-values for surprisal remain statistically
significant regardless of whether it is in a solo or
joint model, however max; D’ (t) becomes insignif-

icant when in the combined model. max; D'(t)’s
r value also drops while surprisal’s rises slightly.
Surprisal also maintains the direction of correlation
while max; D'(t) flips.

C Collinearity and Shared Variance

Surprisal vs PIF Surprisal vs PIF

PIF
PIF

Surpnsa)\
Syntactic Ambiguity Processing

T 5
Surprisal
Natural Stories

Figure 5: Regression plots between surprisal and peak
information flux on Syntactic Ambiguity Processing and
Natural Stories.

Surprisal and peak information flux share sub-
stantial variance, with a Pearson’s r of 0.7203 on
SAP, corresponding to a VIF of 2.08, and a Spear-
man’s p of 0.8627. Most of the difference appears
to be concentrated in higher surprisal bands, with
the standard deviation of residuals increasing by
surprisal quartile (Q1 = 1.05, Q2 = 1.24, Q3 =
2.74, Q4 = 5.63). These results remain similar for
Natural Stories, our second study (r = 0.7602,
p = 0.8744; Q1 = 0.37, Q2 = 0.83, Q3 = 1.66,
Q4 =3.93). These quartile progressions show five-
to ten-fold increases, depending on dataset, sug-
gesting that the majority of shared variance lives
in lower surprisal values. This fan effect can be
seen in Figure 5. Our hypotheses regarding peak
information flux having sensitivity to reanalysis
and reinterpretation are consistent with the stan-
dard deviations of residuals at different quartiles of
surprisal, where surprisal and peak information flux
show the greatest dissociation at higher quartiles.

D Uniform Information Density
Comparison

We formalize uniform information density as the
squared deviation from the mean surprisal of the
sentence, or UID(w) = (s(w) — fus(w))?, where w
is the word, W is all words in word w’s sentence,
and s(w) is the GPT-2 surprisal. We exclude the
position 1 of the sentence or story from the cal-
culation of fi,1y). This was inspired by Meister
et al. (2021). We exhibit a correlation coefficient
of 0.239 between peak information flux and UID
on SAP and 0.396 on Natural Stories.
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BIC
UID max; D'(t)

Construction N ABIC

Forward reading time

MV/RR 985 12657.58 12653.84 3.74
NP/S 1,353 17076.78 17079.33 —2.55
NP/Z 1,060 13453.32 13457.71  —4.39
Gaze duration

MV/RR 1,874 24076.75 24073.60 3.14
NP/S 1,894 23981.11 23980.83 0.27
NP/Z 1,864 23703.72 23709.50 —5.78
Go-past time

MV/RR 1,865 30585.64 30585.77 —0.13
NP/S 1,886 28637.35 28635.18 2.16
NP/Z 1,858 30387.17 30387.29 —0.13
First-pass regressions out

MV/RR 1,864 2588.49 2587.54 0.95
NP/S 1,897 2266.62 2265.83 0.79
NP/Z 1,860 2554.70 2556.50 —1.80
Total reading time

MV/RR 2,014 31640.76 31629.19 11.57
NP/S 2,067 30606.07 30610.14 —4.06
NP/Z 2,046 31388.48 31389.47 —0.99

Table 5: BIC for UID and max; D’(t) models on SAP
with the same calculation pipeline as the table from
Study 1 but running uniform information density instead
of surprisal.

Predictor N BIC

UID 800,480 9481520.85
max; D'(t) 800,480 9479998.00

ABIC 1522.85

Table 6: BIC for UID and max; D’(¢) models on Nat-
ural Stories with the same calculation pipeline as the
table from Study 2 but running uniform information
density instead of surprisal.

E Inter-construction Analyses

These figures show the inter-construction results
for magnitude asymmetry and time of information
flux. They’re consistent with the general garden
path effect pattern of MV/RR and NP/Z having
greater garden path effects than NP/S. Magnitude
asymmetry increases the most across quintiles in
MV/RR and NP/Z constructions while increasing
more modestly in NP/S, and time of information
flux is greater in MV/RR and NP/Z relative to NP/S.
This is consistent in both critical and spillover re-
gions.

F Hyperparameters

We use a Apax and timestep count ¢ of 10 and 100
for Syntactic Ambiguity Processing and 30 and
300 for Natural Stories. These were chosen based

D" magnitude asymmetry (maxD" +minD") by difficulty quintile, per construction (AMB only)

MVRR Critical

NPS Critical NPZ Critical

el

Figure 6: Magnitude asymmetry plots split by construc-
tion.

Distribution of time of PIF: A at which PIF occurs, per construction (AMB only)
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Figure 7: Time of information flux histograms split by
construction.
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on the total amount of required steps to achieve
timecourse convergence, however our results don’t
show much dependence on these presuming they’re
at or above a reasonable threshold, such as 10 and
100. We choose a candidates count of n = 100 per
candidate type in order to provide good coverage
of each type, and this means the maximum amount
of candidates per word can be 301 since candidate
sets are required to include the target word. We also
remove external punctuation from targets when cal-
culating peak information flux so as to score lexical
base, however our results don’t seem to show much
dependence on this either. This has no numeri-
cal influence on the SAP study specifically since
none of the ambiguous garden path stimuli contain
punctuation at the critical or spillover regions. All
punctuation is maintained in the model’s context.

G Hardware

We used a single NVIDIA RTX 4090 GPU with
24GB of VRAM and an Intel i19-13900KF CPU
with 64GB of RAM to generate our results. The
number of GPU hours used is estimated to be less
than 200.
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