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Abstract

Long-document multimodal question answer-
ing requires more than retrieving relevant
chunks from a large document. Differ-
ent queries require different evidence behav-
ior. Existing multimodal RAG systems im-
prove evidence access through text chunks,
page images, graph links, or heterogeneous
document elements, but they often apply
a largely query-agnostic evidence-use strat-
egy. We present TAP-RAG, a task-aware
policy-controlled RAG framework for long-
document multimodal QA. TAP-RAG contains
a main controller, the Task-Aware Policy Con-
troller (TAPC), and two policy-guided evi-
dence executors: Task-Aware Query-Guided
Flow Diffusion (TA-QFD) and Task-Aware Vi-
sual Enhancement (TAVE). For each query,
TAPC predicts the task prior, estimates vi-
sual/local/global evidence signals, and pro-
duces an executable policy. TA-QFD then ex-
pands textual and structural evidence over the
multimodal document graph, while TAVE se-
lectively inspects page images when visual or
layout evidence is needed. A guarded syn-
thesis stage fuses text, visual, and structural
evidence and abstains when support is insuf-
ficient. On DocBench and MMLongBench-
Doc, TAP-RAG achieves the best overall ac-
curacy among the compared systems, improv-
ing over a matched multimodal-RAG baseline
by +9.1 points (61.1→70.2) and +4.5 points
(42.2→46.7), respectively.

1 Introduction

Long-document multimodal question answering
(QA) requires evidence selection across paragraphs,
tables, figures, captions, page layout, metadata, and
document structure. A query may ask for a page-
local fact, a table cell, a cross-page aggregation,
a chart-level relation, a document identifier, or an
unsupported claim that should be refused (Ma et al.,
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Figure 1: Motivating example for policy-controlled mul-
timodal RAG. Generic RAG uses fixed scope and uni-
form reading, which can cause overreach, underreach,
or weak support. TAP-RAG instead uses task priors and
policies to adapt evidence use for supported answers.

2024; Zou et al., 2025). Retrieval-augmented gener-
ation (RAG) improves grounding by providing ex-
ternal evidence to the generator (Lewis et al., 2020).
Recent graph-based and multimodal RAG systems
further expand retrievable evidence through enti-
ties, document units, page images, layout regions,
and structural links (Edge et al., 2024; Guo et al.,
2025b; Wan and Yu, 2025; Guo et al., 2025a). How-
ever, better access to evidence does not automati-
cally determine how that evidence should be used
for a specific query.

Figure 1 illustrates the motivation. Page-local
questions should remain close to page-specific ev-
idence and layout. Table-value questions require
row-column alignment rather than only semantic
similarity. Aggregation questions need broader
traversal across sections or repeated document
structures. Visual questions may require selected
page-image inspection, but visual evidence should
not freely overwrite a well-supported textual an-
swer. Verification and unanswerable questions re-
quire stricter support thresholds and conservative
synthesis. A query-agnostic pipeline can therefore
over-expand local questions, under-explore global
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ones, over-trust visual guesses, or answer without
sufficient support.

We present TAP-RAG, a task-aware policy-
controlled RAG framework for long-document
multimodal QA. TAP-RAG is the overall frame-
work. Inside TAP-RAG, the Task-Aware Policy
Controller (TAPC) is the main control module.
TAPC does not directly answer the question; in-
stead, it interprets the query, predicts a task prior,
estimates visual/local/global evidence needs, and
converts them into an executable policy. This pol-
icy specifies retrieval locality, seed budget, graph
diffusion strength, metadata anchoring, visual ac-
quisition thresholds, fusion authority, structural op-
erators, support thresholds, and abstention behav-
ior.

TA-QFD and TAVE are two sibling evidence-
execution modules under TAP-RAG. They are
not independent pipelines and are not subparts of
TAPC. Rather, both execute the policy produced by
TAPC. Task-Aware Query-Guided Flow Diffusion
(TA-QFD) operates on the multimodal document
graph and expands textual and structural candidates
according to the policy’s locality, scope, and seed
controls. Task-Aware Visual Enhancement (TAVE)
selectively inspects page images when the policy in-
dicates visual dependence or when textual evidence
is insufficient. In this way, TAPC decides what
evidence behavior is needed, while TA-QFD and
TAVE acquire the corresponding evidence through
graph and visual channels.

Finally, TAP-RAG applies guarded synthesis to
combine the outputs of these modules. Evidence
from text, visual pages, and structural operators is
fused under the policy’s fusion and support con-
straints. If no candidate answer is sufficiently sup-
ported, the system abstains instead of forcing an
answer. This separation between policy control,
graph execution, visual execution, and final synthe-
sis makes TAP-RAG more explicit and auditable
than a fixed retrieval-generation pipeline.

Our contributions are as follows:
• We propose TAP-RAG, a task-aware policy-

controlled RAG framework for long-document
multimodal QA, with TAPC as its core control
module for mapping query-level evidence re-
quirements into executable policies.

• We introduce TA-QFD and TAVE as policy-
guided modules for graph expansion and selec-
tive visual inspection across local, global, visual,
and mixed QA tasks.

• We evaluate TAP-RAG on DocBench and
MMLongBench-Doc, showing consistent gains
over strong multimodal-RAG baselines and ana-
lyzing module interaction through ablations and
case studies.

2 Related Work

Long-document and multimodal document QA.
Recent benchmarks emphasize cross-page reason-
ing, visual grounding, fine-grained document un-
derstanding, and insufficient-evidence cases (Ma
et al., 2024; Zou et al., 2025). These benchmarks
expose mixed evidence requirements: some ques-
tions can be answered from one local span, while
others require table structure, image layout, or
document-level comparison. TAP-RAG handles
this mixed setting by adapting query-time evidence
behavior over a shared multimodal representation.
Multimodal representation and document RAG.
RAG grounds language-model outputs in exter-
nal evidence (Lewis et al., 2020). GraphRAG
uses graph communities for query-focused re-
trieval (Edge et al., 2024); LightRAG combines
graph and vector retrieval (Guo et al., 2025b);
MMGraphRAG extends graph retrieval to multi-
modal document QA (Wan and Yu, 2025); and
systems such as ColPali, VisRAG, M3DocRAG,
and RAG-Anything add page-image retrieval or
heterogeneous document-element handling (Faysse
et al., 2025; Yu et al., 2025; Cho et al., 2025; Guo
et al., 2025a). Related multimodal representation
work has explored modality-expert adaptation for
large multimodal models, momentum-contrast se-
mantic enhancement for image–text retrieval, and
keyword-explicit cross-modal reasoning (Zhang
et al., 2024a,b; Ji et al., 2024). TAP-RAG is com-
plementary: it focuses on how retrieved evidence
should be expanded, inspected, fused, or rejected
for each query.
Routing and abstention. Self-consistency im-
proves reasoning by aggregating multiple samples
(Wang et al., 2023). Adaptive RAG methods decide
whether retrieval is needed or route among coarse
retrieval-generation paths (Asai et al., 2024; Yan
et al., 2024; Jeong et al., 2024). TAP-RAG uses
sampling inside TAPC, but maps the routed task
prior and evidence signals into field-level controls
over diffusion, visual acquisition, fusion, structural
operators, support checking, and abstention.
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Figure 2: Overview of TAP-RAG. TAPC produces the task prior, evidence signals, confidence, and executable
policy. TA-QFD and TAVE acquire graph and visual evidence under the policy, and guarded synthesis prevents
unsupported generation.

3 Method

Figure 2 summarizes TAP-RAG. The framework
assumes a parsed multimodal document graph and
focuses on query-time control. TAPC first resolves
the evidence behavior required by the query, then
converts it into an executable policy. The policy
controls graph expansion, visual acquisition, fusion
authority, structural operators, and support check-
ing. This design makes the interaction between
modules explicit: TAPC decides the behavior, TA-
QFD and TAVE acquire evidence under that behav-
ior, and guarded synthesis determines whether the
final answer is sufficiently supported.

3.1 Document Graph and Policy

Multimodal document graph. Let q be a query
and G = (V,E) a multimodal document graph:

V = Vp ∪ Vt ∪ Vtab ∪ Vf ∪ Vm, (1)

where Vp, Vt, Vtab, Vf , and Vm denote page,
text-unit, table-region, figure/image, and metadata-
anchor nodes. The edge set is

E = Econtain ∪ Enext ∪ Ecaption ∪ Esemantic

∪ Elayout ∪ Ecross,
(2)

covering containment, sequence, caption, semantic,
layout, and cross-modal relations. The graph there-
fore represents both textual continuity and docu-
ment structure, allowing the controller to choose
between local and broad evidence traversal.
Policy definition. A policy is a structured execu-

tion vector

π(q) = (αdiff ,Kseed, Bscope, Bmeta,

τtext, τacq, τsup, ffusion,

aabs, Ostruct).

(3)

Table 1 lists the policy fields. Continuous fields
tune retrieval locality and thresholds; discrete fields
constrain fusion and structural execution. Given
q, TAPC resolves a task prior t, evidence signals
a = (av, al, ag), and confidence C. The task prior
indexes the Task Policy Table, πt = TPT(t), and
bounded query control refines it into π′(q).

3.2 Task-Aware Policy Controller (TAPC)
TAPC is the control layer of TAP-RAG. It routes
the query to a TPT category, aggregates evidence-
need signals, and converts the result into executable
controls for TA-QFD, TAVE, and guarded synthe-
sis. This separates task interpretation from evi-
dence execution: the model does not merely re-
trieve more context, but decides what kind of evi-
dence behavior is needed before retrieval expansion
and visual inspection.
Task Policy Table (TPT). The TPT contains seven
categories: metadata lookup, evidence localization,
document aggregation, value extraction, visual rea-
soning, Boolean verification, and generic reasoning.
Each category defines a base evidence-use behav-
ior. For example, metadata lookup emphasizes title-
page and header anchors, value extraction favors
local table or numeric evidence, and aggregation
allows broader traversal. Ambiguous queries are
further regulated by evidence signals and routing
confidence instead of relying only on a hard label.
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Field Type Mut. Controlled stage Runtime role

αdiff cont. yes Graph diffusion Sets restart/locality strength: larger values keep evidence near seeds,
while smaller values allow broader traversal.

Kseed int. yes Seed selection Controls how many semantic and structural seed nodes initialize
diffusion.

Bscope cont. yes Scope protection Penalizes cross-document or off-scope evidence.
Bmeta cont. task Metadata anchoring Boosts title-page, header, author, and document-identifying anchors.

τtext cont. yes Text gate Determines whether text evidence is sufficient without visual
inspection.

τacq cont. yes Visual acquisition Triggers page-image inspection when visual evidence is likely
needed.

τsup cont. yes Support checking Sets the minimum support required before accepting an answer.

ffusion disc. constr. Cross-modal fusion Chooses whether visual evidence validates, supplements, or revises
text evidence.

aabs cont. yes Abstention Raises the refusal prior when evidence support is weak.

Ostruct set constr. Structural execution Enables page lookup, metadata extraction, scoped counting, or
table-cell validation.

Table 1: Policy vector fields used by TAP-RAG. Each component links task interpretation to concrete execution
behavior.

Validity-weighted voting. TAPC samples K LLM
completions si = (ti, zi, ri, hi, ai), where ti is the
TPT category, zi stores interpretation fields, ri is
a rationale, hi contains optional hints, and ai ∈
[0, 1]3 estimates visual, local, and global evidence
needs. Each sample receives

vi = wsSsem(si) + wfSfield(si)

+ wgSground(si), ws + wf + wg = 1.
(4)

Ssem checks task-answer compatibility, Sfield mea-
sures agreement with neighboring samples, and
Sground checks whether the predicted exact term is
grounded in the query.

The final task prior and evidence signals are

t = argmax
ℓ

∑

i

vi I[ti = ℓ],

am =

∑
i via

m
i∑

i vi
, m ∈ {v, l, g}.

(5)

Confidence combines vote concentration and signal
consistency:

C = λtCt + λaCa, λt + λa = 1,

Ct =
maxℓ

∑
i vi I[ti = ℓ]∑
i vi

,

Ca = 1− 1

3

∑

m∈{v,l,g}
NormVar({ami }Ki=1).

(6)

NormVar is clipped to [0, 1]. High confidence al-
lows stronger query-level refinement, while low
confidence keeps the policy closer to the conserva-
tive TPT default.
Bounded query control. Table 2 defines the base
policy row for each TPT category. TAPC computes

π′(q) = πt ⊕∆(a,C), where ⊕ denotes clip-then-
substitute composition. For a mutable continuous
field j,

π′
j = πt,j +Mt,jC clip(ηjgj(a, t),

− ϵj , ϵj).
(7)

Mt,j is the mutability mask, ηj is a step size, ϵj
bounds perturbation, and gj(a, t) gives the con-
trol direction. Discrete fields choose the highest-
scoring allowed action:

Score(r) = ω1Compat(r, πt) + ω2 EviFit(r, a)

− ω3Risk(r, t)(1− C).
(8)

The selected fusion action is f ′
fusion =

argmaxr∈At Score(r). Locked fields remain
unchanged, so query-level adaptation cannot
override hard scope or safety constraints.

3.3 Policy-Controlled Evidence Acquisition

Task-Aware Query-Guided Flow Diffusion (TA-
QFD). Task-Aware Query-Guided Flow Diffusion
conditions seed budget, locality, node priors, edge
weights, and scope protection on π′(q). From
semantic-structural seeds s, each node v receives

rv = µ1 sim(q, v) + µ2 lex(q, v)

+ µ3bv(π
′(q)).

(9)

Here bv boosts nodes such as page-hint neighbor-
hoods, metadata anchors, visual regions, or global
evidence depending on the policy. This allows the
same graph to support local lookup, table extrac-
tion, and document aggregation without changing
the underlying index.
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Task category Retrieval scope Visual prior Fusion action Structural operators

Metadata lookup anchor-local conditional text-validate metadata and page operators
Evidence localization local/scope conditional conservative page and section operators
Document aggregation broad low/conditional text-first scoped count when complete
Value extraction local conditional/high cross-validate parser operators if structured
Visual reasoning visual-local high visual-gated disabled by default
Boolean verification claim-scope conditional conservative optional if structured
Generic reasoning adaptive conditional balanced disabled by default

Table 2: Compact Task Policy Table (TPT) inside TAPC. Each row records base evidence-use behavior, which
bounded query control refines using visual, local, and global evidence signals.

Edges are reweighted as w′
uv = wuv ·Auv ·Buv:

Auv = exp

(
γ

(
rel(u) + rel(v)

2
− 0.3

))
,

Buv = max
(
0.01, 1− σ I[crossdoc(u, v)]

)
.
(10)

With row-normalized transition P ′, diffusion is

p(k+1) = αdiffs

+ (1− αdiff)P
′⊤p(k).

(11)

Larger αdiff keeps evidence local; smaller val-
ues allow broader traversal. Thus, TA-QFD im-
proves candidate coverage while preserving the
controller’s decision about whether the query
should remain local or expand globally.
Task-Aware Visual Enhancement (TAVE). Task-
Aware Visual Enhancement first produces a text-
path candidate at and estimates textual sufficiency:

Stext = a1Coverage(q, Et) + a2Rel(q, Et)

+ a3 Support(at, Et).
(12)

The VLM is invoked when Stext < τtext or av >
τacq. Candidate pages are scored by

P (p) = b1Ret(p) + b2Hint(p, h)

+ b3Meta(p) + b4a
v Vis(p).

(13)

For visual candidate av, revision is allowed only
when visual grounding is strong and text support is
weak:

Revise(at, av) = I[Rv > τrel ∧ Sv > τsup

∧Q(av) > Q(at) + ϵq

∧ f ′
fusion ∈ Arevise].

(14)

Otherwise, visual evidence validates or supple-
ments the text path without freely overwriting it.
This guarded behavior is important for visually
dense PDFs, where plausible visual interpretations
can conflict with table structure or extracted text.

3.4 Guarded Synthesis
For each candidate a, TAP-RAG scores

Q(a) = d1Ssup(a,E) + d2Scomp(a, q)

+ d3Sspec(a).
(15)

Support is channel-aware:

Ssup(a,E) = max{Stext
sup (a,Et), S

vis
sup(a,Ev),

Sstruct
sup (a,Es)}.

(16)
Text support comes from retrieved spans, visual
support from inspected pages or regions, and struc-
tural support from deterministic operators such as
table-cell or page validation. If no candidate meets
the policy-adjusted support threshold, TAP-RAG
abstains. This final step closes the loop between
policy and execution: retrieval and visual inspec-
tion propose evidence, but the answer is accepted
only when the selected policy’s support require-
ment is satisfied.

4 Experiments

4.1 Experimental Setup
Benchmarks and metrics. We evaluate on
DocBench and MMLongBench-Doc. DocBench
covers academic, financial, government, legal,
and news PDFs with text-only, multimodal,
and unanswerable questions (Zou et al., 2025).
MMLongBench-Doc covers long-context docu-
ment understanding over reports, tutorials, papers,
guidebooks, brochures, administration files, and fi-
nancial reports (Ma et al., 2024). We report answer
accuracy in percent and use the same benchmark
splits and page-range buckets across systems.
Compared systems. The comparison includes
GPT-4o-mini (OpenAI, 2024), Qwen3-VL-Plus
(Bai et al., 2025), GraphRAG (Edge et al., 2024),
LightRAG (Guo et al., 2025b), MMGraphRAG
(Wan and Yu, 2025), and RAG-Anything (Guo
et al., 2025a). GPT-4o-mini and Qwen3-VL-Plus
are direct model baselines. GraphRAG uses GPT-
4o, while LightRAG uses GPT-4o-mini as the
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DocBench

Method Aca. Fin. Gov. Law News Txt. Mm. Una. All

GPT-4o-mini (OpenAI, 2024) 40.3 46.9 60.3 59.2 61.0 61.0 43.8 49.6 51.2
Qwen3-VL-Plus (Bai et al., 2025) 53.4 45.0 60.0 59.4 62.1 63.9 56.8 43.1 54.5
GraphRAG (Edge et al., 2024) 40.6 27.1 56.8 59.7 75.0 73.5 24.4 76.6 54.7
LightRAG (Guo et al., 2025b) 53.8 56.2 59.5 61.8 65.7 85.0 59.7 46.8 58.4
MMGraphRAG (Wan and Yu, 2025) 64.3 52.8 64.9 40.0 61.5 67.6 66.0 60.5 61.0
RAG-Anything (Guo et al., 2025a)
(Qwen3-VL-Plus backbone)

64.1 59.2 55.8 54.0 68.9 72.1 69.5 87.1 61.1

TAP-RAG 67.1 64.3 75.0 74.7 76.2 87.4 64.9 71.8 70.2

MMLongBench-Doc

Method Res. Tut. Acad. Guid. Bro. Adm. Fin. All

GPT-4o-mini (OpenAI, 2024) 35.5 44.0 24.6 33.1 29.5 46.8 31.1 33.5
Qwen3-VL-Plus (Bai et al., 2025) 39.2 37.1 34.6 38.6 31.7 35.9 34.0 36.5
GraphRAG (Edge et al., 2024) 30.8 27.0 25.0 29.7 24.0 34.4 16.7 27.2
LightRAG (Guo et al., 2025b) 40.8 34.1 36.2 39.4 41.0 44.4 38.3 38.9
MMGraphRAG (Wan and Yu, 2025) 40.8 36.5 35.7 35.8 28.2 46.9 38.5 37.7
RAG-Anything (Guo et al., 2025a)
(Qwen3-VL-Plus backbone)

46.6 43.5 38.7 43.9 34.0 45.7 43.6 42.2

TAP-RAG 50.9 47.4 43.9 48.9 38.5 49.7 47.6 46.7

Table 3: Domain-level answer accuracy on DocBench and MMLongBench-Doc. Bold values mark the best result
in each column. MMGraphRAG uses GPT-4o-mini as its backbone, while RAG-Anything and TAP-RAG use
Qwen3-VL-Plus.
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(b) MMLongBench-Doc
Figure 3: Accuracy by document page range for TAP-RAG, RAG-Anything, and MMGraphRAG under the same
page-range buckets.

generation backbone. MMGraphRAG results are
taken from the RAG-Anything comparison under
its reported GPT-4o-mini setting rather than re-
evaluated in our pipeline. RAG-Anything is eval-
uated with Qwen3-VL-Plus as the backbone, and
TAP-RAG uses the same Qwen3-VL-Plus back-
bone for generation and page-image vision calls.
Diagnostic view. Domain and length results mea-
sure overall robustness. Since TAP-RAG’s central
claim is query-level evidence control, mechanism-
level evidence is provided by the TAPC/TA-
QFD/TAVE ablation and case studies. This avoids
treating domain labels as a proxy for task type and
instead evaluates whether the controller and execu-
tors interact as intended. This ordering separates
benchmark variation from mechanism evidence:
aggregate results establish the operating regime,
while later ablations isolate how policy control and
executor activation produce the gains. Accordingly,

the following analyses proceed from aggregate out-

comes to task-conditioned mechanisms, efficiency,
and qualitative evidence paths.

4.2 Domain-Level Accuracy

Table 3 shows that TAP-RAG achieves the best
overall accuracy on both benchmarks. Relative to
the matched-backbone RAG-Anything baseline, it
improves by +9.1 points on DocBench and +4.5
points on MMLongBench-Doc, with gains across
most domains. These results support query-specific
evidence control rather than uniform retrieval ex-
pansion. The DocBench multimodal and unanswer-
able subsets remain challenging, leaving room for
stronger visual recall and refusal calibration.

4.3 Performance by Document Length

Figure 3 shows that TAP-RAG remains competi-
tive across document lengths and is strongest in the
longest MMLongBench-Doc buckets. This pattern
is consistent with TAPC and TA-QFD: aggregation
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Variant DocBench MMLongBench-Doc

Aca. Fin. Gov. Law News All Res. Tut. Acad. Guid. Bro. Adm. Fin. All

Baseline 64.1 59.2 55.8 54.0 68.9 61.1 46.6 43.5 38.7 43.9 34.0 45.7 43.6 42.2
TAPC only 66.6 63.9 74.3 73.9 75.0 69.6 50.1 47.1 43.5 48.6 37.7 49.3 47.2 46.6
TAPC + TA-QFD 66.9 63.2 74.9 74.1 74.3 69.1 50.7 46.8 43.8 47.9 36.8 49.0 46.6 46.1
TAPC + TAVE 65.8 64.1 73.3 72.8 75.8 68.7 48.7 45.9 42.8 48.8 38.2 48.4 47.4 45.5
Full TAP-RAG 67.1 64.3 75.0 74.7 76.2 70.2 50.9 47.4 43.9 48.9 38.5 49.7 47.6 46.7

Table 4: Domain-level ablation of TAPC and the two policy-guided evidence executors on DocBench and
MMLongBench-Doc. Full TAP-RAG couples TA-QFD candidate expansion, TAVE page verification, and guarded
synthesis.

DocBench MMLongBench-Doc

Task type Baseline TAP-RAG ∆ Baseline TAP-RAG ∆

Metadata lookup 35.3 67.6 +32.3 36.8 41.7 +4.9
Evidence localization 27.5 51.0 +23.5 31.7 36.4 +4.7
Document aggregation 21.1 43.4 +22.3 34.9 41.0 +6.1
Value extraction 55.7 60.8 +5.1 45.4 49.2 +3.8
Visual reasoning 77.8 86.1 +8.3 47.6 53.3 +5.7
Boolean verification 82.8 91.6 +8.8 52.8 56.0 +3.2
Generic reasoning 68.3 74.9 +6.6 42.1 45.4 +3.3

All 61.1 70.2 +9.1 42.2 46.7 +4.5

Table 5: Accuracy by TAPC task category. “Baseline” denotes the strongest matched-backbone multimodal RAG
system among the compared methods. TAP-RAG improves over this baseline across all seven task types on both
benchmarks.

Metric RAG-Anything TAP-RAG

Cost (RMB/query) 0.125 0.121
Tokens (k/query) 63.0 59.7
Latency (s/query) 9.2 12.4
VLM trigger (Doc.) 54.0% 22.7%
VLM trigger (MMLong) 63.5% 25.1%

Table 6: Average query-time efficiency.

queries can expand over broader but bounded con-
texts, while local queries remain scope constrained.
On DocBench, medium-length documents remain
difficult because they contain enough distractors
to confuse retrieval without providing as much re-
peated structure for diffusion. Exact values are
reported in Appendix Table 11.

4.4 Ablation and Executor Coupling

Table 4 evaluates TAPC and the two policy-guided
executors. TA-QFD expands graph evidence,
TAVE verifies selected pages visually, and Full
TAP-RAG coordinates both under the same policy
and support-gated synthesis.

TAPC only already provides most of the gain,
confirming that query-level policy resolution is the
main source of control. It adjusts retrieval locality,
visual-trigger thresholds, fusion authority, struc-
tural operators, and support requirements before
generation. TA-QFD can recover graph evidence
missing from the initial candidate set, but excessive
expansion may introduce distractors for highly lo-
cal queries. TAVE provides complementary layout-

sensitive verification, although its usefulness de-
pends on candidate-page quality. Full TAP-RAG
performs best because TAPC regulates when these
executors operate and guarded synthesis prevents
noisy graph or visual evidence from dominating
the final answer.

4.5 Task-Level, Efficiency, and Robustness
Analysis

Table 5 directly evaluates the task-aware claim.
TAP-RAG improves over the matched baseline
across all seven task categories on both bench-
marks. The largest DocBench gains occur
for metadata lookup (+32.3), evidence localiza-
tion (+23.5), and document aggregation (+22.3),
where evidence scope differs most strongly across
queries.
Conditional executor contribution. Relative
to TAPC only, Full TAP-RAG yields 55/48/999
win/loss/tie cases on DocBench and 41/40/1001 on
MMLongBench-Doc. Exact McNemar tests are not
significant on the complete test sets (p = 0.555 and
p = 1.000), so we do not claim an aggregate sig-
nificance advantage. On executor-relevant queries
identified from TAPC activation logs independently
of correctness, the win/loss counts become 51/18
(p < 0.001) and 37/15 (p = 0.003), showing that
TA-QFD and TAVE contribute conditionally.
Efficiency and robustness. Table 6 complements
the task-level gains in Table 5. Relative to RAG-
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Figure 4: Case study on table-cell value extraction from case1.pdf. (a) TAP-RAG follows a task-aware evidence
path, retrieves the relevant table region, and verifies the row–column intersection. (b) Baselines can be distracted by
adjacent rows or ambiguous numbers, whereas TAP-RAG returns the supported answer, DKK 26,778 million.
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fail to compare description lengths reliably or drift beyond the relevant scope, whereas TAP-RAG selects Section
2.3, “Evolutionary Question Generation.”

Anything, TAP-RAG reduces average token use
by 5.2% and cost by 3.2%, while lowering VLM
triggering by 31.3 and 38.4 percentage points on
DocBench and MMLongBench-Doc. It adds 3.2 s
of latency for policy resolution and guarded execu-
tion, so the gains do not arise from uniformly ex-
panding token or visual budgets. The same pattern
persists with Qwen2.5-VL-7B and LLaVA-v1.6-
Mistral-7B (Appendix Table 11).
Routing and evaluation reliability. We indepen-
dently annotated 200 queries across both bench-
marks and all seven task categories before inspect-
ing TAPC outputs; TAPC agreed with all 200 hu-
man labels on this audited set. We interpret this
as strong agreement on the evaluated distributions
rather than universal routing accuracy. A separate
audit of 200 answer outputs also agreed with the
automatic Qwen3-VL-Plus judge on all audited ex-
amples, and overall accuracy varied by at most one
percentage point across three runs. RAG-Anything
and TAP-RAG use identical MinerU outputs and
document graphs, controlling parser quality in the
matched comparison.

Residual error modes. The remaining failures
follow three patterns: aggregation queries whose

counts still depend on parser chunk boundaries,
visual questions that require fine-grained chart ge-
ometry after TAVE correctly triggers page inspec-
tion, and unanswerable questions whose outcome
is sensitive to the refusal prior aabs. These are
parsing and perception limits rather than failures
of policy control. They account for most of the
remaining gap on the DocBench multimodal and
unanswerable subsets, where visual recall and re-
fusal calibration matter more than evidence scope.
Stronger parsers or vision backbones would there-
fore complement, rather than replace, query-level
policy control. Residual errors cluster in dense ta-
bles and charts containing unusually small labels
and faint keys or headers that hurt grounding.

4.6 Case Study

Figures 4 and 5 illustrate two distinct evidence-
control patterns under the same TAP-RAG inter-
face. The first requires precise local extraction
from a visually structured table, whereas the sec-
ond requires a bounded comparison across multiple
textual sections.

Case 1: Local Table-Cell Value Extraction.
Figure 4 asks for Novo Nordisk’s total wages and
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salaries in 2020. The page contains several nearby
financial rows and two adjacent year columns, so
semantic similarity alone can retrieve multiple plau-
sible numbers without identifying the requested
cell. TAPC classifies the query as value extraction
and assigns a strongly local policy: retrieval is re-
stricted to the relevant table neighborhood, the row
label and year header are treated as structural an-
chors, and visual acquisition is used for validation
rather than unrestricted revision.

Under this policy, TA-QFD preserves the can-
didate containing the “Wages and salaries” row
without diffusing into unrelated financial sections.
TAVE then inspects the selected page and verifies
the intersection between that row and the 2020
column. Guarded synthesis accepts DKK 26,778
million only after the textual span, table structure,
and visual alignment provide consistent support.
The comparison panel shows that GPT-4o confuses
adjacent rows, LightRAG returns ambiguous num-
bers, and RAG-Anything retrieves irrelevant evi-
dence. TAP-RAG instead selects the correct row–
column intersection. The decisive operation is nar-
row structural validation at the requested cell. This
sequence also constrains revision authority: visual
evidence may confirm the cell, but cannot replace
it without stronger aligned support.

This case therefore evaluates not only answer
correctness but also evidence alignment. The
recorded policy exposes which row, column, page,
and modality support the accepted value, making
nearby numeric distractors directly auditable.

Case 2: Bounded Cross-Section Aggregation.

Figure 5 asks which construction step has the
longest textual description. Unlike Case 1, the
answer cannot be verified from one local span be-
cause several neighboring construction sections
must be compared. TAPC therefore selects an
aggregation-oriented policy and relaxes locality
only inside the construction-section range. TA-
QFD expands from the initial candidates to the
competing descriptions, while document-scope
protection prevents unrelated sections from enter-
ing the comparison. The fused-evidence stage
compares the candidate construction sections, and
policy-controlled execution verifies Section 2.3 as
the maximum before producing the final answer.

The resulting evidence set contains the candidate
construction steps and their description spans. TAP-
RAG compares them within the bounded range and
selects Section 2.3, “Evolutionary Question Gen-

eration.” A local-only path may stop after the first
relevant section and never observe all competitors;
an unrestricted global path may introduce unrelated
passages and weaken the comparison. Correct ex-
ecution therefore requires broader coverage than
Case 1, but still enforces a task-specific bound-
ary. This example shows that “global” evidence
use should not mean document-wide retrieval: the
useful scope is the smallest complete region con-
taining every candidate required by the query. The
retained scope therefore remains broad enough for
completeness while excluding evidence that cannot
affect the requested comparison.

The bounded comparison also preserves com-
pleteness: every construction step inside the se-
lected range is considered before ranking. This
avoids premature selection while limiting the com-
putational cost and retrieval noise of document-
wide traversal.
Case-Study Summary.
The cases expose opposite failures: over-expansion
harms table extraction, while under-coverage
harms section comparison. TAPC therefore assigns
task-specific scope and authority to TA-QFD and
TAVE. Their traces connect task priors, evidence
channels, traversal scope, and support decisions,
supporting targeted diagnosis and policy refine-
ment.

5 Conclusion

We presented TAP-RAG, a task-aware policy-
controlled framework for long-document multi-
modal QA. TAPC converts query-level evidence re-
quirements into controls over retrieval scope, graph
diffusion, visual acquisition, fusion, structural op-
erators, support checking, and abstention. TA-QFD
and TAVE acquire graph and visual evidence under
this policy, while guarded synthesis accepts only
sufficiently supported answers.

On DocBench and MMLongBench-Doc, TAP-
RAG improves over the matched RAG-Anything
baseline by +9.1 and +4.5 points, respectively,
with gains across all seven task categories. These
results show that matching evidence behavior to
each query is more effective than uniformly in-
creasing retrieval or visual processing. TAP-RAG
consequently provides both improved answer accu-
racy and an inspectable basis for auditing evidence
scope, modality activation, and support decisions
across diverse long-document multimodal QA set-
tings and document domains.
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Limitations

TAP-RAG is evaluated primarily on DocBench and
MMLongBench-Doc. Although the gains persist
under two additional open multimodal backbones,
the main experiments use a fixed MinerU parser
and a fixed automatic judge. Different parsers, lan-
guages, document distributions, or evaluation pro-
tocols may therefore change absolute performance.

We report task-type accuracy, paired executor
analyses, repeated-run variation, a human audit
of task routing and answer judgments, and query-
time efficiency measurements. However, we do
not yet provide parser-level robustness experiments,
full abstention precision–recall calibration, or large-
scale multilingual evaluation.

The reported latency and cost measurements also
reflect one service configuration and should be re-
measured under different deployment hardware,
network conditions, and model-serving policies.

Finally, the policy fields and task categories are
manually designed rather than learned end-to-end.
This improves interpretability and auditability, but
may miss dataset-specific strategies that a learned
controller could discover. Learning bounded poli-
cies from correctness or support feedback is a
promising direction for future work.

Ethical Considerations

This work studies document question answering on
benchmark-style documents and does not introduce
new human-subject data. The main ethical con-
cern is unsupported answer generation in document
analysis workflows. TAP-RAG includes evidence
support validation and abstention, but these mech-
anisms are not guarantees in high-stakes settings
such as legal, financial, or medical decision making.
Practical deployments should preserve document
privacy, respect data-use restrictions, avoid storing
secrets in environment files committed to reposi-
tories, and require appropriate human review for
consequential decisions.
Use of AI Assistants. AI assistants were used
only for language polishing, LaTeX formatting, and
checklist-writing assistance. All scientific content,
experiments, results, and final manuscript decisions
were reviewed and approved by the authors.
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A Executable Runtime Configuration

Table 7 reports the executable settings used in
the reported TAP-RAG run. The configuration is
derived from the runtime scripts and query-time
policy modules. Environment variables are re-
solved at startup, legacy aliases are normalized,
and required model and embedding credentials are
checked before evaluation. The run uses a fixed lan-
guage/vision backbone, deterministic main genera-
tion, TAPC-based policy control, selective visual
acquisition, and bounded evidence budgets.

B Task-Aware Runtime Flow

TAP-RAG processes each query with a task-
aware runtime flow rather than applying one fixed
retrieval-and-generation behavior to all questions.
The pipeline first resolves document scope, nor-
malizes runtime flags, and constructs a task state
containing the predicted task type, target, rela-
tion, expected answer form, page hints, visual re-
quirement, locality signal, globality signal, and
structural-operator permissions.

The first stage is TAPC. Inside TAPC, multi-
ple sampled LLM routers assign the query to one
of seven TPT categories: metadata lookup, evi-
dence localization, document aggregation, value
extraction, visual reasoning, Boolean verification,
or generic reasoning. Each sample also emits aux-
iliary evidence signals that estimate whether the
query requires visual inspection, local page evi-
dence, or broader document traversal. The final
task prior is selected by weighted vote concentra-
tion, while the evidence signals are averaged to
form the query-time policy inputs.

The Task Policy Table provides a stable default
behavior for each category. Metadata lookup em-
phasizes title-page and header evidence; evidence
localization prefers local page-specific evidence;
document aggregation permits broader traversal;
value extraction enables table or numeric opera-
tors; visual reasoning allows selective page-image
inspection; and Boolean verification uses stricter
support requirements. These defaults make the con-
troller interpretable and prevent runtime behavior
from depending only on free-form generation.

Bounded query control then applies constrained
adjustments to the table policy. A high visual sig-
nal lowers the threshold for TAVE page inspection.
A high local signal keeps retrieval close to the most
relevant page or section. A high global signal al-
lows broader TA-QFD evidence expansion. These

adjustments can tune thresholds, budgets, and fu-
sion behavior, but they do not override hard safety
rules such as document scope, support checking, or
abstention.

The evidence acquisition stage combines text
retrieval, structural evidence, optional TA-QFD ex-
pansion, and optional TAVE page inspection. The
final response stage combines text, structural, and
visual evidence under the selected policy. Visual
evidence can validate or supplement the text path,
but it is not allowed to freely overwrite a well-
supported textual answer.

C Framework Prompt Templates

Tables 8–10 summarize the LLM/VLM prompt
templates used by TAP-RAG. Placeholders such
as query, context, doc_name, and page_number
are filled at runtime. Implementation-only strings
used for deterministic keyword matching, regular-
expression checks, file parsing, or environment
loading are omitted.

D Additional Robustness and Diagnostic
Results

Human audit and repeated runs. We indepen-
dently annotated 200 queries sampled across both
benchmarks and all seven task categories before
inspecting TAPC predictions. TAPC agreed with
the human task labels on all 200 audited queries.
This measures agreement on the evaluated distri-
butions and should not be interpreted as universal
routing accuracy. We additionally audited 200 an-
swer outputs spanning both benchmarks, all task
categories, difficult cases, abstentions, and label-
disagreement cases. Human judgments agreed with
the automatic Qwen3-VL-Plus judge on all audited
examples. Across three repeated runs, overall ac-
curacy varied by at most one percentage point. On
the common 200-query subset, mean accuracy was
0.627 for RAG-Anything and 0.730 for TAP-RAG.

Figure 6 reports the QA-pair distribution across
page-range buckets for the two benchmarks. These
counts contextualize the page-range accuracy val-
ues in Table 11 and Figure 3: DocBench is rela-
tively more balanced across short and medium doc-
uments, while MMLongBench-Doc concentrates
most QA pairs in medium-length documents.

Together with the repeated-run audit, these
counts show that the reported trends are not driven
by a single evaluation pass or an isolated page-
range bucket.
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Group Setting Value used in the reported run

Backbone LLM/VLM Qwen3-VL-Plus for both language generation and page-image vision calls.

Backbone Embedding text-embedding-v3 with 1024 dimensions. The embedding dimension is
fixed to keep indexing and retrieval consistent.

Generation Main temperature 0 for the main answer path; sampling is used only inside TAPC voting and
routing.

Parsing Parser MinerU with automatic parsing. Image, table, and equation processing are
enabled to construct multimodal document chunks.

TAPC voting Samples / temperature /
agreement K = 5, sampling temperature 0.7, and agreement threshold 0.6.

TAPC voting Validation switches Structural validation, field coherence, query-document consistency, and final
task-decision checking are enabled.

TAPC policy Task policy table update The Task Policy Table provides task-level defaults, and bounded query
control applies visual, local, and global evidence signals.

TA-QFD Seeds and output Seed top-k = 6, output top-k = 10, and include seed nodes disabled. The
evidence expansion budget is controlled by the resolved task policy.

Retrieval Mode and budgets Hybrid mode; retrieval top-k = 8, semantic top-k = 8, structural
top-k = 12, and candidate limit 20.

Local context Context budget Top-8 local contexts, maximum 6000 characters, and maximum 12 files.

TAVE Visual budget Maximum 2 pages, page window 1, and page-image cache enabled. Visual
calls are triggered selectively by the policy.

Synthesis Response behavior Guarded synthesis produces a concise answer when support is sufficient and
abstains when the document does not support the requested fact.

Batching Runtime Batch size 1, QA concurrency 3, and resume-completed-documents enabled.

Table 7: Executable runtime settings used in the reported TAP-RAG evaluation.

Group Template Runtime use

Answer synthesis Final RAG answer

The assistant answers questions about one specific document. It must be
concise, complete, direct, and document-scoped; it starts with the answer, uses
only retrieved evidence from the target document, avoids cross-document
mixing, and returns “Not mentioned” when the requested fact is absent.

Answer synthesis Question-format
guidance

The prompt adapts the answer shape to the query type: counts return the exact
number plus short item names when useful; page questions return page
numbers only; yes/no questions start with “Yes” or “No”; acronym questions
return only the expansion; content questions remain short.

Document scope Evidence filter

Given a target document and candidate evidence, the prompt separates valid
current-document evidence from cross-document contamination. Clearly
unrelated candidates are removed, while uncertain candidates are retained to
avoid discarding useful evidence prematurely.

Support checking Evidence sufficiency
check

The prompt checks whether the available evidence supports the requested
answer. It favors supported concise answers when evidence is adequate and
returns an abstention-style response when the document does not contain the
requested fact.

Guarded response Answer consistency
guard

The guard rejects changes that alter numbers, page numbers, polarity, author
identity, or document scope without stronger evidence. It prevents visually
plausible but unsupported replacements.

Conciseness Post-processing rewrite
The prompt shortens an answer without adding information or changing
meaning. It removes filler, unnecessary citations, and unnecessary lists, starts
directly with the answer, and leaves already concise answers unchanged.

Page utilities Page count and
existence

The prompts determine the total number of pages or whether a requested page
exists in the current document only. They return only the page count for
total-page queries, or a compact JSON answer for page-existence checks.

Table 8: Answer synthesis, document-scope control, support checking, and guarded-response prompt templates.
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Group Template Runtime use

TAPC routing Voting router

The router classifies each query into exactly one of seven TPT categories:
metadata lookup, evidence localization, document aggregation, value
extraction, visual reasoning, Boolean verification, or generic reasoning. It
returns JSON with the target, relation, exact term, query rewrite, expected
answer type, reasoning, page hints, confidence, and visual/local/global
evidence signals.

TAPC routing Disagreement
arbitration

When TAPC voting candidates disagree, an arbitrator examines the query, vote
summary, and candidate reasoning, then returns the final JSON task decision.
The selected task must match the query’s primary evidence requirement.

Metadata lookup First-page metadata
extraction

The prompt extracts title, ordered authors, last author, and corresponding
author from first-page context. It returns JSON and avoids guessing when
author order or correspondence is not supported.

Evidence localization Page locator
Given the target, relation, and candidate page snippets, the prompt identifies
the earliest page that introduces the requested concept. It prefers introduction
pages over later mentions and considers only pages from the current document.

Document
aggregation Count resolver

Given the exact queried term and current-document text, the prompt returns
JSON with the exact occurrence count and a short explanation. It counts only
current-document content and excludes clearly contaminated evidence.

Value extraction Numeric and table
values

Value-extraction prompts request precise factual values from text or tables.
Numeric questions focus on explicitly stated quantities, percentages, scores, or
dataset sizes, while table-value questions focus on row-column or cell-level
evidence.

Boolean verification Support-oriented
judgment

Boolean queries require a direct Yes or No answer when evidence is sufficient.
If the required relation is absent or ambiguous, the prompt favors conservative
refusal rather than unsupported affirmation.

Policy signals Evidence signals
The routing prompt emits visual, local, and global evidence signals in [0, 1].
These signals adjust visual-trigger thresholds, fusion mode, evidence-expansion
behavior, and abstention strength through deterministic policy updates.

Table 9: TAPC routing, structural-operator, and policy-control prompt templates.

Group Template Runtime use

Multimodal parsing Image analysis

The image prompt asks an expert visual analyst to produce JSON with a
detailed description and entity summary. It describes layout, objects, text,
visual relationships, colors, actions, and technical details, optionally using
surrounding document context.

Multimodal parsing Table analysis

The table prompt asks for JSON with a detailed table description and entity
summary. It analyzes table structure, column headers, key values, trends,
statistical patterns, relationships among data elements, and the table’s
significance in context.

Multimodal parsing Equation analysis
The equation prompt asks for JSON explaining mathematical meaning,
variable definitions, operations, functions, application domain, theoretical or
physical significance, links to surrounding content, and practical use cases.

Multimodal parsing Generic content
analysis

The generic-content prompt asks for JSON describing structure, key
information, relationships between components, context, significance, and
retrieval-relevant details for non-image, non-table, and non-equation content.

Chunk construction Multimodal chunk text
Image, table, equation, and generic chunk templates serialize modality-specific
metadata and enhanced captions into retrieval text, including paths, captions,
footnotes, table structure, equations, and generated analysis.

Query-time analysis Modality summaries
Query-side prompts briefly describe image content, summarize table data,
explain equations, or analyze generic content so that multimodal evidence can
be incorporated into the answer-generation context.

TAVE Visual router and page
inspection

The visual router decides whether direct page-image inspection is needed. The
page-inspection prompt examines only the provided page image and returns
JSON with relevance, support score, answer-oriented snippet, page summary,
and evidence strings.

Cross-modal fusion Direct visual answer
and fusion

The direct visual-answer prompt answers from a single page image only,
returning NOT_RELEVANT if the page lacks evidence. The fusion prompt
merges text-path and visual-path answers, resolves conflicts using more specific
evidence, discards cross-document content, and outputs a concise final answer.

Table 10: Multimodal parsing, TAVE page inspection, and cross-modal fusion prompt templates.
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Backbone Method DocBench MMLongBench-Doc

Qwen2.5-VL-7B RAG-Anything 54.5 35.5
TAP-RAG 62.1 39.9

LLaVA-v1.6-Mistral-7B RAG-Anything 45.8 28.7
TAP-RAG 51.9 31.3

DocBench page-range accuracy

Method 1–10 11–50 51–100 101–200 200+

MMGraphRAG 64.01 62.93 59.01 55.19 56.00
RAG-Anything 61.65 59.20 57.76 64.94 65.00
TAP-RAG 74.04 65.80 63.98 74.03 77.00

MMLongBench-Doc page-range accuracy

Method 1–10 11–50 51–100 101–200 200+

MMGraphRAG 12.50 40.39 30.68 33.64 40.00
RAG-Anything 18.75 43.35 39.77 40.91 60.00
TAP-RAG 18.75 47.23 44.32 49.09 60.00

Table 11: Additional robustness results. The upper panel evaluates two alternative multimodal backbones; the lower
panel reports the page-range values used in Figure 3. Bold values mark the best result in each comparison.
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Figure 6: QA-pair distribution by document page range for DocBench and MMLongBench-Doc. The x-axis labels
are normalized to the same page-range buckets used in Table 11.
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