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Abstract

ReAct-style agents for search-intensive, multi-
step reasoning tasks rely largely on their own
internal judgment to decide what evidence to
seek, which reasoning or action step to take
next, and when to stop, often producing shal-
low, redundant, or poorly targeted trajectories.
Prior work has explored rubrics as external
quality signals, but existing uses are mostly
evaluative rather than action-guiding: rubrics
typically serve as training-time rewards or post-
hoc evaluators of completed outputs, and in
deep-research settings they are often coarse-
grained and report-level rather than step-level.
We introduce Co-ReAct, a rubric-guided action-
selection framework that uses rubrics as step-
level guidance during inference. At each de-
cision step, Co-ReAct injects a rubric into the
agent’s context to guide the next Reason-or-
Act decision, specifying what the agent should
target in evidence seeking, search, reasoning,
or self-evaluation. To make this guidance re-
liable, we train a dedicated rubric generator
with GRPO. Unlike prior pairwise or binary
preference formulations, our objective opti-
mizes a list-wise Spearman rank-correlation
reward against multi-judge expert consensus
rankings, encouraging rubrics that are discrimi-
native rather than merely plausible. On Deep-
ResearchBench and SQA-CS-V2, Co-ReAct
consistently improves over ReAct and represen-
tative test-time compute baselines across search
agents built on both 8B/14B open-source and
frontier closed-source base models. The trained
rubric generator can also serve as a drop-in
component that improves these baselines with-
out changing their underlying decision mecha-
nisms.

1 Introduction

Deep research agents built on the ReAct paradigm
(Yao et al., 2022) conduct search by repeatedly de-
ciding what evidence to seek, what action to take
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next, and when to stop. In current systems, these
decisions are driven largely by the agent’s own in-
ternal judgment. This self-direction can be brittle.
Agents may reissue near-duplicate queries, stop
before sufficient evidence has been gathered, or
rely on a narrow set of sources even when the ques-
tion would benefit from comparison across mul-
tiple perspectives (Wang et al., 2025; Shao et al.,
2025a). The resulting trajectories can therefore be-
come shallow, redundant, or misaligned with the
specific demands of the current step. What is miss-
ing is an external, verifiable specification of what
the next step should accomplish: a step-level sig-
nal that tells the agent, at a particular branching
point in a particular trajectory, what fine-grained
requirements the next action should satisfy.

Rubrics (Popham, 1997) are a natural candidate
for such a specification because they express qual-
ity as a small set of checkable criteria. However,
existing rubric-based methods use rubrics primar-
ily as evaluative objects rather than guidance sig-
nals (Gunjal et al., 2025). In general LLM align-
ment, rubrics are commonly used as training-time
rewards, judge templates, or post-hoc evaluators
of completed outputs (Xu et al., 2026a). In deep-
research settings, rubrics are also typically defined
at the level of the final report, where they check
whether a completed answer is comprehensive,
well-cited, and faithful to the evidence (Lv et al.,
2026; Shao et al., 2025b). These uses answer the
question: how much credit does an output already
produced deserve? They do not answer the ques-
tion a search agent faces during inference: given
what has already been observed, what concrete re-
quirements should the next action satisfy?

Using rubrics for this prescriptive role requires
more than attaching a generic checklist to the
prompt. (Brookhart, 2018) First, the rubric must
be step-level: it should specify what the next ac-
tion should cover, rather than what the final report
should contain. Second, it must be conditioned on
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the current partial trajectory, because the right next
action depends on what the agent has already tried
and what evidence it has already found. Third, it
must be discriminative: the actions favored by the
rubric should actually be better than the actions it
penalizes. This last requirement is crucial. As we
show in ablation study, an unreliable rubric may not
merely fail to help: when injected into the agent’s
context, untrained rubrics can actively mislead the
search process and degrade performance.

We therefore propose Co-ReAct, a rubric-guided
ReAct framework for deep research. The name
Co-ReAct reflects the rubric’s role as a step-level
collaborator: before the agent acts, it specifies fine-
grained requirements for the next step; after the ac-
tion is executed, it provides a basis for verification
and feedback. Co-ReAct trains a dedicated rubric
generator to produce discriminative step-level guid-
ance. Unlike prior rubric-learning methods (Xu
et al., 2026b) that rely on pairwise preferences or
binary accept/reject labels, Co-ReAct uses a list-
wise formulation. At each ReAct decision point,
multiple next actions may appear plausible, so the
useful signal is not only whether an action is ac-
ceptable or better than another, but how a slate
of candidate actions should be ranked relative to
one another. We therefore sample candidate next
actions for each decision point and obtain a multi-
judge expert consensus ranking over the full slate.
The rubric generator is trained with GRPO (Shao
et al., 2024a) using a Spearman rank-correlation
(Spearman, 1904; Song et al., 2025b) reward be-
tween the expert ranking and the ranking induced
by the generated rubric. A rubric receives high re-
ward only when its criteria lead to an action ranking
that agrees with the expert consensus, encourag-
ing rubrics that induce expert-aligned preferences
rather than merely sounding plausible.

At inference time, the rubric generator serves
two roles. As a complete system, Co-ReAct ex-
tends the standard ReAct loop with an inject—
verify—retry procedure. Before each tool call, a
trajectory-conditioned rubric is injected into the
agent’s context to specify what the next action
should target. After the action is proposed but be-
fore it is executed, an independent verifier checks
the proposed action against the rubric. If the verifi-
cation passes, the action is accepted; otherwise, the
verifier returns feedback on which criteria remain
unsatisfied, and the agent regenerates the action
accordingly. As a drop-in plug-in, the same trained
rubric can also be injected into existing test-time

compute methods such as Best-of-N (Snell et al.,
2024), Step-Back (Zheng et al., 2024), and CRITIC
(Gou et al., 2024)without changing their decision
mechanisms. In both cases, the rubric is consumed
by the agent at inference time as a step-level action-
selection signal, rather than by an optimizer or eval-
uator after the output has already been produced.
The primary contributions of this work are:

* We recast rubrics from an evaluative object
consumed by the training pipeline into a pre-
scriptive, step-level action-selection signal
consumed by the agent at inference time. To
our knowledge, Co-ReAct is the first system
to train rubrics for this role in a ReAct deep
research agent.

* We train the rubric generator with a listwise
GRPO objective that rewards rank-correlation
with multi-judge expert consensus, so the
learned rubric is discriminative by construc-
tion rather than merely plausible.

* We empirically show that Co-ReAct consis-
tently improves deep-research performance
across multiple benchmarks, agent backbones,
and test-time compute baselines. Plugging
the same learned rubric into existing methods
further yields positive transfer, indicating that
step-level rubric guidance is complementary
to current inference-time enhancement tech-
niques.

2 Related Work

2.1 ReAct-paradigm enhancements.

A first line of work augments a fixed ReAct agent
with extra inference-time computation to improve
step-level decisions. Self-Refine (Madaan et al.,
2023) has the agent critique and rewrite its own
output; Best-of-N samples multiple parallel trajec-
tories and selects among them with an external
or self-scoring model; Step-Back prompts for a
higher-level abstraction of the question before act-
ing; CRITIC issues tool-interactive critique queries
to verify and correct intermediate steps; Reflex-
ion (Shinn et al., 2023) and Tree-of-Thought (Yao
et al., 2023) extend the same idea with episodic
memory and branching search. In all of these meth-
ods the guidance signal—critique, scoring model,
abstraction prompt—is produced by an untrained,
prompted LLM. Co-ReAct occupies the same slot
in the pipeline but replaces the prompted signal
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with a GRPO-trained rubric generator whose out-
put is rank-calibrated against expert consensus, and
our plug-in study (Sec. 4.6) shows this trained sig-
nal is additive with these methods rather than a
substitute for them.

2.2 [End-to-end trained search agents.

A parallel line of work retrains the search policy
itself with reinforcement learning so that the agent
itself issues better queries. Search-R1 (Jin et al.,
2025), R1-Searcher (Song et al., 2025a), and We-
bGPT (Nakano et al., 2021) train the agent’s policy
against verifiable or preference-based rewards; DR-
Tulu (Shao et al., 2025b) maintains an evolving
rubric buffer that supervises the policy during train-
ing; These methods change what the agent does by
modifying the policy itself, whereas we train an ex-
ternal guidance signal and leave the search policy
untouched; the rubric lives outside the agent and
is consumed by it at inference time. We therefore
view this line as an orthogonal axis of system de-
sign and do not treat it as a direct baseline; stacking
our rubric on top of a trained search agent is out of
scope here and left to future work.

2.3 Rubric-based reward and evaluation.

A growing line of work treats rubrics as a sig-
nal for LLM alignment. Rubric-ARM (Xu et al.,
2026a) alternates RL between a rubric generator
and a judge; OpenRubrics (Liu et al., 2025) trains
a rubric-conditioned reward model on large-scale
prompt-rubric data; AdvancedIF (He et al., 2025)
trains a rubric verifier for complex instruction fol-
lowing; Lv et al. (2026) and DR-Tulu (Shao et al.,
2025b) train or evolve rubrics for deep research,
both at the report level; Seed (Sheng et al., 2026)
self-evolves CoT rubrics during RL. Broader LLM-
as-a-judge (Lee et al., 2024; Bai et al., 2022) and
process-reward-model work (Wang et al., 2024;
Lightman et al., 2024) similarly use LLM-derived
signals to score or supervise reasoning steps. In all
these settings, the rubric is consumed evaluatively—
by a training pipeline as reward, judge template, or
post-hoc verifier—to decide how much credit an
already-produced response deserves. Our rubric
is consumed prescriptively by the agent itself at
inference time, and is generated step-by-step from
the current partial trajectory rather than once per
query or per completed report. To our knowledge,
Co-ReAct is the first system to train rubrics for this
prescriptive, step-level role in a ReAct agent.

3 Method

Our method has three stages: (i) collect branching
points from real ReAct trajectories and label each
with an expert ranking over candidate next actions,
(ii) train a rubric generator with GRPO so that the
rubric it emits produces a ranking consistent with
the expert ranking, and (iii) use the trained rubric
at inference time inside an inject—verify-retry loop.
Figure 1 gives an overview, and the same generator
also serves as a drop-in plug-in for other test-time
methods (Sec. 4.6).

3.1 Preference Data Collection

We construct training data from branching points
of real ReAct trajectories, so the rubric is su-
pervised on the same decision states the down-
stream agent encounters. Let ¢ denote a re-
search query. A ReAct trajectory for ¢ is a se-
quence of interleaved actions and observations
(a1,01,a2,02,...), where a; is the action taken at
step ¢ and o, is the corresponding observation. We
write hy = (aq,01,...,a;-1,0.—1) for the trajec-
tory prefix up to step .

Starting from a pool of deep research queries,
we run a search agent on each query to obtain a
full ReAct trajectory. At every tool-calling step ¢,
we treat the pair (g, h¢) as a branching point and
collect a slate of k£ candidate next actions A; =
{agl), . ,agk)}.

To ensure the slate is diverse rather than filled
with near-duplicates, we generate 12 continua-
tions at each branching point by three ReAct
agents of different scales—Qwen3-8B, Qwen3-
14B, and Qwen3-32B—each sampled at tempera-
tures {0.1,0.4,0.7,1.0}. Mixing model scales and
temperatures broadens the range of search strate-
gies and surface forms in the slate. From this pool
we remove exact duplicates and then select k=4
actions using Maximum-Marginal-Relevance with
BM25 (Robertson and Zaragoza, 2009) similarity
on the tokenized action string. We discard branch-
ing points that have already emitted a final answer
or where fewer than £ distinct actions can be ob-
tained.

Expert ranking via multi-judge consensus.
Each branching point (g, h¢, A;) is paired with an
expert consensus ranking o; over A; that serves
as the supervision target. Using a single LLM as
a pointwise judge is brittle: pointwise scores are
poorly calibrated across prompts, and one model’s
idiosyncratic preferences become a bias shared

36530



(1) Collect Data

El Q: Latest advances in software-defined radio?
a research question

(2) Train

preference
batch

Expert LLMs
[Expert Consensus Ranking (Step 1): a,> a, >a, > a, | ©nsensus ranking

@ Generated Rubric

¢, [04] use google search

¢, [03] query covers 2022-2025
¢, [0.2] restrict to en results

score candidates with rubric

(3) Infer

¥ (@ Rubric Generator

E Step2/10  Rubric (example)

[0.4] use google search (latest version)

(question, trajectory)

(2) REASON + ACT
— DY

Action
people search("SDR advances 2022-25")

[0.3] query spans dates 2022-NP
[0.2] Setthe “en” for English results

Fail X
retry action
with feedback

) VERIFY

At each depth,

4 < <,
i |sample N candidate

Check rubric

i actions and continu

a | vV | V

FINAL ANSWER

= /' google search true

‘expanding the

a, [ X | V

top-ranked parent

next step
aggregate

BpertUM [ o, | v | v

/' Query hits 2022-25
X Misses ht. parameters

a | v |V

X
X
V] score
X

Rubric-induced
Ranki

Step n
(final depth)

the rubric and derive rankings.

Expert LLM score candidate actions using

a,>a, >a, >a,

/ OBSERVATION @

.after max steps.

2 FNaLANSWER

Expert LLMs

[ v reward = Spearman p }

[Expert Consensus Ranking (Stepn): €, > C, > C, > CJ consensus ranking

{

@ Preference Data }

Rubric-induced
Ranking:
a,>a,>a,>a,

Expert Ranking: ReAct:

9] Reasnn»¢ Act > @ Observation

Co-ReAct:
a,>a,>a, > a, Rubric —> {7 Reason >

from panel @D by s> @ verty > @ obserain

(3-tuple)

> GRPO update

(5-tuple)

Figure 1: Overview of Co-ReAct. (i) Collect: sample candidate next actions at each branching point and rank them
with multi-judge expert consensus. (ii) Train: GRPO with a Spearman reward between the rubric-induced ranking
and the expert ranking. (iii) Infer: the trained rubric drives a five-tuple (Rubric, Reason, Act, Verify, Observe) loop.

across all supervision. We therefore use a list-
wise, multi-judge protocol. The four candidates
are randomly permuted and relabeled with neutral
identifiers { X, Y, Z, W'} to remove positional bias,
then shown to J independent frontier LLM judges
drawn from different model families. Each judge
returns a full ranking of the slate rather than a scalar
score. We aggregate the rankings via Borda count—
each candidate’s rank positions across judges are
summed into a single score, and o} is the permu-
tation induced by sorting these scores. Borda over
listwise judgments respects each judge’s full order-
ing and is robust to a single judge being an outlier.
We only keep branching points on which at least
two judges return a valid, parseable ranking.

Depth-wise expansion. Branching points at suc-
cessive depths are collected along a single trajec-
tory spine: after obtaining the expert ranking o} at
depth ¢, we commit only the top-ranked action a}
and its observation o} to the history, then re-sample
a fresh slate Ay 1 at the resulting prefix hs, 1.

3.2 Rubric Generator Training with Listwise
GRPO

We formalize the rubric generator as an autoregres-
sive policy mg(R | ¢, h¢) that emits a rubric R: a
short list of weighted criteria specifying what a
good next action should cover. A rubric is use-
ful only if it can discriminate good actions from
bad ones at the same branching point; a rubric that

sounds plausible but induces a ranking uncorrelated
with expert consensus is useless. We therefore de-
fine the reward of a sampled rubric as the rank
correlation between the ranking it induces over A,
and the expert consensus ranking o7.

3.2.1 Rubric Reward Design

Rubric-induced ranking. Given a rubric R and
a candidate action a € Ay, an independent eval-
uator LLM reads (q, h¢,a, R) and returns the
weighted fraction of rubric criteria the action sat-
isfies. Sorting these scores in descending order
yields the rubric-induced ranking 7;(R).

Listwise Spearman reward. The main reward is
the Spearman rank correlation between o,(R) and
ot rescaled to [0, 1]:

rank(R) = 5(p(G4(R), o) +1), (1)

where p is Spearman’s rank correlation coefficient

63", (0a(i) — oy (i)

n(n?—1) ’

ploa o) =1 - )

and o,(), 0p(i) denote the rank of candidate i un-
der the two rankings (n = |.4;|). An anti-correlated
ranking gets 0, a random ranking gets 0.5 in expec-
tation, and perfect agreement gets 1; a plausible-
sounding rubric that cannot sort candidates in the
expert order earns no credit above chance.
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Total reward. We combine 7an¢ With two light
shaping terms—an atomicity reward 7,0m that en-
courages each criterion to check a single verifiable
fact, and a format reward rgy that enforces the
expected schema—into the final reward

T(R) = w1 74rank(‘R) + w2 Tatom (R) + w3 7’fmt(‘R)v

3)
with wy > wa, w3, so the rank-correlation signal
drives learning and the shaping terms only refine
how the rubric is phrased.

3.2.2 GRPO Optimization

We optimize my with Group Relative Policy Op-
timization (Shao et al., 2024b). For each branch-
ing point (g, hy), we sample a group of G rubrics
{R1,...,Rg} from the current policy g, and
compute the rewards {r(R;)}$, via Eq. 3. Writ-
ing R, j, for the k-th token of R; and |R;| for its
length, the policy is updated with the token-level
clipped surrogate objective:

MQ

|R;|
Z [mln wi, kAu
i=1 k:

clip, (wix) A7) = BKLq ).

“4)

where clip. () = clip(z, 1—¢, 1+€), KL; j, is the
per-token KL penalty of 7y against the frozen ref-
erence policy mef, and the per-token importance
ratio is

mo(Rik | ¢, he, Ri <k)
T 0014 (Ri,k ‘ q, ht, Ri,<k) ‘

(&)

Wik =

Since the reward is assigned at the sequence
level, all tokens of a rubric share the same group-
normalized advantage:

(R — mean({r(R;)}S.,)
A= aaeane) @

The output of this stage is the trained generator 7,
which at inference time takes any (g, h;) and emits
a rubric targeting the next search step.

3.3 Co-ReAct Inference: Inject, Verify, Retry

At inference time we use 7 to drive a rubric-
guided ReAct loop, extending ReAct’s three-tuple
(Reason, Act, Observe) to a five-tuple (Rubric, Rea-
son, Act, Verify, Observe). At each tool-calling
step with history h;, Co-ReAct performs three op-
erations:

1. Inject. The rubric generator produces Iy ~
75 (- | ¢, he), which is appended to the agent’s
context as an explicit specification of what the
next action should cover. The search agent
then decides on a next action a; conditioned
on both h; and R;.

2. Verify. Before executing the action, an inde-
pendent verifier LLM reads (q, h, at, R¢) and
checks each criterion in R; against the pro-
posed action, returning a per-criterion verdict.
The step is accepted if the weighted fraction
of satisfied criteria exceeds a threshold 7.

3. Retry. If the step fails verification, the agent
is asked once to re-plan the step with the same
rubric R; and the verifier’s per-criterion feed-
back pinned in context, so it can directly ad-
dress the failed criteria. The retried step re-
places the failed one, and at most one retry is
issued per step to bound compute.

The rubric generator, search agent, and verifier
each play a distinct role, so the trained rubric can
also be used outside this loop: we simply inject R;
into a baseline’s context and skip the verify—retry
step, letting the baseline’s own decision mechanism
consume the rubric (Sec. 4.6).

4 Experiments

4.1 Experimental Settings

Datasets. We evaluate on two deep research
benchmarks that stress different aspects of open-
ended, citation-grounded research. DeepResearch-
Bench (DRB) (Du et al., 2025) contains Chinese
and English research questions that require multi-
turn web search and long-form report generation
with citations, and is judged under the RACE proto-
col that scores comprehensiveness, insight, instruc-
tion following, and readability. SQA-CS-V2 (Asai
et al., 2024) contains scientific questions that re-
quire search and citation-grounded synthesis; eval-
uation focuses on factual completeness (ingredient
recall, answer precision) and citation quality (cita-
tion recall and precision).

Evaluation Metrics. For DRB, we report the
RACE metric comprising Comprehensiveness
(Comp.), Insight (Ins.), Instruction Following (IF),
Readability (Read.), and their Global Average
(Avg.). For SQA-CS-V2, we report Ingredient Re-
call (IR), Answer Precision (AP), Citation Recall
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(CR), Citation Precision (CP), and their Global Av-
erage (Avg.).

Agent Architecture and Tool Set. All methods
share a two-stage pipeline: a search agent gath-
ers evidence through a ReAct loop, and an answer
agent synthesizes a citation-grounded report from
the full trajectory. The search agent has access
to three tools: an academic search tool, a Google
search tool, and a webpage browsing tool. It inter-
leaves these tool calls with reasoning steps. Base-
lines differ only in how the search agent decides
what to call next or whether to retry. The tool set
and answer agent are identical across methods, so
comparisons isolate decision quality from writing
ability.

Compared Methods. We compare Co-ReAct
against four test-time methods on the same ReAct
loop: Self-Refine (Madaan et al., 2023) applies it-
erative self-critique at each step, retrying when the
agent judges its own output insufficient; Best-of-N
(Snell et al., 2024) samples N=4 trajectories at
temperature 0.7 and picks the best via an external
scorer (answer generation is greedy); Step-Back
(Zheng et al., 2024) prepends a high-level perspec-
tive before each action to encourage broader rea-
soning; CRITIC (Gou et al., 2024) runs a verifica-
tion search after each action to generate grounded
feedback for retries. Co-ReAct (Ours) emits a
calibrated rubric from an RL-trained generator be-
fore each step, injects it as structured guidance, and
verifies the action against the criteria with targeted
retry on failure.

Implementation Details. We use Qwen3-8B and
Qwen3-14B as search agents (vVLLM, greedy de-
coding); for each search agent, the rubric genera-
tor is initialized from the same-size Qwen3 model
and GRPO-trained on branching-point data from
the DR-Tulu training queries (Shao et al., 2025b),
with expert rankings from a three-judge council
(Claude 4.5 Sonnet, Gemini 2.5 Pro, GPT-5) ag-
gregated by Borda count. To isolate search quality
from writing ability, all methods share the same
answer rewriter Qwen3-235B. For evaluation we
adopt each benchmark’s official setting: DRB is
scored by the official RACE protocol (Du et al.,
2025) with Gemini as the judge, and SQA-CS-V2
is scored by its official evaluation script (Asai et al.,
2024) also with Gemini as the judge. Full data-
collection statistics, judge configuration, and hy-
perparameters are in Appendix A.

4.2 Main Results

Results on DRB and SQA-CS-V2 are shown in
Table 1.

(1) Co-ReAct achieves the best Global Average
on both benchmarks and both scales, confirming
that rubric-guided search consistently yields higher-
quality trajectories. With Qwen3-8B, it improves
over the strongest baseline Self-Refine by 0.89%
on DRB and 0.84% on SQA. Gains amplify with
Qwen3-14B: 7.86% on DRB and 4.56% on SQA
over ReAct, surpassing the second-best CRITIC by
3.59% on DRB and Self-Refine by 2.47% on SQA.

(2) Self-Refine and CRITIC are the most com-
petitive baselines. Both share the intuition behind
our verification component, which is to catch and
correct suboptimal actions. However, they rely on
the search agent to diagnose its own quality gaps.
In contrast, Co-ReAct offloads this process to a ded-
icated RL-trained rubric generator, yielding more
targeted guidance.

(3) Best-of-N and Step-Back consistently under-
perform on SQA. Best-of-N produces shorter trajec-
tories on average (3.0 tool calls vs. 5.2 for ReAct;
Table 3) because its candidates tend to stop once
a plausible answer appears, and the best-scoring
candidate is often one of these shorter, less exhaus-
tive runs. Step-Back’s abstract perspective diverts
the agent from fine-grained retrieval—though it
achieves the highest Answer Precision on SQA
(81.08 / 82.19), suggesting abstraction trades recall
for precision.

(4) The scaling behavior from 8B to 14B reveals
a clear trend: Co-ReAct’s relative gain over ReAct
grows from 2.50% to 7.86% on DRB and from
2.80% to 4.56% on SQA, indicating that stronger
agents better leverage structured rubric guidance.
The largest sub-metric gain, 19.5% on Ingredient
Recall at 14B, shows the rubric especially helps the
agent cover more key information points.

4.3 Ablation Study

Table 2 isolates the contribution of each Co-ReAct
component on SQA-CS-V2.

All three components, listwise training, RL op-
timization, and verification, are essential. w/o Co-
ReAct (72.76): removing the rubric mechanism
reduces the method to standard ReAct. w/o RL
Rubric (72.44): replacing the RL-trained generator
with an untrained base model hurts performance be-
low even ReAct, confirming that rubric quality mat-
ters. Miscalibrated rubrics mislead the agent rather
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Table 1: Comparison results on DeepResearchBench (DRB) and SQA-CS-V2 with two search agents. All methods
use Qwen3-235B as the answer rewriter to isolate search quality from writing ability. Improvement (%) is relative

to ReAct. Bold: best; underline: second best.

Model Method DeepResearchBench SQA-CS-V2

Comp. Ins. IF Read. | Avg. IR AP CR CP | Avg

ReAct 30.13 27.42 40.58 37.82 | 33.18 49.01 76.74 7129 9398 | 72.76

Self-Refine  30.71 27.66 41.44 3825 | 33.71 50.25 77.07 7271 96.70 | 74.18

Qwen3-8B Best-of-N 30.19 26.82 40.90 38.62 | 33.27 45.77 75.66 6793 9098 | 70.08
Step-Back 28.40 25.97 39.50 3795 | 32.05 43.02 81.08 66.24 85.65 | 69.00

CRITIC 30.25 27.45 41.03 3793 | 33.37 50.56 7493 68.77 9250 | 71.69

Co-ReAct 31.48 28.18 41.19 39.26 | 34.01 50.91 79.99 7345 94.84 | 74.80
Improvement (%) 45% 1t 28% 1 1.5% 1 3.8% 71 ‘ 25% 1 3.9% 1 42% 1 3.0% 7 0.9% 1 ‘ 2.8% 1
ReAct 31.25 28.29 41.44 3939 | 34.23 48.23 7343 7158 97.67 | 72.73

Self-Refine  31.37 28.64 41.17 38.83 | 34.24 49.72 77.69 71.81 97.65 | 74.22

Qwen3-14B Best-of-N 30.34 27.04 40.74 3799 | 33.19 44.98 78.40 69.25 90.61 | 70.81
Step-Back 27.93 25.55 39.39 37.58 | 31.69 43.61 82.19 6231 84.65 | 68.19

CRITIC 32.53 30.35 42.64 40.17 | 35.64 50.63 7596 71.63 95.36 | 73.40

Co-ReAct 34.63 31.76 43.50 40.52 | 36.92 57.62 7529 73.82 9748 | 76.05
Improvement (%) 10.8% 1 123% 1 5.0% 1 29%1|79% 1 195% 1 25% 1 3.1% 1 - |46%7

Table 2: Ablation study on SQA-CS-V2 (Qwen3-8B
search agent). Each row removes one component from
the full Co-ReAct method.

Method RL Training Verify Global Avg.
w/o Co-ReAct X X 72.76
w/o RL Rubric X v 72.44
w/o Listwise Pairwise v 74.04
w/o Verification Listwise X 74.08
Co-ReAct (Full) Listwise v 74.80

Table 3: Search behavior analysis on SQA-CS-V2
(Qwen3-8B search agent).

Method Tool Calls Links Citations Utils
ReAct 5.2 12.7 11.2 0.88
Self-Refine 4.3 16.6 15.1 091
Best-of-N 3.0 9.7 8.2 0.85
Step-Back 4.1 10.5 9.1 0.87
CRITIC 5.0 14.2 12.8 0.90
Co-ReAct 6.5 19.3 18.6 0.96

than guide it. w/o Listwise (74.04): switching
listwise to pairwise GRPO degrades performance,
because listwise Spearman optimization provides
richer gradient signals across full rankings. w/o
Verification (74.08): removing verify-and-retry re-
duces Global Average by 0.96%; the verification
step catches 21.4% of tool calls that fail rubric cri-
teria and triggers targeted retries (Section 4.5).

4.4 Generalization to Commercial Models

To verify the effectiveness of the Co-ReAct
paradigm itself under a closed-source setting, we
further apply a prompt-only Co-ReAct variant to

[ ReAct [ Self-Refine [ Best-of-N [ Step-Back [X] CRITIC B Co-ReAct

Score

" sl s AL ALA N

Figure 2: DRB RACE sub-metric results with Gem-
ini 3.1 Pro used as the search agent, answer generator,
and rubric generator. Co-ReAct achieves the best score
on every sub-metric. Dashed lines mark the ReAct base-
line in each group.

Gemini 3.1 Pro on DRB. In this setting, Gemini
serves as the search agent and answer generator,
and is prompted to generate step-level rubrics and
verification feedback without GRPO fine-tuning
(Figure 2).

Co-ReAct reaches 37.13 Overall RACE, improv-
ing over ReAct by 4.44% and over the strongest
baseline Step-Back by 3.89%. All other test-time
methods (Self-Refine, Best-of-N, CRITIC) fail to
improve over ReAct on this strong model, sug-
gesting that self-correction and resampling offer
diminishing returns when the base agent is already
capable.

4.5 Search Behavior

Co-ReAct produces more thorough search tra-
jectories. Table 3 compares search behavior. Co-
ReAct averages 6.5 tool calls and 19.3 links per
question vs. 5.2 / 12.7 for ReAct—a ~52% in-
crease in retrieved documents with only ~25%
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Figure 3: Plug-in rubric portability. The rubric trained
inside Co-ReAct is injected into three other test-time
methods (with verify-and-retry disabled) on DRB and
SQA. Arrows connect each method’s original score (hol-
low) to its score after rubric injection (filled).

more tool calls, indicating the rubric guides the
agent toward more targeted queries rather than sim-
ply increasing search volume. CRITIC uses com-
parable tool calls (5.0) but retrieves fewer links
(14.2), suggesting its verification searches check
existing results rather than discover new ones. Co-
ReAct also produces the largest pool of unique
cited sources (18.6), a ~66% relative gain over
ReAct (11.2) and above every baseline. Despite
retrieving the most links, Co-ReAct achieves the
highest utilization ratio (Utils 0.96 vs. 0.88-0.91),
which we attribute to the rubric’s ability to generate
more step-appropriate queries that steer the agent
toward more relevant and useful evidence.

Verification is well-calibrated. Across the SQA
evaluation set, Co-ReAct executes 743 rubric-
guided steps (7.4 per example); 159 (21.4%) fail
verification and trigger a retry. This rate balances
quality and efficiency, and the improvement from
inject-only (74.08) to full Co-ReAct (74.80) con-
firms these retries meaningfully improve search
quality.

4.6 Plug-in Rubric Portability Study

We test whether the trained rubric can be reused
outside the Co-ReAct loop by injecting the 14B
rubric generator into Best-of-N, Step-Back, and
CRITIC as a drop-in context signal, with verify-
and-retry disabled and all other components un-
changed. Evaluation follows Table 1’s protocol on
both DRB and SQA ; results are in Figure 3.

The rubric yields positive transfer in all six
(method, benchmark) cells, with the largest gains
on the weakest method (Step-Back) and the small-
est on the method whose built-in tool-interactive
critique already overlaps with the rubric signal
(CRITIC). The rubric is thus complementary to

Q: What is DepthCrafter and how does it differ from prior monocular depth estimators?

ReAct

} Answer - ReAct

1./ DepthCrafter estimates consistent depth
‘ for long videos (~110 frames).

2. v/ Released by Tencent Al Lab;
CVPR 2025 Oral.

ch (query="DepthCrafter .
s yeor="2034 3. O Usesa diffusion-based video model
trained from scratch.
(inconsisten

| ‘
-

al )
a =" fer

t0p = DepihCrafter

a2
google_search(query="DepthCrafter
paper CVPR 2025')
obs: project

Answer - Co-ReAct

(a3 Rubric (a3) (&)
1. [0.5] Use b 1. v/ DepthCrafter estimates consistent depth
2. 03] for long videos (~110 frames)

imary source
Varigold / ChronoDepth

. |

2.V Released by Tencent Al Lab;
CVPR 2025 Oral

attempt 1

academic_searchiquern="DepthCratter—

3./ Fine-tunes Stable Video Diffu

A rather than trair cratcl
distinet from Marig
ChronoDepth, which operate frame-wise

onimage diffusion models. @SR

sion
h;

102005")

this retry produces this answer point=”

Figure 4: Case study: ReAct vs. Co-ReAct on the
same SQA-CS-V2 question (DepthCrafter). Co-ReAct’s
rubric—verify-retry mechanism at a3 corrects a factual
error that ReAct fails to catch.

existing test-time compute techniques, not a substi-
tute, and can serve as a drop-in component on top
of them.

4.7 Case Study

Figure 4 illustrates the rubric—verify—retry mech-
anism on a single SQA-CS-V2 question about
DepthCrafter. ReAct and Co-ReAct issue identical
first two actions; at as, the rubric guides Co-ReAct
to open the arXiv page rather than issuing another
snippet query. The initial attempt fails verification
due to wrong tool selection and insufficient disam-
biguation, triggering a retry with browse_webpage.
This single corrected action produces the third an-
swer bullet that ReAct gets wrong, demonstrating
how step-level rubrics translate into concrete fac-
tual improvements.

5 Conclusion

We presented Co-ReAct, a rubric-guided exten-
sion of ReAct that inserts a Rubric stage be-
fore action and a Verify stage after, turning the
agent’s three-tuple into a five-tuple (Rubric, Rea-
son, Act, Verify, Observe). The rubric generator is
trained with listwise GRPO, using Spearman agree-
ment between rubric-induced and expert rankings
as the reward. Across DeepResearchBench and
SQA-CS-V2, Co-ReAct consistently outperforms
Self-Refine, Best-of-N, Step-Back, and CRITIC
on Qwen3-8B, Qwen3-14B, and Gemini 3.1 Pro
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agents; the learned rubric also transfers as a drop-
in module, improving every baseline it is plugged
into. These results suggest that externally gener-
ated, trajectory-aware rubrics are a lightweight and
composable way to improve agentic search.

Limitations

Scope of the method. Co-ReAct is a ReAct-
paradigm enhancement: it sits on top of a fixed
search policy and improves step-level decision
quality through additional inference-time computa-
tion, without retraining the underlying agent. Ac-
cordingly, we compare against other ReAct en-
hancements (Self-Refine, Best-of-N, Step-Back,
CRITIC) and do not benchmark against end-to-
end RL-trained search agents such as Search-R1
or R1-Searcher, which retrain the policy itself and
belong to an orthogonal line of work. Our plug-in
study only evaluates compositionality within the
ReAct-enhancement family; whether the trained
rubric can be stacked on top of RL-trained search
agents is an open question we leave to future work.

Evaluation scale and judging. Our evaluation
relies on LLM-based judges (Gemini for DRB and
SQA, and a three-model council during rubric train-
ing), which inherit known failure modes of LLM-
as-a-judge such as verbosity bias.
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A Additional Implementation Details

This appendix records the concrete hyperparam-
eters and configuration choices referenced from
Sec. 3 and the Experimental Settings.

Rubric training data. We collect branching-
point data (Sec. 3.1) from 11,406 research queries
drawn from the training set of DR-Tulu (Shao
et al., 2025b), so that the rubric generator is super-
vised on the same query distribution as the down-
stream deep research setting. For each query, we
construct a trajectory through depth-wise expan-
sion rather than rolling out a fixed single-agent
trajectory. At each branching point, we sample 12
candidate next actions using three ReAct agents
of different scales—Qwen3-8B, Qwen3-14B, and
Qwen3-32B—each decoded at four temperatures
{0.1,0.4,0.7,1.0}. The candidate slate is then
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ranked by the multi-judge expert consensus pro-
cedure described in Sec. 3.1, and the top-ranked
action is executed to extend the trajectory prefix
for the next depth. From each candidate pool, we
remove exact duplicates and select k=4 diverse
actions via Maximum-Marginal-Relevance with
BM25 similarity on the tokenized action string.
After discarding branching points where the agent
has already emitted a final answer or where fewer
than four distinct actions can be obtained, we ob-
tain 29,866 branching points used as the unit of
supervision.

Expert consensus judges. For each branch-
ing point, the four candidates are relabeled
{X,Y,Z, W} under a random permutation and
submitted to a council of J=3 frontier LLM
judges drawn from different model families:
Claude 4.5 Sonnet, Gemini 2.5 Pro, and GPT-
5. Each judge is asked for a full listwise ranking
(not a scalar score) with a chain-of-thought ratio-
nale; rankings are parsed from the judge’s final
answer block.

GRPO hyperparameters. The rubric genera-
tor is trained with GRPO on D*. We sample
G'=8 rubrics per branching point and form group-
relative advantages within each group. The reward
mixes the listwise Spearman term with atomic-
ity and format terms at weights (w;, wa, w3) =
(0.75,0.15,0.10), and a repetition gate zeroes out
the total reward whenever the 4-gram repetition
rate of the rubric exceeds 40%. The Spearman
ranking is computed by an independent evaluator
LLM (Gemini 2.5 Pro) that scores each candidate
against the sampled rubric. We train for 2 epochs
with learning rate 2 x 1075, a KL coefficient of
5 x 1073 against a frozen reference policy, and
gradient clipping at norm 1.0.

Co-ReAct inference. At inference time, the
rubric generator is served via vVLLM with tempera-
ture 0 and a maximum of 1024 output tokens per
rubric; the search agent and the independent ver-
ifier both run on the same base model with tem-
perature 0. Verification accepts a step when the
weighted fraction of satisfied rubric criteria ex-
ceeds 7 = 0.6, and at most one retry is issued per
step (max_retries=1) to bound compute. Each
search trajectory is truncated to a 8,000-token bud-
get before the answer-rewriter stage, matching the
protocol used for all baselines.
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