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Abstract

Tool-using large language models (LLMs) can
make multiple attempts to complete a task, us-
ing execution feedback from failed tool calls
to identify errors and revise subsequent ac-
tions. However, their recovery performance
often plateaus in later attempts, as models may
repeat similar tool-call errors instead of mak-
ing effective corrections. To address this lim-
itation, we introduce PRFC, a reinforcement
learning method that models error recovery as
a sequential decision-making process. PRFC
uses a progress-aware reward that assigns credit
only when a later attempt improves upon pre-
vious failures, encouraging steady improve-
ment across the recovery trajectory. Across
four benchmarks with a Qwen3-4B backbone,
PRFC improves multi-turn recovery on BFCL-
v3 by an absolute 6.4% and achieves the high-
est mean score across three single-step tasks
(API-Bank, T-Eval, and Nestful). These results
show that modeling progress across attempts
provides an effective learning signal for multi-
attempt tool-use recovery. These results sug-
gest that explicitly modeling progress across
attempts provides a useful learning signal for
tool-use recovery.

1 Introduction

Large language models (LLMs) have demonstrated
remarkable capacity as general-purpose reason-
ing engines, achieving strong performance across
a wide range of tasks (Li et al., 2025b). How-
ever, many real-world problems cannot be solved
through pure text generation alone. To address this
limitation, recent work has equipped LLMs with
tool-using capabilities, enabling them to interact
with external environments including web services,
databases, simulators, and domain-specific soft-
ware (Qin et al., 2024; Liu et al., 2024, 2025). This
paradigm extends LLLMs from passive sequence
predictors into agentic systems. Furthermore, tool
use is especially critical for smaller LLLMs, whose

limited parametric knowledge must be comple-
mented by external tools (Li et al., 2026; Shen
et al., 2024; Erdogan et al., 2024).

A defining characteristic of tool-using agents is
that they operate in an interactive feedback loop:
each action produces immediate feedback from
the tool, which can inform subsequent reasoning
and decision making (Zhang et al., 2025b; Dong
et al., 2026). In particular, error feedback is central
to recovery in tool use. By exposing mismatches
between expected and actual outcomes, execution
errors provide rich contextual cues for diagnosing
failure modes and guiding targeted repairs (Madaan
et al., 2023; Shinn et al., 2023).

Despite recent advances, current LLM-based
tool-using agents still struggle to effectively lever-
age tool error feedback for robust recovery. In prac-
tice, tool feedback is highly heterogeneous across
tools and environments: some tools return struc-
tured and informative error messages, while others
provide sparse, ambiguous, or even misleading sig-
nals (Huang et al., 2025; Zhang et al., 2025b). This
variability, combined with incomplete or under-
specified feedback, makes it difficult for models
to recover from prior failures. Successful recov-
ery, therefore, requires directional exploration and
iterative revision across repair attempts.

However, many existing approaches evaluate
each repair attempt primarily as an isolated suc-
cess or failure conditioned on a growing prompt,
rather than as part of a directionally improving
process. They treat recovery as trial and error, ei-
ther by imitating error-fix patterns (Polyakov et al.,
2025; Cui et al., 2025; Sun et al., 2024) or by opti-
mizing mainly for terminal outcomes (Qian et al.,
2025; Yin et al., 2025). Thus, agents frequently fail
to extract actionable guidance from prior failures,
leading to brittle behaviors in which they repeat the
same incomplete call, prematurely conclude that
the task cannot be completed, or modify irrelevant
arguments rather than the error indicated by the
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Figure 1: BFCL-v3 multi-turn recovery curves, where SRQk
denotes the success rate of tasks solved within at most &k
repair attempts. Existing methods improve mainly in the
first few repair attempts and then saturate, showing that extra
retries alone do not yield sustained recovery. PRFC continues
improving and reaches the highest SRQk.

feedback. Figure 1 further corroborates this limi-
tation. Performance gains concentrate in the first
few repair attempts and then plateau, indicating
that additional retries alone do not yield sustained
recovery. This raises a central question: how can
a model turn error experience into progressive re-
covery rather than blind retries?

To address this challenge, we propose PRFC, a
reinforcement learning approach that trains tool-
using models to improve error recovery from their
own trajectories. Rather than treating recovery at-
tempts as independent retries, PRFC optimizes over
single-turn trajectories in which the model makes
a sequence of repair attempts for the same query.
This trajectory-level formulation requires a reward
signal that can distinguish productive repairs from
repeated failures. We therefore introduce a fine-
grained attempt scoring scheme that evaluates the
quality of each attempt and provides a local learn-
ing signal. However, attempt quality alone does
not indicate whether the model is improving across
successive repairs. PRFC further compares each
attempt with previous failures and assigns credit
only when it represents meaningful progress.

PRFC therefore goes beyond assessing attempts
in isolation by explicitly modeling cross-attempt
progress over the trajectory. Specifically, we add
a progress-based shaping signal that rewards a
later attempt only when it improves on the best
prior failed attempt, as measured by gains in per-
attempt scores along the same trajectory. This
design encourages sustained recovery rather than
diminishing-return retries, guiding the agent to-
ward more targeted repairs while discouraging

repetitive or otherwise unproductive behavior. By
explicitly rewarding improvement across attempts,
PRFC transforms recovery from unguided trial-and-
error into a learnable policy that internalizes persis-
tence and directional exploration.

Finally, we evaluate PRFC on BFCL-v3 and
three additional single-step tool-use benchmarks.
Despite using only ~1.4K training examples,
PRFC substantially improves multi-turn recovery
on BFCL-v3, increasing task success by +6.4%
absolute over the Qwen3-4B backbone while also
achieving the best recovery efficiency. On API-
Bank, T-Eval, and Nestful, PRFC preserves or mod-
estly improves performance, achieving the highest
mean score across the three benchmarks. These re-
sults suggest that learning targeted and productive
repair strategies is particularly beneficial in inter-
active settings while preserving general tool-use
quality on the additional single-step benchmarks.

2 Related Work
2.1 RL for Tool-Using LL.Ms

Recent tool-using LLMs increasingly rely on rein-
forcement learning (RL) to learn from interaction
outcomes, moving beyond supervised traces (Li
et al., 2025a; Singh et al., 2025; Wei et al., 2025;
Qiao et al., 2024). Within this line of research,
GRPO-style and related policy optimization meth-
ods (Zhang et al., 2025a,c) have been widely
adopted. These methods typically optimize ter-
minal rewards over sampled trajectories. To allevi-
ate reward sparsity, subsequent work has explored
more fine-grained reward formulations. For ex-
ample, Qian et al. (2025) propose decomposable
scoring schemes that evaluate tool calls along mul-
tiple dimensions, thereby providing richer supervi-
sion signals. Other studies extend RL-based tool
use to multi-turn or conversational function call-
ing (Zhao et al., 2025; Tan et al., 2025; Zeng et al.,
2026). Despite these advances, most RL-based
tool-using LLMs remain optimized either for final
task completion or for the quality of isolated tool
calls, leaving cross-attempt progress unmodeled.

2.2 Error Recovery from Feedback in LLMs

Prior work on error recovery in reasoning and tool-
use settings has largely focused on inference-time
reflection or revision (Yao et al., 2022; Madaan
et al., 2023), as well as external verifiers or critics
that identify errors and trigger correction (Shinn
et al., 2023). However, these paradigms depend
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on explicit feedback or well-defined correctness
signals. When such signals are sparse, ambigu-
ous, or unavailable, which is common in real-world
tool deployment, models struggle to reliably detect
failures (Kamoi et al., 2024; Agarwal et al., 2019).

More recent training-based approaches internal-
ize self-correction from execution feedback, either
by enhancing tool use or instruction following (Qu
et al., 2025; Yuan et al., 2025; Shi et al., 2025; Gou
et al., 2024), or by extracting correction heuristics
directly from error-fix trajectories (Zhang et al.,
2025b; Polyakov et al., 2025). A related line of
research bridges imitation learning and reinforce-
ment learning by encouraging agents to explore
suboptimal actions and learn from the resulting
states without relying on explicit rewards (Huang
et al., 2025).

Although these approaches improve robust-
ness, they lack an explicit mechanism to evalu-
ate whether subsequent repairs improve upon prior
failures. Tracking this directional progress is cru-
cial, as successful recovery under tool feedback
requires advancing beyond previous errors rather
than merely sustaining the interaction. PRFC ad-
dresses this limitation by formalizing error recov-
ery as a cross-attempt learning objective that ex-
plicitly rewards such progress.

3 Methodology

PRFC trains agents to recover from tool errors
by optimizing multi-attempt recovery trajectories
rather than isolated retries. It constructs feedback-
guided rollouts to expose recovery dynamics (§3.1),
assigns progress-aware rewards to distinguish pro-
ductive repairs from stagnant attempts (§3.2), and
optimizes the LLM over trajectory returns to rein-
force efficient tool use (§3.3).

3.1 Feedback-Guided Multi-Attempt Rollouts

To expose recovery dynamics to the optimizer, we
construct training rollouts in which the model can
make multiple repair attempts within each user
turn. An episode consists of one or more user turns
Q = (q1,--..,qu), with single-turn episodes as the
special case U = 1. A furn corresponds to the
current user request, and repair attempts are the
sequential retries made within a turn in response
to tool feedback. After each attempt, the model
observes the execution result and updates its next
action until the request is resolved or the maximum
attempt horizon is reached.

Turn-level interaction. Within turn «, the model
makes up to 7T, attempts. At attempt t €
{1,...,Ty,}, the policy mp generates an action
aut = (alP%, al9') conditioned on the preceding
user turns and the interaction history accumulated
up to that point, denoted by h, ;1. Each action
contains a reasoning trace ag"it“k and a set of ex-
ecutable tool calls aif' = {c1,...,¢,}. The ex-
ecutor £ then returns an observation o, ¢+, which is
appended as textual feedback to form the updated
history, hyt = hyt—1 @ (aut, 0ut). The next at-
tempt is then conditioned on this updated history.

Trajectory distribution. This process induces
a recovery trajectory 7 = (71,...,7y), Where
Tu = (Qus Qu1,0u1, - - - Qu,Ty OuT, ). The policy
therefore defines a distribution over episode-level
trajectories as

U T,

mo(r | Q) = [[ [] 7o(aus | Qeus hug—1)- (1)

u=1t=1

Because training uses the single-turn setting, we
drop the turn index below and write ¢, a;, h:, and
T for the corresponding single-turn quantities.

3.2 Progress-Aware Reward

Given a recovery trajectory, the primary learning
challenge lies in transforming intermediate im-
provements into a reward signal that informs the
agent of viable repair directions. Providing rewards
exclusively for final success results in sparse super-
vision and fails to distinguish productive revisions
from repetitive or misguided attempts. Therefore,
we use two complementary signals: a local repair
score that measures the quality of each individual
attempt in isolation, and a progress-shaping term
that rewards an attempt only when it improves upon
the best performance observed previously within
the same trajectory.

Fine-grained local repair scoring. Many failed
tool calls are only partially incorrect; for instance,
an agent might select the correct tool but omit a
parameter, or provide valid argument keys with
an invalid value. Assigning a score of zero to
all such attempts would eliminate the directional
signal necessary for targeted repair (Wang et al.,
2026; Feng et al., 2026). Following (Qian et al.,
2025), we decompose each tool call into seman-
tically meaningful components and assign partial
credit for correct tool selection, key overlap, and
matching parameter values. The resulting score
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Figure 2: Overview of PRFC: we construct multi-attempt recovery rollouts and optimize the policy with a progress-aware
reward that captures incremental improvement across consecutive repair attempts.

s¢ € [0,1] is normalized across tasks of varying
complexity, whereas syntactically invalid actions
receive s; = 0. This score provides the local qual-
ity signal used in both the score-only ablation and
the progress-based reward. Appendix C provides
the computation details.

Cross-attempt progress shaping. However, lo-
cal scoring alone treats each attempt independently
and thus does not reveal whether the agent is
advancing beyond previous failures. To capture
this directional aspect, we introduce cross-attempt
progress shaping. Instead of comparing an at-
tempt with its immediate predecessor, we evalu-
ate it against the best recovery achieved up to that
point. Specifically, we maintain a running maxi-
mum §; = max{si,..., s} as the recovery fron-
tier (5 = —1). An attempt advances the fron-
tier only when it exceeds the previous maximum;
consequently, oscillations among partially correct
states receive no credit. The primary objective is
to determine whether an attempt breaks the current
plateau. Therefore, we instantiate cross-attempt
progress shaping with a binary frontier reward,

+p
—p otherwise (stagnation),

rfrog _ if sy > 5,1 (progress) @)
where p > 0. This design focuses exclusively on
whether the frontier advances, thereby avoiding
complex reward-scaling choices that would entan-
gle credit assignment with magnitude tuning.

Additionally, we introduce a per-attempt step
cost rgep = —A to discourage unnecessarily pro-
longed repair sequences. The complete immediate
reward at attempt ¢ is defined as

Ty = ’I”Step + Tfrog + 1[t = T] + ST,

3)

where 1[t = T'] - s7 anchors the trajectory return
to the final repair quality. Overall, this reward func-
tion favors trajectories that advance the recovery
frontier, minimize unnecessary interaction costs,
and conclude with a high-quality repair. Conse-
quently, it encourages the model to make effective
corrections promptly, rather than engaging in un-
productive interactions. We define R = Z;le ¢
and set A = p to ensure that the efficiency and
progress terms remain on the same scale.

To optimize training efficiency, we implement
early stopping when s; < 5;_; for k consecutive
attempts, thereby pruning plateaued rollouts.

3.3 Policy Optimization

We optimize PRFC by maximizing E,r,[R(7)]
using Group Relative Policy Optimization
(GRPO) (Shao et al., 2024). For each query ¢, we
sample a group of GG trajectories, compute their
returns R; = .1, i, and normalize within the
group to obtain advantages:

R — mean({R;}%.1)

A; = . 4
AR} ,) + ¢ @

We then optimize the clipped objective with KL
regularization toward the reference policy mef:

Jareo(0) = Eqway (ri}E ~mgyy (1a) |:
1 G
Ie Z min (pi (0) A,
i=1

clip(pi(ﬁ), 1—e 1+ e) A¢> - 5DKL(779 | TI'rcf):| ,
)]

where pi(0) = mo(r; | @)/7a, (i | 4) is the
trajectory-level likelihood ratio. We also report
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Data Num. Setting Turn Step Feedback
Training data  1.4K diagnostic tool-use rollouts S M  Diagnostic
BFCL-v3 MT 0.8K agentic interaction M M Native
BFCL-v3 ST 3.4K live tool use S S -
API-Bank 0.7K  API dialogue N S -
T-Eval 23.3K comprehensive tasks S S -
Nestful 1.8K nested API calls S S -

Table 1: Training data and benchmark settings under the
terminology of §3.1. “Setting” describes the data or evalu-
ation interface, while “Turn” and “Step” use S/M to denote
single/multiple user turns and repair attempts, respectively. “—”
indicates a single-step benchmark without intermediate execu-
tion feedback. Additional details are provided in Appendix A.

results with GSPO (Zheng et al., 2025) as an alter-
native policy objective.

4 Experiments

Benchmarks. We evaluate PRFC using the offi-
cial protocols of each benchmark rather than the
diagnostic training environment, as summarized
in Table 1. Specifically, the multi-turn split of
BFCL-v3 (Patil et al., 2025) serves as our primary
evaluation and recovery benchmark because it na-
tively supports repeated, multi-attempt function
calling under execution feedback. In contrast, API-
Bank (Li et al., 2023), T-Eval (Chen et al., 2024),
and Nestful (Basu et al., 2025) are used as single-
turn, single-step benchmarks. Rather than testing
error recovery, these supplementary tasks function
as transfer and preservation assessments to examine
whether recovery-oriented training compromises
or preserves the quality of first-attempt tool use.
Across all environments, we adopt the official met-
rics to evaluate final task success.

Training data and environment. We construct
the training set from the ToolRL dataset (Qian et al.,
2025) by filtering for recoverable-but-nontrivial in-
stances, yielding ~ 1.4k examples that encompass
~ 7.6k unique tools. Because ToolRL does not
provide a live, stateful backend, we train the policy
using an offline diagnostic executor £ (see more
details in Appendix A.1). This executor compares
each predicted call against the ground-truth anno-
tation and generates a natural-language feedback
string. The offline executor enables efficient gener-
ation of multi-attempt rollouts with lower latency
and computational cost than a live backend, while
preserving realistic feedback signals that reflect the
quality of each attempt.

During evaluation, the learned policy is deployed
under the native protocol of each benchmark, ensur-
ing decoupling from the training data. Specifically,

BFCL-v3 interfaces with a live backend that returns
execution outputs and exceptions, which provides a
realistic environment for evaluating error recovery
within complex interactions.

Baselines. To ensure a fair comparison and iso-
late performance gains from backbone variations,
all controlled baselines are reimplemented within
a standardized framework (Appendix E) using the
identical Qwen3-4B backbone (Yang et al., 2025).
Single-attempt baselines do not use inter-attempt
recovery trajectories during training. Within this
category, SFT serves as the standard supervised
baseline. For reinforcement learning, GRPO and
GSPO optimize trajectory-level returns without ex-
plicit recovery supervision, employing our unified
fine-grained scoring scheme. ToolRL (Qian et al.,
2025) adopts a similar optimization strategy but
adheres to the original scoring formulations.

Conversely, feedback-guided baselines use multi-
attempt recovery trajectories augmented with exe-
cution feedback. ToolReflection (Polyakov et al.,
2025) applies SFT to filtered recovery traces, con-
ditioning the model on the complete interaction
history to predict the final repair action. Early
Experience (Zhang et al., 2025b) augments im-
itation learning by sampling alternative actions
from intermediate states to generate supplemen-
tary feedback-induced transitions. In contrast to
these methods, PRFC optimizes a progress-shaped
reinforcement learning objective, rewarding an at-
tempt exclusively when it surpasses the best prior
failure within the same trajectory.

4.1 Main Results

PRFC improves native multi-turn performance.
Table 2 presents the primary BFCL-v3 results. Un-
der the same evaluation protocol, PRFC improves
the multi-turn split over the Qwen3-4B backbone
and single-attempt baselines. This suggests that
interactive tool-use interaction benefits from or-
dered repair sequences with explicit progress credit,
rather than isolated action optimization alone. We
analyze optimizer robustness separately in Table 7.

Progress-aware learning outperforms recovery
imitation. Among methods using recovery tra-
jectories, PRFC performs better than the feedback-
guided baselines ToolReflection and Early Experi-
ence. While these baselines rely on imitation-style
supervision over multi-attempt trajectories, PRFC
optimizes a progress-aware objective that explicitly
allocates credit only when a subsequent attempt ad-
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Method Param. Multi Turn Single Turn Hal. Overall
) Miss Miss Long . . .
Base Func Param Context Overall Non-Live Live
External Leaderboard References
GPT-5.2-2025-12-11 / 36.50 18.00 27.50 30.50 28.12 81.85 70.39 77.21 59.73
DeepSeek-V3.2-Exp (FC) / 41.50 39.50 33.50 35.00 37.38 34.85 53.66 65.34 41.65
Qwen3-30B-A3B-Instruct 30B 43.50 10.50 25.00 41.00 30.00 85.77 77.94 80.56 64.18
Qwen3-8B (Prompt) 8B 41.50 38.50 27.00 26.50 33.38 88.56 80.09 78.63 66.93
Tool ACE-MT (8B) 8B 57.50 31.50 34.00 38.00 40.25 84.94 71.52 74.31 65.41
Arch-Agent-3B 3B 42.00 37.50 31.00 29.00 34.88 86.67 7291 71.71 64.43
Our Controlled Experiments
Qwen3-4B (Backbone) 4B 39.50 32.00 19.00 22.00 28.10 87.40 79.79 78.21 64.67 (ref.)
+ SFT 4B 33.50 34.50 24.50 19.50 27.98 87.79 79.70 78.39 64.75 (10.1%)
+ GRPO 4B 35.00 31.50 23.00 19.00 27.10 88.52 80.19 80.96 64.74 (10.1%)
+ GSPO 4B 31.50 33.00 26.00 21.50 28.00 84.04 78.61 78.72 65.21 (10.8%)
+ ToolRL 4B 26.50 17.00 17.50 22.50 20.89 88.48 79.52 70.28 62.50 (13.4%)
+ ToolReflection 4B 36.50 37.00 26.50 22.00 30.50 86.73 83.33 79.19 65.33 (11.0%)
+ Early Experience 4B 35.00 34.00 24.00 23.50 29.13 87.73 80.01 7291 65.24 (10.9%)
+PRFC 4B 43.00 36.00 30.00 29.00 34.50 88.44 80.50 78.72 67.39 (14.2%)

Table 2: Performance on BFCL-v3 benchmark. External leaderboard references (top block; Dec. 16, 2025) are scale/data
context, not a controlled comparison. All controlled methods (bottom block) share the Qwen3-4B backbone and protocol. PRFC
uses GSPO as the default optimizer; optimizer robustness is analyzed in Table 7. The 1/] % annotation is the relative Overall

change vs. backbone. Hal. denotes hallucination.

Method API-Bank  T-Eval  Nestful Overall
Qwen3-4B 59.6 47.7 6.5 37.9
GSPO 62.3 46.6 6.2 38.4
ToolReflection 59.8 47.7 7.1 38.2
Early Experience 60.3 47.6 7.1 38.3
PRFC 61.7 494 7.3 39.5

Table 3: Performance on additional comparative benchmarks.
Overall is the mean across the three benchmarks.

vances beyond prior failures. This comparison sug-
gests that cross-attempt progress reward provides a
more effective learning signal than the mere imita-
tion of observed correction patterns, demonstrating
that error recovery benefits from being optimized
as a directional process.

Evaluation on supplementary single-step bench-
marks. We further evaluate PRFC on API-Bank,
T-Eval, and Nestful (Table 3) to examine whether
recovery-oriented training affects foundational tool-
use capability. Because these tasks evaluate single-
step tool use, they serve as a complementary as-
sessment of transfer and preservation rather than
direct evidence of progressive recovery. PRFC
achieves the highest mean score among the evalu-
ated methods across these three benchmarks and
performs well on T-Eval and Nestful, indicating
that recovery-oriented optimization maintains gen-
eral tool-use capability.

4.2 Ablation on Progress-Aware Credit
Assignment

The main results evaluate the full PRFC training
recipe, but they do not identify whether its progress-

aware shaping component contributes to the gain.
This ablation is motivated by the reward design
in §3.2: local repair scores indicate the quality of
individual attempts, but they do not by themselves
specify whether a new attempt advances beyond
earlier failures. Given the multi-attempt rollout
from §3.1, 7, = (Qu> @u,1,0u,1s- - - Qu Ty, OuT,)s
we therefore compare PRFC against controls that
use the same trajectory structure but convert scores
into supervision differently.

Table 4 maps each control to this design choice.
The terminal variants remove the progress-aware
shaping component from Eq. 3, namely the frontier
reward in Eq. 2 together with the per-attempt step
cost, leaving only a terminal quality signal. These
variants test whether terminal feedback alone can
account for the gain. The All attempts variant gives
the optimizer access to every intermediate score
s¢, but applies each score independently as a direct
local target; implementation details of this action-
level objective are provided in Appendix B. In con-
trast, PRFC keeps st as the terminal anchor and
uses intermediate scores only through progress-
aware shaping, which rewards frontier advances
while penalizing unproductive attempts.

Terminal-only rewards leave progress unmod-
eled. The first two variants Terminal ({0,1}) and
Terminal (st ) restrict quality supervision to the ter-
minal attempt ¢ = T'. Replacing the binary success-
or-failure signal with s7 improves performance,
suggesting that fine-grained terminal scoring alle-
viates reward sparsity. However, both variants still
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Variant Traj. Score Scope Prog. Acc.
Backbone - - - - 28.1
Terminal ({0, 1}) v {0,1} t=T - 29.9
Terminal (s7) v sT t=T - 31.4
All attempts v En all ¢ - 33.5
PRFC v sT t=T 34.5

Table 4: Ablation on the BFCL-v3 multi-turn subset. Traj.
indicates whether multi-attempt trajectories ( §3.1) are used.
Score and Scope specify which local score is used as an opti-
mization target and where it is applied. Prog. denotes whether
the progress-aware shaping component in Eq. 3 is used.

Outcome distribution (%) Recovery efficiency

Ac Misguided Repeated Premature B SPA

Method repair failures abandonment A
t T
1 { {

Qwen3-4B 28.1 49.6 2.6 6.6 2.58 10.9
GSPO 28.0 50.9 22 8.5 2.25 12.5
ToolReflection 31.8 48.0 1.9 7.8 2.47 12.9
Early Experience 29.1 48.9 3.1 52 2.60 11.2
PRFC 345 43.6 2.5 59 2.60 133

Table 5: Recovery-relevant outcome distribution and effi-
ciency on the BFCL-v3 multi-turn subset. A is the average
number of executed attempts until task success or permanent
termination, and SPA = Acc/A measures success yield per
attempt, jointly reflecting recovery quality and efficiency. De-
tailed definitions and computation rules for the failure cate-
gories are provided in Appendix F.

ignore how the model moves through the recovery
trajectory, so they cannot distinguish productive
repair from repeated or stagnant attempts.

Progress-aware ordering adds evidence beyond
dense per-attempt scoring. We next ask whether
the benefit can be explained simply by exposing the
optimizer to more score signals. The All attempts
variant improves over Terminal (sT), suggesting
that intermediate attempts contain useful supervi-
sory information beyond the final endpoint. How-
ever, because it treats each s; as an independent
local target, it does not encode whether an attempt
improves over earlier failures.

PRFC surpasses All attempts by a modest mar-
gin. This result does not by itself prove the mecha-
nism, but it is consistent with the interpretation that
organizing intermediate scores as progress-aware
shaping provides benefit beyond treating the same
scores as independent local labels.

4.3 Behavioral Analysis under Tool Feedback

The preceding ablation shows that progress-aware
credit assignment improves recovery. We next ex-
amine how this advantage manifests after failed
tool observations. By analyzing post-failure deci-
sions, we can identify whether the model converts
feedback into targeted repair.

Proceed to activate the engine in START mode.

<tool_call> [name: startEngine, args: {ignitionMode: START}] <\tool_call> d

Error: All doors must be locked before starting the engine...

& : <think> .. Since the engine ' ! & : <think> Okay, the user tried to start the engine
can't start with unlocked doors, | ! but got an error saying all doors must be locked. So I
I maybe suggest locking them... | | need to address this first. The available tool is

! lockDoors which takes unlock as a boolcan and a list |
! of doors. That should lock all the doors, allowing the |
engine to start....<\think> <tool_call> [name: lockDoors,
© args: {unlock: false, door: [driver, passenger, rear_left,
 rear_right]}] </tool_call>

3 (é, : [lockStatus: locked, remainingUnlockedDoors: 0]

<\think> <response> Would you
like to lock the doors first, or is
there another task you'd like to

Maybe the error is a false

positive,.., | Misinterpretation

assuming it's a simulation issue.

! & : <tool_call> [name: startEngine, args: {ignitionMode: '
! START}] </tool_call> i
! &1 [engineState: running, fuelLevel: 20.04]

<think> <tool_call> [name: !
startEngine, args: {ignitionMode: . . .
S"F:\R’Ti‘] P wfl C,Eﬁg)l o | & : <response> The engine has been successfully
! started and is  running. <response>
Qwen3-4B | s P Ours

Figure 3: Illustrative repair decisions under tool feedback.
The backbone exhibits premature abandonment or misguided
repair, while PRFC identifies the unmet precondition and per-
forms the intermediate repair needed to complete the request.

Baseline Failure behavioral outcomes. After a
failed observation, the model must decide whether
to repeat a previous action, stop, or revise its next
tool call. We therefore analyze three post-failure
outcomes using the definitions in Appendix F: Re-
peated failures, Premature abandonment, and Mis-
guided repair. Repeated failures captures adjacent
non-empty repetitions of the same canonical tool
action. Premature abandonment captures stopping
despite a recoverable failure. Misguided repair
captures continued tool use that revises the wrong
failure-relevant dimension, such as a violated pre-
condition, incorrect state assumption, wrong argu-
ment slot, or execution-order dependency.

Misguided repair is the primary recovery bottle-
neck in Baselines. Table 5 identifies misguided
repair as the primary recovery bottleneck. The
dominant failure mode is not lack of persistence,
but revision along the wrong failure-relevant dimen-
sion. Most unsuccessful trajectories occur because
the model executes an alternative action yet mod-
ifies an incorrect aspect of the failed call, thereby
failing to advance beyond prior errors. This pat-
tern supports our central premise: effective error
recovery requires learning which revisions make
progress, not simply persisting after a failure.

PRFC alleviates misguided repair. As detailed
in Table 5, PRFC achieves the highest overall ac-
curacy alongside the lowest rate of misguided re-
pair. This behavioral shift provides supporting ev-
idence consistent with the intended effect of the
progress-aware reward formulation. By assigning
credit exclusively when an attempt advances the
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Miss Miss Long

Feedback Base Func Param Context Overall
No-Progress 38.5 36.0 26.5 26.0 31.8
Detailed 40.0 37.0 31.5 28.0 34.1
Coarse 43.0 36.0 30.0 29.0 34.5

Table 6: Impact of the feedback interface on BFCL-v3 subsets
under the same training recipe.

recovery frontier, the policy is trained to revise rel-
evant failure dimensions rather than introducing
arbitrary changes that merely prolong the interac-
tion. Figure 3 illustrates this divergence: while the
backbone model terminates prematurely or modi-
fies incorrect action components, PRFC identifies
unmet preconditions and executes necessary inter-
mediate repairs prior to retrying the target call.

Efficiency supports the same interpretation.
Because success can occasionally emerge from nu-
merous unproductive retries, accuracy alone insuf-
ficiently captures recovery quality. We therefore
report SPA, which normalizes success by the aver-
age number of executed attempts. PRFC achieves
the highest SPA (Table 5), suggesting that the per-
formance gains are associated with more produc-
tive repair decisions. By contrast, GSPO combines
the fewest attempts with the highest premature-
abandonment rate, showing that shorter trajectories
can reflect early termination rather than efficient
recovery. This interpretation is also consistent with
Figure 1, which shows that PRFC continues to de-
rive benefits from subsequent attempts, whereas the
performance of the evaluated baselines plateaus.

4.4 Robustness and Sensitivity Analysis

Robustness to optimizer choice. The main com-
parison reports PRFC with GSPO as the default
optimizer. To clarify the role of the optimizer, Ta-
ble 7 reports both the optimizer-matched RL base-
line and PRFC under each optimizer, with changes
relative to the same Qwen3-4B backbone shown in
parentheses. The single-attempt GRPO and GSPO
baselines do not substantially improve multi-turn
recovery over the backbone, whereas PRFC im-
proves under both optimizers. This pattern suggests
that the gain is associated with the progress-aware
objective rather than GSPO alone.

Robustness to training feedback granularity.
Since PRFC trains against a diagnostic executor,
the resulting gains might stem from memorizing
fixed templates rather than acquiring generalizable
recovery behavior. To examine this, the informa-

Multi-turn Overall
Opt.
RL PRFC RL PRFC
Backbone 28.10 (ref.) 64.67 (ref.)
GRPO 27.10 (-1.00)  30.89 (+2.79)  64.74 (+0.07)  66.02 (+1.35)
GSPO 28.00 (-0.10) 34.50 (+6.40) 65.21 (+0.54)  67.39 (+2.72)

Table 7: Optimizer robustness on BFCL-v3. Parentheses
report absolute point changes relative to the Qwen3-4B.
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Figure 4: Rollout budget sensitivity. Relative improvement
over the backbone on BFCL-v3 as a function of the maximum
rollout attempts used during training, 7" € {1, 2,3, 4}.
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tiveness of training-time feedback is ablated. The
Detailed setting uses standard diagnostic templates,
whereas Coarse substitutes a generic failure mes-
sage (“please try again”). In addition, No-Progress
serves as the RL counterpart to the supervised Tool-
Reflection baseline; both use static multi-attempt
traces terminating in a final action to isolate the
contribution of process-level learning.

Table 6 shows that Coarse matches, and slightly
exceeds, Detailed, while No-Progress performs
worse. This suggests that PRFC is not simply
memorizing the wording of detailed diagnostic tem-
plates. Moreover, the weaker performance of No-
Progress indicates that multi-attempt trajectories
alone are insufficient to match PRFC. Since evalua-
tion on BFCL-v3 uses native execution outputs that
differ from the offline diagnostic feedback used
during training, these results support the view that
PRFC learns recovery behavior that transfers be-
yond the diagnostic training interface.

Training Rollout horizon. We vary the maxi-
mum rollout depth 7', which controls the number of
repair attempts allowed within each training trajec-
tory. As shown in Figure 4, performance improves
as T increases from 1 to 3, indicating that addi-
tional repair opportunities help the model learn
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. Miss Miss Long
P Base Func Param Context Overall
0 40.0 37.0 25.5 23.0 31.4
0.1 43.0 36.0 30.0 29.0 34.5
0.2 36.0 36.5 27.5 26.5 31.6

Table 8: Impact of the progress shaping reward scale p on
BFCL-v3 subsets under the same training recipe, with A = p.

from multi-attempt recovery trajectories. How-
ever, performance declines at 7'=4, suggesting that
longer rollouts introduce limited additional bene-
fit and may increase less informative exploration.
Based on this trade-off, we set 7'=3 by default.

Cross-attempt progress shaping scale. We vary
the progress-reward scale p while keeping the train-
ing recipe fixed, and set A = p to maintain a bal-
anced trade-off between progress rewards and step
costs. As shown in Table 8, p=0.1 achieves the best
performance. Setting p=0 removes the progress
signal, while increasing it to p=0.2 places more
weight on intermediate progress and leads to lower
performance. These results suggest that a moder-
ate reward scale provides a more effective training
signal. We therefore use p=X=0.1 by default.

5 Conclusion

PRFC improves the reliability of tool-using LLMs
by learning feedback-guided recovery from their
own errors. By modeling recovery as a sequence
of repair attempts and rewarding progress across
attempts, PRFC trains the model to use execution
feedback to improve subsequent tool calls. Ex-
periments show that PRFC substantially improves
multi-turn recovery on BFCL-v3 and remains com-
petitive on additional single-step tool-use bench-
marks. These results show that modeling progress
across attempts provides an effective learning sig-
nal for multi-attempt tool-use recovery.

Limitations

This study focuses on tool-calling environments
with explicit execution feedback, where training
episodes consist of multiple repair attempts within
a single turn. This setting provides a controlled
way to study how models learn from repeated fail-
ures and subsequent corrections. Future work may
extend PRFC to longer-horizon agent interactions
involving evolving observations, intermediate sub-
goals, or delayed feedback.

Our experiments use a 4B backbone under cur-
rent computational and data constraints. Future

work will evaluate PRFC on larger models and
broader agentic tasks to further assess its scalabil-

ity.
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A Training Environment and Benchmark
Details

Table 1 provides the compact summary used in the
main text. This appendix gives additional details
on the training environment, benchmark protocols,
and the boundary between them.

Training environment. The training data are
drawn from ToolRL (Qian et al., 2025), which con-
sists of single-turn function-calling instances with
annotated ground-truth calls. PRFC converts these
instances into single-turn, multi-step recovery tra-
jectories using the offline diagnostic executor £. At
each repair attempt, £ compares the predicted tool
call with the ground-truth call and returns one of
the templated diagnostic observations described in
Appendix A.1. The observation is appended to the
interaction history as textual tool feedback, and the
policy decides whether to continue and what action
to attempt next. This diagnostic interaction is used
only for training-time recovery supervision.

Benchmark protocols. Benchmark evaluation
uses each benchmark’s native protocol rather
than £. BFCL-v3 (Patil et al., 2025) provides
both multi-turn and single-turn subsets. In the
multi-turn subset, each episode contains multiple
user turns, and each turn permits up to BFCL’s
default MAXIMUM_STEP_LIMIT=20 function-call
steps.  Feedback comes from native bench-
mark execution; in particular, BFCL multi-turn
runs against live stateful Python classes such
as GorillaFileSystem and TwitterAPI, expos-
ing native backend outputs or exceptions without
ground-truth access. In our setup, the BFCL-v3
single-turn split, API-Bank (Li et al., 2023), T-
Eval (Chen et al., 2024), and Nestful (Basu et al.,
2025) are treated as single-turn, single-step bench-
marks and are scored with their official metrics.

Train-benchmark boundary. The training and
evaluation environments share no common tool
registries, error strings, or state semantics. Train-
ing uses approximately 7.6k ToolRL tools, while
BFCL-v3 evaluation uses a disjoint set of stateful
APIs (e.g.,GorillaFileSystemand TwitterAPI).
During training, the policy observes only the
natural-language feedback provided in the inter-
action context, not the underlying ground-truth an-
notations. No external ground-truth signals are
available at evaluation time. Thus, the only infor-
mation transferred from training to evaluation is
encoded in the learned policy parameters.

A.1 Diagnostic Executor for Train-Time
Feedback

We implement a diagnostic executor £ to provide
structured offline feedback during training. The
executor is built from ToolRL ground-truth anno-
tations (Qian et al., 2025) and is used only during
training, not for BFCL-v3 evaluation. It functions
as a train-time supervision mechanism rather than
as a model of deployment-time tool feedback.

Instead of executing real API calls, it evalu-
ates model-predicted tool calls (Pred) by compar-
ing them with benchmark-provided ground truth
(GT). When a mismatch is detected, the executor re-
turns a diagnosis together with a natural-language
feedback message, wrapped in <tool_response>
</tool_response>, that specifies the failure type;
this feedback is then appended to the interaction
history for subsequent repair attempts. This design
yields reproducible multi-step supervision while re-
maining clearly distinct from the native benchmark
backends used at evaluation time. Following the
error taxonomy of Huang et al. (2025), we catego-
rize tool-use failures into four common error types,
each associated with a fixed feedback template.
Tool Selection Error. The model invokes a valid
but incorrect tool/function for the user request.

Tool Selection Error

Query: Help me calculate the square root of 144.

GT: Calculator.execute(expression=“sqrt(144)”)
Pred: SearchEngine.search(query=“square root of
1447)

Feedback: There are issues with your tool calls: you
attempted to call tool(s), but selected the wrong function(s).
Please review your response and ensure all required tools

are correctly invoked to fulfill the query.

€ J

Unnecessary Tool Call (or Hallucination). The
user query is underspecified (i.e., required argu-
ments are not provided), so the correct behavior
is to request clarification rather than issuing a tool
call or guessing missing fields.

Unnecessary Tool Call

Query: Check the current stock price.

GT: I can help, but the request is missing required infor-
mation. Which company (or ticker symbol) would you
like me to look up?

Pred: FinanceTools.get_quote(symbol="AAPL")
Feedback: There are issues with your tool calls: one tool
call is unnecessary. Please review your response and en-
sure all required tools are correctly invoked to fulfill the
query.

. J

Parameter Key Error. The model selects the cor-
rect tool/function but uses incorrect argument keys
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(e.g., missing required keys or using undefined
keys).

Parameter Key Error

Query: Search for papers about LLM agents.

GT: Search(keywords=“LLM agents”, limit=5)
Pred: Search(query=“LLM agents”, max_results=5)
Feedback: There are issues with your tool calls: one
tool call is missing required parameters or has incorrect
parameter values. Please review your response and ensure
all required tools are correctly invoked to fulfill the query.

. J

Parameter Value Error. The model uses correct
argument keys but provides ill-formatted or seman-
tically incorrect argument values.

Parameter Value Error

Query: Set the timer for 0.5 seconds.

GT: Timer.set(duration=0.5) (Float)

Pred: Timer.set(duration=%“@.5s”) (String)
Feedback: There are issues with your tool calls: one
tool call is missing required parameters or has incorrect
parameter values. Please review your response and ensure
all required tools are correctly invoked to fulfill the query.

.

S

B StepGRPO

B.1 Instance-Wise Action Grouping

StepGRPO is the implementation of the per-
attempt credit control used in Table 4; it is not an
external baseline. We introduce this name only for
reproducibility of the step-level GRPO objective.
This control variant assigns credit to individual ac-
tions rather than whole recovery trajectories. For
a query g, we sample a group of G trajectories
{7} ~ma,, (- | q), where trajectory 7; contains
T; tool-use actions (recovery attempts). Let y;
denote the token span of the ¢-th action, and let
si+ € [0,1] denote its fine-grained repair-attempt
score computed using the scoring function in §3.2.
StepGRPO pools all step scores from the sampled
trajectories for the same query, normalizes them
into per-action advantages, and applies a GRPO up-
date to each action span independently. It therefore
uses every step score as an attempt-level learning
signal while deliberately removing the trajectory-
level progress coupling that distinguishes PRFC. In
this way, StepGRPO serves as a targeted control
for isolating the benefit of progress-aware learning.

Instance-wise action set. We flatten all actions
from the sampled trajectories for the same query:

Alg) ={(,t) |1 <i< G, 1<t<T;}, (6)

and define the total number of actions under ¢ as

G
M, =|A(g)| =) T 9
=1

Instance-wise advantage. Instead of using tra-
jectory returns I?;, we compute a group-normalized
advantage directly from the per-action scores
within A(q):

T = it mean({s;u}(jueAls) ®
std({sj.u}(juyea()) +€

This objective encourages the policy to increase the
likelihood of actions whose local quality exceeds
that of other actions sampled for the same query,
thereby providing dense local learning signals even
when trajectories terminate early or fail overall. At
the same time, because A" depends only on the
local repair-attempt score s; ; and query-level nor-
malization, it removes the explicit across-attempt

progress signal used in PRFC.
B.2 StepGRPO Objective

We define the action-level likelihood ratio over the
action token span as:

mo(Yit | 45 Yi,<t) ©)
o1 (Z/i,t ’ q, yi,<t) ’

pii(0) =

where the numerator and denominator are com-
puted from token likelihoods restricted to the span

i+ under the same prefix context y; <¢.

The action-level objective follows the trajectory-
level GRPO update in Sec. 3.3 but applies clipping
and advantages at the level of individual action
spans:

1
%ICPGRPO(G) - Eq“’Dv {T’i}iG=1~7r9am('|q) |:J\4q

Z min (pi,z(e) pel

(3,t)eA(q)

clip(pii(60), 1 — €, 1+ ) ;‘f‘f)

- B DKL(ﬂ-G H 7Trcf):| . (10)

Action-level credit assignment. In practice,
A?ET is broadcast to all tokens within the span y; ;
so that the policy gradient assigns credit to the en-
tire action realization. This treatment is consistent
with viewing each repair attempt as an atomic deci-
sion: all tokens in y; ; jointly determine the action’s
syntactic validity (e.g., a well-formed tool call) and
semantic correctness (e.g., the correct function and
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arguments). Broadcasting therefore provides a sta-
ble action-level learning signal while preserving
the token-level likelihood factorization required by
GRPO optimization.

C Fine-Grained Repair-Attempt Scoring

The repair-attempt score is used as a local proxy
for repair quality. Here we give the exact scoring
function and aggregation details. When evaluating
tool call generation, an action can produce multiple
predicted calls C = {c, ..., ¢, }, while the ground
truth requires C* = {cj, ..., ¢}, }.

For a predicted tool call ¢ = (n, P) with tool
name n and parameter map P, and a ground-truth

keEKNK*

call ¢* = (n*, P*), we define the pairwise match-
ing score
* K m K*
S(c,c)=1n=n ]+IKUK*+ Z 1[vg = vi],
—_——

name

key value

)
where K and K* denote the predicted and ground-
truth parameter-key sets, respectively, and vy, is the
corresponding value for key k. This decomposition
gives credit for correct tool selection, partial key
overlap, and correctly matched parameter values,
so partially correct calls still contribute a direc-
tional learning signal.

To fairly assess the quality of a set of calls, we
establish a greedy matching M between predicted
and ground-truth calls by maximizing total similar-
ity. The algorithm iteratively selects the highest-
scoring pair (¢;, ¢}) according to S(c;, cj), adds
this pair to M, removes both calls from considera-
tion, and repeats until no calls remain in either set.
This produces the aggregate actual score:

> Seic)

(ci,c;f)e./\/l

12)

Sactual =

To enable meaningful comparisons across instances
with varying numbers of calls and parameters, we
normalize S,cq by computing maximum achiev-
able scores for both predicted and ground-truth
sets. For a tool call ¢ = (n, P) with parameter
set P of size | P|, the maximum possible score is
Smax(¢) = 1+ 1+ |P| = 2+ |P|. This decom-
position reflects the scoring function’s three com-
ponents: 1 point for correct tool name matching
snp = 1, 1 point from perfect key overlap (s = 1
when K = K™), and up to | P| points for correct
parameter values. The maximum achievable scores

for the predicted and ground-truth sets are then:

n m
B =S @24 [P), s =S 24]P7))
j=1 i=1
(13)
We define precision as the ratio of actual score
to maximum predicted score, measuring the quality
of generated calls:

Sactual
P =

pred
Smax

(14)

Recall is defined as the ratio of actual score to
maximum ground-truth score, capturing how well
the predictions cover the required functionality:

Sactual
R =

gt
Smax

(15)

The final repair-attempt score combines both met-
rics via their harmonic mean (F1 score):

2PR
= 16
TTPIR (16)
This balanced metric penalizes both over-

generation (low precision) and under-generation
(low recall), providing a comprehensive assessment
of tool call quality. Actions with syntax errors re-
ceive s; = 0, ensuring that malformed outputs do
not obtain misleading partial credit.

D Additional Details on Feedback
Robustness

The main text reports the aggregate robustness re-
sults under detailed and coarse feedback. Here we
provide the training-dynamics view.

Training dynamics. Figure 5 compares optimiza-
tion under the two interactive feedback interfaces.
Detailed diagnostics reach high Score@1 earlier,
consistent with higher sample efficiency when er-
ror attribution is reliable and well covered by the
training distribution. In contrast, coarse feedback
improves more gradually yet attains slightly better
final performance in our setting, which may reflect
greater robustness when diagnostic templates do
not fully cover the space of tool-induced failures
under the current data and tool registry. Unlike
§4.2, which holds the scoring signal fixed to isolate
credit assignment, this ablation varies the infor-
mativeness of feedback to test robustness under
heterogeneous and underspecified tool responses.
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Figure 5: Training curves of PRFC under different feedback
interfaces, measured by Score@]1.

E Training Details

Data filtering. The training data are drawn from
ToolRL (Qian et al., 2025), which provides single-
turn function-calling instances with annotated
ground-truth tool calls. Because first-attempt accu-
racy under this setup is around 90%, we focus on
recoverable-but-nontrivial instances. We estimate
difficulty by running G=20 rollouts with the refer-
ence policy s and retain instances with empirical
failure rate 0.01 < f < 0.6. This filtering yields
~1.4k examples spanning ~7.6k unique tools.

Reinforcement learning. All reinforcement
learning experiments are implemented with veRL
and SGLang. At each optimization step, we sample
a batch of 256 prompts and generate 4 rollouts per
prompt from the current policy. Unless otherwise
specified, all RL runs are trained for 15 epochs on
2 NVIDIA A800 GPUs. To encourage exploration
during rollout, we set the decoding temperature
to 1.0. Table 9 summarizes the hyperparameter
configuration used for both GRPO and GSPO.

Supervised fine-tuning (SFT). All methods are
initialized from the same Qwen3-4B backbone. We
perform SFT on the corresponding training split us-
ing a standard instruction-tuning objective, where
the model is trained to predict the target tool-use tra-
jectory conditioned on the full prompt. We truncate
prompts to at most 2048 tokens and cap generated
responses at 4096 tokens. SFT is implemented with
LoRA to reduce memory footprint; unless other-
wise specified, we apply LoRA to the attention and
MLP projection layers of the backbone. Training
uses a global batch size of 256 and a learning rate
of 1 x 10~%, with mini-batches of size 32. Table 10

Category Value
Data Configuration

Train batch size 256
Validation batch size 128
Max prompt length 2048
Max response length 4096
Optimization

Learning rate 1x107°
PPO mini-batch size 32

KL loss Enabled
KL coefficient 0.001
Rollout Configuration

Rollout engine SGLang
GPU memory utilization 0.45
Number of rollouts 4

Training & Logging

Checkpoint frequency (steps) 10
Evaluation frequency (steps) 20

Total epochs 15
Policy loss {GRPO, GSPO}

Table 9: Hyperparameter configuration for RL training.

Category Value
Data Configuration
Train batch size 256

Max prompt length 2048
Max response length 4096

Optimization

Learning rate 1x107*
Mini-batch size 32
LoRA Configuration

LoRA rank (r) 32
LoRA alpha («) 16

Table 10: Hyperparameter configuration for SFT training.

reports the SFT hyperparameters.

Implementation details of Early Experience.
To ensure a fair comparison, we re-implemented

Early Experience on our training split and recon-
structed its training data accordingly. Following

Implicit World Modeling, the training corpus is

derived from the base trajectories and consists of
two components: (i) Refined expert data. We refor-
mat the original training trajectories into the world-
modeling format, where the model predicts the next
state conditioned on the interaction history and the
previous-step action. (ii) Exploration data augmen-
tation. For each state, we run the original policy for
50 rollouts to collect diverse candidate responses.
We then deduplicate these outputs to retain unique
candidates, sample alternative actions from this
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set, and execute them in the diagnostic executor
(see Appendix A.1) to obtain the corresponding
next states. This procedure yields approximately
2.7K additional (s, d’, s') triplets, augmenting the
dataset with diverse execution feedback.

We adopt the same two-stage training pipeline as
the original work: a warm-up stage optimized with
the implicit world modeling objective, followed by
the main training phase. We keep the number of
warm-up steps and the imitation-learning epochs
identical to the hyperparameters reported in the
original implementation.

Implementation Details of ToolReflection.
We implement ToolReflection as a trajectory-
supervised recovery-imitation baseline. = The
training data for our internal dataset split are
generated using a multi-attempt rollout protocol.
Specifically, we execute the current policy within
the diagnostic executor to collect multi-attempt
interaction trajectories.

To follow the core idea of ToolReflection, which
learns from model-generated failures and subse-
quent corrections, we retain only trajectories that
contain a successful recovery process. Specifically,
a trajectory is kept when the model encounters an
API error or suboptimal execution feedback, re-
vises its tool-use decision in a later step, and even-
tually completes the task successfully.

For each retained trajectory, the model is condi-
tioned on the full interaction history, including all
preceding actions, and trained with supervised fine-
tuning to predict the final corrective action. Tool-
Reflection therefore provides a non-RL baseline
that learns from successful recovery trajectories
without using the progress-aware reward.

F Decision-Level Failure Metrics

The main text reports three recovery-oriented fail-
ure metrics on BFCL-v3 multi-turn. These metrics
are intended to characterize the decision made after
tool feedback, rather than to replace the official
BFCL success metric. We compute them only for
analysis after evaluation. Only episodes that fail
under the official BFCL metric enter the four-way
partition below; successful episodes contribute zero
to all four failure rates.

Evaluation unit and deduplication. The unit of
analysis is an episode. Each episode may contain
multiple user turns, and each turn may contain mul-
tiple repair attempts after the model observes native

benchmark feedback. An episode is counted for
category C' if any turn satisfies that category’s rule.
The reported rate for category C'is

Rate(C) = \?1| > 1[C(e)], a7
ec&

where £ is the set of evaluated BFCL-v3 multi-turn
episodes. In the main table, || = 800 for each
method, corresponding to four multi-turn subsets
with 200 episodes each. BFCL score files may
contain multiple diagnostic records for the same
episode id, so we deduplicate by episode id before
computing any category rate.

Canonicalizing tool actions. To determine
whether two repair attempts repeat the same ac-
tion, we keep only executable tool calls. For each
attempt, we parse the function name and arguments,
sort argument keys, and serialize the resulting or-
dered tool-call sequence. Natural-language reason-
ing and formatting differences outside executable
tool calls are ignored. If an attempt contains no exe-
cutable tool call, it is treated as empty and therefore
cannot trigger repeated-failures assignment.

Assigning one failure category per failed episode.
We assign exactly one category to each failed
episode using the following procedure. Step 1. If
any user turn contains two adjacent repair attempts
with the same non-empty canonical tool action, we
assign repeated failures. Step 2. Otherwise, if
any turn stops after weak or non-diagnostic but re-
coverable feedback and returns a natural-language
failure or clarification response instead of tool ac-
tion, we assign premature abandonment. Step 3.
Otherwise, if the official BFCL evaluator reports
an instance-state mismatch, an execution-response
mismatch, or forced termination, we assign mis-
guided repair. Step 4. Any remaining failed
episode is assigned to residual other. This order-
ing makes the categories mutually exclusive and
separates exact adjacent repetition from broader
revision failures before later checks are applied.

Repeated failures. We count a failed episode as
repeated failures if some user turn contains two
adjacent repair attempts with the same non-empty
canonical tool action. We require adjacency be-
cause returning to an earlier action after gathering
new evidence can be reasonable, whereas exact
back-to-back repetition is a stronger sign that the
immediately preceding feedback was not absorbed.

37700



Premature abandonment. We count a failed
episode as premature abandonment if some turn
already contains at least one tool attempt, receives
weak or non-diagnostic but recoverable feedback,
and then ends with a natural-language failure or
clarification response instead of another tool action.
Typical weak feedback includes empty match lists,
no-result messages, and file-not-found errors; legit-
imate clarification for genuinely missing unrecover-
able information, especially in missing-parameter
settings, is excluded.

Misguided repair. We count a failed episode
as misguided repair only after repeated failures
and premature abandonment have been excluded.
The episode is assigned here if the official BFCL
evaluator reports an instance-state mismatch, an
execution-response mismatch, or forced termina-
tion; we use these official outcomes as observable
proxies because BFCL does not expose the training-
time per-attempt score s;. State and execution-
response mismatches indicate that the model con-
tinued interacting but revised the wrong failure-
relevant dimension, producing the wrong environ-
ment state or the wrong sequence of tool observa-
tions. Forced termination is placed here rather than
in repeated failures because, once exact adjacent
repetition has been removed, exhausting the interac-
tion budget is better interpreted as non-convergent
revision than as a simple duplicate-action loop.

Residual other. All remaining failed episodes
are assigned to residual other after the first three
rules have been applied. This bucket typically in-
cludes empty responses, malformed outputs, infer-
ence failures, and other evaluator errors that do not
cleanly instantiate a repeat, stop, or revise decision
after feedback.

G System Prompt and Case Study

System prompt. All experiments are conducted
with the Qwen3 series and its official Jinja-based
chat template. We retain Qwen3’s native #tool
prompt, which standardizes tool-use formatting
by (i) providing available function signatures in-
side <tools> tags and (ii) requiring the agent to
emit each invocation as a JSON object wrapped
by <tool_call> tags. If no provided function
is applicable, or if required arguments are miss-
ing, the agent is instructed to explicitly state the
limitation. The dialogue history starts from the
initial user query (serialized in <user>), and is

extended across steps by appending the agent’s in-
termediate reasoning <think>, the predicted ac-
tion <tool_call>, and the diagnostic feedback
<tool_response>.

System Prompt

# System

You are an expert in composing functions. You are given
a question and a set of possible functions. Based on the
question, you will need to make one or more function/tool
calls to achieve the purpose. If none of the functions
can be used, point it out. If the given question lacks the
parameters required by the function, also point it out.

# Tools

You may call one or more functions to assist with the user
query. You are provided with function signatures within
<tools></tools> XML tags:

<tools>

</tools>

For each function call, return a json object with function
name and arguments within <tool_call></tool_call>
XML tags:

<tool_call>

{"name": <function-name>,
<args-json-object>}
</tool_call>

"arguments”:

Case study: misguided repair vs. targeted
recovery. This example illustrates the dom-
inant failure mode analyzed in Section 4.3:
misguided repair.  Both the backbone and
PRFC first locate the target file with find
(./project/analysis_report.csv), so the re-
maining challenge is not initial tool selection
but how to use execution feedback to complete
the repair. After receiving No such file or
directory, the backbone continues interacting but
revises the wrong part of the action. It alternates
between destination paths such as . /archive and
../archive while leaving the execution context
and file-state assumptions unchecked. Thus, its re-
peated failed attempts are a symptom of misguided
repair: the agent is persistent, but the persistence
does not advance the interaction.

PRFC instead turns the same interaction history
into a targeted repair sequence. It first satisfies the
precondition implied by the user request by mov-
ing into the file’s directory (cd project), treats
mkdir: File exists as a non-fatal observation,
and then uses the tool-specific error to adjust the
destination argument from archive/ to archive.
This behavior matches the main-text claim that
PRFC improves recovery by choosing corrective
actions that advance the task, rather than by merely
increasing the number of attempts.
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Case study: premature abandonment vs.
evidence-seeking recovery. This example illus-
trates a second recovery-relevant failure mode from
Section 4.3: premature abandonment. In this file-
retrieval task, both models enter the project di-
rectory and initially search for “Kelly’s test report”
using find. The resulting empty match list is weak
feedback: it does not distinguish a truly missing
file from a mismatch between the user’s descrip-
tion and the actual filename. The backbone treats
this first negative observation as sufficient evidence
to stop, without inspecting the directory or testing
plausible filename variants. The task is therefore
abandoned even though additional evidence could
still recover the answer.

PRFC treats the same weak feedback as a cue for
targeted evidence gathering. It lists the directory
contents with 1s, maps the user’s description to the
plausible candidate test_report.docx, and veri-
fies the hypothesis with cat. This contrast supports
the efficiency analysis in the main text: successful
recovery requires actions that add information and
move the task forward, not arbitrary retries or early
termination after non-diagnostic feedback.
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Case Study (Backbone): Misguided repair under execution feedback

User: Find analysis_report.csv and upon locating it, move it to archive/ in the same directory for safekeeping.

Step 0: Plan formulation for the query

Assistant: <think> Okay, the user wants me to find a file called analysis_report.csv and move it to an ‘archive’ directory.
Let me break this down......So the plan is: 1. Find the file using find with name analysis_report.csv. 2. If found, check
if archive exists. If not, create it. 3. Move the file to archive using mv...So the first step is to find the file. Let’s start with
that. </think>

<tool_call> {“name”: “find”, “arguments”: {“path”: “.”, “name”: “analysis_report.csv”}}</tool_call>
Environment: <tool_response> {“matches”: [“./project/analysis_report.csv”]}</tool_response>

Step 1: Successful execution of the initial step

Assistant: <think> Okay, the user wants to move the analysis_report.csv file to an ‘archive’ directory. First, I found the
file at “./project/analysis_report.csv”’. Now, I need to check if the ‘archive’ directory exists. If it doesn’t, I should create it
using the mkdir tool. Then, use the mv command to move the file into the archive directory......First, create the archive
directory if necessary. Then move the file. </think>

<tool_call> {“name”: “mkdir”, “arguments”: {“dir_name”: “archive”}}</tool_call>

Environment: <tool_response> None </tool_response>

Step 2: Attempting to execute the second step of the plan

Assistant: <think> Okay, the user wants to move the analysis_report.csv file to the ‘archive’ directory. I first used the
find tool to locate the file, which was found at ““./project/analysis_report.csv”. Then, I tried to create the ‘archive’ directory
using mkdir, but the response was None, which might mean the directory was already created or the operation was successful.
Next, I need to move the file. The correct path for the archive directory is ““./archive”, so I'll use the mv tool. The source is
“./project/analysis_report.csv” and the destination is “./archive/analysis_report.csv”. Let’s execute that. </think>

<tool_call> {“name”: “mv”, “arguments”: {“source”: (“./project/analysis_report.csv”], “destination”:
[“./archive/analysis_report.csv”)}} </tool_call>
Environment: <tool_response> {“error”: “mv: cannot move ’./project/analysis_report.csv’: No such

file or directory”} </tool_response>

Step 3: Attempting error recovery based on execution feedback

Assistant: <think> Okay, the user is trying to move the analysis_report.csv file to the ‘archive’ directory. Let
me check what’s going on here.....Therefore, the source is “./project/analysis_report.csv”’, and the destination should be
“./archive/analysis_report.csv”. (Let me adjust the mv command to use the correct path.] So the source is correct, but the
destination should be “../archive/analysis_report.csv” instead of ““./archive/analysis_report.csv”’. That might resolve the error.
Let me try that. </think>

<tool_call> {“name”: “mv”, “arguments”: {“source”: (“./project/analysis_report.csv”], “destination”:
(“../archive/analysis_report.csv”}j} </tool_call>
Environment: <tool_response> {“error”: “mv: cannot move ’./project/analysis_report.csv’: No such

file or directory”}</tool_response>

Step 4: Failed recovery through misguided path revision

Assistant: <think> Okay, the user is trying to move the analysis_report.csv file to an ‘archive’ directory. Let me see
what’s going on here.....Alternatively, maybe the ‘archive’ directory is in the same directory as the project. So the destination
is “./archive/analysis_report.csv”’. But the current working directory is the project directory, so the destination would be
“./archive/analysis_report.csv”’. Let me try that again. </think>

<tool_call> {“name”: “mv”, “arguments”: {“source”: [“./project/analysis_report.csv"], “destination”:
(“./archive/analysis_report.csv”]}}</tool_call>
Environment: <tool_response> {“error”: “mv: cannot move ’./project/analysis_report.csv’: No such

file or directory”} </tool_response>

Step 11: Persistent misguided repair loop

Assistant: <think> Okay, the user is trying to move the analysis_report.csv file to an ‘archive’ directory. Let me see
what’s going on here......Alternatively, maybe the ‘archive’ directory is in the same directory as the project. So the destination
is “./archive/analysis_report.csv”’. But the current working directory is the project directory, so the destination would be
“.Jarchive/analysis_report.csv”’. Let me try that again. </think>

<tool_call> {“name”: “mv”, “arguments”: {“source”: {“./project/analysis_report.csv”}, “destination”:
[“./archive/analysis_report.csv”J}}</tool_ca11>
Environment: <tool_response> {“error”: “mv: cannot move ’./project/analysis_report.csv’: No such

file or directory”} </tool_response>

Termination: Forced quit after 20 steps (no progress)

\ J
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Case Study (PRFC): Effective Recovery from Execution Errors

User: Find analysis_report.csv and upon locating it, move it to archive/ in the same directory for safekeeping.

Step 0: Plan formulation for the query

Assistant: <think> Okay, the user wants me to find a file called analysis_report.csv and move it to an ‘archive’ directory.
Let me break this down.....So the plan is: 1. Call find with name ‘analysis_report.csv’. 2. If the file is found, call mv with
source as the found file and destination as ‘archive/’. But the ‘mv’ tool requires the source and destination. The source is
the file found by ‘find’, and the destination is ‘archive/’. So the first step is to use the ‘find’ tool. Let’s proceed with that.
</think>

<tool_call> {“name”: “find”, “arguments”: {“path”: “.”, “name”: “analysis_report.csv”}}</tool_call>
Environment: <tool_response> {“matches”: [“./project/analysis_report.csv”]1}</tool_response>

Step 1: Successful execution of the initial step and formulating the next plan based on history

Assistant: <think> Okay, the user wants to move the found file to the ‘archive’ directory. The first step was to find the file,
which was located at “./project/analysis_report.csv”. Now, I need to move this file to the ‘archive’ directory......But the ‘mv’
command’s destination is relative to the current directory, which is ‘project’ after the ‘cd’ command. Therefore, moving
‘analysis_report.csv’ to ‘archive/” would place it in the ‘archive’ directory within ‘project’. Therefore, the correct tool calls
are: (1. “cd’ to ‘project’. 2. ‘mkdir’ ‘archive’. 3. ‘mv’ ‘analysis_report.csv’ ‘archive/’}...... Therefore, the final answer is to
move the file to ‘archive/’ in the ‘project’ directory. </think>

<tool_call> {“name”: “cd”, “arguments”: {“folder”: “project”}}</tool_call>

Environment: <tool_response> {“current_working_directory”: “project”} </tool_response>

Step 2: Execution error due to existing directory

Assistant: <think> Okay, the user wants to move the analysis_report.csv file to the ‘archive’ directory. So far, I've
found the file in the ‘project’ directory and changed the current working directory to ‘project’. Now, I need to create the
‘archive’ directory if it doesn’t exist and then move the file there......Since I’'m in the ‘project’ directory, the destination
is relative. So the ‘mv’ command should work as expected. Let me make sure the parameters are correct. The ‘mkdir’
tool needs the ‘dir_name’ parameter, which is ‘archive’. Then, the ‘mv’ tool needs ‘source’ as ‘analysis_report.csv’ and
‘destination’ as ‘archive/’. I think that’s all. Let’s proceed with creating the directory and moving the file. </think>
<tool_call> {“name”: “mkdir”, “arguments”: {“dir_name”: “archive”}} </tool_call>

Environment: <tool_response> {“error”: “mkdir: cannot create directory ’archive’: File exists”}
</tool_response>

Step 3: Failed recovery attempt with effective exploration and tool adjustment based on feedback
Assistant: <think> Okay, the user tried to create the ‘archive’ directory but got an error saying “File exists”. That
means (the ‘archive’ directory already exists. So I don’t need to create it again.] Now, I can proceed to move the ‘anal-

ysis_report.csv’ file into the ‘archive’ directory. Since I'm already in the ‘project’ directory,
(should be straightforward.] The source is ‘analysis_report.csv’ and the destination is ‘archive/’. Let me call the ‘mv’
tool with those parameters. If the move is successful, the file should be in the ‘archive’ directory as intended. </think>
<tool_call> {“name”: “mv”,  “arguments”: {“source”: “analysis_report.csv”, “destination”:
“archive/”}}</tool_call>

Environment: <tool_response> {“error”: “mv: no path allowed in destination. Only file name and folder
name is supported for this operation.”}}</tool_response>

Step 4: Successful error recovery after two rounds of tool and parameter adjustments based on feedback

Assistant: <think> Okay, let’s see. The user is trying to move the analysis_report.csv file to the ‘archive’ directory.
The previous steps were: find the file, change to the ‘project’ directory, try to create ‘archive’ (but it already exists), and
then attempt to move the file. (But the last step failed with an error about no path allowed in the destination.| Hmm, the error
message says “no path allowed in destination. Only file name and folder name is supported for this operation.” So the ‘mv’
tool might not accept a path like ‘archive/> as the destination......(So the correct destination is ‘archive’, not ‘archive/’.) Let
me try that. The source is ‘analysis_report.csv’ and the destination is ‘archive’. That should move the file into the ‘archive’
directory without using a path. Let’s try that. </think>

<tool_call> {“name”: “mv”, “arguments”: {“source”: “analysis_report.csv”, “destination”: “archive”}?}
</tool_call>

Environment: <tool_response> {“result”: “analysis_report.csv” moved to
“archive/analysis_report.csv”} </tool_response>

Step 5: Task completion and confirmation

Assistant: <think> Okay, the user wanted to move the analysis_report.csv file to the ‘archive’ directory. Let’s recap the
steps taken so far. (First), the file was found in the ‘project’ directory. Then, the current working directory was changed to
‘project’. The ‘archive’ directory was attempted to be created, but it already existed. (Then), the ‘mv’ command was used
to move the file, but there was an error about paths not being allowed in the destination. [After adjusting the destination)
to just ‘archive’ instead of ‘archive/’, the move was successful, and the file was moved to ‘archive/analysis_report.csv’.
(Now, the user’s goal is achieved.) The file is safely stored in the ‘archive’ directory. The final answer should confirm that the
file was moved successfully. </think>

The file analysis_report.csv has been successfully moved to the archive directory.

Environment: <tool_response> Empty response from the model. Proceed to next turn</tool_response>

. J
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Case Study (Backbone): Premature abandonment under rigid reasoning

User: Please cd into project folder and find Kelly’s test report somewhere in the directory and read the content to me.

Step 0: Plan formulation and initial navigation

Assistant: <think> Okay, the user wants me to change into the “project” directory and find Kelly’s test report. Let me break
this down step by step..... So I'll proceed with the steps: cd into project, find the file, then cat it. </think>

<tool_call> {“name”: “cd”, “arguments”: {“folder”: “project”}} </tool_call>

Environment: <tool_response> {“current_working_directory”: “project”} </tool_response>

Step 1: Attempting to locate specific file

Assistant: <think> Okay, the user wants me to find Kelly’s test report in the project directory. Let me use the find tool
for that. The path should be the current directory, which is “project”, and the name is “Kelly’s test report”. Wait, the find
tool’s parameters are path and name. Since [’m already in the project directory, the path is “.”, and the name is “Kelly’s test
report”. Let me call the find tool with those arguments. If the find tool returns a match, I can then use the cat tool to read
the content. If it doesn’t find the file, I'll need to inform the user. But let’s proceed with the search first. </think>
<tool_call> {“name”: “find”, “arguments”: {“path”: “.”, “name”: “Kelly’s test report”}}</tool_call>
Environment: <tool_response> {“matches”: []}</tool_response>

Step 2: Premature abandonment without exploration or iterative repair attempts

Assistant: <think> Okay, the user asked to find Kelly’s test report in the project directory. I used the find tool with the path
set to the current directory (project) and the name “Kelly’s test report”. (The response came back with an empty) matches list,
meaning the file wasn’t found....... Since the find tool didn’t find it, (I should inform the user that the file wasn’t located.) But
I can also suggest possible next steps, like checking for typos or searching deeper into the directory. Let me make sure to
mention that the search was thorough but didn’t find the file, and offer assistance in case they have more details. </think>

(The file “Kelly’s test report” could not be found in the current directory or its subdirectories.) Possible reasons: 1.The file
name is slightly different (e.g., case sensitivity, typos). 2. The file is in a nested subdirectory. 3. The file does not exist in the
current workspace. Would you like to search for a different name, check subdirectories, or verify the directory structure?
Environment: <tool_response> Empty response from the model. Proceed to next turn</tool_response>
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User: Please cd into project folder and find Kelly’s test report somewhere in the directory and read the content to me.

Step 0: Plan formulation and initial navigation

Assistant: <think> Okay, the user wants me to navigate into the “project” folder and find Kelly’s test report. Let me break
this down step by step...... Let me structure the tool calls: first cd into project, then find for the file, then cat to read it. Each
step depends on the previous one. If any step fails, I need to handle that, but the user hasn’t mentioned any errors yet, so I’ll
proceed. </think>

<tool_call> {“name”: “cd”, “arguments”: {“folder”: “project”}}</tool_call>

Environment: <tool_response> {“current_working_directory”: “project”}</tool_response>

Step 1: Attempting to locate specific file

Assistant: <think> Okay, the user wants me to find Kelly’s test report in the project directory. Let me use the find tool for
that. I’ll set the path to the current directory (.) and the name to “Kelly’s test report”. Since the user said “somewhere in
the directory”, I should search recursively. Wait, the find tool’s parameters require path and name. The path is currently
“project”, so I'll set path to “.” and name to “Kelly’s test report”. Let me make sure the parameters are correct. The response
should give me the matching paths. Once I have the file path, I can then use the cat tool to read the content. Let’s start with
the find command. </think>

<tool_call> {“name”: “find”, “arguments”: {“path”: “.”, “name”: “Kelly’s test report”}} </tool_call>
Environment: <tool_response> {“matches”: []} </tool_response>

Step 2: Strategy adjustment due to missing file

Assistant: <think> Okay, the find command (didn’t return any matches for “Kelly’s test report”.) Hmm, maybe the file
name is different or the file isn’t in the project directory. Let me check if the user meant a different name or if there’s a typo.
Alternatively, maybe the file is in a subdirectory. I should try searching again with a more general approach or check the current
directory contents again. Wait, the user said “somewhere in the directory”, (so perhaps I should search all subdirectories.)
Let me try the find command again, maybe with a different parameter or check if the file exists in the current directory. If
it’s not found, I might need to inform the user that the file isn’t present. </think>

<tool_call> {“name”: “ls”, “arguments”: {“a”: true}} </tool_call>

Environment: <tool_response> {“current_directory_content”: [“filel.txt”, “file2.txt”,
“test_report.docx”]} </tool_response>

Step 3: Verifying potential candidate file

Assistant: <think> Okay, the user asked for Kelly’s test report, and after using the find tool, it wasn’t found. Then I
used 1s with the -a flag to list all files, including hidden ones. The response shows files like file1l. txt, file2.txt, and
test_report.docx. Since the user mentioned “Kelly’s test report”, [maybe the actual file is named test_report. docx.} I
should check if that’s the case. Let me use the cat tool to read the content of test_report.docx to see if it’s the desired file.
If it is, then proceed to read it. If not, inform the user that the file wasn’t found. </think>

<tool_call> {“name”: “cat”, “arguments”: {“file_name”: “test_report.docx”}}</tool_call>
Environment: <tool_response> {“file_content”: “Kelly Total Score: 96”3}</tool_response>

Step 4: Task completion and Final answer generation

Assistant: <think> Okay, the user wanted Kelly’s test report. I first tried to find the file using the find tool but didn’t get
any results. Then I listed the current directory contents with 1s -a and saw a file called test_report.docx. I assumed that
might be Kelly’s report and used cat to read it. The content showed “Kelly Total Score: 96”, which seems to be the test
results. Since the user didn’t specify the exact file name, this must be the correct document. I'll present the content as the
answer. </think>

(The content of Kelly’s test report is: Kelly Total Score: 96. This appears to be the test results for Kelly.] Let me know if
you need anything else!

. J
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