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Abstract

Reinforcement learning with verifiable rewards
(RLVR) has driven substantial progress in train-
ing LLMs for reasoning tasks, but represen-
tative methods such as GRPO assign uniform
credit across all tokens, wasting gradient on
routine tokens while under-crediting pivotal
reasoning steps. Existing token-level credit as-
signment methods require resources beyond
the model’s own rollouts. GRPO variants rely
on process reward models or ground-truth an-
swers. Knowledge distillation assigns credit
through per-token divergence but requires ex-
ternal teachers (On-Policy Distillation) or privi-
leged information (On-Policy Self Distillation).
However, these dependencies limit applicabil-
ity in the pure RLVR setting. We observe
that conditioning the model on its own veri-
fied trajectories induces a measurable per-token
KL divergence between the original and con-
ditioned distributions, and prove that distilling
from a self-teacher constructed by verified tra-
jectories leads to infeasible weighted-average
solutions when multiple verified trajectories ex-
ist. We propose SC-GRPO (Self-Conditioned
GRPO), which uses KL divergence mentioned
before as a multiplicative weight on GRPO gra-
dients. Across five benchmarks spanning math,
code, and agentic tasks, SC-GRPO consistently
outperforms 8.1% over GRPO and 5.9% over
DAPO with stronger OOD performance. More-
over, SC-GRPO achieves higher performance
than OPD1.

1 Introduction

Large language models (LLMs) have shown strong
capabilities in various tasks, but competition-level
problems remain challenging. Reinforcement learn-
ing with verifiable rewards (RLVR) (Guo et al.,
2025; Yu et al., 2026; He et al., 2026a; Yao et al.,
2025; Cheng et al., 2026b) has driven substantial

1Code is available at https://github.com/BITHLP/
SC-GRPO

Figure 1: Overview of SC-GRPO. Top: positioning
of SC-GRPO among existing methods. Bottom: core
mechanism illustrated on a LiveCodeBench example.

progress in tackling such problems. Representa-
tive methods in RLVR including GRPO (Guo et al.,
2025; Liu et al.; Zheng et al., 2025) assign a sin-
gle scalar reward per rollout, so every token shares
the same advantage. This uniform credit cannot
identify which tokens caused success or failure,
diluting gradient across routine tokens while under-
crediting pivotal reasoning steps (He et al., 2026b;
Xie et al., 2026).

To enable token-level credit assignment, ex-
isting approaches require resources beyond the
model’s own rollouts (Figure 1, top). Recent GRPO
variants have explored different directions: some
train process reward models on step-level annota-
tions (Wang et al., 2024c; Cui et al., 2025), while
others rely on ground-truth answers (Wang et al.,
2025b). Alternatively, knowledge distillation di-
rectly assigns credit at the token level through per-
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position divergence between student and teacher
distributions (Hinton et al., 2015). On-Policy Distil-
lation (OPD) (Agarwal et al., 2024; Ko et al., 2024)
uses a stronger external teacher to provide token-
level supervision, and On-Policy Self-Distillation
(OPSD) (Hübotter et al., 2026; Zhao et al., 2026)
similarly requires privileged information. These
dependencies limit applicability in the pure RLVR
setting, where only a binary verifier is available.

However, we can identify which tokens carry
credit by comparing predictions with and without
access to the model’s own verified solution. Re-
cent work has shown that conditioning models on
their own verified trajectories improves generation
quality (Yao et al., 2026). Building on this obser-
vation, we propose SC-GRPO (Self-Conditioned
GRPO), which uses such conditioning to induce a
measurable per-token distributional shift as a credit
assignment signal. As shown in Figure 1 bottom,
for problems where the model produces both cor-
rect and incorrect rollouts, SC-GRPO injects one
verified correct solution as an in-context demonstra-
tion and re-scores all remaining rollouts under this
prompt, constructing a self-conditioned teacher. A
complete version of this example is provided in
Figure 10.

We quantify this shift via per-token Kullback–
Leibler (KL) divergence between the original
and demonstration-conditioned next-token distri-
butions. Inspired by OPSD (Zhao et al., 2026), a
natural approach would be to add this KL as an
auxiliary distillation loss. However, when mul-
tiple distinct verified trajectories exist, the loss-
minimizing student converges to a weighted aver-
age over these teachers, a distribution that does not
correspond to any feasible trajectory (we formal-
ize this in §4.2). Empirically, such additive for-
mulations consistently fail to improve over GRPO
(§7.1).

Instead, SC-GRPO uses the KL signal purely as
a multiplicative weight on the GRPO gradient: the
reward determines the update direction, and the KL
determines only its intensity at each token. The
same self-conditioned teacher handles both partial-
solve groups, where a verified correct trajectory
serves as the reference and the KL weight sharpens
credit assignment, and solve-none groups, where
a random rollout serves as the reference and the
KL signal provides a slight exploration bonus that
encourages diversity. On five benchmarks span-
ning math, code, and multi-turn agentic tasks, SC-
GRPO improves Average@8 by 8.1% over GRPO

and 5.9% over DAPO, while achieving more con-
sistent and higher performance than OPD with ex-
ternal teachers.

Our contributions are as follows:

• In RLVR, verified trajectories are the only su-
pervision beyond the binary verifier. We prove
that distilling from a teacher constructed using
these trajectories leads to infeasible solutions,
and demonstrate empirically that such formu-
lations fail to improve over GRPO.

• We propose SC-GRPO, which constructs a
teacher by conditioning the model on its own
verified trajectories and uses the resulting
token-level KL divergence as a multiplicative
weight on GRPO gradients.

• Across five benchmarks spanning math, code,
and agentic tasks, SC-GRPO consistently out-
performs RL baselines and achieves higher
and more stable performance than OPD.

2 Related Work

2.1 On-Policy Distillation
On-policy distillation trains on student generated
rollouts with a divergence to the teacher distribu-
tion (Agarwal et al., 2024; Gu et al., 2025; Ko et al.,
2024; Shing et al., 2025), eliminating the train-test
mismatch of offline distillation (Hinton et al., 2015).
The divergence objective has been refined through
skew-KL (Ko et al., 2024), α-β-divergence (Wang
et al., 2025a), and adaptive interpolation (Shing
et al., 2025), highlighting the sensitivity of letting
divergence set the gradient direction. Moreover, all
variants require a stronger external teacher.

Self-distillation removes the external teacher de-
pendency by constructing a teacher from the model
itself, typically conditioned on privileged informa-
tion such as textual feedback (Hübotter et al., 2026),
ground truth (Zhao et al., 2026; Ding, 2026; Yang
et al., 2026), or expert demonstrations (Shenfeld
et al., 2026). SC-GRPO uses KL as a per-token
weight, eliminating sensitivity to divergence form
choice, and conditions the teacher solely on the
model’s own verified rollouts.

2.2 Token-Level Credit Assignment in RL
Process reward models (PRMs) (Lightman et al.,
2024; Wang et al., 2024c,a) provide step-level su-
pervision but require training a separate reward
model with large-scale annotation, and remain vul-
nerable to reward hacking (Juneja et al., 2025;
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Gao et al., 2024). Annotation-free alternatives
estimate token values through Monte Carlo sam-
pling (Guan et al., 2025) or segment-level sampling
(Guo et al., 2026), requiring additional rollout com-
pute. GRPO-based methods also need external
PRM models (Cui et al., 2025) or ground truth
(Wang et al., 2025b) to gain token-level credit dur-
ing training. In contrast, SC-GRPO only depends
on the model’s own rollouts to obtain token-level
reward without external resources.

3 Preliminaries

Notation Let πθ denote the policy parameterized
by θ. Given a query x sampled from the train-
ing dataset D, the policy generates a response
o = (o1, . . . , o|o|) ∼ πθ(· | x), where ot is the
token at position t and o<t denotes the prefix be-
fore position t. Each response is evaluated by a
verifier r, yielding a scalar reward r(x, o) ∈ [0, 1].

3.1 GRPO
For each query x, GRPO samples a group of
G responses {oi}Gi=1 from the old policy πθold .
Each response is evaluated by the verifier, yielding
ri = r(x, oi). Instead of learning a value function,
GRPO normalizes rewards across the G responses
in the same group to obtain a sequence-level ad-
vantage. Equivalently, every token position t in
response oi shares the same advantage:

Âi,t = Âi =
r(x, oi)−mean({r(x, ok)}Gk=1)

std({r(x, ok)}Gk=1)
.

(1)
The policy is then updated with following objective
over response tokens:

JGRPO(θ) = Ex∼D, {oi}Gi=1∼πθold
(·|x)

[
1

G

G∑

i=1

1

|oi|
|oi|∑

t=1

min
(
ρi,tÂi,t, clip(ρi,t, 1− ϵ, 1 + ϵ)Âi,t

)
]
,

with ρi,t =
πθ(oi,t | x, oi,<t)

πθold(oi,t | x, oi,<t)
.

3.2 On-Policy Distillation
OPD (Agarwal et al., 2024) provides dense token-
level signal along the student’s own trajectories.

Let πθ and πT denote the student and frozen
teacher policies, respectively. Given a prompt x ∼
D, the student samples a response o ∼ πθ(· | x),
which induces prefix states st = (x, o<t). At each

prefix, the student and teacher next-token distribu-
tions are πθ(· | st) and πT (· | st), and the token-
level OPD objective is

LOPD(θ) = Ex∼D, o∼πθ(·|x)
[ 1

|o|

|o|∑

t=1

D
(
πT (· | st) ∥πθ(· | st)

)]
,

(2)

where D is a divergence such as the Kullback–
Leibler (KL) divergence or the Jensen–Shannon
divergence (JSD).

OPSD (Ding, 2026; Hübotter et al., 2026; Zhao
et al., 2026) removes the requirement of external
teacher by conditioning the same model on priv-
ileged information c (e.g., ground-truth or expert
demonstration). The student distribution remains
πθ(· | st), while the self-teacher is instantiated as:

π̃θ(· | st, c) := sg[πθ(· | x, c, o<t)] , (3)

where sg[·] denotes the stop-gradient operator, in-
dicating that the teacher distribution is treated as
a fixed target for the current update. The train-
ing objective keeps the same form as Eq. (2), with
πT (· | st) replaced by π̃θ(· | st, c).

4 Why Self-Distillation Fails in RLVR

4.1 Available Supervision in RLVR

For a query x, GRPO samples a group of responses
{oi}Gi=1 ∼ πθold(· | x), and a verifier assigns a
sequence-level reward ri = r(x, oi) ∈ {0, 1} to
each response. Let

C(x) = { oi : r(x, oi) = 1, i ∈ {1, . . . , G} }

denote the set of verifier-approved trajectories.
In conventional self-distillation mentioned be-

fore, the teacher is conditioned on some form
of privileged information. In the RLVR setting,
however, no such privileged information is avail-
able. Beyond the query x and the scalar reward
r, the only additional information we can access
is a verifier-approved trajectory drawn from the
model’s own rollouts, i.e., a sample from C(x).
A verified trajectory is not privileged informa-
tion. It certifies only end-task correctness, not
reasoning quality. The trajectory may contain ex-
ploratory steps, redundant derivations, or recover-
able mistakes, and when multiple trajectories in
C(x) succeed, they may follow contradictory rea-
soning paths.
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4.2 Why OPSD Fails in RLVR
Despite this limitation, verified trajectories are the
only additional structure available in RLVR. A natu-
ral but naive adaptation is therefore to treat them as
a substitute for privileged context. Concretely, for a
student rollout oi with prefix states si,t = (x, oi,<t)
and a verifier-approved trajectory τj ∈ C(x), we
instantiate the generic OPSD formulation in Sec-
tion 3 by taking τj as the privileged context:

π̃θ(· | si,t, τj) := sg[πθ(· | x, τj , oi,<t)] . (4)

The training objective keeps the same form as
Eq. (2), replacing the external teacher πT with the
self-conditioned teacher π̃θ(· | si,t, τj).

This adaptation, however, does not work. A
pointwise analysis (detailed in Appendix A) shows
that under both forward and reverse KL, the loss-
minimizing student distribution at any prefix si,t is
an aggregate of the self-conditioned teachers {pj}
across C(x):

q⋆ ∝
{∑

j µx(j) pj (Forward KL),
∏

j p
µx(j)
j (Reverse KL),

where pj := π̃θ(· | si,t, τj) and µx is the selection
rule over C(x). This average distribution is prob-
lematic: (i) it need not correspond to any single
feasible trajectory; (ii) it assigns equal weight to
all prefixes, even those where verified trajectories
disagree about the next token; and (iii) it inherits
whatever each τj happens to take to reach the cor-
rect answer. These issues are fundamental to any
distillation-based approach that treats the teacher
as a target distribution.

Empirical validation The analysis above char-
acterizes the pointwise optimization tendency of
direct OPSD objectives. In Section 7.1, we exam-
ine its practical consequence using five additive
distillation variants constructed from the same self-
conditioned teacher. All five variants underperform
GRPO and SC-GRPO, empirically supporting the
failure mode identified by our analysis.

5 SC-GRPO

Overview Section 4.2 shows that directly using
verified trajectories as OPSD distillation targets
fails in RLVR. Therefore, we propose SC-GRPO
(Self-Conditioned GRPO), which takes a different
approach. We construct a self-conditioned teacher
by conditioning the model on a verified trajectory,

Algorithm 1 SC-GRPO
Require: policy πθ; query x; group size G; diversity coeffi-

cient α
// Phase 1: Standard GRPO rollout

1: Sample G responses {o1, . . . , oG} ∼ πθ(· | x)
2: Verify each oi; let nc = number of correct responses
3: Compute group-normalized advantage Âi for each oi

// Phase 2: KL signal (if 2 ≤ nc < G)
Compute all Dt and ft in Phases 2–3 without gradient
tracking.

4: for each response oi do
5: Pick a correct response τ ̸= oi as demonstration
6: Run teacher forward: π̃θ(· | x, τ, oi,<t)
7: Run student forward: πθ(· | x, oi,<t)
8: Dt ← KL(π̃θ∥πθ) at each token t
9: end for

10: c← max
(
p75({Dt}all tokens), 10

−4
)

11: ft ← Dt/(Dt + c) // per-token weight ∈ [0, 1)

// Phase 3: Diversity signal (if nc = 0)
12: Pick a random response or as reference
13: for each oi ̸= or do
14: Teacher forward with or in context (same as Phase 2)
15: Compute Dt, ft as in Phase 2
16: si ← 1

|oi|
∑

t ft // diversity score
17: end for
18: Âi ← α · (si − s̄)/std(s) for each oi // exploration

signal for zero-reward groups
// Phase 4: Weighted update

19: Update θ to maximize
1

G

∑

i

1

|oi|
∑

t

ft · ℓGRPO
i,t (Âi)

// ft=1 for groups skipping Phase 2&3

then measure the per-token distributional shift be-
tween the teacher and the original student.

This shift, quantified as token-level KL diver-
gence, identifies which tokens depend on access to
a verified solution. Tokens with small KL make the
same prediction regardless of whether a verified so-
lution is available. The token’s choice is unrelated
to the rollout’s outcome, so applying sequence-
level credit here misattributes success or failure.
Tokens with large KL depend on verified solution,
so the reward signal is informative. SC-GRPO uses
this KL purely as a multiplicative weight on the
GRPO gradient: the reward determines the update
direction, and the KL determines its intensity at
each token.

Figure 2 and Algorithm 1 illustrate the method.
The core mechanism is described in §5.1: we con-
struct a self-conditioned teacher by conditioning
the model on a reference trajectory, compute token-
level KL, and use it to weight the GRPO gradient.
The reference is selected based on the number of
correct rollouts nc in the group: verified trajecto-
ries for partial-solve groups (2 ≤ nc < G), ran-
dom rollouts for solve-none groups (nc=0), and
standard GRPO for nc=1 or nc=G. Section 5.2
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Figure 2: Overview of SC-GRPO. We construct a self-conditioned teacher by conditioning the model on a reference
trajectory, compute token-level KL divergence, and use it to weight the GRPO gradient.

analyzes the computational overhead.

5.1 Self-Conditioned GRPO

Teacher construction For a rollout oi with prefix
states si,t = (x, oi,<t) and a verified trajectory τ ∈
C(x) , we instantiate the self-conditioned teacher
π̃θ(· | si,t, τ) via Eq. (4), where τ appears only in
the teacher’s system prompt. Appendix E provide
the complete prompt templates. Both teacher and
student are scored on the same prefix oi,<t of oi.
At each response token, we compute the forward
KL from teacher to student:

Di,t = sg[KL(π̃θ(· | si,t, τ) ∥ πθ(· | si,t))] ,

Both the teacher and student distributions used to
compute Di,t are evaluated without gradient track-
ing. The KL signal affects only the magnitude of
each token update and does not introduce an addi-
tional distillation gradient.

KL weighting We map each Di,t to a bounded
weight f(Di,t) ∈ [0, 1) to modulate the GRPO
gradient: tokens with small KL are downweighted,
while tokens with large KL are preserved. We map
each Di,t to a bounded weight via

f(Di,t) =
Di,t

Di,t + c
,

c = max(P75(Dact), cmin) ,

where Dact is the set of active token KL values
in the current micro-batch, P75 denotes its 75th
percentile, and cmin > 0 is a small floor. We use
P75 instead of median because token-level KL is
sparse (most tokens have near-zero KL). P75 en-
sures low-KL tokens are suppressed while high-KL

tokens are preserved. We visualize and analyze
the KL distribution and weighting function in Ap-
pendix C.3 and Appendix C.4. A detailed case
study is provided in Appendix D.

Group routing The reference trajectory τ and ad-
vantage Âi are selected based on the group’s solve
pattern. Partial-solve groups have both correct and
incorrect rollouts, allowing us to use verified trajec-
tories as references. Solve-none groups have zero
GRPO gradient, so we extract exploration signal
via diversity.

Partial-solve groups (2 ≤ nc < G): For each
rollout oi, we sample a verified trajectory τ ∈ C(x)
uniformly (with τ ̸= oi when oi ∈ C(x)). We use
the GRPO advantage Âi in Eq. (1).

Solve-none groups (nc = 0): We sample one
rollout or uniformly as reference. For each remain-
ing rollout oi (i ̸= r), we compute KL against
the reference-conditioned teacher. The average KL
weight over the reference-length prefix becomes a
diversity score:

si =
1

Li

Li∑

t=1

f(Di,t), Li = min(|oi|, |or|),

where Li truncates at the reference length. Since
the reference itself is a failed trajectory, we apply
stricter supervision to prevent reward hacking: to-
kens beyond the reference would have artificially
high KL and inflate diversity scores for longer roll-
outs. Scores are normalized within the group to
form a pseudo-advantage:

Âdiv
i =

si −mean({sk}Gk=1)

std({sk}Gk=1) + ϵ
, (5)
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which replaces Âi with αÂdiv
i in the SC-GRPO

objective. Since all rollouts failed which bring zero
GRPO advantage, this diversity signal encourages
exploring new modes rather than repeating com-
mon ones.

Fallback (nc = 1 or nc = G): Standard GRPO
(no KL weighting).

SC-GRPO optimizes the weighted GRPO objec-
tive:

JSC-GRPO(θ) = E
[
1
G

G∑

i=1

1
|oi|

|oi|∑

t=1

sg[f(Di,t)]

min
(
ρi,tÂi, clip(ρi,t, 1−ϵ, 1+ϵ)Âi

)]
,

where ρi,t = πθ(oi,t | si,t)/πθold(oi,t | si,t) is
the importance ratio, Âi is the advantage (GRPO
advantage from Eq. (1) for partial-solve groups,
αÂdiv

i from Eq. (5) for solve-none groups). The
KL weight f(Di,t) is applied symmetrically: both
correct and incorrect rollouts are downweighted at
low-KL tokens, regardless of their advantage sign.
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Figure 3: Timing overhead of SC-GRPO vs. GRPO.
Mean per-step wall-clock time (seconds) across training
steps.

5.2 Computational Overhead
SC-GRPO adds a single new operation compared
to GRPO: a teacher forward pass for per-token KL
weighting. As shown in Figure 3, this makes the ac-
tor update 51% slower on LiveCodeBench and 37%
slower on DAPO-Math, but end-to-end step time
grows by only 13% and 2% respectively, since roll-
out generation dominates total latency. Combined
with the gains in Section 6.3, this confirms that
SC-GRPO’s improvements come from better use
of existing rollouts rather than additional compute.

6 Experiments

6.1 Setup
Tasks Following Cheng et al. (2026a), we train
and evaluate on RLVR tasks spanning mathemati-

cal reasoning, code generation, and multi-turn agen-
tic interaction. (i) Math: we train on DAPO-Math-
17k (Yu et al., 2026) and evaluate on AIME 2024 &
2025. (ii) Code: we use LiveCodeBench v6 (Jain
et al., 2025) (LCB), holding out half of each prob-
lem’s unit tests for training and using the rest for
evaluation. (iii) AppWorld (Trivedi et al., 2024),
(iv) WebShop (Yao et al., 2022). For both App-
World and WebShop, we train and evaluate on the
official splits. Except for the separate OPD compar-
ison in Figure 4, all runs use the same Qwen3-8B
base model with thinking mode disabled. For
Figure 4, we follow the original training and infer-
ence configuration of Li et al. (2026). Full per-task
settings are detailed in Appendix B.1.

Metrics For each query we sample eight trajecto-
ries and report two metrics: Avg@8, the mean veri-
fier reward across the eight samples; and Pass@8,
the fraction of queries solved by at least one of the
eight samples.

6.2 Baselines
We compare SC-GRPO against two families of
baselines, all sharing the same base model, training
data, rollouts-per-prompt, and step budget as our
method.

Reinforcement learning GRPO (Guo et al.,
2025) is the canonical RLVR algorithm.
DAPO (Yu et al., 2026) is a stronger GRPO
variant incorporating decoupled clipping, dynamic
sampling, and token-level loss normalization.
REINFORCE++ (Hu et al., 2025) simplifies PPO
by removing the critic and shaping rewards with
per-token KL penalties.

OPSD with external demonstrations Following
Zhao et al. (2026), we report OPSD baselines that
supply the teacher with demonstrations τ produced
by external LLMs and train student with the same
OPSD objective. We consider three demonstration
sources of progressively higher quality: MiniMax-
M2.7 2, DeepSeekv4-Pro (Xu et al., 2026), and
Oracle, which obtain as many correct solutions as
possible, simulating access to all reference solu-
tions. Details and prompt templates are provided
in Appendix B.2.

6.3 Main Results
SC-GRPO consistently outperforms all base-
lines. Across all five benchmarks (Table 1), SC-

2https://huggingface.co/MiniMaxAI/MiniMax-M2.7
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Method
AIME24 AIME25 LCB v6 AppWorld WebShop Avg.

Avg@8 Pass@8 Avg@8 Pass@8 Avg@8 Pass@8 Avg@8 Pass@8 Avg@8 Pass@8 Avg@8 Pass@8

Qwen3-8B 25.41 46.67 18.75 30.00 26.33 35.11 9.65 26.31 8.13 14.00 17.65 30.42

Reinforcement Learning

GRPO 41.67 70.00 34.16 50.00 39.59 43.51 12.50 33.33 68.93 69.40 39.37 53.25

DAPO 43.75 70.00 37.91 53.33 40.74 44.27 13.99 33.33 71.50 75.00 41.58 55.19

REINFORCE++‡ 18.33 26.67 16.25 30.00 39.69 44.27 – – – – – –

On-Policy Self Distillation with External Demonstrations

MiniMax-M2.7† 29.17 50.00 19.58 36.67 26.05 35.88 9.87 35.08 11.40 20.00 19.21 35.53

DeepSeekv4-Pro† 33.75 56.67 22.08 33.33 26.05 35.88 9.43 29.82 9.88 16.80 20.24 34.50

Oracle 33.75 56.67 22.08 33.33 25.38 36.64 9.43 31.57 10.38 21.60 20.20 35.96

Ours

SC-GRPO 51.67 80.00 42.08 63.33 43.22 48.85 22.36 49.12 77.88 79.25 47.44 64.11

Table 1: Main results. We report Avg@8 and Pass@8 across five RLVR benchmarks. † External LLM that generates
demonstration trajectories for OPSD. Oracle collects as many correct demonstrations as possible by extending the
thinking budget. Bold indicates the best result, underline indicates the second-best. ‡ REINFORCE++ experienced
training collapse on AppWorld and WebShop. Detailed training dynamics are provided in Appendix B.4.

GRPO achieves the highest Avg@8 and Pass@8,
outperforming DAPO by 5.86% and 8.92% respec-
tively. The largest improvements appear on multi-
turn agentic tasks, where credit assignment over
long horizons is most challenging. We provide
detailed training dynamics in Appendix C.

REINFORCE++ exhibits unstable performance
across tasks. Despite also operating at the token
level, REINFORCE++ shows inconsistent results:
competitive on code generation but significantly
weaker on mathematical reasoning, and collapsing
on multi-turn agentic tasks. We analyze the train-
ing dynamics in Appendix B.4. This instability
highlights that removing the critic sacrifices robust-
ness across diverse task structures. In contrast, SC-
GRPO remains stable across all five benchmarks.

External demonstrations do not reliably help.
The three OPSD variants all stay close to the
Qwen3-8B base model, substantially below the RL
baselines. Unexpectedly, Oracle fails to outper-
form DeepSeekv4-Pro and even underperforms the
base model on LCB, suggesting that demonstration
quantity and quality are not the bottleneck. These
results indicate that OPSD constructed from exter-
nal demonstrations provides an unreliable training
signal, as we demonstrate in §4.2. SC-GRPO ad-
dresses this by drawing the teacher trajectory from
the model’s own verifier-approved rollouts, achiev-
ing substantially stronger performance.

Variant Avg@8 Pass@8

GRPO 39.59 43.51
SC-GRPO [ours] 43.22 48.85

1. Forward KL loss
β = 0.1 38.35 41.98
β : 0.03→0.1 36.35 38.16

2. Reverse KL loss
β = 0.1 36.06 38.93
β : 0.03→0.1 39.11 41.98

3. Bidirectional KL loss
βfwd=0.1−βrev, βrev: 0.03→0.1 34.35 36.64

Table 2: Using additive distillation loss results on
LiveCodeBench v6. All variants use the same self-
conditioned teacher and optimize LGRPO + β Ldistill.

7 Analysis

In this section, we conduct a comprehensive anal-
ysis to answer the following research questions:
RQ1: Why must the KL signal be a weight rather
than a loss? (§7.1) RQ2: Which design choices
within SC-GRPO matter most? (§7.2) RQ3: Do
the gains transfer out of domain? (§7.3) RQ4: How
does SC-GRPO compare with alternative token-
level credit-assignment methods under controlled
settings? (§7.4)

7.1 RQ1: Additive Loss
A natural alternative to SC-GRPO is to add the self-
conditioned teacher’s KL divergence as an auxiliary
distillation loss: LGRPO + β Ldistill. We test For-
ward KL, Reverse KL (both with fixed β = 0.1
and linear warm-up β : 0.03→ 0.1), and Bidirec-
tional KL (combining both directions with comple-
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Figure 4: Comparison with OPD on AIME. We com-
pare SC-GRPO against OPD using two student models
on AIME 24 & 25. Percentages show relative gain over
the student baseline.

mentary coefficients). Table 2 shows that all five
variants underperform SC-GRPO.

Following Li et al. (2026), we compare SC-
GRPO against OPD under two configurations (Fig-
ure 4). The left panel (Qwen3-1.7B-Base stu-
dent, Qwen3-4B-Base teacher) represents a failing
OPD setting, the right panel (DeepSeek-R1-Distill-
Qwen-1.5B (Guo et al., 2025) student, JustRL-
DeepSeek-1.5B (He et al., 2025) teacher) repre-
sents a successful setting. Hyperparameters are
detailed in Appendix B.3. Figure 4 shows that SC-
GRPO consistently outperforms OPD in both set-
tings. When OPD fails (left), SC-GRPO achieves
23% improvement, when OPD succeeds (right),
SC-GRPO still outperforms OPD on both AIME
tasks, while requiring no external teacher.

7.2 RQ2: Ablation Study

We validate the three core design choices in SC-
GRPO (Table 3).

A1 Group Routing The KL weighting is de-
signed to operate where meaningful contrast ex-
ists. Partial-solve groups (2 ≤ nc < G) pro-
vide such contrast and benefit from KL weight-
ing. Adding solve-none groups (nc = 0) brings
further improvement, as the diversity signal recov-
ers useful updates from otherwise zero-gradient
groups. Including single-correct groups (nc = 1)
violates the design premise: the single verified tra-
jectory dominates the KL signal, causing entropy
collapse. Including all-correct groups (nc = G)
similarly fails: without incorrect rollouts for con-
trast, self-conditioned teacher cannot separate criti-
cal decision points from routine tokens. Covering
all groups combines both failure modes and drops
below GRPO.

Variant Avg@8 Pass@8

A1. Which groups receive KL weighting?
Partial-solve (2≤nc≤7) 41.41 45.80
Partial + solve-none ({0}∪[2, 7]) [ours] 43.22 48.85
Any partial (1≤nc≤7) 38.55 41.98
All-correct only (nc=8) 40.17 42.74
All groups 36.64 42.75

A2. Threshold c f(KL) = KL/(KL + c)

Adaptive: max(p75, 10
−4) [ours] 43.22 48.85

Fixed: c = 10−4 42.93 48.09
Adaptive: p50 41.98 45.03

A3. Diversity coefficient α
α = 0.1 [ours] 43.22 48.85
α = 0.2 40.74 45.80

Table 3: Ablation study on LiveCodeBench v6. nc =
number of correct rollouts. p50/p75 denote the 50th/75th
percentile of token-level KL values in the current batch.
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Figure 5: In-Domain vs. OOD performance. Models
trained on LiveCodeBench are evaluated on Codeforces.

A2 Normalization threshold The threshold
c separates the informative high-KL tail from
the uninformative majority (visualization in Ap-
pendix C.3). When c = p50 (median), the heav-
ily right-skewed KL distribution pushes c below
10−4, making f(KL) ≈ 1 for nearly all tokens
and reducing to uniform weighting. Using c =
max(p75, 10

−4) achieves the intended separation:
p75 suppresses the low-KL majority while the floor
prevents collapse when the entire batch has near-
zero KL. A fixed constant achieves comparable
performance but requires per-task calibration; p75
with floor is adaptive and hyperparameter-free.

A3 Diversity coefficient The diversity signal re-
wards exploration rather than correctness, so it
should serve as a weak exploration signal that does
not override the reward gradient. The ablation con-
firms this: α=0.1 provides sufficient pressure to
break repeated failure patterns, while α=0.2 lets
the exploration signal compete with the RL objec-
tive and degrades performance.
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Method Guidance Source Avg@8 Pass@8

Alternative credit-assignment methods
SDPO† Verified self-rollout 41.51 45.04
UCAS Policy uncertainty 40.17 42.75

Full-parameter OPSD variants
OPSD MiniMax-M2.7 22.90 35.11
OPSD DeepSeekv4-Pro 16.79 29.01
OPSD Oracle 19.85 32.44

SC-GRPO [ours] Verified self-rollout 43.22 48.85

Table 4: Comparison under matched settings on Live-
CodeBench v6. † For SDPO, the self-teacher is condi-
tioned only on self rollouts from the same problem; no
rich environment feedback is provided.

7.3 RQ3: Out-of-Domain Performance

Both SC-GRPO and DAPO are trained exclusively
on LiveCodeBench and evaluated on Codeforces
without domain-specific fine-tuning. Figure 5
shows that SC-GRPO retains its advantage, achiev-
ing 5.2% relative gain on Avg@8 (nearly identi-
cal to the 6.1% in-domain gain on LCB v6) while
maintaining comparable Pass@8. The consistent
improvement across domains suggests that SC-
GRPO’s gains stem from improved credit assign-
ment rather than overfitting.

7.4 RQ4: Alternative Token-Level Credit
Assignment

To complement the cross-task results in Table 1, we
compare SC-GRPO with recent credit-assignment
methods on LiveCodeBench v6 under matched set-
tings. All methods use the same Qwen3-8B base
model, training data, verifier, rollout budget, op-
timization steps, full-parameter optimization, and
evaluation protocol.

In table 4, under matched training and evaluation
settings, SC-GRPO outperforms SDPO (Hübot-
ter et al., 2026) and UCAS (Xie et al., 2026) on
both metrics. For SDPO, we restrict the feedback
to verifier-approved self-rollouts, without runtime
errors or failed-test information, thereby match-
ing the supervision available to SC-GRPO. We
also evaluate OPSD (Zhao et al., 2026) with full-
parameter optimization, instead of the LoRA set-
ting used in Table 1. Full-parameter optimization
does not improve any of the three OPSD variants
over their LoRA-based counterparts in Table 1.
Moreover, even the strongest full-parameter vari-
ant, obtaining 22.90 Avg@8 and 35.11 Pass@8,
remains substantially below SC-GRPO. These re-
sults show that the advantage persists when both

supervision access and optimization capacity are
matched.

8 Conclusion

We propose SC-GRPO, a token-level credit assign-
ment method for RLVR. By constructing a self-
conditioned teacher from the model’s own verified
rollouts and measuring token-level KL divergence,
SC-GRPO assigns fine-grained credit to each to-
ken. This KL signal is used as a per-token weight
on the GRPO gradient, eliminating sensitivity to
divergence form choice and requiring no external
resources beyond what RLVR already provides.
Experiments show that SC-GRPO consistently out-
performs GRPO and other baselines with minimal
computational overhead, demonstrating the effec-
tiveness and robustness of SC-GRPO.

Limitations

Due to computational resource constraints, our ex-
periments are limited to models up to 8B parame-
ters and response lengths up to 12288 tokens. The
effectiveness of SC-GRPO on larger models and
longer responses remains to be explored. Simi-
larly, resource limitations restrict our evaluation
to models operating in standard reasoning mode.
The applicability of SC-GRPO to extended think-
ing modes (e.g., chain-of-thought with explicit rea-
soning steps, multi-turn refinement) or structured
output formats remains unexplored.

Ethics Statement

This work uses publicly available models, frame-
works, and datasets in accordance with their respec-
tive licenses. The solve-none signal is used only to
encourage exploration, not to provide correctness
supervision. Stronger code-generation and agentic
policies may introduce existing risks, including un-
safe code generation, tool misuse, and unintended
actions in interactive environments. Models trained
with SC-GRPO should therefore be deployed with
appropriate sandbox, restricted tool permissions,
and human oversight.
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A Derivation for Direct OPSD in RLVR

This section formalizes why directly adapting
OPSD in the standard RLVR setting induces a
token-level target mismatch. We fix a query x, a
student rollout prefix oi,<t, and analyze the induced
distribution over the next token.

A.1 Setup
Following Section 3, for a query x let {oi}Gi=1 ∼
πθold(· | x) be the sampled response group, and let
r(x, oi) ∈ {0, 1} be the verifier reward. The set of
verifier-approved responses is

C(x) := { oi : r(x, oi) = 1, i = 1, . . . , G }.
(A.1)

Fix a student response oi and token position t, and
let the prefix state be si,t := (x, oi,<t). The student
next-token distribution is

πθ(· | si,t) = πθ(· | x, oi,<t). (A.2)

For each verifier-approved response τj ∈ C(x),
direct OPSD constructs a self-conditioned teacher
by additionally conditioning the same model on τj :

π̃θ(· | si,t, τj) := sg[πθ(· | x, τj , oi,<t)] .
(A.3)

Let µx denote a selection distribution over C(x)
that specifies which verifier-approved response is
used as the privileged context (e.g., uniform over
C(x)).

The stop-gradient operator sg[·] indicates that
the self-conditioned teacher is treated as a fixed
target for the current update, and gradients do not
backpropagate through teacher logits. We further
assume all distributions are defined over a common
finite vocabulary V with shared support, which is
satisfied by standard softmax LLM outputs.

A.2 Forward-KL Direct OPSD
We use forward KL as a representative distillation
objective and analyze direct OPSD pointwise at a
single prefix.

Notation. Fix a query x, a student rollout oi, and
a token position t, with prefix state si,t = (x, oi,<t).
Throughout this subsection we suppress the depen-
dence on (i, t) and write

q := πθ(· | si,t),
pj := π̃θ(· | si,t, τj), τj ∈ C(x). (A.4)

Here q is the student next-token distribution and
each pj is a self-conditioned teacher distribution

(treated as a fixed target via stop-gradient). All
quantities are distributions over the vocabulary V ,
for a distribution p and a token y ∈ V , p(y) ∈ [0, 1]
denotes the probability assigned to y.

The direct OPSD loss at this prefix is

ℓOPSD(q) := Ej∼µx

[
DKL

(
pj ∥ q

)]
, (A.5)

and the µx-averaged teacher distribution is the per-
token weighted average

p̄(y) :=
∑

j

µx(j) pj(y), y ∈ V. (A.6)

Inserting p̄(y) into the log ratio in Eq. (A.5) and
using Ej [pj(y)] = p̄(y) yields

ℓOPSD(q) = Ej∼µx

∑

y∈V
pj(y) log

pj(y)
q(y)

= Ej∼µx

∑

y∈V
pj(y) log

pj(y)
p̄(y)

+ Ej∼µx

∑

y∈V
pj(y) log

p̄(y)
q(y)

= Ej∼µx DKL

(
pj ∥ p̄

)

+
∑

y∈V
p̄(y) log p̄(y)

q(y)

= Ej∼µx DKL

(
pj ∥ p̄

)
︸ ︷︷ ︸

Ddisagree ≥ 0

+ DKL

(
p̄ ∥ q

)
.

(A.7)
where the expectation is over j ∼ µx and the sums
are over y ∈ V . The first term Ddisagree ≥ 0 quan-
tifies how much the self-conditioned teachers {pj}
disagree with each other at this prefix: it is zero
exactly when all pj coincide, and grows as they
spread apart. Equivalently, when µx is uniform,
Ddisagree is the generalized Jensen–Shannon diver-
gence of {pj}.

The disagreement term Ddisagree measures how
much the self-conditioned teachers disagree at this
prefix, crucially, it is constant in q. The only q-
dependent term is DKL(p̄ ∥ q) ≥ 0, with equality
if and only if q = p̄. Hence the unconstrained
pointwise minimizer of Eq. (A.5) is

q⋆ = p̄. (A.8)

Direct forward-KL OPSD does not target any
particular verified trajectory’s local continuation, it
targets the average p̄ of the self-conditioned teacher
distributions. The disagreement term Ddisagree

shows that different verified trajectories can induce
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genuinely different local continuations, but this
disagreement does not influence the optimizer be-
cause it is constant in q. In a parametric policy
class, the update can be viewed as projecting the
student toward this average, an average that need
not correspond to any single feasible trajectory.

A.3 Reverse-KL Variant
The previous analysis is specific to forward KL. We
now repeat the pointwise analysis for the reverse-
KL variant of direct OPSD, using the same notation
(q, pj , µx) as in Appendix A.2.

The reverse-KL direct OPSD loss at the prefix
si,t is

ℓOPSD(q) := Ej∼µx

[
DKL

(
q ∥ pj

)]
. (A.9)

Unfolding the KL by definition and using the
linearity of expectation in j:

ℓOPSD(q) = Ej

∑

y∈V
q(y) log q(y)

pj(y)

=
∑

y∈V
q(y) log q(y)

−
∑

y∈V
q(y)Ej [log pj(y)] ,

(A.10)

Minimizing Eq. (A.10) over q subject to∑
y q(y) = 1, we form the Lagrangian

L(q, λ) =
∑

y

q(y) log q(y)

−
∑

y

q(y)Ej [log pj(y)]

+ λ

(∑

y

q(y)− 1

)
,

(A.11)

where λ is the Lagrange multiplier for the normal-
ization constraint. Setting ∂L/∂q(y) = 0 yields
the stationarity condition

log q(y) + 1− Ej [log pj(y)] + λ = 0, (A.12)

which gives q(y) ∝ exp
(
Ej [log pj(y)]

)
. Enforcing

the normalization constraint yields

q⋆(y) =
exp
(
Ej [log pj(y)]

)
∑

y′∈V exp
(
Ej [log pj(y′)]

) . (A.13)

Equivalently, q⋆ is the normalized weighted geo-
metric mean of the teacher distributions:

q⋆(y) ∝
∏

j

pj(y)
µx(j). (A.14)

Interpretation Reverse-KL direct OPSD re-
places the per-token arithmetic average p̄ from the
forward-KL case (Eq. (A.8)) with a normalized
geometric average of the self-conditioned teacher
distributions. The two averages have very differ-
ent behavior: the geometric mean q⋆(y) is large
only when every pj(y) is non-negligible, so reverse
KL exhibits mode-seeking behavior, concentrating
mass on tokens that all teachers find plausible. The
arithmetic mean p̄(y), in contrast, is large whenever
any pj(y) is large, exhibiting mode-covering be-
havior. Despite this difference, the overall conclu-
sion is the same: changing the divergence merely
changes the form of averaging, but the optimiza-
tion target is still constructed from self-conditioned
teacher distributions.

A.4 Summary: Why Direct OPSD Fails in
RLVR

Combining Appendices A.2 and A.3, we obtain
a unified characterization of direct OPSD at any
prefix si,t.

Pointwise minimizers under different diver-
gences. Let {pj}j denote the self-conditioned
teacher distributions induced by verifier-approved
trajectories τj ∈ C(x), weighted by the selection
rule µx. Then the pointwise minimizer of direct
OPSD takes the form

q⋆(y) =





∑

j

µx(j) pj(y) (forward KL),

∏
j pj(y)

µx(j)

∑
y′
∏

j pj(y
′)µx(j)

(reverse KL),

(A.15)
a weighted arithmetic average and a normalized
weighted geometric average of the teachers, respec-
tively.

Three structural problems. Eq. (A.15) exposes
three problems that arise regardless of the choice
of divergence:

The optimization target is an average, not
a trajectory. Both minimizers are constructed
by combining multiple self-conditioned teachers.
Even if every individual pj corresponded to a valid
local continuation of τj , the average q⋆ generally
does not correspond to any single feasible trajec-
tory. The student is trained to imitate a synthetic
distribution that no verified rollout actually instan-
tiates.

Disagreement between teachers carries infor-
mation, but the loss discards it. The forward-KL
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decomposition in Eq. (A.7) contains the disagree-
ment term Ddisagree ≥ 0, which measures how
much the teachers {pj} disagree about the next
token at the current prefix. This quantity is large
precisely at prefixes where different verified tra-
jectories branch into different continuations—for
example, a math prefix “Solve 2x + 4 = 10,
so” where one verified trajectory continues with
“2x = 6” while another continues with “subtract
4 from both sides”. Such prefixes are arguably
the most informative ones for the student: they
mark decision points where multiple valid continu-
ations exist. Yet because Ddisagree does not depend
on q, it contributes nothing to the gradient. As far
as the loss is concerned, a prefix with strong teacher
disagreement is treated identically to a prefix where
all teachers agree. Direct OPSD therefore uses the
disagreement signal only implicitly, through how
it perturbs the average p̄, and never as a per-token
quantity that could focus learning on these branch
points.

The teacher is not a verifier-defined ground
truth. Each pj is constructed by conditioning the
student on a single verifier-approved trajectory τj .
As discussed in Section 5, τj certifies only end-task
success and may contain redundant, lucky, or even
flawed reasoning. Treating pj as a distillation target
therefore propagates whatever artifacts τj contains
into the student, weighted equally with genuinely
informative predictions.

Implication. The three problems above are not
artifacts of a particular divergence choice or selec-
tion rule µx: they follow directly from the struc-
tural fact that direct OPSD uses self-conditioned
teachers as distillation targets. Any objective that
asks the student to move toward {pj} in distribution
will inherit some form of Eq. (A.15), and hence in-
herit (P1)–(P3).

B Experiment Details

B.1 Training Details
Table 5 summarizes the training settings for each
task. All experiments use Qwen3-8B (thinking
disabled) as the base model. For mathematical
reasoning (AIME 24&25), we randomly sample
4,000 problems from DAPO-Math-17k (Yu et al.,
2026). For code generation (LCB v6), we randomly
sample half of the unit tests per problem in Live-
CodeBench v6 (Jain et al., 2025) as our training set
and reserve the other half for evaluation. For agen-
tic tasks, effective behavior requires long-horizon

planning, coordination of heterogeneous tools or
APIs, persistent state tracking across interactions,
and adaptation to changing environments (Wang
et al., 2024b; Cheng et al., 2026c; Liu et al., 2026),
we choose AppWorld and WebShop. For App-
World (Trivedi et al., 2024), we train on the official
training split. For WebShop (Yao et al., 2022), we
randomly sample 2,400 tasks from the training split.
All runs use 8 rollouts per prompt, a batch size of 8
prompts per update, and a learning rate of 1×10−6.
We conducted experiments using an 8-node cluster.
Each node was equipped with 8 NVIDIA A100
80GB GPUs, 144-core AMD EPYC 7713 proces-
sors, and 960 GB of RAM, running Ubuntu as the
operating system.

B.2 OPSD Details

We follow the OPSD framework of Zhao et al.
(2026). In the original formulation, the teacher
is conditioned on the ground-truth answer y∗ (e.g.,
an answer with reference chain-of-thought), and
the training objective minimizes the per-token di-
vergence between the privileged teacher and the
student along the student’s own rollouts:

LOPSD(θ) = Ex, ŷ∼πθ(·|x)


 1

|ŷ|

|ŷ|∑

t=1

D
(
ptT
∥∥ ptS

)



where ptT = πθ(· | x, y∗, ŷ<t),

ptS = πθ(· | x, ŷ<t).

Demonstration Acquisition The key require-
ment of OPSD is a ground-truth answer y∗ to serve
as the teacher’s privileged context. How y∗ is ob-
tained depends on whether ground-truth answers
are available.

Math (DAPO-Math-17k). Ground-truth an-
swers are available, so we directly use them as
the privileged context y∗ to construct the self-
conditioned teacher. To simulate varying teacher
quality, we sample 500 questions and measure each
external LLM’s accuracy; we then provide ground-
truth to a corresponding fraction of training queries
(matching that model’s coverage rate). Oracle pro-
vides ground truth to 100% of queries.

Code generation (LCB v6), AppWorld, and
WebShop. No ground-truth solutions exist. We
instead query each teacher LLM up to 3 times per
query and retain any correct trajectory (verified
by execution) as the demonstration τ . Per-model
coverage is reported in Table 6.
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Task Training Data Size Max Resp. Len LR Steps

AIME 24&25 DAPO-Math-17k 4000 8192 1e-6 500
LCB v6 LiveCodeBench v6 131 8192 1e-6 320
AppWorld AppWorld 90 12288 1e-6 110
WebShop WebShop 2400 8192 1e-6 300

Table 5: Training settings for each task. “Size” denotes the number of training set size. “Max Resp. Len” is the
maximum response length in tokens.

Teacher Source DAPO-Math LCB v6 WebShop AppWorld

MiniMax-M2.7 93.60 46.56 43.38 70.00
DeepSeekv4-Pro 97.80 67.94 50.21 78.89
Oracle 100.00 79.39 64.13 86.67

Table 6: OPSD teacher coverage (%, 3 attempts). For
each query, we sample up to three attempts and retain
any correct trajectory as the demonstration. Math uses
ground-truth answer verification; code and agentic tasks
use execution-based verifiers.

Training Hyperparameters All OPSD experi-
ments use Qwen3-8B as the base model and train
LoRA adapters with bfloat16 precision. Following
(Zhao et al., 2026), we use LoRA rank r = 64
and scaling factor α = 128 on all attention and
MLP projection layers (q_proj, k_proj, v_proj,
o_proj, gate_proj, up_proj, and down_proj).
We optimize with learning rate 1× 10−6, gradient
clipping at 1.0, per-device batch size 1, gradient
accumulation 2, and 8 training processes, yielding
an effective batch size of 16. For OPSD, we use a
fixed teacher, β = 0, λ = 1, temperature 1.0, top-
p = 0.95, and token-level JSD clipping threshold
0.05.

OPSD Prompt The student prompt for each task
follows that used in our main experiments. The
teacher prompt injects a reference/answer block as
privileged context. Below we show the teacher-
specific prompt for each task type.

Math Teacher Prompt

Problem: {problem}

The correct answer to this problem is:
\boxed{{answer}}.

Now derive a complete step-by-step solution
that arrives at this answer. Think carefully
and show all reasoning. Put your final answer
within \boxed{}.

Hyperparameter Training Inference

Max prompt length 4096 1024
Max response length 7168 31744
Thinking Mode False True

Table 7: Training and inference hyperparameters used
for the OPD comparison experiment (Figure 4).

Code (LCB) Teacher Prompt

{Standard LiveCodeBench SYSTEM PROMPT}

Here is a reference solution that passes all
test cases:
```python
{reference solution}
```
Now solve the problem yourself. Think step by
step, write clean Python code, and put your
final solution in a ```python``` code block.

WebShop Teacher Prompt

{Standard WebShop SYSTEM PROMPT}

Here is a reference trajectory that
successfully completed this task:
{successful trajectory}

Now complete this shopping task yourself, one
action at a time.

In all cases, the reference block is appended to
the standard task prompt. The student never sees
the reference block.

B.3 OPD Details

To align with the settings in (Li et al., 2026), we
use the same training and inference configurations
as (Li et al., 2026) in Figure 4. See Table 7 for
details. Due to computational resource constraints,
we sample 3,600 examples for RL training, which
corresponds to the 60 step performance reported in
(Li et al., 2026).
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B.4 Analysis of Reinforce++

REINFORCE++ (Hu et al., 2025) applies per-
token credit assignment through discounted returns:
Gt = rt + γGt+1. While competitive on short-
horizon tasks (math, code), it collapses on long-
horizon agentic tasks.

On AppWorld, validation performance peaked
at 0.175@step40, then declined to 0.035@step101.
On WebShop, performance dropped from 0.327
(base model) to 0.0@step80, with training reward
also reaching 0.0 in the final steps.

The instability stems from gradient variance in
long horizons. Early tokens accumulate returns
from all subsequent tokens: G1 =

∑T
t=1 γ

t−1rt.
With γ = 1.0 and trajectories spanning hundreds
of tokens, gradient variance grows exponentially.
Combined with sparse episode-level rewards, ad-
vantage whitening fails to identify critical tokens,
causing policy collapse.

In contrast, SC-GRPO uses trajectory-level
GRPO advantages and applies token-level credit
assignment only through KL-based gradient modu-
lation, avoiding variance explosion in long-horizon
settings.

C Training Dynamics

C.1 Training Dynamics on AIME 24 & 25

Figure 6 shows the validation performance through-
out training on AIME 2024 and 2025. Both meth-
ods are trained on DAPO-Math-17k with identical
hyperparameters and evaluated every 20 steps.

AIME 2024 (Top Row) On Avg@8 (left), SC-
GRPO establishes an early advantage and main-
tains it throughout training. Both methods exhibit
some variance in the later stages of training, but SC-
GRPO consistently stays above DAPO. On Pass@8
(right), the gap is more pronounced: SC-GRPO
achieves 0.80 at step 280, while DAPO peaks at
0.72 around step 260 before declining slightly.

AIME 2025 (Bottom Row) AIME 2025 is
harder than AIME 2024, with both methods achiev-
ing lower absolute scores. On Avg@8 (left), SC-
GRPO shows steady improvement throughout train-
ing, reaching 0.40 by step 500. The advantage is
more consistent here than on AIME 2024, with less
variance in the later stages. On Pass@8 (right),
SC-GRPO maintains a 5-10% advantage through-
out most of training, reaching 0.63 compared to
DAPO’s 0.57.

Stability and convergence Both methods exhibit
training variance typical of RL with verifiable re-
wards, where validation performance fluctuates due
to the discrete nature of the reward signal. However,
SC-GRPO demonstrates more stable improvement
on AIME 2025, the harder test set, suggesting that
token-level credit assignment becomes increasingly
valuable as problem difficulty increases. The con-
sistent gap across both metrics and both test sets
confirms that the gains are not due to overfitting to
a particular evaluation protocol.

C.2 Policy Entropy
Figure 7 shows the policy entropy throughout train-
ing. SC-GRPO maintains consistently higher en-
tropy than DAPO across all training steps, with the
gap widening after step 200. This suggests that
SC-GRPO preserves exploration capacity: by se-
lectively suppressing gradients on tokens where the
student already matches the teacher and encour-
aging exploration when facing solve-none groups,
SC-GRPO avoids premature convergence on the
full trajectory. In contrast, DAPO’s uniform credit
assignment drives the policy toward deterministic
outputs more aggressively, reducing entropy and
potentially limiting the model’s ability to explore
alternative reasoning paths.

The entropy gap correlates with the performance
advantage observed in Figure 6: higher entropy en-
ables the model to maintain diverse solution strate-
gies, which is particularly valuable on harder prob-
lems (AIME 2025) where multiple reasoning ap-
proaches may be necessary to reach the correct
answer.

C.3 KL Weighting Function
Figure 8 illustrates why we use the 75th percentile
of token-level KL divergence as the threshold c in
our weighting function. The function f(KL) =
KL/(KL + c) maps each token’s KL divergence to
a weight between 0 and 1, which modulates the RL
gradient for that token.

When c = p25 (orange curve), the threshold
is near zero, so almost all tokens receive high
weights (f(KL) ≈ 1), effectively reverting to uni-
form credit assignment. When c = p90 (red curve),
the threshold is too high, causing many tokens with
moderate KL divergence (0.05–0.15) to receive low
weights, over-suppressing the gradient signal.

Our choice of c = p75 (blue curve) strikes a bal-
ance: tokens with KL below p75 (the bottom 75%
of the distribution) receive weights below 0.5, indi-
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Figure 6: Training dynamics on AIME 24 & 25. We compare validation performance of SC-GRPO (blue) and
DAPO (red) throughout training. SC-GRPO consistently outperforms DAPO on both Avg@8 and Pass@8 metrics
across both test sets.
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Figure 7: Policy entropy during training. We com-
pare the entropy of SC-GRPO (blue) and DAPO (red)
throughout training on DAPO-Math-17k. SC-GRPO
maintains consistently higher entropy, indicating better
exploration and diversity preservation.

cating the student has already learned these tokens
from the teacher. Only the top 25% of tokens, those
with the highest KL divergence, receive weights
above 0.5, preserving the RL gradient where the
student and teacher genuinely differ. This adaptive
threshold ensures that credit assignment focuses
on critical difference tokens while avoiding both
under-discrimination and over-suppression.

C.4 KL Distribution Evolution

Figure 9 shows how the KL distribution evolves
throughout training. The distribution exhibits a
heavy-tailed structure: the bottom 75% of tokens
(p25 to p75, dark blue region) have very low KL
divergence, often near zero, indicating that the stu-
dent policy has already learned to match the teacher
on these tokens. Only the top 25% of tokens show
significant divergence.

This distribution remains remarkably stable
across training steps, with p75 fluctuating around
0.03–0.10 and p95 around 0.2–0.5. The stability
validates our choice of using p75 as an adaptive
threshold: it consistently identifies the boundary be-
tween learned tokens and critical difference tokens,
regardless of training stage. The occasional spikes
in the lower percentiles (visible as vertical streaks
in the p25-p75 region) correspond to batches with
particularly challenging problems where even com-
mon tokens require learning, but these are rare and
do not affect the overall threshold selection.

37800



0.0 0.1 0.2 0.3 0.4 0.5
Token-level KL Divergence

0.0

0.2

0.4

0.6

0.8

1.0
W

ei
gh

t f
(K

L)
 =

 K
L 

/ (
KL

 +
 c

)
KL Weighting Function with Different Thresholds

c = p25  7.17e-10
c = p75  0.035 (ours)
c = p90  0.189
weight = 0.5

Figure 8: KL weighting function with different
thresholds. We visualize the weighting function
f(KL) = KL/(KL + c) for different choices of thresh-
old c at training step 270. Using c = p75 (blue) effec-
tively separates tokens where the student matches the
teacher (KL < c, weight < 0.5) from critical difference
tokens (KL > c, weight > 0.5). Using c = p25 (orange)
provides almost no discrimination, while c = p90 (red)
over-suppresses moderately divergent tokens.

D Case Study: Token-Level KL Heatmap

Figure 10 shows the per-token KL distribution on
a real LiveCodeBench problem (counting the min-
imum number of edges to remove so that an undi-
rected graph becomes a forest). The student roll-
out oi implements the standard Disjoint Set Union
(DSU / Union-Find) approach, while the sampled
verifier-approved trajectory τ used to condition
the teacher implements a stack-based Depth-First
Search (DFS) over an adjacency list. Both solve the
problem correctly, but follow distinct algorithmic
paths.

Panels (a) show the sampled verifier-approved
trajectory τ that is injected into the teacher’s sys-
tem prompt. Panel (b) shows the student roll-
out oi, with each token shaded by its KL weight
ft = Dt/(Dt + c). Near-white tokens correspond
to positions where the student’s distribution is es-
sentially unchanged by conditioning on τ : the
model would produce these tokens whether or not
a verified solution was available. Deeply shaded to-
kens mark positions where τ substantially redirects
the next-token distribution, these are the tokens on
which the GRPO update is preserved at full weight,
while the near-white tokens are downweighted.

What tokens are selected Most low-level scaf-
folding code (indentation, parentheses, simple vari-
able assignments, generic loops) receives near-zero
weight, since both DSU and DFS share these sur-
face forms. The high-KL tokens concentrate at
the points where the two algorithms genuinely di-
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Figure 9: Evolution of KL distribution during train-
ing. We track the percentiles of token-level KL diver-
gence throughout training. The shaded regions show
the interquartile range (p25-p75, dark blue) and the p75-
p90 range (light blue). The p75 line (blue) serves as our
adaptive threshold, while p95 (red dashed) marks the
upper tail. The distribution remains stable throughout
training, with p75 consistently separating the bottom
75% of tokens (low KL, student matches teacher) from
the top 25% (high KL, critical difference tokens).

verge: the import of collections and the choice
of stdin reader; the allocation of the DSU parent
= list(range(N+1)) array (absent under DFS,
which builds an adjacency list instead); the bodies
of def find and def union, the merge predicate
root_u != root_v, and the construction of the
components set; and finally the closed-form an-
swer answer = M - (N - K). These are precisely
the tokens whose choice distinguishes a DSU im-
plementation from a DFS one, and on which a
verified DFS trajectory shifts the student’s belief
most strongly.

The pattern is consistent with the design intent
of SC-GRPO: the self-teacher does not act as an
additional supervision signal, it acts as a credit-
assignment filter on the existing GRPO gradient.
Sequence-level reward is preserved as the source
of update direction, while gradient mass is concen-
trated on the small subset of tokens that actually
carry the algorithmic decision.

E Prompt Templates for SC-GRPO

E.1 Prompt Construction

For a given problem instance, we construct stu-
dent and teacher prompts as follows: The student
prompt consists of a base system prompt followed
by the problem specification. The teacher prompt
extends this by concatenating three components:
the base system prompt, the guide instruction, and
the reference trajectory.
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E.2 LiveCodeBench Templates Example
We use LiveCodeBench as an example to illustrate
our prompt templates. The same structure applies
to other tasks (math and agentic tasks) with domain-
specific guide instructions.

Base System Prompt

You are an expert Python programmer. You will
be given a question (problem
specification) and will generate a correct
Python program that matches the
specification and passes all tests.

Guide Prompt

A reference correct solution is provided
below. Use it as a high-level
algorithmic guide, not as code to copy. Your
goal is to write a solution
that is correct, clean, and efficient:
- Correct: passes all test cases within the
time limit.
- Clean: well-structured, readable, and free
of dead code or redundant logic.
- Efficient: chooses an algorithm with
appropriate time and space complexity.

When using the reference solution:
1. Understand the core algorithm and data
structures it uses.
2. Adopt its strategy if it is sound; improve
on it if you can.
3. Do not copy variable names, formatting, or
boilerplate from the reference.
4. Handle all edge cases independently, do
not assume the reference covers them.
5. Write your own solution from scratch,
guided by the reference algorithm only.

Reference Template

### Reference Correct Solution
{reference_trajectory}

Use the reference algorithm as inspiration
only.
Write your own complete, correct Python
solution from scratch.

For math tasks (DAPO-Math-17K) and agentic
tasks (AppWorld & Webshop), we use task-specific
system prompts and guide instructions.
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Figure 10: Token-level KL heatmap on a LiveCodeBench rollout. Each rollout token is shaded by its KL weight
ft, which measures the shift in the student’s next-token distribution induced by inserting the verified trajectory τ
into the teacher’s context.
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