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Abstract

As Multimodal Large Language Models
(MLLMs) evolve into sophisticated interactive
assistants, their reliability depends not only
on following instructions but also on validat-
ing them. We define Proactive Critique as the
model’s autonomous ability to identify, ana-
lyze and fix faulty user inputs without extra
prompts. However, evaluations mainly test
models under ideal circumstances or simple
refusal behaviors, largely ignoring active er-
ror processing. To fill this gap, we propose
MMPCBench, a comprehensive framework for
evaluating MLLMs’ proactive critique compe-
tence. It features a fine-grained taxonomy of 4
primary error types spanning 12 subcategories,
ranging from cross-modal contradictions to
missing visual premises. We adopt a hierar-
chical evaluation protocol to measure models’
error detection, diagnosis and resolution perfor-
mance, and apply alignment-aware metrics to
assess the coherence between internal reason-
ing and final responses. Tests on 14 mainstream
MLLMs show obvious weaknesses in proac-
tive critique, especially in dealing with subtle
visual anomalies. Notably, we identify a perva-
sive "consistency gap": reasoning models can
often correctly identify and analyze errors dur-
ing internal reasoning yet suppress these valid
insights in final outputs to prioritize response
compliance. The code and data is available at
https://github.com/ALIENS32/MMPCBench.

1 Introduction

Recent advances in Multimodal Large Language
Models (MLLMs) have demonstrated remarkable
generalization capabilities across a wide range of
tasks (Li et al., 2024; Tang et al., 2025). However,
the majority of existing evaluations implicitly as-
sume that user inputs are complete, accurate, and
semantically unambiguous, an assumption that di-
verges fundamentally from real-world deployment

Erroneous Input

Fail Case

Clarification

Text:
In the Base of Skull, identify the 205 structure.
Options: ['Lateral pterygoid plate', 'Articular fossa', 
'Carotid canal', 'Foramen lacerum']

Image:

The labeled 205 structure is the Carotid canal

I notice there's an issue with your question. You're 
asking me to identify structure '205' in the base of 
the skull, but the image provided appears to be a 
simple geometric diagram rather than an anatomical 
illustration of the skull base. ... Could you please 
provide the correct anatomical image or diagram 
that shows the skull base with structure 205 
marked? This would allow me to give you an 
accurate identification from the provided options.

Figure 1: An illustrative failure case of multimodal rea-
soning under erroneous input. The input query requests
the identification of an anatomical structure in the skull
base, while the provided image is a purely geometric
diagram, resulting in a semantic mismatch between tex-
tual premises and visual content. GPT-5.2 produces an
overconfident but incorrect answer by ignoring the in-
consistency. In contrast, Claude-Sonnet-4.5 (Thinking)
detects the Mismatch error and requests clarification,
highlighting the importance of Proactive Critique.

conditions. In practice, user queries frequently con-
tain ambiguities, erroneous premises, or unanswer-
able defects, and users are often entirely unaware of
these flaws, making self-correction difficult (Min
et al., 2020; Wang et al., 2023; Dong et al., 2025).

When confronted with such flawed inputs, a re-
liable model should not blindly comply and con-
tinue generating invalid content; instead, it should
proactively identify the problem and produce a
remedial response. We define this capability as
Proactive Critique: the ability of a model to spon-
taneously detect invalid premises, ambiguities, or
unanswerable elements in user inputs without ex-
plicit prompting, and to respond with appropriate
remediation such as correction, clarification, or re-
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Benchmark Proact. MM Vis. Att. Detect Diag. Consist. Strat. Tax.

MoHoBench (Zhu et al., 2025) • • △ △ △ ◦ R 4/-
Mis-prompt (Zeng et al., 2025) • ◦ ◦ • • ◦ A, C 4/14
PCBench (Li et al., 2025) • ◦ ◦ • • △ - 4/-
ISEVAL (Yang et al., 2025) • • ◦ • • ◦ - 3/7
MiP (Fan et al., 2025) • ◦ ◦ • ◦ △ R 1/4
QuestBench (Wang et al., 2025) ◦ ◦ ◦ • • ◦ C, R 1/4
ErrorRadar (Yan et al., 2024) ◦ • ◦ • • ◦ - 5/-
DeltaBench (He et al., 2025) ◦ ◦ ◦ • • ◦ - 8/23
ProcessBench (Zheng et al., 2025) ◦ ◦ ◦ • ◦ ◦ - 4/-

MMPCBench(Ours) • • • • • • A, C, R 4/12

Table 1: Comparison with related benchmarks. Proact. denotes the requirement for proactive error identification
without explicit prompting, while MM indicates support for multimodal inputs. Vis. Att. involves visual premise
manipulation, such as occlusion or noise. Regarding evaluation capabilities, Detect and Diag. measure error
detection accuracy and diagnostic precision, respectively. Crucially, Consist. evaluates the logical consistency
between the model’s internal reasoning and its final generated response. Strat. lists the remedial strategies covered
(C: Correction, Cl: Clarification, R: Refusal), and Tax. quantifies the granularity of the error taxonomy (Major
Categories/Subcategories). Symbols: • Fully supported, △ Partially supported, ◦ Not supported.

fusal.
Models lacking this capability will compliantly

produce erroneous outputs, incurring redundant
reasoning computation, and propagating errors
through the context. Such failures carry non-
negligible consequences in multi-turn dialogue,
agentic pipelines, and high-stakes domains (Laban
et al., 2025; Xie et al., 2026; Asgari et al., 2025;
Dahl et al., 2024).

Although several recent works have begun to ad-
dress this direction (Li et al., 2025; Zhu et al., 2025;
Zeng et al., 2025), critical gaps remain in existing
evaluation frameworks: mainstream benchmarks
focus on accuracy under ideal input conditions and
overlook sycophantic behavior when models face
erroneous inputs; Mis-prompt (Zeng et al., 2025)
and PCBench (Li et al., 2025) are both restricted
to text-only modalities; MoHoBench (Zhu et al.,
2025) evaluates only refusal strategies, while ISE-
VAL (Yang et al., 2025) provides no systematic
assessment of any remedial behavior, and neither
framework offers comprehensive modeling of di-
verse remediation strategies spanning correction,
clarification, and refusal; furthermore, no existing
work adequately evaluates the logical consistency
between a model’s internal reasoning process and
its final output.

To bridge this gap, we introduce MMPCBench,
a holistic framework evaluating proactive reliabil-
ity. It features a fine-grained taxonomy of 4 pri-
mary error types, such as Premise Contradiction
and Missing Premise, comprising 12 subcategories

in total, constructed through a rigorous multi-stage
filtration pipeline. Unlike previous works, our hi-
erarchical evaluation assesses whether models can
detect errors (Error Detection Accuracy), diagnose
the root cause (Diagnostic Precision), and provide
effective remedies (Strategic Effectiveness).

Our evaluation of 14 MLLMs reveals limited
proficiency in proactive critique, particularly with
subtle visual anomalies. A critical finding is the
pervasive “consistency gap”: reasoning models fre-
quently identify errors during internal reasoning
but suppress these insights in their final responses
to maintain compliance. Furthermore, we observe
distinct behavioral patterns, where different model
families diverge significantly in their preference for
aggressive correction versus cautious clarification
strategies.

Our contributions are summarized as follows:

• We introduce MMPCBench, a comprehensive
benchmark for Proactive Critique in MLLMs,
featuring a rigorous taxonomy of 12 error
types and high-quality, filtered samples.

• We propose a hierarchical evaluation protocol
that assesses detection, diagnosis, and reme-
dial utility, alongside novel metrics to measure
the consistency between internal reasoning
and final responses.

• We perform an extensive analysis of 14 state-
of-the-art MLLMs, uncovering critical in-
sights regarding the reasoning-generation con-
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sistency gap and the divergent remediation
strategies across model families.

2 Related Work

2.1 Proactive Input Critique

Proactive critique demands that models au-
tonomously identify and address input flaws with-
out explicit prompts. In the textual domain, previ-
ous works like Mis-prompt (Zeng et al., 2025) and
PCBench (Li et al., 2025) have established base-
lines for detecting erroneous instructions and mis-
leading premises. The multimodal landscape intro-
duces further complexity, with benchmarks such as
MoHoBench (Zhu et al., 2025) and ISEVAL (Yang
et al., 2025) evaluating how MLLMs handle unan-
swerable visual questions or text-image contradic-
tions. However, these studies often narrow their
scope to limited response behaviors—typically sim-
ple refusals—and overlook the necessity of active
correction strategies or robustness against subtle
visual anomalies.

2.2 Explicit Error Detection and Reasoning

Conversely, a significant body of work addresses
explicit error detection, where models are specif-
ically instructed to act as verifiers. Benchmarks
such as ProcessBench (Zheng et al., 2025) and
DeltaBench (He et al., 2025) scrutinize logical
flaws in mathematical solving and long-context
Chain-of-Thought (CoT) generation. Similarly,
QuestBench (Wang et al., 2025) and Error-
Radar (Yan et al., 2024) target specific information
deficits or student errors within reasoning chains.
Crucially, these frameworks evaluate a model’s
compliance in identifying errors within an interme-
diate process, rather than its initiative to scrutinize
the validity of the initial user input.

Summary As illustrated in Table 1, our work estab-
lishes a holistic framework to evaluate the proac-
tive reliability of MLLMs. We develop a diverse
taxonomy comprising 12 error subcategories, in-
cluding targeted visual attacks to challenge model
perception. Furthermore, our evaluation expands
beyond standard metrics to scrutinize comprehen-
sive response strategies and the alignment between
internal reasoning and final answers, offering deep
insights into the cognitive consistency of error han-
dling.

3 Task Formulation and Error Taxonomy

Let the input for a Multimodal Large Language
Model (MLLM) be a triplet I , defined as:

I = {T, V,Q} (1)

where T represents the Textual Context (core con-
cepts and technical terms), V denotes the Visual
Information (images or charts providing spatial
features), and Q specifies the Query (the task in-
struction to be answered). Here, T and V together
constitute the Premises serving as the evidential
basis for reasoning, while Q defines the task Goal
that the model is expected to fulfill.

When the input I contains inherent defects, we
categorize such defects into four primary error
types comprising 12 subcategories in total, clas-
sified by the nature of the defect across the input
components T , V , and Q. The overview of our
error taxonomy, dataset construction pipeline, and
the hierarchical evaluation framework is illustrated
in Fig. 2.

Expression Error (2 subcategories) refers to
linguistic defects within T or Q that preclude a
definitive semantic interpretation. Specifically, Am-
biguity occurs when textual descriptions of nec-
essary visual premises are too vague, involving
unclear references or uncertain scopes, which pre-
vents the model from converging on a single valid
interpretation. Meanwhile, Unclear Intent denotes
instances where the instruction Q is either incom-
plete or overly abstract, making the intended task
goal unidentifiable.

Premise Contradiction (3 subcategories) arises
when the background premises provided in input
I contain logically mutually exclusive information.
This category manifests as Cross-Modal Contra-
diction, defined as a factual conflict between text T
and image V regarding essential attributes; Inter-
Visual Contradiction, where multiple images within
V present conflicting evidence for the same visual
premise; and Intra-Textual Contradiction, which
involves internal logical inconsistencies within T
that cannot simultaneously be true.

Missing Premise (6 subcategories) signifies that
essential information required to solve the task
is absent from the input. When visual cues are
lost due to occlusion or damage, we distinguish
three extent-based subcategories: Light Missing
Visual Premises at ≈30%, Medium Missing Vi-
sual Premises at ≈50%, and Severe Missing Visual
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Premises at ≈80%. This category further encom-
passes Missing Image, where no visual input is pro-
vided; Missing Instruction, where the task query is
absent; and Mismatch, where the semantic content
of V is irrelevant to the domain of T and Q.

Beyond Capability (1 subcategory) character-
izes tasks where the goal Q requires answers that
cannot be logically inferred from the available evi-
dence in V and T . Specifically, Beyond Capability
covers cases such as predicting inherently unknow-
able futures or reasoning about non-existent entity
attributes, rendering the query objectively unan-
swerable regardless of the model’s reasoning capa-
bilities.

4 Benchmark Construction

The construction of MMPCBench proceeds in
three stages: data sampling, error injection, and
filtration. We initially collect samples from exist-
ing datasets. These samples are then modified by
Large Language Models (LLMs) to introduce spe-
cific errors. Finally, the data undergoes a two-step
validation process involving both model-based ver-
ification and human review to determine the final
set of unanswerable samples.

4.1 Data Sampling

We compiled a source pool from datasets such
as OlympiadBench (He et al., 2024), MMMU-
Pro (Yue et al., 2025), EMMA (Hao et al.,
2025), MathVista (Lu et al., 2023), and MATH-
Vision (Wang et al., 2024). The selection covers
nine disciplines, ranging from STEM fields (e.g.,
Physics, Engineering) to Humanities and Social
Sciences. Based on these sources, we modified the
original questions and contexts to construct new
samples, ensuring the data differs from the origi-
nal benchmarks while maintaining the underlying
subject matter.

4.2 Error Injection

To inject specific error types, we utilized three
models: GPT-5.1 (high) (OpenAI, 2025), Gemini-
3-Pro (Google, 2025b), and Doubao-Seed-1.6-
vision (ByteDance, 2025) to rewrite the samples.
The injection process applies specific strategies for
different error categories:

Visual Defects: We apply gradient-guided degra-
dation to remove key semantic regions (e.g., edges)
for Missing Visual Premise, and utilize generative

editing tools (e.g., Gemini-3-Pro-Image (Google,
2026)) to synthesize Inter-Visual Contradictions.

Textual and Logic Defects: For errors such as
Ambiguity and Unclear Intent, we employ few-shot
prompting to guide the models in rewriting queries
or inserting contradictory premises into the text.

Structural Defects: We perform batch process-
ing to shuffle or remove data components, creating
Mismatch or Missing Modality scenarios.

Through this process, a total of 12k candidate
samples were synthesized, where per-category in-
jection strategies and prompt templates are detailed
in Appendix C.

4.3 Filtration and Quality Assurance
To ensure data quality, we applied a two-step
screening process evaluating each sample on two
criteria: error-type compliance (the injected flaw
conforms to its target category definition) and ques-
tion unanswerability (the modified question is ob-
jectively unanswerable).

In Stage 1, each sample was independently veri-
fied by the two models that did not generate it using
binary pass/fail judgments; failing either check re-
duced the 12k candidates to 4,832. In Stage 2,
three graduate-student annotators reviewed the re-
maining samples, with each sample assessed by
two annotators and disagreements resolved by a
third (Cohen’s κ = 0.85), yielding a final set of
3,146 high-quality instances. Detailed statistics are
provided in Appendix B.

5 Evaluation Framework and Metrics

To rigorously assess the proactive critique ability
of MLLMs, specifically their proficiency in identi-
fying, diagnosing, and resolving erroneous inputs,
we establish a hierarchical evaluation framework
comprising three sequential metrics: Error Detec-
tion Accuracy, Diagnostic Precision, and Strategic
Effectiveness. Let D = {xi}Ni=1 denote the set
consisting of N erroneous inputs. The evaluation
proceeds as follows:

5.1 Step I: Error Detection Accuracy (EDA).
This step measures the model’s fundamental ca-
pability to proactively identify the presence of an
error. For the i-th sample, we define a binary vari-
able di ∈ {0, 1}: di = 1 (Detected) is assigned
only if the response contains an explicit negative
statement clearly pointing out that the input is un-
reasonable or erroneous; di = 0 (Missed) covers
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(b) Construction Pipeline

    1. Data Sampling         2. Error Injection            3. Filtration

Sources:OlympiadBench,
EMMA,MathVista,

MathVision,MMMU-Pro

9 Disciplines 
(STEM+Humanities)

LLM Rewriting: 
GPT-5 60%, 

Gemini-3-Pro 25%, Doubao 15%

Step 1: Auto Cross-Verification

Step 2: Annotator Review
MMPCBench
3146 records 

Input Triplet 𝐼 = {𝑇, 𝑉, 𝑄}  

T: Textual Context | V: Image | Q: Query

(a) Error Taxonomy

Expression 
Error

• Ambiguity
• Unclear Intent

Premise
Contradiction

• Cross-Modal (Text vs Image)

• Inter-Visual (Image vs Image)

• Intra-Textual (Text vs Text)

Missing Premise

• Missing Visual Premises
       (Light, Medium, Severe)

• Missing Image
• Missing Instruction
• Image-Text Mismatch

Beyond
Capability

• Beyond Capability

(c) Evaluation Framework

Step Ⅰ:
 Error Detection  Accuracy (EDA)

Detected 𝑑௜ ∈ {0,1}

Step Ⅱ:
 Diagnostic Precision (DP)

Root Cause: Precise (2), 
Relevant (1), Irrelevant (0)

Step Ⅲ:
 Strategy Effectiveness (SE)

Active Correction, Clarification, Refusal

LLM-as-a-Judge Panel
GPT-5.2, Gemini-3-Pro, Claude-Sonnet-4.5

Final Score:
𝑷𝑪𝑸 = 𝑬𝑫𝑨 × 𝑴𝒆𝒂𝒏(𝑫𝑷, 𝑺𝑬)

Figure 2: The Evaluation Pipeline. (a) Error Taxonomy: Classification of input defects into Expression Error,
Premise Contradiction, Missing Premise, and Beyond Capability. (b) Construction Pipeline: A three-stage process
featuring multi-source data sampling, multi-model error injection (12k samples), and automated/human filtration.
(c) Evaluation Framework: Hierarchical assessment via EDA, DP, and SE metrics, integrated into the composite
PCQ score using an LLM-as-a-Judge panel.

complying with the erroneous instruction, halluci-
nated affirmative responses, or silent corrections
without explicit acknowledgment. The EDA met-
ric is:

EDA =
1

N

N∑

i=1

di (2)

We denote the set of successfully detected sam-
ples as H = {i | di = 1}, which serves as the
evaluation domain for Steps II and III.

5.2 Step II: Diagnostic Precision (DP).

This step assesses the quality of diagnosis regard-
ing the error’s root cause, evaluated only for i ∈ H.
We assign sdiagi ∈ {0, 1, 2}: 2 (Precise) if the
model accurately pinpoints the core logic trap or
factual error consistent with ground truth; 1 (Rel-
evant) if the explanation is pertinent but misses
the fundamental root cause or contains deviations;
0 (Irrelevant) if the explanation is logically unre-
lated to the actual defect. The DP metric is defined
as:

DP =
1

|H|
∑

i∈H
sdiagi (3)

5.3 Step III: Strategic Effectiveness (SE).

This step evaluates the utility and actionability of
remedial actions for i ∈ H. The strategy space

comprises three mutually exclusive types: Cor-
rection, Clarification, and Refusal. We assign
sstrati ∈ {0, 1, 2} based on the explicitness and
utility of the response: 2 for an effective response
(e.g., correct answer under explicit assumptions
or specific actionable guidance); 1 for a weak at-
tempt (e.g., vague clarification or insufficient guid-
ance); 0 if no valid strategy was employed. The
strategy-distribution figure additionally uses None
for responses with no detected critique and Unsure
when the judges do not agree on a strategy. The SE
metric is defined as:

SE =
1

|H|
∑

i∈H
sstrati (4)

Proactive Critique Quality (PCQ). To provide
a holistic assessment, PCQ integrates the global
detection rate with the quality of diagnosis and
strategy, serving as an expected measure of overall
performance:

PCQ = EDA × DP/2 + SE/2
2

(5)

where DP and SE are normalized to [0, 1] by divid-
ing by their maximum score of 2.

Automated Evaluation Protocol We adopt the
LLM-as-a-Judge paradigm with a panel of three
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advanced models: GPT-5.2 (OpenAI, 2025b),
Gemini-3-Pro (Google, 2025b), and Claude-
Sonnet-4 (Anthropic, 2025a), applying metric-
specific aggregation protocols. For EDA, we use
majority voting (positive if ≥2 judges agree). For
DP, we average scores from all three judges. For
SE, we first identify the dominant strategy type via
majority vote and average scores from the aligned
judges. In cases of complete disagreement, the
strategy is designated as ”Unsure” and the final
score is averaged across all three judges.

Evaluation Reliability We validate our LLM-as-
a-Judge protocol with both inter-judge and human-
alignment analyses. Across the full benchmark, the
three-judge panel achieves Fleiss’ κ = 0.70. On
180 stratified samples annotated by three graduate
annotators, the overall Human–LLM agreement
is κ = 0.71 with 78% accuracy, supporting the
reliability of our protocol for large-scale evaluation.
More details are provided in Appendix F.2.

6 Experiment

6.1 Setup
We assess a range of large language and mul-
timodal large language models, including both
closed-source and open-source systems. For
closed-source models, we evaluate Gemini-3-
Pro (Google, 2025b), GPT-5.1 (high) (OpenAI,
2025), Claude-Sonnet-4.5 (Thinking) (Anthropic,
2025b), Doubao-Seed-1.6-vision (ByteDance,
2025), Gemini-3-Flash (Google, 2025a), GPT-5-
mini (OpenAI, 2025a), GPT-5.2 (OpenAI, 2025b).
For open-source models, we evaluate Qwen3-VL-
235B-A22B-Instruct (Bai et al., 2025), Qwen3-VL-
30B-A3B-Instruct (Bai et al., 2025), Qwen3-VL-
8B-Instruct (Bai et al., 2025), GLM-4.6V (Zai-
org, 2025), Gemma-3-27B-it (Google, 2025b),
Gemma-3-12B-it (Google, 2025a), Gemma-3-4B-
it (Google, 2025c).

Detailed model descriptions and hyperparameter
configurations are provided in Appendix A.

6.2 Main Result
Proactive Critique Is Widely Deficient
As shown in Table 2, proactive critique remains a
systematic weakness across current MLLMs: the
average PCQ is only 26.1 and the average EDA
is 33.2%, indicating that models fail to produce
any critical response in approximately two-thirds
of erroneous-input scenarios, instead defaulting to
sycophantic task completion.

The performance distribution follows a clear
three-tier hierarchy: the Qwen3-VL family leads;
mainstream proprietary models (Claude, Gemini-
3 series, and the GPT series) form a middle
tier; while the Gemma-3 series, GLM-4.6V, and
Doubao-Seed-1.6-vision constitute the bottom tier.

The distribution further exhibits pronounced
within-family clustering: intra-family PCQ gaps
across model scales remain below 10 points,
whereas cross-family gaps can exceed 30 points.
This suggests that proactive critique ability is pri-
marily driven by each family’s shared training
paradigm rather than model scale.

Notably, scaling benefits are conditional on a
capability-supportive training paradigm. Within
Qwen3-VL, PCQ improves consistently with scale,
from 38.7 (8B) to 47.4 (235B). In contrast, Gemma-
3 shows near-stagnation or even slight regression.

Proactivity Is the Primary Bottleneck
The cross-model distribution reveals that PCQ
variability is dominated by EDA rather than cri-
tique quality (DP/SE). EDA shows far greater inter-
model variability (CV = 0.43) than DP (CV = 0.16)
and SE (CV = 0.13). Pearson correlations with
PCQ further confirm this: EDA is strongly cor-
related (r = 0.97), whereas the quality term
Q = N (DP)+N (SE)

2 shows only a weak correlation
(r = 0.39), indicating that cross-model divergence
is primarily driven by error detection proactivity
rather than diagnostic or remedial quality.

Two distinct behavioral patterns emerge. Lead-
ing proprietary models such as GPT-5.1 (high)
and Claude-Sonnet-4.5 (Thinking) demonstrate
notably higher critique quality upon error detec-
tion, with GPT-5.1 (high) achieving DP of 1.79
and SE of 1.95, yet their conservative proactivity
(EDA 31.7% and 40.2%, respectively) substantially
suppresses overall PCQ. In contrast, the Qwen3-
VL series achieves its PCQ advantage primarily
through higher EDA (53.3%–60.0%), despite mod-
estly lower DP (1.36–1.47) and SE (1.54–1.69).

These results establish proactivity as the primary
bottleneck: leading proprietary models already pos-
sess strong latent critique potential, but their overall
PCQ is mainly constrained by conservative error
detection.

Category-wise Analysis
As shown in Table 2, the overall average PCQ
across the four error categories forms a clear hi-
erarchy: Expression Error (12.9), Premise Con-
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Models Overall Performance Category-wise PCQ (Score)

EDA (%) DP (0-2) SE (0-2) PCQ Expr. Contr. Miss. Beyond

Closed-Source Models

Claude-Sonnet-4.5 (Thinking) 40.2 1.66 1.86 35.4 13.8 17.9 44.6 85.4
Gemini-3-Pro 37.4 1.46 1.79 30.4 13.6 39.2 24.9 64.2
Gemini-3-Flash 32.3 1.51 1.77 26.5 10.4 35.7 19.9 62.8
GPT-5.1 (high) 31.7 1.79 1.95 29.6 14.4 7.2 37.6 87.5
GPT-5.2 28.2 1.66 1.87 24.9 15.3 10.7 25.8 81.3
GPT-5-mini 24.8 1.75 1.93 22.9 12.9 6.6 28.1 65.0
Doubao-Seed-1.6-vision 14.9 1.23 1.57 10.4 2.9 10.6 6.7 42.6

Open-Source Models

Qwen3-VL-235B-A22B-Instruct 60.0 1.47 1.69 47.4 30.7 51.3 42.2 93.9
Qwen3-VL-30B-A3B-Instruct 55.0 1.37 1.57 40.4 24.8 40.5 38.3 80.7
Qwen3-VL-8B-Instruct 53.3 1.36 1.54 38.7 21.3 37.9 36.8 84.0
Gemma-3-12B-it 27.0 1.27 1.42 18.1 6.4 11.1 21.0 48.2
Gemma-3-27B-it 25.9 1.30 1.42 17.6 5.8 11.9 20.6 43.4
Gemma-3-4B-it 18.6 0.91 1.24 10.0 5.1 6.0 11.8 22.4
GLM-4.6V 16.0 1.51 1.69 12.8 2.6 6.9 11.9 54.6

Average 33.2 1.45 1.67 26.1 12.9 21.0 26.4 65.4

Table 2: Main Results of Proactive Critique Ability. Evaluation of 14 MLLMs. Metrics include Error Detection
Accuracy (EDA, %), Diagnostic Precision (DP, 0–2), Strategic Effectiveness (SE, 0–2), and the composite
Proactive Critique Quality (PCQ, 0–100). The right block details PCQ scores across four error categories:
Expression Error (Expr.), Premise Contradiction (Contr.), Missing Premise (Miss.), and Beyond Capability (Beyond).
Bold denotes the best result globally, and underlined denotes the second best. The bottom row shows the average
performance across all evaluated models.

tradiction (21.0), Missing Premise (26.4), and Be-
yond Capability (65.4). This reflects the semantic
salience of each error type: Beyond Capability
errors directly obstruct task completion and are
thus readily discoverable, whereas Expression and
Contradiction errors require models to proactively
scrutinize subtle defects in seemingly valid inputs.

Figure 4 groups subcategories by the modality
carrying the primary error signal. Visual-only er-
rors remain a difficult modality region, with PCQ
below 25% for most model–subcategory pairs. The
Light-to-Severe scores do not follow one universal
monotonic pattern, showing that nominal degrada-
tion severity alone does not determine performance.
Cross-modal subcategories exhibit the largest inter-
model divergence, as they jointly demand text com-
prehension, visual perception, and cross-modal
consistency verification, making them a highly dis-
criminative modality dimension.

6.3 The Consistency Gap Between Reasoning
and Response

To evaluate consistency between a model’s inter-
nal reasoning (R) and final response (F ), we as-

Model EDAR (↑) EDAF (↑) DDR (↓) DQD (↓)

Claude-Sonnet-4.5 (Thinking) 0.51 0.40 0.28 0.11
Gemini-3-Pro 0.51 0.37 0.34 0.17
Gemini-3-Flash 0.47 0.32 0.37 0.17
GLM-4.6V 0.42 0.16 0.63 0.19
Doubao-Seed-1.6-vision 0.44 0.15 0.68 0.37

Average 0.47 0.28 0.46 0.20
Coefficient of Variation 0.08 0.38 0.35 0.43

Table 3: Consistency Analysis between Reasoning
and Response. EDAR and EDAF denote Error Detec-
tion Accuracy on the reasoning chain and final response,
respectively. DDR (Detection Drop Rate): proportion of
reasoning-detected errors absent from the final response
(lower is better). DQD (Diagnostic Quality Drop): aver-
age decline in diagnostic precision when both compo-
nents detect the error (lower is better).

sess error detection on both components using
EDAR/EDAF and DPR/DPF , and introduce two
metrics to quantify critique degradation during the
transition.

The Detection Drop Rate (DDR) measures the
fraction of reasoning-detected errors absent from
the final response. Let HR = {i | dRi = 1}; DDR
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is defined as:

DDR =
1

|HR|
∑

i∈HR

I(dFi = 0) (6)

The Diagnostic Quality Drop (DQD) captures
a subtler degradation: even when both R and F
detect the error, diagnostic precision may decline.
Let HRF = {i | dRi = 1, dFi = 1}; DQD is:

DQD =
1

|HRF |
∑

i∈HRF

(
sRi − sFi

)
(7)

where sRi , s
F
i ∈ [0, 2] are Diagnostic Precision

scores in R and F , respectively.
Table 3 reveals a systematic gap across all five

models: EDAR exceeds EDAF by 19 percentage
points on average, and DDR shows that 46% of
reasoning-level critique findings are absent from
the final response. Two tiers emerge: Claude-
Sonnet-4.5 (Thinking), Gemini-3-Pro, and Gemini-
3-Flash retain 63%–72% of detections (DDR 0.28–
0.37), while GLM-4.6V and Doubao-Seed-1.6-
vision discard over 60% (DDR 0.63–0.68). Cru-
cially, EDAR is tightly clustered across models
(CV = 0.08), whereas EDAF is far more dispersed
(CV = 0.38), indicating that performance diver-
gence stems not from reasoning-stage detection
ability, but from how faithfully those findings are
preserved in the output.

DQD reveals a second, milder layer of degra-
dation: on HRF , diagnostic precision still drops
by a mean of 0.20 out of 2. This is considerably
less severe than the broad critique loss captured by
DDR. The former reflects partial quality reduction
on surfaced critiques, while the latter reflects their
complete absence. Together, these results estab-
lish the reasoning-to-response consistency gap as
a central bottleneck limiting the proactive critique
capability of current reasoning models.

6.4 Strategy Distribution

Figure 3 illustrates the distribution of response
strategies across 14 MLLMs. A pervasive phe-
nomenon is the dominance of the “None” strategy,
averaging 68% globally, where models fail to cri-
tique flawed inputs and instead yield sycophantic,
hallucinated answers.

Among the models that successfully detect er-
rors, a distinct behavioral bifurcation emerges be-
tween aggressive “Solvers” and cautious “Con-
sultants.” The Qwen3-VL series exemplifies the
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Figure 3: Distribution of response strategies across
14 MLLMs. The chart illustrates the breakdown of Cor-
rection (Blue), Clarification (Orange), Refusal (Red),
Unsure (Teal), and None (Grey). Values under 4.5% are
omitted for visual clarity.

former approach, prioritizing Correction to max-
imize immediate utility. Notably, Qwen3-VL-
235B-A22B-Instruct achieves a 37% correction
rate—nearly triple the cohort average of 14%—by
autonomously inferring user intent under declared
assumptions. This strategy treats visual-textual
discrepancies as oversights to be “repaired” under
explicit assumptions. In contrast, proprietary mod-
els function primarily as “Consultants” that favor
Clarification. Claude-Sonnet-4.5 (Thinking) leads
this category with a 23% clarification rate, followed
closely by GPT-5.1 (high) at 18%. These models
guide users to resolve ambiguities explicitly rather
than risking unverified guesses.

7 Conclusion

We introduce MMPCBench, a comprehensive
framework for evaluating Proactive Critique in
MLLMs across 3,146 samples and 12 fine-grained
error types. Evaluating 14 MLLMs, we find that
proactive critique remains a systematic weakness,
driven by a pervasive sycophancy that prioritizes
instruction-following over input scrutiny. We un-
cover a consistency gap where reasoning models
detect errors internally yet suppress these findings
in final responses, identify visual-only errors as a
universal blind spot, and observe a behavioral bifur-
cation between aggressive “Solvers” and cautious
“Consultants.” These findings call for a paradigm
shift toward autonomous input validation, offering
a clear roadmap for more honest and robust multi-
modal systems.
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Limitation

We have systematically assessed the proactive cri-
tique performance of 14 representative multimodal
large language models (MLLMs), yet several limi-
tations of this work need to be acknowledged.

To begin with, our benchmark is limited to En-
glish and Chinese text inputs. Given the distinct
syntactic features and cultural reasoning patterns
of other languages, our findings may not be fully
generalizable across linguistic families. Expanding
the benchmark to a multilingual setting will be an
important focus of our future research.
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A Details of Experimental Setup

We evaluate a range of closed-source and open-
source models. Proprietary models, including GPT-
5.2, Claude-Sonnet-4.5 (Thinking), and Gemini-
3-Pro, are deployed via their latest official ver-
sions using the default settings of their official in-
terfaces. Open-source counterparts are accessed
through Hugging Face with hyperparameters con-
figured according to official technical reports. Orig-
inal source images are provided without additional
resizing or preprocessing; injected samples may
contain generated, degraded, or replaced images
as described below. Image resolution follows
each model’s default API configuration, reflect-
ing standard deployment conditions. Specifically,
the Qwen3-VL series uses T = 0.7, top_p = 0.7,
and a presence penalty of 1.5; GLM-4.6V adopts
T = 0.7 and top_p = 0.7; and the Gemma-3 series
utilizes T = 1.0 and top_p = 0.7. Detailed model
specifications are provided in Table 24.

B Details of Dataset Statistics

In this section, we provide a comprehensive break-
down of the dataset’s composition. To facilitate a
deeper understanding of the challenges posed by
our benchmark, we categorize the data across three
dimensions: error taxonomy, subject diversity, and
sample complexity.

B.1 Error Taxonomy and Distribution

As summarized in Table 4, the dataset contains
3,146 instances meticulously categorized into four
primary error types. The largest category, Miss-
ing Premise (1,405 instances), is further divided
into fine-grained sub-categories, including vary-
ing degrees of visual information deficiency (Light,
Medium, and Severe). The subcategory counts
provide approximately balanced coverage within
several groups (e.g., approximately 290 instances
per contradiction subtype), while the overall cat-
egory sizes reflect the construction targets of the
benchmark.

B.2 Domain Diversity and Complexity

The dataset spans 9 distinct academic and profes-
sional subjects, with a strong emphasis on STEM
fields such as Mathematics, Chemistry, and Physics.
Furthermore, the dataset exhibits significant com-
plexity in terms of input length and multi-modal
integration. The question length varies from a
few tokens to over 4,000 tokens, challenging the

Error Category # of Instance

Expression Error 584
- Ambiguity 294
- Unclear Intent 290

Premise Contradiction 862
- Cross-Modal Contradiction 284
- Inter-Visual Contradiction 288
- Intra-Textual Contradiction 290

Missing Premise 1,405
- Missing Visual Premise 505

- Light 150
- Medium 173
- Severe 182

- Missing Image 300
- Missing Instruction 300
- Mismatch 300

Beyond Capability 295
- Beyond Capability 295

Subject Distribution
- Maths 622
- Chemistry 490
- Physics 417
- Engineering 354
- CS 312
- Biology 283
- Medicine 282
- Finance 195
- Society 191

Total Instances 3,146

Avg. # of Tokens in Questions 173.33
Max. # of Tokens in Questions 4,359
Min. # of Tokens in Questions 5

Avg. # of Images per Sample 1.16
Max. # of Images per Sample 5
Min. # of Images per Sample 0

Table 4: Dataset composition and coverage. Counts
report the number of benchmark instances by primary
error type, fine-grained subtype, and subject/domain.

long-context processing capabilities of Multimodal
Large Language Models (MLLMs). Samples con-
tain between 0 and 5 images; multi-image subsets
additionally require inter-visual reasoning.

C Error Injection and Construction
Details

LLM-based Rewriting. This strategy covers five
error types: Ambiguity, Unclear Intent, Cross-
Modal Contradiction, Intra-Textual Contradiction,
and Beyond Capability. For each type, a single
LLM (GPT-5.1 (high) for 60% of samples, Gemini-
3-Pro for 25%, and Doubao-Seed-1.6-vision for
15%) receives the original multimodal question and
is prompted via few-shot instructions to rewrite the
text so as to introduce the target error type, while
leaving the image unchanged. Injection prompts
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Human H-LLM H-LLM
Metric Fleiss’ κ Cohen’s κ Acc.

EDA 0.79 0.77 88%
DP 0.75 0.71 75%
SE 0.72 0.67 73%

Overall 0.76 0.71 78%

Table 5: Per-metric agreement between human anno-
tators and the LLM-as-a-Judge panel on 180 stratified
samples. Human Fleiss’ κ measures inter-annotator
agreement; H-LLM Cohen’s κ and H-LLM Acc. mea-
sure agreement and accuracy against the majority-vote
human consensus.

for each of these five types are shown in Figures 11–
16.

Inter-Visual Contradiction. This type requires
single-image samples only. Construction proceeds
in two steps: (1) an LLM generates a targeted
image-editing instruction describing how to alter
a key visual premise in the original image; (2)
Gemini-3-Pro-Image (Google, 2026) synthesizes
a second image according to this instruction. The
original and newly generated images are then pre-
sented together, so that the two images provide con-
tradictory evidence for a necessary visual premise.
The injection prompt is shown in Figure 13.

Gradient-Guided Visual Degradation. This
strategy handles three severity levels of Missing
Visual Premise: Light, Medium, and Severe. We
apply a gradient-guided attack that identifies high-
salience edge regions in the original image and
applies a degradation operation (blurring, pixela-
tion, or geometric warping) within those regions.
The proportion of the salient region degraded is
20–30% for Light, 40–50% for Medium, and 70–
80% for Severe, ensuring the target visual premise
is reliably obscured at each level.

Complete Modality Removal. This strategy cov-
ers two types: Missing Image and Missing Instruc-
tion. The former is constructed by removing all
images from the question, retaining only the text;
the latter by removing all text and retaining only
the images. Neither operation requires LLM in-
volvement.

Text-Image Mismatch. A mismatched sample is
constructed by replacing the original images with
semantically unrelated images drawn from a differ-
ent subject domain in the dataset pool. The number
of replacement images matches the original, pre-

serving question structure while making the visual
content entirely irrelevant.

D Details of Prompt Templates

Prompts corresponding to Figures 8–10 are em-
ployed to evaluate Error Detection Accuracy, Di-
agnostic Precision, and Strategic Effectiveness. In
contrast, prompts associated with Figures 11–16
are used to synthesize evaluation samples span-
ning six categories: Ambiguity, Beyond Capability,
Inter-Visual Contradiction, Intra-Textual Contra-
diction, Cross-Modal Contradiction, and Unclear
Intent.

E Representative Samples

Table 20 presents representative examples of Ambi-
guity, Beyond Capability, and Intra-Textual Contra-
diction error types in our dataset, where question–
image pairs are unanswerable due to linguistic
vagueness, unmet reasoning requirements, or in-
ternal logical inconsistencies. Table 21 illustrates
Inter-Visual Contradiction, Missing Instruction,
and Missing Image, highlighting cases in which
unanswerability arises from cross-image conflicts
or missing critical information. Table 22 provides
qualitative examples of Missing Visual Premise,
grouped by the severity of information loss (Light,
Medium, Severe), demonstrating how visual oc-
clusion or corruption progressively undermines an-
swerability. Finally, Table 23 showcases Cross-
Modal Contradiction, Mismatch, and Unclear In-
tent, where inconsistencies between textual and
visual modalities or ill-defined task objectives pre-
clude valid responses.

F Supplementary Evaluation Results

F.1 Bootstrap Confidence Intervals for PCQ
Table 6 reports PCQ scores with 95% bootstrap con-
fidence intervals (CI) estimated from B = 1000
resamplings of the evaluation set (N = 3146),
with adjacent-rank comparisons based on paired-
bootstrap p-values.

The majority of adjacent-rank gaps are sta-
tistically significant (p < 0.05). The sep-
aration at the top of the ranking is par-
ticularly pronounced: Qwen3-VL-235B-A22B-
Instruct (PCQ 47.4, CI [45.9, 48.9]) and Claude-
Sonnet-4.5 (Thinking) (PCQ 35.4, CI [33.6, 37.0])
have non-overlapping intervals. Four adjacent
pairs yield p ≥ 0.05: Gemini-3-Pro vs. GPT-5.1
(high) (p = 0.37), Gemini-3-Flash vs. GPT-5.2
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Model PCQ 95% CI Sig.

Qwen3-VL-235B-A22B-Instruct 47.4 [45.9, 48.9] ∗

Qwen3-VL-30B-A3B-Instruct 40.4 [38.9, 41.9] ∗

Qwen3-VL-8B-Instruct 38.7 [37.1, 40.2] ∗

Claude-Sonnet-4.5 (Thinking) 35.4 [33.6, 37.0] ∗

Gemini-3-Pro 30.4 [28.9, 31.9] n.s. (p = 0.37)
GPT-5.1 (high) 29.6 [28.1, 31.2] ∗

Gemini-3-Flash 26.5 [25.1, 27.8] n.s. (p = 0.07)
GPT-5.2 24.9 [23.4, 26.4] ∗

GPT-5-mini 22.9 [21.5, 24.4] ∗

Gemma-3-12B-it 18.1 [16.9, 19.2] n.s. (p = 0.37)
Gemma-3-27B-it 17.6 [16.4, 18.8] ∗

GLM-4.6V 12.8 [11.7, 13.9] ∗

Doubao-Seed-1.6-vision 10.4 [9.5, 11.4] n.s. (p = 0.43)
Gemma-3-4B-it 10.0 [9.1, 10.8] —

Table 6: PCQ scores with 95% bootstrap confidence
intervals (B = 1000). The Sig. column reports pairwise
bootstrap significance between each model and the next-
ranked model: ∗ p < 0.05 (significant gap); n.s. p ≥
0.05 (non-significant gap); — for the last-ranked model.

(p = 0.07), Gemma-3-12B-it vs. Gemma-3-27B-
it (p = 0.37), and Doubao-Seed-1.6-vision vs.
Gemma-3-4B-it (p = 0.43); these pairs have point-
estimate differences of at most 1.6 PCQ points.
These bootstrap results support the tier structure
reported in the main text.

F.2 Human Validation of the Evaluation
Protocol

We conduct additional validation to assess the reli-
ability of our LLM-as-a-Judge evaluation protocol.
The validation consists of two parts: measuring
agreement among the automated judges on the full
benchmark, and comparing aggregated LLM judg-
ments with human annotations on a stratified sub-
set.

For automated evaluation, each model response
is scored by three advanced LLM judges: GPT-
5.2, Gemini-3-Pro, and Claude-Sonnet-4. Across
the full benchmark, the three-judge panel achieves
Fleiss’ κ = 0.70, indicating substantial inter-judge
agreement. This result suggests that the evaluation
rubric produces stable judgments across different
judge models.

We further conduct a human validation study
on a stratified subset of 180 questions covering all
subtypes. Each sample is independently annotated
by three graduate annotators using the same rubric
as the automated judges. Human inter-annotator
agreement reaches Fleiss’ κ = 0.79 for EDA, 0.75
for DP, and 0.72 for SE, with an overall value of
0.76.

Using the majority-vote human consensus as the
reference, the aggregated LLM judgment achieves
Cohen’s κ = 0.77 for EDA, 0.71 for DP, and

0.67 for SE. The corresponding accuracies are
88%, 75%, and 73%, respectively, with an over-
all κ = 0.71 and overall accuracy of 78%. These
results are summarized in Table 5 and show sub-
stantial agreement between automated and human
judgments.

Overall, both automated inter-judge agreement
and Human–LLM agreement exceed the com-
monly used substantial-agreement threshold of
κ > 0.61 (Landis and Koch, 1977), indicating that
our automated protocol is reliable for large-scale
evaluation on MMPCBench.

F.3 Fine-Grained Evaluation Results
The EDA results in Table 16 underscore a sub-
stantial performance disparity between proprietary
and open-source models in multimodal reasoning.
Notably, the Qwen3-VL series leads across many
dimensions, with its 235B variant approaching ceil-
ing performance in Intra-Textual and Mismatch
detection. While the Gemini-3 series demonstrates
specialized proficiency in identifying Cross-Modal
contradictions, Inter-Visual inconsistencies remain
a pervasive bottleneck across the evaluated mod-
els, including GPT-5. This gap indicates that con-
temporary Multimodal Large Language Models
(MLLMs) are more reliable at identifying explicit
text-image discrepancies than at resolving fine-
grained logical conflicts within the visual modality.

Diagnostic Precision (DP) metrics (Table 17)
reveal a persistent decoupling between coarse-
grained recognition and precise logical reasoning.
Beyond Capability and Mismatch are relatively eas-
ier for many models, whereas precision is gener-
ally lower for Inter-Visual Contradiction and Miss-
ing Visual Premise. GPT-5.1 (high) and Claude-
Sonnet-4.5 (Thinking) remain among the stronger
models on several visual-severity conditions, but
the Light-to-Severe pattern varies across model
families rather than following a universal mono-
tonic trend. Identifying the existence of an error is
therefore easier than providing a high-fidelity diag-
nosis for complex cross-modal inconsistencies.

The Strategic Effectiveness (SE) results (Ta-
ble 18) show that GPT-5-mini is near-optimal
across most visual and textual sub-categories, while
GPT-5.1 (high) exhibits a pronounced exception
on Inter-Visual Contradiction. Gemini-3-Pro and
Claude-Sonnet-4.5 (Thinking) remain strong on
selected Cross-Modal and Expression Error tasks,
with model-specific variation across visual-missing
severities. The low Inter-Visual scores of GLM-
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4.6V and the Gemma-3 series indicate that detect-
ing a discrepancy does not guarantee an effective
strategy for reconciling conflicting visual data.

The PCQ evaluation (Table 19) exposes a sig-
nificant bottleneck in autonomous error detection,
with models performing substantially lower than
in assisted diagnostic settings. Qwen3-VL-235B-
A22B-Instruct retains leadership in Intra-Textual
and Mismatch scenarios, whereas Inter-Visual Con-
tradiction and Missing Visual Premise remain dif-
ficult across most models. The Gemini-3 series
exhibits competitive proactive sensitivity in Cross-
Modal tasks but performs poorly on Missing In-
struction compared with the GPT and Claude fam-
ilies. These findings identify subtle, localized
visual-logical flaws as a central challenge for self-
correcting multimodal architectures.

G Additional Analyses

G.1 Prompt Sensitivity Analysis

To verify that our main experimental findings are
not artifacts of a particular prompt wording, we
conduct a prompt sensitivity analysis on a stratified
subset of 300 samples drawn from the full test set
(12 subcategories × 25 samples, seed = 42). We
design three semantically equivalent prompt vari-
ants: orig. (identical to the main experiment), for-
mal (rewritten in a formal academic register), and
concise (reduced to a minimal direct instruction).
Crucially, all three variants are strictly prohibited
from containing any language that hints at the pres-
ence of errors, preserving the proactive nature of
the critique task. We evaluate three representative
models and report EDA and PCQ scores in Table 7.

Results show that performance is stable across
prompt variants. The maximum absolute shift in
EDA across all models and variants is 2.7 percent-
age points (Qwen3-VL-235B-A22B-Instruct, con-
cise), and the maximum PCQ shift is 2.9 points
(Gemini-3-Pro, concise). Model rankings remain
consistent across prompt styles.

G.2 Reasoning Effort and Budget Ablation

We analyze reasoning-response consistency for
Claude-Sonnet-4.5 (Thinking), whose interface ex-
poses stable reasoning content. We sample 10
flawed inputs from each of the 12 error subcate-
gories (120 inputs in total) and vary two request
parameters independently: reasoning_effort ∈
{low, medium, high} and max_tokens ∈ {4,096,
8,192, 16,384}. No additional system prompt or

Model Prompt EDA(%) PCQ ∆EDA ∆PCQ

Qwen3-VL-235B-A22B-Instruct
orig. 55.3 37.0 0.0 0.0
formal 55.3 39.2 0.0 2.2
concise 52.7 37.6 −2.7 0.5

GPT-5-mini
orig. 18.3 17.5 0.0 0.0
formal 20.0 18.2 1.7 0.7
concise 19.7 16.5 1.3 −1.0

Gemini-3-Pro
orig. 30.7 20.6 0.0 0.0
formal 31.3 22.7 0.7 2.1
concise 29.3 23.5 −1.3 2.9

Table 7: Prompt sensitivity of three representative mod-
els on a stratified 300 sample subset. Orig. replicates
the main-experiment prompt; formal rewrites it in an
academic register; concise reduces it to a minimal direct
instruction. ∆EDA and ∆PCQ are absolute differences
(in percentage points) relative to orig. per model.

Reasoning effort EDAR EDAF DDR DQD

Low 47.7% 39.3% 27.0% -0.10
Medium 53.0% 41.3% 25.7% 0.02
High 53.7% 46.7% 19.0% 0.04

Table 8: Reasoning-effort ablation for Claude-Sonnet-
4.5 (Thinking), averaged over three maximum-token
budgets and 120 samples. EDAR and EDAF are
reasoning- and final-response Error Detection Accuracy;
DDR and DQD are Detection Drop Rate and Diagnostic
Quality Drop.

error hint is added. Reasoning and final responses
are evaluated separately with the same rubric.

Table 8 reports the effort-level averages for
Claude-Sonnet-4.5 (Thinking). Increasing effort
from low to high raises EDAR from 47.7% to
53.7% and EDAF from 39.3% to 46.7%, while
reducing DDR from 27.0% to 19.0%. The corre-
sponding budget-specific results at high effort are
shown in Table 9.

At high effort, increasing the maximum budget
does not yield a monotonic gain: EDAF is 48%,
45%, and 47%, while DDR is 18%, 21%, and 18%
across the three budgets. DQD remains close to
zero.

G.3 Valid-Input Split: False Alarms and
Precision

As the main benchmark only contains erroneous
inputs (Hpos), we additionally evaluate valid inputs
(Hneg) to quantify false alarms and over-criticism.
We use the original benchmark items as candidates
for the valid condition, but do not assume that ev-
ery source item is intrinsically valid: some items
labeled as correct in the source data still contain
ambiguities, contradictions, or other defects. We
therefore apply an independent validity check and
retain an item only when both validators judge the
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Reasoning effort Maximum budget EDAR EDAF DDR DQD

High 4,096 54% 48% 18% 0.06
High 8,192 54% 45% 21% 0.00
High 16,384 53% 47% 18% 0.06

Table 9: Reasoning-budget ablation for Claude-Sonnet-
4.5 (Thinking) at high effort on 120 samples. EDAR

and EDAF are reasoning- and final-response Error De-
tection Accuracy; DDR and DQD are Detection Drop
Rate and Diagnostic Quality Drop.

Model EDA/Recall FAR Precision F1 PCQ-F1

Qwen3-VL-235B-A22B-Instruct 58.8 18.8 75.8 66.3 52.1
Claude-Sonnet-4.5 (Thinking) 39.6 1.56 96.2 56.1 49.5
Qwen3-VL-30B-A3B-Instruct 55.7 20.3 73.3 63.3 47.6
Gemini-3-Pro 38.3 1.25 96.8 54.9 45.3
Qwen3-VL-8B-Instruct 52.6 21.8 70.7 60.3 44.2
Gemini-3-Flash 34.3 2.03 94.4 50.3 41.7
GPT-5-mini 25.2 0.94 96.4 40.0 37.2

Table 10: False-alarm analysis on the filtered valid/error
paired split. EDA/Recall is Error Detection Accuracy
on error inputs; FAR, Precision, F1, and PCQ-F1 denote
False-Alarm Rate, precision, F1, and the PCQ-weighted
F1 score.

unmodified question and image to be valid. This
filtering leaves 639 valid/error pairs. The valid
condition uses the unmodified question and image,
whereas the paired error condition uses the corre-
sponding injected-error item. The paired analysis
below covers the seven models for which complete
valid-input results are available; error-condition de-
tection scores are reused from the main evaluation
protocol.

For each paired item, we report EDA/Recall,
the false-alarm rate (FAR), Precision, and F1.
FAR is the proportion of valid inputs incorrectly
flagged as defective; Precision is the proportion
of flagged inputs that are actually defective; and
F1 is the harmonic mean of Recall and Preci-
sion. We additionally report PCQ-F1, computed
as F1 × ((DP/2 + SE/2)/2). Table 10 reports
these metrics for the seven models with complete
valid-input results.

The corresponding valid-input URR-V values
are reported in Table 11. URR-V never exceeds
0.16%, with no model producing more than one
unfounded full refusal among the 639 valid inputs.

These results provide an auxiliary view of the
proactivity–over-criticism trade-off: models with
higher error recall can also produce more false
alarms on valid inputs, whereas conservative mod-
els obtain higher precision. We therefore use this
split as a robustness analysis rather than replacing
the main error-only PCQ evaluation.

Model Valid-input URR-V (%) ↓
Qwen3-VL-235B-A22B-Instruct 0.16
Qwen3-VL-30B-A3B-Instruct 0.16
Qwen3-VL-8B-Instruct 0.00
Claude-Sonnet-4.5 (Thinking) 0.00
Gemini-3-Pro 0.00
Gemini-3-Flash 0.00
GPT-5-mini 0.00

Table 11: Unfounded refusal rate on the 639-item valid-
input split (URR-V). The table reports the percentage
of valid inputs that received a full refusal without an
underlying error.

Model Flawed-input Refusal (%)

Qwen3-VL-235B-A22B-Instruct 13.57
Qwen3-VL-8B-Instruct 13.41
Qwen3-VL-30B-A3B-Instruct 9.28
GPT-5.1 (high) 8.90
Claude-Sonnet-4.5 (Thinking) 8.17
GPT-5.2 7.53
Gemma-3-12B-it 6.74
Gemini-3-Pro 6.45
GLM-4.6V 5.82
Gemma-3-27B-it 5.47
Gemini-3-Flash 4.77
Gemma-3-4B-it 4.23
GPT-5-mini 3.75
Doubao-Seed-1.6-vision 3.50

Table 12: Full-refusal rates on the 3,146 flawed inputs.
Values denote the proportion of responses assigned the
refusal strategy.

G.4 Refusal Rates and Unfounded Refusals

Figure 3 shows the strategy distribution; the ex-
act refusal rates on flawed inputs are given in Ta-
ble 12. They range from 3.50% to 13.57%, indicat-
ing model-specific remediation preferences rather
than an all-or-nothing behavior. These rates should
be interpreted together with URR-V, which mea-
sures unsupported refusal on valid inputs.

G.5 Judge Strategy Bias and Model-Family
Robustness

Table 13 reports mean SE by response strategy for
each judge. Clarification and Refusal differ by
only 0.03, 0.01, and 0.05 for GPT-5.2, Gemini-
3-Pro, and Claude-Sonnet-4, respectively. The
human validation gives 73% agreement for SE
(κ = 0.67), so the evidence does not indicate a
specific Clarification-over-Refusal preference.

The reported response-model–judge-model DP
values are shown in Table 14. The three GPT mod-
els and Claude-Sonnet-4.5 (Thinking) receive their
highest reported DP from the Gemini judge rather
than their same-family judge. The leave-family-out
ranking remains highly consistent with the original
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Judge Correction Clarification Refusal

GPT-5.2 1.28 1.90 1.87
Gemini-3-Pro 1.79 1.99 1.98
Claude-Sonnet-4 1.66 1.93 1.88

Table 13: Mean Strategic Effectiveness (SE) scores as-
signed to clarification, correction, and refusal responses
by the three LLM judges.

Response model GPT judge Gemini judge Claude judge

GPT-5.1 (high) 1.718 1.873 1.562
GPT-5-mini 1.683 1.825 1.451
GPT-5.2 1.620 1.770 1.472
Gemini-3-Pro 1.565 1.708 1.199
Gemini-3-Flash 1.601 1.755 1.245
Claude-Sonnet-4.5 (Thinking) 1.548 1.820 1.544

Table 14: Judge robustness for Diagnostic Precision
(DP). Rows identify the model that generated the re-
sponse and columns identify the judge model; entries
are mean DP scores on the reported evaluation subset
(0–2 scale).

(Spearman ρ = 0.969; Kendall τ = 0.912).

Model MEDA DP-cov. SE PCQ Type cov. All det. Partial det.

Qwen3-VL-8B-Instruct 76 1.114 1.105 42.2 44 16 72
Qwen3-VL-30B-A3B-Instruct 74 1.157 0.889 37.6 46 27 65
Qwen3-VL-235B-A22B-Instruct 74 1.090 0.811 35.2 42 16 68
GPT-5-mini 46 1.087 1.261 27.0 25 8 42
Gemini-3-Flash 30 1.178 1.200 17.8 19 10 28

Table 15: Results on the 50-sample dual-error subset.
MEDA denotes Multi-Error Detection Accuracy; DP-
cov., Diagnostic-Point Coverage; SE, Strategic Effec-
tiveness; and PCQ, Proactive Critique Quality. Type
cov. is average ground-truth error-type coverage; All
det. and Partial det. indicate detection of both and at
least one ground-truth error type, respectively.

G.6 Evaluation on Interacting Errors
We evaluated 50 dual-error samples covering three
interacting-error combinations: Ambiguity + Miss-
ing Visual Premise (17), Cross-Modal Contradic-
tion + Unclear Intent (17), and Missing Instruc-
tion + Text–Image Mismatch (16). MEDA mea-
sures detection of at least one defect; DP-coverage
measures diagnostic coverage on the original 0–2
scale; Type Coverage, All Detected, and Partial
Detected measure error-type coverage, detection
of both types, and detection of at least one ground-
truth type, respectively. The results are reported in
Table 15.

The Qwen3-VL models reach MEDA values of
74%–76%, while the best Type Coverage is 46%
and the best All Detected rate is 27%. Models
therefore more often recognize that a compound
input is problematic than identify all interacting
defects.

H Qualitative Cases

Figure 5 shows a failure case of GPT-5.2 in detect-
ing query ambiguity. Conversely, Figure 6 show-
cases the robustness of GPT-5-mini in handling
samples beyond its capabilities, where it correctly
requests missing information. Finally, Figure 7
highlights a reasoning-response misalignment in
Claude-Sonnet-4.5 (Thinking). Despite the inter-
nal Chain-of-Thought correctly identifying a cross-
modal contradiction, the final response ignores this
issue, demonstrating a lack of alignment between
the model’s latent reasoning and its observable out-
put.
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Model Expression Error Premise Contradiction Missing Premise Beyond Capability

Ambiguity Unclear Intent Cross-Modal Inter-Visual Intra-Textual Visual Light Visual Medium Visual Severe Missing Image Missing Instruction Mismatch Beyond Capability

Claude-Sonnet-4.5 (Thinking) 15.7 21.0 21.8 3.1 41.0 8.0 11.0 19.8 70.7 69.7 74.0 87.1
Doubao-Seed-1.6-vision 5.1 5.5 17.6 2.4 24.1 9.3 7.5 5.0 9.3 6.3 26.7 50.2
GLM-4.6V 2.7 7.9 11.3 1.0 16.9 4.0 4.0 2.2 40.3 8.3 18.0 58.0
GPT-5-mini 7.1 24.1 9.5 1.0 15.9 5.3 8.7 14.8 44.7 46.3 30.3 67.5
GPT-5.1 (high) 5.4 28.6 10.6 0.4 17.9 12.7 8.1 15.9 47.0 63.0 53.0 89.1
GPT-5.2 7.5 30.7 16.2 3.5 24.8 8.7 8.7 9.9 44.7 37.0 38.0 82.4
Gemini-3-Flash 14.6 15.2 63.0 19.1 44.1 8.0 10.4 6.0 19.7 10.3 77.7 69.2
Gemini-3-Pro 19.4 19.7 70.1 20.8 49.5 22.0 17.9 15.4 28.7 9.3 83.3 69.5
Gemma-3-12B-it 9.2 15.5 15.5 8.7 32.8 16.0 17.3 18.1 41.7 21.7 53.3 59.3
Gemma-3-27B-it 12.6 13.1 15.1 8.7 32.4 16.7 15.6 16.5 41.3 19.7 51.0 53.9
Gemma-3-4B-it 8.2 15.2 11.3 8.0 17.6 14.7 11.6 11.5 37.3 20.3 24.0 34.6
Qwen3-VL-235B-A22B-Instruct 42.5 48.3 66.9 34.7 83.1 42.0 51.4 46.2 71.0 25.0 93.0 98.3
Qwen3-VL-30B-A3B-Instruct 36.0 39.0 56.7 30.2 73.5 54.0 47.4 45.6 76.3 18.0 86.3 89.1
Qwen3-VL-8B-Instruct 34.0 39.0 43.7 32.3 71.7 43.3 48.0 37.4 71.0 25.7 88.0 91.5

Mean 15.7 23.1 30.7 12.4 39.0 18.9 19.1 18.9 46.0 27.2 56.9 71.4

Table 16: Error Detection Accuracy (EDA, %) across fine-grained error subtypes and four primary error categories.

Model Expression Error Premise Contradiction Missing Premise Beyond Capability

Ambiguity Unclear Intent Cross-Modal Inter-Visual Intra-Textual Visual Light Visual Medium Visual Severe Missing Image Missing Instruction Mismatch Beyond Capability

Claude-Sonnet-4.5 (Thinking) 1.09 1.45 1.41 1.52 1.63 0.89 0.89 1.66 1.87 1.25 1.88 1.95
Doubao-Seed-1.6-vision 0.76 0.88 1.35 0.38 1.29 0.21 0.21 0.56 0.71 1.14 1.25 1.60
GLM-4.6V 0.67 0.68 1.38 0.11 1.32 0.39 0.10 0.08 1.72 1.11 1.39 1.85
GPT-5-mini 1.19 1.52 1.11 1.56 1.23 1.88 1.93 1.91 1.98 1.65 1.91 1.91
GPT-5.1 (high) 1.00 1.63 1.32 0.33 1.21 1.65 1.86 1.91 1.99 1.65 1.97 1.94
GPT-5.2 1.02 1.47 1.15 1.13 1.31 0.97 0.78 1.04 1.95 1.49 1.88 1.97
Gemini-3-Flash 1.04 1.14 1.75 1.55 1.47 0.28 0.24 0.36 1.44 1.39 1.55 1.75
Gemini-3-Pro 1.01 1.13 1.71 1.38 1.45 0.36 0.28 0.35 1.33 1.27 1.66 1.81
Gemma-3-12B-it 0.59 0.95 0.96 0.73 1.27 0.40 0.71 0.40 1.59 1.12 1.53 1.57
Gemma-3-27B-it 0.59 0.82 1.19 0.91 1.33 0.32 0.54 0.58 1.56 1.24 1.62 1.57
Gemma-3-4B-it 0.53 0.67 0.90 0.41 1.06 0.29 0.43 0.29 1.21 1.07 0.77 1.16
Qwen3-VL-235B-A22B-Instruct 1.06 1.15 1.63 1.27 1.74 0.60 0.69 0.85 1.51 1.13 1.81 1.89
Qwen3-VL-30B-A3B-Instruct 1.08 1.18 1.38 1.20 1.67 0.56 0.63 0.74 1.43 0.94 1.65 1.78
Qwen3-VL-8B-Instruct 1.00 0.88 1.48 1.16 1.63 0.60 0.63 0.66 1.45 1.00 1.70 1.80

Mean 0.90 1.11 1.34 0.97 1.40 0.67 0.71 0.81 1.55 1.25 1.61 1.75

Table 17: Diagnostic Precision (DP) scores across fine-grained error subtypes and four primary error categories
(0–2 scale).

Model Expression Error Premise Contradiction Missing Premise Beyond Capability

Ambiguity Unclear Intent Cross-Modal Inter-Visual Intra-Textual Visual Light Visual Medium Visual Severe Missing Image Missing Instruction Mismatch Beyond Capability

Claude-Sonnet-4.5 (Thinking) 1.66 1.74 1.61 1.83 1.72 1.39 1.32 1.81 1.89 1.97 1.91 1.98
Doubao-Seed-1.6-vision 1.48 1.32 1.69 1.24 1.58 1.25 0.91 1.39 1.24 1.73 1.42 1.79
GLM-4.6V 1.56 1.17 1.47 0.33 1.67 0.78 0.98 1.12 1.79 1.55 1.50 1.92
GPT-5-mini 1.75 1.91 1.80 2.00 1.75 2.00 1.98 2.00 1.99 1.94 1.98 1.95
GPT-5.1 (high) 1.57 1.92 1.80 0.00 1.78 1.84 2.00 1.97 1.98 1.99 1.98 1.98
GPT-5.2 1.71 1.86 1.63 1.58 1.65 1.44 1.19 1.41 1.97 1.95 1.95 1.98
Gemini-3-Flash 1.69 1.72 1.85 1.77 1.69 1.67 1.61 1.29 1.71 1.91 1.70 1.88
Gemini-3-Pro 1.68 1.76 1.87 1.74 1.71 1.60 1.60 1.57 1.76 1.85 1.81 1.89
Gemma-3-12B-it 1.15 1.35 1.25 1.06 1.25 0.74 0.77 0.97 1.57 1.76 1.46 1.68
Gemma-3-27B-it 1.07 1.14 1.24 0.97 1.41 0.89 0.63 0.84 1.57 1.81 1.53 1.65
Gemma-3-4B-it 0.85 1.27 0.92 0.93 1.22 0.50 1.10 0.86 1.38 1.77 1.01 1.44
Qwen3-VL-235B-A22B-Instruct 1.57 1.62 1.77 1.52 1.76 1.43 1.27 1.41 1.62 1.79 1.75 1.93
Qwen3-VL-30B-A3B-Instruct 1.44 1.57 1.57 1.43 1.59 1.27 1.48 1.36 1.59 1.44 1.58 1.84
Qwen3-VL-8B-Instruct 1.40 1.41 1.60 1.49 1.63 1.03 1.04 1.09 1.47 1.56 1.65 1.87

Mean 1.47 1.55 1.58 1.28 1.60 1.27 1.28 1.36 1.68 1.79 1.66 1.84

Table 18: Strategic Effectiveness (SE) scores across fine-grained error subtypes and primary error categories (0–2
scale).

Model Expression Error Premise Contradiction Missing Premise Beyond Capability

Ambiguity Unclear Intent Cross-Modal Inter-Visual Intra-Textual Visual Light Visual Medium Visual Severe Missing Image Missing Instruction Mismatch Beyond Capability

Claude-Sonnet-4.5 (Thinking) 10.8 16.8 16.5 2.6 34.4 4.6 6.1 17.2 66.3 56.2 70.3 85.4
Doubao-Seed-1.6-vision 2.9 3.0 13.4 1.0 17.3 3.4 2.1 2.4 4.6 4.5 17.8 42.6
GLM-4.6V 1.5 3.7 8.0 0.1 12.6 1.2 1.1 0.7 35.4 5.5 13.0 54.6
GPT-5-mini 5.2 20.7 6.9 0.9 11.8 5.2 8.5 14.5 44.3 41.5 29.5 65.0
GPT-5.1 (high) 3.5 25.4 8.2 0.0 13.4 11.1 7.8 15.4 46.7 57.4 52.3 87.5
GPT-5.2 5.1 25.6 11.3 2.4 18.4 5.2 4.3 6.0 43.7 31.8 36.3 81.3
Gemini-3-Flash 10.0 10.8 56.6 15.8 34.9 3.9 4.8 2.5 15.5 8.5 63.1 62.8
Gemini-3-Pro 13.0 14.2 62.8 16.3 39.0 10.8 8.4 7.3 22.1 7.3 72.3 64.2
Gemma-3-12B-it 4.0 8.9 8.6 3.9 20.6 4.6 6.4 6.2 32.9 15.6 39.8 48.2
Gemma-3-27B-it 5.2 6.5 9.2 4.1 22.3 5.0 4.6 5.8 32.4 15.0 40.2 43.4
Gemma-3-4B-it 2.8 7.4 5.1 2.7 10.0 2.9 4.4 3.3 24.2 14.4 10.7 22.4
Qwen3-VL-235B-A22B-Instruct 28.0 33.4 56.9 24.2 72.8 21.3 25.1 26.2 55.5 18.3 82.9 93.9
Qwen3-VL-30B-A3B-Instruct 22.8 26.8 41.9 19.9 59.7 24.8 25.1 23.9 57.8 10.7 69.7 80.7
Qwen3-VL-8B-Instruct 20.4 22.2 33.7 21.4 58.4 17.6 20.1 16.4 51.8 16.4 73.8 84.0

Mean 9.7 16.1 24.2 8.2 30.4 8.7 9.2 10.6 38.1 21.7 48.0 65.4

Table 19: Proactive Critique Quality (PCQ, %) across fine-grained error subtypes and primary error categories.
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Figure 4: Per-subcategory PCQ (%) across 12 subcategories, grouped into three modality regions based on which
modality carries the error signal (Text-only, Cross-modal, Visual-only). Each colored line connects the within-family
average across subcategories, and the black dashed line shows the overall average across all 14 models. Subcategory
names follow the format "Primary Error Type. Subcategory Name" (e.g., Expr. Ambiguity for Expression Error,
Ambiguity subcategory).
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Question: An 'arrow-pushing' diagram is shown. Select the SMILES for the species formed after carrying out the
arrow that starts at the oxygen and points to nitrogen. Image
Options: ['O=N=NO', 'O=NON=O', 'O=N-N=O', 'ON=N=O'] 

Response: The arrow from oxygen to nitrogen indicates formation of an **O–N single bond** between the left
**OH oxygen** and the **nitrogen** of the lower **N=O** fragment (with the N=O π bond shifting to O to keep
octets). The resulting connectivity is **HO–N(=O)–N=O**, whose SMILES is:\n\n**ON=N=O**

 Image： Error Reason: The necessary visual premise "starts at the oxygen and
points to nitrogen" is ambiguous because two different arrows in the image
could match that description—one intramolecular arrow in the top-left
molecule and a curved intermolecular arrow on the right—and the text
provides no positional qualifier (e.g., "top-left" or "intermolecular") to
uniquely identify which arrow is intended.

Figure 5: An example of a failed response to an Ambiguity sample by GPT-5.2. The red text in the Question
indicates the segment containing the ambiguity part.

Question: To ensure the code exactly matches the experimental setup shown in Image, please identify the specific
random seed integer used to generate the 'IWCV' data points shown in the graph and assign it to a variable named
`seed`.

Response: I’m sorry — you can’t determine the exact random seed used to produce plotted points just from the
static image. The seed is not encoded in the image; it must come from the code or data-generation metadata that
produced the plot.\n\nIf you have access to the plotting or data-generation script, look for calls like
numpy.random.seed(...), random.seed(...), or torch.manual_seed(...). If you can’t access the original code, ask the
person who ran the experiment for the seed or the raw data.\n\nIf your goal is simply to reproduce something similar,
you can pick and fix a seed before generating IWCV data. For example in Python:\n\nseed = 42\nimport numpy as
np\nnp.random.seed(seed)\n\nTell me if you can provide the code or data that generated the plot and I’ll help locate
or test the seed.

 Image：

Error Reason: The question asks to identify the
random seed used to generate the visible "IWCV"
data points, which is experimental metadata not
provided in the image or text and cannot be inferred
from visual evidence, context, or common
knowledge.

Figure 6: An example of a successful response to a Beyond Capability sample by GPT-5-mini. The red text in
the Question indicates the segment containing the beyond capability part. The blue text indicates the key part that
highlights the presence of successful error detection.
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Question: Choco's Chocolates incurs the following costs for the month as shown: Image. The company's direct
labor for the month is $35,000. What is the conversion cost? 
Options: ['$52,000', '$62,000', '$72,000', '$82,000']

Response: To find the conversion cost, I need to add Direct Labor and Manufacturing Overhead.\n\n**Given
Information:**\n- Direct labor (as stated in the problem): $35,000\n- Factory depreciation expense: $45,000\n- Factory
utilities expense: $2,000\n\n**Identifying Manufacturing Overhead:**\nManufacturing overhead includes all factory
costs except direct materials and direct labor:\n- Factory depreciation expense: $45,000\n- Factory utilities expense:
$2,000\n- Total Manufacturing Overhead = $45,000 + $2,000 = $47,000\n\nNote: I'm excluding \"Payroll staff's salary\"
as this likely refers to administrative rather than manufacturing personnel.\n\n**Calculating Conversion
Cost:**\nConversion Cost = Direct Labor + Manufacturing Overhead\nConversion Cost = $35,000 + $47,000 =
$82,000\n\nThe conversion cost is **$82,000**

 Image：

Error Reason: Cross Modal Contradiction: the text lists Direct Labor as $35,000 while the image lists Direct Labor as
$25,000; because Direct Labor is required to compute Conversion Cost, this inconsistency yields two different
Conversion Cost totals ($82,000 vs $72,000), making it unclear which figure should be used.

Chain of Thought: Let me analyze this step by step to determine the conversion cost for Choco's Chocolates.\n\nFirst, I
need to understand what conversion cost means:\n- Conversion cost = Direct Labor + Manufacturing Overhead\n- It
represents the cost to convert raw materials into finished products\n- It excludes direct materials cost\n\nNow, let me
identify the components from the given information:\n\n1. Direct Labor Analysis:\n   - The problem states \"The
company's direct labor for the month is $35,000\"\n   - However, the table shows \"Direct labor $25,000\"\n   - There's a
discrepancy here. The problem statement says direct labor is $35,000, so I should use this figure as it's explicitly stated
in the question.\n\n2. Manufacturing Overhead Analysis:\n   I need to identify which costs constitute manufacturing
overhead from the list:\n   - Direct materials ($15,000): This is NOT part of conversion cost\n   - Direct labor ($25,000
in table, but $35,000 per problem statement): This IS part of conversion cost\n   - Factory depreciation expense
($45,000): This IS manufacturing overhead\n   - Factory utilities expense ($2,000): This IS manufacturing overhead  \n 
 - Payroll staff's salary ($15,000): This IS manufacturing overhead (assuming this refers to factory supervisory
staff)\n\n3. Calculation of Manufacturing Overhead:\n   Manufacturing Overhead = Factory depreciation + Factory
utilities + Payroll staff's salary\n   Manufacturing Overhead = $45,000 + $2,000 + $15,000 = $62,000\n\n4. Calculation
of Conversion Cost:\n   Conversion Cost = Direct Labor + Manufacturing Overhead\n   Conversion Cost = $35,000 +
$62,000 = $97,000\n\nWait, this doesn't match any of the given options. Let me reconsider...\n\nActually, let me re-
examine the direct labor figure. Looking at the options provided ($52,000, $62,000, $72,000, $82,000), and considering
that manufacturing overhead is $62,000, perhaps I should use the direct labor from the table ($25,000) instead of the
stated $35,000.\n\nLet me recalculate:\n- Direct Labor (from table): $25,000\n- Manufacturing Overhead: $45,000 +
$2,000 + $15,000 = $62,000\n- Conversion Cost = $25,000 + $62,000 = $87,000\n\nThis still doesn't match the options
exactly. Let me reconsider what constitutes manufacturing overhead.\n\nPerhaps \"Payroll staff's salary\" might not be
manufacturing overhead if it refers to administrative staff rather than factory staff. Let me try excluding
it:\n\nManufacturing Overhead = Factory depreciation + Factory utilities\nManufacturing Overhead = $45,000 + $2,000
= $47,000\n\nConversion Cost = Direct Labor + Manufacturing Overhead\nUsing $35,000 for direct labor: $35,000 +
$47,000 = $82,000\nUsing $25,000 for direct labor: $25,000 + $47,000 = $72,000\n\nBoth of these match the given
options! Given that the problem explicitly states direct labor is $35,000, the answer should be $82,000.

Figure 7: An example generated by Claude-Sonnet-4.5 (Thinking) in which the internal reasoning and final response
do not align. The final response and internal reasoning address a Cross-Modal Contradiction sample. The red text in
the Question indicates the segment containing the cross-modal contradiction. The blue text in Chain of Thought
indicates the key part that highlights successful error detection.
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Figure 8: Prompt for evaluating Error Detection Accuracy
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Figure 9: Prompt for evaluating Diagnostic Precision
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Figure 10: Prompt for evaluating Strategic Effectiveness
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Figure 11: Prompt for generating samples of the Ambiguity type
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Figure 12: Prompt for generating samples of the Beyond Capability type
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Figure 13: Prompt for generating samples of the Inter-Visual Contradiction type
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Figure 14: Prompt for generating samples of the Intra-Textual Contradiction type
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Figure 15: Prompt for generating samples of the Cross-Modal Contradiction type
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Figure 16: Prompt for generating samples of the Unclear Intent type
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Data Category Question Error Reason

Ambiguity

Instruction:
Can you identify the pathogen affecting the
potato sample located on the side in Image?

Image:

The problem lacks a necessary premise by failing
to specify which potato sample is being referred
to. The phrase "the potato sample located on the
side" is ambiguous because it does not indicate
left/right or a specific position. The ambiguity
cannot be resolved from the image, since there
are samples on both sides.

Beyond Capability

Instruction:
Delete the minimum number from the given left-
ist heap. Which one of the following statements
is TRUE about the exact wall-clock time taken
by that deletion on the computer used to generate
this diagram?

Image:

The problem asks for the wall-clock time of a
delete operation on the computer that produced
the diagram, but that cannot be determined from
the diagram alone because it provides no infor-
mation about the machine’s hardware, software
environment, or execution logs.

Intra-Textual
Contradiction

Instruction:
Which of the following responses will an increase
in government spending to boost Aggregate De-
mand (AD), specifically defined as a reduction
in government expenditure, as demonstrated in
Image, trigger according to the theory of rational
expectations?

Image:

The problem text contains an internal contradic-
tion by presenting both "increase government
spending" and "decrease government spending"
as definitions for the same policy action (mutu-
ally exclusive and yielding opposite answers);
this contradiction is explicit in the text (verifi-
able without the image), both premises are stated
on equal footing with no priority to resolve, and
the direction of fiscal spending is a necessary
premise for the AD response under rational ex-
pectations, so the question cannot be answered
without clarifying which direction is intended.

Table 20: Examples of Ambiguity, Beyond Capability, and Intra-Textual Contradiction. Red text marks the error-
containing segment in the question.
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Data Category Question Error Reason

Inter-Visual
Contradiction

Instruction:
In an aluminum (Al) bar of square cross section,
a square hole is drilled and is filled with iron (Fe)
as shown in the figure. The electrical resistivities
of Al and Fe are 2.7 × 10−8 Ω m and 1.0 ×
10−7 Ωm, respectively. The electrical resistance
between the two faces P and Q of the composite
bar is Image1, Image2

Image1:

Image2:

The two figures show inconsistent length labels
(50 mm vs 66 mm); since R = ρL/A and resis-
tance is proportional to length, changing L alters
the computed resistance and yields different an-
swers

Missing
Instruction

Image:

The problem references textual premise but omits
essential textual question which leads to unan-
swerable question.

Missing Image

Instruction:
Compute the reactions at supports A and E of
the three-hinged parabolic arch in Figure P6.23.
Next compute the axial load at points B and D,
located at the quarter points.

The problem references "Figure P6.23" but omits
essential numerical and structural data—arch ge-
ometry (span and rise), load magnitudes and
distributions, and hinge/joint positions—without
which the quantitative calculation of support re-
actions for a three-hinged parabolic arch and the
axial force at the quarter point cannot be per-
formed.

Table 21: Examples of Inter-Visual Contradiction, Missing Instruction, and Missing Image.
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Data Category Question Error Reason

Missing Visual
Premise Light

Instruction:
Image Calculate the missing item.

Image:

The image’s central region is significantly oc-
cluded, obscuring critical structural connections
and key-type information required to determine
the number of keys; this essential visual premise
cannot be inferred from the text or the remaining
image, and no answer choices allow the missing
information to be deduced.

Missing Visual
Premise Medium

Instruction:
Payback Consider the following projects: Image
Calculate the discounted payback period for each
project

Image:

The cash-flow table in the image is dam-
aged/blurred, rendering multiple key numeric
values unreadable (e.g., projects A and B initial
cash flows C0, several period cash flows, and cer-
tain column headers/symbols) that are required
to calculate the discounted payback period. The
problem statement does not provide a discount
rate. The missing information cannot be reliably
inferred from the text, the remaining visible data,
or the provided answer options.

Missing Visual
Premise Severe

Instruction:
Room registrations in the Toronto Towers Plaza
Hotel have been recorded for the past 9 years.
To project future occupancy, management would
like to determine the mathematical trend of guest
registration. This estimate will help the hotel de-
termine whether future expansion will be needed.
Given the following time-series data, develop a
regression equation relating registrations to time
(e.g., a trend equation). Then forecast year 11
registrations. Room registrations are in the thou-
sands: Image

Image:

The time-series table is severely corrupted: sev-
eral yearly registration values and labels are un-
readable. These values are required to fit the
regression trend and forecast year 11, so the re-
quested equation and forecast cannot be deter-
mined reliably from the remaining image.

Table 22: Examples of Missing Visual Premise at three information-loss levels: Light, Medium, and Severe.
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Data Category Question Error Reason

Cross-Modal
Contradiction

Instruction:
Blood glucose level is regulated by two antago-
nistic hormones, glucagon and insulin. The fol-
lowing graph shows the fluctuations in an individ-
ual’s blood glucose level over a five hour period,
where the blood glucose level at point B is lower
than that at point E: Image

Image:
The description "B is lower than E" directly con-
tradicts the image, which shows B ≈ 1.6mg/ml
and E ≈ 1.2mg/ml. The relative heights in the
image are a necessary visual premise that affects
subsequent judgments, and the problem does not
specify whether the text or the image takes prece-
dence.

Mismatch

Instruction:
In the Base of Skull, identify the 205 structure.
Image

Image:

The question requires identifying the structure
labeled "205" on a skull-base image, but the pro-
vided image is unrelated to the skull base and its
labels do not match, so the question cannot be
answered.

Unclear Intent

Instruction:
Janet Ludlow’s firm requires all its analysts to use
a two-stage dividend discount model (DDM) and
the capital asset pricing model (CAPM) to value
stocks. Using the CAPM and DDM, Ludlow has
valued QuickBrush Company at $63 per share.
She now must value SmileWhite Corporation.
Image

Image:

The question omits a specific task instruction,
creating ambiguity about whether to calculate the
CAPM required return or to value intrinsic value;
additionally, the dividend data needed to compute
intrinsic value are missing.

Table 23: Examples of Cross-Modal Contradiction, Mismatch, and Unclear Intent. Red text marks the error-
containing segment in the question.
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Model Reasoning Model Link

Proprietary Models

Gemini-3-Pro ✓ https://ai.google.dev/gemini-api/
docs/gemini-3?hl=zh-cn

GPT-5.1 (high) ✓ https://platform.openai.com/docs/
models/gpt-5.1

Claude-Sonnet-4.5 (Thinking) ✓ https://www.anthropic.com/news/
claude-sonnet-4-5

Doubao-Seed-1.6-vision ✓ https://www.volcengine.com/docs/
82379/1799865?lang=zh

Gemini-3-Flash ✓ https://ai.google.dev/gemini-api/
docs/gemini-3?hl=zh-cn

GPT-5-mini ✓ https://platform.openai.com/docs/
models/gpt-5-mini

GPT-5.2 ✓ https://platform.openai.com/docs/
models/gpt-5.2

Open-Source Models

Qwen3-VL-235B-A22B-Instruct ✓ https://huggingface.co/Qwen/
Qwen3-VL-235B-A22B-Instruct

Qwen3-VL-30B-A3B-Instruct ✓ https://huggingface.co/Qwen/
Qwen3-VL-30B-A3B-Instruct

Qwen3-VL-8B-Instruct ✓ https://huggingface.co/Qwen/
Qwen3-VL-8B-Instruct

GLM-4.6V ✓ https:
//huggingface.co/zai-org/GLM-4.6V

Gemma-3-27B-it ×
https://huggingface.co/google/
gemma-3-27b-it

Gemma-3-12B-it ×
https://huggingface.co/google/
gemma-3-12b-it

Gemma-3-4B-it ×
https://huggingface.co/google/
gemma-3-4b-it

Table 24: Model provenance and access links. A check mark in the Reasoning column indicates that the official
documentation or model card provides an explicit reasoning/thinking mode; a cross indicates no dedicated reasoning
mode is documented.
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