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Abstract

Story rewriting aims to adapt existing narra-
tives to diverse reader preferences while pre-
serving plot consistency and narrative coher-
ence. Unlike conventional work on style trans-
fer, we argue that effective story rewriting de-
mands context-aware narrative enrichment be-
yond surface-level stylistic adaptation. Our pi-
lot human study shows that style adaptation
alone provides only marginal gains in reader
satisfaction (2.3%), while context-enhanced
rewriting substantially improves user prefer-
ence alignment (24.5%). Motivated by this, we
introduce STORYLENSBENCH, a large-scale
benchmark for preference-aligned story rewrit-
ing, comprising structured story books, multi-
dimensional reader preference profiles, and
ranked context-aware rewritten stories. Build-
ing on this benchmark, we propose STORYLEN-
SEVAL, a reward model for estimating reader
satisfaction over rewritten stories, and STO-
RYLENSWRITER, a two-stage rewriting model
combining supervised fine-tuning with GRPO-
based reinforcement learning. We further es-
tablish a comprehensive evaluation framework
covering fidelity, coherence, and reader satis-
faction. Experimental results demonstrate that
STORYLENSWRITER consistently outperforms
strong generation and personalization base-
lines, highlighting the importance of context-
aware narrative enrichment for personalized
story rewriting. !

1 Introduction

Story rewriting aims to adapt existing narratives to

new audiences, communicative goals, and reader

preferences while preserving the core plot, charac-

ter consistency, and narrative coherence of the orig-

inal story. Such capability is increasingly impor-

tant for applications including personalized reading
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"I am no specimen pinned beneath
your glass, no footnote in the history
you prefer to tell.

I am a living, breathing creature,
inconveniently equipped with memory,
appetite, and an independent will."

I like this language style! @
Satisfaction 1 O

Context-Enrichment Rewriting
"I am no bird for your cabinet, no
creature tamed by hunger, gratitude,
or love. The world may call me poor and
powerless, but it mistakes condition for
essence. I stand before you not as
possession, but as a wounded, desiring
soul—equal in solitude, and sovereign in
will."

It matches my preference!
Cohenrence 1
Satisfaction T 1 1 59,
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Figure 1: Overview of our story rewriting task. Given
an original passage and a multi-dimensional reader pref-
erence profile, the model generates a rewritten story
aligned with the target preferences while preserving the
core narrative structure. Unlike conventional style adap-
tation, our framework incorporates context-aware narra-
tive enrichment, which is shown through pilot studies to
substantially improve reader satisfaction. The rewritten
stories are evaluated along three dimensions: fidelity,
coherence, and satisfaction.

assistants, interactive storytelling, literary simpli-
fication, game narrative adaptation, and culturally
localized content generation (Nasir et al., 2024;
Huynh and McNamara, 2025; Singh et al., 2024).
Compared with open-ended story generation, story
rewriting imposes a unique constraint: models must
simultaneously preserve existing narrative struc-
tures while flexibly modifying the story according
to user-specific preferences.

Despite recent advances in story generation (Fan
et al., 2018; Yao et al., 2019; Yang et al., 2022b,a;
Bae and Kim, 2024; Park et al., 2025), person-
alized preference alignment remains largely un-
derexplored. Existing controllable generation and
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style transfer methods mainly address sentence-
level stylistic modification, such as sentiment, for-
mality, or writing style adaptation (Liu et al., 2022;
Lai et al., 2024; Liu and May, 2025). However,
effective story rewriting for preference alignment
goes well beyond surface-level stylistic transforma-
tion. To satisfy diverse reader preferences, models
must perform context-aware narrative enrichment,
including expanding scene descriptions, refining
emotional expression, enhancing character inter-
actions, and elaborating narrative details, while
maintaining global story consistency. This makes
story rewriting fundamentally different from con-
ventional text editing or style transfer tasks.

We hypothesize that stylistic adaptation alone
is insufficient for high-quality story rewriting.
Instead, reader satisfaction depends heavily on
whether the rewritten story can provide contextu-
ally appropriate narrative enrichment beyond sim-
ple lexical or stylistic changes. To verify this hy-
pothesis, we conduct a pilot human study involving
10 participants across 8 books. Participants eval-
uate original stories, style-adapted rewrites, and
context-enhanced rewrites on three dimensions: sat-
isfaction, fidelity, and coherence. The results reveal
that style adaptation alone provides only marginal
improvement in reader satisfaction (3.43 — 3.51),
whereas context-enhanced rewriting raises satis-
faction to 4.27, with only minor reductions in fi-
delity and coherence. These findings suggest that
effective story rewriting requires modeling user
preference and preference-aligned contextual en-
richment.

To enable systematic study of this problem,
we introduce STORYLENSBENCH, a large-scale
benchmark for preference-aligned story rewrit-
ing. The benchmark consists of chapter-level
source stories, structured narrative contexts, multi-
dimensional reader preference profiles, and ranked
rewritten pairs. Unlike prior synthetic persona
datasets (Jandaghi et al., 2024; Ge et al., 2024),
STORYLENSBENCH leverages real reader review
histories collected from Goodreads?, enabling
more realistic and context-aware preference mod-
eling for long-form narratives. Our benchmark
supports the study of personalized rewriting under
realistic constraints where models must balance
narrative fidelity, coherence, and user satisfaction
simultaneously.

Building upon this benchmark, we further

2https://www.goodreads. com/

propose a rewriting framework consisting of
two components: STORYLENSEVAL and STO-
RYLENSWRITER. STORYLENSEVAL is a re-
ward model designed to estimate reader satisfac-
tion over rewritten stories conditioned on user pref-
erence profiles. Instead of relying on absolute
quality scoring, we formulate evaluation as pair-
wise preference ranking to better capture subjective
user preferences in narrative rewriting. Based on
this evaluator, we develop STORYLENSWRITER,
a preference-aligned rewriting model optimized
through supervised fine-tuning followed by rein-
forcement learning with GRPO (Shao et al., 2024).
The model learns to generate rewrites that not only
preserve narrative consistency but also perform con-
textually appropriate narrative enrichment aligned
with reader preferences.

We further establish a comprehensive evaluation
protocol for story rewriting across three key dimen-
sions: fidelity, coherence, and satisfaction. Fidelity
measures whether rewritten stories preserve the
core narrative content of the original story. Coher-
ence evaluates narrative consistency and writing
fluency across long contexts. Satisfaction mea-
sures how well rewrites align with user preferences
through pairwise comparison-based evaluation.

In summary, our contributions are threefold:

* We formulate personalized story rewriting as a
context-aware narrative adaptation task that ex-
tends beyond conventional style transfer and re-
quires creative narrative enrichment for improv-
ing reader satisfaction.

* We introduce STORYLENSBENCH, the first large-
scale benchmark for preference-aligned long-
form story rewriting with real reader preference
profiles and ranked rewritten stories.

* We propose STORYLENSEVAL and STO-
RYLENSWRITER, enabling preference-aware
evaluation and context-enhanced rewriting gen-
eration through supervised fine-tuning and rein-
forcement learning.

2 Related Work

Story Generation. Recent Large Language Mod-
els (LLMs) show strong abilities in creative writ-
ing and story generation (Zhao et al., 2023), with
prior work exploring incremental generation (Yang
et al., 2022b), hierarchical planning (Yang et al.,
2022a; Wang et al., 2024a), and multi-agent collab-
oration (Xia et al., 2025; Yu et al., 2025). However,
these methods mostly generate stories for general
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Figure 2: Overview of the dataset construction process. The green document icon in the bottom right corner

indicates that this step has been manually checked.

audiences, whereas our work focuses on adapting
existing stories to reader-specific preferences while
preserving narrative consistency.

Personalization of LLMs and Evaluation. Per-
sonalization of LLMs adapts outputs to user-
specific contexts, profiles, or feedback. Exist-
ing approaches include prompt engineering, RAG-
based methods, representation learning methods,
and RLHF-based methods (Zhang et al., 2024).
Prompting engineering directly encodes personas
or profiles in instructions for LLMs (Jiang et al.,
2023; Lyu et al., 2024). RAG-based methods
further retrieve user histories or external memo-
ries (Gao et al., 2023; Salemi et al., 2024) into
instructions to augment text generation. Represen-
tation learning methods compress user information
into learned embeddings (Liu et al., 2025; Ning
et al., 2025) for LLMs. The aforementioned meth-
ods confine personalization modeling to the LLM’s
input stage, limited by the capabilities of the model
itself. RLHF-based methods optimize LLMs’ own
capacity with preference feedback (Ouyang et al.,
2022; Li et al., 2024; Lee et al., 2024). However,
these methods target short dialogue and encode
preferences either as latent embeddings or textual
descriptions, requiring substantial data to general-
ize to new preference types. As it is costly to an-
notate large amounts of preference feedback data
for long-form stories, we model real reader pref-
erences as multi-dimensional signals and learn a
preference reward model to train the story rewriting
model.

Evaluation is also non-trivial for story rewriting.
Existing metrics of story generation often focus

on either fidelity or style: fidelity-oriented meth-
ods evaluate factual consistency or plot preserva-
tion (Wang et al., 2020; Chang et al., 2023; Kim
et al., 2024), while style-oriented methods mea-
sure linguistic similarity, persona adherence, or
personalized preference alignment (Wegmann and
Nguyen, 2021; Lin and Chen, 2023; Wang et al.,
2024b; Salemi et al., 2025). However, these stan-
dard metrics are often too rigid for rewriting, as
they penalize reasonable contextual enrichment or
stylistic re-expression. Unlike these metrics, STO-
RYLENSEVAL estimates reader satisfaction given
a preference profile, rather than measuring surface-
level style similarity or aspect-level alignment.

3 STORYLENSBENCH

3.1 Benchmark Construction

STORYLENSBENCH consists of four components:
original novel chapters, structured contexts, reader
preference profiles, and ranked rewriting pairs. We
construct our data via a unified four-step pipeline,
as illustrated in Figure 2: First, we collect and
segment novels into chapter-level source texts. Sec-
ond, we extract structured narrative contexts from
the preceding storyline for each chapter to serve
as critical global constraints. Third, we reverse-
engineer and model fine-grained reader preference
profiles based on real-world book reviews. Finally,
we synthesize various preference-tailored rewrite
candidates for each chapter and subsequently rank
them according to their alignment with the target
preferences. We next explicate each step in turn.

Chapter Collection & Segmentation We collect
source novels from BookSum (KryS$cifiski et al.,
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2022) and Project Gutenberg. While BookSum
inherently provides chapter-partitioned narratives,
long-form novels from Project Gutenberg are seg-
mented into chapters based on structural markers.
After deduplication, content filtering, and genre
balancing, we secure a clean corpus of 163 chapter-
segmented novels. The final collection spans seven
diverse genres: Historical, Romance, Sci-Fi, Ad-
venture, Horror, Humor, and Detective.
Structured Narrative Context Extraction To
support coherent long-form rewriting, we construct
a structured narrative context for each chapter
based on its preceding storyline. This context en-
capsulates the novel’s writing background, charac-
ter information, major events, and character rela-
tions. Crucially, the extraction of structured context
shifts the personalized rewriting task from simple
surface-level text style transfer to deep, context-
aware narrative enrichment. By injecting these
global continuity signals, we empower the model
to actively enrich chapter details and introduce cre-
ative expansions while remaining strictly anchored
to the established plot logic (Yang and Jin, 2025).
Reader Preference Modeling Rather than rely-
ing on artificial or generic descriptions, we model
authentic user behavior by crawling real-world re-
views on Goodreads from 780 active readers who
engaged with the corresponding source books. We
leverage Gemini 3.1 Pro (Google DeepMind, 2026)
to distill these open-ended reviews into structured
reading preferences. To capture the full complexity
of reader intent beyond mere linguistic style, each
preference profile is organized into a fine-grained
five-dimensional taxonomy: Plot, Characters,
Language, Worldview, and Theme. We further syn-
thesize 2x additional profiles from seed profiles.
To validate preference extraction, we randomly
sample 20 Goodreads reviews and their correspond-
ing five-dimensional preference profiles. Ten an-
notators rate whether each extracted dimension is
supported by its source review on a three-point
scale (0: unsupported, 1: partially supported, and
2: clearly supported) and flag major omissions or
errors. As shown in Table 1,all extracted dimen-
sions are at least partially supported, with no major
omissions or errors, showing that the profiles re-
main grounded in the original reviews.
Rewriting Generation & Ranking For each
novel, we sample five distinct reader profiles and
utilize Gemini 3.1 Pro to generate five variant
rewrites for each chapter, augmenting the prompts
with the extracted structured narrative context to

Dimension Mean Full (%) Partial+ (%) Major Error (%)
Plot 1.80 80 100 0
Character 1.90 90 100 0
Language 1.90 90 100 0
Worldview 1.90 90 100 0
Theme 1.70 70 100 0
Overall 1.84 84 100 0

Table 1: Human validation of preference extraction.
Mean denotes support on a 0-2 scale; Full and Partial+
denote clearly and at least partially supported dimen-
sions.

guide the enrichment process. All rewrite candi-
dates are then ranked according to their adherence
to each targeted reader profile. Consecutive vari-
ants within the ranked sequence are subsequently
transformed into pairwise preference comparisons
to facilitate subsequent alignment training.

To validate data quality, we conduct human veri-
fication on randomly sampled cases. Specifically,
each of the 10 annotators rates 10 sampled rewrites
on fluency, fidelity, and preference alignment using
a 0-3 Likert scale, and evaluates 10 ranking pairs
for ranking reasonableness. Human verification
yields average scores of 2.16, 2.36, and 2.44 for
preference alignment, fluency, and fidelity, respec-
tively, on a 0-3 scale, with 81% ranking agreement,
confirming the quality of our benchmark.

3.2 Data Analysis

An empirical analysis of STORYLENSBENCH (Fig-
ures 5, 6, and 7) reveals three core characteristics:
i) the reader distribution spans a heterogeneous
spectrum of ages and professional backgrounds
from authentic reviews, capturing realistic user per-
sonas rather than artificial constructs. ii) the book
distribution encompasses balanced literary genres
and maintains a distinct long-tailed text-length dis-
tribution, establishing a challenging testbed that ne-
cessitates narrative enrichment rather than surface
style transfer. iii) the preference vocabulary fol-
lows a salient long-tail pattern, demonstrating that
the corpus successfully encapsulates both global
reading trends and fine-grained, highly personal-
ized reader nuances.

To further examine whether these profiles cap-
ture stable evaluative criteria rather than reactions
to a single book, we provide a longitudinal reader
case study in Appendix A.2.
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Figure 4: Overview of the training framework for STORYLENS WRITER.

4 Methodology

4.1 Task Formulation

We formally define the preference-aligned story
rewriting task as follows. Given an original story
segment z, its structured narrative context of pre-
ceding contents ¢, and a target user preference pro-
file p, preference-aligned story rewriting aims to
generate an optimal rewrite y*:

y* = argm;meg(y ‘ x,c,p),

where the rewrite should preserve the main plot
line of x, remain consistent with the structured
context ¢, and satisfy the target reader’s preferences
p. Story rewriting entails two main challenges:
preference alignment evaluation and context-aware
text generation. To address these challenges, we
first train a model that measures how well a rewrite
matches a preference profile. Leveraging this as a
reward signal, we further develop a rewriting model
via a two-stage training pipeline.

4.2 STORYLENSEVAL

We first train STORYLENSEVAL, which measures
the degree to which a rewritten text matches the tar-
get reader’s preferences on our preference-ranking
dataset STORYLENSBENCH.

Our training data is formatted as ranked rewrite
pairs conditioned on specific reader preferences.
As illustrated in Figure 3, each instance in
STORYLENSBENCH contains multiple candidate

rewrites ranked by their alignment with a user pref-
erence profile. We transform these rankings into
pairwise comparisons, treating the higher-ranked
rewrite as the winner and the lower-ranked one as
the loser. Based on the ranking gap between two
candidates, these pairs are categorized into easy
(larger gap), medium, and hard (smaller gap) lev-
els.

STORYLENSEVAL adopts a Qwen3-8B back-
bone (Yang et al., 2025) with an MLP scoring
head, and is trained with LoRA(Hu et al., 2022) for
parameter-efficient adaptation. Given a user pref-
erence profile p and a rewritten text y, the model
outputs a scalar satisfaction logit:

SZfG(P,y)» (D

where fy denotes the trained satisfaction scoring
model.

The model is optimized with a pairwise ranking
objective:

Lsar = softplus(—(sw — s1)),

where s,, and s; denote the scores of the winner
and loser, respectively. This objective encourages
the model to assign higher scores to rewrites that
better satisfy the user’s preferences.

We train the model in two stages: an easy-to-
hard curriculum learning phase, followed by scor-
ing head refinement to better distinguish hard com-
parison pairs and improve final scalar scoring pre-
cision.

(@)
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4.3 STORYLENSWRITER

We adopt a two-stage training strategy to build our
rewriting model. Specifically, we use Qwen3.5-
9B (Qwen Team, 2026) as the backbone model
and progressively adapt it to the personalized story
rewriting task. The first stage performs supervised
fine-tuning (SFT) to teach the model the task for-
mat and basic rewriting behavior, while the second
stage further optimizes the model with reinforce-
ment learning to improve preference alignment and
controllability.

4.3.1 Stage 1: Supervised Fine-Tuning (SFT)

In the first stage, we fine-tune Qwen3.5-9B with
LoRA adapters using the paired rewriting data from
STORYLENSBENCH. This stage aims to teach the
model the basic input-output format of the task
and provide it with an initial ability to perform
preference-aware story rewriting.

Given an original segment z, a structured context
¢, and a user preference profile p, the model is
trained to generate the target rewrite y. We format
the input as an instruction-following prompt that
explicitly requires the model to preserve the main
plot, maintain consistency with the context, and
adapt the rewritten text to the user’s preferences.
The SFT objective is the standard autoregressive
language modeling loss:

ly]

Lspr = — Y log Po(yt | y<t,w,¢,p).  (3)
t=1

4.3.2 Stage 2: Reinforcement Learning with
GRPO

Although SFT enables the model to imitate ref-
erence rewrites, it does not directly optimize the
model toward preference alignment or task-specific
quality criteria. Therefore, in the second stage,
we further optimize the SFT model using Group
Relative Policy Optimization (GRPO)(Shao et al.,
2024). GRPO optimizes the policy by increasing
the likelihood of candidates with relatively higher
rewards, encouraging the model to better balance
user preference alignment and practical rewriting
constraints.

To construct the training set, we select approx-
imately 5% of the SFT data and convert them
into prompts containing the original story segment,
structured narrative context, and user preference
profile. For each prompt, the policy model samples
a group of candidate rewrites. We use STORYLEN-
SEVAL, the preference scoring model introduced in

the previous subsection, as the reward model. This
reward model assigns a scalar score R, to each
generated rewrite, measuring how well it satisfies
the target user’s preferences.

To avoid degenerate length changes, we addition-
ally introduce a length-control reward. Specifically,
we encourage the rewritten text to remain within
0.7-1.3 times the length of the original segment.
When the generated rewrite falls outside this range,
we apply a Huber-style penalty Rjcngtn, based on
the deviation from the valid interval(Huber, 1992).

The final reward is defined as:

R= er + 0‘15Rlength- (4)

4.4 Evaluation Framework

To comprehensively assess the quality of rewriting,
we establish a multi-dimensional evaluation frame-
work across three core aspects: fidelity, coherence,
and reader satisfaction.

FIDELITY. Fidelity consists of two parts: local
fidelity and global fidelity.

Local Fidelity Local fidelity uses only the origi-
nal and rewritten segments as input, and evaluates
whether the rewrite preserves the language, main
plot, entities, and settings of the original passage.

Inspired by (Lietal., 2025), we calculate local fi-
delity based on Subject-Verb-Object (SVO) triplets
and Narrative Entity Knowledge Graphs (NEKG).
We use GPT-40-mini (OpenAl, 2024a) to extract
SVOs and NEKGs from both the original and
rewritten texts. For SVOs, we use text-embedding-
3-small(OpenAl, 2024b) to find the best-matching
pairs between the two versions. If the cosine simi-
larity falls into a fuzzy range, i.e., 0.50-0.85, GPT-
40 makes a binary arbitration on whether the item
is faithfully preserved. For NEKG, we use GPT-40
to determine whether each entry is preserved.

For each component : € {SVO,NEKG}, we
denote its pass rate as S;, computed as the propor-
tion of extracted items that pass the final judgment.
The final local fidelity score is calculated as:

Flocal = 0.9 - Sxgkg + 0.1 Ssvo.  (5)

Global Fidelity Global fidelity introduces the
structured narrative context as an additional input
to check whether the rewritten content remains con-
sistent with the broader story setting. Following
the conflict types in Kim et al. (2024), we use GPT-
4o0-mini to extract claims from the rewritten text.
Each claim is first compared against the original
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Narrative Quality

Preference Alignment

Model
Local Fid. T Global Fid. T Coh. 1 NovelCritique 1 PerSE 1
Gemini-3.1-Pro 93.68 97.54 92.65 83.80 7.69
GPT-5.2 93.61 98.97 97.01 88.08 7.59
DeepSeek-V3 93.50 98.56 92.91 85.86 7.67
Doubao-Seed-2.0-Lite 93.86 98.97 93.40 86.54 7.62
Qwen-VL-Max 94.45 98.44 93.82 85.53 7.69
STORYLENSWRITER 94.62 98.98 93.11 86.93 7.78

Table 2: Comparison with strong LLMs. Metrics are grouped into narrative quality and preference alignment.

Model / Method Narrative Quality Preference Alignment
Local Fid. T Global Fid. T Coh. 1t NovelCritique ¥ Sat. Win 1 Sat. Top-11  PerSE 1
Llama-3.1-8B 92.54 96.96 80.53 78.55 0.09 0.00 7.52
Qwen3.5-9B 94.12 98.64 90.72 85.78 0.52 0.03 7.68
Hybrid RAG (Llama-3.1-8B) 92.29 93.26 79.64 68.00 0.21 0.02 7.37
Hybrid RAG (Qwen3.5-9B) 93.97 96.26 87.54 81.43 0.64 0.18 7.50
PPlug 94.35 99.71 80.99 86.14 0.70 0.30 7.65
STORYLENSWRITER 94.62 98.98 93.11 86.93 0.84 0.47 7.78

Table 3: Comparison with comparably-sized open-source models and representative personalization methods.

text. If it is not supported by the original text, it
is further compared against the structured context.
We categorize each claim into one of three labels:
Entailment, Neutral, or Contradiction. Entailment
indicates that the claim is fully supported, Neutral
indicates a reasonable expansion, and Contradic-
tion indicates a conflict with the original text or
broader context. The global fidelity score is defined
as the proportion of claims labeled as Entailment
or Neutral:

N, entail 1 N, neutral
N; total

F, global = (6)
COHERENCE. Coherence evaluates the sentence-
level fluency and logical consistency of the rewrit-
ten text. Following the eight error types defined by
Chang et al. (2023), we first segment each rewrite
into sentences using punctuation delimiters, and
then use GPT-40-mini to detect potential coher-
ence errors for each sentence. The coherence score
is computed as C' = Neyor_free/Niotal, Where
Nerror_free denotes the number of sentences with-
out detected errors and Vi, denotes the total
number of sentences.

SATISFACTION. Satisfaction measures the degree
to which a rewritten text matches the target user’s
preferences. We feed the user preference profile
and rewritten text into STORYLENSEVAL, and use
the predicted scalar score as the satisfaction score:

Ssat = fG(P, y) @)

S Experiments

5.1 Evaluation Dataset

For evaluation, we construct a held-out test set
consisting of newly collected stories and prefer-
ence profiles. Specifically, we collect 29 additional
novels from Project Gutenberg, covering the same
seven story categories, with the number of nov-
els kept as balanced as possible across categories.
Following our preprocessing pipeline, we segment
the novels into chapters, resulting in a total of 867
chapter-level samples for evaluation. We also gen-
erate five new user preference profiles, deliberately
maximizing their diversity across different dimen-
sions.

5.2 Evaluation Metrics

We evaluate different rewriting methods from two
perspectives: Narrative Quality and Preference
Alignment. For Narrative Quality, we use our pro-
posed fidelity and coherence metrics. We also
use NovelCritique (Yang and Jin, 2025) to assess
overall long-story quality.

For Preference Alignment, we use two comple-
mentary metrics: PerSE under the Per-MPST set-
ting (Wang et al., 2024b) and our satisfaction eval-
uator STORYLENSEVAL. PerSE serves as an ex-
ternal evaluation signal independent of the train-
ing objective of STORYLENSWRITER. Since STO-
RYLENSEVAL is trained as a task-specific relative
evaluator, we report pairwise win rate and top-1
rate rather than absolute scores. To mitigate po-
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Evaluator Human Corr. Strong LLM Corr.
Qwen3-8B 0.4211 0.4211
Llama-3.1-8B 0.7368 0.7368
STORYLENSEVAL 0.8947 0.9250

Table 4: Correlation with human annotations and strong
LLM judgments.

tential self-evaluation bias arising from our LLM-
driven data construction, we utilize STORYLENSE-
VAL primarily to benchmark open-source personal-
izable baselines.

We validate STORYLENSEVAL against both
human annotations and strong LLM judgments.
Specifically, 40 randomly sampled story pairs are
evaluated by three human annotators via majority
voting, achieving a high inter-annotator correlation
of 92.98%.

5.3 Baselines

We compare STORYLENSWRITER with two cate-
gories of baselines, spanning strong general LLMs
and representative personalization methods (Zhang
et al., 2024).

Strong LLMs We directly prompt strong off-
the-shelf LLLMs with the same instruction, narra-
tive context, and reader preference profile. Mod-
els include Gemini-3.1-Pro (Google DeepMind,
2026), GPT-5.2 (OpenAl, 2025b), DeepSeek-
V3 (DeepSeek-Al et al., 2024), Doubao-Seed-2.0-
Lite (Volcengine, 2026), and Qwen-VL-Max (Bai
et al., 2025).

Peer Open-source Models We also compare
with Llama-3.1-8B (Dubey et al., 2024) and
Qwen3.5-9B (Qwen Team, 2026).

Hybrid RAG We evaluate retrieval-based per-
sonalization by building a retrieval repository from
the training set. For each test instance, we use hy-
brid retrieval with both dense and sparse matching
to select preference-relevant examples, and then in-
clude them as few-shot prompting demonstrations.
We apply hybrid RAG to both Llama-3.1-8B and
Qwen3.5-9B.

Representation-based Personalization We also
compare with Persona-Plug (Liu et al., 2025),
which encodes user information into a plug-and-
play personalized embedding. We adapt it to our
task and use the learned preference representation
to guide story rewriting.

5.4 Main Results

StoryLensWriter improves preference align-
ment over prompted strong LLMs while preserv-
ing strong narrative quality. Table 2 shows
that STORYLENSWRITER achieves the best PerSE
score among the compared strong LLMs, indicat-
ing stronger alignment with target reader prefer-
ences. Our model obtains the highest local fidelity
and global fidelity, suggesting that task-specific
training on STORYLENSBENCH helps the model
ground preference-driven rewriting in the original
passage and structured narrative context.

Our proposed training framework is effec-
tive for both narrative quality and prefer-
ence alignment. Table 3 shows that STO-
RYLENSWRITER outperforms comparably-sized
open-source backbones, retrieval-based personal-
ization, and representation-based personalization
methods. This demonstrates that merely retrieving
historical contexts or injecting persona representa-
tions is insufficient for rewriting. Instead, explicitly
optimizing the model via our two-stage training
paradigm genuinely instills a fine-grained under-
standing of multi-dimensional reader preferences.

StoryLensEval provides a reliable relative pref-
erence signal for story rewriting. As reported in
Table 4, STORYLENSEVAL achieves higher agree-
ment with human annotations and strong LLM
judgments than comparably-scale LLM judges.
This suggests that preference-ranking training en-
ables STORYLENSEVAL to better capture reader-
preference satisfaction, making it suitable as both
an evaluator and a reward model for preference-
aligned story rewriting.

5.5 Robustness to Evaluator Choice

To test whether our fidelity results depend on the
LLM judge, we randomly sample 100 outputs
per method and re-evaluate local and global fi-
delity with GPT-5.4 and Qwen3-Max, in addition
to the original GPT-40-mini evaluator. Detailed
scores and rankings are reported in Table 7 of Ap-
pendix A.1. STORYLENSWRITER ranks first on
both metrics under all three judges, while only
minor rank changes occur among other methods,
showing that our fidelity gains are robust to evalua-
tor choice.

5.6 Ablation Study

We conduct two ablation studies to analyze the ef-
fectiveness of our design choices. The first study
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Model Easy Medium Hard Overall
STORYLENSEVAL w/ dual tower  83.26 74.27 65.36 73.40
STORYLENSEVAL w/o0 phase2 95.72 87.63 76.67 85.67

STORYLENSEVAL 95.85 87.85 76.91 85.87

Table 5: Ablation study of STORYLENSEVAL.

Model Fid. Coh. PerSE Win

94.04/97.51 91.10 759 2044
94.62/98.98 93.11 7.78  79.56

STORYLENSWRITER w/o GRPO
STORYLENSWRITER

Table 6: Ablation study of STORYLENSWRITER.

focuses on STORYLENSEVAL, including its model
architecture and second-stage score-head reinforce-
ment. The second study evaluates the RL stage of
STORYLENSWRITER by comparing the full model
with its SFT-only variant.

As shown in Table 5, replacing the single-tower
design with a dual-tower architecture leads to a
clear drop. This suggests that jointly encoding the
user preference profile and rewritten text is impor-
tant for capturing fine-grained preference interac-
tions. Removing the second training stage also
decreases performance, especially on hard pairs,
indicating that score-head reinforcement improves
the discriminative ability of the model.

Table 6 shows the effect of the GRPO stage.
Compared with the SFT-only variant, STO-
RYLENSWRITER achieves better preference align-
ment after RL optimization. This indicates that
using STORYLENSEVAL as a reward signal guides
the model toward preference-aligned rewriting.

6 Conclusion

In this paper, we study preference-aligned story
rewriting, aiming to adapt literary narratives to di-
verse reader preferences while preserving narrative
consistency. We make three contributions: (i) con-
structing STORYLENSBENCH, a story rewriting
benchmark with narrative contexts, reader prefer-
ence profiles, and ranked rewrites; (ii) establishing
an evaluation framework covering fidelity, coher-
ence, and satisfaction, supported by STORYLENSE-
VAL; and (iii) developing STORYLENSWRITER, a
two-stage rewriting model trained with SFT and re-
inforcement learning. Experiments show that STO-
RYLENSWRITER improves preference alignment
over strong LL.Ms and personalization baselines
while maintaining strong narrative quality.

Limitations

Our current experiments focus on English literary
narratives and reader preference profiles derived
from Goodreads. This setting provides a controlled
testbed for preference-aligned story rewriting, but
it may not fully reflect multilingual, cross-cultural,
or highly contemporary reading preferences. Ex-
tending the benchmark to broader languages, cul-
tures, and narrative domains is a natural direction
for future work.

The source texts in our current benchmark
mainly come from literary narratives in BookSum
and Project Gutenberg. While these sources pro-
vide diverse and well-structured story materials,
future work may further include a broader range
of narrative genres and text types, such as con-
temporary fiction, children’s literature, web novels,
interactive stories, or domain-specific narratives,
to examine the generality of preference-aligned
rewriting in more varied settings.

Ethical Considerations

We acknowledge the ethical considerations in con-
structing STORYLENSBENCH from literary texts
and reader reviews.

Data Sources and Copyright. Source texts are
collected from BookSum and Project Gutenberg for
academic research. We will not release copyrighted
full texts, but only processed instances, metadata,
contexts, and derived annotations permitted by the
original sources.

Reader Privacy. Preference profiles are derived
from public Goodreads reviews. We anonymize
user information and do not release raw identifiers
or review texts, retaining only processed preference
representations needed for research.

Intended Use. STORYLENSBENCH and related
models are intended for research on preference-
aligned narrative rewriting and should not be used
to impersonate readers, infer sensitive attributes, or
misuse copyrighted content.
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User Demographic Distributions in Raw Goodreads Profiles
(a) Age Distribution

1020 2030 3040 40-50 50-60 60-70 70-80 80-90

(b) Gender (c) Occupation

Writer/Editor 76 (9.7%)
Female 96 (12.3%) Student 43(55%)
Education 17 (2.2%)
Male 59 (7.6%) Retired/Home 9(1.2%)
Healthcare 8(1.0%)

Tech/Eng 8(1.0%)

Unknown 626 (80.2%)

Business/Legal 6(0.8%)

Unknown/Other 610 (78.1%)

Figure 5: Demographic distributions of raw Goodreads
reviewer profiles.

Book Collection Overview

(a) Genre Composition (b) Book Token Distribution

Detective
o 4% 24%

Historical
30.7%

Percentage (%)

Adventure

12.3%
Romance

Sci-Fi 16.6%
14.7%

Total books: 163 Book length (tokens)

Figure 6: Book genre and length distributions in STO-
RYLENSBENCH.

A Dataset Details

Figure 7 shows the keyword distributions of user
preferences across five dimensions: plot, charac-
ter, language, worldview, and theme. For each
dimension, we report the top-10 most frequent key-
words and provide representative phrases for each
keyword to illustrate how these preferences are ex-
pressed in natural language. Across all dimensions,
the distributions show a clear long-tail pattern.

This indicates that user preferences contain both
common patterns and diverse personalized details.
Therefore, preference-aligned story rewriting needs
to capture not only dominant preference trends but
also fine-grained individual signals.

A.1 Cross-Judge Fidelity Results

Table 7 reports the detailed scores and rankings
under all three fidelity judges.

A.2 Longitudinal Reader-Preference Case
Study

Preference stability is a key assumption for person-
alized rewriting. To examine whether our extracted
profiles capture stable evaluative patterns rather
than transient reactions, we conduct a longitudinal
case study on a randomly sampled active reviewer
from our dataset. This reviewer has contributed
4,012 reviews, providing substantial historical evi-
dence of their reading preferences. We select five
representative reviews spanning diverse genres and
ratings: Wuthering Heights (5%), Tampa (3%), Infi-
nite Jest (5x), Bird Box (3x), and Love & Misadven-
ture (1x). Despite differences in genre and rating,
we observe consistent evaluation criteria across
these reviews. Table 8 reproduces the complete
user information and review excerpts provided for
this case.

Stable evaluative criteria. The reviewer repeat-
edly emphasizes similar underlying qualities rather
than surface-level factors such as genre or overall
sentiment. For example, across different genres,
the reviewer consistently values psychologically
complex characters, deliberate writing craft, and
effective narrative construction, while criticizing
works that lack these qualities. This suggests that
the stable component of the preference profile lies
in the dimensions used to evaluate stories, rather
than in consistently preferring particular genres or
ratings.

Alignment with our preference schema. These
recurring criteria naturally correspond to our five
preference dimensions: attention to morally com-
plex and psychologically rich characters aligns
with Character, focus on prose style and writing
craft aligns with Language, and evaluation of ten-
sion and narrative structure aligns with Plot. This
provides qualitative evidence that our extracted pro-
files capture meaningful and interpretable prefer-
ence patterns.

Implication for personalization. This case
study suggests that our LLM-assisted extraction
can recover longitudinal, review-grounded prefer-
ence signals that are useful for personalized rewrit-
ing. Importantly, the modeled preference stability
refers to the consistency of a reader’s evaluation
criteria, rather than fixed preferences for specific
genres or content types.
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Figure 7: Top keywords in user preferences across five preference dimensions.

GPT-40-mini GPT-54 Qwen3-Max
Model
Local Rank Global Rank Local Rank Global Rank Local Rank Global Rank

Gemini-3.1-Pro 93.68 4 97.54 6 83.42 4 89.09 6 94.56 5 84.74 6
GPT-5.2 93.61 5 98.97 2 83.14 5 90.68 3 94.73 3 95.95 2
DeepSeek-V3 93.50 6 98.56 4 80.54 6 90.24 4 92.72 6 93.77 4
Doubao-Seed-2.0-Lite 93.86 3 98.97 2 84.20 3 90.76 2 94.56 4 96.68 3
Qwen-VL-Max 94.45 2 98.44 5 84.29 2 89.22 5 95.33 2 93.76 5
STORYLENSWRITER 94.62 1 98.98 1 84.44 1 91.16 1 95.91 1 98.18 1

Table 7: Fidelity results and rankings under different LLM judges. GPT-5.4 and Qwen3-Max evaluate 100 sampled
outputs per method; GPT-40-mini scores are the original results.

B Pilot Study Results

This section reports the detailed results of the two
pilot studies mentioned in the Introduction.

B.1 Pilot Study A

Tables 10 and 11 show the lexical and syntactic
adaptation results. Gemini 2.5 Pro (Google Deep-
Mind, 2025) and GPT-5 (OpenAl, 2025a) perform
better in vocabulary control, while GPT-5 achieves
the lowest syntactic complexity. However, the dif-
ferences across models, including Claude 3.5 (An-
thropic, 2024) and DeepSeek R1 (DeepSeek-Al
et al., 2025), indicate that even strong LLMs still
vary in satisfying fine-grained audience constraints.

B.2 Pilot Study B

Table 12 summarizes the human annotation results
across eight books. Context-enhanced rewriting

achieves the highest satisfaction and overall score,
while the original text preserves the highest fidelity.
This suggests that context-consistent enrichment
improves reader satisfaction, but may introduce a
modest fidelity trade-off.

C Case Study

Case 1. Table 13 presents a case from Robinson
Crusoe, Chapter IV. The key gain from context
enhancement is that commercial language is not
added as a surface style alone; it is tied back to
Crusoe’s already established background as a plan-
tation owner, his pursuit of wealth, and his me-
thodical survival logic. As a result, phrases such
as repository of capital, merchant assessing an
abandoned warehouse, and means of production
function as continuity-grounded characterization
rather than decorative preference matching. The
final phrase catastrophic loss of equity extends
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the same logic from objects to risk management,
making the raft legible as an accumulated asset
system rather than just a transport device.

Case 2. Tables 14-16 illustrate how we judge local
and global fidelity with concrete examples. We
first show claim-level local fidelity decisions, then
a globally acceptable literary expansion that is lo-
cally unsupported, and finally summarize the deci-
sion criteria.

D Prompt Templates

Appendix D summarizes the prompt templates used
in our experiments. Table 17 reports our training
prompts, including the SFT prompt and the GRPO
prompt. Table 18 reports our baseline prompts,
including the direct LLM baseline prompt and the
Rewrite Few-shot RAG prompt.

E Implementation Details

We train STORYLENSWRITER in two stages: su-
pervised fine-tuning (SFT) followed by GRPO. The
SFT stage is implemented with ms-swift and Deep-
Speed ZeRO-3 on 8 Nvidia A6000 GPUs. We use
LoRA with rank 8 and alpha 16, and the full SFT
run takes about 36.4 hours.

We then perform GRPO training with VeRL on 8
Nvidia A6000 GPUs. In this stage, 5 GPUs are allo-
cated to actor/reference training, 2 GPUs to vLLM
rollout generation, and 1 GPU to reward computa-
tion. We use LoRA with rank 8 and alpha 32, and
the GRPO run takes about 49.6 hours. All final
results reported in the paper use the same decode
configuration: max_new_tokens=3072, tempera-
ture 0.25, top-p 0.8, top-k 20, and repetition penalty
1.05. We use this setting as a practical trade-off
between creative variation and overall text quality.

F Human Annotation Details

The annotators involved in our human evaluation
and data verification experiments were primarily
doctoral students from our research laboratory and
fellow students from our institutions. They were
recruited based on their availability and familiarity
with English reading and text evaluation tasks. All
annotators received a small monetary compensa-
tion for their participation.
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Record

Original data

user_info

review_count: 4012. About Me: “i am karen. i have a job. i have a family and friends. i have a cat. the reviews i write and the
comments i make on this site are coming from me, karen... i used to just accept everyone who asked because i’m a friendly
kind of girl...”

Wuthering Heights
5%

*“...1 mention this book in more than half of my reviews, i have a whole shelf devoted to its retellings... no, it’s not a perfect
novel; it’s a flawed structure revealing the actions of seriously flawed people. the framing device-within-a-framing-device?
totally awkward... i don’t like an uncomplicated ending, and a story is more impactful with nuanced characters, preferably
heavily unlikeable throughout... heathcliff can be romanticized as this victim/villain without having to correspond to the ideal.”

Infinite Jest
5%

“...it is one of my all-time favorites... it was the best present i ever got... i missed out on a lot of european cities because i could
not put this book down... as soon as i finished the book, i started right over. and since then i have read it a total of seven times.
it is the most glorious collection of words that has ever been published. it is funny and sad and creepy and disturbing and
completely absorbing and brilliant.”

Tampa
3%

“...the subject matter is pretty ick... but it’s a pretty accomplished book. it sets out to get you in the head of a sexual predator...
and it is decidedly uncomfortable... literature, like life, never promised you justice... it ignores the loooong tradition of the
antihero in fiction... this one is about need and obsession... it’s about taking and teaching and uneven power systems... i do
think this is a controversial novel, but it is brilliantly written.”

Love & Misadventure
1%

“...usually i try to figure out who would like it, even if i didn’t myself, because i’'m just one reader... i bought this book because
of the high ratings on goodreads... but it just really made me wince... barfy-sweet in the happy ones, emo-woe in the sad ones...
i have never been into frosting romance. i like my romance to be all red wine and very rare meat. but even frosting should have
more substance than these poems.”

Bird Box
3%

“this is an incredibly original horror/psychological suspense novel... the unseen is so much more terrifying than the seen... this
book does tension and people-thrown-into-isolated-community so, so well... this is the best kind of building, creeping horror,
and the writing is perfectly suited to the story... i still have a handful of minor questions (and one very major one) but they don’t
detract from my overall positive impression... you cannot beat the killer, page-turning suspense.”

Table 8: The complete user information and five Goodreads review excerpts provided for the longitudinal case study.

Preference Alignment Fluency Fidelity Ranking Agreement

Average Value 2.16 2.36 2.44 81%

Table 9: Human verification of sampled rewrites and ranking pairs. The first three metrics use a 0-3 scale; ranking
agreement measures agreement with model-produced rankings.

Model A1+A2 Basic Words T B2+C1+C2 Advanced Words | Interpretation Model MLS| C/S| CNT| Interpretation

Gemini 2.5 Pro 92.9% 2.8% Best adapted to children N .

GPTS 91.6% 3.6% Strong lexical adaptation GPT-5 6.7 118 0.41 Best syntactic adaptation
Claude 3.5 89.1% 4.9% Slightly more difficult wording Gemini 2.5 Pro 7.7 1.41 0.60 Adapted to children
DeepSeck R1 86.8% 6.6% More advanced wording DeepSeek R1 11.9 1.21 1.28  More suitable for adolescent readers

Table 10. Pilot A lexical adaptation results. We compare the

Claude 3.5 15.7 1.62 1.59 Adult-like syntactic style

proportion of basic and advanced words in rewritten stories for Table 11. Pilot A syntactic complexity results. MLS denotes

children.

mean length of sentence, C/S denotes clauses per sentence, and
CN/T denotes complex nominals per T-unit.

Method

Satisfy T Fluency 1 Fidelity T Total Avg. T Best Count

Original

343 4.39 4.62 4.15 1

Preference-alignment 3.51 4.39 4.46 4.12 2
Context-enhanced 4.27 4.45 4.41 4.37 6

Table 12: Pilot B human annotation summary across eight books. Context-enhanced rewriting achieves the highest
satisfaction and overall score, while the original text preserves the highest fidelity.
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Original Excerpt

Reader Preference Profile

Preference-alignment Rewrite (no
context)

Context-enhanced Rewrite (ours)

Here I found that the ship was
bulged, and had a great deal of
water in her hold, but that she lay so
on the side of a bank of hard sand,
or, rather earth, that her stern lay
lifted up upon the bank, and her
head low, almost to the water. By
this means all her quarter was free,
and all that was in that part was dry;
for you may be sure my first work
was to search, and to see what was
spoiled and what was free.

And, first, I found that all the ship’s
provisions were dry and untouched
by the water, and being very well
disposed to eat, I went to the bread
room and filled my pockets with
biscuit, and ate it as I went about
other things, for I had no time to
lose. I also found some rum in the
great cabin, of which I took a large
dram, and which I had, indeed, need
enough of to spirit me for what was
before me.

My raft was now strong enough to
bear any reasonable weight. My
next care was what to load it with,
and how to preserve what I laid
upon it from the surf of the sea. ... I
had other things which my eye was
more upon - as, first, tools to work
with on shore. And it was after long
searching that I found out the
carpenter’s chest, which was,
indeed, a very useful prize to me,
and much more valuable than a
shipload of gold would have been at
that time.

plot: mercantile strategy,
economic negotiation, trade
networks.

character: shrewd
pragmatists and adaptable
mediators.

language: measured prose
with material culture and
socio-economic detail.
worldview: resource
allocation, incentives,
exchange.

theme: commerce, wealth,
soft power, globalization.

I discovered that the ship’s hull was
breached and its hold was flooded.
Fortunately, it had run aground on a hard
sandbank in such a way that the stern
was lifted high, keeping that entire rear
section perfectly dry. My immediate
priority was to see what had been ruined
and what was salvageable.

What I needed most was a way to
transport the essential supplies back to
shore. Wishing for a boat was useless, so
necessity forced me into action. ...
Driven by the desperate need for
supplies, I pushed through the
exhaustion, grabbed a carpenter’s saw,
and cut a spare topmast into three heavy
pieces to reinforce my makeshift raft.
My mind was focused on a much higher
priority: tools. After a long search, I
finally located the ship’s carpenter’s
chest. ... I lowered the heavy box onto
my raft, viewing it as a prize far more
precious ... than a ship entirely filled
with gold.

The morning light revealed a profound
shift in my material circumstances. ... I
recognized an immediate imperative: the
ship was no longer a vessel of transit, but
a repository of capital waiting to be
liquidated before the sea could reclaim it.
Stripping myself of burdensome
garments, I swam to the wreck,
approaching it as a merchant assessing
an abandoned warehouse. ... The ship’s
quarter remained elevated and dry,
preserving the vital commodities within.
Lacking a skiff, I engineered a
rudimentary barge ... My foremost
priority was the means of production:
the ship’s carpenter’s chest. In an
environment devoid of manufactured
goods, these tools represented an
incalculable concentration of industrial
potential, far surpassing the value of any
precious metal.

Navigating the laden raft to the shore
required a pragmatic application of the
tides. ... A grounding upon a sudden
shoal threatened to capsize the venture,
an event that would have constituted a
catastrophic loss of equity.

Table 13: Case 1 from Robinson Crusoe. Structured context grounds mercantile preference cues in Crusoe’s
established history and survival logic.

Example Original SVO Event Rewritten Event Judgment Reason

Local-1 <Mrs. Reed, banish,

Jane Eyre to a closet>

Pass /
Entailment

<Mrs. Reed, appoint, a
small closet for Jane
Eyre to sleep in>

Although appoint is rewritten
as the stronger verb banish,
the core event is preserved:
Mrs. Reed sends Jane Eyre to
a closet. The rewrite changes
the emotional tone but does
not alter the main factual
content.

The rewrite changes the key
object from the actual
wedding ring to a near-perfect
replica. This is not a stylistic
paraphrase, but a factual
change that alters the plot
semantics.

The core event is still
preserved: Holmes follows /
trails the old woman. The
rewrite adds Watson as an
observer, which is a
perspective expansion rather
than a contradiction.

Local-2 Fail /

Contradiction

<Watson, receive, the
wedding ring>

<Holmes, press, a
near-perfect replica into
Watson’s palm>

Local-3 Pass /

Entailment

<Watson, watch,
Holmes trail the old
woman>

<Holmes, follow, the
old woman>

Table 14: Local Fidelity Examples
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Extracted Claim

Local Evidence

Initial Local Global Fidelity Reason
Judgment Judgment

[State] The kitchen
usually has the scent

The local source text
does not explicitly

Unsupported  Neutral / Acceptable The claim is not directly

Literary Expansion entailed by the local passage,

of baking bread. mention the smell of but it does not contradict the

baking bread in the global narrative world or

kitchen. character setting. It functions
as environmental description
and literary enrichment, so it
should not be penalized as
hallucination.

Table 15: Global Fidelity Example

Judgment Type Definition Should Penalize? Example

Entailment The rewritten content is directly supported by the No Mrs. Reed appoints a closet for Jane Eyre
original text, or preserves the same core event with — Mrs. Reed banishes Jane Eyre to a closet
minor stylistic changes.

Neutral The rewritten content is not explicitly stated in the local No Adding the scent of baking bread to a
source, but remains globally plausible and does not kitchen scene
violate character, plot, or world settings.

Contradiction The rewritten content changes key plot facts, object Yes Watson receives the wedding ring —
identity, causal relations, or violates global Holmes gives Watson a replica
character/world constraints.

Table 16: Fidelity Judgment Criteria
Method Prompt Part Template / Content

Shared system prompt

You are a literary rewriting assistant. The prompt instructs the model to rewrite

SFT the source chapter for the target reader while preserving plot events, causal structure, chapter
continuity, character consistency, and English-only output. It also states that continuity
overrides preferences and clarity overrides stylistic excess.

User prompt template Rewrite the source chapter for the target reader. Metadata:
{compact_json_header} Structured context: {compact_json_context} Reader
preference profile: {compact_json_preference} Source chapter:
{source_text} Return only the rewritten chapter text.

Assistant target {rewritten_chapter_text}

System prompt The GRPO prompt inherits the SFT system prompt and adds two extra constraints: Do not

GRPO introduce new major characters, locations, events, or facts unless they
are strongly implied by the source chapter and continuity context. It also
requires the rewrite to remain roughly similar in length to the source chapter.

User prompt Same user prompt template as SFT, using {compact_json_header},
{compact_json_context}, {compact_json_preference}, and {source_text} as input
fields.

Training record shape Each GRPO example stores messages with a system prompt and a user prompt, together
with auxiliary fields including preference_text, source_text, reference_rewrite,
chapter metadata, file paths, and a nested metadata object.

Table 17: Training prompt templates used for SFT and GRPO.
Method Prompt Part Template / Content
LLM Baseline System prompt The baseline uses the same literary rewriting system prompt as SFT: rewrite for the target

User prompt template

reader, preserve main plot events and causal structure, maintain cross-chapter continuity,
keep characters consistent, adapt to the five preference dimensions, output only story text,
and keep the result in English.

Rewrite the source chapter for the target reader. Metadata:
{compact_json_header} Structured context: {compact_json_context} Reader
preference profile: {compact_json_preference} Source chapter:
{source_text} Return only the rewritten chapter text.

Rewrite Few-shot RAG

Retrieval query
Final prompt template

Example record schema

{target_profile} {target_original}

The final prompt repeats the same rewriting instruction block and then appends a retrieved
few-shot section: — Reference Examples (Combine these styles) —. Each example
contains [Instruction], [Originall, and [Rewrite] fields, followed by the current task
with metadata, structured context, reader preference profile, and source chapter.

Retrieved demonstrations are formatted as [Instruction]: data.json -> instruction,
[Original]l: data.json -> original_text, and [Rewrite]: data.json ->
rewritten_text.

Table 18: Baseline prompt templates used for direct LLM baselines and Rewrite Few-shot RAG.

38099



