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Abstract

Large Language Models (LLMs) are increas-
ingly used for clinical decision support, where
hallucinations and unsafe suggestions may pose
direct risks to patient safety. These risks are
hard to assess: subtle clinical errors are often
missed by generic metrics and LLM judges
using general criteria, while expert-authored
fine-grained rubrics are expensive and difficult
to scale. In this paper, we propose a retrieval-
augmented multi-agent framework for automat-
ically generating instance-specific evaluation
rubrics.

Our approach grounds evaluation in authori-
tative medical evidence by decomposing re-
trieved content into atomic facts and synthe-
sizing them with user interaction constraints to
form fine-grained evaluation criteria. Evaluated
on HealthBench and LLMEval-Med, our frame-
work achieves Clinical Intent Alignment (CIA)
scores of 50.20% and 31.90%, significantly out-
performing the GPT-40 baseline and showing
consistent improvements across English and
Chinese medical benchmarks. In discrimina-
tive tests on HealthBench, our rubrics achieve
a 7.8% point higher win rate than GPT-40 and
increase the mean score difference from 4.972
to 8.658. Ablation studies further show that
individual components contribute differently
across datasets, with interaction-intent mod-
ule providing the most consistent contribution
to clinical-criterion coverage. Beyond evalu-
ation, our rubrics guide response refinement,
improving response quality by 9.2%. These
results suggest that automated, knowledge-
grounded rubric generation provides a scal-
able foundation for evaluating and improv-
ing medical LLMs. The code is available
at https://anonymous.4open.science/r/
Automated-Rubric-Generation-E716/.

1 Introduction

Large Language Models (LLMs) have demon-
strated strong capabilities across a wide range of

NLP tasks (Zhao et al., 2023; Bommasani et al.,
2021). Recent advances in LLMs further expand
their potential in medical applications, ranging
from differential diagnosis (McDuff et al., 2025)
and stepwise clinical reasoning (Brodeur et al.,
2026; Savage et al., 2024) to empathetic patient
communication (Maida et al., 2024). However,
reliable and scalable evaluation of these systems
has become a central challenge. Conventional
approaches relying on surface-level metrics or
multiple-choice benchmarks fail to capture clinical
reasoning (Croxford et al., 2025). Expert human
assessment better reflects clinical judgment, yet its
high cost and limited inter-rater consistency hinder
scalability (Arora et al., 2025).

To address scalability, LLM-as-a-Judge has been
proposed as an automated evaluation paradigm and
has shown promising results in general domains
(Zheng et al., 2023; Dubois et al., 2024). However,
prior studies show that when evaluation criteria
are coarse, LLM-based judging can suffer from
bias (Shi et al., 2025), limited reproducibility (Ya-
mauchi et al., 2025), and insensitivity to subtle but
important differences (Kim et al., 2025). This issue
is particularly consequential in medical settings:
analyses show that medical errors are often embed-
ded in clinically plausible language and seemingly
coherent reasoning. Therefore, the detectability of
such errors depends critically on the evaluator’s
level of domain expertise and the quality of the
prompt provided to the model, making them par-
ticularly difficult to identify for non-experts and
automated evaluation systems (Kim et al., 2025;
Asgari et al., 2025). When undetected, errors in
clinical reasoning or treatment recommendations
can delay appropriate care or lead to inappropriate
interventions, highlighting the severe consequences
of evaluation failures in medical applications (Es-
maeilzadeh, 2025). These findings highlight that
medical LLM evaluation cannot rely solely on im-
plicit or impression-based judgments.
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Figure 1: Retrieval-augmented multi-agent framework for medical rubric generation. The pipeline consists of
three stages: (1) Retrieval and Evidence Preparation, (2) Dual-Track Constraint Construction and (3) Audit and
Refinement, transforming a medical user query into a structured evaluation rubric.

A natural mitigation is to adopt fine-grained eval-
uation criteria that ground judgments in explicit,
verifiable clinical requirements. Instead of rely-
ing on abstract dimensions, rubric-based evalua-
tion specifies what a high-quality response should
include or avoid in concrete clinical terms. Re-
cent work (Arora et al., 2025) has shown that ex-
plicit and decomposed evaluation schemes can im-
prove interpretability and consistency of automated
judgments. However, these instance-level rubrics,
though more precise, introduce substantial anno-
tation cost and stability challenges, limiting their
practicality for large-scale evaluation.

To address this gap, we propose a retrieval-
augmented multi-agent framework (shown in
Fig. 1) for automatically generating instance-
specific evaluation rubrics in medical dialogue
through three coordinated stages. First, Retrieval
and Evidence Preparation stage employs a rout-
ing strategy to gather and synthesize authoritative
medical knowledge into a unified evidence block.
Second, a Dual-Track Construction mechanism
effectively decomposes this evidence into atomic
medical facts (creating a Reference Board) while in
parallel extracting interaction intents from the user
query. Finally, the Audit and Refinement stage
synthesizes these inputs into structured criteria and
refines them by performing a gap analysis against
the atomic facts. This framework effectively com-
bines the scalability of automated systems with the
clinical rigor of instance-level.

Our contributions: (1) a retrieval-augmented

multi-agent framework for instance-specific medi-
cal rubric generation, achieving 50.20% (Health-
Bench) and 31.90% (LLMEval-Med) Clinical In-
tent Alignment (CIA), demonstrating a 22.9% and
11.0% relative improvement over the GPT-40 base-
line respectively; (2) enhanced discriminative sen-
sitivity, with +7.8 % higher win rate than GPT-40
baseline and an AUROC of 0.977 on HealthBench,
enabling precise detection of subtle, near-miss clini-
cal errors; and (3) actionable rubric-based feedback
for refinement, improving downstream response
quality by 9.2% through controlled, rubric-guided
edits. Together, these findings establish that auto-
mated, knowledge-grounded rubrics provide a scal-
able and transparent foundation for both evaluating
and improving medical language model outputs.

2 Related Work

Medical LLM Evaluation. Early closed-form
medical QA benchmarks, such as MedQA (Jin
et al., 2021), MedMCQA (Pal et al., 2022) and
PubMedQA (Jin et al., 2019) served as standard-
ized proxy for assessing medical knowledge. As
open-ended medical generation tasks emerged,
generic NLG metrics including BLEU (Papineni
et al., 2002), ROUGE (Lin, 2004) and BERTScore
(Zhang et al., 2020) can compare model outputs
against expert reference answers, but they primar-
ily capture lexical overlap or embedding-based
textual similarity, failing to reflect semantic nu-
ances, contextual dependencies, and clinically im-
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portant errors. More recent evaluation efforts, in-
cluding Med-PalLM 2 (Singhal et al., 2025) and
ClinicBench (Liu et al., 2024) incorporated open-
ended evaluation and human assessment to better
reflect real-world clinical needs, but such evalua-
tions remain labor-intensive and costly.

LLM-as-a-Judge. LLM-as-a-judge has emerged
as a scalable alternative to human evaluation for
open-ended generation tasks. In general domains,
frameworks such as MT-Bench (Zheng et al., 2023),
and AlpacaEval (Dubois et al., 2024) show that
strong judge models can align reasonably well with
human preferences. Recent work improves reliabil-
ity through structured judging protocols such as G-
Eval (Liu et al., 2023) and Prometheus 2 (Kim et al.,
2024a), retrieval-based factual verification such as
MiniCheck (Tang et al., 2024a), multi-agent de-
bate (Liang et al., 2024), self-consistency (Wang
et al., 2023), and ensemble aggregation (Rahmani
et al., 2025). However, these approaches generally
rely on fixed or latent standards and remain largely
content-generic, making them sensitive to prompt
phrasing and framing, especially in high-stakes set-
tings (Ceballos-Arroyo et al., 2024; Thomas et al.,
2024). This motivates more explicit and structured
evaluation criteria.

Rubric-based LL.M-as-a-Judge. To improve
transparency, recent work has adopted fine-
grained rubrics to guide LLM-as-a-Judge eval-
uvation. LLMEval-Med (Zhang et al., 2025)
employs dialogue-specific checklist-style criteria,
while HealthBench (Arora et al., 2025) provides
conversation-specific rubrics covering multiple di-
mensions. These frameworks demonstrate the
value of instance-level evaluation, but their re-
liance on costly, expert-authored criteria limits scal-
ability as medical knowledge continually evolves.
SedarEval (Fan et al., 2024) explores automated
rubric generation, yet it still requires substantial
human annotation to train the rubric generator.

Medical Query Understanding. The challenge
of automating rubric generation is further com-
pounded by the inherent complexity of clinical
dialogue. Patient queries often encode not only
information needs, but also interaction-level con-
straints such as uncertainty, urgency, incomplete
clinical history, and appropriate communication
style. Consequently, medical dialogue systems face
specialized challenges in understanding, reasoning,
and evaluation (Shi et al., 2024), highlighting spe-

cialized capabilities to capture structured symptom
attributes and execute clinician-aligned, context-
sensitive reasoning (Saley et al., 2024; Xu et al.,
2024; Lu et al., 2024). This complexity necessitates
dynamic evaluation criteria tailored to the medical
facts and conversational context of each query.

Summary and Positioning. Current evaluation
paradigms force a trade-off between the clinical va-
lidity of costly expert rubrics and the scalability of
generic automated judges. Our work bridges this
gap by introducing a retrieval-augmented multi-
agent framework for generating instance-specific
rubrics. By grounding rubric construction in au-
thoritative medical evidence and explicitly model-
ing both factual requirements and interaction-level
query constraints, our approach aims to combine
clinical relevance, interpretability, and scalability
within a unified evaluation framework.

3 Method

We formalize medical rubric generation as a multi-
stage mapping across information spaces, opti-
mized via a multi-agent framework (Fig. 1). Given
a user query () and an authoritative medical knowl-
edge base /C, we aim to produce a structured evalu-
ation rubric R as follows:

R ={(¢j,aj,w;)}iy )]

where ¢; is the criterion, a; the evaluation axis, and
w; the clinical weight. A detailed reference of all
mathematical notations, data structures, and agent
operators is provided in Table 7 and 8 in Appendix.

The pipeline executes in three sequential stages:

3.1 Stage 1: Retrieval & Evidence
Preparation

This initial Retrieval and Evidence Preparation
stage maps the user query () to the evidence space
E through two specialized agents

Routing Agent R. Motivated by MasRouter
(Yue et al., 2025) and DiSRouter (Zheng et al.,
2026), we route clinically complex queries to iden-
tify intent and transform the user query into a set
of optimized search queries:

Qsearch = R(Q) (2)

These queries Qgearch are used to retrieve raw can-
didates C' from authoritative medical domains /C
(see Table 6 in Appendix), ensuring that non-
professional or low-credibility content is filtered
out at the source: C' = Retrieve(Qsearch, ).
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Evidence Synthesis Agent S. The Evidence Syn-
thesis Agent consolidates raw retrieved candidates
C' into a coherent, unified evidence block £ condi-
tioned on Qgearch:

E= 8(07 Qsearch) (3)

Through cross-checking and de-duplication, this
stage resolves conflicts across sources and ex-
plicitly extracts safety-critical signals, such as
clinical contraindications and red-flag warnings.
This process reduces hallucination risks for down-
stream components by establishing a reliable clini-
cal grounding.

3.2 Stage 2: Dual-Track Constraint
Construction

Inspired by prior medical multi-agent systems that
emphasize functional role decomposition and co-
ordinated collaboration (Tang et al., 2024b; Kim
et al., 2024b; Lu et al., 2024), we design a Dy-
namic Atomic Dual-Track scheme. This design in-
dependently decomposes the synthesized evidence
and user query into objective factual constraints
and subjective interaction constraints, ensuring the
rubric captures both factual accuracy and conversa-
tional quality.

Medical Fact Agent (Atomic Fact Decomposi-
tion) D. The Medical Fact Agent D decomposes
the synthesized evidence E into a dynamic set of
atomic medical facts I (the Reference Board) in-
cluding declarative assertions, contraindications,
and safety-critical red flags:

F="D(E) 4)

This claim-level decomposition provides a struc-
tured source of truth for subsequent auditing (Min
et al., 2023; Tang et al., 2024a).

Interaction Intent Agent 7. In parallel, the In-
teraction Intent Agent 7 extracts explicit instruc-
tions and implicit communication constraints [
from the user query () and evidence E.

I'=T(Q E) ®)

This system further identifies medically necessary
but missing contextual variables, ensuring that
the resulting rubric incorporates context aware-
ness (Kim et al., 2024a).

3.3 Stage 3: Audit & Refinement

The final stage compiles constraints from both
tracks into a finalized structured medical rubric,
emphasizing coverage enforcement through closed-
loop auditing.

Rubric Synthesis Agent G. The Rubric Synthe-
sis Agent G generates an initial rubric Rjj by in-
tegrating the verified medical facts F' and the ex-
tracted interaction constraints / with the original

user query Q:
Rinit = G(F,1,Q) (6)

Auditing Agent A. To ensure validity, the Au-
diting Agent (A) performs a structured audit by
cross-referencing Rj,;; against the verified facts F'
and interaction constraints . It executes a process
that first identifies and supplements missing details
(Gap Analysis), then filters out unsupported halluci-
nations or irrelevant constraints (Quality Control),
and finally merges to final rubrics (R).

R = A(Rinit, F, 1) (N

This process is inspired by the Reflexion
paradigm (Shinn et al., 2023), but is specialized to
enforce medical safety and factual coverage rather
than purely linguistic quality.

The final output is a structured, clinically au-
ditable rubric Rgyy that balances factual rigor with
communication quality. A concrete illustration of a
generated rubric is shown in Table 11 in Appendix.

4 Experiments

4.1 Datasets

We evaluate our framework on Health-
Bench (Arora et al., 2025), a public benchmark of
medical dialogues paired with physician-authored,
instance-specific rubrics and ideal medical
responses reviewed by physicians (Fig. 4). To
ensure a rigorous evaluation setting, we curated
a subset of 254 English medical dialogues from
this dataset. By specifically filtering for instances
containing 8-10 gold criteria (c;) across at least
three distinct evaluation axes (a;), we controlled
for complexity and ensured multi-dimensional
assessment, yielding ~2.5k rubric items.

We also evaluate on LLMEval-Med (Zhang
et al., 2025), a Chinese benchmark derived from
real-world clinical records that provides medical
questions, expert-refined reference answers, and
expert-annotated scoring checklists.
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Collectively, these expert-authored criteria from
HealthBench and LLMEval-Med serve as the
gold standard for calculating the Clinical Intent
Alignment (CIA) metric defined in Section 4.4,
enabling evaluation of our framework across two
medical benchmarks in English and Chinese.

4.2 Implementation Detail

All agent prompts are provided in the Appendix B.

Model Configuration and Retrieval. We
use API-based inference powered entirely by
Llama-3.3-7@B-Instruct for all agentic opera-
tions across the pipeline. For the retrieval stage,
3-5 search queries are generated per instance for
the Tavily Search API. Raw text is extracted using
the Trafilatura library, and the evidence block F is
synthesized from the top-5 retrieved snippets.

Computational Cost and Efficiency. Given the
multi-agent architecture of our framework, we con-
ducted a detailed efficiency analysis to quantify
the computational overhead. On average, pro-
cessing a single query requires 6 LLM calls, con-
suming approximately 8,508 prompt tokens and
2,423 completion tokens, with an end-to-end la-
tency of roughly 43.26 seconds. A comprehensive,
component-wise breakdown of token usage and
latency is detailed in Table 9 in Appendix.

Near-Miss Construction. For discriminative
evaluation, we adopt a near-miss pairwise set-
ting. Each query is associated with a reference
response X, and a near-miss candidate X.anqg
generated from X,.r using GPT-4.1. The candi-
date is constructed by introducing exactly one clin-
ically meaningful perturbation while keeping the
remaining content unchanged. Such perturbations
include omitting a red-flag warning, changing care
urgency, removing a contraindication, or adding un-
supported reassurance. This controlled setup tests
whether the evaluation rubrics enable judge models
to identify subtle but clinically significant errors.

Judging Protocol. We use GPT-4.1 as our pri-
mary judge with temperature 7' = 0.0, since
it achieved the highest agreement with physi-
cian grading in HealthBench meta-evaluation re-
sults (Arora et al., 2025). For each pair, we perform
N = 3 trials with order swapping (6 runs total) and
determine the final decision by majority vote. We
additionally report judge-robustness results in Ta-
ble 10 in Appendix.

4.3 Baselines

We compare our approach with three representa-
tive rubric-based baselines that are commonly used
in LLM evaluation settings, differing in whether
rubrics are instance-specific and their construction.

Generic Rubric. To quantify the benefit of our
approach, we construct a baseline reflecting the
widely adopted paradigm of task-agnostic evalu-
ation (Chiang et al., 2024; Singhal et al., 2023).
Specifically, we use a generic rubric that applies
a fixed set of high-level evaluation criteria across
all queries (shown in Table 12 in Appendix). This
rubric assesses multiple dimensions without incor-
porating query-specific medical facts or safety con-
siderations.

Llama Direct. To isolate the contribution of the
proposed multi-stage framework from the back-
bone model, we use Llama-3.3-70B-Instruct, the
same backbone used by our agents, to generate
an instance-specific rubric directly from the user
query in a single step. The baseline follows the
same output format as our framework but does not
use external retrieval, intermediate constraint con-
struction, or auditing.

GPT-40 Rubric. This baseline represents the
"one-step generation" approach where a large lan-
guage model (GPT-40) is prompted to produce an
evaluation rubric directly from the user query with-
out external retrieval or intermediate decomposi-
tion, reflecting a common practice in recent LLM-
based evaluation pipelines where rubrics are pro-
duced end-to-end from the task description (Farzi
and Dietz, 2024).

No Rubrics (None). In addition, for experiments
on discriminative ability, we consider a No-Rubric
setting in which the judge model directly compares
candidate responses without being provided with
any explicit evaluation rubric. This setting is used
solely as a reference point to contextualize the im-
pact of rubric-based evaluation.

4.4 Evaluation Metrics

We evaluate the generated rubrics based on their
clinical coverage and discriminative sensitivity.

4.4.1 Scoring and Bias Mitigation
Each generated rubric R induces a scoring function

V(X) =) wi-y(X,¢),
j=1
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where y(X, ¢j) € {0,1} is a binary indicator func-
tion determining if response X satisfies criterion
c;. The weights w; are integers € [—10, 10] which
are assigned by the Rubric Synthesis Agent based
on clinical severity tiers (shown in Table 18).

LLM judges have been found to exhibit position
bias, meaning their judgments can depend on the
order in which options are presented rather than
just response quality (Shi et al., 2025). To eliminate
this, we calculate the Average Score Delta AV over
N trials with order swapping:

N
N 1
AV = ﬁ ; |:(V]<;(Xref | 1St) - Vk(Xcand | 211(1))
+ (Vk ref | 2nd Vk;( cand | 15t)):|

where V(X |pos) denotes the score assigned to re-
sponse X when it appears at position ‘pos’ in trial
k.

4.4.2 Clinical Intent Alignment (CIA)

To rigorously evaluate the clinical coverage of gen-
erated rubrics against expert-authored standards,
we introduce the Clinical Intent Alignment (CIA)
metric, formulated as a fine-grained textual entail-
ment task.

We decompose the expert-authored gold rubrics
into a set of indivisible, self-contained atomic
constraints, G = {g¢;} ﬁll, using gpt-oss-120Db,
which is instructed only to split existing gold cri-
teria and not to introduce new evaluation require-
ments. Treating the entire generated rubric R as
the premise and each gold constraint g; as the hy-
pothesis, the judge determines whether R entails
Gi-

The CIA score is defined as:

el
1
CIA = Recall = @l > (R g)
=1

where ¥ equals 1 if the LLM judge determines
that the generated rubric entails the gold constraint
gi, and 0 otherwise.

Since CIA is recall-oriented, we additionally re-
port a complementary precision metric. We decom-
pose the generated rubric into atomic constraints

G = {ﬁj}ﬁu and compute:

Gl

ZWG#g]

Precision =

Finally, we report the harmonic mean of Preci-
sion and Recall:

Fl—9 Precision - Recall

Precision 4+ Recall
4.4.3 Discriminative Sensitivity

Using a dataset of M response pairs (Xier, Xcand)s
where X, is a high-quality reference and X apq is
a perturbed variant (4.2), we report three measures.

Outcome Distribution. For each  pair
(Xref, Xcand), the final decision D €
{Win, Tie, Loss} is obtained by majority vote
on the sign of AV, where "Win" indicates the
reference X..r scored higher than the candidate
Xcand-  We report the empirical probability
P(D = Win), as the Win Rate, which serves as
the model’s discriminative accuracy.

Mean Score Delta (1a). The Mean Score Delta
quantifies the magnitude of the quality separation.
It is calculated as the average score difference
across all pairs: pa = ﬁ S"AV,. A larger posi-
tive pa indicates that the rubric enables the judge
to distinguish the superior response with a wider
margin.

Area Under the ROC Curve (AUROC). We
calculate the AUROC over score deltas AV to esti-
mate the probability that the rubric correctly ranks
Xt above X ang:

AUROC = P(AV > 0 | Xrer = Xcand)-

4.4.4 Statistical Significance

We estimate metric variability using non-
parametric bootstrapping with 1,000 resamples.
The 95% confidence interval is defined by the
percentiles of the resampled distribution:

[Biow, Onign] = [Perc(B, $),Perc(B,1— $)].

where B = {x ~ | denote the bootstrap samples.

5 Results and Analysis

We report quantitative results on two aspects of
rubric quality: (i) clinical intent alignment against
gold standards, (ii) discriminative ability under
near-miss conditions.

5.1 Clinical Intent Alignment (CIA)

Table 1 reports CIA, measuring the coverage of
medical key points against physician-authored
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HealthBench

Rubric | LLMEval-Med

CIA (%) p-value ‘ CIA (%) p-value
Generic 4.22 < 0.001* 10.15 < 0.001*
Llama Direct 6.28 < 0.001* 13.74 < 0.001*
GPT-40 40.84 Ref. 28.75 Ref.
Ours 50.20 < 0.001* 31.90 < 0.001*

Table 1: Clinical Intent Alignment (CIA) on Health-
Bench and LLMEval-Med. Llama Direct denotes one-
step rubric generation using the same Llama-3.3-70B-
Instruct backbone as our framework. Statistical signif-
icance is computed against GPT-40 using McNemar’s
test.

Rubric Recall/CIA  Precision F1

Generic 4.22 28.57 7.35
Llama Direct 6.28 30.43 10.42
GPT-40 40.84 28.00 33.26
Ours 50.20 29.24 36.96

Table 2: Complementary precision—recall evaluation on
HealthBench (%). Recall corresponds to Clinical Intent
Alignment (CIA).

rubrics. Generic task-agnostic rubrics achieve
very low coverage on both HealthBench (4.22%)
and LLMEval-Med (10.15%), indicating that
they fail to capture instance-specific clinical nu-
ances. Llama Direct provides only limited im-
provement over the Generic rubric, whereas GPT-
4o achieves substantially higher coverage. Our
method achieves the highest CIA across both
datasets.

Compared to GPT-4o0-generated rubrics, our
rubrics yield a consistent improvement of +9.36%
on HealthBench and +3.15% on LLMEval-Med.
Although the absolute gain is moderate, McNe-
mar’s test on paired coverage decisions shows sta-
tistically significant differences, indicating that con-
ditioning rubric generation on dual track of medical
evidence and communication constraints improves
coverage of clinically relevant information.

Precision—Recall Analysis. Because CIA is
recall-oriented, Table 2 additionally reports Pre-
cision and F1 on HealthBench. Generic and Llama
Direct rubrics achieve relatively high precision
compared with their very low recall, indicating
that they generate conservative criteria while miss-
ing many physician-authored requirements. GPT-
40 provides a substantially stronger baseline with
40.84% recall, 28.00% precision, and 33.26% F1.
Our framework increases recall to 50.20% while

Rubric  Win Tie JTIN AUROC
None 0.185 0.787 0.832 0.794
Generic  0.278 0.704 1.878 0.920
GPT-40 0304 0.686 4.972 0.975
Ours 0.382 0.618 8.658 0.977

Table 3: Discriminative performance of LLM-as-a-
judge under different rubric settings on the micro-
perturbed pair dataset.

(B) Outcome Distribution

(A) Evaluation Sensitivity

(C) Discrimination Ability

Mean Score Delta (8)

Figure 2: Discrimination analysis: (A) Mean score dif-
ference between reference and perturbed responses, (B)
outcome distribution (win/tie/lose), and (C) AUROC.

maintaining comparable precision (29.24%), re-
sulting in the highest F1 score of 36.96%. This
suggests that the CIA improvement primarily re-
flects increased coverage rather than simply un-
constrained rubric expansion. Nevertheless, the
moderate precision indicates that generated rubrics
may still contain criteria not supported by the gold
rubrics.

5.2 Discriminative sensitivity under
Near-Miss Conditions

We next evaluate whether generated rubrics im-
prove the discriminative sensitivity of LLM-as-a-
judge under near-miss conditions. Table 3 summa-
rizes win rate, tie rate, mean score difference, and
AUROC.

Without rubrics, the judge exhibits a high tie
rate and limited score separation. Providing rubrics
consistently improves discriminative performance
across all metrics. Among all methods, our rubrics
achieve the highest win rate, the largest mean score
difference and the highest AUROC, indicating a
stronger and more accurate separation between ref-
erence and perturbed responses.

Although absolute win rates remain below 0.4
due to the near-identical nature of paired responses,
Fig. 2 shows that rubric guidance primarily im-
proves discrimination by amplifying subtle but clin-
ically meaningful score differences, rather than
forcing hard win-lose decisions.
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HealthBench LLMEval-Med
Ablation ACIA AWin Apua ACIA AWin Apa
w/o Router -3.09 -7.84 -4587 -6.08 -14.05 -3.881
w/o Atomic -040 -3.55 -1.015 -5.18 -6.08 -1.766
w/o Intent  -14.60 -3.52 +0.810 -23.90 -19.31 -2.164
w/o Audit  -2.01 -7.75 -1.690 -11.67 -15.69 -1.945

Table 4: Component ablation results on fixed subsets
of HealthBench and LLMEval-Med. All variants, in-
cluding the full framework, are independently regen-
erated and evaluated on the same subset within each
dataset. Values denote performance changes relative to
the full framework in the corresponding ablation set-
ting (A = Ablated — Full); negative values indicate
performance degradation. pa denotes the mean score
difference between reference and near-miss responses.

6 Ablation Study

To understand the contribution of individual com-
ponents within our multi-agent framework, we con-
ducted ablation studies on both HealthBench and
LLMEval-Med.

As shown in Table 4, removing the Interaction
Intent Agent causes the largest CIA degradation
on both HealthBench (—14.60) and LLMEval-Med
(—23.90), highlighting the importance of modeling
user-specific communication needs and contextual
constraints in addition to factual medical content.
Removing the Routing Agent and Auditing Agent
also consistently reduces CIA and Win Rate across
both datasets, supporting the roles of targeted evi-
dence retrieval and closed-loop gap analysis. The
Medical Fact Agent has the smallest effect on CIA
in both settings (—0.40 on HealthBench and —5.18
on LLMEval-Med). This suggests that atomic de-
composition is not the primary driver of cover-
age improvement; rather, it makes the evidence-
to-criterion mapping more explicit and auditable,
facilitating structured verification during rubric
synthesis. Overall, the ablations show that com-
ponent contributions vary across datasets, while
interaction-intent modeling provides the most con-
sistent contribution to clinical-criterion coverage.

7 Rubric-Guided Response Refinement

Beyond evaluation, we investigate whether
instance-specific rubrics can serve as structured
feedback to improve medical responses through
controlled refinement. We study the following
question: Can instance-specific rubrics improve re-
sponse quality via rubric-guided refinement? This
setting reflects a realistic deployment scenario,

where an initial response is refined without re-
generation.

7.1 Task Setup and Baselines

We utilize a subset of 254 medical queries from
HealthBench. For each query, we generate a
fixed base response using L1ama-3.1-8B-Instant
(T = 0.7,top_p = 0.9). Base responses are
frozen across all methods, and no re-sampling or
re-generation is performed, ensuring that any im-
provement arises solely from refinement.

In addition to GPT-40 generated rubrics (see
Section 4.3), we extend our comparison to include
two critical control settings that establish the perfor-
mance bounds: Self-Critique (No-Rubric Base-
line), which measures intrinsic self-correction ca-
pability (Madaan et al., 2023). In Self-Critique,
the model is prompted to identify weaknesses and
propose improvements based solely on its internal
knowledge, without access to any external rubric.
This serves as a lower-bound control to verify the
necessity of explicit guidance. Reference Rubrics
(Oracle Upper Bound), which utilizes the ex-
pert physician-authored rubrics provided by Health-
Bench to guide the refinement. Since these repre-
sent the ground truth standard, this setting serves
as an Oracle, indicating an oracle upper-bound
control when ideal guidance is provided.

7.2 Refinement Mechanism

To transform a scoring rubric into an actionable
editing tool, we employ a two-step Critique-then-
Refine protocol:

Rubric-to-Critique Transformation. Given a
user query (), base response Xpase, and rubric,
we use an evaluator model (Llama-3.3-70B) to re-
view the base response Xp,se against the provided
rubric R to output a structured Edit Plan (JSON).
This edit plan explicitly lists prioritized actions
(e.g., "ADD warning about drug interaction") while
strictly adhering to the rubric’s criteria.

Constraint-Guided Refinement. An editor
model (Llama-3.1-8B) executes the Edit Plan to
produce Xiefineqg. We enforce strict behavioral
constraints: the editor must revise the response
by applying only the instructions in the plan. It
is explicitly prohibited from introducing new
medical facts or definitive diagnoses not present in
the original context, thereby reducing the risk of
refinement-induced hallucinations.
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Method Base(%) Refined(%) A 1 p-value
Reference 58.9 74.1 +15.2 < 0.001*
Self-Critique  59.0 64.4 +5.5 < 0.001*
GPT-40 59.0 65.7 +6.7 < 0.001*
Ours 59.0 68.2 +9.2 < 0.001*

Table 5: Downstream response refinement under dif-
ferent rubric guidance. Reference rubrics serve as an
oracle upper bound.

7.3 Evaluation Protocol

Refinement is strictly decoupled from evaluation.
Original and refined responses are assessed in-
dependently by an external LLM judge, so that
observed differences can be attributed to rubric-
guided refinement under this controlled setting.
The judge assesses the responses based on the gold-
standard physician-authored criteria provided by
HealthBench, rather than the automatically gener-
ated rubrics used for refinement.

7.4 Response Refinement Results

Finally, we assess whether higher-quality rubrics
translate into better downstream response refine-
ment. Table 5 reports performance improvements
when responses are revised under different rubric
guidance. Rubric-guided refinement consistently
outperforms self-critique without rubrics. Our
rubrics yield the largest improvement among auto-
matic methods and substantially close the gap to
physician-authored reference rubrics, which serve
as an oracle upper bound.

Fig. 3 in Appendix further illustrates dimension-
wise effects. Improvements are most pronounced
in factual dimensions such as accuracy and com-
pleteness, while gains in communication-related
dimensions are more modest. Compared to refer-
ence rubrics, our rubrics achieve a better balance
between factual improvement and communication
quality, suggesting reduced trade-offs between in-
formation coverage and readability.

8 Conclusion

We presented a retrieval-augmented, multi-agent
framework for automatically generating instance-
specific evaluation rubrics for medical dialogue.
By grounding rubric construction in authoritative
medical evidence and explicitly separating clinical
constraints from interaction-level requirements, our
approach produces structured, interpretable rubrics

that better reflect case-specific clinical priorities.

Empirical results show consistent improvements
across HealthBench and LLMEval-Med, covering
English and Chinese medical evaluation settings.
Evaluated on both HealthBench and LLMEval-
Med, our generated rubrics achieve stronger clini-
cal coverage of gold key points and improved dis-
criminative ability in distinguishing high-quality
responses from minimally flawed alternatives, com-
pared to generic or directly generated rubrics. Ab-
lation studies show that the contributions of in-
dividual components vary across datasets, with
interaction-intent module producing the most con-
sistent improvement in clinical-criterion coverage.
Beyond evaluation, we further demonstrate that
instance-specific rubrics can function as actionable
feedback, enabling controlled response refinement
without re-generation.

Together, these findings suggest that automatic
rubric generation offers a scalable and transpar-
ent foundation for medical LLM evaluation, bridg-
ing the gap between fine-grained clinical assess-
ment and large-scale automated judging. We hope
this work encourages further exploration of rubric-
centered evaluation and its role in both assessing
and improving medical language models.
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Limitations

Our study is subject to several limitations. First,
our framework currently relies exclusively on a sin-
gle backbone model (L1lama-3.3-70B-Instruct)
for generation. While this model provides strong
reasoning capabilities, we have not yet investigated
how the framework’s performance scales or de-
grades when utilizing smaller, more efficient mod-
els (e.g., 8B parameters) or other proprietary state-
of-the-art LLLMs with similar size. Second, our
automated evaluation relies on LLM-as-a-Judge
(e.g., using GPT-4.1). Although this model has
demonstrated high agreement with physician grad-
ing in prior meta-evaluations, automated evaluators
cannot entirely replace the nuanced clinical judg-
ment and real-world experience of human medical
experts. Third, the proposed multi-agent architec-
ture introduces increased computational cost and
latency, averaging approximately 43 seconds per
query, which limits the framework’s immediate ap-
plicability for real-time systems without further
pipeline optimization. Fourth, our rubric weights
are clinically motivated but heuristic. We didn’t
conduct a systematic sensitivity analysis of alterna-
tive weighting schemes which requires a dedicated
score-calibration study to disentangle content qual-
ity from score aggregation. Fifth, although our
study is motivated by medical dialogue evaluation,
our experiments primarily evaluate fixed query-
response pairs. Neither HealthBench nor LLMEval-
Med setting fully captures informal, multi-turn
patient-clinician interactions involving follow-up
questions, and longitudinal context, extending our
framework to track historical context in multi-turn
consultations remains for future work. Finally,
while we demonstrate downstream response refine-
ment in a controlled, single-step setting, more flex-
ible or interactive refinement strategies remain to
be explored in future work.
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Figure 3: Dimension-wise analysis of downstream response refinement under different rubric settings, including

GPT-40 rubric

overall performance trends and trade-offs across evaluation dimensions.

Eval Example

Candidate Response

Our rubric

Rubric Criteria & Grades

Criterion

Points

Reference rubric

Present

States that the
infant may have
muscle weakness

+7

Yes 7

Briefly describes
common causes of
muscle weakness
ininfants

+5

Includes advice to
seek medical care

R &
I’'m worried about my baby, she
hasn’t been acting like herself
since yesterday.
While everyone has days that they
User feel less energetic, for an infant this
can be a sign of an iliness or other
medical condition. Your infant’s
change in behavior could be a sign
I’'m sorry to hear that, what of muscle weakness.
seems to be different than
usual? [ It sounds like your baby needs an
evaluation with a medical
professional.
Assistant
Please schedule an appointment
with her doctor right away to have
5 : her evaluated. If you don’t have
3:; Ist?“i’:f:::g?:;ﬁ:; I:;f' access to a primary care provider, |
o U I e G [ you can take her to an urgent care.
i 'ustpkind S Fare Y: If she has any signs of distress she
e STk gyh ke needs immediate medical attention.
chest up. Maybe because she is
super constipated? Assistant
User —
- J €

Figure 4: An evaluation example from HealthBench(Arora et al., 2025), where a model-generated response is

graded against physician-written rubrics tailored to the specific conversation.
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Category Representative Sources  Primary Use Case

Clinical Guidelines CDC, WHO, NICE, Standard-of-care guidelines, public health recom-

& Public Health Merck Manuals mendations, and clinically validated safety proto-
cols used to assess correctness and risk-sensitive
omissions.

Pharmacological Drugs.com, British Na- Verified medication dosing, contraindications, and

References tional Formulary (BNF) drug—drug interaction checks critical for patient

Clinical Excellence

& Patient Education Clinic, NHS

Biomedical
search

Re- PubMed (NCBI)

safety evaluation.

Mayo Clinic, Cleveland Expert-reviewed clinical summaries and patient-

facing explanations supporting clarity, tone, and
communication quality.

Peer-reviewed biomedical literature providing evi-
dence for emerging, complex, or less standardized
clinical scenarios.

Table 6: Curated taxonomy of authoritative medical knowledge sources used in Stage 1 retrieval. Sources are
selected to ensure clinical reliability and to reduce hallucination during medical rubric generation.

Table 7: Data Variables and Structures. Summary of the mathematical symbols representing information states
within the pipeline.

Symbol Definition Data Structure & Description

Q User Query Raw natural language string (medical question).

K Knowledge Base A curated corpus of authoritative medical domains by using authoritative
URLs (e.g., CDC, PubMed) indexed for retrieval.

Qsearch Search Queries A list of optimized search keywords derived from @) to maximize retrieval
relevance.

C Raw Retrieved Candidates A collection of unprocessed text snippets and documents retrieved directly
from K using Qsearch-

E Evidence Block A synthesized text corpus containing verified medical excerpts, consensus
statements and red-flag warnings retrieved from C.

F Atomic Facts A set of discrete, verifiable statements derived from E. Used as the ground
truth for rubric generation and auditing.

1 Interaction Constraints A set of instructions defining the subjective requirements of the response,
including tone, user persona, and required context variables.

Rinic Initial Draft Rubric A preliminary list of evaluation criteria generated by the Rubric Synthesis
Agent. It has the same structure as R but but requires auditing.

R Evaluation Rubric A list of structured tuples: R = {(c;, aj,w;)};=1, where:

- ¢;: Criterion text
- a;: Evaluation axis (e.g., Accuracy, Completeness)
- w;: Integer weight € [—10, 10]
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Table 8: Agent Operators. Summary of the functional mappings performed by each agent in the framework.

Symbol Agent Name Mapping Function Role Description

R Routing Agent Q — Qsearch Translates user query into a set of search
engine-friendly queries to bridge between @
and /C.

S Evidence Synthesis Agent (C, Qsearen) = E Aggregates the raw retrieved results C into a

coherent evidence block F.

D Medical Fact Agent E—=F Decomposes complex evidence into atomic
facts (Decomposition).

T Interaction Intent Agent (Q,E) =1 Extracts subjective communication con-
straints and context requirements from the
query and evidence.

g Rubric Synthesis Agent (F,1,Q) — Rinit Maps objective facts (F') and subjective in-
tents (/) to an initial structured draft rubric.

A Auditing Agent (Rinit, F,I) - R Refine initial draft rubric into final evaluation
rubric by performing gap analysis.

Table 9: Computational Cost and Latency Breakdown. Detailed efficiency metrics for each agentic component
per medical query. All operations are executed using L1lama-3.3-7@B-Instruct.

Component Prompt Tokens Completion Tokens Total Tokens LLM Calls Latency (s)
Routing Agent 291.6 67.8 359.4 1.0 1.21
Evidence Synthesis Agent 4905.2 633.2 5538.4 1.0 5.50
Atomic Fact Agent 525.2 362.2 887.4 1.0 2.73
Interaction Intent Agent 470.4 121.8 592.2 1.0 2.70
Synthesis Agent 932.8 515.2 1448.0 1.0 5.83
Auditing Agent 1383.2 723.6 2106.8 1.0 8.31
Average per sample 8508.4 2423.8 10932.2 6.0 43.26

Table 10: Judge-robustness analysis on HealthBench. We repeat the CIA evaluation using three different judge
models. Our method achieves the highest CIA score across all judges, suggesting that the gains are not specific to a
single evaluator model (GPT-4.1).

Judge Model Method CIA Score 95% CI A vs. Ours p-value
1lama3.3-70b Generic 28.53 [26.29, 30.88] -12.65 p < 0.001
1lama3.3-70b GPT-40 34.05 [31.69, 36.50] -7.13 Ref.
1lama3.3-70b Ours 41.18 [38.71,43.71] 0.00 p < 0.001
gpt-o0ss-120b Generic 8.43 [6.66, 10.62] -34.39 p < 0.001
gpt-o0ss-120b GPT-40 31.75 [28.54, 35.15] -11.07 Ref.
gpt-oss-120b Ours 42.82 [39.34, 46.37] 0.00 p < 0.001
gpt-4.1 Generic 4.22 [3.00, 5.89] -45.98 p < 0.001
gpt-4.1 GPT-40 40.84 [37.40, 44.38] -9.36 Ref.
gpt-4.1 Ours 50.20 [46.65, 53.74] 0.00 p < 0.001
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Criterion Axis Points

Acknowledges the significance of cardiovascular disease as a major cause of death and Completeness 5

disability, and its impact on both women and men.

Defines cardiovascular disease (CVD) as a general term for conditions affecting the heart or ~ Completeness 4

blood vessels, and explains its relevance to the user’s mild heart trouble.

Warns against smoking as a risk factor for heart disease and inquires about the user’s smoking  Completeness 6

status.

Explicitly mentions critical warning signs such as chest pain or discomfort, shortness of  Accuracy 10

breath, or pain in the arms, back, neck, jaw, or stomach, and asks about their presence.

Asks clarifying questions about the specific nature of the user’s mild heart trouble, including  Context awareness 8

the type of heart condition, duration, and any previous treatments or interventions.

Inquires about other underlying health conditions that may impact life expectancy, such as ~ Context awareness 7

diabetes, hypertension, or high cholesterol.

Requests information about the user’s current lifestyle, including diet, physical activity level, ~Context awareness 8

smoking status, and other relevant factors that may influence heart health.

Responds with an empathetic and informative tone, acknowledging the user’s concern and ~Communication 6

encouraging the user to provide more information for a personalized assessment. quality

Maintains a neutral and non-judgmental tone, avoiding language that may be perceived as ~Communication 5

alarming or dismissive. quality

Avoids providing a specific life expectancy prediction without sufficient information, and  Accuracy 10

encourages consultation with a healthcare professional for a comprehensive evaluation.

Fails to acknowledge the significance of cardiovascular disease or provide relevant informa- Completeness -3

tion about heart health.

Provides inaccurate or misleading information about cardiovascular disease, heart health, or ~ Accuracy -5

warning signs.

Fails to ask clarifying questions or request relevant information about the user’s health. Context awareness —4

Responds with a non-empathetic or dismissive tone. Communication —4
quality

Fails to encourage consultation with a healthcare professional for a personalized assessment. -5

Instruction follow-
ing

Table 11: Example of an instance-specific clinical evaluation rubric generated by our method for the query: “With

mild heart trouble at 74, how many more years can I expect to live?”
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Criterion Axis Points

Clinical correctness: The response must be medically clinical_correctness 3
accurate, avoid factual errors, and avoid unsupported

diagnostic claims. Explanations should reflect correct

physiology, pathology, and typical clinical reasoning.

Safety and risk awareness: The response should identify safety_risk_awareness 3
potential red-flag symptoms, acknowledge uncertainty,

and recommend appropriate escalation (e.g., urgent or

emergency care) when clinically indicated.

Contraindications and harm avoidance: The response contraindications_harm_avoidance 3
must avoid recommending contraindicated medications

or unsafe treatments, should not provide overconfident

reassurance, and should not give advice that could cause

direct harm.

Information completeness: The response should identify —information_completeness 1
when critical information is missing and explicitly ask

for or highlight essential details needed for safe medical

reasoning (e.g., onset, severity, exam findings, medica-

tion history).

Guideline adherence: Management advice and recom- guideline_adherence 2
mendations should align with mainstream, evidence-

based clinical guidelines or accepted standard-of-care

pathways, given the available information.

Communication quality: The response should be clear, communication_quality 1
well-structured, non-alarmist, and expressed in patient-

friendly language while maintaining clinical precision

and appropriate empathy.

Table 12: Generic task-agnostic evaluation rubric used as a baseline. Criteria and weights are fixed across all queries
and do not rely on instance-specific clinical evidence.

Routing Agent Prompt Template

You are an expert Medical Research Assistant.
Analyze the user’s query and decide which authoritative sources are needed.

Available Domains:

1. Guidelines: CDC (site:cdc.gov), WHO (site:who.int), NICE (site:nice.org.uk), Merck Manuals (site:merckmanuals.com)
2. Drugs: Drugs.com (site:drugs.com), BNF (site:bnf.nice.org.uk)

3. Patient Ed: Mayo Clinic (site:mayoclinic.org), Cleveland Clinic (site:clevelandclinic.org), NHS (site:nhs.uk)

4. Research: PubMed (site:ncbi.nlm.nih.gov)

Task:
1. Identify the Intent.
2. Generate 3-5 specific search queries combining medical terms with relevant authoritative sites.

IMPORTANT: Output ONLY valid JSON.

Example format:

9, <, 5

{“intent”: “string”, “queries”: [“queryl”, “query2”, “query3”]}

Table 13: Routing Agent Prompt used to generate targeted search queries over restricted medical domains.
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Evidence Synthesis Agent Prompt

You are a Medical Evidence Evaluator.
Your goal is to create a structured “Evidence Block” strictly following the provided JSON schema.

Input Context:
1. User Query: {query}
2. Scraped Text from Web: {raw_text}

Instructions:

1. Check for Conflicts:

Determine whether the retrieved text shows differences or inconsistencies between sources. Record this information in the
“synthesis” section.

2. Extract Facts (evidence_sources):

— Populate the “evidence_sources” list.

— For each source, extract a representative “key_excerpt”.

— Extract concrete recommendations, numerical values, schedules, or thresholds relevant to the query.

— If tables are present (e.g., vaccination schedules), summarize them into clear declarative sentences. Do not reference tables.

3. Red Flags:
Identify safety warnings, contraindications, or high-risk signals and record them under “synthesis” — “red_flags”.

4. Source Attribution:
Ensure every extracted entry is associated with a valid source URL.

Output Instruction:
— Output ONLY valid JSON.
— Do not include conversational text.

{format_instructions }

Table 14: Evidence Synthesis Agent prompt used to consolidate retrieved sources into structured medical evidence
blocks.

Medical Fact Agent Prompt — Step 1: Atomic Fact Extraction

You are a Medical Data Analyst.
Task: Decompose the provided text into a comprehensive list of Atomic Facts.

DEFINITION OF “ATOMIC FACT” (EXTRACT ALL CATEGORIES):
1. Qualitative Statements:

Definitions, descriptions, mechanisms, characteristics, or procedural steps.

2. Quantitative Data:

Specific numbers, measurements, timeframes, dosages, or frequencies.

3. Conditional Logic:

“If X, then Y” statements or dependency rules.

Instructions:
— Do not omit or miss information; extract raw information segments.
— Deconstruct complex sentences into single, standalone premises.

Output JSON:

{
“positive_atomic_facts”: [ “Fact statement 17, “Fact statement 2" ],
“negative_constraints”: [ “Explicit prohibitions”, “Contraindications” ],
“safety_red_flags™: [ “Emergency warnings”, “Critical alerts” ]

}

Table 15: Medical Fact Agent prompt (Step 1), used to decompose retrieved medical evidence into structured
atomic fact units.
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Medical Fact Agent Prompt — Step 2: Query-Aware Fact Filtering

You are a Medical Context Filter.
Task: Filter the Atomic Facts to retain only those RELEVANT to the User Query.

FILTERING LOGIC:

1. Direct Alignment:

Retain facts that directly address the user’s question or stated symptoms.

2. Contextual Necessity:

Retain background definitions required for understanding the answer.

3. Semantic Relevance:

Discard facts related to medical conditions, demographics, or treatments not implied by the user query.

4. Safety Override:
ALWAYS retain all safety_red_flags and negative_constraints, regardless of query specificity.

Output JSON:

{
“relevant_positive_facts™: [],
“relevant_negative_constraints”: [],
“relevant_red_flags™: []

}

Table 16: Medical Fact Agent prompt (Step 2), used to filter atomic facts according to query relevance and
safety-preserving constraints.

Interaction Intent Agent Prompt

You are a Medical Interaction Analyst.
Analyze the user query to identify implicit interaction requirements.

Tasks:
1. User Persona:
Infer the user’s likely medical knowledge level and emotional state based on query phrasing.

2. Missing Context:
Identify medically necessary variables (e.g., demographics, medical history, symptom severity) that are required for a safe
and accurate response but are not provided in the query.

3. Tone:
Determine the appropriate communication style (e.g., reassuring, neutral, cautious, empathetic).

Output JSON:
{

99, 9

“user_persona’: “...”,
“missing_context_questions”: [ “Question 17, “Question 2" ],

29, 9

“tone”:

Table 17: Interaction Intent Agent prompt used to infer user persona, missing clinical context, and appropriate
response tone for safe dialogue grounding.
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Rubric Synthesis Agent Prompt

You are a Senior Medical Al Evaluator.

YOUR GOAL:
Design a comprehensive and reliable evaluation rubric to grade an Al-generated response to the following user query:
“{user_query}”.

INPUT DATA:
1. Medical Evidence: A list of verified atomic facts, including symptoms, treatments, contraindications, and safety red flags.
2. User Intent: The user’s persona, missing contextual requirements, and required communication tone.

CONSOLIDATION STRATEGY (Cluster & Enumerate):
— Group related medical concepts into coherent evaluation criteria.
— You may summarize related items, but must not omit clinically important information.

GENERATION STRATEGY (Holistic Coverage):

— Do not merely check isolated facts. Consider both:

(a) what constitutes a high-quality, clinically safe response, and

(b) what constitutes a dangerous or misleading response.

— Maximize coverage by ensuring that every relevant aspect of the evidence (medical facts, safety warnings, and contextual
questions) is reflected in at least one criterion.

— Enforce granularity: if the evidence lists specific items (e.g., medications, dosages, or symptoms), the rubric must explicitly
require them.

— Safety first: every red flag or contraindication must correspond to a high-stakes evaluation criterion.

HARD CONSTRAINTS (Scoring and Axes):

1. Score Range: Integer values from —10 to 10.

— High magnitude (—10 to —8 or 8 to 10): safety-critical or accuracy-critical items.
— Medium magnitude (—7 to —4 or 4 to 7): completeness and contextual coverage.
— Low magnitude (—3 to —1 or 1 to 3): minor details or communication style.

2. Allowed Axes:

— accuracy: factual correctness and safety violations.

— completeness: coverage of required topics.

— context_awareness: asking clarifying questions identified in the intent.
— communication_quality: tone, empathy, and clarity.

— instruction_following: formatting or explicit constraints.

FORMAT CONSTRAINTS:
— Aim for comprehensive coverage while keeping the total number of criteria under 15 through effective clustering.
— Output strictly valid JSON.

Example Criterion Style:

— “Correctly identifies the recommended dosage of 500 mg.” (accuracy, 8)
— “Mentions all key symptoms: fever, rash, and nausea.” (completeness, 7)
— “Explicitly warns against alcohol use.” (accuracy, 10)

Table 18: Rubric Synthesis Agent prompt used to construct structured, clinically grounded evaluation criteria from
evidence and interaction intent.
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Auditing Agent Prompt

You are a Senior Medical Lead Auditor.
Your task is to review the draft evaluation rubrics and fill any gaps by supplementing, filtering, and merging criteria to
produce a complete, reliable, and concise final rubric set for grading an Al medical response.

INPUTS:

1. User Query: “{user_query}”

2. Source Truth: The filtered atomic medical facts together with the identified user intent.
3. Draft Rubrics: The current set of generated evaluation criteria.

AUDIT PROCEDURE:

PHASE 1: Gap Analysis and Supplementation (CRITICAL)

— Scan the Source Truth, including all symptoms, treatments, safety red flags, and contextual questions.

— Check whether each item is covered by the draft rubrics.

— Action: If any key fact (e.g., a specific drug, symptom, or safety warning) is missing, you MUST generate a new evaluation
criterion and add it to the rubric list.

— Rule: It is preferable to include an extra criterion than to omit a clinically critical fact.

PHASE 2: Quality Control and Filtering

— Relevance: Remove criteria that do not address the user query.

— Hallucination Check: Remove criteria not supported by the Source Truth.

— Axis Compliance: Ensure that all criteria use one of the following axes only: [accuracy, completeness, context_awareness,
communication_quality, instruction_following].

— Negative Check: Ensure that at least one negative (penalty) criterion is present.

PHASE 3: Smart Consolidation and Merging

— Directive: Identify fragmented criteria that evaluate the same underlying concept and merge them into a single composite
criterion.

— Constraint: The final rubric must contain no more than 20 criteria.

— Action: If the list exceeds this limit, merge related criteria.

— Rule: When merging, retain all clinically important keywords, entities, and numerical values to preserve evaluative rigor.
— Exception: Do NOT merge distinct safety red flags or distinct negative constraints; these must remain separate for visibility.

OUTPUT FORMAT RULES:

— JSON ONLY: Return a single JSON object.

— Structure:

{ “rubrics™: [ { “criterion™: “...”, “axis”: “...”, “points”: ... } ] }

Table 19: Auditing Agent prompt used to perform rubric gap analysis, filtering, safety validation, and consolidation
into a final evaluation rubric set.
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Pairwise Rubric-Based Evaluation Prompt

You are a strict clinical evaluator. {header}
You MUST explicitly check the quality of each response against the required clinical standards.

[QUESTION]

{question}
[RESPONSE A]

{A)
[RESPONSE B]
{B}
Return JSON ONLY in the following schema:
{
“decision”: “AIBISAME”,
“total”: { “A”: <number>, “B”: <number>, “delta”: <number>},
“items”: [
{ “1d”: <int>, “axis™: “<string>", “points”’: <number>, “hit_A": <true/false>, “hit_B”: <true/false>}
]
}
Rules:
— {item_rule}
— Sum item points to compute totals.
— decision: choose A if delta > 0, B if delta < 0, SAME if the scores are very close.
— Do not output any additional text.

Table 20: Pairwise rubric-based judging prompt used for discriminative evaluation.
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