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Abstract

Reliable evaluation of generated radiology re-
ports requires strict clinical accuracy, as omit-
ted critical findings or mischaracterized radio-
graphic observations can directly affect patient
care. Existing metrics obscure this require-
ment by reducing report quality to a medi-
cally ungrounded scalar. Although Large Lan-
guage Models (LLMs) possess rich medical
knowledge, they likewise struggle to draw a
reliable boundary between clinically signifi-
cant errors and harmless variation. We study
this boundary using ReEvalMed benchmark
as testbed and evaluate metric-level clinical
significance from detecting true clinical errors
("Discrimination") and tolerating insignificant
variations ("Robustness"). Across 8 LLM eval-
uators under one-pass and two-pass settings,
we identify a widespread discrimination bias:
models effectively detect errors but also over-
penalize harmless rephrasings. To mitigate
this, we synthesize 4k report pairs and train
lightweight interpretable metrics on Qwen3-8B
and MedGemma-4B. Our trained metric sharp-
ens the clinical significance boundary, surpass-
ing 32B-scale medical LLMs and remaining
competitive with proprietary models. Crucially,
the more costly two-pass setting fails to consis-
tently improve overall performance and mainly
trades discrimination for robustness. These
findings suggest one-pass trained metrics as the
practical choice for cost-sensitive deployment,
with two-pass inference reserved for settings
where D-R balance is critical. We will release
the dataset and metric.

1 Introduction

Radiology reports describe imaging findings(e.g.,
lesion characteristics, anatomical abnormalities)
that directly guide clinical diagnosis and treat-
ment (Tanno et al., 2025), making clinically faith-
ful evaluation essential for generated reports. Al-
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Figure 1: Discrimination—Robustness accuracy of 8
LLM-as-evaluators, 2 medical metrics, and our post-
trained models on ReEvalMed. Discrimination bias:
most LLMs fall below the diagonal (“D > R”).

though vision-language models (VLMs) can gen-
erate such reports automatically from medical im-
ages (Bannur et al., 2024; Chen et al., 2024), re-
liable evaluation remains an open challenge. A
clinician-trusted evaluation metric should detect
errors that could significantlyaffect clinical de-
cisions while tolerating stylistic or clinically in-
significant variation. However, as recent study
(Li et al., 2025a) demonstrate, both traditional
lexical metrics and LLM-based medical report
metrics that correlate strongly with human judge-
ment (e.g. GREEN (Ostmeier et al., 2024) and
RaTEScore (Zhao et al., 2024)) often fail to sep-
arate clinically significant errors from minor vari-
ations. This boundary blurring undermines their
reliability as indicators of clinical acceptability.
LLM:s offer a path toward the interpretable evalu-
ation that prior metrics lack: beyond scalar scoring,
they can identify error spans, classify clinical error
aspects, and assess clinical significance, thereby
providing fine-grained feedback. However, empir-
ical validation of LLLMs as radiology report eval-
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Figure 2: Score-based metrics (e.g. BERTScore) assign
comparable scores to clinically significant errors and
harmless rephrasings. Our LLM-as-evaluator outputs
structured severity judgments, better distinguishing sig-
nificant errors from insignificant variations.

uators remains limited, and it is unclear whether
their interpretive capacity translates into reliable
clinical judgment. To this end, we study this ques-
tion from two perspectives: the zero-shot behavior
of current open-source and proprietary LLMs, and
whether targeted data augmentation and fine-tuning
can close the performance gap.

Motivated by recent LLLM-based evaluators for
generated texts (Lu et al., 2024; Kocmi and Fed-
ermann, 2023), we design one-pass and two-pass
prompts for radiology evaluation (Figure 2), where
the former directly outputs structured error anno-
tations and the latter separates @ error span de-
tection from @ clinical significance judgment. As
shown in Figure 1, we observe a consistent dis-
crimination bias: current LLM evaluators struggle
to distinguish clinically significant discrepancies
Jfrom harmless report variations, resulting in high
discrimination but low robustness accuracy.

To mitigate such discrimination bias and bet-
ter delineate the boundary of clinical significance,
we synthesize a balanced dataset reports annotated
along 12 aspects and three error types (omission,
fabrication, inaccuracy error) with Claude Sonnet,

with clinician verification to ensure data quality.
To further validate the effectiveness of our synthe-
sized dataset, we train a radiology report evalua-
tion metric based on Qwen3-8B and MedGemma-
4B. Our trained metric significantly improve the
clinical significance boundary, outperforming 32B-
scale medical LLMs and remaining competitive
with proprietary LLMs. We further find that two-
pass inference does not eliminate errors, but instead
redistributes them between discrimination and ro-
bustness. Our contributions are three-fold:

e Analysis of LLM-based Evaluators. We sys-
tematically evaluate 11 score-based metrics and
8 LLM-based metrics on ReEvalMed using one-
pass and two-pass LLM prompting strategies, an-
alyze the error pattern and revealing a consistent
discrimination bias among most LLM metrics.

* Clinically grounded data synthesis. We syn-
thesize a balanced dataset of 4k radiology report
pairs covering all 12 aspects of ReEvalMed’s er-
ror taxonomy (spanning omission, fabrication,
and factual error), annotated at the span level and
verified for clinical validity.

* Lightweight interpretable metric. Building on
the synthesized data, we train Qwen3-8B via su-
pervised fine-tuning (SFT) and reinforcement
learning (RL) techniques using both one-pass
and two-pass prompting format, achieving 78.5%
discrimination and 70.5% robustness accuracy,
surpassing medical LLMs at the 32B scale (such
as Lingshu-32B (Xu et al., 2025b) and Hulu-Med-
32B (Jiang et al., 2025a)).

2 Preliminary

Task formulation A radiology report evaluation
metric takes a reference report ("REF") and a gen-
erated candidate report ("TGT") as input, and out-
puts a quality judgment. Traditional metrics, in-
cluding lexical metrics (BLEU (Papineni et al.,
2002), ROUGE-L (Lin, 2004)), embedding-based
metrics (BERTScore (Zhang et al., 2019)), and
clinical NLP metrics (RadGraph (Jain et al., 2021),
CheXbert (Smit et al., 2020)), all reduce this judg-
ment to a single continuous score. However, a
scalar score cannot distinguish clinically signifi-
cant errors from insignificant ones, as both may
incur the same penalty under any scalar metric. We
therefore adopt a structured textual output that
explicitly labels each discrepancy as significant or
insignificant, while also identifying its error span
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Criteria Error Type

Error Aspect #

Omission, Fabrication, Inaccuracy

Location, Severity, Description,

Comparison/Progression 120

Discrimination
Negation, Modality, Size/Distance,
Inaccuracy Only Contradiction, Uncertainty, Terminology, 80
Noise, Stylistic Variation
Onmission, Fabrication, Inaccuracy LOCélthH, ngerlty, Descr}ptlon, 120
omparison/Progression
Robustness

Inaccuracy Only

Negation, Modality, Size/Distance,
Contradiction, Uncertainty, Terminology, 80
Noise, Stylistic Variation

Table 1: ReEvalMed error taxonomy and test set composition. The benchmark spans 12 error aspects across two
evaluation dimensions, Discrimination (detecting clinically significant errors) and Robustness (tolerating clinically
insignificant variations), each with 200 samples (400 total).

and clinical aspect. This provides fine-grained at-
tribution beyond what scalar scoring can express.

ReEvalMed benchmark To assess whether
a metric aligns with clinical judgment,
ReEvalMed (Li et al., 2025a) provides a
fine-grained meta-evaluation benchmark for
radiology report evaluation. Given paired reference
and candidate reports with clinician-defined
significance labels, ReEvalMed tests whether a
metric can distinguish clinically significant errors
from clinically insignificant variations. Its criteria
were co-developed with clinicians to reflect clini-
cally relevant discrepancies in radiology reports.
ReEvalMed further organizes discrepancies along
two axes: Error Type (Omission, Fabrication,
Inaccuracy) and Error Aspect (e.g., Location,
Severity, Negation), as summarized in Table 1.
The test set contains 400 report pairs drawn from
MIMIC-CXR (Johnson et al., 2019).

Discrimination and Robustness ReEvalMed in-
troduce two metrics along two complementary di-
mensions to measure the quality of evaluation:

* Discrimination (200 test samples): the ability
to detect errors that could materially affect di-
agnosis or treatment, such as changing lesion
characterization from benign to malignant or sub-
stantially altering lesion size.

* Robustness (200 test samples): the ability to
remain unpenalised by clinically harmless varia-
tions, such as synonymous wording, equivalent
anatomical descriptions, or negligible measure-
ment differences.

A clinically significance-sensitive metric should

achieve high accuracy on both dimensions simul-
taneously, i.e., correctly flagging clinically signifi-
cant errors while tolerating harmless variations.

3 Analysis on LLM-based Metrics

3.1 LLM-as-Evaluator Methodology

Motivated by recent LLM-based evaluators for gen-
erated texts (Lu et al., 2024; Kocmi and Federmann,
2023), we design structured prompts that instruct
an LLM to compare a REF and TGT pair and
output fine-grained error annotations rather than
a scalar score. Specifically, the evaluator identifies
error spans and assigns each a severity level from
three classes: Critical (internal contradictions
that severely undermine report trust), Significant
(errors that meaningfully alter clinical decision-
making), and Insignificant (stylistic variations
or clinically harmless deviations). We explore two
inference paradigms for this task.

One-pass The LLM receives REF and TGT in
a single prompt and directly outputs a JSON ob-
ject containing three severity buckets (critical,
significant, and insignificant), each map-
ping error spans to their error aspects, together
with a free-text explanation.

Two-pass One-pass inference couples span de-

tection and severity judgment into a single output,

which may cause compounding errors. To address

this, we decouple inference into two passes:

¢ Pass 1 (Span Detection): the LLM identifies all
discrepancies between REF and TGT, outputting
a JSON array of error spans with their aspects
(e.g., pneumothorax — Description).
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 Pass 2 (Severity Judgment): for each detected
span, a second call outputs exactly one word
(Critical, Significant, or Insignificant),
conditioned on aspect-specific criteria.

D/R classification rule Note that the three sever-
ity levels are error-level labels assigned to individ-
ual spans, whereas D and R are metric-level scores
that measure how well a metric’s predictions align
with clinical ground truth. To bridge the two lev-
els, we aggregate span-level severities into a binary
report-level prediction. Denoting a TGT-REF pair
as (t,r), let nc, ng, nj be the number of Critical,
Significant, and Insignificant spans identi-
fied:

sig. ne+ng >0,

CLS(t,7) = { (1)

ins. n.=ng=20, n; >0.

The Discrimination score (D) is the accuracy of
predicting sig. on the Discrimination subset, where
all pairs contain clinically significant errors; the
Robustness score (R) is the accuracy of predicting
insig. on the Robustness subset, where all pairs con-
tain only clinically insignificant variations. Unlike
score-based metrics, our LLM evaluators require
no decision threshold: a report is classified as clini-
cally significant if it contains at least one Critical
or Significant error. Our formulation focuses on
this binary clinical-significance boundary. Finer-
grained dimensions such as partial correctness, con-
fidence, and span-level uncertainty would require
additional annotation and clinical validation and
are therefore outside the scope of this study.

3.2 Experimental Setup

Baselines We evaluate 11 score-based metrics
that output continuous scores: 3 NLP metrics
(BLEU (Papineni et al., 2002), BERTScore (Zhang
et al., 2019), and AlignScore (Zha et al., 2023));
4 medical metrics (RadGraph (Jain et al., 2021),
RaTEScore (Zhao et al., 2024), CheXbert (Smit
et al., 2020)), and RadBERTScore, which replaces
the generic BERTScore encoder with a radiology-
domain encoder from RadEval (Xu et al., 2025a);
and 4 LLM-based metrics (GREEN (Ostmeier
et al., 2024), which prompts GPT-4 for finding-
level error annotations, and CRIMSON (Baharoon
et al., 2026), which fine-tunes MedGemma on
140K report pairs with GPT-5-generated severity la-
bels via LoRA. FineRadScore (Huang et al., 2024)
is an LLM-based line-by-line correction metric;
RadFact (Bannur et al., 2024) is an LLM-based

Maximin Threshol
Type Metric aximin Threshold
D() R() Avg(h) Gap(])

BLEU 19.0 19.0 19.0(x40) 0.0
NLP  BERTScore 24.0 24.0 24042 0.0
AlignScore  51.0 51.0 51.0(xs5.0) 0.0
RadGraph 28.5 28.5 28.5(x45 0.0
Med RadBERTScore 26.5 26.5 26.5(+42 0.0
" RaTEScore 355 355 355(+48 0.0
CheXbert 47.0 49.0 48.0(+£50) 20

GREEN 535 415 47548 120

LL RadFact 80.0 56.0 68.0(+45 24.0
FineRadScore 86.5 68.5 77.5(+40) 18.0
CRIMSON 75.0 80.5 77.8(+42) 5.5

Table 2: Comparison of score-based metrics on

ReEvalMed. D and R scores are in accuracy (%). Max-
imin threshold is applied to obtain balanced results. Best
results are in bold. Numbers in parentheses denote 95%
bootstrap CIs for Avg.

entailment metric suite for radiology report evalua-
tion, and we use its logical precision/recall scores.
We instantiate RadFact and FineRadScore with
GPT-5.1 for our experiments.

LLM-as-evaluators We evaluate 3 proprietary
LLMs (GPT-5.1, Claude Sonnet 4.5, Gemini 3
Pro) and 5 open-source LLMs (Qwen3-Max (Yang
et al., 2025), LingShu-32B (Xu et al., 2025b), Hulu-
Med-32B (Jiang et al., 2025a), Qwen3-8B (Yang
et al., 2025), and MedGemma-4B (Sellergren et al.,
2025)) using our one-pass and two-pass prompts.

Prompt Prompt templates for both one-pass and
two-pass paradigms are provided in Appendix J.

Hyperparameters All LLM model inferences
use greedy decoding (temperature=0.0) with a
maximum of 1024 output tokens.

Device and platform Proprietary models are ac-
cessed via their official APIs. Open-source models
(£32B) are served with vLLM (Kwon et al., 2023)
on a single NVIDIA A800 GPU. The same device
is used for all training experiments in Section 5.

3.3 Meta-Evaluation

Calibration of score-based metrics The binary
threshold and maximin criterion are applied only
to scalar score-based metrics from prior work.
Since these scores lack explicit clinical inter-
pretations, we convert them into binary signifi-
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Type Model 1-Pass 2-Pass

D@ RM® Avg(h) Gap() D) R Avg() Gap())

GPT-5.1 98.5 425 70535  56.0 95.0 69.5 82335 25.5

Proprietary  Claude Sonnet4.5 91.5 84.0 87.8(+3.2) 7.5 98.0 51.0 74535 47.0

Gemini 3 Pro 94.0 575 75.8(£3.98) 36.5 65.0 795 72.3(+42) 14.5

Qwen3-Max 97.0 535 75338 435 96.5 450 70.8(£3.8) 51.5

LingShu-32B 99.5 64.0 81.8(£3.3) 35.5 975 55 51520 92.0

Open-source  Hulu-Med-32B 100.0 23.0 61.5(x30  77.0 96.0 525 74338 435

Qwen3-8B 96.5 8.0 52.3(£23) 88.5 95,5 9.0 52325 86.5

MedGemma-4B 49.0 9.0 29.0(%4.0 40.0 67.0 67.5 67.3(+4.8) 0.5

Table 3: Comparison of LLM-as-evaluator on ReEvalMed benchmark. D and R scores are in accuracy (%). Numbers
in parentheses denote the half-width of the 95% bootstrap CI for Avg. Best results are in bold.

cant/insignificant predictions and select the oper-
ating point as 0* = arg maxy min(Dy, Ryg). This
calibration enables comparison with LLM evalu-
ators on a common scale and does not modify or
optimize the underlying metrics.'

Average and Gap We report Avg = (D +R)/2
for overall accuracy and Gap = |D — R| for D-
R imbalance. An ideal evaluator achieves high
Avg with low Gap. We report the 95% confidence
interval (CI) of Avg using bootstrap resampling
over test cases. Detailed results in Appendix B.2.

3.4 Results

Score-based metrics fail to distinguish signif-
icance Score-based metrics require a decision
threshold to convert continuous scores into binary
significant/insignificant predictions. We select the
maximin threshold maxy min(Dy, Ry) that max-
imises the worse of the two dimensions, balanc-
ing D and R accuracy (see Appendix H, Figure 9
for full trade-off curves). As shown in Table 2
(left), most non-LLM metrics remain below 55%
on both D and R (e.g. BLEU 19.0/19.0, CheXbert
47.0/49.0), indicating they cannot reliably separate
significant errors from harmless variations. LLM-
based score metrics perform notably better: CRIM-
SON achieves the best maximin point (75.0/80.5),
substantially outperforming GREEN (53.5/41.5)
and all non-LLM baselines.

LLM-as-Evaluators detect errors but over-
penalize harmless variation Compared with
score-based metrics, LLM-as-Evaluators achieve
substantially higher Discrimination. As shown in

"For FineRadScore (Huang et al., 2024), the selected
threshold maps severity levels < 2 to insignificant errors and
levels > 2 to significant errors.

Table 3, most LLMs reach D > 94% under 1-Pass,
far exceeding the best score-based result (CRIM-
SON, 75.0%). However, this sensitivity does not
imply a reliable clinical-significance boundary. Ro-
bustness varies widely, ranging from 8.0% (Qwen3-
8B) to 84.0% (Claude Sonnet 4.5), with most mod-
els below 60%. Claude Sonnet 4.5 is the only
model that performs strongly on both dimensions
(D=91.5%, R=84.0%)j; all other LLM evaluators re-
main substantially imbalanced, typically detecting
clinically significant errors while over-penalizing
clinically insignificant variation.

1-Pass vs. 2-Pass Switching from 1-Pass
to 2-Pass does not uniformly improve the
Discrimination—Robustness balance. Instead, it
shifts the bias pattern in model-dependent ways.
Some models show a reduced Gap: GPT-5.1 nar-
rows from 56.0 to 25.5, Hulu-Med-32B from 77.0
to 43.5, and Gemini 3 Pro from 36.5 to 14.5. In
contrast, others become more imbalanced: Claude
Sonnet 4.5 increases from 7.5 to 47.0, and LingShu-
32B from 35.5 to 92.0. These results suggest that
decoupling span detection from significance judg-
ment does not eliminate errors, but redistributes
them between Discrimination and Robustness.

Discrimination bias Another consistent pattern
emerges across both paradigms: nearly all mod-
els exhibit a large Gap, with D substantially ex-
ceeding R. This reflects a systematic tendency to
label clinically harmless variations as significant
errors, which we term discrimination bias. With-
out explicit supervision on the clinical-significance
boundary, models favor sensitivity over selectivity,
detecting clinically meaningful errors but failing to
reliably separate them from insignificant variation.
Since 2-Pass inference only redistributes this bias
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rather than resolving it, we next explore targeted
data augmentation and fine-tuning in Sections 4-5.

4 Report Synthesis via Clinical Error
Injection

Section 3 shows that discrimination bias is perva-
sive across LLM evaluators, yet no large-scale re-
source explicitly supervises the boundary between
clinically significant errors and harmless report
variations. We therefore construct 4,000 REF-TGT
medical report pairs with fine-grained annotations
across 12 error aspects (omission, fabrication, and
inaccuracy) and balanced D—R supervision. This
resource is designed to mitigate the bias when train-
ing lightweight metrics and to serve as a reusable
resource, as shown in Figure 3 (left).

4.1 Stratified Sampling

Error categories naturally differ in their length re-
quirements: Stylistic Variation typically requires
longer, multi-sentence reports, whereas Severity
Omission can occur in short single-finding reports.
Following stratified sampling practice in machine
translation evaluation (Saldias Fuentes et al., 2022),
we sample 2,000 reference reports from the 227K
MIMIC-CXR reports (Johnson et al., 2019) using
four character-length buckets: 0-200, 200-350,
350-500, and >500. Category-specific keyword
filters derived from the error specifications ensure
lexical relevance. The resulting length distribution
across the 12 error aspects is shown in Appendix F.

4.2 Error Specifications

A central challenge is distinguishing clinically sig-
nificant textual differences from harmless rewrites.
We address this by prompting Claude Sonnet 4.5
to analyse the ReEvalMed test samples for each
error category and distil structured error specifi-
cations, each containing: (1) a precise clinical er-
ror definition, (2) common medical manifestation
patterns in CXR reports, (3) discrimination text
patterns showing changes that alter clinical mean-
ing (e.g. “left upper lobe nodule” — “pulmonary
nodule”), and (4) robustness text patterns showing
clinically harmless reformulations (e.g. “hepatic le-
sion in segment 7~ — “right hepatic lobe lesion™).
To avoid potential test-set leakage, we deliberately
prohibit direct reuse or paraphrasing of ReEvalMed
examples during generation, using the specifica-
tions only as abstract category-level guidance for
diverse, novel realizations. We present the error

injection prompt (Appendix J) and representative
examples in Appendix I.

4.3 Error Injection and Report Synthesis

Each reference report is paired with one Discrim-
ination injection (clinically significant error) and
one Robustness injection(clinically harmless varia-
tion).> Across all error categories, with 100 D and
100 R samples per category, the corpus contains
4,000 (REF, TGT) pairs. Claude Sonnet 4.5 gen-
erates each TGT conditioned on the sampled REF
and the corresponding error specification, and each
sample is annotated with span-level labels (error
spans, type, severity) to support two-pass training.

4.4 Quality Control

To ensure generation quality, we add automatic
sanity checks (e.g. non-empty output, reasonable
length ratio) to detect obviously invalid generations
and trigger immediate regeneration. Consequently,
all samples included in the final dataset passed
these automatic checks. A clinician co-author with
more than three years of clinical experience review-
ing radiology reports further reviewed a stratified
random sample of 400 pairs from the 4,000 syn-
thesized samples. The clinician holds a medical
practitioner qualification certificate and a certificate
of completion of standardized residency training.
The sample consisted of 200 Discrimination and
200 Robustness pairs, with 10 cases of each type
drawn from each of the 20 error categories, and
was assessed for clinical validity and label quality.

Overall, 93.0% of the reviewed samples passed
clinician verification, with 28 of 400 pairs flagged.
Manual inspection showed that the flagged cases
mainly fell into three categories: severity misla-
belling (the assigned severity disagrees with clin-
ical judgement), injection failure (error injection
produces no meaningful change), and aspect mis-
match (the injected change is purely stylistic, devi-
ating from the assigned error type). Representative
flagged cases are provided in Appendix G as practi-
cal references for constructing clinically grounded
datasets. We will also release the complete clini-
cian review report and detailed statistical analysis
to support transparency and reproducibility.

Proprietary model cross-validation. To address
concerns about the limited clinician-verified sub-

“We generate a single D/R pair per reference to maximize
distributional diversity and reduce overfitting to repeated ref-
erence patterns.
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Figure 3: Overview of our data synthesis and training pipeline. Left: Reference reports are stratified-sampled from
MIMIC-CXR and paired with error specifications for controlled error injection. Right: Base models are fine-tuned
through SFT and RL under both One-Pass and Two-Pass evaluation paradigms.

set and potential same-model bias, we perform ad-
ditional external verification using GPT-5.4 and
Gemini 3.1 Pro on the full 4K synthetic training
set, complementing our clinician review. GPT-5.4
flags 188 (4.70%) suspicious samples, while the
Gemini 3.1 Pro pipeline retains 192 (4.80%) af-
ter cross-model confirmation, with 208 (5.20%) in
their union. Together, these results indicate that the
overall quality of our synthetic dataset is accept-
able.

Filtering ablation. To assess whether potentially
low-quality samples materially affect training, we
remove all samples flagged by the clinician or ei-
ther proprietary verification pipeline and repeat
MedGemma-4B post-training under the same two-
pass setting. Performance remains essentially un-
changed after filtering: the D score stays the same,
while the R and Avg scores increase by only 0.5
and 0.3 points, respectively. These minimal dif-
ferences indicate that the suspicious samples have
little influence on the training outcome.

Representativeness of the clinician-verified sub-
set. To assess whether the 400 clinician-verified
samples are biased toward easier cases, we compare
the performance of a frozen MedGemma-4B model
without MedEval fine-tuning on this subset and the
complete 4K synthetic corpus. The two evaluations
yield comparable results. Together with the strat-
ified sampling design, this provides no evidence
that the verified subset is systematically easier and

supports its representativeness in both class com-
position and evaluation difficulty. Detailed repre-
sentativeness results are provided in Appendix B.3,
together with the complete proprietary-model cross-
validation and filtering-ablation results.

5 Lightweight Metric Training

5.1 Training Stages

We evaluate the synthesized 4K corpus by training
a lightweight radiology report metric and testing
it on ReEvalMed, measuring both evaluation ac-
curacy and discrimination bias. The corpus is bal-
anced 1:1 between Discrimination and Robustness
samples to discourage degenerate always-positive
or always-negative predictions. As shown in Fig-
ure 3 (right), both one-pass and two-pass variants
follow the same two-stage pipeline: supervised
fine-tuning (SFT) for output-format learning, fol-
lowed by reinforcement learning to align predic-
tions with the clinical significance boundary.

Base models We select two lightweight LLMs
of different scales: Qwen3-8B (Yang et al., 2025),
a general-purpose 8B instruction-tuned LLM, and
MedGemma-4B (Sellergren et al., 2025), a 4B
model pre-trained on biomedical corpora. This
allows us to examine whether domain-specific pre-
training complements our clinically grounded data.

SFT The SFT stage trains the model to produce
the target output format and acquire basic error de-
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Model Setting D) R(1) Avg(t) Gap(])
Onebass _ __ _ _ _ __ __ _________.
Base 96.5 8.0 52.3(+£23) 88.5
Qwen3 + SFT 90.0 19.0 54.5(£35 71.0
+SFT + RL 86.0 39.5 62.8(+4.2) 46.5
Base 49.0 9.0 29.0(+4.0) 40.0
MedGemma |+ SFT 60.5 93.0 76.8(+4.0) 32.5
+SFT +RL 75.5 80.0 77.8(+42 4.5
Two-Pass .
Base 955 9.0 52.3(£25 86.5
Qwen3 + SFT 84.0 52.0 68.0(+43) 32.0
+SFT +RL 78.5 70.5 74.5(+42) 8.0
Base 67.0 67.5 67.3(+48 0.5
MedGemma |+ SFT 67.0 84.0 75.5(x42) 17.0
+SFT + RL 66.5 90.5 78.5(+4.0) 24.0

Table 4: Training results on ReEvalMed based on
Qwen3-8B (Yang et al., 2025) and MedGemma-4B (Sel-
lergren et al., 2025). D and R scores are in accuracy
(%). Best results are in bold.

tection ability. For one-pass, the model learns to
produce a structured JSON object containing sever-
ity buckets and error spans from a single REF+TGT
input. For two-pass, we construct separate train-
ing samples for Pass 1 and Pass 2, then fine-tune
the same base model on both parts so that it mas-
ters error span extraction (Pass 1: a JSON array of
error spans with clinical aspects) and severity clas-
sification (Pass 2: labelling each span as Critical,
Significant, or Insignificant).

DPO SFT learns the output format but does not
explicitly optimize the clinical-significance bound-
ary. Using the same 4K corpus, we construct pref-
erence pairs in which both the chosen and rejected
responses contain a severity judgment and a sup-
porting explanation. The chosen response follows
the target severity, whereas the rejected response
uses the alternative severity; their explanations are
generated by Claude Sonnet 4.5 using the corre-
sponding clinical error specifications. For two-pass
training, DPO is applied only to Pass 2 severity
classification.

Training framework All models are trained
using LoRA (Hu et al., 2022) via LLaMA-
Factory (Zheng et al., 2024). Detailed hyperpa-
rameters are provided in Appendix A.

5.2 Results

Table 4 summarises the training results.

Best results  After post-training, MedGemma-4B
under 1-Pass achieves the best D-R alignment
(D=75.5%, R=80.0%, Gap=4.5), while Qwen3-
8B under 2-Pass reaches D=78.5%, R=70.5%
(Gap=8.0). Both surpass 32B-scale medical LLMs
such as LingShu-32B and Hulu-Med-32B (Ta-
ble 3), and approach Claude Sonnet 4.5 (D=91.5%,
R=84.0%) at a fraction of the inference cost.

SFT and RL serve complementary roles SFT
teaches models to produce structured outputs, but
does not explicitly optimize the clinical signifi-
cance boundary: Qwen3-8B remains heavily D-
biased after SFT (1-Pass Gap: 88.5—71.0; 2-Pass
Gap: 86.5—32.0), while MedGemma-4B over-
corrects toward R-bias under 1-Pass (D=60.5%,
R=93.0%). RL then narrows the Gap from both
directions: for Qwen3-8B it boosts R while preserv-
ing D (2-Pass Gap: 32.0—8.0); for MedGemma-
4B it recovers D from 60.5% to 75.5% while main-
taining high R (Gap: 32.5—4.5). The two stages
are therefore complementary: SFT establishes the
output format, while RL explicitly optimizes the
D-R decision boundary.

1-Pass vs. 2-Pass depends on the model For
Qwen3-8B, 2-Pass substantially outperforms 1-
Pass (Gap 8.0 vs. 46.5), as decoupling span detec-
tion from severity judgment helps the model avoid
conflating where an error is with how serious it is.
For MedGemma-4B, however, 1-Pass yields bet-
ter alignment (Gap 4.5 vs. 24.0): under 2-Pass, R
continues to rise (84.0—90.5%) but D stagnates at
66.5%, amplifying R-bias with each training stage.
This suggests the optimal pipeline depends on the
base model’s inherent D/R bias.

Zero-span analysis. To quantify one source of
error propagation in two-pass inference, we exam-
ine zero-span cases, where Pass 1 detects no can-
didate span and Pass 2 consequently receives no
input. We count these cases on all 400 ReEvalMed
pairs for Qwen3-8B and MedGemma-4B before
and after post-training, separately for the D and
R subsets. The base Qwen3-8B produces 12 zero-
span outputs (3.0%; 4 D and 8 R), while the base
MedGemma-4B produces 10 (2.5%; 8 D and 2
R). After post-training, neither model produces
any zero-span outputs. These results show that
post-training eliminates this specific failure mode;
therefore, adding a zero-span fallback would not
affect the reported post-trained results, although
other span-detection errors may still propagate to
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Pass 2.

Effectiveness of data and training Across both
models and paradigms, training on our synthesized
data consistently reduces the Gap, demonstrating
the effectiveness of targeted data augmentation for
D-R alignment. Even with lightweight LoRA train-
ing on models as small as 4B, the resulting metrics
achieve competitive performance with proprietary
LLMs, validating both the quality of our synthe-
sized dataset and the training framework.

6 Related Work

Radiology report generation Paired image—
report datasets such as CheXpert Plus (Chambon
et al., 2024), PadChest (Bustos et al., 2020), and
the IU X-Ray collection distributed through Open-
1 (Demner-Fushman et al., 2016) have enabled
radiology report generation models, including re-
cent multimodal LLMs such as y?LLM (Li et al.,
2025b). Unlike this generation-focused literature,
our work evaluates whether automatic metrics can
identify clinically significant errors generated by
report generation LL.Ms while tolerating clinically
insignificant report variation.

Radiology report evaluation Lexical met-
rics (Papineni et al., 2002; Lin, 2004; Banerjee
and Lavie, 2005) remain common despite lim-
itations for clinical text. RadEval (Xu et al.,
2025a) unifies lexical, contextual, clinical concept-
based, and LLM-based radiology text metrics.
CREPE (Cho et al., 2025), CheXbert (Smit et al.,
2020), and RadGraph (Jain et al., 2021) provide
error counts or structured representations but still
reduce quality to scalar scores. GREEN (Ostmeier
et al., 2024), RGRG (Tanida et al., 2023), and
VERT (Bologna et al., 2026) use LLMs as judges,
while CLEAR (Jiang et al., 2025b) evaluates CheX-
pert conditions and fine-grained attributes; none
jointly decompose error types and D—R behavior.
RaTEScore (Zhao et al., 2024) and MAIRA (Hy-
land et al., 2023) target factual grounding but re-
main scalar. ReEvalMed (Li et al., 2025a) intro-
duces D-R evaluation and reveals failures of ex-
isting metrics; we build on it with targeted data
construction and post-training.

LLM-as-judge Zheng et al. (2023) established
the LLM-as-judge paradigm for general NLP tasks.
In the medical domain, Singhal et al. (2023) demon-
strated expert-level performance on clinical QA.
However, LLMs used as report evaluators tend to

over-penalise stylistic variations (Liu et al., 2023a),
a failure mode our Robustness dimension system-
atically quantifies.

LLM post-training Reinforcement learning
from human feedback (Ouyang et al., 2022) and
DPO (Rafailov et al., 2023) are standard align-
ment methods, while LoRA (Hu et al., 2022) and
LLaMA-Factory (Zheng et al., 2024) make SFT-
RL post-training efficient and accessible. Recent
work further simplifies preference optimisation by
removing the reference model (Hong et al., 2024).
We use this training stack to build a lightweight
D—-R-aligned clinical report evaluator.

7 Conclusion

We systematically evaluate LLM-based metrics for
clinical significance in radiology reports, revealing
a consistent discrimination bias: LLMs readily de-
tect true clinical errors but struggle to tolerate harm-
less variations. To mitigate this, we synthesize 4k
report pairs and train lightweight metrics via SFT
and RL, sharpening the significance boundary to
surpass 32B-scale medical LLMs while remaining
competitive with proprietary LLMs. We also find
two-pass inference redistributes rather than elimi-
nates errors between discrimination and robustness.

Limitations

The limitations of this study can be summarised as
follows:

* Quality control. The most rigorous validation
of synthesized report pairs would require expert
clinician annotation, which is prohibitively ex-
pensive at scale. As a practical compromise, we
randomly sampled 400 generated pairs for man-
ual verification (Section 4), leaving full-scale
clinician review for future work.

* Training algorithm. The primary goal of this pa-
per is to explore the proposed LLM-based evalua-
tion framework and demonstrate the effectiveness
of our synthesized data; metric training serves
as a validation vehicle rather than the core con-
tribution. We therefore adopt DPO as a straight-
forward offline preference optimisation method.
Modern reinforcement learning algorithms (e.g.
PPO, GRPO) typically require large-scale roll-
outs that exceed our current data budget; explor-
ing these and other advanced training pipelines
is a promising direction for future work.
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* Domain coverage. Our models are trained and
evaluated on MIMIC-CXR (English, US clini-
cal setting) and Open-i for domain generaliza-
tion; out-of-distribution generalisation to other
languages, imaging modalities, or clinical envi-
ronments remains to be studied.

* Model comparison. Although we standard-
ize prompts, decoding settings, and output con-
straints where possible, model scale and infer-
ence infrastructure cannot be fully controlled,
particularly for proprietary models. These dif-
ferences may partly contribute to the observed
performance gaps.

* Inference cost. The two-pass approach dou-
bles inference cost relative to one-pass. In high-
throughput settings, one-pass DPO may therefore
provide a more favorable trade-off between effi-
ciency and D/R alignment.
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A Model and Training Hyperparameters

Table 5 lists the model configuration and training
hyperparameters used in all experiments. We fine-
tune two base models (Qwen3-8B and MedGemma-
4B) using LoRA (Hu et al., 2022) via LLaMA-
Factory (Zheng et al., 2024). SFT and DPO
share the same LoRA and optimiser settings; DPO-
specific parameters (preference construction) are
listed separately.
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Hyperparameter

Base model 1 Qwen/Qwen3-8B (8B)

Base model 2 google/medgemma-4b-it (4B)

LoRA

LoRA rank 8
LoRA alpha 16
Training

Learning rate le-4
Epochs 3
Scheduler cosine
Precision bfloat16
Gradient accumulation 8
Max sequence length 2048
DPO

B 0.1

Sampling temperature 1.0
Samples per input 2

Table 5: Model and training hyperparameters for all SFT
and DPO experiments. LoRA and optimiser settings are
shared across stages; DPO-specific parameters govern
preference-response generation.

B Additional Analysis

B.1 Generalization to Open-i

We further constructed a small Open-i bench-
mark to test evaluator performance on an external
chest X-ray dataset. Following the ReEvalMed
pipeline, we sampled 50 cases from Open-i and
applied controlled data augmentation to create 25
significant-error samples for discrimination and 25
insignificant-error samples for robustness. To avoid
potential same-model bias in the generation of eval-
uation samples, we used GPT-5.5 for this augmen-
tation process; GPT-5.5 is not included among the
evaluator models assessed in this paper. All aug-
mented samples were reviewed by clinicians to
ensure that the injected errors were correct, clin-
ically meaningful when intended, and free from
duplicates or ambiguous cases.

As shown in Table 6, most methods achieve
strong results on Open-i. One likely reason is
that Open-i reports are generally simple and con-
tain relatively short sentences. This makes both
significant-error detection and robustness to mi-
nor wording changes easier than in ReEvalMed.
However, the results still reveal differences among
evaluators. Qwen3-8B shows strong discrimina-
tion but weaker robustness, indicating a tendency

to over-detect minor changes as significant errors.
After SFT and RL, Qwen3-8B achieves better bal-
ance. MedGemma-4B performs well on the base
model and reaches perfect performance after SFT
and RL.

B.2 Statistical Analysis

Confidence intervals. We report 95% bootstrap
confidence intervals (Cls) for all evaluation scores
in Table 7, Table 8 and Table 9. For each metric
or model, we resample test cases with replacement
and recompute Discrimination (D), Robustness (R),
Avg, and Gap over 10,000 bootstrap replicates. We
report the half-width of the 95% percentile boot-
strap CI in parentheses. All CIs are reported in
percentage points.

Across these tables, the 95% bootstrap Cls are
generally moderate, with Avg half-widths mostly
around 3-5 percentage points. The large gaps be-
tween conventional similarity metrics and the best
LLM-based evaluators are therefore unlikely to
be explained by sampling noise alone. By con-
trast, several top-performing LLLM-based metrics
and models have overlapping ClIs, so their small
numerical differences should be interpreted cau-
tiously rather than as definitive rankings.

Pairwise Significance Test. We further conduct
pairwise paired significance tests to compare met-
rics and evaluators on Avg in Figure 4. For each
pair of methods, we compute the per-example cor-
rectness difference on the same discrimination and
robustness test cases, and test whether the paired
Avg difference is significantly different from zero
using a paired randomization test. Since all meth-
ods are evaluated on the same test instances, this
paired test controls for example-level difficulty and
is more appropriate than an independent-sample
comparison.

The significance matrix shows that broad dif-
ferences between weak similarity-based metrics
and stronger LLM-based evaluators are statistically
significant after Holm correction. However, sev-
eral top-performing methods have no significant
differences from each other, including CRIMSON,
FineRadScore, and our MedGemma SFT+RL eval-
uator. This suggests that their small numerical
Avg differences should be interpreted cautiously,
while the improvements from trained evaluators
over their base counterparts are statistically reli-
able.
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Type Model D) RM®M Avg(D) Gap{)
RadFact 100.0 100.0 100.0 0.0
Baseline FineRadScore 100.0 100.0 100.0 0.0
CRIMSON 920 1000 96.0 8.0
Proprietary  Claude Sonnet 4.5 100.0 100.0 100.0 0.0
Qwen3-8B 100.0 76.0 88.0 24.0

Qwen3-8B + SFT + RL

Open-source
MedGemma-4B

MedGemma-4B + SFT + RL  100.0

100.0 96.0 98.0 4.0
100.0 92.0 96.0 8.0
100.0  100.0 0.0

Table 6: Comparison of evaluators on the Open-i 50-sample benchmark. D and R scores are in accuracy (%). Avg is
the mean of D and R, and Gap is the absolute difference between D and R.

Paired significance test on Avg (raw p < 0.05)

BLEU

BERTScore
Alignscore
RadGraph
RadBERTScore
RaTEScore
CheXbert
GREEN

RadFact
FineRadscore
CRIMSON
GPT-5.11P
Claude 4.5 1P
Gemini 3 Pro 1P

Qwen3-Max 1P

Row method A

LingShu-328 1P
Hulu-Med-328 1P
Qwen3-88 1P
MedGemma-48 1P
GPT-5.12P

Claude 4.5 2
Gemini 3 Pro 2P
Qwen3-Max 2P
LingShu-328 2P
Hulu-Med-328 2P
Qwen3-88 2P
MedGemma-48 2P
Ours-Quen3 SFT+RL

Ours-MedGemma SFT+RL

o & 8 3 4

Qwen3-Max 1P

Qwe

Qwen3-88 2P
Ours-Qwen3 SFT+RL
Ours-MedGemma SFT+RL

Column method B

Figure 4: Pairwise paired significance tests on Avg across metrics and evaluators. Each cell compares the row
method against the column method using a paired randomization test over matched test cases. Blue indicates that
the row method significantly outperforms the column method, red indicates that it performs significantly worse, and
gray indicates no significant difference after Holm correction (p > 0.05).

B.3 Additional Quality Control Experiments

We report the complete results of three comple-
mentary checks designed to assess the quality and
reliability of the synthetic training data. First, we
conduct an external verification using proprietary
language models to examine whether independent,
high-capability models produce judgments consis-
tent with our data-generation and validation pro-
cedures. Second, we perform a filtering ablation
to isolate the contribution of each filtering stage

and quantify how different quality-control criteria
affect the resulting training corpus and downstream
model performance. Third, we analyze the rep-
resentativeness of the clinician-verified subset by
comparing its task composition, label distribution,
difficulty, and other relevant characteristics with
those of the complete synthetic corpus. Together,
these analyses evaluate the validity of the synthetic
examples, clarify the practical effect of the filter-
ing pipeline, and determine whether conclusions
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Maximin Threshold

Type Metric
D) R Avg (1) Gap ()
BLEU 19.0(%5.5) 19.0(%5.5) 19.0(£4.0) 0.0 (£8.0
NLP BERTScore 24.0(%6.00 24.0(%6.00 24.0(F4.2) 0.0 (£8.5)
AlignScore 51.0£7.00  51.0%£7.00 51.0(£5.0) 0.0(%10.5)
RadGraph 28.5(£6.5)  28.5(£6.0)  28.5(%4.5) 0.0(£10.0)
Med RadBERTScore  26.5(£6.0)  26.5(£6.5)  26.5(+4.2) 0.0 (£10.0)
' RaTEScore 35.5(*7.00  35.5(%7.00 35.5(£4.8) 0.0 (£10.0)
CheXbert 47.0(x7.0) 49.0(x7.0) 48.0(%5.0 2.0(£10.0)
GREEN 535700 41.5=7.00 47.5(+4.8) 12.0(£10.0)
LLM RadFact 80.0(£55  56.0(x£7.00 68.0(+4.5) 24.0(£9.5)
FineRadScore 86.5(+5.00 68.5(%65)  77.5(£4.0) 18.0(£8.0)
CRIMSON 75.0%6.00 80.5(+55)  77.8(+4.2) 5.5(%8.0)

Table 7: Comparison of score-based metrics on ReEvalMed. With Numbers in parentheses denote the half-width of

95% bootstrap Cls.
Type Model 1-Pass 2-Pass
D) R(M  Avg(?) Gap(l) DM R(M)  Avg() Gap(l)
GPT-5.1 98.5(#2.0) 42.5(£7.0) 70.5(£3.5) 56.0(£7.0) 95.0(£3.0) 69.5(£6.5) 82.3(£3.5) 25.5(£7.0)

Proprietary Claude Sonnet 4.5 91.5(+4.0) 84.0(+5.5) 87.8(+3.2) 7.5(+6.5) 98.0(£2.0) 51.0(£7.0) 74.5(£3.5) 47.0(£7.0)

Gemini 3 Pro

94.0(£3.5) 57.5(£6.5) 75.8(£3.8) 36.5(£7.5) 65.0(%6.5) 79.5(£6.0) 72.3 (+4.2) 14.5(£9.0)

Qwen3-Max

LingShu-32B

Open-source
Qwen3-8B 96.5 (2.5)

MedGemma-4B  49.0(+7.0)

97.0(£2.5) 53.5(£7.0) 75.3(+3.8) 43.5(+7.5) 96.5 (+2.5) 45.0(£7.0) 70.8 (+3.8) 51.5(£7.5)
99.5(+1.0) 64.0(+6.5) 81.8(£3.3) 35.5(£6.5) 97.5(42.5) 5.5(£3.5) 51.5(F2.0) 92.0(+4.0)
Hulu-Med-32B  100.0 (+0.0) 23.0(+6.0) 61.5(%3.0) 77.0(£6.0) 96.0(£3.0) 52.5(£7.0) 74.3 (+3.8) 43.5(£7.5)
8.0(£4.0) 52.3(£23) 88.5(%£5.0) 95.5(£3.00 9.0(+4.0) 52.3(42.5) 86.5(%5.0)
9.0(£4.0) 29.0(%4.0) 40.0(£8.0) 67.0(£6.5) 67.5(£6.5) 67.3(+4.8) 0.5(%10.0)

Table 8: Comparison of LLM-as-evaluator on ReEvalMed benchmark. D and R scores are in accuracy (%). Numbers
in parentheses denote the half-width of 95% bootstrap CIs. Best results are in bold.

drawn from clinician verification can reasonably
generalize to the full training dataset.

Verification model Flagged samples Proportion
GPT-5.4 188 4.70%
Gemini 3.1 Pro* 192 4.80%
Union 208 5.20%

*Gemini candidates retained after cross-model confirmation.

Table 10: External verification of the 4,000-sample
synthetic training set.

Proprietary model cross-validation. To com-
plement the clinician review and reduce potential
bias from Claude-based synthesis, we use GPT-5.4
and Gemini 3.1 Pro to screen all 4,000 synthetic
training samples. As shown in Table 10, GPT-
5.4 flags 188 samples (4.70%), while the Gemini
3.1 Pro pipeline retains 192 samples (4.80%) after
cross-model confirmation. Their union contains
208 unique samples (5.20%), leaving 94.80% of

the corpus unflagged by either pipeline.

Filtering ablation. We remove every sample
flagged by the clinician or either proprietary veri-
fication pipeline and repeat MedGemma-4B post-
training using the same two-pass SFT + RL setting.
Table 11 shows that filtering leaves D unchanged at
66.5, while R increases from 90.5 to 91.0 and Avg
from 78.5 to 78.8. These changes of 0.0, 0.5, and
0.3 points, respectively, indicate that the flagged
samples do not materially affect the post-training
result.

Setting D R Avg

MedGemma-4B + SFT + RL (4K 66.5 90.5 78.5
unfiltered samples)

MedGemma-4B + SFT + RL (fil- 66.5 91.0 78.8
tered samples)

Table 11: Two-pass MedGemma-4B filtering ablation
on ReEvalMed (accuracy, %).
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Model Setting D) R®) Avg (1) Gap(])
(One-Pass o ______.
Base 96.5(£3.00 8.0(+4.0) 52.3(£2.3) 88.5(+4.5)
Qwen3 + SFT 90.0(£4.5) 19.0(£55) 54535 71.0(x7.0)
+SFT + RL  86.0(£5.00 39.5(£7.00 62.8(+4.2) 46.5(+8.5)
Base 49.0(+7.00  9.0(%4.0) 29.0(+4.0) 40.0(%8.0)
MedGemma | + SFT 60.5(+£7.00 93.0(£3.5) 76.8(+4.0) 32.5(£7.5)
+SFT +RL  75.5%6.0) 80.0(+55 77.8(+42) 4.5(+8.0)
_Two-Pass o ________.
Base 95.5*3.00 9.0(%4.0) 52.3(F25 86.5(%5.0)
Qwen3 + SFT 84.0(+£5.00 52.0(4£7.00 68.0(+4.3) 32.0(£8.5)
+SFT +RL  78.5(%6.0) 70.5(+65) 74.5(+42) 8.0(£85)
Base 67.0(£6.5) 67.5(%65) 67.3(%48 0.5(£10.0)
MedGemma | + SFT 67.0(£6.5) 84.0(£5.00 75.5(+42 17.0(£8.5)
+SFT + RL  66.5(+6.5) 90.5(+45 78.5(+£4.0) 24.0(£7.5)

Table 9: Training results on ReEvalMed based on Qwen3-8B (Yang et al., 2025) and MedGemma-4B (Sellergren
et al., 2025). D and R scores are in accuracy (%). Numbers in parentheses denote the half-width of 95% bootstrap

ClIs. Best results are in bold.

Representativeness of the clinician-verified sub-
set. The 400 clinician-verified cases were se-
lected through stratified random sampling rather
than by perceived difficulty: for each of the 20
error categories, we sampled 10 Discrimination
and 10 Robustness cases. We then evaluate a
frozen MedGemma-4B model without MedEval
fine-tuning on both this subset and the complete
4,000-sample corpus. As shown in Table 12, the
subset and full-corpus scores are close: the differ-
ences are (.15 points for D, 1.45 points for R, and
0.80 points for Avg. The similar results provide no
evidence that the verified subset is systematically
easier and support its representativeness in class
composition and evaluation difficulty.

Evaluation set D (%) R(%) Avg (%)

Clinician-verified 400 sam- 77.50 83.00  80.25
ples
Complete 4,000 samples 7735 8155 7945

Table 12: Representativeness comparison using frozen
MedGemma-4B (accuracy, %).

C Error Aspect Analysis

Beyond the overall D-R gap, we further ask which
types of clinical perturbations are responsible for
evaluator errors. Specifically, we conduct an aspect-
level confusion analysis by comparing the ground-
truth error aspect assigned during dataset construc-
tion with the aspect predicted by each LLM evalua-
tor. This analysis allows us to move beyond aggre-

gate discrimination and robustness accuracy and
inspect whether models confuse, over-predict, or
under-recognize particular clinical error categories,
such as negation, location, uncertainty, or stylistic
variation.

LLM Evaluators Figure 5 visualizes the aspect-
level flows for eight LLM evaluators, with one-
pass predictions on the left, ground-truth aspects in
the middle, and two-pass predictions on the right.
A common pattern is that model predictions col-
lapse toward a small set of broad clinical aspects,
especially Description, Location, Severity, and
Comparison/Progression, while fine-grained cat-
egories such as Modality, Noise, Uncertainty, Ter-
minology, and Stylistic Variation are often under-
recognized. For example, GPT-5.1 and Claude
Sonnet 4.5 both over-predict Description under
two-pass inference (60— 113 and 60— 96, respec-
tively), whereas Qwen3-8B and MedGemma-4B
show even stronger concentration, mapping many
cases to Description or Location. Qwen3-Max is
comparatively better calibrated, but still shifts sub-
stantially toward Location in the two-pass setting
(60—99).

The Sankey diagrams also show that two-pass
inference does not simply “fix” one-pass errors;
rather, it redistributes them. In several models,
the second pass reduces some over-predicted cat-
egories but introduces new failure modes, includ-
ing large Unclassified flows for Gemini 3 Pro and
LingShu-32B, suggesting that span extraction and
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severity judging can propagate formatting or classi-
fication errors. Across models, explicit factual as-
pects such as Location, Severity, and Negation are
more frequently detected, while subtle imaging- or
wording-specific aspects such as Modality, Noise,
and Terminology remain difficult.

This aspect-level evidence supports our central
finding that current LLM evaluators tend to over-
detect discrepancies but remain under-calibrated
in distinguishing clinically meaningful errors from
harmless variations.

Training Comparison. Figure 6 shows that
Qwen3-8B exhibits strong aspect-level bias before
post-training. In the one-pass setting, the base
model over-predicts broad and visually salient cat-
egories such as Location and Description, while
rarely assigning fine-grained aspects such as Noise,
Terminology, or Uncertainty. SFT improves the
output distribution only partially: it increases de-
tection of Negation but still collapses many cases
into Location and Description. RL produces a more
redistributed one-pass prediction pattern, reducing
the extreme Location bias and increasing flows
into Comparison/Progression, Negation, and other
clinically meaningful aspects. In the two-pass set-
ting, however, Base and SFT both heavily collapse
into Description, suggesting that simply teaching
the two-stage format does not resolve aspect con-
fusion. The RL stage substantially changes this
behavior by shifting mass away from Description
and toward Location and Comparison/Progression,
which is consistent with the improved D-R balance
reported in Table 4.

Figure 7 shows a different pattern for
MedGemma-4B. In one-pass inference, the base
model is dominated by Location predictions, indi-
cating a strong tendency to interpret diverse report
discrepancies as anatomical-site errors. After SFT,
the distribution becomes much broader, with sub-
stantial flows into Comparison/Progression, Sever-
ity, Description, Uncertainty, and Size/Distance.
Adding RL further smooths the prediction distribu-
tion and reduces the Location collapse, which helps
explain why MedGemma-4B achieves the best one-
pass D-R alignment after SFT+RL. In contrast, the
two-pass MedGemma variants remain highly con-
centrated on Description, with SFT and RL addi-
tionally increasing Terminology predictions. This
suggests that MedGemma benefits strongly from
post-training in the one-pass setting, whereas its
two-pass behavior is more constrained by the as-

pect labels produced during span extraction.
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from ground-truth error aspects to model-predicted aspects under Base, SFT, and SFT+RL settings.
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D Discussion

D.1 Main Contribution and Practical Value

Contribution. Our contribution goes beyond
applying ReEvalMed as a benchmark. While
ReEvalMed reports D and R mainly through av-
eraged metric scores, we reformulate clinical-
significance evaluation as a classification problem,
which reduces the influence of outlier scores and
makes the D—R behavior of LLM-as-judge metrics
more explicit. This redefinition allows the discrimi-
nation bias of LLM evaluators to be measured more
directly: a reliable evaluator should both identify
clinically significant errors and tolerate insignifi-
cant variations. A second contribution is showing
that significance-oriented data augmentation can
improve this balance. By synthesizing report pairs
with controlled significance levels and applying
a standard SFI-DPO post-training pipeline, we
can calibrate lightweight LLM evaluators on the
D-R boundary without designing a complex task-
specific training algorithm.

D.2 Same-Model Bias on Claude

Same-model bias is a potential concern in LLM-as-
judge studies (Zheng et al., 2023; Liu et al., 2023b),
especially when model-generated outputs are evalu-
ated by the same or closely related model. However,
this concern does not apply to our main evaluation
setting. All main results, including Tables 3 and 4,
are evaluated on ReEvalMed, a clinically anno-
tated benchmark that is not generated by Claude.
Thus, our evaluation does not form a closed
loop in which Claude-generated data are judged
again by Claude. Claude is used only to construct
supervision signals for data augmentation, which
are then used to post-train lightweight Qwen and
MedGemma models, not to optimize Claude itself.
Using a stronger model to generate supervision
and transfer this capability to smaller models is a
common distillation practice, and should not be
interpreted as same-model bias in the evaluation.
To further reduce the possibility that model-
generated errors are later judged by the same model,
we used GPT-5.5 rather than Claude when con-
structing the Open-i evaluation set. GPT-5.5 is not
included among the evaluator models in this paper.
This design minimizes potential same-model bias
in the external evaluation and further supports that
our trained metrics do not merely imitate Claude’s
judgments, but improve their ability to distinguish
clinically significant errors from insignificant vari-

ations.

D.3 Potential Data Leakage

Potential data leakage from MIMIC-CXR is un-
likely to directly affect the main conclusions of this
work. Both the ReEvalMed test set and the sam-
ples constructed in our study are based on MIMIC-
CXR reports with controlled injected clinical errors.
Even if an LLM had been exposed to the original
ground-truth MIMIC-CXR reports during pretrain-
ing, such exposure would not imply an ability to
correctly identify diverse injected errors or deter-
mine their clinical significance, which is the central
focus of our evaluation.

Moreover, ReEvalMed was released only at the
end of 2025, whereas the evaluated LLMs were
trained before that release, making direct bench-
mark leakage unlikely. To further reduce concerns
about dataset-specific leakage, we additionally in-
troduce an external Open-i evaluation set. Since
Open-i is independent of MIMIC-CXR, this held-
out evaluation provides complementary evidence
that the observed behavior is not solely driven by
memorization of MIMIC-CXR reports.

Although limited domain coverage remains a
limitation, as discussed in the Limitation section,
the added Open-i analysis helps assess whether the
conclusions generalize beyond the primary MIMIC-
CXR-derived setting.

D.4 CRIMSON and MedGemma Fine-tuning

Compared with CRIMSON, our MedGemma-4B
+ SFT + RL evaluator changes the error profile
from a more balanced score-based evaluator to a
more robustness-oriented evaluator. CRIMSON
achieves stronger discrimination accuracy (75.0 vs.
66.5), whereas our model achieves substantially
higher robustness accuracy (90.5 vs. 80.5). As
a result, the overall Avg is numerically similar,
with our model slightly higher (78.5 vs. 77.8),
but the paired significance test indicates that this
Avg difference is not statistically significant. This
suggests that the main gain of our approach is not
a large increase in aggregate Avg over CRIMSON,
but a shift toward better preservation of clinically
insignificant variations.

The improvement is most visible on robustness
cases, where our model correctly accepts more
benign perturbations than CRIMSON. In partic-
ular, robustness accuracy improves substantially
for fabrication-type cases (50.0 to 100.0), severity-
related cases (73.3 to 96.7), contradiction cases
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(30.0 to 80.0), and terminology/style-related cases.
This indicates that SFT + RL makes the evaluator
less likely to over-penalize clinically harmless edits.
However, this comes with a trade-off in discrimina-
tion: CRIMSON remains better at detecting signifi-
cant errors overall, especially for size/distance, ter-
minology, uncertainty, and severity-related signifi-
cant errors. Thus, our method improves robustness
and reduces false alarms on insignificant changes,
while CRIMSON remains more sensitive to certain
clinically significant discrepancies.

D.5 Ciritical and Significant Severity Levels

Our evaluation maps both critical and significant
errors to the clinically significant class. This de-
sign follows the practical goal of identifying report
differences that may affect clinical interpretation
or downstream decisions. However, the bound-
ary between critical and significant can itself be
subjective and context-dependent. For this reason,
we treat the central task as distinguishing clini-
cally meaningful from clinically insignificant dif-
ferences, while leaving finer-grained severity cali-
bration as an important direction for future work.

D.6 Potential Error Propagation

Our current two-pass design is itself motivated
by common practice in machine translation eval-
uation. As pointed out in related work such as
MQM-APE (Lu et al., 2025), in error span detec-
tion, completely missing an error span is relatively
rare, while producing too many redundant spans
is often a more common issue. Based on this ob-
servation, pass2 does not handle spans missed by
passl, but it can suppress redundant or unreason-
able spans. We will clarify this design motivation
and add the corresponding citation more explicitly
in the revised version.

D.7 Why Use a Standard Post-training Design

We use a standard SFT followed by DPO training
design because our goal is to test whether targeted
supervision can sharpen the clinical-significance
boundary, rather than to introduce a new optimiza-
tion algorithm. SFT teaches the model the struc-
tured output format and exposes it to controlled
clinical-error patterns. DPO then directly optimizes
preference pairs that reflect the desired D—R behav-
ior. This simple and reproducible design makes the
effect of the data and supervision signal easier to
interpret.

The same principle also applies to our prompt-
ing design. Our prompts are intended to provide
a clear and consistent evaluation protocol for test-
ing whether the proposed clinical-significance for-
mulation is effective, rather than to exhaustively
optimize prompt engineering strategies. A system-
atic exploration of alternative prompts, prompt en-
sembles, and model-specific prompting designs is
therefore left for future work.

E Error Category Descriptions

Table 13 provides detailed descriptions of the er-
ror categories in ReEvalMed, organised by Error
Aspect and Error Type.

F Length Distribution of Synthesized
Data

Figure 8 shows the length distribution of our syn-
thesized data compared to the ReEvalMed test set,
broken down by error category and stratified across
four length buckets. The generated corpus cov-
ers all buckets in every category, confirming that
stratified sampling produces diverse report lengths.

G Human Validation on Report Synthesis

To verify the clinical fidelity of our synthesized
data, we draw a stratified random sample of 400
pairs (200 D + 200 R), with 10 D and 10 R cases
from each of the 20 error categories, and have
a clinician manually review each pair. For each
sample, the clinician assesses whether: (1) the in-
jected error is clinically plausible and correctly
categorised, (2) the severity label (significant vs.
insignificant) is appropriate, and (3) the generated
report reads naturally without obvious artefacts.

Case studies Table 14 presents representative ex-
amples from the human validation, illustrating both
successful and problematic generations.

H Score-based Metric Results

Unlike LLM-based metrics that output binary sig-
nificant/insignificant predictions, score-based met-
rics produce continuous scores requiring a decision
threshold to convert to D/R accuracy. In the main
paper (Table 3), we report results at the maximin
threshold maxy min(Dy, Ry), which selects the
operating point that maximises the worse of the
two dimensions.

Figure 9 shows the full D-R trade-off curves
for all 8 score-based metrics. Each curve traces
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Length Distribution Comparison: Testset vs Generated (Stacked by Bucket)
Testset Sample Count
10.0
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O//Description
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Figure 8: Length distribution comparison between the ReEvalMed test set (top axis) and our generated training
corpus (bottom axis), stacked by length bucket across all 12 aspects.

the (D, R) accuracy pair as the decision threshold
varies; the filled circle marks the maximin operat-
ing point reported in Table 3. CRIMSON achieves
the best maximin point (75.0, 80.5), substantially * Missing spatial descriptors (upper/lower,
outperforming all other score-based metrics. NLP anterior/posterior)

metrics (BLEU, BERTScore, AlignScore) cluster
in the low-accuracy region, while medical metrics
(RadGraph, RaTEScore, CheXbert) offer moderate

* Missing specific anatomical region or
lobe identification

Discrimination Text Patterns (signifi-
cant):
* “left upper lobe nodule” — “pulmonary

improvements. .. .. .
nodule” (missing critical laterality and
I Error Specification Examples lobe)
We provide two representative error specifications * “bllat.eral ple'urgl eff'us1ons” — “pleural
generated by Claude Sonnet 4.5 (Section 4). Each effusion” (missing bilateral nature)
specification contains a clinical definition, medical * “fracture of L3 vertebral body” — “lum-
patterns, and contrastive text patterns that distin- bar fracture” (missing specific vertebral
guish significant errors from harmless variations. level)

Error Specification: Location — Omission Robustness Text Patterns (insignificant):

* “hepatic lesion in segment 7 — “right
hepatic lobe lesion” (alternative valid de-

Definition: Omission of anatomical loca-
tion information present in the reference re-

port, including missing specific anatomical seriptor)

sites, laterality (left/right), spatial relation- * “distal esophagus” — “lower esophagus”
ships, or regional descriptors. (synonymous location terms)

Medical Patterns: * “left lung base” — “left lower lung”

(equivalent regional description)

* Missing laterality specification (left/right,
bilateral)
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Robustness (%)
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0 20 40 60

Discrimination (%)

Figure 9: D-R trade-off curves for all score-based metrics. Each curve traces (D, R) accuracy across decision
thresholds; filled circles mark the maximin operating point maxg min(Dy, Ry) reported in Table 3.

Error Specification: Description — Fabrica-

tion

Definition: Adding findings, observations,
or anatomical descriptions in TGT that do
not exist in REF, including introducing new
pathological findings, normal structures not
mentioned, or additional descriptive details.

Medical Patterns:

* Adding new pathological findings not
present in REF (e.g. pleural effusion, nod-
ules)

* Adding quantitative details or measure-
ments that do not exist in REF

* Introducing temporal or comparative in-
formation not in REF

Discrimination Text Patterns (signifi-

cant):

* REF: “clear lungs” — TGT adds “bilat-
eral pleural effusions”

¢ REF: “normal heart” — TGT adds “car-
diomegaly”

* REF: “opacity present” — TGT adds
“large Scm mass”

Robustness Text Patterns (insignificant):

* REF: “no acute findings” — TGT: “heart,
lungs, and mediastinum show no acute
findings”

* REF: “unremarkable” — TGT lists

“bones intact, soft tissues normal”

* REF gives findings — TGT adds “ade-
quate inspiration” as contextual informa-
tion

\.

J Prompt Templates

We provide the full prompt templates used for infer-
ence (Section 3) and data synthesis (Section 4). In
all templates, {REF} and {TGT} are replaced with
the ground-truth and target reports, respectively.

One-Pass Evaluation Prompt

SYSTEM:

You are a clinical evaluation agent for chest
X-ray reports. You will be given: 1) a
ground-truth report written by professional
radiologists, and 2) a target report to be eval-
uated.

Your task is to:

* Identify all clinically significant and in-
significant errors in the target report.

* Classify each error into one of the prede-

38260



fined error categories.

* Determine the error type (Omission / Fab-
rication / Inaccuracy) when applicable.

* Provide a concise explanation of the er-
rors and their classifications.

Follow all definitions and constraints pro-
vided in subsequent instructions.

USER:

You must evaluate the target report against
the ground-truth report and produce a struc-
tured JSON output.

Your output must be a JSON object with the
following structure:

e “critical”: a dictionary mapping error

spans to error aspects for critical errors

* “significant”: a dictionary mapping error
spans to error aspects for significant errors

* “insignificant”: a dictionary mapping er-
ror spans to error aspects for insignificant
errors

* “explanation”: a concise explanation of
the errors identified and the rationale for
the categorization

Definition of significance:

* Critical: Refer to internal inconsistencies
or logical contradictions, such as describ-
ing the presence of a structure previously
stated to be absent, that can severely un-
dermine clinician trust in the report and
are considered critical failures.

* Significant: Errors that meaningfully al-
ter, mislead, or distort clinical decision-
making.

* Insignificant: Errors that represent stylis-
tic variation, minor wording changes, or
clinically harmless deviations.

Error Aspects:

Below are the 12 error categories and their
descriptions:

{error_aspect_info}

Every error must be assigned exactly one of
these aspects.

Error Types:

For the “Comparison/Progression”, “De-
scription”, “Location”, “Severity” aspects,
you must further specify the error type using
one of:
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{error_type_info}

For all other error aspects, you must NOT
include an error type; only the aspect label
should be provided.

Example:

¢ “rib fractures”: “Location - Omission”

* “no pneumothorax”: “Negation” (no error
type needed)

If no errors are identified, the “significant”

and “insignificant” fields should be empty

dictionaries.

Reports to evaluate:
Ground-Truth Report: {REF}
Target Report: {TGT}

Please output only a single valid JSON ob-

ject.

IMPORTANT:

* Do NOT wrap the JSON in Markdown
code fences.

* Do NOT include any language labels such
as “json” before the JSON.

* The output must start directly with {{ and
end with }}.

* Do NOT include any extra text, com-
ments, or explanations outside the JSON.

SYSTEM:

You are a clinical evaluator for chest X-ray

reports. Given a ground-truth report (REF)

and a target report (TGT), identify all differ-
ences.

For each difference, output a JSON object

with:

e “span”:  the exact text span that
changed (from TGT for Fabrica-
tion/Inaccuracy/Style; from REF for
Omission)

* “aspect”: one of the 12 error aspects

Valid aspect codes: Location - Omission,
Location - Fabrication, Location - Inac-
curacy, Severity - Omission, Severity -
Fabrication, Severity - Inaccuracy, De-
scription - Omission, Description - Fab-
rication, Description - Inaccuracy, Com-
parison/Progression - Omission, Compar-



ison/Progression - Fabrication, Compar-
ison/Progression - Inaccuracy, Negation,
Modality, Size/Distance, Contradiction, Un-
certainty, Terminology, Noise, Stylistic
Variation

Output a JSON array. If no differences, out-
put []. Do NOT wrap in markdown. Start
directly with [ and end with ].

USER:

Ground-Truth Report:

{REF}

Target Report:

{TGT}

Identify all differences and output the JSON
array of {span, aspect} objects.

SYSTEM:

You are a clinical evaluator for chest X-ray
reports. You will be given a REF/TGT re-
port pair, a specific error span, its aspect,
and judgment criteria. Determine whether
the error is SIGNIFICANT or INSIGNIFI-
CANT.

Output a single JSON object: {“severity”:
“significant”/“insignificant”/“critical”, “‘ex-
planation™: “...”}

Do NOT wrap in markdown. Start with {
and end with }.

USER:

Ground-Truth Report:
{REF}

Target Report:

{TGT}

Identified Error Span: “{span}”
Error Aspect: {aspect}
Error Type: {etype_label}

Judgment Criteria for [{aspect}]:
{criteria}

Is this error SIGNIFICANT or INSIGNIFI-
CANT? Output only the JSON.

Error Injection Prompt (Data Synthesis)

SYSTEM:

You are a medical imaging report error gen-
eration system specialized in radiology re-
ports.

USER:
Error Type Definition:
Error Category: {error_type} ({er-

ror_category_name})
Error Aspect: {error_aspect}
{error_definition }

Reference Medical Context:

The following patterns show how this error
type manifests in real medical reports:
{medical_patterns}

Severity Level: {severity_description}
Example Text Patterns:
{selected_text_patterns}

Task:
{severity_instruction}
Reference Report: {REF}
Instructions:

* Introduce the specified error type into the
reference report

* Follow the text patterns shown above as
guidance

* Keep the rest of the report unchanged

» Maintain medical plausibility and report
structure

* Preserve the overall report length (£20%)

 Ensure the severity matches the specified
level

Output ONLY the modified target report

text, without any explanations or format-

ting.
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Type Aspect Description Significant Example Insignificant Example

O/F/E Location Errors in the precise  REF: left-sided rib fractures REF: left retrocardiac opacity
anatomical site of a TGT: right rib fractures TGT: opacity behind the heart on
finding (e.g., laterality, the left side
lobe, region).

O/F/E Severity Errors in describing REF: Heart is mildly enlarged REF: Severe cardiomegaly
the extent or clinical TGT: Severely enlarged heart TGT: Moderate-to-severe car-
seriousness of a find- diomegaly
ing.

O/F/E Description Errors in morpholog- REF: irregular mass with spicu- REF: patchy ill-defined opacities
ical  characteristics lated margins TGT: faint and poorly marginated
such as shape, mar- TGT: round, smooth mass opacities
gins, or appearance.

O/F/E Comp./Prog. Errors in describing REF: Pulmonary edema has im- REF: No interval change in pleu-
interval changes com-  proved ral effusion
pared to prior imag- TGT: Pulmonary edema has wors- TGT: Pleural effusion is essen-
ing. ened tially unchanged

S Negation Incorrect presence or  REF: No evidence of pneumotho- REF: No pleural effusion is seen
absence of a finding. rax TGT: There is no definite pleural

TGT: Pneumothorax is present effusion

S Modality Conflicts with the REF: Refer to prior CT torso for ~REF: Consider chest CT for fur-

imaging modality. details ther evaluation
TGT: Refer to prior abdominal ul- TGT: CT can be considered for
trasound further assessment

S Size/Distance Errors in quantitative = REF: 3-cm mass in the lingula REF: ET tube within I cm of the
measurements. TGT: 8-cm mass in the lingula carina

TGT: ET tube within 0.9 cm of the
carina

S Contradiction Internal logical incon- REF: The lungs are clear. REF: No evidence of larger pleu-
sistencies within the TGT: The lungs are clear. There  ral effusions
same report. is consolidation in the right base TGT: No evidence of larger pleu-

ral effusions. Minimal effusions
may exist

S Uncertainty Incorrect use of hedg- REF: Whether this is pneumonia  REF: A possible infiltrate is sug-
ing terms conveying is radiographically indeterminate  gested
diagnostic uncertainty. TGT: Pneumonia exists TGT: An infiltrate is likely present

S Terminology Inaccurate or unclear REF: A cavitary lesion, suggesting ~ REF: A 3-cm mass
medical terminology. tuberculosis TGT: A 3-cm lesion

TGT: A hole, suggesting infection

S Noise Grammatical mis- REF: 3-cm mass in the lingula has  REF: subtle opacity may represent
takes, typographical grown atelectasis
errors, or other lin- TGT: 3-cm lingula margins has TGT: subtble opaciti may repre-
guistic noise. been growing irregularly sent atelectasi

S Stylistic Variations in phrasing  REF: Bilateral left greater than  REF: lung... pulmonary edema. ..

Var. that do not alter clini-  right pleural effusion pleural effusions

cal meaning.

TGT: Fluid accumulation on both
sides of the chest, more on the right

TGT: pleural effusions. .. lung...
pulmonary edema

Table 13: Descriptions and examples of the error categories in ReEvalMed (Li et al., 2025a), organized over
12 clinical aspects. Each aspect is associated with up to three error types: Omission (O), Fabrication (F), and
Inaccuracy (E). S: Inaccuracy, fabrication, and omission errors are randomly and evenly distributed.Each category
appears in both the Discrimination and Robustness test sets. Examples are shown as REF-TGT pairs, where
significant examples represent clinically meaningful errors and insignificant examples represent harmless variations.
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Case 1 Severity Mislabel Significant / Noise

REF: ... There is no intraperitoneal free air. The lungs are clear without effusion or pneumothorax. ... IMPRESSION:
Normal chest.

TGT: ... Severe motion artifact and noise significantly limit evaluation; intraperitoneal free air cannot be excluded. ...
Recommend repeat imaging to exclude free air.

Error Span: “no intraperitoneal free air” — “cannot be excluded”
Clinician: Retake imaging only; no serious clinical consequence. Label should be insignificant.

Case 2 Severity Mislabel Significant / Noise

REF: ... Frontal and lateral radiographs of the chest demonstrate normal heart size, mediastinal and hilar contours. Clear
lungs. No pneumothorax or pleural effusion. IMPRESSION: Normal chest radiograph.

TGT: ... Severe motion artifact and excessive noise degrade image quality, limiting diagnostic evaluation. ... Pneumothorax
or pleural effusion cannot be excluded. IMPRESSION: Nondiagnostic chest radiograph ... Recommend repeat imaging ...

Error Span: “normal heart size ... Clear lungs” — “Severe motion artifact ... cannot be reliably assessed”

Clinician: Same pattern as Case 1; normal study changed to nondiagnostic with repeat imaging recommendation. No actual
pathology introduced. Label should be insignificant.

Case 3  Injection Failure Significant / Location-Omission

REF: CHEST ON __ HISTORY: Pneumonitis. REFERENCE EXAM: __. Compared to the prior exam, there is no significant
interval change.

TGT: CHEST ON __ HISTORY: Pneumonitis. REFERENCE EXAM: _ . Compared to the prior exam, there is no
significant interval change in the pneumonitis.

Error Span: null — “in the pneumonitis”

Clinician: Appears to critique the REF rather than inject an error into the TGT; the added location specificity is arguably an
improvement rather than an omission.

Case 4 Injection Failure Significant / Location-Omission

REF: HISTORY: Hickman catheter placement. FINDINGS: The catheter tip lies at the level of the mid portion of the SVC.
No evidence of acute pneumonia or vascular congestion.

TGT: (identical to REF)

Error Span: null — null

Clinician: Error injection failed entirely; REF and TGT are identical. The model’s explanation reveals an aborted attempt:
“This is actually appropriate positioning. Let me generate a proper SEVERE omission error.”

Case 5 Aspect Mismatch Insignificant / Negation

REF: ... IMPRESSION: In comparison with the study of __
TGT: ... IMPRESSION: Compared with the study of __

Error Span: “In comparison with” — “Compared with”
Clinician: Purely stylistic; the model failed to inject the assigned Negation error.

Case 6  Aspect Mismatch Insignificant / Contradiction

REF: ... There is no large pleural effusion or pneumothorax. ...
TGT: ... No large pleural effusion or pneumothorax is identified. ...

Error Span: “There is no large pleural effusion or pneumothorax.” — “No large pleural effusion or pneumothorax is
identified.”

Clinician: Purely stylistic; the model failed to inject the assigned Contradiction error.

Case 7  Aspect Mismatch Insignificant / Size-Distance

REF: ... IMPRESSION: AP and lateral chest compared to __: Normal heart, lungs, hila, mediastinum, and pleural surfaces.

TGT: ... IMPRESSION: AP and lateral chest compared to __: Normal heart size, lungs, hila, mediastinum, and pleural
surfaces.

Error Span: “Normal heart” — “Normal heart size”
Clinician: Purely stylistic; the model failed to inject the assigned Size/Distance error.

Table 14: Representative cases from human validation of synthesized data. Cases are categorised by failure
type: Severity Mislabel (severity label disagrees with clinical judgement), Injection Failure (error injection produces no
meaningful change), and Aspect Mismatch (injected change is purely stylistic, deviating from the assigned error type).
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