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Abstract
Synthetic data generation has become a cor-
nerstone for advancing large language models.
However, the lack of the quantitative analy-
sis for error tolerance became a critical bottle-
neck. Consequently, current filtering strategies
fluctuate between two extremes: they are ei-
ther overly aggressive, risking the exclusion
of potentially valuable samples, or overly per-
missive, failing to eliminate erroneous sam-
ples effectively. To bridge this gap, this paper
introduces Atomic Tree Operation Modeling
(ATOM), a framework that decomposes data
into functional units (f(x)→ y). ATOM distin-
guishes benign Operand x perturbations from
fatal Operator f perturbations. The former
are needlessly discarded by aggressive filter-
ing, while the latter slip through permissive
filtering. Our experiments reveal a double dis-
sociation: models are robust to operand per-
turbations but collapse under operator perturba-
tions. By prioritizing operator over aggressive
operand precision, our ATOM-synthesized data
outperforms rigorous baselines (e.g., +3.1%
gain over LIMA), suggesting that operator di-
versity matters more than operand precision.
Our code is available at GitHub.

1 Introduction

The ability of Large Language Models (LLMs)
heavily relies on training data (Llama Team, 2024;
OpenAI, 2024; Qwen-Team, 2024; DeepSeek-AI,
2025; Yang et al., 2025a; Gemini-Team et al.,
2025). As high-quality human-generated data be-
comes increasingly scarce, the field has largely
adopted synthetic data generation (Taori et al.,
2023; Zhou et al., 2023; Wang et al., 2023; Xu
et al., 2024, 2025; Cao et al., 2025) to distill capa-
bilities from stronger models. However, a major
bottleneck remains: teacher models inevitably hal-
lucinate and introduce factual errors.
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INSTRUCTION:
What are the three primary colors?

RESPONSE:
The three primary colors are red, blue, and yellow.

Instruction  Response Pair

ATOM Decomposition

Operand: primary colors

Operator: 𝑪𝒐𝒏𝒕𝒂𝒊𝒏𝒔(⋅)
Output: red

Operand: primary colors

Operator: 𝑪𝒐𝒏𝒕𝒂𝒊𝒏𝒔(⋅)
Output: yellow

Operand: primary colors
Operator: 𝑪𝒐𝒏𝒕𝒂𝒊𝒏𝒔(⋅)
Output: blue

Atom Functions

💻 Operator Perturbations:

📑 Operand Perturbations: primary colors	→ xk7q

red blue yellowgraypurple green

red blue yellowm3p n8s t4v

Figure 1: The illustration of extract atomic functions
and two types of perturbations: Operand Perturba-
tions modify x while updating y to keep f valid, e.g.,
Contains(xk7q)→ m3p/n8s/t4v. And Operator Per-
turbations keep x fixed but modify y to violate f , e.g.,
Contains(primary colors)→ purple/gray/green.

Studies such as LIMA (Zhou et al., 2023) un-
derscored that data quality is a decisive factor in
supervised fine-tuning (SFT). However, they lack
a framework to characterize which errors actually
harm SFT. Lacking such an error tolerance crite-
rion (Frenay and Verleysen, 2014), current filtering
methodologies are forced into two extremes: the
first is aggressive filtering (Zhou et al., 2023; Xu
et al., 2024; Cao et al., 2025), which risks discard-
ing valuable samples. The second is permissive
filtering (Li et al., 2024; Zhao et al., 2024; Li et al.,
2025), which retains harmful ones. Unfortunately,
existing quantifying error tolerance methods still
fall short: they are limited to either coarse, quali-
tative assessments that neglect error quantification
(Cho, 2024; Raghavendra et al., 2025), or linguistic
surface taxonomies that overlook essential logical
properties (Alajrami et al., 2025). More impor-
tantly, principled filtering hinges on quantifying
which errors a model can tolerate and to what
extent, which remains undefined.

To rigorously identify the error tolerance in
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synthetic data, this paper proposes an Atomic
Tree Operation Modeling (ATOM) framework,
grounded in Problem Space Theory, which models
problem-solving as applying operators to transform
inputs into outputs. As shown in Figure 1, ATOM
decomposes instruction-response pairs into atomic
operations: f(x)→ y. For example, the response
“The three primary colors are red, blue, and yellow.”
is decomposed as Contains(primary colors) →
red/blue/yellow. ATOM makes error tolerance
quantifiable by turning each response into count-
able operation units, where we can precisely con-
trol the error type and perturbation ratio. Specif-
ically, based on whether the logical operator f is
preserved, ATOM defines two error types: Operand
Perturbations modify x while updating y to keep f
valid, e.g., Contains(xk7q)→ m3p/n8s/t4v. And
Operator Perturbations keep x fixed but modify y
to violate f , e.g., Contains(primary colors) →
purple/gray/green. This taxonomy allows us to
investigate and compare the model’s tolerance to
operand and operator perturbations.

Specifically, this paper constructs an ATOM op-
erator tree to generate Atomic-QA. Explicit atomic
operations of Atomic-QA enable controlled injec-
tion of operand and operator perturbations. Exper-
iments on these two variants reveal a clear asymme-
try: models are highly tolerant to operand pertur-
bations, with downstream performance remaining
stable even when operands are replaced by random
strings and yielding only a 2.0% relative decrease.
Centered Kernel Alignment analysis (Kornblith
et al., 2019) further shows that the resulting internal
representations remain aligned with those learned
from the original Atomic-QA. In contrast, operator
perturbations substantially degrade performance,
causing a 18.2% relative decrease. These find-
ings support an operator-centered principle: useful
synthetic data should preserve valid and diverse
operators rather than strict operand precision.

Guided by the above operator-centered princi-
ple, this paper further validate the effectiveness of
synthetic data with Atomic-QA and Atomic-LIFD
subsets that preserve broad operator coverage from
the ATOM operator tree, retaining structural diver-
sity often discarded by aggressive filtering. Across
four model backbones and 10 benchmark tasks,
these ATOM-guided datasets consistently outper-
form standard baselines, including Alpaca (Taori
et al., 2023), LIMA (Zhou et al., 2023), WizardLM
(Xu et al., 2025) and Magpie(Xu et al., 2024).

We also apply the generalizable Atomic-X

pipeline to existing instruction and math datasets,
producting Atomic-Alpaca and Atomic-MetaMath
with the controlled perturbations. The results fur-
ther confirm our findings and prove the generaliza-
tion of the ATOM. Our contributions are as follows:
• ATOM Framework: We construct ATOM, a

unified framework for defining, quantifying, and
controlling error tolerance in synthetic data.

• Operator–Operand Asymmetry: We discover
that models are sensitive to operator perturba-
tions but robust to operand perturbations.

• Operator-Centered Synthesis: Guided by
this principle, we construct Atomic-QA, which
achieves strong performance. And this paper
further generalize the error tolerance findings to
existing datasets via the Atomic-X pipeline.

2 Related Work

Construction and Filtering of Synthetic Data
Prior research establishes that SFT prioritizes data
quality over sheer scale, with works like LIMA
(Zhou et al., 2023) and Textbooks Are All You
Need (Gunasekar et al., 2023) proving that effective
alignment can emerge from small, high-quality cor-
pora. Consequently, pipelines such as Self-Instruct
(Wang et al., 2023) and WizardLM (Xu et al., 2025)
employ generate-then-filter strategies to synthesize
data, while other approaches focus on selection
via heuristic-based strategies (Zhao et al., 2024;
Li et al., 2024, 2025) or contribution estimation
(Dai et al., 2025; Chen et al., 2025c; Jiang et al.,
2025). However, current methods lack a quantita-
tive framework for defining data quality, leading to
a trade-off between overly aggressive filtering and
overly permissive retention.

Learning Mechanisms in Noisy Data Prior
work on noisy SFT investigates various settings.
FTNI (Alajrami et al., 2025) found that perturbed
instructions can surprisingly improve performance.
TInt (Havrilla and Iyer, 2024) and FACO (Cho,
2024) explored model robustness to erroneous rea-
soning chains. Recent evidence challenges the su-
perficial alignment hypothesis (Zhou et al., 2023),
showing that SFT goes beyond style adaptation
to genuinely enhance reasoning and follow pre-
training scaling laws (Chen et al., 2025b; Raghaven-
dra et al., 2025; Zhang et al., 2026). However, cur-
rent research lacks fine-grained analysis, failing to
determine noise thresholds. Details are listed in
Appendix A.
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3 Methodology

This section details the Atomic Tree Operation
Modeling (ATOM) framework. As depicted in
Figure 2, the proposed framework operates in two
distinct phases: 1) Atomic Tree Construction (§3.1)
and 2) Atomic Data Synthesis (§3.2).

3.1 Atomic Tree Construction

To formalize the construction process, we first in-
troduce the concept of the Atomic Function.

3.1.1 Atomic Function

Definition 1 (Atomic Function). An Atomic Func-
tion is defined as the minimal, logically indivisible
unit of execution, denoted as a tripletA = ⟨x, f, y⟩,
where we have f(x)→ y.

Formally, it represents a deterministic mapping:
• f (The Operator): The abstract logical rule or re-

lational predicate that governs the transformation.
Operators are reasoning patterns that define what
transformation to apply, e.g., CapitalOf(·),
FamousFor(·), or FoundedBy(·) in Figure 2.

• x (The Operand): The concrete, substitutable in-
put value upon which the operator acts. Operands
are domain-specific factual content: they specify
which particular instance the operator processes,
and can be replaced without altering the underly-
ing logic, e.g., Paris, 100, primary colors.

• y (The Output): The deterministic result of ap-
plying f to x: CapitalOf(France)→ Paris.

An Atomic Function is defined such that any further
decomposition of the operator f would result in a
loss of semantic intent or invalidate the executable
logic within the task context. As shown in Fig-
ure 1, the instruction List the primary colors with
response Red, blue, and yellow is decomposed into
atomic function: Contains(primary colors) →
{red, blue, yellow}, where Contains is the opera-
tor and primary colors is the operand. An operand
perturbation jointly modifies (x, y) so that f(x′) =
y′ still holds (e.g., xk7q) while preserving the op-
erator, yielding Contains(xk7q)→ m3p/n8s/t4v.
This result is factually different but logically coher-
ent. In contrast, an operator perturbation would
modify y alone so that f(x) ̸= y′, for example
Contains(primary colors) → purple/gray/green,
producing an incoherent result that violates the
operator’s logic. To further clarify the atomic
function, more examples are in Appendix G.

3.1.2 Pipeline of Atomic Tree Construction

We organize atomic operators into a tree-structured
hierarchy. For instance, the path from tree: Root →
Geography & Places → Geographic Relations
→ Capital Relations reaches a leaf operator
CapitalOf(·). This hierarchical structure natu-
rally aligns with the recursive composition of com-
plex tasks: a multi-step reasoning problem decom-
poses through intermediate categories until reach-
ing semantically irreducible leaf operators. Conse-
quently, our goal is to construct a complete opera-
tor hierarchy whose leaf nodes cover the space of
atomic operators required by a given domain.

As shown in Figure 2, Step 1 starts with Rep-
resentative Data Selection. To mitigate computa-
tional overhead while ensuring coverage, we en-
code candidate seed datasets using bge-m3 (Chen
et al., 2025a). We then apply KCenterGreedy
(Sener and Savarese, 2018) clustering to select sam-
ples that maximize the coverage of the semantic
space and ensure the extracted subset diversity.

After representative data selection, Level 1: Ini-
tial Tree Generation employs an iterative strat-
egy in which o3-mini processes batches of atomic
functions sampled from representative data and
assigns each function to a category. Within each
batch, the categories are organized into candidate
sub-trees, where upper nodes represent coarser do-
mains and finer nodes represent more specific op-
erator categories. For example, atomic functions
such as CapitalOf(France)→ Paris are grouped
under the category path Root → Geography &
Places → CapitalOf(·), where the leaf cate-
gory anchors the concrete operator. As shown in
the left-middle of Figure 2, the candidate sub-trees
produced from successive batches are iteratively
merged into a global tree. During each merge, an
LLM-based semantic assessment module identifies
category nodes in the incoming sub-tree whose se-
mantics overlap with existing ones (e.g., Places
& Geography v.s. Geography & Places). The
initial trees are ultimately verified by 4 human
experts’ votes, detailed in Appendix B.1.

After initialization, in Level 2: Tree Expan-
sion, the generated tree is expanded with the strict
atomic constraints defined in our definition. This
phase iteratively refines category nodes through
a dual-path expansion strategy inspired by Epi-
Coder (Wang et al., 2025): Expansion in Depth for
granularity and Expansion in Breadth for coverage.
Following the example above, the initial tree con-
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Step 1: Atomic Tree Construction

Candidate
Datasets

Clustering

Representative
Data

Atomic Root

Level 1: Initial Tree Generation

Iterative
Sample

Level 2: Tree Expansion

Expansion in Depth Expansion in Breadth

Merge
Merge

Step 2: Atomic Data Synthesis

Leaf Node

Atomic Func.
Perturbed
Atomic Func.

Input: 
Tell me about a famous landmark in the capital of China.

Output: 
The capital of China is Beijing. A famous 
landmark there is the Great Wall of China.

Atomic 
Functions

CapitalOf(·)

FamousFor(·)

FoundedBy(·)

…

N Batches

Batch 1

Organization People Geography

Candidate
Trees

History

Deduplication

Geographic 
Relations

Expanded Node

Expanded Edge

Capital 
Relations

Places

Landmark 
Relations

Capital
Relations

Landmark
Relations

Geographic 
Relations

Places & 
Geography

Root

Step1. Operand Generation

𝑪𝒂𝒑𝒊𝒕𝒂𝒍𝑶𝒇 𝑪𝒐𝒖𝒏𝒕𝒓𝒚 → 𝑪𝒂𝒑𝒊𝒕𝒂𝒍	

𝑪𝒂𝒑𝒊𝒕𝒂𝒍𝑶𝒇 𝑭𝒓𝒂𝒏𝒄𝒆
→ 𝑷𝒂𝒓𝒊𝒔	

QA1
𝑪𝒂𝒑𝒊𝒕𝒂𝒍𝑶𝒇 𝑱𝒂𝒑𝒂𝒏

→ 𝑻𝒐𝒌𝒚𝒐	

QA2

…

Step2. Verification & deduplicate

Step3. Perturbation

𝑪𝒂𝒑𝒊𝒕𝒂𝒍𝑶𝒇 𝑭𝒓𝒂𝒏𝒄𝒆
→ 𝑩𝒆𝒓𝒍𝒊𝒏	

𝑪𝒂𝒑𝒊𝒕𝒂𝒍𝑶𝒇 𝒙𝒌𝟕𝒒
→ 𝒎𝟑𝒑	

𝑪𝒂𝒑𝒊𝒕𝒂𝒍𝑶𝒇 𝑭𝒓𝒂𝒏𝒄𝒆 → 𝑷𝒂𝒓𝒊𝒔	

Step1. Encoding

The capital of China is Beijing. 
A famous landmark there is the Great Wall of China.

Places & 
Geography

A1: 	𝑪𝒂𝒑𝒊𝒕𝒂𝒍𝑶𝒇 𝑪𝒉𝒊𝒏𝒂
→ 𝑩𝒆𝒊𝒋𝒊𝒏𝒈	

A2: 𝑯𝒂𝒔𝑭𝒂𝒎𝒐𝒖𝒔 𝑩𝒆𝒊𝒋𝒊𝒏𝒈
→ 𝑮𝒓𝒆𝒂𝒕	𝑾𝒂𝒍𝒍	

Recursively 
parses

Step2. Perturbing

A1
∗: 	𝑪𝒂𝒑𝒊𝒕𝒂𝒍𝑶𝒇 𝑪𝒉𝒊𝒏𝒂

→ 𝑵𝒂𝒏𝒋𝒊𝒏𝒈	
A2

∗: 𝑯𝒂𝒔𝑭𝒂𝒎𝒐𝒖𝒔 𝑵𝒂𝒏𝒋𝒊𝒏𝒈
→ 𝑻𝒆𝒓𝒓𝒂𝒄𝒐𝒕𝒕𝒂	𝑨𝒓𝒎𝒚	

Step3. Decoding

Perturbed Output:
The capital of China is Nanjing. 
A famous landmark there is the Terracotta Army .

Level 1: Atomic-QA Generation

Level 2: Atomic-X Generation

Input: 
Tell me about a famous landmark in the capital of China.

Figure 2: The pipeline of our Atomic Tree Operation Modeling (ATOM) framework. ATOM consists of two phases:
1) Atomic Tree Construction, which builds an operator hierarchy where leaf nodes define concrete atomic operators,
and 2) Atomic Data Synthesis, which supports both Atomic-QA and Atomic-X.

tains a coarse category path Root → Geography
& Places. Expansion in Depth recursively sub-
divides category nodes by inserting finer-grained
relation classes, yielding · · · → Geographic
Relations → Capital Relations, progres-
sively narrowing the scope until each leaf is irre-
ducible as judged by the LLM or capped at a maxi-
mum depth. Expansion in Breadth supplements sib-
ling category nodes at the same level, e.g., adding
sibling nodes like Landmark Relations alongside
Capital Relations. As shown in the left-bottom
panel of Figure 2, the resulting expanded nodes are
consolidated back into the main hierarchy through
a final merge operation. Detailed examples and
prompts are shown in Appendix B.1. Leaf nodes
are sampled and verified by expert voting.

3.2 Atomic-QA Synthesis

After obtaining the atomic tree, we synthesize train-
ing data and its controlled perturbation variants
through the following pipeline. Atomic-QA Gener-
ation synthesizes training data starting from the leaf
nodes of the atomic tree. Each leaf node defines
a concrete atomic operator f like CapitalOf(·),
and the generation proceeds through:

Step 1 (QA Generation): Given a leaf node and
its associated operator f , we first generate diverse
operands x in its domain, and then compute the cor-
responding output y = f(x) to form atomic triplets
A = ⟨x, f, y⟩. For example, for f = CapitalOf ,
we generate operands such as France, Japan, Brazil

and compute their outputs Paris, Tokyo, Brasília.
Step 2 (Verification): To ensure data quality and

diversity, we deduplicate overlapping operands x
across neighboring nodes and rigorously verify the
logical validity of the generated triplets, producing
the Atomic-QA corpus.

Step 3 (Perturbation): We inject noise to cre-
ate variants. Specifically, Operand perturbation
replaces x with a random string and adjusts y while
preserving f , e.g., CapitalOf(sa9v) → m3p,
giving structurally coherent but factually mean-
ingless samples. Operator perturbation alters
y while keeping x fixed, such that the resulting
pair (x, y′) encodes a mapping that contradicts
f , e.g., CapitalOf(France) → Berlin. At last,
two variants, Operand-Perturbed Atomic-QA and
Operator-Perturbed Atomic-QA are generated.

4 Experimental Setup

In the following sections, we exploit experiments
to answer the following research questions (RQs):
• RQ1: Which plays the dominant role in training:

the Operand (x) or the Operator (f )? (§5)
• RQ2: Does ATOM-synthesized data outperform

aggressively-filtered baselines? (§6)
• RQ3: Whether the error tolerance extends to the

real synthesis data setting. (§7)
Dataset: To address RQ1 and RQ2, we con-

struct an operator tree following Section 3.2 us-
ing FB15k (Schlichtkrull et al., 2018), ZsRE (Tran
et al., 2022), and wiki_recent (Wang et al., 2024)
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Figure 3: Performance comparison of LLaMA3.1 across Atomic-QA, Operand-Perturbed Atomic-QA, and Operator-
Perturbed Atomic-QA. Dashed lines denote the average performance for each setting.

as seeds, and synthesize the Atomic-QA dataset
(1.37M instances) along with its operand-perturbed
and operator-perturbed variants. For RQ3, we con-
struct Atomic-Alpaca and Atomic-MetaMath via
the Atomic-X pipeline (§7), injecting operator er-
rors at controlled rates into real-world complex
data. See Appendix C.1 for details.

Model: To ensure generalizability, we evaluate
LLaMA3.1 (8B) (Llama Team, 2024), Qwen2.5
(7B & 14B) (Qwen-Team, 2024), and Qwen3 (8B)
(Yang et al., 2025a). Training is conducted via
Llama-Factory (Zheng et al., 2024) and evaluation
via the LM Evaluation Harness (Gao et al., 2024).
Configuration details are in Appendix C.2.

5 Operator–Operand Asymmetry

To evaluate operator–operand tolerance during
training, we construct two controlled variants of
Atomic-QA using the perturbation strategies de-
fined in §3.2. Operand-Perturbed Atomic-QA ap-
plies operand perturbation: each operand x is re-
placed with a random string of the same character
length while preserving the operator f , producing
data that is factually meaningless but structurally
coherent. Operator-Perturbed Atomic-QA applies
operator perturbation: following Xie et al. (2024),
we use an LLM to rewrite the answers and ver-
ify hallucinations, thereby corrupting the operator
logic f while keeping operands intact. This data is
superficially fluent but logically incoherent.

5.1 Performance Comparison

Figure 3 presents the comparative results on
LLaMA3.1-8B, revealing a double dissociation:
models are robust to operand corruption but col-

lapse under operator corruption. Results of other
models are listed in Figure 14-16 of Appendix.

Findings 1: Robustness to Operand Noise:
The resilience to operand noise is not limited to
simple tasks but generalizes consistently across
downstream evaluations of varying complexity. As
shown in Figure 3, the performance of Operand-
Perturbed Atomic-QA closely tracks the baseline
Atomic-QA across all datasets. On reasoning-
heavy tasks like ARC-Challenge, the performance
gap is minimal (0.587 v.s. 0.610), and on the
complex multi-hop reasoning task HotpotQA, the
model trained on random strings even slightly out-
performs the baseline (0.159 v.s. 0.133). This
demonstrates that even in complex scenarios, the
model’s performance relies primarily on acquiring
the operator logic f rather than memorizing the
specific atomic operands x. The results shown in
Figures 14, 15, and 16 indicate that our findings
generalize across different model structures.

Findings 2: Sensitivity to Operator Noise: In
stark contrast, when trained on Operator-Perturbed
Atomic-QA, where the structural logic is disrupted
(corrupting the operator f ), performance plummets
to 50.4%. This represents a substantial absolute de-
cline of 9.2% (a relative drop of ∼18.2%), which
highlights the model’s acute sensitivity to the oper-
ation perturbation which may corrupt the structural
integrity in the training data.

5.2 Mechanism Validation

One might concern that Operand-Perturbed
Atomic-QA’s strong performance comes from met-
ric hacking, surface coherence (Appendix D.5), or
superficial heuristics rather than structural integrity.
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Figure 4: MCQ accuracy vs. training data scale (main plot), with model agreement under replaced vs. original entity
settings. Agreement Rate is the proportion of questions both models answer correctly.

To rule this out, we analyze the training dynamics
and latent representations, showing that the model
learns consistently with the unperturbed setting.

Behavioral Alignment: We constructed a held-
out diagnostic test set by sampling subsets from
Atomic-QA and rewriting them into multiple-
choice questions (MCQs). We then monitored the
validation metrics throughout the training process.
As shown in Figure 4 (Left), the accuracy curves for
models trained on both Atomic-QA and Operand-
Perturbed Atomic-QA rise in unison, converging to
nearly identical performance levels. Complement-
ing this, Figure 4 (Right) illustrates the Agreement
Rate—the proportion of test instances where both
models predict correctly. The steady increase in
agreement demonstrates that as training progresses,
the models do not just achieve similar scores. They
converge on the same behavioral patterns. This syn-
chrony indicates that the optimization landscape is
dominated by the structural operator f , while the
precise values of atomic operands x play a compar-
atively limited role in learning.

Representational Alignment: Do these models
merely behave similarly, or do they actually learn
the same internal representations? We utilize Cen-
tered Kernel Alignment (CKA) (Kornblith et al.,
2019) to measure the similarity of the last-layer
hidden states between different models. Figure 5
presents the CKA heatmap. Strikingly, the model
trained on Operand-Perturbed Atomic-QA exhibits
an exceptionally high similarity score (e.g., 0.9497
on Qwen2.5-7B) with the model trained on the stan-
dard Atomic-QA. This alignment suggests that the
models have learned equivalent internal representa-
tions, despite their differing training data. Training
dynamics of PPL and CKA are in Appendix D
(Figures 12, 13). Together, these findings reveal an
asymmetry and motivate an operator-centered prin-
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Figure 5: CKA similarity of the output hidden states
between different trained models. The lower part rep-
resents the CKA similarity of Qwen 2.5-7B, while the
upper part represents LLaMA 3.1-8B.

ciple: synthetic data should prioritize operator
coverage over strict operand filtering.

6 Effectiveness of Atomic-QA

We validate the operator-centered principle through
extensive comparisons against existing baselines.

6.1 Atomic-QA Outperforms Baselines

Tables 1 and 3 report evaluation results across 10
benchmarks and four backbones.

Surpassing Aggressive Filtering Baselines:
We verify the operator-centered principle by com-
paring Atomic-QA against LIMA, a canonical
aggressive-filtering baseline. On LLaMA3.1-8B,
Atomic-QA achieves an absolute gain of +3.1%
over LIMA (56.5% average). This trend persists
across model scales, with Atomic-QA outperform-
ing LIMA by 1.7% on Qwen2.5-7B and 2.5% on
Qwen3-8B. This gap underscores that aggressively
filtering methods discard valuable training signals,
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Table 1: Overall performance across all training datasets on LLaMA3.1-8B and Qwen3-8B. Color-coded cells
(green/red) are used to indicate performance above or below the mean across methods (All Average), with darker
colors representing better or worse performance. The results for Qwen2.5-7B and Qwen2.5-14B are in Table 3.

Model Family ARC-
Challenge

ARC-
Easy BoolQ Hotpot-

QA
Open-

BookQA PIQA RACE SIQA SQuADv2 Wino-
Grande Avg

L
L

aM
A

3.
1-

8B

Base 0.549 0.847 0.820 0.106 0.366 0.807 0.433 0.529 0.375 0.765 0.560
All Average 0.564 0.850 0.855 0.127 0.387 0.812 0.464 0.548 0.381 0.768 0.576

Instruct 0.558 0.854 0.870 0.209 0.362 0.811 0.464 0.548 0.420 0.764 0.586
LIMA 0.552 0.848 0.828 0.134 0.368 0.808 0.432 0.529 0.377 0.773 0.565
Condor 0.563 0.854 0.855 0.117 0.382 0.811 0.470 0.546 0.378 0.770 0.575
Magpie 0.575 0.845 0.859 0.122 0.380 0.808 0.464 0.563 0.374 0.761 0.575

WizardLM 0.580 0.862 0.858 0.107 0.396 0.823 0.478 0.573 0.385 0.766 0.583
Alpaca 0.562 0.846 0.867 0.115 0.406 0.819 0.469 0.576 0.393 0.776 0.583

Self-Instruct 0.469 0.811 0.839 0.097 0.352 0.803 0.430 0.511 0.321 0.739 0.537
Wiki 0.562 0.856 0.845 0.132 0.370 0.810 0.453 0.530 0.386 0.778 0.572

Wiki-Rewrite 0.560 0.855 0.847 0.100 0.364 0.811 0.456 0.528 0.388 0.777 0.569
Atomic-LIFD 0.607 0.858 0.875 0.133 0.440 0.812 0.494 0.568 0.364 0.770 0.592
Atomic-QA 0.610 0.865 0.862 0.133 0.441 0.816 0.500 0.562 0.401 0.771 0.596

Q
w

en
3-

8B

Base 0.631 0.871 0.871 0.233 0.370 0.799 0.473 0.566 0.444 0.743 0.600
All Average 0.631 0.870 0.875 0.183 0.375 0.798 0.489 0.562 0.420 0.746 0.595

Instruct 0.629 0.873 0.871 0.114 0.378 0.782 0.491 0.567 0.430 0.707 0.584
LIMA 0.632 0.870 0.873 0.237 0.374 0.803 0.478 0.558 0.445 0.755 0.602
Condor 0.637 0.875 0.875 0.230 0.374 0.800 0.486 0.567 0.435 0.751 0.603
Magpie 0.629 0.869 0.875 0.125 0.352 0.798 0.482 0.553 0.436 0.742 0.586

WizardLM 0.639 0.870 0.877 0.053 0.360 0.799 0.491 0.572 0.428 0.756 0.585
Alpaca 0.634 0.871 0.880 0.042 0.362 0.803 0.495 0.580 0.445 0.753 0.586

Self-Instruct 0.515 0.820 0.866 0.103 0.338 0.787 0.439 0.513 0.341 0.721 0.544
Wiki 0.638 0.876 0.869 0.191 0.366 0.801 0.489 0.570 0.424 0.759 0.598

Wiki-Rewrite 0.641 0.877 0.871 0.212 0.370 0.800 0.497 0.568 0.417 0.758 0.601
Atomic-LIFD 0.671 0.886 0.884 0.364 0.420 0.800 0.523 0.568 0.398 0.751 0.626
Atomic-QA 0.675 0.886 0.883 0.334 0.435 0.804 0.515 0.567 0.423 0.753 0.627

capping the model’s potential. To further isolate
the effect of operator coverage, we also evaluate
Atomic-LIFD, a compact subset of Atomic-QA se-
lected to retain diverse operator structures. Despite
using minimal training tokens (Appendix D.1),
Atomic-LIFD achieves competitive results. This
confirms that operator-level structural diversity
is the driver of performance gains.

Superiority over Standard Synthetic Base-
lines: Compared to widely used synthetic datasets
like WizardLM, Atomic-QA demonstrates consis-
tent superiority. For instance, on the Qwen2.5-
7B, Atomic-QA (61.1%) surpasses WizardLM
(Xu et al., 2025) (56.8%) by over 4%. Notably,
Atomic-QA excels in reasoning-intensive tasks like
OpenBookQA (Mihaylov et al., 2018) and ARC-
Challenge (Clark et al., 2018), suggesting that pre-
serving operator diversity is more critical.

6.2 Exclusion of Potentially Valuable Samples

Figure 6 visualizes corpus diversity using Vendi
Score, Log Determinant, TTR-variants, and MTLD
(Friedman and Dieng, 2023; Yang et al., 2025b).
Atomic-QA achieves the highest scores across all
six metrics and encompasses all baselines. While
aggressively filtered datasets show contracted di-
versity. This confirms that tree-based operator enu-
meration preserves the structural samples that fil-
tering discards. However, a practical question re-
mains: what is the quantitative noise threshold in
real-world synthetic data?
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Figure 6: Radar plot of corpus diversity.

7 Generalization to Existing Datasets

To answer RQ3, we introduce the Atomic-X
pipeline, which decomposes existing datasets into
atomic operators and injects controlled perturba-
tions. In right panel of Figure 2, Atomic-X adopts
an Encoder–Perturber–Decoder pipeline:

Step 1 (Encoding): A encoder takes an
instruction-response pair from an existing dataset
and performs a top-down decomposition of the re-
sponse into atomic operators, guided by the opera-
tor tree. The model recursively parses the content
into distinct logical branches, where each leaf cor-
responds to an atomic operator in the tree, yielding
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an ordered sequence A = {A1,A2, . . . ,An}.
Step 2 (Perturbing): A perturbation function

is applied to the extracted atomic functions. As
shown in the formula Perturbing(Ai) = A′

i, we
inject operator-level noise (e.g., modifying opera-
tions from 1 + 1 = 2 to 1 + 1 = 3) to generate
corrupted atomic functions.

Step 3 (Decoding): The decoder reconstructs
the output: First, the perturbed atomic functions
are reranked based on the magnitude of their logi-
cal impact as A∗ = {A∗

1,A∗
2, . . . ,A∗

n}. Next, the
model generates specific decoding instructions for
modification. Finally, a deterministic replace tool
utilizes these instructions to edit the original text,
producing the final Perturbed Output. Further
details are in Appendix B.2. We apply Atomic-
X to Alpaca (Taori et al., 2023) and MetaMath
(Yu et al., 2023), producing Atomic-Alpaca and
Atomic-MetaMath. This enables us to analyze
noise tolerance on multi-step reasoning task.
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Figure 7: Average accuracy for LLaMA 3.1-8B and
Qwen 2.5-7B on Atomic-Alpaca with operator pertur-
bations at controlled rates (§7). Dashed lines: upper
bound from training only on correct samples, truncated
at 60% to approximate the solid lines’ data scale. See
Figure 17 for Atomic-MetaMath.

7.1 Operator Noise Tolerance Limits

To verify that operator sensitivity (§5) generalizes
to real data, we adopt Beta-distribution-based sam-
pling as described in Appendix E and inject opera-
tor erros through varying rates of atomic-operation
perturbations into Alpaca and MetaMath. We ana-
lyze the impact of increasing atomic perturbations
rates (from 0% to 100%) on model performance,
visualized in Figure 7. Results reveal a distinct
two-stage non-linear degradation pattern.

Stage 1: Gradual Logic Degradation: As
shown in Figure 7, injecting perturbations into
atomic operations results in a slow but observ-
able performance decay during the initial stage
(0%→ 40% noise). Unlike operand, operator per-
turbations disrupt models’ training process more
severely, causing proportional capability loss.

Stage 2: Structural Collapse: As the error rate
exceeds a critical threshold (roughly > 60% in
Figure 7), the degradation pattern shifts distinctly,
characterized by a significantly steepened negative
slope. Visually, this is represented by the rapid
plunge in accuracy towards the tail end of the curve
(60% → 100%). This sharp performance drop
suggests that accumulated operator perturbations
severely impair the model’s ability to learn reliable
patterns beyond this threshold.
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Figure 8: Cohen’s Kappa between filtering methods
(IFD, Length, Style) and ground-truth error labels as
a function of sample error rate, evaluated on Atomic-
Alpaca and Atomic-MetaMath.

7.2 Upper Bound vs. Filtering Reality
To assess filtering potential, we construct an oracle
upper bound by discarding all samples containing
operator errors based on ground-truth labels, and
retraining on the remaining clean subset at each
error rate (dashed lines in Figure 7). These oracle-
filtered models fully recover the noise-free base-
line, showing that operator-induced degradation is
recoverable if erroneous samples can be identified.
This sets the ceiling for any practical filter. Yet, as
shown in Figure 8, existing strategies cannot ap-
proach this ceiling: their negative Cohen’s Kappa
scores indicate they are unable to differentiate be-
tween fault and correct samples.

8 Conclusion

This study quantifies error tolerance in synthesis
data, moving beyond the binary high-low quality
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definitions. We demonstrate that SFT is fundamen-
tally a logic-learning process in atomic view where
models learn functional atomic operators while spe-
cific operand-values are changeable variables. We
show that models learn atomic logic even from ran-
domized operands. Thus, synthetic data should
favor operators over operands for generalizability.

Limitation

Due to computational resource constraints, we do
not conduct experiments on models with 32B pa-
rameters or larger. Furthermore, while our ATOM
framework demonstrates robustness across general
instruction following and mathematical reasoning
tasks, we have not yet extended the atomic decom-
position methodology to code generation or other
domains, which we leave for future work.
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A Expanded Related Work

Construction and Filtering of High-Quality
Data for SFT Early work highlights the impor-
tance of training data quality over sheer data scale
in SFT. LIMA (Zhou et al., 2023) and Textbooks
Are All You Need (Gunasekar et al., 2023) demon-
strate that effective alignment does not strictly re-
quire large-scale datasets, but can emerge from rel-
atively small yet high-quality training corpora. In a
similar spirit, generate-then-filter pipelines such as
Self-Instruct (Wang et al., 2023), WizardLM (Xu
et al., 2025), and Magpie (Xu et al., 2024) explore
scalable, high-quality data construction through
one or more rounds of data generation and heuristic
filtering. More recently, Condor (Cao et al., 2025)
refines synthetic training data during generation by
constructing instructions of varying difficulty and
improving response quality.

Other work in this line focuses on filtering and
selecting representative high-quality training data.
Many approaches rely on surface-level quality met-
rics or heuristic-based strategies, including length-
based filtering (Zhao et al., 2024), perplexity-based
selection (Li et al., 2024), and style-consistency
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constraints (Li et al., 2025). More recent work has
proposed methods that estimate sample contribu-
tions to downstream performance, such as BIDS
(Dai et al., 2025), MIG (Chen et al., 2025c), and
MIWV (Jiang et al., 2025).

However, most data synthesis, refinement, and
selection methods lack a guiding framework for
quantitatively defining data quality. Consequently,
they oscillate between two extremes: overly ag-
gressive filtering that removes valuable supervisory
signals, and overly permissive filtering that retains
training instances with potential errors.

Training Data Noise Effects and Learning Mech-
anisms in SFT Prior work has investigated noisy
supervision in SFT under a variety of controlled
settings. FTNI (Alajrami et al., 2025) observes that
training on perturbed instructions (such as remov-
ing stop words or shuffling words) can improve
downstream performance in some cases. For rea-
soning supervision, TInt (Havrilla and Iyer, 2024)
studies robustness to noise in algorithmic chains of
thought by injecting errors during reasoning, and
FACO (Cho, 2024) studies how different propor-
tions of erroneous reasoning-chain samples in the
training data affect model performance.

From a learning-mechanism perspective, the su-
perficial alignment hypothesis characterizes SFT as
primarily focusing on adopting the language style
of responsible AI assistants and relying largely on
the knowledge already acquired by base LLMs
(Zhou et al., 2023; Lin et al., 2023; Cao et al., 2024).
Beyond this view, subsequent evidence shows that
SFT enhances models’ reasoning and contextual
understanding compared to their base counterparts
(Chen et al., 2025b). Raghavendra et al. (2025)
further observe that, similar to the pre-training scal-
ing laws, post-training task performance scales as
a power law against the number of finetuning ex-
amples, reflecting that language models are not
necessarily confined to using only the knowledge
learned during pretraining.

Current analyses of noise in training data and
SFT learning mechanisms remain confined to spe-
cific types of datasets or lack fine-grained, sample-
level structural analysis. As a result, they are un-
able to determine which errors are tolerable to the
model and which genuinely disrupt learning, leav-
ing the critical boundary between benign and detri-
mental noise unclear and the quantification of error
tolerance in synthetic data unexplored.

B Pipeline for ATOM

This section presents the detailed process of ATOM.
We elaborate from the perspectives of the Pipeline
for Atomic Tree Construction and Atomic Data
Synthesis, respectively.

B.1 Pipeline for Atomic Tree Construction
To facilitate clarity, we first detail the prompts em-
ployed in our pipeline, followed by a formal de-
scription using pseudo-code.

ATOM initiates the process by extracting atomic
operators from representative data, guided by pre-
defined definitions via Prompt 1. Subsequently, we
organize these operators into an Initial Operator
Tree using Prompt 2, where internal nodes repre-
sent abstract operator categories and leaf nodes
represent concrete atomic operators. To guaran-
tee structural completeness, we generate trees for
various subsets of atomic functions under diverse
sampling schemes, while simultaneously pruning
duplicate nodes at the same hierarchy level via
Prompt 3. After the above steps, we obtain the op-
erator trees shown in Figure 9, 10 and 11. Finally,
building upon this initial structure and its enumer-
ated first-layer nodes, we expand the tree across
both depth and breadth dimensions using Prompt
4. The comprehensive procedure for Atomic Tree
Construction is outlined in Algorithm 1.

Human Expert Verification. To ensure the qual-
ity and validity of the constructed atomic trees, we
involve four human experts throughout the pipeline.
During Initial Tree Generation (Phase 2), the ex-
perts evaluate whether the category hierarchy is
reasonable (i.e., semantically coherent groupings)
and comprehensive (i.e., sufficient coverage of the
operator space). An initial tree is accepted only
when all four experts reach unanimous agreement;
otherwise, the tree is revised and re-evaluated. Dur-
ing Tree Expansion (Phase 3), the experts verify
whether the newly generated leaf nodes conform to
the atomic operator definition in our formulation—
namely, that each leaf represents a semantically
irreducible operator. We compare the expert judg-
ments with the LLM-based assessment and observe
an agreement rate of 97.3%, indicating strong align-
ment between model and human evaluation.

B.2 Pipeline for Atomic Data Synthesis
This section details the Atomic-QA Generation
pipeline. The Atomic-X Generation pipeline is
described in §7 of the main text.
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Figure 9: The initial operator tree of Atomic-QA. Internal nodes represent abstract operator categories, and leaf
nodes define concrete atomic operators.

Root

Generation Transformation Analysis Retrieval & Extraction Reasoning Classification & Judgment Editing & Modification Organization & Structuring Interaction & Dialogue Execution & Operation

Initial Atomic Tree

Figure 10: The initial operator tree of Alpaca.

Root

Basic Arithmetic Operations Algebraic Manipulation Equation Solving Function Operations Geometric Reasoning Combinatorial Operations Logical Reasoning Numerical Estimation

Initial Atomic Tree

Figure 11: The initial operator tree of MetaMath.

B.2.1 Atomic-QA Generation

Atomic-QA generation follows the pipeline de-
scribed in §3.2. Starting from each leaf node of the
operator tree, we first employ an LLM to generate
diverse operands x within the operator’s domain,
guided by Prompt 5. We then compute the corre-

sponding outputs y = f(x) via a subsequent LLM
call to form complete atomic tripletsA = ⟨x, f, y⟩.
Finally, we utilize Prompt 6 to validate the logical
correctness of the generated atomic operations.
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Algorithm 1: Atomic Tree Construction
Pipeline
Input :Candidate Datasets D, Embedding

ModelMemb, Generation Model
Mgen, Max Interaction I

Output :Atomic Tree T
// Phase 1: Representative Data

Selection
1 V ← Encode(D,Mbge),
Srep ← KCenterGreedy(V ),
T ← {root}

2 Arep ← Extract(Srep)
// Phase 2: Level 1 - Initial Tree

Generation
3 for batch Asub ∈ sample(Arep) do
4 Tsub ← GenSubTree(Asub,Mgen)

T ← Merge(T , Tsub)
// Phase 3: Level 2 - Tree

Expansion
5 for iter i ∈ I do
6 Ti ← ∅
7 for node n ∈ LeafNodes(T ) do
8 Nd ← DepthExpansion(n,Mgen)

Nb ←
BreadthExpansion(n,Mgen)

9 if Nd ̸= ∅ ∨ Nb ̸= ∅ then
10 Ti ← Merge(Ti,Nd ∪Nb)

11 if Ti = ∅ then
12 break

13 T ← Merge(T , Ti)
14 return T

B.2.2 Atomic-X Generation

The Atomic-X pipeline is introduced in §7; here
we detail the prompt usage. The framework oper-
ates in the reverse direction: given existing data, it
decomposes responses into atomic operators. The
framework comprises three core modules: the En-
coder, the Perturber, and the Decoder. Guided by
Prompt 7, the Encoder maps the response content
onto the operator tree, recursively decomposing
the structure until reaching leaf operators, which
are resolved into atomic operations. Next, the Per-
turber applies operator perturbations to each atomic
operation utilizing the Prompt 8. Finally, the De-
coder modifies the original data by employing the
SEARCH-REPLACE and TERMINATE tools de-
fined in Prompt 9.

C Details about Experimental Setup

In this section we will introduce our experimen-
tal details. First, we introduce the details of data
generation used in the experiments, followed by
a description of the model training and evaluation
procedures. All experiments are run three times.

C.1 Details about Dataset Generation

For the Atomic-QA generation process, we com-
mence by employing the KCenterGreedy algorithm
to identify 5,000 cluster centers. The initial oper-
ator tree is constructed through an iterative proce-
dure spanning 500 rounds, with 50 subjects ran-
domly sampled in each round. During the subse-
quent evolution stage, the tree evolves for 1,715
iterations. Notably, in each iteration, a single leaf
operator node undergoes five depth expansions and
five breadth expansions. This results in an op-
erator tree with 6,931 leaf nodes (max depth 4),
where each leaf defines a concrete atomic opera-
tor. Following the pipeline in §3.2, we generate
diverse operands for each leaf operator, yielding
the Atomic-QA dataset with approximately 1.37
million instances.

Regarding the Atomic-X generation process, we
construct a separate operator tree for each target
dataset. We initiate construction by randomly
sampling 10,000 instances, generating 100 clus-
ter centers at each step. The initial tree construc-
tion involves 200 evolution rounds, wherein 50
data points are selected per round. In the final
stage, the evolution iterations differ by dataset: Al-
paca evolves for 1,203 iterations, while MetaMath
evolves for 1,347 iterations. This results in oper-
ator trees with 276 and 398 leaf operators respec-
tively for Alpaca (max depth 5) and MetaMath
(max depth 6). From the remaining samples, we
randomly select 10,000 instances and apply the
Atomic-X pipeline (§7) to construct the correspond-
ing Atomic-Alpaca and Atomic-MetaMath.

C.2 Details about Model Training and
Evaluation

We conduct experiments on four representative
open-source pre-trained LLMs that span differ-
ent architectures and scales, including LLaMA3.1-
8B, Qwen3-8B, Qwen2.5-7B, and Qwen2.5-
14B. All models are fine-tuned with LLaMA-
Factory (Zheng et al., 2024) and evaluated with
the LM Evaluation Harness (Gao et al., 2024).
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Datasets. We compare models fine-tuned sepa-
rately under different training dataset configura-
tions, as summarized in Tables 1 and 3. The com-
parison set includes Atomic-QA and its variants
(Wiki, Wiki-Rewrite, and Atomic-LIFD), the offi-
cial Instruct versions, and six representative open-
source datasets: LIMA (Zhou et al., 2023), Con-
dor (Cao et al., 2025), Magpie (Xu et al., 2024),
WizardLM (Xu et al., 2025), Alpaca (Taori et al.,
2023), and Self-Instruct (Wang et al., 2023). Specif-
ically, Instruct refers to the official tuned versions
released for each pretrained model. Wiki consists
of synthetic instructions paired with Wikipedia en-
tity summaries as responses, where the entities are
drawn from the Atomic-QA entity set with avail-
able Wikipedia pages. Wiki-Rewrite reformulates
these instructions to increase diversity, serving as
a variant derived from Wiki. In addition, Atomic-
LIFD is a compact distilled subset of Atomic-QA
obtained via perplexity-based selection, with con-
struction details provided in Appendix D.1.

Training Configuration. All models are fine-
tuned using Low-Rank Adaptation (LoRA) with
rank r = 16 and a weight decay of 0.01 for 2
epochs. We adopt a learning rate of 1 × 10−4 by
default. For experiments involving scaled train-
ing data, specifically Atomic-QA MCQ, perplexity
analysis, and CKA variance analysis, we use a
learning rate of 1× 10−5, as shown respectively in
Figure 4, Figure 12, and Figure 13.

Evaluation Configuration. We evaluate Atomic-
QA alongside other dataset baselines across a
benchmark suite spanning multiple capability di-
mensions. In the domain of text comprehension and
information integration, assessment is conducted
using BoolQ (Clark et al., 2019), LongBench-
HotpotQA (Bai et al., 2024), RACE (Lai et al.,
2017), and SQuADv2 (Rajpurkar et al., 2018).
With regard to knowledge-driven reasoning, capa-
bilities are measured through ARC-Easy/Challenge
(Clark et al., 2018) and OpenBookQA (Mihaylov
et al., 2018). Additionally, for commonsense rea-
soning, evaluation is performed via PIQA (Bisk
et al., 2019), SIQA (Sap et al., 2019), and Wino-
Grande (Sakaguchi et al., 2019).

To analyze the impact of increasing atomic error
rates (from 0% to 100%) on model performance,
we evaluate datasets generated via the Atomic-X
pipeline. Specifically, Atomic-Alpaca is tested on
the identical ten benchmarks introduced above to
observe how different error levels influence gen-

Table 2: Evaluation benchmarks and configurations.

Category Benchmark Shots Metric

Text Comprehension
and Information
Integration

BoolQ 3 Accuracy
LongBench-HotpotQA 0 F1

RACE 3 Accuracy
SQuADv2 3 F1

Knowledge-Driven
Reasoning

ARC-Challenge 3 Accuracy
ARC-Easy 3 Accuracy

OpenBookQA 3 Accuracy

Commonsense
Reasoning

PIQA 3 Accuracy
SIQA 3 Accuracy

WinoGrande 3 Accuracy

Mathematical
Reasoning

GSM8K 3 Exact Match
Hendrycks Math500 3 Exact Match

MathQA 3 Accuracy

eral capability dimensions. In parallel, Atomic-
MetaMath is evaluated on specialized mathemat-
ical reasoning tasks, including GSM8K (Cobbe
et al., 2021), Math500 (Hendrycks et al., 2021), and
MathQA (Amini et al., 2019). Regarding the evalu-
ation protocol, the majority of benchmarks are con-
ducted under a 3-shot setting, while LongBench-
HotpotQA and Atomic-QA MCQ follow a zero-
shot paradigm. Results on Atomic-QA MCQ are
reported in Figure 4, and detailed evaluation con-
figurations for all benchmarks are summarized in
Table 2.

D Additional Results

In this section, we present additional experimen-
tal results, structured to mirror the organization of
the main text. We begin with supplementary find-
ings on Quantifying the Cost of Strict Filtering,
followed by further details on Measuring Opera-
tor–Operand and Dominance.
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Table 3: Overall performance across all training datasets on Qwen2.5-7B and Qwen2.5-14B. Color-coded cells
(green/red) are used to indicate performance above or below the mean across methods (All Average), with darker
colors representing better or worse performance.

Model Family ARC-
Challenge

ARC-
Easy BoolQ Hotpot-

QA
Open-

BookQA PIQA RACE SIQA SQuADv2 Wino-
Grande Avg

Q
w

en
2.

5-
7B

Base 0.590 0.860 0.872 0.216 0.390 0.803 0.459 0.576 0.421 0.754 0.594
All Average 0.586 0.859 0.875 0.190 0.399 0.800 0.474 0.572 0.364 0.747 0.587

Instruct 0.616 0.873 0.865 0.143 0.404 0.786 0.512 0.566 0.324 0.735 0.582
LIMA 0.586 0.861 0.871 0.207 0.396 0.801 0.459 0.574 0.424 0.757 0.594
Condor 0.597 0.864 0.874 0.185 0.392 0.801 0.471 0.580 0.396 0.755 0.591
Magpie 0.582 0.857 0.876 0.241 0.364 0.795 0.455 0.572 0.412 0.740 0.589

WizardLM 0.606 0.863 0.879 0.050 0.412 0.811 0.464 0.584 0.259 0.756 0.568
Alpaca 0.586 0.862 0.883 0.037 0.392 0.808 0.482 0.587 0.265 0.747 0.565

Self-Instruct 0.490 0.816 0.859 0.062 0.376 0.792 0.430 0.524 0.304 0.723 0.537
Wiki 0.583 0.868 0.876 0.248 0.398 0.803 0.470 0.576 0.426 0.763 0.601

Wiki-Rewrite 0.584 0.870 0.876 0.204 0.404 0.802 0.470 0.576 0.422 0.751 0.596
Atomic-LIFD 0.606 0.859 0.882 0.383 0.432 0.797 0.500 0.576 0.392 0.743 0.617
Atomic-QA 0.609 0.860 0.880 0.327 0.419 0.801 0.505 0.577 0.386 0.746 0.611

Q
w

en
2.

5-
14

B

Base 0.637 0.878 0.888 0.147 0.404 0.822 0.487 0.579 0.392 0.793 0.603
All Average 0.630 0.879 0.884 0.169 0.409 0.816 0.508 0.586 0.393 0.791 0.607

Instruct 0.699 0.902 0.883 0.160 0.430 0.821 0.577 0.611 0.411 0.785 0.628
LIMA 0.634 0.880 0.886 0.139 0.404 0.820 0.484 0.582 0.395 0.800 0.602
Condor 0.631 0.879 0.885 0.133 0.396 0.818 0.490 0.588 0.379 0.800 0.600
Magpie 0.630 0.882 0.893 0.037 0.368 0.811 0.496 0.580 0.415 0.776 0.589

WizardLM 0.640 0.888 0.893 0.076 0.400 0.824 0.520 0.590 0.351 0.789 0.597
Alpaca 0.609 0.880 0.898 0.143 0.394 0.822 0.500 0.597 0.427 0.796 0.607

Self-Instruct 0.518 0.826 0.850 0.263 0.368 0.800 0.463 0.534 0.319 0.763 0.570
Wiki 0.629 0.880 0.874 0.068 0.416 0.817 0.508 0.597 0.417 0.807 0.601

Wiki-Rewrite 0.626 0.880 0.882 0.063 0.408 0.820 0.515 0.592 0.416 0.811 0.601
Atomic-LIFD 0.653 0.878 0.894 0.414 0.466 0.808 0.507 0.582 0.392 0.770 0.636
Atomic-QA 0.666 0.889 0.880 0.367 0.449 0.817 0.539 0.592 0.405 0.803 0.641
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Figure 13: CKA variance across layers versus training
data volume for LLaMA3.1-8B and Qwen2.5-7B, show-
ing mean values (lines) and min–max ranges (shaded
areas).

D.1 Training Tokens Comparison

Table 4 reports the total number of training tokens
for each dataset. The datasets vary substantially in
scale, ranging from fewer than one million tokens
(e.g., LIMA) to over two hundred million tokens
(e.g., Magpie), with several datasets clustered in
the range of a few million to several tens of millions
of tokens. Given this substantial variation, it is im-
portant to determine whether dataset scale or struc-
tural diversity serves as the primary determinant of
performance. To investigate this question, we con-
struct Atomic-LIFD, a compact dataset of approxi-
mately 2.7M tokens that is larger than LIMA but
smaller than other considered datasets. Specifically,
this subset is derived by applying perplexity-based

Table 4: The number of training tokens in different
datasets.

Dataset Training Tokens

LIMA 627,993
Condor 21,131,550
Magpie 203,256,865

WizardLM 27,673,025
Alpaca 3,766,455

Self-Instruct 4,536,225
Wiki 11,082,377

Wiki-Rewrite 11,356,362
Atomic-QA 34,901,525

Atomic-LIFD 2,701,510

selection (IFD) to Atomic-QA, a logically verified
and structurally diverse source.

Remarkably, Atomic-LIFD achieves perfor-
mance comparable to that of the full Atomic-QA
dataset, as shown in Table 1 and Table 3. Given
that data scale is the sole variable distinguishing
these two settings, this minimal performance gap
strongly suggests that data quantity is not the deci-
sive factor behind Atomic-QA’s superiority.

D.2 Quantifying the Cost of Strict Filtering

Table 3 extends our evaluation to Qwen2.5-7B and
Qwen2.5-14B to verify the robustness of our ap-
proach. Consistent with the findings in the main
text, Atomic-QA demonstrates strong generaliz-
ability, achieving the highest average performance
across all baselines on both backbones (61.2% on
Qwen2.5-7B and 62.5% on Qwen3-8B).
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The persistent performance gap over LIMA
(+1.8% to +2.3%) and other synthetic methods (Al-
paca, WizardLM) confirms that our conclusion is
model-agnostic: prioritizing structural scale over
strict filtering consistently yields better instruction-
following and reasoning capabilities, regardless of
the underlying model architecture or size.

D.3 Measuring Operator–Operand and
Dominance

We further validated our findings on the Qwen
model family, as illustrated in Figures 14, 15, and
16. Across varying model sizes (7B, 8B, and 14B),
Operand-Perturbed Atomic-QA consistently aligns
with standard Atomic-QA performance with neg-
ligible degradation (e.g., an average drop of only
0.002 for Qwen3-8B). This stability demonstrates
that robustness to operand errors is a generalizable
phenomenon, independent of specific model archi-
tectures.

To substantiate our main findings, we visualize
the training dynamics in Figures 12 and 13. Fig-
ure 12 shows that the perplexity curves for the
Operand-Perturbed Atomic-QA and the original
dataset are nearly indistinguishable, demonstrating
that operand errors impose almost no additional op-
timization burden. This indicates the model learns
the structural logic with equal efficiency. Further-
more, Figure 13 illustrates that the variance in CKA
similarity initially spikes but subsequently stabi-
lizes and decreases as data volume increases. This
convergence confirms that the high representational
alignment discussed in the main text is a robust and
stable outcome of training, rather than a transient
state.

Finally, to verify the generalizability of the
degradation patterns in operation errors, we ex-
tended our analysis to mathematical reasoning us-
ing the MetaMath dataset. As illustrated in Figure
17, consistent with the collapse observed in Al-
paca, both LLaMA 3.1-8B and Qwen 2.5-7B even-
tually exhibit a sharp performance decline. How-
ever, a key distinction lies in the critical threshold.
While models trained on Alpaca begin to collapse
around an error rate of 0.6, those trained on Meta-
Math demonstrate higher robustness, maintaining
stability until the error rate approaches saturation
(> 0.9). This confirms that while the non-linear
degradation dynamics are universal across tasks,
the tipping point for structural collapse depends
on domain complexity. Overall, the models exhibit
exceptional resilience to operand perturbations. Re-

Table 5: Layer-wise CKA similarity against the model
trained on clean Atomic-QA, averaged over the early,
middle, and late thirds of the layers.

Model Perturbation Early Middle Late Last layer

LLaMA3.1-8B
Operand 0.988 0.964 0.961 0.935
Operator 0.932 0.865 0.888 0.832
Base Model 0.942 0.743 0.668 0.745

Qwen2.5-7B
Operand 0.998 0.999 0.994 0.950
Operator 0.998 0.999 0.988 0.899
Base Model 0.997 0.999 0.973 0.773

Table 6: Average perplexity of training corpora eval-
uated by pretrained checkpoints. Operand-Pert. is re-
ported for both the random-string construction (w/ r.s.,
used in §5) and the LLM-rewritten synthetic-entity con-
struction (w/ s.e., Appendix D.6).

Model Atomic-QA Operator-Pert. Operand-Pert.

w/ r.s. w/ s.e.

LLaMA3.1-8B 35.80 36.53 99.76 35.82
Qwen3-8B 36.00 33.04 90.78 32.98
Qwen2.5-7B 43.33 42.17 136.24 42.32
Qwen2.5-14B 52.25 39.48 131.47 39.91

markably, even when the operand error rate reaches
almost 100%, performance remains largely unaf-
fected. In stark contrast, a 100% error rate in oper-
ators precipitates a significant performance decline
across both the Alpaca and MetaMath datasets.

D.4 Layer-Wise CKA Analysis

We computed CKA at every layer for LLaMA3.1-
8B and Qwen2.5-7B. Each row of Table 5 reports
the CKA with the model trained on Atomic-QA,
averaged over the early, middle, and late thirds
of the layers. Across depth, operand-perturbed
models stay close to the clean model while operator-
perturbed models sit lower. The gap is largest at
the last layer on both backbones (LLaMA 0.935 vs.
0.832; Qwen 0.950 vs. 0.899).

D.5 Surface-Level Coherence of Operator vs.
Operand Perturbations

A natural question is how operator/operand pertur-
bation relates to the distinction between coherent
but non-factual and incoherent text. We examine
this by measuring textual coherence via perplexity,
computed by base models, as shown in Table 6.

Operator-Perturbed data shows perplexity nearly
identical to Atomic-QA like 35.80 vs. 36.53 on
LLaMA3.1-8B, indicating high surface fluency de-
spite logical corruption. Operand-Perturbed data
with random strings, by contrast, yields roughly 3×
higher perplexity (99.76), reflecting strong surface
incoherence caused by random-string operands.
This exposes a counterintuitive asymmetry: the
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Figure 14: Performance comparison of Qwen2.5-7B across the Atomic-QA, Operand-Perturbed Atomic-QA, and
Operator-Perturbed Atomic-QA settings. Each bar shows the model’s accuracy on individual tasks, while the dashed
lines denote the average performance for each setting.
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Figure 15: Performance comparison of Qwen2.5-14B across the Atomic-QA, Operand-Perturbed Atomic-QA, and
Operator-Perturbed Atomic-QA settings. Each bar shows the model’s accuracy on individual tasks, while the dashed
lines denote the average performance for each setting.
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surface-incoherent operand variant is benign for
training, whereas the surface-coherent operator
variant is catastrophic.

D.6 About the Realism of Operand
Perturbation

To address the concern regarding the realism of
operand perturbation, we adopt LLM rewriting to
construct a set of plausible but synthetic entities as
an external form of operand perturbation, follow-
ing the same protocol as the operator perturbation,
and train four models on this data. Below, w/ r.s.
denotes the random-string construction of §5 and
w/ s.e. the synthetic-entity construction. Table 7
shows that the models trained on the two operand-
perturbation variants perform equivalently on ev-
ery backbone (per-benchmark performance deltas
within ±0.021).

Representational Alignment. To further vali-
date this point, we conduct a CKA similarity eval-
uation in Table 8. The representations learned by
the models trained on the two variants are also rel-
atively consistent.

D.7 Closed-World Training Data

One might concern that the degradation under op-
erator perturbation results from conflict with pre-
trained factual knowledge. To control for this, we
build a 20k closed-world training data over syn-
thetic entities and a 1k data for evaluation. Results
are in Table 9. In this setting, there is no pretrained
factual association for the perturbed outputs to con-
tradict. The same operator–operand asymmetry
still holds.

D.8 Statistical Significance

We perform paired Wilcoxon signed-rank tests
across the 10 evaluation benchmarks, comparing
the proposed Atomic-QA against the mean per-
formance of all baseline methods on each model
family. The improvements are statistically signifi-
cant in every case (p < 0.01). On LLaMA 3.1-8B,
Atomic-QA raises the average score from 0.5716
to 0.5980 (∆=+0.0264, W=0.0, p=0.00195). On
Qwen2.5-7B, the gain is +0.0313 (0.5805→0.6118,
W=0.0, p=0.00195). The larger Qwen2.5-14B
also benefits substantially (∆=+0.0377, W=3.0,
p=0.00977), as does Qwen3-8B (∆=+0.0375,
W=1.0, p=0.00391). These results confirm that
the advantages of Atomic-QA over existing data

synthesis and selection strategies are robust and not
attributable to chance variation.

D.9 Comparison at Matched Data Scale
To investigate whether the advantages of our
method persist under a controlled data-scale com-
parison, we construct Atomic-LIFD-20K, a more
aggressively filtered subset of Atomic-QA de-
signed to match the token budget of LIMA (∼600K
tokens). In Table 10, Atomic-LIFD-20K consis-
tently outperforms LIMA across all model archi-
tectures, despite using approximately 15% fewer
tokens.

D.10 Diversity Retention under LIFD
Filtering

To assess how much corpus diversity is retained
after LIFD-based filtering, we compute diversity
metrics for Atomic-QA, Atomic-LIFD-20K, and
Atomic-LIFD-100K. As shown in Table 11, the
filtered subsets preserve comparable or even higher
diversity than the full dataset, demonstrating that
LIFD effectively retains diverse samples while re-
ducing data volume.

D.11 Representation Stability of LIMA
To investigate whether the high CKA similarity
between LIMA-finetuned models and their base
counterparts (Figure 13) is an artifact of under-
training (e.g., insufficient epochs or an unadjusted
learning rate schedule), we extend the training of
LIMA from 2 to 5 epochs and measure CKA simi-
larity relative to the base model at each stage. As
shown in Table 12, the marginal decrease in CKA
across extended epochs indicates that the models
have effectively converged and are not significantly
drifting from the base model’s representations.

We further evaluate the downstream perfor-
mance to check for potential gains from extended
training. As shown in Table 13, the average perfor-
mance saturates after epoch 2, with negligible im-
provements in subsequent epochs, confirming that
the training has converged and additional epochs
do not yield meaningful representation changes.

E Beta-Distribution Based Error
Assignment

In this section, we present a Beta-Distribution
based approach for assigning errors to samples
while maintaining a target global error rate.We first
formulate the problem, then introduce our stochas-
tic assignment method that leverages the Beta dis-
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Table 7: Downstream performance of the two operand-perturbation constructions. w/ r.s.: random strings (§5); w/
s.e.: plausible but synthetic entities generated with the same LLM-rewriting protocol as the operator perturbation.
Parenthesised values are deltas relative to w/ r.s.

Model Perturbation ARC-
Challenge

ARC-
Easy BoolQ Hotpot-

QA
Open-

BookQA PIQA RACE SIQA SQuADv2 Wino-
Grande

LLaMA3.1-8B w/ r.s. 0.587 0.856 0.858 0.159 0.413 0.814 0.478 0.549 0.394 0.770
w/ s.e. 0.572 (−0.015) 0.862 (+0.006) 0.860 (+0.002) 0.158 (−0.001) 0.408 (−0.005) 0.825 (+0.011) 0.476 (−0.002) 0.552 (+0.003) 0.401 (+0.007) 0.770 (+0.000)

Qwen2.5-7B w/ r.s. 0.588 0.854 0.877 0.306 0.412 0.799 0.483 0.570 0.386 0.746
w/ s.e. 0.609 (+0.021) 0.842 (−0.012) 0.884 (+0.007) 0.313 (+0.007) 0.408 (−0.004) 0.801 (+0.002) 0.476 (−0.007) 0.570 (+0.000) 0.381 (−0.005) 0.746 (+0.000)

Qwen2.5-14B w/ r.s. 0.659 0.884 0.876 0.364 0.452 0.817 0.512 0.576 0.406 0.795
w/ s.e. 0.659 (+0.000) 0.877 (−0.007) 0.880 (+0.004) 0.362 (−0.002) 0.455 (+0.003) 0.809 (−0.008) 0.527 (+0.015) 0.576 (+0.000) 0.408 (+0.002) 0.793 (−0.002)

Qwen3-8B w/ r.s. 0.658 0.886 0.878 0.352 0.417 0.802 0.505 0.569 0.430 0.747
w/ s.e. 0.662 (+0.004) 0.884 (−0.002) 0.878 (+0.000) 0.348 (−0.004) 0.435 (+0.018) 0.804 (+0.002) 0.511 (+0.006) 0.567 (−0.002) 0.430 (+0.000) 0.750 (+0.003)

Table 8: Last-layer CKA similarity among models
trained on clean Atomic-QA and the two operand-
perturbation constructions.

Model Training Data Atomic-QA w/ r.s. w/ s.e.

LLaMA3.1-8B
Atomic-QA 1.0 – –
w/ r.s. 0.935 1.0 –
w/ s.e. 0.942 0.956 1.0

Qwen2.5-7B
Atomic-QA 1.0 – –
w/ r.s. 0.950 1.0 –
w/ s.e. 0.945 0.967 1.0

Table 9: Performance on the closed-world evaluation
set for models trained on 20k closed-world data over
synthetic entities with artificial relations.

Training Data LLaMA3.1-8B Qwen3-8B

Naive 0.457 0.534
Operand-Perturbed 0.439 0.558
Operator-Perturbed 0.298 0.392

tribution to create realistic error diversity across
samples.
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Figure 17: Accuracy on GSM8K, MATH-500, and
MathQA for LLaMA 3.1-8B and Qwen 2.5-7B fine-
tuned on Atomic-MetaMath with operator-level per-
turbations at controlled rates. Corresponds to Figure 7,
which reports Atomic-Alpaca on general benchmarks.

Table 10: Performance comparison between Atomic-
LIFD-20K and LIMA at matched data scale.

Training Data Tokens Model Avg. Perf.

Atomic-LIFD-20K 535,706

LLaMA3.1-8B 0.583 (↑0.018)
Qwen3-8B 0.627 (↑0.025)
Qwen2.5-7B 0.623 (↑0.029)
Qwen2.5-14B 0.638 (↑0.036)

LIMA 627,993

LLaMA3.1-8B 0.565
Qwen3-8B 0.602
Qwen2.5-7B 0.594
Qwen2.5-14B 0.602

Table 11: Diversity metrics of Atomic-QA and its LIFD-
filtered subsets.

Dataset TTR MTLD MSTTR MATTR Vendi LogDet

Atomic-QA 0.2688 226.97 0.8689 0.8695 4.2840 −1187.36
Atomic-LIFD-20K 0.2671 263.11 0.8817 0.8817 4.2963 −1169.71
Atomic-LIFD-100K 0.2616 253.22 0.8820 0.8806 4.2854 −1182.44

E.1 Problem Formulation
We consider a dataset of M samples, where sample
i comprises ni atomic functions. Our objective
is to introduce errors while matching a prescribed
global error rate r ∈ [0, 1] at the atomic-function
level. The total number of atomic functions is N =∑M

i=1 ni.
For each sample i, we pre-generate ni+1 candi-

date versions indexed by k ∈ {0, 1, . . . , ni}, where
the k-th version contains exactly k corrupted func-
tions. Each version is constructed by introducing
one additional corruption relative to the (k − 1)-th
version. Exactly one version must be selected for
each sample to satisfy the following condition:

M∑

i=1

ei = round(r ·N),

where ei is the number of errors in the selected
version of sample i, and round(·) rounds to the
nearest integer.

E.2 Beta Distribution Based Assignment
Motivation. A naive uniform approach assigns
errors deterministically by setting ei = ⌊r · ni⌋ for
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Table 12: CKA similarity between LIMA-finetuned and
base models across training epochs.

Model Epoch 2 Epoch 3 Epoch 4 Epoch 5

LLaMA-3.1-8B 0.9995 0.9984 0.9961 0.9922
Qwen2.5-7B 0.9996 0.9986 0.9970 0.9944

Table 13: Average performance of LIMA-finetuned
models across training epochs.

Model Epoch 2 Epoch 3 Epoch 4 Epoch 5

LLaMA-3.1-8B 0.565 0.563 0.566 0.564
Qwen2.5-7B 0.594 0.592 0.601 0.594

each sample. While this guarantees the global error
rate, it produces homogeneous error distributions
where every sample exhibits approximately the
same error rate. Such uniformity fails to capture the
natural heterogeneity observed in real-world data,
where some samples are nearly perfect while others
contain multiple errors. To address this limitation,
we introduce controlled stochasticity through the
Beta distribution.

Beta Distribution Properties. The Beta distribu-
tion is a continuous probability distribution defined
on the interval [0, 1], making it particularly well
suited for modeling proportions and probabilities.
Its flexible shape is controlled by two parameters
α and β. Under the parameterization α = rκ and
β = (1− r)κ, the distribution has mean

E =
α

α+ β
= r

and the concentration parameter κ controls the
shape of the distribution.

Stochastic Sampling Phase. We model each
sample’s error probability using a Beta distribu-
tion parameterized by the target error rate r and
concentration parameter κ. For each sample i, we
independently draw an error probability

qi ∼ Beta(rκ, (1− r)κ).

The parameterization ensures that the expected per-
sample error probability satisfies E[qi] = r, so that
the expected global error rate converges to the tar-
get value r. This stochastic sampling introduces
natural heterogeneity across samples, reflecting re-
alistic scenarios in which data quality varies at the
instance level. In our experiments, we set κ = 10,
which provides moderate variance and produces
the relationship between atomic-level error rates
and the proportion of corrupted samples shown in
Figure 19.

Normalization, Adjustment, and Quantization.
To ensure that the expected total number of errors
matches the target, we first compute the aggregate
statistic

S =

M∑

j=1

njqj ,

and derive the normalization constant as

c =
r ·N
S

.

The adjusted error probability for sample i is then
given by :

pi = clip(c · qi, 0, 1).
This correction enforces

∑M
i=1 nipi ≈ r ·N while

maintaining the sample-level heterogeneity intro-
duced by the Beta sampling. The clipping opera-
tion ensures all probabilities remain within [0, 1].

Since error counts must be integers, we set the
error count for each sample to

ei = round(ni · pi),
which rounds ni · pi to the nearest integer, and
compute the residual ∆ = round(r ·N)−∑M

i=1 ei.
To correct this discretization error, we iteratively
adjust error assignments to ensure that the final
assignment satisfies

M∑

i=1

ei = round(r ·N).

The complete procedure is detailed in Algorithm 2,
where sign(x) denotes the sign function that re-
turns +1 if x > 0, −1 if x < 0, and 0 if x = 0.

F Prompts

This section enumerates all prompts utilized in our
framework. Prompts 1, 2, 3, and 4 detail the con-
struction process of the Atomic Tree. Subsequently,
Prompts 5 and 6 outline the creation of Atomic-QA,
while Prompts 7, 8, and 9 correspond to Atomic-X
pipeline in §7.

G Examples of Atomic Function

In this section, we present examples of atomic
functions. Figures 20, 21, and 22 illustrate in-
stances from the Atomic-QA, Alpaca, and Meta-
math datasets, respectively. In each figure, the left-
most panel displays the original input prompt and
its corresponding response. The central columns
list the extracted atomic functions followed by the
perturbed atomic functions. Finally, the rightmost
panel shows the output response after perturbation.
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Algorithm 2: Beta Distribution Error As-
signment
Input :atomic function counts

n = {n1, . . . , nM} ∈ NM

Input : target error rate r ∈ [0, 1],
concentration κ (default 10)

Output :error counts e ∈ NM with∑
i ei = T

1 N ←∑
i ni; T ← round(rN)

// Sample per-sample error
probabilities

2 forall i ∈ {1, . . . ,M} do
3 qi ∼ Beta(rκ, (1− r)κ)

// Normalize so expected total
matches T

4 c← rN
/ ∑

j njqj
5 forall i ∈ {1, . . . ,M} do
6 pi ← clip(c qi, 0, 1)
7 ei ← round(ni pi)

// Correct rounding residual
8 ∆← T −∑

i ei; s← sign(∆)
9 σ ← argsort(−s · n) ; // large-ni first

if ∆ > 0
10 for i ∈ σ do
11 if ∆ = 0 then break;
12 if 0 ≤ ei + s ≤ ni then
13 ei ← ei + s
14 ∆← ∆− s

15 return e
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(a) Alpaca accuracy degradation under the perspective of erro-
neous atomic functions ratio.
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(b) MetaMath accuracy degradation under the perspective of
erroneous atomic functions ratio.

Figure 18: Accuracy degradation under increasing
atomic function error rates for (a) LLaMA and (b) Qwen.
The x-axis denotes the proportion of erroneous atomic
functions in the training set, while the y-axis represents
the performance of the trained model.

0% 20% 40% 60% 80% 100%
Atomic Function Error Rate

0%

20%

40%

60%

80%

100%

Pe
rc

en
ta

ge
 o

f W
ro

ng
 S

am
pl

es

Atomic Function Error Rate vs Percentage of Wrong Samples

Alpaca Math

Figure 19: Relationship between the atomic function
error rate and the resulting percentage of wrong samples.
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Prompt 1: Atomic Function Extraction

You are the ENCODER agent. Your job is to extract atomic functions from the Sample Output and
represent each input as (operand, operator, output) triples.

{atomic function definition}

Return **exactly one JSON array** of atomic functions. If no atomic functions can be extracted
, return [].

## Atomic Function Definition
{atomic function definition}

## Rules
1) Minimality: one predicate per triple. Do not merge multiple assertions. If the current
sample is already the smallest unit satisfying the definition, no splitting is required.
2) Order: emit triples in the order their evidence appears in the Sample Output.
3) Numbers/dates: keep literal values and units as written (e.g., "18", "2019", "3.14", "USD")
.
4) Determinism: no randomness; if uncertain, omit the item.
5) Strict output: JSON array only, no comments, no trailing commas, no extra keys.

## Sample Input
This section provides the original input of the data sample. Such as a question, instruction,
or code comment.
{sample input}

## Sample Output
This section provides the original answer of the data sample. It may contain multiple
sentences, equations, or code snippets.
{sample output}

## Output Format
Your answer should wrapped in a proper Json code block using triple backticks like this:
```json
{example}
```

3797



Prompt 2: Initial Tree Generation

The following are atomic functions, followed by their definitions.

Input atomic functions:
{atomic functions}
The definitions of the atomic functions:
{definitions of atomic functions}

Requirements:
1. Format the output as a JSON tree structure.
2. Consider both coarse-grained and fine-grained classification of atomic functions'
categories, building parent-child relationships.
3. Each node is a dict with category names as keys.
4. The root node should be {root name}.
5. Leaf nodes should contain empty dicts.
6. Wrap the JSON with <begin> and <end>.

Think step by step:
1. Identify the categories of the atomic functions
2. Organize the categories (not atomic functions) into a hierarchical tree structure.

Output format:
<think>
[your reasoning process]
</think>
<begin>
{example}
<end>

Prompt 3: Tree Duplication

Please perform strict deduplication on the following subcategories under the parent category
"{parent category}".

Requirements:
1. Remove any semantic duplicates (even if names are different)
2. Ensure all items strictly belong to "{parent category}", remove any unrelated items
3. Eliminate any hierarchical relationships between subcategories, remove subcategories that
are included in other subcategories
4. Keep the most appropriate names
5. Output the cleaned list

Current subcategories:
{subcategories}

Output format:
```json
{{"unique_categories": ["example1", "example2"]}}
```
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Prompt 4: Tree Expansion

As a taxonomy expert, suggest 3-5 possible {width/depth} expansion candidates for category: [{
category}]

Related Nodes:
- Parent: {parent}
- Siblings: {siblings}

Definitions:
- Current Node: {definition}
- Parent: {parent_definition}
- Siblings: {siblings_definitions}

Guidelines:
1. Ensure logical consistency with parent/sibling definitions
2. Avoid overlaps with existing nodes
3. Use clear and specific naming

Output JSON format:
```json
{{"new_nodes": ["name1", "name2"]}}
```
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Prompt 5: Operand Generation

You are given the following information:
- Category
- Operator
- Existing Operand

Your task is to generate new operands that are valid inputs for the given operator under the
specified category.
Your generation should consider the following aspects:
1. The generated operands should be specific and fall under the given category.
2. The generated operands should be valid inputs for the given operator.
3. The generated operands should not be similar to the existing operands.
4. Each generated operand should have a brief description that help understand the operands.

## Category ##
This section contains the category that you need to generate operands for.
- Category Name: {category}
- Category Definition: {definition}

## Operator ##
- Operator: {operator}
- Operator Definition: {operator_definition}

## Existing operands ##
This section contains the existing operands that are already classified under the category.
You should avoid generating operands that are similar to the existing ones.
- Existing operands:
{existing operands}

## Output format ##
You should output the generated operands in the JSON format, wrapped in a proper Json code
block using triple backticks like this:
```json
{{

"operand_name1": "Description of operand 1",
"operand_name2": "Description of operands 2",
...

}}
```

Prompt 6: Verification

You are given the following information:
- Function: {function}
- Operand: {operand}
- Output: {output}

Your task is to verify whether the function is logically consistent, that is, whether **
Function(Operand)** equals the **Output**.

## Output format ##
You should output the judgement in the JSON format, wrapped in a proper Json code block using
triple backticks like this:
```json
{{

"judgement": "pass"/"fail",
"reason": "reason for your judgement"

}}
```

3800



Prompt 7: Encoder

You are the ENCODER agent. Your job is to extract atomic functions from the Sample Output and
represent each atomic function as a (subject, relation, object) triple.

## Categories
This chapter enumerates the possible candidate categories for decomposing atomic functions.
You need to determine whether the **## Payload** can be further decomposed within some
category.
{categories}

## Sample Input
This section provides the original input of the data sample. Such as a question, instruction,
or code comment.
{sample input}

## Sample Output
This section provides the original answer of the data sample. It may contain multiple
sentences, equations, or code snippets.
{sample output}

## Payload
This section provides the original answer of the data sample. It may contain multiple
sentences, equations, or code snippets.
{sample output}

## Output Format
Your answer should wrapped in a proper Json code block using triple backticks like this:
```json
{example}
```
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Prompt 8: Perturber

You are the PERTURBER agent. Your job is to apply controlled edits to specific atomic
functions in the Sample Output, guided by the provided (subject, relation, object) triple and
payload location.

A *controlled edit* is a minimal, deterministic change that makes the function incorrect while
preserving overall coherence and fluency.

Return **exactly one JSON object** describing the edit.

Use the Sample Input only to preserve coherence (e.g., pronouns); all edits **must** be
grounded in the Sample Output and the given function.

## Sample Input
This section provides the original input of the data sample (e.g., question/instruction/code
comment).
{input_sample}

## Sample Output
This section provides the original answer of the data sample (sentences, equations, or code).
{output_sample}

## Atomic function to be Perturbed (from ENCODER)
This section provides the function to be perturbed, along with its unique fid and the
corresponding payload location in the Sample Output.
function: {triple}
Payload: {payload}

## Output Format
Your answer should wrapped in a proper Json code block using triple backticks like this:
## Output Format
Your answer should wrapped in a proper Json code block using triple backticks like this:
```json
{example}
```
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Prompt 9: Decoder

You are the DECODER agent. Your job is to reconstruct an output sample from the perturbed
atomic function that is provided.

You shoudld use the SEARCH-REPLACE strategy to ensure the perturbed function is correctly
integrated into the Sample Output while maintaining overall coherence and fluency.

You are allowed to use the following tools, and you must use one tool at a time:
- SEARCH-REPLACE: Locate the content in the Sample Output and replace it with the given
content.
For each change, follow this format exactly:
```[TOOL_CALL]
>>> SEARCH
<original snippet copied from the Sample Output>
======
>>> REPLACE
<modified snippet you want to replace the original snippet with>
======
```

- TERMINATE: Indicate the end of the editing process and output the final revised Sample
Output.
To finish the editing process, follow this format exactly:
```[TOOL_CALL]
Terminate(reason="The reason for termination, e.g., no more changes needed")
```

## Sample Input
This section provides the original input of the data sample (e.g., question/instruction/code
comment).
{input_sample}

## Sample Output
This section provides the original answer of the data sample (sentences, equations, or code).
{output_sample}

## Perturbed Atomic function (from PERTURBER)
This section provides the perturbed function along with the type of edit applied. You should
use change the corresponding content that matches the Original function in the Sample Output
to the Perturbed function.
Original function: {pre_triple}
Perturbed function: {post_triple}

## Output Format
IMPORTANT: Only use one tool call per response. Do not use multiple tool calls in a single
response or code block.
IMPORTANT: You ONLY need to edit the sepcific function that is perturbed. Do NOT make any
other changes to the Sample Output. Do NOT consider the effect of edited function on other
parts of the Sample Output.
Your tool calls should be wrapped in a proper [TOOL_CALL] code block using triple backticks
like this:
```[TOOL_CALL]
<your tool call here>
```
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ATOMIC-QA Factual Knowledge REPLACEMENT SUCCESS RATE: ✓ 100%

ORIGINAL INSTRUCTION-

RESPONSE PAIR

ORIGINAL INSTRUCTION

"Marburg is known for"

ENTITY MAPPING

Marburg → Lzggiyu

ORIGINAL RESPONSE

"Marburg Castle"

ATOMIC OPERATION [F(X) → Y]

F1

f (Marburg) ↦

Marburg Castle

MODIFICATION CHAIN

STEP 1 Modify Input X

"Lzggiyu is known for"

STEP 2 Modify Output Y

"Lzggiyu Castle"

FINAL INSTRUCTION-RESPONSE PAIR

PERTURBED INSTRUCTION

" Lzggiyu  is known for"

PERTURBED RESPONSE

" Lzggiyu  Castle"

ATOMIC-QA Factual Knowledge REPLACEMENT SUCCESS RATE: ✓ 100%

ORIGINAL INSTRUCTION-

RESPONSE PAIR

ORIGINAL INSTRUCTION

"Suriname has a major
river called"

ENTITY MAPPING

Suriname → Dtjllwri

ORIGINAL RESPONSE

"Suriname River"

ATOMIC OPERATION [F(X) → Y]

F1

f

(Suriname) ↦ Suriname

River

MODIFICATION CHAIN

STEP 1 Modify Input X

"Dtjllwri has a major river called"

STEP 2 Modify Output Y

"Dtjllwri River"

FINAL INSTRUCTION-RESPONSE PAIR

PERTURBED INSTRUCTION

"Dtjllwri  has a major river
called"

PERTURBED RESPONSE

" Dtjllwri  River"

is known for

has a major river

called

Figure 20: The example of Atomic-QA.

ALPACA General Knowledge REPLACEMENT SUCCESS RATE: ✓ 100%

ORIGINAL INSTRUCTION-

RESPONSE PAIR

ORIGINAL INSTRUCTION

What are the three

primary colors?

ORIGINAL RESPONSE

The three primary

colors are red,

blue, and yellow.

ATOMIC OPERATION [F(X) → Y]

F3

f (The three primary

colors) ↦ yellow

F2

f (The three primary

colors) ↦ blue

F1

f (The three primary

colors) ↦ red

MODIFICATION CHAIN

STEP 1 Modify F3 (yellow → orange)

The three primary colors are red, blue, and orange .

STEP 2 Modify F2 (blue → green)

The three primary colors are red, green , and orange.

STEP 3 Modify F1 (red → green)

The three primary colors are green , green, and orange.

FINAL INSTRUCTION-RESPONSE PAIR

ORIGINAL INSTRUCTION

What are the three primary

colors?

PERTURBED RESPONSE

The three primary colors

are green , green , and

orange .

ALPACA General Instruction Following REPLACEMENT SUCCESS RATE: ✓ 100%

ORIGINAL INSTRUCTION-

RESPONSE PAIR

ORIGINAL INSTRUCTION

Create a two line poem
about patience

ORIGINAL RESPONSE

Patience is a

virtue\nIt requires

effort and

commitment.

ATOMIC OPERATION [F(X) → Y]

F2

f (Patience) ↦ effort

F3

f (Patience) ↦

commitment

F1

f (Patience) ↦ a virtue

MODIFICATION CHAIN

STEP 1 Modify F2 (effort → effortlessness)

Patience is a virtue\nIt requires effortlessness  and

commitment.

STEP 2 Modify F3 (commitment → complacency)

Patience is a virtue\nIt requires effortlessness and

complacency .

STEP 3 Modify F1 (a virtue → a vice)

Patience is a vice \nIt requires effortlessness and

complacency.

FINAL INSTRUCTION-RESPONSE PAIR

ORIGINAL INSTRUCTION

Create a two line poem about

patience

PERTURBED RESPONSE

Patience is a vice \nIt

requires effortlessness

and complacency .

are

are

are

requires

requires

is

Figure 21: The example of Alpaca.
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METAMATH Multi-step Mathematical Reasoning REPLACEMENT SUCCESS RATE: ✓ 100%

ORIGINAL INSTRUCTION-RESPONSE

PAIR

ORIGINAL INSTRUCTION

My co-worker Erich is
very odd. He only likes
numbers that are
divisible by 5. How many
different last digits are
possible in numbers that
Erich likes?

ORIGINAL RESPONSE

If a number is divisible by

5, its last digit must be

either 0 or 5.\nTherefore,

the possible last digits in

numbers that Erich likes are

0 and 5.\nSo there are

$\\boxed{2}$ different last

digits possible.\nThe answer

is: 2

ATOMIC OPERATION [F(X) → Y]

F2

f  (numbers

that Erich likes) ↦ 0 and 5

F1

f  (a

number divisible by 5) ↦ 0 or 5

F3

f  (different last digits

possible) ↦ 2

F4

f  (The answer) ↦ 2

INCREMENTAL MODIFICATION CHAIN

STEP 1 Modify F2 (0 and 5 → 0 and 6)

...numbers that Erich likes are 0 and 6.

STEP 2 Modify F1 (0 or 5 → 0 or 2)

...its last digit must be either 0 or 2.

STEP 3 Modify F3 (2 → 3)

So there are $\\boxed{3}$ different...

STEP 4 Modify F4 (2 → 3)

The answer is: 3

FINAL INSTRUCTION-RESPONSE PAIR

ORIGINAL INSTRUCTION

My co-worker Erich is very odd. He only

likes numbers that are divisible by 5. How

many different last digits are possible in

numbers that Erich likes?

PERTURBED RESPONSE

If a number is divisible by 5, its

last digit must be either 0 or 2 .

\nTherefore, the possible last

digits in numbers that Erich likes

are 0 and 6 . \nSo there are

$\\boxed{ 3 }$ different last digits

possible. \nThe answer is: 3

METAMATH Algebraic Expression Factoring REPLACEMENT SUCCESS RATE: ✓ 100%

ORIGINAL INSTRUCTION-RESPONSE

PAIR

ORIGINAL INSTRUCTION

What is the factored form
of the expression
$3x(x+1) + 7(x+1)$?

ORIGINAL RESPONSE

We can factor out the common

factor of $x+1$:\n$3x(x+1) +

7(x+1) = (3x+7)(x+1)$.\nSo

the factored form is $(3x+7)

(x+1)$.\nThe answer is:

(3x+7)(x+1)

ATOMIC OPERATION [F(X) → Y]

F1

f  (x+1) ↦ 3x(x+1)

+ 7(x+1)

F2

f  (3x(x+1) + 7(x+1)) ↦ (3x+7)

(x+1)

F4

f  (The answer) ↦ (3x+7)(x+1)

F3

f  (the factored form of 3x(x+1)

+ 7(x+1)) ↦ (3x+7)(x+1)

INCREMENTAL MODIFICATION CHAIN

STEP 1 Modify F1 (x+1 → x-1)

We can factor out the common factor of $x-1$:

STEP 2 Modify F2 ((3x+7)(x+1) → (3x+8)(x+1))

$3x(x+1) + 7(x+1) = (3x+8)(x+1)$.

STEP 3 Modify F4 ((3x+7)(x+1) → (3x+8)(x+1))

The answer is: (3x+8)(x+1)

STEP 4 Modify F3 ((3x+7)(x+1) → (3x+8)(x+1))

So the factored form is $(3x+8)(x+1)$

FINAL INSTRUCTION-RESPONSE PAIR

ORIGINAL INSTRUCTION

What is the factored form of the expression

$3x(x+1) + 7(x+1)$?

PERTURBED RESPONSE

We can factor out the common factor

of $ x-1 $: \n$3x(x+1) + 7(x+1) =

(3x+8)(x+1) $. \nSo the factored

form is $ (3x+8)(x+1) $. \nThe

answer is: (3x+8)(x+1)

have possible last digits

has last digit that must be either

count is

is

is a common factor of

equals

is

is

Figure 22: The example of MetaMath.
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