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Abstract

Medical consultation (MC) is an interactive
decision-making process that requires dynam-
ically adapting inquiry directions according
to evolving patient feedback. Although large
language models (LLMs) have demonstrated
strong planning capabilities in medical applica-
tions, existing LLM-based MC methods typi-
cally make turn-level independent inquiry de-
cisions without adaptive control over global
inquiry directions, making them prone to inef-
ficient local exploration. To address this lim-
itation, we propose MCPlanner, a hierarchi-
cal adaptive planning-based MC framework in
which a high-level planner adaptively controls
the inquiry direction, while a low-level planner
executes inquiry actions under the selected di-
rection. Additionally, MCPlanner introduces
expert-guided distillation and a smoothed con-
fidence calibration strategy to improve high-
level planning efficiency and diagnostic accu-
racy. Experimental results on DXY, GMD, and
CMD show that MCPlanner achieves best diag-
nostic accuracies of 95.2%, 90.8%, and 76.1%,
respectively. Notably, on CMD, MCPlanner
outperforms the strongest baseline by 5.0 per-
centage points. Code is publicly available at
https://github.com/zh-jia/MCPlanner.

1 Introduction

Recent years have witnessed growing interest in
the medical consultation (MC) task in AI for
healthcare (Hou et al., 2023; Tu et al., 2024; Fan
et al., 2025; Chen et al., 2026). While conven-
tional disease diagnosis typically predicts diseases
based on available patient information or clinical
records (Zhao et al., 2024b; Jia et al., 2025a; He
et al., 2025), MC involves actively interacting with
patients over multiple turns to progressively collect
diagnostic evidence. Compared with traditional
deep learning approaches (Zhong et al., 2022; Chen
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Figure 1: Examples of turn-wise independent Inquiry
and hypothesis-driven adaptive inquiry.

et al., 2022b,a; Yan et al., 2023; Wang et al., 2023;
Zhao et al., 2024a), large language models (LLMs)
exhibit stronger medical knowledge and more in-
terpretable decision-making, making them increas-
ingly adopted for MC (Chen et al., 2025a; Feng
et al., 2025; Jia et al., 2025b; Dou et al., 2026).

As illustrated in Figure 1-(a), existing LLM-
based MC methods typically adopt turn-wise inde-
pendent strategies to query informative symptoms
based on symptom-level associations (Chen et al.,
2025a; Wang et al., 2025; Jia et al., 2025b; Zhu
et al., 2025). However, without explicit control over
inquiry direction, LLMs are prone to inefficient
local exploration. For example, early-stage non-
specific symptoms such as fever and cough may
correspond to multiple diseases. Relying solely
on symptom-level associations makes it difficult to
elicit symptoms that are truly informative for the
target disease, thereby falling into suboptimal in-
quiry paths. To alleviate this issue, UoT (Hu et al.,
2024) and MISQ-HF (Chopra and Shah, 2025) treat
remaining candidate branches in the search tree as
potential inquiry directions. However, these meth-
ods update the candidate disease set in a rigid prun-
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ing manner after each patient response, which may
prematurely eliminate the true disease.

In real-world consultations, physicians typi-
cally follow an iterative hypothesis–deduction–
verification process (Stanley and Campos, 2013).
As shown in Figure 1(b), physicians first formulate
disease hypotheses from the patient’s initial report
and then conduct targeted questioning around the
current hypothesis, namely hypothesis-driven adap-
tive inquiry. If newly acquired evidence supports
the hypothesis, the verification proceeds; otherwise,
the physician shifts to an alternative hypothesis.

Inspired by this clinical paradigm, we pro-
pose MCPlanner, an adaptive hierarchical planning
framework for MC. At each turn, a high-level plan-
ner dynamically controls consultation flow and in-
quiry direction, adjusting the direction whenever
collected evidence conflicts with the current hy-
pothesis or when remaining symptoms offer lim-
ited information gain. Under the selected direction,
a low-level planner generates concrete symptom
inquiry sequences to collect diagnostic evidence.

To improve high-level planning, we introduce
an expert-guided distillation mechanism that en-
ables LLMs to learn adaptive planning strategies
from stronger teacher models. For diagnosis, MC-
Planner employs KL-divergence-based smoothed
in-batch contrastive learning to calibrate diagnos-
tic confidence, improving discrimination among
similar diseases while preserving the diagnostic
advantage of the ground-truth disease. The main
contributions are summarized as follows:

(1) We propose MCPlanner, which simulates the
clinical hypothesis–deduction–verification process
through hierarchical agent collaboration, improv-
ing the adaptivity of LLM-based MC.

(2) We introduce expert-guided distillation for
high-level adaptive planning and a KL-divergence-
based confidence calibration strategy to enhance
disease discrimination.

(3) Experiments on three real-world MC datasets
show that MCPlanner consistently outperforms the
baselines, achieving accuracies of 95.2%, 90.8%,
and 76.1% on DXY, GMD, and CMD, respectively.

2 Task Definition

In the MC task, a virtual doctor starts from the
patient’s initially reported symptom information,
denoted as S init = {(sinit

i , pinit
i )}l1i=1, and pro-

gressively acquires additional symptom informa-
tion through active inquiry, denoted as Sad =

{(sad
j , pad

j )}l2j=1, thereby continuously accumulat-
ing diagnostic evidence. Here, l1 and l2 denote
the numbers of initially reported and additionally
collected symptoms, respectively. For both S init

and Sad, s denotes a symptom and p denotes its
presence status (present or absent).

The consultation process terminates when the
virtual doctor is able to determine the diagnosis or
when the number of consultation turns reaches a
predefined upper bound L, which is set to 10 in
all experiments. The final diagnosis result dp is
defined as the disease with the highest diagnostic
confidence within the candidate disease set D =
{d1, d2, . . . , dn}:

dp = argmax
di∈D

confi
(
S init ∪ Sad, di

)
. (1)

3 Method

As illustrated in Figure 2, MCPlanner begins with
PAgent reporting the patient’s initial symptoms.
DAgent then estimates confidence scores for all
candidate diseases and initializes the disease hy-
pothesis set by retaining the top-w candidates. The
initial symptoms are simultaneously used to initial-
ize the consultation trajectory.

At each turn, HPlanner assesses the current in-
quiry direction based on the consultation state, in-
cluding the consultation trajectory and symptom in-
quiry plan. If sufficient evidence has been collected,
the consultation terminates; otherwise, HPlanner
either maintains the current direction or switches to
a new one. Under the selected direction, LPlanner
generates symptom inquiry actions and interacts
with PAgent to collect diagnostic evidence.

When HPlanner terminates the consultation or
the maximum turn limit is reached, DAgent re-
estimates candidate disease confidence and outputs
the most confident disease as the final diagnosis.

To enhance adaptive planning, we introduce an
expert-guided distillation mechanism. In addition,
we propose a smoothed in-batch contrastive learn-
ing strategy for diagnostic confidence calibration,
improving LLMs’ diagnostic ability.

3.1 High-Level Planning

In MCPlanner, HPlanner dynamically assesses the
rationality of the current inquiry direction at each
turn and decides whether to switch it or terminate
the consultation or. At turn t, HPlanner receives
two types of consultation state information:
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Figure 2: An adaptive hierarchical planning framework (MCPlanner) for medical consultation.

(1) Consultation trajectory τt. The consultation
trajectory records historical interactions and helps
HPlanner assess whether the current inquiry devi-
ates from the correct direction. It is defined as:

τt = (o0, (z̃1, a1, o1), . . . , (z̃t−1, at−1, ot−1)) ,
(2)

where o0 denotes the initial symptom information;
ai denotes the inquiry action at turn i; and oi de-
notes the PAgent’s feedback. z̃i = (zi, di) denotes
the high-level decision at turn i, di ∈ D is the in-
quiry direction and zi ∈ {END,KEEP, SWITCH}
is the flow control action:

• END: sufficient evidence supports di and ex-
cludes other candidate diseases;

• KEEP: current evidence supports di, while
remaining symptoms are still informative;

• SWITCH: evidence is inconsistent with di, or
remaining symptoms are less informative.

(2) Symptom inquiry plan Aplan
t . When eval-

uating the value of the current inquiry direction,
HPlanner considers not only its consistency with
the collected evidence but also the information gain
of the remaining planned inquiries. This plan con-
sists of the unexecuted symptom inquiry actions
under the current direction:

Aplan
t =

(
a
(1)
t , a

(2)
t , . . . , a

(kt)
t

)
, (3)

where a
(j)
t denotes the j-th inquiry action at turn t,

and kt denotes the number of unexecuted actions.

Based on these two inputs, HPlanner outputs its
decision according to policy πH :

(zt, dt) ∼ πH(· | τt,Aplan
t ), (4)

where zt denotes the flow control action and dt
denotes the inquiry direction at turn t. If zt =
SWITCH, a new candidate disease is selected from
the disease hypothesis set as dt, based on its con-
sistency with the collected symptom evidence and
the informativeness of its remaining symptoms.

3.2 Low-Level Planning

When the inquiry direction changes, LPlanner is
responsible for generating a symptom inquiry ac-
tion sequence under the current direction dt. In
addition, LPlanner interacts with PAgent to pro-
gressively collect diagnostic evidence.

3.2.1 Symptom Inquiry Plan Generating
To generate a symptom inquiry plan, LPlanner
takes the current inquiry direction dt and the corre-
sponding clinical knowledge K as input, where K
is constructed from symptom occurrence statistics
of candidate diseases in the training set.

Based on these inputs, LPlanner generates the
symptom inquiry plan:

Aplan
t =

[
a
(1)
t , a

(2)
t , . . . , a

(K)
t

]
∼ πL

plan(· | dt,K),

(5)
where a

(k)
t denotes the k-th symptom inquiry ac-

tion in the plan, and πL
plan denotes the low-level

planning policy. Specifically, LPlanner prioritizes
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symptoms that are more typical of the disease cor-
responding to the current inquiry direction. When
multiple symptoms exhibit similar typicality, those
with higher discriminative value are prioritized to
better distinguish similar diseases.

3.2.2 Inquiry Action Execution
LPlanner sequentially executes the inquiry actions
in Aplan

t . Let at denote the action executed at turn t,
and let st denote the corresponding queried symp-
tom. After executing this action, the symptom in-
quiry plan is updated as:

Aplan
t+1 = Aplan

t − at, (6)

where “−” denotes the element removal operation.
PAgent simulates the patient response based on

the original medical consultation record P . Specif-
ically, PAgent first checks whether the presence
status of symptom st is explicitly recorded in P . If
available, the recorded status is directly returned.
Otherwise, PAgent infers its presence status accord-
ing to the disease dl suffered by the patient: if st
rarely occurs in disease dl, it is inferred as absent;
otherwise, it is inferred as present.

After receiving patient feedback ot, the consul-
tation trajectory is updated as:

τt+1 = τt ∪ {(z̃t, at, ot)}. (7)

3.3 Expert-guided Distillation

Since lightweight LLMs (e.g., 7B) often exhibit
unreliable flow control, we introduce expert-guided
distillation to enhance their adaptive planning.

3.3.1 Expert Demonstration Generation
Expert demonstrations are constructed by allowing
a teacher model to execute the MCPlanner consulta-
tion process on the training set. For the i-th sample
P train
i , at turn t, the teacher model produces a con-

sultation trajectory τTt and the remaining symptom
inquiry plan AT

t . It then outputs a high-level plan-
ning decision according to policy πH

T :

(zTt , d
T
t ) ∼ πH

T (· | τTt ,AT
t ), (8)

where zTt and dTt denote the flow control action
and inquiry direction, respectively.

This yields a set of expert demonstrations:

ξTi = {(τTi,t,AT
i,t, z

T
i,t, d

T
i,t)}lit , (9)

where li is the total number of consultation turns.

To improve supervision quality, we filter out sub-
optimal demonstrations and retain only those where
the teacher model either produces the correct final
diagnosis or improves the ranking of the ground-
truth disease. The remaining samples form the final
expert demonstration dataset Ddemo.

3.3.2 Distillation Learning
We fine-tune the student model using the expert
demonstrations to optimize its high-level planning
policy πH

S . Specifically, the distillation is per-
formed by maximizing the conditional likelihood
of reproducing teacher decisions under the same
state. The distillation objective is defined as:

Ldistill = E(τT ,AT ,zT ,dT )∼Ddemo[
− log πH

S (zT , dT | τT ,AT )
]
.

(10)

3.4 Diagnostic Confidence Estimation and
Calibration

3.4.1 Diagnostic Confidence Estimation
In MCPlanner, DAgent estimates the diagnostic
confidence of each candidate disease using the
logits-based BTP method (Jia et al., 2025b):

For each candidate disease di ∈ D, DAgent
outputs a binary decision token (True/False) con-
ditioned on the observed symptoms, indicating
whether di is considered a plausible diagnosis or
not. The logits corresponding to True and False,
denoted as logitT and logitF, are extracted to com-
pute the diagnostic confidence of di:

confi =
exp(logitT)

exp(logitT) + exp(logitF)
. (11)

3.4.2 Diagnostic Confidence Calibration
To improve domain adaptation, DDO (Jia et al.,
2025b) uses KL-divergence-based in-batch con-
trastive learning for confidence calibration, con-
structing an approximately one-hot target distribu-
tion to maximize the confidence gap between the
ground-truth disease and other candidates. How-
ever, since candidate diseases often share overlap-
ping symptoms, such sharp targets may increase
optimization difficulty and destabilize confidence
ranking. To address this issue, inspired by the
smoothed token prediction strategy of Li et al. (Li
et al., 2025b), we propose a smoothed confidence
calibration method.

Specifically, DAgent first estimates confidence
scores for all candidate diseases to obtain the pre-
dicted distribution p. We then identify the strongest
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competing disease dc, i.e., the non-ground-truth
disease with the highest predicted probability. Let
pl and pc denote the predicted probabilities of the
ground-truth disease dl and dc, respectively. We en-
force a margin constraint to keep the ground-truth
probability slightly higher:

p∗l = min
(
max(pl, pc+margin), 1−ϵ

)
, (12)

where ϵ is a small constant. The remaining prob-
abilities are proportionally rescaled to obtain the
smoothed target distribution p∗.

Finally, confidence calibration is achieved by
minimizing the KL divergence between the pre-
dicted distribution and the target distribution:

Lcal = DKL(p
∗ ∥ p) . (13)

4 Experiments

4.1 Baselines

4.1.1 Traditional Deep Learning-based
Methods

For traditional deep learning-based MC meth-
ods, we select three representative baselines:
EBAD (Yan et al., 2023), MTDiag (Hou et al.,
2023), and HAIformer (Zhao et al., 2024a). EBAD
reduces decision randomness in reinforcement
learning-based consultation through a knowledge
graph-based pruning strategy. MTDiag formulates
MC as a multi-task learning problem by separately
optimizing symptom inquiry and disease diagnosis.
HAIformer improves consultation decision quality
through a human-AI collaborative mechanism.

4.1.2 LLM-Based Methods
For LLM-based MC methods, we compare MC-
Planner with four baselines. UoT (Hu et al., 2024)
plans subsequent inquiries by estimating informa-
tion gain. MISQ-HF (Chopra and Shah, 2025)
extends UoT by introducing a reward mechanism
that learns from successful experiences. DDO (Jia
et al., 2025b) designs differentiated optimization
objectives for symptom inquiry and disease diag-
nosis. Direct Prompting (DP) directly leverages
the internal knowledge of LLMs for consultation
reasoning, without additional prompt engineering
or parameter adaptation.

4.2 Datasets

We evaluate the proposed MCPlanner framework
on three real-world medical consultation datasets:

DXY (Xu et al., 2019), collected from online med-
ical dialogues, and GMD (Liu et al., 2022) and
CMD (Yan et al., 2023), both derived from elec-
tronic medical records (EMRs). Dataset statistics
are summarized in Table 1.

Dataset DXY GMD CMD
# Total Samples 527 2,374 5,200
# Disease Types 5 12 27
# Symptom Types 41 118 358
# Avg. Symptoms 4.74 5.55 17.92

Table 1: Dataset statistics. Avg. Symptoms denotes
average recorded symptoms per sample.

4.3 Evaluation Metrics
(1) Diagnostic Accuracy. We adopt diagnostic
accuracy (Acc) as the primary evaluation metric
to measure the model’s ability to correctly identify
the ground-truth disease from the candidate disease
set. Given N samples, where dl

i and d
p
i denote

the ground-truth and predicted disease of the i-th
sample, respectively, Acc is defined as:

Acc =
1

N

N∑

i=1

I
(
d

p
i = dl

i

)
, (14)

where I(·) is the indicator function, which equals
1 if the prediction matches the ground-truth dis-
ease and 0 otherwise. We further report the initial
diagnostic accuracy (Accinit), which is computed
using only the initially reported symptoms before
any additional symptom inquiry is conducted.

(2) Average Consultation Turns. The average
number of consultation turns (Avg.n) reflects both
the amount of symptom information collected and
the efficiency of flow control. Given N samples,
where Ti denotes the number of symptom inquiry
turns for the i-th sample, Avg.n is defined as:

Avg.n =
1

N

N∑

i=1

Ti. (15)

4.4 Implementation Details
We re-implemented all baselines based on their
publicly available code. Since MTDiag does not
provide official code, we directly report the results
from its original paper. For UoT, the pruning ratio
is set to −0.5 to balance the computational cost
of large-scale simulated interactions. For MISQ-
HF, the maximum number of MCTC explorations

38459



Methods LLM backbones
DXY GMD CMD

Accinit Acc Avg.n Accinit Acc Avg.n Accinit Acc Avg.n
Traditional Deep Learning-based Methods
EBAD (Yan et al., 2023) - 69.2 72.1 7.0 70.7 78.7 7.4 64.0 66.0 9.1
MTDiag (Hou et al., 2023) - - 81.9 9.6 - 85.9 9.6 - - -
HAIformer (Zhao et al., 2024a) - 70.2 88.5 1.8 72.8 90.4 1.9 66.4 71.1 3.6
LLM-based Methods

DP

DeepSeek-V3 62.1 67.0 9.8 64.4 71.1 9.9 49.0 47.6 9.6
Qwen3-8B 32.0 39.8 3.5 59.0 61.5 8.5 30.8 36.9 9.3

Qwen2.5-14B-Instruct 54.8 53.8 10.0 55.2 61.1 10.0 42.2 45.7 10.0
Qwen2.5-7B-Instruct 59.6 63.5 10.0 54.8 57.3 10.0 46.8 46.2 10.0

UoT (Hu et al., 2024)

DeepSeek-V3 65.4 68.3 0.5 76.6 70.0 0.1 37.3 37.0 0.1
Qwen3-8B 49.0 67.3 0.7 66.9 72.8 0.8 32.5 34.0 2.3

Qwen2.5-14B-Instruct 55.8 60.6 0.2 72.0 61.1 0.6 31.4 32.6 1.3
Qwen2.5-7B-Instruct 54.8 61.5 2.2 63.2 71.1 0.5 30.8 32.5 1.6

MISQ-HF (Chopra and Shah, 2025)

DeepSeek-V3 76.9 73.1 0.5 76.6 77.8 0.9 37.3 31.0 2.1
Qwen3-8B 70.2 58.7 0.9 67.8 64.0 1.2 32.7 31.2 1.8

Qwen2.5-14B-Instruct 69.2 69.2 0.6 72.0 75.7 1.5 31.6 43.8 3.0
Qwen2.5-7B-Instruct 66.3 66.3 0.8 65.3 75.3 2.0 31.0 31.4 3.4

DDO (Jia et al., 2025b)
Qwen3-8B 64.4 90.4 10.0 71.1 82.8 9.1 64.2 71.1 10.0

Qwen2.5-14B-Instruct 66.3 94.2 10.0 67.8 80.3 9.8 65.3 68.6 10.0
Qwen2.5-7B-Instruct 66.3 87.5 9.9 69.5 79.5 9.6 60.6 63.6 10.0

MCPlanner(Ours)

Qwen3-8B(Distill) 76.9 95.2 8.1 73.2 88.7 6.8 62.6 69.7 9.7
Qwen3-8B 76.9 91.3 9.9 73.2 88.7 9.3 62.6 65.5 8.8

Qwen2.5-14B-Instruct(Distill) 71.2 93.3 8.3 69.9 87.0 6.4 69.6 76.1 9.8
Qwen2.5-14B-Instruct 71.2 92.3 10.0 69.9 85.8 8.5 69.6 76.0 9.9

Qwen2.5-7B-Instruct(Distill) 68.3 88.5 8.4 70.3 87.9 7.3 61.3 68.4 9.2
Qwen2.5-7B-Instruct(DeepSeek-V3) 68.3 85.6 10.0 70.3 90.8 9.8 61.3 69.1 9.8
Qwen2.5-7B-Instruct(GPT-5-mini) 68.3 87.5 8.0 70.3 90.0 6.7 61.3 68.2 8.8

Qwen2.5-7B-Instruct 68.3 80.8 10.0 70.3 82.4 7.1 61.3 68.0 9.3

Table 2: Main experimental results of MCPlanner and baseline methods on three MC datasets. Accinit denotes the
diagnostic accuracy obtained using only the initially reported symptoms before additional inquiry. Bold indicates
the best diagnostic accuracy, with all accuracy values reported as percentages. For MCPlanner, the model name
is followed by the backbone model of HPlanner in parentheses. Distill denotes Qwen2.5-7B-Instruct after expert-
guided distillation.

is set to 30, and the reward increment ratio dur-
ing feedback is set to 0.5. For all LLM-based
methods, the patient agent is provided with the
same patient information, including the disease la-
bel and the symptoms explicitly recorded in the
original consultation record, ensuring a consistent
patient simulation setting across methods. For all
compared methods, we adopt the same consulta-
tion termination criterion: the consultation termi-
nates when the model first makes an explicit di-
agnostic decision, indicating that further inquiry
is unnecessary, or when the maximum number of
symptom inquiry turns is reached. The maximum
number of symptom inquiry turns is uniformly set
to 10. The LLM backbones used in our exper-
iments include DeepSeek-V3 (Liu et al., 2025),
Qwen3-8B, Qwen2.5-14B-Instruct, and Qwen2.5-
7B-Instruct (Yang et al., 2025). More implementa-
tion details are provided in Appendix B.

4.5 Main Results

Table 2 presents the comparative results of MCPlan-
ner and baseline methods on three real-world MC
datasets. In terms of final diagnostic accuracy, MC-
Planner achieves the best performance across all

three datasets, reaching 95.2%, 90.8%, and 76.1%
on DXY, GMD, and CMD, respectively. Com-
pared with the initial diagnostic accuracy, multi-
turn symptom inquiry consistently improves di-
agnostic performance. Taking Qwen3-8B as an
example, the accuracy gains on DXY, GMD, and
CMD are 16.4%, 15.5%, and 5.0%, respectively,
demonstrating that the hierarchical adaptive plan-
ning mechanism enables LLMs to collect informa-
tive diagnostic evidence.

Compared with traditional baselines, MCPlanner
consistently achieves higher final diagnostic accu-
racy across all three datasets. Moreover, the im-
provement from initial to final diagnostic accuracy
is generally larger than that of traditional methods.
This indicates that LLMs can achieve superior con-
sultation performance by simulating the adaptive
clinical “hypothesis–deduction–verification” con-
sultation process.

Compared with existing LLM-based MC meth-
ods, MCPlanner delivers superior consultation
performance, validating the effectiveness of the
Hypothesis-Driven Adaptive Inquiry strategy for
improving LLM-based consultation. DP and DDO
tend to continue consultation until reaching the
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maximum turn limit, whereas MCPlanner effec-
tively reduces the average number of consultation
turns while maintaining strong diagnostic perfor-
mance. This is because HPlanner can accurately
assess the sufficiency of diagnostic evidence under
the current inquiry direction based on changes in
the consultation state, enabling timely termination
once sufficient evidence has been collected and
thus avoiding unnecessary inquiries.

In some settings, UoT and MISQ-HF achieve
lower final diagnostic accuracy than initial diag-
nostic accuracy. This is mainly because they pro-
gressively update and prune the candidate disease
set according to patient feedback after each symp-
tom inquiry, which may prematurely exclude the
ground-truth disease and make it difficult to recover
the correct diagnosis in subsequent consultation.
By jointly considering historical consultation in-
teractions and future symptom inquiry plans, MC-
Planner adaptively determines whether the inquiry
direction should be adjusted, avoiding inefficient
symptom inquiries caused by overly aggressive or
overly conservative direction switching.

Methods
DXY GMD CMD

Acc Avg.n Acc Avg.n Acc Avg.n
MCPlanner(Ours) 88.5 8.4 87.9 7.3 68.4 9.2
w/o control 70.2 5.6 74.5 5.9 62.3 5.5
w/o plan 75.0 9.9 71.5 10.0 61.5 10.0
w/o distill 80.8 10.0 82.4 7.1 68.0 9.3
w/o calibration 81.7 8.4 82.8 7.3 55.7 9.2

Table 3: Ablation results of MCPlanner.

4.6 Ablation Study

Table 3 reports the ablation results of MCPlanner
with Qwen2.5-7B-Instruct as the backbone.

(1) Removing High-Level Adaptive Planning
(w/o control). Removing HPlanner reduces di-
agnostic accuracy to 70.2%, 74.5%, and 62.3% on
DXY, GMD, and CMD, respectively, while signif-
icantly shortening consultation length. This sug-
gests that without high-level guidance, the model
struggles to generate informative inquiry plans
from initial symptoms alone.

(2) Removing Hierarchical Planning (w/o plan).
When hierarchical planning is removed and the
LLM directly performs inquiry decisions, diagnos-
tic accuracy drops substantially and consultation
turns approach the maximum limit. This indicates
that explicit planning is essential for efficient symp-
tom exploration in complex consultation scenarios.

(3) Removing Expert-guided Distillation (w/o
distill). Removing expert-guided distillation de-
grades performance on all datasets. In particular,
the average consultation turns on DXY increase
from 8.4 to 10.0, showing that distillation improves
the adaptivity of HPlanner in lightweight LLMs.

(4) Removing Confidence Calibration (w/o cali-
bration). Removing confidence calibration low-
ers diagnostic accuracy across all datasets, with the
largest drop on CMD. This suggests that calibration
improves discrimination between similar diseases
by producing more reliable confidence estimates.

4.7 Analysis of High-Level Planning with
Different LLM Backbones

HPlanner directly affects both the efficiency of
symptom acquisition and the final diagnostic per-
formance of MCPlanner. We therefore evaluate dif-
ferent backbone models as HPlanner on the DXY
dataset, using Qwen2.5-7B-Instruct with diagnostic
confidence calibration as DAgent.

Figure 3 shows the distribution of consultation
termination reasons. Most cases terminate after
reaching the maximum turn limit, suggesting that
MCPlanner often requires iterative “hypothesis–
deduction–verification” interactions to collect suf-
ficient evidence. In some cases, the initial self-
reported symptoms already provide enough diag-
nostic evidence, allowing early termination. For
example, GPT-5-mini terminates early in 34.3%
of cases. In contrast, DeepSeek-V3 and the origi-
nal Qwen2.5-7B-Instruct tend to continue inquiry.
After distillation, Qwen2.5-7B-Instruct achieves
a higher early termination ratio while maintain-
ing strong diagnostic accuracy, indicating that
lightweight models can learn more reliable termi-
nation strategies from expert demonstrations.

Figure 4 presents the distribution of direction
control actions for non-terminated consultations.
DeepSeek-V3 switches inquiry directions much
more frequently than GPT-5-mini, with a switch-
ing ratio of 98.3%. However, it achieves lower
diagnostic accuracy and requires more consulta-
tion turns, suggesting that frequent switching does
not necessarily improve consultation performance.
Although the original and distilled Qwen2.5-7B-
Instruct show similar action distributions, the dis-
tilled model achieves substantially better diagnos-
tic performance, demonstrating that expert-guided
distillation helps lightweight models learn more
appropriate timing for inquiry direction switching.
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Figure 3: Distribution of consultation termination rea-
sons for different LLM backbones of HPlanner. The
values in parentheses indicate diagnostic accuracy and
average consultation turns.
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Keep inquiry direction Switch inquiry direction

Figure 4: Distribution of direction control actions for
different LLM backbones of HPlanner. The values in
parentheses indicate diagnostic accuracy and average
consultation turns.

4.8 Analysis of Diagnostic Performance under
Different Confidence Estimation Methods

Table 4 presents the diagnostic results of differ-
ent confidence estimation methods under identical
symptom inputs. The backbone model is Qwen2.5-
7B-Instruct.

(1) Text decoding-based confidence estima-
tion methods. Numerical and Numerical-SC (Li
et al., 2024) directly prompt the model to
generate confidence scores within the range
[0, 1], where Numerical-SC further applies self-
consistency (Wang et al., 2022) by averaging mul-
tiple generated confidence values. These text
decoding-based methods generally underperform
most logits-based methods. This is likely because
text decoding introduces generation randomness,
whereas the BTP method used in this work relies
only on the logits of the first output token, thereby
avoiding this issue.

(2) Logits-based confidence estimation methods.
Compared with BTP and its calibrated variants,
FirstLogit and AvgLogit (Ma et al., 2025) achieve

Methods
DXY GMD CMD

Accinit Acc Accinit Acc Accinit Acc
Numerical 67.3 79.8 56.5 82.4 41.9 67.6
Numerical-SC 57.7 75.0 52.7 75.7 37.7 56.5
FirstLogit 59.6 80.8 61.5 81.2 56.8 63.2
AvgLogit 43.3 61.5 59.8 80.3 25.2 30.5
BTP 63.5 81.7 63.6 82.8 54.2 55.7
BTP + one-hot calibration 66.3 85.6 69.5 82.8 60.4 62.4
BTP + soft calibration(Ours) 68.3 88.5 70.3 87.9 61.3 68.4

Table 4: Comparison of diagnostic performance across
different confidence estimation methods for LLMs.

Model Variant Accinit Acc
Trained on DXY 70.3 84.9
Trained on GMD 70.3 87.9
Trained on CMD 70.3 84.5
Untrained 63.6 81.2

Table 5: Cross-dataset transfer results of MCPlanner

relatively lower diagnostic performance. This is
likely because they typically estimate confidence
for all candidate diseases simultaneously within
a single generation process, making confidence
estimation more susceptible to interference from
contextual information associated with other can-
didate diseases. In contrast, BTP independently
estimates the confidence of each candidate disease,
effectively avoiding such interference.

Confidence calibration based on one-hot target
distributions can improve the diagnostic perfor-
mance of BTP to some extent. Building upon this,
we further smooth the target distribution used in
in-batch contrastive learning, which leads to addi-
tional performance gains. This demonstrates the
effectiveness of the proposed smoothed confidence
calibration strategy.

4.9 Cross-Dataset Generalization Analysis
We evaluate the cross-dataset generalization of MC-
Planner on GMD using Qwen2.5-7B-Instruct as
the backbone. Four model variants are considered:
models trained on DXY, GMD, and CMD, respec-
tively, and an untrained variant without confidence
calibration or expert-guided distillation.

The cross-dataset transfer results are reported in
Table 5. The model trained on GMD achieves the
best performance, likely because training and test-
ing on the same data source allows the model to bet-
ter capture the underlying data distribution, thereby
improving in-domain performance. Meanwhile,
although the models trained on DXY and CMD
perform worse than the GMD-trained model, both
outperform the untrained model. This suggests that
MCPlanner learns not only dataset-specific distri-
butions but also transferable consultation strategies
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from clinical consultation data, demonstrating its
cross-dataset generalization capability and poten-
tial for continual learning.

5 Conclusion

Existing LLM-based MC methods lack adaptive
inquiry direction control, which often causes mod-
els to become trapped in suboptimal inquiry pro-
cesses. To address this issue, we propose MCPlan-
ner, a hierarchical adaptive planning framework
that simulates the clinical “hypothesis–deduction–
verification” consultation process through collab-
oration between high-level and low-level plan-
ning agents. This effectively improves both in-
quiry direction adaptivity and overall consultation
performance. For the core HPlanner, we further
introduce expert-guided distillation, which effec-
tively improves the adaptive planning capability
of LLMs. In addition, we propose a smoothed
in-batch contrastive learning confidence calibra-
tion strategy, further improving diagnostic accuracy
among highly similar candidate diseases. Exper-
imental results on three MC datasets show that
MCPlanner consistently outperforms the baselines,
demonstrating its effectiveness for improving LLM-
based consultation performance.

Limitations

MCPlanner still has several limitations that warrant
future improvement: (1) The consultation informa-
tion considered is relatively limited. Current in-
quiry mainly focuses on symptom presence, while
other important clinical factors, such as medical
history and family history, are not yet incorporated.
(2) The model currently generates explicit decision
actions rather than adapting them into the diverse
natural language expressions commonly used in
real-world clinical consultation. (3) Expert-guided
distillation relies on costly expert model inference,
motivating future exploration of more cost-efficient
distillation strategies. (4) For symptoms not explic-
itly recorded in the original consultation records,
PAgent generates simulated responses based on
ground-truth disease-conditioned symptom statis-
tics. This simulation strategy may not fully reflect
symptom availability in real-world consultations.
(5) The evaluated datasets contain relatively lim-
ited disease spaces, with 5, 12, and 27 disease types
in DXY, GMD, and CMD, respectively. Evalua-
tion on larger and more diverse diagnostic spaces
remains future work.

Ethical Consideration

Given the potential hallucination behavior of large
language models, the outputs generated by MC-
Planner may contain factually inaccurate informa-
tion. Consequently, the proposed framework is
intended exclusively for research purposes and is
not designed for direct clinical deployment. All
real-world medical decisions should be made by
licensed medical professionals.
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A Related Work

A.1 Medical Consultation Task
Early MC methods modeled the consultation pro-
cess as a Markov decision process and constructed
doctor agents using deep reinforcement learn-
ing (Tang et al., 2016; Wei et al., 2018; Xu et al.,
2019), but suffered from high decision random-
ness (Xia et al., 2020). Sequence generation-based

methods treat each consultation action as an indi-
vidual token and significantly improve performance
on this task through large-scale supervised train-
ing (Chen et al., 2022b,a; Wang et al., 2023; Hou
et al., 2023; Zhao et al., 2024a). In recent years, ow-
ing to their strong domain generalization capabili-
ties, LLMs have been widely adopted for MC (Fan
et al., 2025; Li et al., 2024; Ren et al., 2024). To im-
prove consultation performance in complex disease
scenarios, researchers have introduced techniques
such as retrieval-augmented generation (Zhang
et al., 2025; Zhou et al., 2026), uncertainty-aware
planning (Hu et al., 2024; Chopra and Shah, 2025),
supervised fine-tuning (Tu et al., 2024; Chen et al.,
2025a; Jia et al., 2025b), and reinforcement learn-
ing (Feng et al., 2025; Dou et al., 2026) into LLM-
based MC. Beyond text modality, recent studies
have also explored MC in image modality (Liu
et al., 2024; Xu et al., 2026) and speech modal-
ity (Chen et al., 2026).

A.2 LLMs in Dynamic Planning

Traditional LLM planning and reasoning meth-
ods (Wei et al., 2022; Yao et al., 2023; Besta
et al., 2024) are primarily designed for static plan-
ning tasks, such as mathematical problem solv-
ing and programming, where the environment is
fully observable. In partially observable environ-
ments, such as robotic navigation, web interaction,
and MC, LLMs are required to perform real-time
self-refinement of their planning process (Li et al.,
2025a; Zhang et al., 2024). Methods based on the
thought-action-observation paradigm (Yao et al.,
2022; Shinn et al., 2023; Qiao et al., 2024) reason
over environmental feedback to dynamically deter-
mine subsequent actions. Some studies explicitly
model planning sequences and iteratively update
action execution plans after each environmental
feedback. Hierarchical planning has also shown
strong performance in complex tasks (Sun et al.,
2023; Zhang and Lu, 2024; Erdogan et al., 2025).
Selection-based methods (Chen et al., 2025b; Ling
et al., 2026; Chopra and Shah, 2025) simulate fu-
ture rollouts to select actions with maximal infor-
mation gain. Other approaches leverage previously
successful experiences to guide planning decisions,
thereby improving the efficiency of dynamic plan-
ning in LLMs (Fu et al., 2024; Wang et al., 2024).
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B Other Experimental Details

B.1 Dataset Details

We use three public medical consultation (MC)
datasets: DXY1 (Xu et al., 2019) , which is
the most widely used online dialogue–based MC
dataset in prior work, and GMD2 (Liu et al., 2022)
together with CMD3 (Yan et al., 2023) , which are
representative of electronic medical record–based
MC datasets. These datasets were released for aca-
demic research and have been de-identified by their
original authors. We additionally inspected the
dataset contents and metadata for personally identi-
fiable information and did not observe any explicit
identifiers. We reviewed the accompanying papers
and code repositories for licensing information:
GMD explicitly provides an MIT license, while
DXY and CMD, though lacking formal licenses,
clearly state in their papers that the data is intended
for public research use. In our study, we strictly
follow these terms and use the datasets solely for
research purposes. All three datasets are primar-
ily in Chinese, with GMD additionally offering an
English version. The train/dev/test splits for DXY,
GMD, and CMD are 318/103/103, 1912/239/239,
and 3379/671/1342, respectively.

MCPlanner uses the same calibration sub-
trajectory data as DDO. The numbers of confidence
calibration training samples for the DXY, GMD,
and CMD datasets are 2,185, 13,598, and 54,608,
respectively.

When constructing distillation training data, con-
sidering the relatively large training scales of the
GMD and CMD datasets, we perform stratified
sampling over disease categories to improve dis-
tillation efficiency. Specifically, an upper bound
is imposed on the number of samples for each dis-
ease, while representative consultation records are
retained to construct a distillation subset. After
preprocessing, we obtain 2,028, 2,074, and 3,367
expert demonstrations for distillation training on
DXY, GMD, and CMD, respectively.

B.2 Implementation Details of MCPlanner

During the Diagnostic Confidence Estimation and
Calibration stage, efficient fine-tuning is performed
using LoRA. Hyperparameter tuning and check-
point selection are based on Top-k diagnostic ac-
curacy and disease-level diagnostic performance.

1https://github.com/HCPLab-SYSU/Medical_DS
2https://github.com/lwgkzl/BR-Agent
3https://github.com/YanPioneer/EBAD

The key hyperparameters are set as follows: the
softmax temperature in the KL-divergence loss is
fixed at 1.0, the maximum number of training steps
is 1000, the learning rate is 5×10−5, the batch size
is 8, and the LoRA rank is set to 16. The minimum
confidence margin parameter margin between the
ground-truth disease and the strongest competing
disease is adjusted according to disease similar-
ity within each dataset. Since candidate diseases
in DXY mainly consist of pediatric diseases with
high clinical similarity, we set margin = 0.05.
For GMD and CMD, which contain diseases from
more diverse clinical departments, margin is set
to 0.15.

During the expert-guided distillation stage, dis-
tillation data are first constructed from the training
set. GPT-5-mini is used as the teacher model, while
Qwen2.5-7B-Instruct serves as the student model.
To improve model selection efficiency, distilled
model selection is not performed on the full valida-
tion set. Instead, we construct a hard-sample val-
idation subset. Specifically, the undistilled model
first performs the adaptive hierarchical consulta-
tion process on the validation set, and samples with
incorrect final diagnoses are selected as hard sam-
ples. Hyperparameter tuning and checkpoint selec-
tion are then conducted on this subset. LoRA is
also used for efficient fine-tuning during distilla-
tion. The key hyperparameters are set as follows:
the number of training epochs is 3, the learning rate
is 1× 10−4, the batch size is 8, and the LoRA rank
is set to 16.

During inference, the initial candidate disease
window size is set to 5 based on initial Top-k di-
agnostic accuracy, balancing label coverage and
consultation efficiency. The maximum consulta-
tion turn limit is set to L = 10.

B.3 Model Deployment

Qwen3-8B and Qwen2.5-7B-Instruct were locally
deployed on a single NVIDIA RTX 3090 GPU.
Qwen2.5-14B-Instruct was locally deployed on a
single NVIDIA Tesla V100 GPU. GPT-5-mini4 and
DeepSeek-V35 were accessed via online APIs.

C Standard Errors and Confidence
Intervals

Table 6 reports the randomness analysis of MC-
Planner under multiple random seeds, including the

4https://api.chatanywhere.org/
5http://i.hpc.csu.edu.cn/csu
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mean diagnostic accuracy, standard error, and 95%
confidence interval on three MC datasets. The back-
bone model is Qwen2.5-7B-Instruct after expert-
guided distillation and Diagnostic Confidence Esti-
mation and Calibration.

Dataset Mean Accuracy Standard Error 95% Confidence Interval (%)
DXY 84.4 1.1 3.0
GMD 87.2 0.6 1.6
CMD 68.1 0.2 0.8

Table 6: Standard Errors and Confidence Intervals of
MCPlanner on three MC datasets

The results show that MCPlanner achieves rela-
tively small standard errors across all three datasets
(with a maximum of 1.1) and narrow confidence in-
tervals, with the confidence interval on CMD being
only 0.76. This indicates that MCPlanner exhibits
stable performance under different random seeds.
It can also be observed that the standard error and
confidence interval on DXY are slightly larger than
those on GMD and CMD. This is likely because
DXY has a relatively smaller sample size, leading
to slightly lower performance stability compared
with the other two datasets. The main experimen-
tal results are reported using the best-performing
random seed.

D Case Study

Table 7 presents an adaptive consultation case of
MCPlanner. The patient’s ground-truth disease is
pneumonia, and the initial symptom report includes
nasal congestion, fever, rhinorrhea, cough, sneez-
ing, and sputum production. Since these symptoms
are common across multiple diseases, such as upper
respiratory tract infection, pneumonia, and allergic
rhinitis, pneumonia is ranked only third among the
initial candidate diseases estimated by DAgent.

HPlanner initially selects upper respiratory tract
infection as the inquiry direction. Although early
patient feedback is largely consistent with this hy-
pothesis, it remains insufficient to distinguish it
from competing diseases such as pneumonia, lead-
ing HPlanner to continue evidence collection.

As consultation proceeds, the remaining candi-
date symptoms provided by LPlanner become less
informative. HPlanner therefore switches the in-
quiry direction to pneumonia, which offers higher
diagnostic value.

During subsequent interactions, the key symp-
tom “pulmonary shadow” is confirmed, providing
decisive evidence. The consultation is then ter-
minated, and pneumonia rises to the top of the

diagnostic ranking.
This case shows that MCPlanner can dynam-

ically update disease hypotheses and adaptively
adjust inquiry directions through iterative evidence
collection and verification. Moreover, the hierar-
chical planning mechanism improves efficiency by
avoiding full-model reasoning at every turn for
symptom selection.

E Prompt Templates

Tables 8 to 11 present the prompt templates used
in MCPlanner.
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Original Medical Consultation Record
Ground-truth Disease: Pneumonia
Complete Symptom Information: Present: nasal congestion, fever, rhinorrhea, cough, sneezing, sputum production,
irritability, dyspnea

Initial Information
Initial Symptom Information: Present: nasal congestion, fever, rhinorrhea, cough, sneezing, sputum production
Initial Candidate Disease Ranking: 1. Upper Respiratory Tract Infection; 2. Allergic Rhinitis; 3. Pneumonia; 4.
Hand-Foot-and-Mouth Disease; 5. Pediatric Diarrhea

High-Level Planning Decision and Rationale Low-Level Inquiry Sequence Interaction Record

Initialize the inquiry direction as Upper
Respiratory Tract Infection (highest initial
diagnostic confidence)

[Vomiting, Throat Discomfort,
Irritability, Lethargy, Dyspnea, Loss
of Appetite]

Vomiting: Present
Throat Discomfort:
Absent
Irritability: Present
Lethargy: Absent
Dyspnea: Present

Switch the inquiry direction to Pneumonia (limited
information gain from remaining symptoms;
switch to a more discriminative direction)

[Foaming at the Mouth, Moist Rales,
Pulmonary Shadow, Loss of Appetite]

Foaming at the Mouth:
Present
Moist Rales: Absent
Pulmonary Shadow:
Present

Terminate consultation and diagnose Pneumonia
(key evidence “Pulmonary Shadow” confirms the
diagnosis and excludes other candidates)

– –

Table 7: An adaptive consultation case of MCPlanner. For clarity, only brief reasoning content is shown.

You are an experienced medical expert. The following information is provided:

## Patient Symptom Information

- Present symptoms: {positive_symptoms}.

- Absent symptoms: {negative_symptoms}.

## Symptom Knowledge of Disease ’{candidate_disease}’

- Symptom occurrence frequencies estimated from historical consultation records diagnosed as
’{candidate_disease}’: {empirical_knowledge}

Based on the patient’s symptom information and the symptom knowledge of disease ’{candidate_disease}’,
determine whether this disease can be diagnosed.

The presence of disease-related symptoms increases diagnostic confidence, while their absence decreases
it.

The impact of each symptom on diagnostic confidence increases with its typicality for the disease.

The output must be either True or False: output True if the disease is considered diagnosable, otherwise
output False.

Output only the judgment result without any additional explanation.

Table 8: DAgent’s prompt template
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You are an experienced medical expert. Your task is to adaptively control the inquiry direction during
multi-turn medical consultation based on the currently available information.

[Task Description]

# Definition of Inquiry Direction

The inquiry direction refers to the tendency to focus symptom inquiry on a specific disease during
consultation.

# Definition of Flow Control Actions

1. END: The diagnosis has been determined and the consultation should terminate.

2. KEEP: The current inquiry direction remains worth exploring and should be maintained.

3. SWITCH: The current inquiry direction is no longer worth exploring and should be replaced with a
new one.

# Decision Rules

1. If the currently observed symptoms strongly support the current inquiry direction and can exclude
other candidate diseases, select END.

2. Otherwise, determine whether the inquiry direction should be switched.

Select KEEP if both of the following conditions are satisfied; otherwise, select SWITCH:

(1) The observed symptoms are generally consistent with the expected manifestations under the current
inquiry direction.

(2) There remain highly informative symptoms to query under the current inquiry direction.

3. If SWITCH is selected, provide a new inquiry direction:

(1) The new direction must be selected from the current candidate diseases, preferably an unexplored
one.

(2) It should be as consistent as possible with the currently observed symptoms.

[Known Information]

# Patient’s Initial Reported Symptoms

{self_report_str}

# Historical Inquiry Directions and Queried Symptoms

{directions_symptoms_str}

# Remaining Symptoms under the Current Inquiry Direction

{planning_symptoms_str}

# Candidate Diseases and Their Symptom Occurrence Frequencies

{sub_disease_knowledge}

[Output Requirement]

Adaptively determine the inquiry direction based on the task description and known information, and
provide the main rationale.

Output in the following format:

json: {"action": "SWITCH", "new_direction": "Disease B", "reason": "Decision rationale"}

Table 9: HPlanner’s prompt template
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You are an experienced medical expert. Your task is to plan the subsequent symptom inquiry sequence
based on the known information during consultation.

[Known Information]

# Current Inquiry Direction and Symptom Occurrence Frequencies

{masked_direction_knowledge}

# Relatively Distinctive Symptoms under the Current Inquiry Direction

{typical_symptoms}

[Decision Rules]

1. Symptoms in the inquiry sequence should be relatively common under the current inquiry direction.

2. If multiple symptoms have similar typicality, more distinctive symptoms should be prioritized.

[Output Requirement]

Based on the known information and decision rules, plan the subsequent symptom inquiry sequence.

Output in the following format without any explanation:

python: ["Symptom 1", "Symptom 2", "Symptom 3", "Symptom 4", "Symptom 5", ...]

Table 10: LPlanner’s prompt template

You are a patient simulator. The patient you simulate is diagnosed with ’{disease_label}’.

The symptom knowledge of disease ’{disease_label}’ is as follows:

- Symptom occurrence frequencies estimated from historical consultation records diagnosed as
’{disease_label}’: {disease_knowledge}

Your task is to determine whether the patient is likely to exhibit symptom ’{symptom}’ based on the
disease symptom knowledge.

The output must be either True or False: True indicates the symptom is likely present, while False
indicates it is unlikely present.

The decision criteria are as follows:

- If the symptom is relatively typical for disease ’{disease_label}’ (i.e., ranked high in occurrence
frequency), output True.

- Otherwise, output False.

Think step by step and determine whether symptom ’{symptom}’ is likely present.

Table 11: PAgent’s prompt template
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