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Abstract

Large Language Models have shown remark-
able potential in automated code generation,
yet the programs they produce frequently
fail due to logical flaws or unhandled edge
cases. To address this, we propose RA-CRF, a
Retrieval-Augmented Code Repair Framework
that explicitly integrates a structured Error-
Repair Knowledge Graph (ERKG). Unlike ex-
isting methods that rely on unstructured self-
reflection or raw execution feedback, our frame-
work constructs a hierarchical taxonomy con-
necting error types to specific repair strategies.
By leveraging execution feedback, the frame-
work retrieves relevant knowledge to generate
structured repair documents, effectively decou-
pling error diagnosis from targeted code edit-
ing. Furthermore, we introduce an adaptive
self-evolution mechanism that continuously re-
fines the ERKG by persisting verified repair
results. Experimental results on single-function
benchmarks including BigCodeBench demon-
strate that RA-CRF achieves significant perfor-
mance gains across various open-source and
closed-source models. Notably, RA-CRF lifts
DeepSeek-V3 to 65.52% Pass@1, a new best
on the official BigCodeBench leaderboard. Our
findings indicate that integrating explicit and
evolvable error-correction knowledge is a ro-
bust path to enhancing the reliability and inter-
pretability of code generated by large language
models.

1 Introduction

Large Language Models have demonstrated trans-
formative capabilities in automated code genera-
tion, permeating domains such as software devel-
opment, competitive programming, and intelligent
tutoring. Recent models such as Codex (Chen
et al., 2021), StarCoder (Li et al., 2023), Code
Llama (Rozière et al., 2023), and GPT-5 (OpenAI,

*Code and ERKG artifacts are available at https://
github.com/SweaterGuai/RA-CRF.

†Corresponding author: jg.zhu.hit@qq.com.

2026) exhibit high fluency in translating natural
language into executable programs. However, for
complex algorithmic tasks requiring rigorous log-
ical correctness and comprehensive test coverage,
the reliability of LLM-generated code remains a
critical bottleneck. Even the most advanced mod-
els frequently encounter silent logical flaws, im-
proper handling of edge cases, or severe runtime
exceptions (Liu et al., 2023; Chen et al., 2024;
Khoury et al., 2023; Lai et al., 2023). These failure
modes still exist in modern benchmarks such as Hu-
manEval (Chen et al., 2021), MBPP (Austin et al.,
2021), APPS (Hendrycks et al., 2021), and Big-
CodeBench (Zhuo et al., 2025), highlighting the
pressing need to improve the reliability of LLM-
generated code.

Prior work has pursued several directions to en-
hance code reliability. One approach trains special-
ized neural repair models to correct generated code,
yielding performance gains on various tasks (Gupta
et al., 2020; Wang et al., 2018; Chen et al., 2023),
but this requires additional training overhead. Re-
cent work has leveraged the inference capabilities
of LLMs for self-debugging (Pan et al., 2024), it-
erating and improving based on execution feed-
back (Madaan et al., 2023; Chen et al., 2024; Shinn
et al., 2023), and further integrating program-level
signals (e.g., failed tests, runtime tracing) to guide
code revisions (Le Goues et al., 2012; Liu et al.,
2019; Xia et al., 2023), bringing more optimization
possibilities to the code generated by LLMs.

Despite these advances, existing approaches are
hindered by two fundamental limitations:

• Lack of structured knowledge. Current sys-
tems rely solely on the LLM’s implicit rea-
soning over raw error logs or self-generated
rationales, without incorporating structured
knowledge. This often yields superficial or
inconsistent repairs and can even introduce
new bugs or regressions.
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Figure 1: Overview of the RA-CRF framework. The robot icons indicate processes driven by the LLM. In our
system, all these tasks are executed by a single unified model instance to ensure consistency.

• Inability to capture systematic error types.
While LLMs consistently exhibit recurring
failure patterns across different tasks, exist-
ing methods treat each failure in isolation, ig-
noring cross-task patterns that could provide
information and constraints for the repair pro-
cess.

This motivates our central research question: How
can we effectively incorporate explicit struc-
tured repair knowledge into LLM-based code
repair to enable more robust, accurate, and
interpretable rectifications? To address this,
we propose RA-CRF as shown in Figure 1, a
novel Retrieval-Augmented Code Repair Frame-
work. RA-CRF integrates structured repair exper-
tise into the LLM-based debugging process by re-
trieving context-aware patterns from a Hierarchi-
cal Error-Repair Knowledge Graph (ERKG) and
transforming them into actionable repair guidance.
This approach enables a more robust, precise, and
interpretable code rectification mechanism, facili-
tating a transition from stochastic trial-and-error to
knowledge-driven inference.

Our contributions are as follows:

1. We define and construct a hierarchical
Error–Repair Knowledge Graph (ERKG)
equipped with a self-evolution mechanism,
which explicitly models multi-level mappings
from error categories to precise repair tem-
plates, thereby filling the gap in structured
knowledge representation for LLM-based
code repair.

2. We develop the RA-CRF framework, which
leverages a hierarchical retrieval mechanism
and structured repair document generation
to guide models from stochastic trial-and-
error toward logic-driven precision repair, sig-
nificantly enhancing the stability and inter-
pretability of the debugging process.

3. We empirically demonstrate that structured
knowledge provides an effective inductive
bias for code rectification. Empowered by RA-
CRF, DeepSeek-V3 attains 65.52% Pass@1
on BigCodeBench, exceeding the prior best
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Figure 2: ERKG Construction Workflow. Detailed reconstruction prompts and node definitions are provided in
Figure 6 and Table 4.

result on the official leaderboard and estab-
lishing a strong baseline for future research in
autonomous code repair.

2 Related Work

2.1 LLM for Code Generation and Repair

Although code-centric LLMs (Chen et al., 2021;
Rozière et al., 2023; Li et al., 2023) excel at gen-
eration, they often produce erroneous programs
in algorithmic or boundary-sensitive tasks (Seo
et al., 2021; Liu et al., 2023). To mitigate
this, existing work combines classic or LLM-
based APR (Le Goues et al., 2012; Liu et al.,
2019; Xia et al., 2023) with test-guided self-
refinement (Madaan et al., 2023; Chen et al., 2024;
Shinn et al., 2023), yet repair knowledge typi-
cally remains implicit in unstructured prompts
rather than an explicit, reusable structure. Recently,
security-oriented code generation frameworks have
emerged. For instance, RESCUE (Shi and Zhang,
2025) retrieves hierarchical security knowledge
to mitigate vulnerable generations, while CODEX-
ITY (Kim et al., 2024) uses static-analysis feedback
to iteratively patch insecure code. However, they
target security properties rather than organizing
functional execution failures into reusable error–
repair knowledge.

2.2 Knowledge-Augmented LLMs for Code
Intelligence

Knowledge-augmented LLMs typically retrieve un-
structured or weakly structured external resources
(e.g., Q&A threads, documentation, or code repos-
itories) to assist generation (Svyatkovskiy et al.,
2020; Huang et al., 2024; Arslan et al., 2024). For
example, SECCODER (Zhang et al., 2024) retrieves
whole-file secure code examples for in-context
learning, but such flat context lacks repair-oriented
organization. In contrast, our hierarchical ERKG
supports selective retrieval of error–repair map-
pings rather than undifferentiated chunk concatena-
tion.

2.3 Error Analysis and Taxonomies in Code
Generation

Prior work has analyzed LLM execution failures
and proposed various error taxonomies (Just et al.,
2014; Lin et al., 2017; Bogaerts et al., 2024), and
fix-pattern mining extracts recurring patch tem-
plates from historical repositories (Koyuncu et al.,
2020; Liu et al., 2019). However, these analyses
remain largely descriptive and are rarely linked
to runtime error signals in a closed-loop repair
system. Our work bridges this gap by explicitly
mapping distinct error types to specific repair tem-
plates within a self-evolving Error-Repair Knowl-
edge Graph (ERKG) topology, transforming static
diagnostic insights into structured, actionable re-
pair guidance.
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Figure 3: Example of generating an error tuple.

3 Methodology

We propose a knowledge-guided code repair frame-
work that improves the success rate of LLM-based
code repair by explicitly modeling and leverag-
ing structured knowledge of code repair. Unlike
previous methods that rely on unstructured self-
reflection or raw execution feedback, our approach
introduces a hierarchical ERKG to provide system-
atic and controlled guidance throughout the repair
process. The overall framework is shown in Figure
1.

3.1 Hierarchical Error-Repair Knowledge
Graph (ERKG) Construction

Existing methods often treat execution feedback as
unstructured text, resulting in an overly ambiguous
mapping path from fault signals to repair decisions.
To address this, we propose a hierarchical ERKG as
a logical intermediary between execution feedback
and repair strategies. By constructing structured
associations from error features to repair strategies,
we transform the black-box self-reflection of LLMs
into a systematic and controllable knowledge rea-
soning process.

Inspired by the Python vulnerability taxon-
omy (Bogaerts et al., 2024) and QuixBugs (Lin
et al., 2017), we guided the LLM to deeply decon-
struct the classification logic of these two studies
and reconstruct existing error patterns according to
a pre-defined hierarchical system, thereby generat-
ing a preliminary structured graph. Subsequently,
through rigorous manual cleaning and multiple
rounds of verification, redundancy was eliminated
and semantic accuracy was ensured, ultimately
forming the baseline version of the ERKG. The

seed graph stores abstract repair patterns only and
does not include BigCodeBench or HumanEval-
Pack task identifiers, canonical solutions, or full
patches. Concrete node and template examples are
given in Appendix A.1 (Example A). The specific
construction process is shown in Figure 2.

3.2 Error Extraction and Semantic
Normalization

Effective knowledge-guided remediation relies on
transforming raw execution feedback into a struc-
tured error representation. To address the challenge
of heterogeneous execution feedback formats and
varying granularities across different benchmarks,
we introduce an LLM as a semantic parser to ex-
tract core fault signals. The LLM is used to identify
and remove environmental noise such as memory
addresses and local paths while capturing key con-
text such as fault location and execution trajec-
tory (Zhong et al., 2024; Xu et al., 2024; Zhang
et al., 2023).

To support efficient knowledge retrieval, the
parsed signals undergo semantic normalization
via an LLM. As shown in Figure 3, in practice,
we employ Chain-of-Thought prompting to guide
the LLM through sequential stages of feature ab-
straction and contextual disambiguation. This ap-
proach enables the LLM to distill the core seman-
tics of failures, transforming complex execution
feedback into a standardized error tuple E = <er-
rortype_name, errortype_description>. By filtering
out environmental noise and mitigating semantic
ambiguity, this process establishes a robust seman-
tic foundation for precise downstream mapping
with ERKG nodes.
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Figure 4: Illustration of the Hierarchical Retrieval and Self-Evolution Mechanism within the RA-CRF framework.

3.3 Knowledge-Guided Retrieval and
Self-Evolution Mapping

To achieve accurate conversion from raw fault sig-
nals to structured repair solutions, we design a hier-
archical graph retrieval and self-evolution mapping
mechanism, as shown in Figure 4. This mecha-
nism can not only retrieve known knowledge from
ERKG but also dynamically expand the semantic
space when facing unknown errors.

3.3.1 Hierarchical Knowledge Mapping
Based on the standardized error tuples generated
in the previous stage E = <errortype_name, er-
rortype_description>, the system executes a top-
down hierarchical matching strategy. The LLM
first performs semantic alignment in the top-level
semantic space (ErrorCategory layer) of ERKG,
then progressively searches down through the Er-
rorPattern layer to find candidate ErrorType nodes.
The LLM determines whether the current error can
be covered by existing Type nodes. If a match is
successful, the system automatically extracts the as-
sociated RepairStrategy and RepairTemplate along
the semantic path and encapsulates them into a
knowledge package. Conversely, if existing nodes
cannot achieve complete coverage, a self-evolution
mechanism is triggered.

3.3.2 Self-Evolution Mechanism
As shown in Algorithm 1, when faced with edge
cases or novel faults that cannot be covered by exist-
ing ERKG nodes, the system dynamically expands
its semantic space through a self-evolution mecha-
nism. The LLM performs source tracing based on
the current error’s feature description, comparing
existing candidate ErrorPattern nodes to determine
their potential to encompass new Type semantics.

If a match is found, the system generates the cor-
responding repair strategy and template under the
newly added Type node. If existing pattern libraries
are incompatible, the LLM induces the generation
of an entirely new ErrorPattern node and automati-
cally constructs a complete topological path from
the pattern to the specific repair template. Ulti-
mately, these dynamically generated semantic enti-
ties are uniformly encapsulated into a knowledge
package, providing the retrieved knowledge and
logical alignment for the subsequent generation of
structured repair documents. To ensure the relia-
bility of ERKG evolution, the system employs a
delayed update mechanism based on verification
results. Only repair logic that has been tested in
practice will be formally accepted as part of the
ERKG.

3.4 Structured Repair Documentation
Generation

Directly guiding the LLM to rewrite code based on
error feedback and retrieved knowledge often leads
to uncontrollable semantic shifts or inconsistent
repairs (Seo et al., 2021; Hasan et al., 2025). To
address this issue, we introduce a structured repair
document as an explicit intermediate representation
to formalize the repair intent before performing
physical modifications, as shown in Figure 5. This
document is generated by the LLM by integrating
three dimensions of input: (1) the problem and the
code to be modified; (2) the execution feedback and
standardized error tuples; and (3) the knowledge
package generated in the previous stage.

Under this mechanism, the retrieved repair strate-
gies and repair templates constitute strict semantic
constraints, forcing the LLM to generate a repair
plan within a predetermined logical framework,
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Algorithm 1: Hierarchical Retrieval and
Self-Evolution Mechanism.

Input: E(error tuple), G(ERKG)
Output: K(knowledge package)

// Notation:

EC(ErrorCategory),EP(ErrorPattern),
ET(ErrorType),RS(RepairStrategy),
RT(RepairTemplate)

∗∗new(new node),∗∗known(existing node)

LLM follows the retrieval path EC → EP → ET
and;

executes a top-down hierarchical matching strategy.

if Found ETmatched then
Continue searching for RS and RT under the

matching ETmatched and execute a top-down
hierarchical matching strategy.

Encapsulate({ETmatched, RS,RT}) → K
else

Generate a ETnew, with corresponding RSnew

and RTnew. Then, establish index relationship:

ETnew → RSnew → RTnew

and perform upward Match(ETnew,EPknown).

if Found EPmatched then
Establish index relationship:
EPknown → ETnew

else
Generate a EPnew. Establish index

relationship:
EPnew → ETnew and ECknown → EPnew

end
Collect all newly generated nodes and their index

relationships then:

Encapsulate(New_Nodes,Relationships) → K
end
return K

thereby significantly suppressing irrelevant, redun-
dant modifications or hallucination-driven, spuri-
ous repairs. During the execution phase, this docu-
ment serves as an instruction guide for the LLM to
perform fine-grained local editing. By decoupling
repair planning from code synthesis, the model is
confined to the document-marked defect areas for
precise local edits, avoiding the uncertainties of a
full program rewrite. This decoupling paradigm
ensures high controllability of the repair process
and achieves minimal intrusion into the original
program logic.

3.5 Evolutionary Stability of the Knowledge
Base

The system employs an adaptive iterative mech-
anism, guiding the LLM to execute precise local
edits based on the repair document. After each
iteration, the evaluator monitors the repair status
via regression testing: successful repairs trigger an
early exit to minimize computational costs, while

Figure 5: Prompt for Structured Repair Documentation.

failures capture error trajectories as negative feed-
back to refine subsequent repair schemes. As illus-
trated in Table 5 for Qwen3-Coder-30B-A3B, the
convergence of Pass@1 across escalating repair it-
erations validates the system’s ability to iteratively
approximate the optimal repair through feedback
learning. To ensure the integrity of the ERKG,
the system implements an execution-validated up-
date mechanism. Knowledge nodes are persisted
into the graph only after their corresponding re-
pair paths pass verification. Accepted vs. rejected
graph updates, including conflict/dedup handling,
are illustrated in Appendix A.1 (Examples B–C).
As illustrated in Table 5, empirical results indicate
that as the graph evolves, the increment of effec-
tive knowledge gradually reaches a steady state.
This dual convergence serves as an inherent hal-
lucination filter, effectively mitigating noise infil-
tration from erroneous attempts and facilitating a
paradigm shift from scale-centric growth to quality-
oriented refinement.

4 Experimental Setup

4.1 Datasets

This study adopts BigCodeBench (BCB) (Zhuo
et al., 2025) as the primary benchmark. Unlike
earlier datasets like HumanEval (Chen et al., 2021)
or MBPP (Austin et al., 2021), which focus on
isolated algorithms, BCB features real-world tasks
involving complex tool calls, API usage, and cross-
library interactions. This provides a more rigorous
environment for evaluating the correctness, robust-
ness, and repair capabilities of LLMs in practical
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Models BigCodeBench HumanEvalPack

Initial R1 R3 Initial R1 R3

The closed-source models

GPT-4o 51.66 62.63 65.87(↑14.21) 92.07 93.29 96.34(↑4.27)
GPT-5 51.49 60.70 66.84(↑15.35) 90.24 93.90 96.95(↑6.71)

The open-source models

Qwen2.5-14B-Instruct 43.94 50.17 53.68(↑9.74) 79.26 81.09 87.80(↑8.54)
Qwen2.5-32B-Instruct 39.12 47.28 52.10(↑12.98) 85.97 86.58 88.41(↑2.44)
Qwen2.5-72B-Instruct 47.54 54.21 58.85(↑11.31) 83.53 86.58 89.63(↑6.10)
Qwen3-Coder-30B-A3B-Instruct 48.94 56.92 61.14(↑12.20) 92.07 92.68 93.29(↑1.22)
Llama-3.1-70B-Instruct 46.22 54.82 57.63(↑11.41) 84.14 87.19 88.41(↑4.27)
Llama-4-Maverick 45.96 51.05 55.26(↑9.30) 85.36 89.63 91.46(↑6.10)
DeepSeek-V3 50.17 59.91 65.52(↑15.35) 89.63 92.07 93.90(↑4.27)

Table 1: Experimental results on BigCodeBench (Full) and HumanEvalPack. For BigCodeBench, initial code is
generated via the official instruct_prompt. Initial, R1, and R3 report Pass@1 before repair and after the first and
third repair rounds, respectively. Bold marks the best result in each column within closed-source and open-source
models, respectively.

development scenarios.
Furthermore, we used the Python subset of Hu-

manEvalPack (Muennighoff et al., 2024) to assess
the generalization of our method. While BCB em-
phasizes third-party API usage, HumanEvalPack
focuses on core algorithmic logic and language-
intrinsic features. This allows us to verify that
ERKG remains effective for purely algorithmic er-
rors, demonstrating robust fault-correction capabili-
ties even without complex external library contexts.

4.2 Models
For model selection, we referenced the official
BigCodeBench (BCB) benchmark results and se-
lected a series of representative language models
in terms of parameter size and performance to
comprehensively evaluate the framework. Open-
source models included the Qwen series (Hui et al.,
2024; Qwen Team, 2025), Llama series (Grattafiori
et al., 2024; Meta AI, 2025), and DeepSeek-
V3 (DeepSeek-AI, 2024), the strongest open-
source model in our suite. Closed-source models
included GPT-4o (OpenAI, 2024) and GPT-5 (Ope-
nAI, 2026). None of the models were fine-tuned.
Decoding used temperature 0.0 for all calls. The
maximum number of generated tokens was set per
pipeline stage and kept consistent across models
for the same stage. Inference cost and call budgets
for the main BCB run are reported in Appendix D.

4.3 Metrics
We adopt Pass@1 (Chen et al., 2021) as the sole
evaluation metric: for each task, one program is

submitted and scored by the official unit-test har-
ness. We report Pass@1 at three protocol stages
on the same task set. Initial is Pass@1 of the first
generated program before repair. R1 and R3 are
Pass@1 after at most one and at most three repair
rounds, respectively, with early exit when tests pass.
The maximum number of repair rounds is three.
For every task we submit exactly one final program
(the earliest passing candidate if repair succeeds,
otherwise the last repaired attempt). Thus R1/R3
measure cumulative repair progress under Pass@1
rather than separate sampling-based Pass@k.

5 Main Results

As shown in Table 1, the proposed RA-CRF
framework consistently improves execution cor-
rectness over initial code generation across all eval-
uated models. On BigCodeBench, RA-CRF lifts
DeepSeek-V3 to 65.52% Pass@1, a new best on
the official leaderboard (as of May 2026). Experi-
mental results span both open-source and closed-
source models of varying parameter scales, strongly
verifying the universality and effectiveness of the
framework in complex code repair tasks. As shown
in Table 2, our method also has a significant com-
petitive advantage compared to other methods.

The overall trend indicates that the average ab-
solute improvement of RA-CRF on BCB is sig-
nificantly higher than on HumanEvalPack. We
attribute this discrepancy to the inherent nature
of the datasets: compared to the highly complex
tasks in BCB, the initial generation accuracy of Hu-
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Method Pass@1

Matched repair setting

Self-Refine (Madaan et al., 2023) 26.5
RA-CRF (Ours) 65.52

Original setting

SecCoder (Zhang et al., 2024) 61.7
Codexity (Kim et al., 2024) 60.9
RESCUE (Shi and Zhang, 2025) 60.2

Table 2: Performance comparison on BigCodeBench
(DeepSeek-V3). Matched: same repair protocol; Origi-
nal: prior methods’ original settings. See Appendix C.

manEvalPack already averages over 80%. This ceil-
ing effect objectively constrains the available mar-
gin for further improvement. Furthermore, com-
paring general-purpose instruction-tuned models
with code-specialized models, the latter possess
a natural advantage in initial generation. How-
ever, with the introduction of RA-CRF, the general-
purpose model effectively compensates for its
lack of domain-specific programming knowledge
through retrieved precise repair documents, achiev-
ing a notable improvement. This proves that RA-
CRF can serve as a powerful external knowledge
plug-in, significantly narrowing the performance
gap between general and specialized models in
expert tasks and greatly enhancing the utility of
general models in specific domains.

In summary, the experimental results demon-
strate that RA-CRF can effectively correct pro-
grams that fail in the initial generation phase. Mod-
els of different sizes and sources show consistent
performance improvements, reflecting its strong
model independence. This further indicates that
the improvement in code reliability primarily stems
from the proposed cooperative pattern, rather than
solely relying on the inherent capabilities of a spe-
cific model.

6 Analysis

To investigate the specific contributions of the
key components within the RA-CRF framework
to its repair performance, we conducted ablation
experiments on DeepSeek-V3, the strongest open-
source model in our suite, using the BigCodeBench
dataset. Table 3 reports R1 ablations and a final
full-system row at R3. Table 3 first tests whether
repair gains require execution feedback and struc-

tured prompting via the Evaluation Report. With-
out that report, performance stays near Initial even
when ERKG is present, so abstract graph patterns
alone cannot infer the true failure mode. With
feedback available, removing ERKG still yields a
large gain at R1, confirming that execution signals
anchor repair; structured ERKG knowledge and
further rounds up to R3 then reach 65.52%, beyond
feedback-guided trial-and-error.

Method Variant Pass@1

Initial Generation 50.17

Ablations (R1)

- w/o Evaluation Report and ERKG 53.24(↑ 3.07)
- w/o Evaluation Report 53.59(↑ 3.42)
- w/o ERKG 61.75(↑ 11.58)
- w/o Normalization 63.59(↑ 13.42)
- w/o Repair Document 60.96(↑ 10.79)
- w/o Hierarchical Retrieval 60.70(↑ 10.53)
- w/o Graph Updates 59.91(↑ 9.74)

Full system (R3)

RA-CRF (Ours) 65.52(↑ 15.35)

Table 3: Ablation on BigCodeBench (Pass@1,
DeepSeek-V3). Ablation variants are at R1; the final
row is the full system at R3. All differences are relative
to Initial Generation.

We further ablate normalization, repair-
document formatting, hierarchical retrieval, and
graph updates while keeping evaluation feedback
and ERKG. This leave-one-out design at R1 asks
whether gains rely only on the feedback–ERKG
coupling, or also on these organizational choices.
Because the core pathway remains intact, every
variant stays far above Initial (Table 3), showing
that ERKG knowledge remains useful even from
raw evaluation reports and is not an artifact
of any single formatting, retrieval, or update
choice. Removing normalization yields the
strongest score among these variants, suggesting
that normalization mainly prepares feedback for
hierarchical retrieval in later rounds rather than
boosting accuracy at R1 alone; removing the
structured repair document lowers performance
more noticeably, indicating that explicit formatting
helps translate retrieved patterns into edits.
Removing hierarchical retrieval cuts LLM calls
while remaining competitive at R1, consistent
with the modest inference budget in Appendix D.
Removing graph updates matches the full system
at R1 in Table 1, as verified writes occur between
rounds; the gain from R1 to R3 therefore reflects
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iterative repair and validated graph evolution.
In summary, the ablations show a clear divi-

sion of roles. Execution feedback is a prerequisite
for meaningful repair. Once failures are localized,
ERKG provides an actionable knowledge pathway,
while normalization, document formatting, hierar-
chical retrieval, and verified graph updates refine
this coupling rather than replace it. The full system
at R3 delivers the best Pass@1 (65.52%). Even
with this strong backbone, execution feedback and
ERKG remain necessary for the observed gains,
motivating future work on internalizing such exter-
nal feedback through distillation or reinforcement
learning.

7 Conclusion

We have presented RA-CRF, which decouples error
diagnosis from code editing via a structured ERKG.
Fueled by an execution-driven self-evolution mech-
anism, the framework shifts the focus from graph
scale to repair quality. Empirical results confirm
that integrating explicit knowledge with iterative
verification significantly enhances the reliability
and interpretability of LLM-based code repair.

Limitations

Despite its effectiveness, our framework has sev-
eral limitations. First, our evaluation is confined
to single-function, benchmark-style repair tasks
with provided unit tests; extending RA-CRF to
repository-level, multi-file issue fixing remains un-
validated future work. Second, the current lan-
guage coverage is restricted to Python; the general-
izability to other programming paradigms remains
to be explored. Third, the system exhibits a heavy
execution dependency, relying on high-quality test
suites to provide feedback, which may not always
be available in real-world legacy codebases. Fi-
nally, we observe knowledge sparsity for long-tail
errors: as the repair process converges, the sys-
tem encounters diminishing returns in acquiring
generalized knowledge for rare, complex failure
modes.
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A ERKG Construction Details

Figure 6: Classification Restructuring Prompt.

Node Type Count Description

ErrorCategory 5
High-level semantic clusters that partition the defect space into
broad domains.

ErrorPattern 13
Structural archetypes that abstract recurring failure signatures and
logical vulnerabilities across different tasks.

ErrorType 41
Fine-grained fault taxonomies that map specific programmatic
errors to their precise root causes and symptoms.

RepairStrategy 41
Conceptual remediation blueprints that provide high-level
algorithmic logic and strategic intent for repairing specific faults.

RepairTemplate 41
Parametric code skeletons that offer concrete, reusable
implementation patterns for physical code rectification.

Table 4: Detailed definitions and initial population counts for ERKG node types.
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A.1 Concrete ERKG Walkthroughs

Example A (BCB/23): hit seed retrieval

Setting Round-1 retrieval on the initial ERKG; no in-round write

Failure Empty l1/l2; tests report None != 10 and missing ValueError

Logged path Type: Missing empty input guard
Strategy: Add guard clause for empty input
Template: if not {input_var}: return 0.0
Seed parent: EdgeCaseOmission (Pattern: see B–C)

Instantiation if not l1 and not l2: raise ValueError("Both lists empty.")

Outcome Initial: fail; Round 1: pass

Note The seed template is a parametric skeleton (return 0.0); instantiation adapts it to the task (raise
ValueError) rather than copying it verbatim. Seed retrieval follows Type→Strategy→Template in
Round 1 (fail→pass) without writing the graph.

Example B (BCB/35): rejected update / failure

Setting Round 1 proposal logged but not persisted

Failure TypeError: ’Axes’ object is not subscriptable

Proposed path Category: RuntimeError
Pattern: CollectionOperationError
Type: Incorrect subplot axes handling
Strategy: Properly handle subplot axes
Template: wrap single-subplot axes as a list

Decision Skip (pending_expansions_skipped_1): fail→fail; semantic overlap ⇒ merge, no duplicate Type

Outcome Round 1: still fail

Note. Failed or near-duplicate proposals are skipped and do not pollute ERKG.

Example C (BCB/828): accepted update

Setting Write only after verified fail→pass

Failure Round 1 pre-repair: FileNotFoundError on missing source file

Proposed path Category: RuntimeError
Pattern: FileOperationError
Type: NonExistentFileOperation
Strategy: Check file existence before operation
Template: if not os.path.exists({file_path}): raise ...

Instantiation if not os.path.exists(src): raise FileNotFoundError(...)

Decision Apply (pending_expansions_applied_1) after Round 1 pass; abstract nodes only

Outcome Round 1: pass → applied

Note. An abstract file-existence pattern is written only after Round 1 fail→pass.
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B Validation of Iterative Convergence

Repair Round Pass@1 (%) ∆1 ∆2 New Nodes Valid Nodes

Initial code 48.94 0 0 0 0
1 56.92 7.98 7.98 197 32
2 59.91 10.97 2.99 61 3
3 61.14 12.20 1.23 77 3
4 61.92 12.98 0.78 65 0
5 62.63 13.69 0.71 53 1
6 63.15 14.21 0.52 54 0
7 63.42 14.48 0.27 60 1
8 63.68 14.74 0.26 47 0
9 63.85 14.91 0.17 44 0

10 63.94 15.00 0.09 48 0
11 63.94 15.00 0 50 0

Table 5: Iterative progression on Qwen3-Coder-30B-A3B. ∆1 and ∆2 denote cumulative and marginal gains,
respectively. The synchronous convergence of both repair performance and valid node synchronization
suggests that the self-evolution mechanism effectively constrains erratic LLM generation, ensuring steady
knowledge growth.
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C Comparative Analysis with Baseline
Methods

As summarized in Table 2, our proposed RA-CRF
achieves 65.52% Pass@1, outperforming the listed
baselines under these settings. Table 2 groups Self-
Refine with RA-CRF under a matched repair set-
ting, and reports SecCoder, Codexity, and RES-
CUE under their original evaluation settings. To
elaborate on these empirical differences, we sys-
tematically compare it against the baselines across
three strategic dimensions:

• vs. Introspective Self-Refinement (SELF-
REFINE): SELF-REFINE (Madaan et al.,
2023) achieves an accuracy of only 26.5%.
While its "generate-feedback-refine" closed
loop offers strong generality without train-
ing, the feedback itself remains bounded
by the model’s intrinsic parametric knowl-
edge. RA-CRF surpasses it by 39.02 per-
centage points, confirming that relying solely
on model-generated introspection inherently
suffers from error propagation and secondary
regressions ("repairing for the worse"). In
contrast, our approach grounds the repair pro-
cess in deterministic execution verification
and structured ERKG guidance.

• vs. Static-Analysis Security Repair
(CODEXITY): CODEXITY (Kim et al., 2024)
integrates LLMs with static analyzers to itera-
tively reduce security vulnerabilities, achiev-
ing 60.9%. Although such feedback can sup-
press insecure patterns, static warnings do not
guarantee functional correctness under unit
tests. RA-CRF yields a 4.62 percentage-
point lift over it, showing that resolving func-
tional bugs requires explicit error-to-repair
mappings rather than security-oriented static-
analysis loops.

• vs. Security-Oriented Retrieval and Spe-
cialized Mitigation (RESCUE & SEC-
CODER): Both RESCUE (Shi and Zhang,
2025) and SECCODER (Zhang et al., 2024)
represent stronger baselines, scoring 60.2%
and 61.7% respectively. RESCUE constructs
a hierarchical security knowledge base and
retrieves vulnerability-related guidance, but
this knowledge is organized for secure gener-
ation rather than functional fail-to-pass repair.
SECCODER utilizes a multi-stage feedback

mechanism with pre-defined security rules,
which inherently biases the model toward
overly conservative code generation strate-
gies. RA-CRF maintains a distinct advan-
tage over both, indicating that organizing func-
tional execution feedback into ERKG yields
higher Pass@1 than security-oriented retrieval
or static-analysis loops.

D Computational Cost and Inference
Budget

This appendix reports the inference cost of RA-
CRF on the main BigCodeBench experiment with
DeepSeek-V3 (DeepSeek-AI, 2024) under the
same decoding settings as Section 4. For the Full
RA-CRF run on 1,140 tasks at R3, each failing task
uses execution feedback from the BCB harness and
at most six LLM calls per round: feedback nor-
malization, up to three hierarchical retrieval calls,
repair-document synthesis, and localized editing,
with early exit on pass. API usage for this run is
about 7.79M tokens and $3.31 in total. Averaged
over 1,140 tasks, this corresponds to about 6.8K to-
kens and $0.003 per task. Wall-clock time is about
19.5 h. Relative to the benchmark scale and the
multi-round repair setting, this overhead is modest.
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