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Abstract

Rule-based methods for temporal knowledge
graph (TKG) forecasting are valued for their
interpretability with the explicit logic chains,
but they suffer from a severe cold-start cover-
age gap: exact-match closed walks terminate at
sparse entities, leaving many queries without
any rule evidence. Existing similarity-based
remedies are unreliable because their similarity
is derived from static structural co-occurrence
or shallow embeddings with no temporal cal-
ibration and hand-tuned thresholds. To ad-
dress these limitations, we propose SimRule, a
collaborative recommendation framework for
TKG rule mining. SimRule first mines both
exact rules and collaborative surrogate rules
with a temporally calibrated dual-view entity
similarity index. Then an adaptive dual-branch
recommendation fusion with evidence aggre-
gation is designed to obtain the missing entity.
Thus, each prediction remains fully auditable
as an explicit rule chain with quantified time
gaps. On ICEWS14, ICEWS18, and ICEWS05-
15, SimRule achieves state-of-the-art MRR and
Hits@K (K > 3) among rule-based methods.

1 Introduction

Temporal knowledge graphs (TKGs) represent
world knowledge as timestamped quadruples
(s,7,0,t), capturing how entities and their relations
evolve over time. The TKG extrapolation task asks
a model to predict missing objects in future queries
(eq,7q, 7, tq). Among the paradigms proposed for
this task, rule-based methods (Liu et al., 2022; Li
et al., 2023; Huang et al., 2024) stand out for their
interpretability: every prediction is grounded in an
explicit temporal logic rule mined via closed tem-
poral random walks. However, this imposes a hard
requirement: every hop in the walk must land on a
directly observed edge in the training graph.

This requirement creates a cold-start coverage
gap. Real-world TKGs are structurally sparse: in
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Figure 1: An illustration of the coverage gap in rule-
based TKG forecasting. When the query subject is
relation-level sparse, the exact-match walk is discarded
and produces no rule evidence. SimRule addresses this
by jumping to a collaboratively similar peer entity and
continuing the walk through its history.

ICEWS18, more than 40% of entities appear fewer
than five times in training. When a walk reaches
such an entity, the walk finds no qualifying outgo-
ing edge and terminates, discarding the candidate
rule. Just as a recommender system fails to gener-
ate recommendations for a user with no interaction
history, a rule miner produces no rules for queries
involving sparse entities. Figure 1 shows the failure
of conventional rule-based models on samples.
SimRule solves this cold-start coverage gap by
treating TKG rule mining as a recommendation
problem. Entities are modelled as users whose
interaction histories encode behavioural profiles.
Two entities are collaboratively similar if they in-
teract with the same counterparts through the same
relation types at comparable times. When a walk
stalls at a sparse entity v, SimRule queries a pre-
built collaborative recommendation index and se-
lects the highest-ranked peer v’ as a recommended
surrogate. The walk continues through v"’s inter-
action history, borrowing those observed edges as
indirect but principled evidence for v, exactly as a
recommender system fills in missing ratings from
peer users. Three design decisions follow from
this framing. First, the collaborative similarity
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score must be temporally calibrated, because in-
teraction profiles change over time and a static
measure would recommend surrogates based on
outdated behaviour. Second, each surrogate hop ac-
cumulates approximation error, so a budget of one
collaborative hop per walk is enforced to balance
coverage against recommendation noise. Third,
exact rules and collaborative-surrogate rules carry
different evidential reliability and temporal decay
dynamics, requiring a dual-branch scoring archi-
tecture with disentangled parameters rather than a
shared model.
Our contributions are as follows:

* We identify the cold-start coverage gap as the
root failure of rule-based TKG forecasting in
sparse graphs. We address it by transplant-
ing collaborative filtering into temporal rule
mining, treating entities as users and build-
ing a temporally decayed dual-view similarity
index for surrogate selection.

* We propose a dual-branch temporal scoring ar-
chitecture with fully disentangled parameters,
resolving the gradient conflict between exact-
evidence rules and collaborative-surrogate
rules.

» Experiments on ICEWS14, ICEWSI18, and
ICEWSO05-15 confirm state-of-the-art MRR
and Hits@K (K > 3). Ablation and case
studies validate each design decision.

2 Related Work

Extrapolation on TKGs Three paradigms domi-
nate. Embedding-based encoders (Jin et al., 2019;
Li et al., 2021, 2022a; Hu et al., 2025) trade in-
terpretability for accuracy; recent variants RE-
SEGNN (Cai et al., 2025) and TRenD (Wang et al.,
2025b) refine semantic-evidence aggregation and
relation-temporal modelling. Copy-and-generate
methods (Zhu et al., 2021; Xu et al., 2023) exploit
recurring events but fail on rare entities. Reasoning-
enhanced methods include temporal logic rules
(Liu et al., 2022; Li et al., 2023) via closed walks,
NeSTR (Liang et al., 2026) with LLM abduction,
AnRe (Tang et al., 2025) via analogical replay, and
DyG-RAG (Sun et al., 2025) via dynamic-graph
retrieval.

Rule learning for TKGs TKG rule learning
evolved from static induction (Galdrraga et al.,

2013) through temporal walks (Liu et al., 2022), re-
dundancy correction (Li et al., 2023), and learnable
validity (Huang et al., 2024), with later work on
denoising and transferability (Chen et al., 2025a).
The 2025 line adds task-semantic RL (Chen et al.,
2025b), path-search few-shot reasoning (Bai et al.,
2025), and one-shot normalising-flow reasoning
(Ma et al., 2025). All still rely on directly observed
edges for rule instantiation; SimRule fills this or-
thogonal gap via collaborative-filtering-inspired
similarity bridging, recovering rules for entities
prior miners systematically ignore.

Entity similarity in graph forecasting Entity
similarity was developed in heterogeneous net-
works (Sun et al., 2011; Shi et al., 2014) and graph
representation learning (Perozzi et al., 2014), shar-
ing the collaborative-filtering intuition that struc-
tural co-occurrence proxies latent affinity. HiS-
Match (Li et al., 2022b) applies subgraph matching
at TKG inference but does not extend rule cover-
age; later work explores temporally-aware retrieval
via recursive decomposition and memory-enhanced
retrieval (Qian et al., 2025; Wang et al., 2025a).
The 2025 line enriches sparse-entity representa-
tions through global similarity weighting (Mirta-
heri et al., 2025), adaptive neighbourhood enhance-
ment (Zhang et al., 2025b), and topology-aware
dynamic-graph transformers (Zhang et al., 2025a);
yet all act post hoc at the encoder or ranker with
static cues, not coupled to a rule miner. SimRule
is the first to inject collaborative filtering directly
into rule mining: an offline index supplies peer
surrogates that extend walks for sparse entities at
mining time.

3 Preliminaries

Temporal Knowledge Graphs Let £, R, and
T denote the sets of entities, relations, and times-
tamps, respectively. A temporal knowledge graph
is a collection of facts G C £ x R x £ x T, where
each fact is a quadruple (s, 7, 0,t) indicating that
relation r € R holds between subject s € £ and
object o € £ at timestamp t € 7. For each edge
(s,7,0,1), we define an inverse edge (0,71, s, t)
with inverse relation r ! € R.

TKG Extrapolation Given observed history
Get, = {(s,m,0,t) € G | t < t,}, the extrap-
olation task asks the model to predict the miss-
ing object in a future query ¢ = (eq,7q, 7, tq),
where 7, has not been observed during training.
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The model ranks all candidates o € £ by a score
score(eq, ¢, 0, ) and returns a ranked list. Sub-
ject prediction is handled symmetrically by refor-
mulating it as object prediction under the inverse
relation: (e,, rq_l, 7, tq).

Temporal Logic Rules A temporal logic rule of
body length [ takes the form shown below.

l
(Ev,rh, Bip1, Ty) < )\ (B iy By, Te) (1)
k=1

Here ry, is the head relation, 71, . . ., r; are body
relations, and Fjq, ..., Ej,, are entity variables.
The rule is grounded by a closed temporal walk:
starting from a subject entity, following [ times-
tamped edges in the training graph, and returning
to the starting entity, with timestamps satisfying
TW>T5> - ZTlanqu > 1T7.

4 Method

SimRule implements a three-stage collaborative
recommendation pipeline for TKG rule mining.
Stage (a) builds a temporally calibrated dual-view
entity similarity index offline. Stage (b) uses that
index to guide walk sampling, mining both exact
rules and collaborative-surrogate rules. Stage (c)
instantiates all mined rules against query-time his-
tory, aggregates the evidence, and scores candidates
through a dual-branch architecture with a learnable
fusion weight. Figure 2 gives an overview.

4.1 Collaborative Similarity Computation

The core intuition is that entities sharing interaction
histories share future behaviour. We model each
TKG entity as a user whose interaction history en-
codes a behavioural profile: two entities are collab-
oratively similar if they act in the same relational
roles and co-occur with the same counterparts. The
pre-built index serves as the recommendation cata-
logue from which the rule-mining walk selects sur-
rogates when direct evidence is unavailable. Since
interaction patterns shift over time, a static mea-
sure would select surrogates based on stale co-
occurrence; we therefore weight each quadruple by
recency.

Time-decayed interaction weighting We
weight each quadruple (s,7,0,t) € Gipain by its
recency relative to the latest training timestamp
tref. For decay rate A > 0, the time weight w(t) is
defined as follows.

w(t) = exp(—A(tref — 1)) 2)

Recent quadruples receive weights close to
1, while older interactions are exponentially dis-
counted toward zero.

Dual-view collaborative similarity Two views
prevent false surrogate selection. The relational
role view captures what an entity does: for entity
e;, we build a 2|R|-dimensional profile v; by accu-
mulating recency-weighted relation co-occurrence
counts and apply ¢/2-normalisation. The relational-
role similarity is the cosine between two such pro-
files.

sim,. (i, ) = v v; 3)

The structural co-occurrence view captures with
whom an entity interacts: we build a time-weighted
co-occurrence matrix M and obtain a profile u;
for each entity after the same normalisation. The
structural similarity follows the same cosine form.

sim (7, ) = u; u @)

The two views are fused with mixing weight
p e [0,1].

sim (i, j) = psimy (i, ) + (1 — p) sims (i, j) (5)

Precise profile construction For entity e;, we
construct profiles as follows:

* Relational-role profile v; € R2RI has
separate subject and object blocks:
[Vf]T’ - Z(ei:ra*vt)thrain w(t) and
Vil = X (erent)eGuan W(t)s  Where

w(t) is from Eq. (2).

* Structural co-occurrence profile u; is the i-th
row of symmetric matrix M, where M;; =

D (65,105 1) G W (1) (direction-agnostic).

Both v; and u; are row-wise f5-normalized. The
fusion weight is fixed to = 0.5 on all datasets.
The index is built once offline from the training set
and contains no learnable parameters.

For each entity e; we pre-compute a top-k peer
list S(¢) retaining the k highest-scoring entries.
This index is built once offline and incurs zero cost
at query time.

4.2 Recommendation-Guided Walk Sampling

Prior rule mining methods treat a dead-end walk
as a failed sampling trial: for sparse entities, every
walk attempt fails and the cold-start entity receives
zero rule coverage regardless of how many walks
are sampled. SimRule integrates the collaborative
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Figure 2: Overview of SimRule. (a) Collaborative Similarity Computation builds a temporally decayed dual-view
index Sy, offline. The historical subgraph contains only facts with ¢ < ¢, (strictly prior to query time). The structural-
similarity panel is an illustrative abstraction showing which entities become similar peers; formally, structural
similarity is computed as cosine similarity over time-decayed co-occurrence profiles (Eq. 4). (b) Recommendation-
Guided Walk Sampling mines exact rules R and similarity rules R, . (¢) Evidence Aggregation and Dual-Branch
Scoring produces evidence vectors and fuses two disentangled branches via . Shorthand labels: rly, rls, rl3 denote
mined rules p; (Section 4.3); cand, cand_ denote positive and negative candidate objects respectively.

recommendation index directly into the closed tem-
poral walk to overcome this limitation. When a
walk reaches a sparse entity with no qualifying
edges, rather than discarding the walk, SimRule
queries the recommendation index, selects the top-
ranked available peer as a recommended surrogate,
and continues through that surrogate’s interaction
history. We record each surrogate hop as the fol-
lowing bridge tuple.

J = (v, v, sim(v,v')) (6)
Where v is the stalled entity, v’ is the se-
lected peer surrogate, and sim(v,v’) is the sim-
ilarity score from the index. The result is a
recommendation-guided walk that expands rule
coverage to entities that exact-match methods can-
not serve. Algorithm 1 formalises this collaborative
walk sampling procedure; the walk is accepted only
if it closes back to the origin sg, so all recovered

rules remain grounded in verifiable temporal pat-
terns.

Surrogate path assumption and safeguards A
surrogate-augmented walk deviates from directly
observed historical groundings: each bridge sub-
stitutes entity v’ for v, introducing an assumption
that similar entities are behaviorally or semanti-
cally substitutable in the current reasoning context.
This assumption enables coverage recovery but can
introduce noise or semantic mismatch (Section 5.7,
Case 3).

SimRule contains three safeguards against this
noise:

* Separation, not mixing. Surrogate-mined
rules form a distinct set Rg;,, With a dedicated
scoring branch having learnable parameters
ws™, B8 and branch weight . If surrogate
evidence is noise for a relation, training drives
~ toward 1.
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Algorithm 1 Collaborative Walk Sampling
(Bridge-Augmented Closed Temporal Walk)
Require: Training graph G, similarity index Sy,
query relation r,, walk length [, budget Jpax
Ensure: Rule p with type and confidence ¢,
1: Sample start edge (so, 71, S1,70) from G
2: Initialize: v < sq, tyef < 70, jumps <« 0,
path « []
3: forstepk=1,...,ldo
: E « A{lwrut)y € G | t <
tref, N0 immediate backtrack }
5: if £ = 0 and jumps < Jy.x then
v argmax,ireg, () sim(v,v")
such that v” has a qualifying edge

7: v < v'; jumps < jumps + 1; record
bridge (v, v’, sim(v, v"))

8: & « qualifying edges from v’

: else if £ = () then

10: discard walk and return ()

11: end if

12: Sample (v, rg, u,ty) from &; trer + tg;
Vi u

13: Append rj, to path

14: end for

15: if v # sg then

16: return () > Walk is not closed

17: end if

18: Compute ¢, via body/head support counting

19: return rule p: type EXACT if jumps = 0, else
SiM

* Post-hoc re-validation. Every surrogate-
mined rule is re-scored by support counting
over real groundings (Eq. (8)); patterns not
holding on real data receive low confidence
and are pruned by standard filters.

* Budget control. J,,x = 1 limits approxi-
mation to at most one substitution per walk,
preventing error accumulation.

Recommendation budget control Each surro-
gate hop introduces approximation error relative
to a directly observed path. A hard budget Jyax
limits the number of collaborative hops per walk
through the following constraint.

ZH[Jk 7é ®] < Jmax (7

l
k=1

Where the indicator counts only those steps that
actually invoked a bridge. Section 5.3 confirms that

Jmax = 1 is optimal across all three datasets: one
surrogate recommendation recovers the coverage
benefit while preventing error accumulation.

Exact and collaborative-surrogate rule sets
The procedure produces two rule sets. Exact rules
Rex use zero surrogate hops and represent fully ver-
ified paths. Collaborative-surrogate rules Rgip, use
at least one recommended surrogate hop and cap-
ture regularities invisible to exact-match walking,
representing knowledge recoverable only through
collaborative peer inference. Each rule p receives
a recommendation confidence score defined as the
smoothed ratio between supported and total body
groundings.
o~ BT () ®
7 B(p)| + e
Here B(p) denotes the body groundings of p in
Glrain, and BT (p) C B(p) collects those whose
head quadruple appears later in the training graph.

4.3 Evidence Aggregation and Dual-Branch
Recommendation Scoring

Each mined rule is a temporal recommendation
template. Instantiating each rule against the query-
time history graph tests whether the rule matches
observed facts that support the candidate answer. A
rule that fired recently provides stronger evidential
support than the same rule that last fired months
ago, so a raw binary match indicator discards im-
portant temporal reliability information.

For query ¢ = (eq,74,7,t,) and candidate o,
we test each rule p; against the history graph by
searching for valid body groundings before ¢,. The
time-gap feature for rule p; records the elapsed
time between the most recent matching grounding
and the query timestamp.

(g, 0) = tg—max{ t | p; matches at ¢, t < t, }

©)
A smaller gap indicates more current and reliable
recommendation evidence. Failed instantiations
are masked out via a binary indicator.

mj(g,0) =1 (10)

Features for exact and collaborative-surrogate rules
are concatenated into a partitioned recommenda-
tion evidence vector.

x(q,0) = [x™(g,0); x*™(q,0)] (1)

This partition preserves the two evidence channels
for the dual-branch scoring step.

38964



Algorithm 2 Dual-Branch Recommendation Scor-
ing

Require: Evidence vector x(q, 0), mask m(q, o),
parameters (w®, 3, wS™, S ~)
Ensure: Final score s(q, )

1: 8% ¢ ZJK:{ w* - ms -exp(— By - ;x) +€
i Kbll'l i

9. gSIm Zj:lr w;lm . m;lm . exp(—ﬁjs-lm .
Slm) _|_ €

354y s (1—7). 5

4: return s

Dual-branch scoring Exact and collaborative-
surrogate rules differ in two ways that make a
shared scoring model insufficient. In temporal
decay, exact rules derive from verified paths and
erode slowly, while collaborative-surrogate rules
pass through a peer surrogate and are more sensi-
tive to profile shifts, requiring a faster decay co-
efficient. In gradient dynamics, exact rules push
the model toward conservative high-precision deci-
sions while collaborative-surrogate rules push to-
ward broader coverage; shared parameters receive
conflicting gradient signals and converge to a sub-
optimal compromise. SimRule therefore maintains
two fully independent branches, each with its own
recommendation weight vector w” and temporal
decay vector 3%, and combines them via a learnable
recommendation confidence weight ~y that adapts
automatically to graph density. The per-branch and
fused scores are computed as follows.

Kex
0) = Z w?xmixe_ﬁfxxix (12)
7j=1
Kim o
Ssim(q7 0) _ w;imm;imefﬂj"nw;‘m (13)
7j=1
S(q7 O) = fysex(q70) + (1 - 7) Slm(Q? ) (14)

where the two branches share no parameters and
v € (0,1) is updated jointly with (w®, 5?). Algo-
rithm 2 summarises the procedure.

Adaptive recommendation confidence fusion
The learnable coefficient v € (0, 1) controls how
much the model relies on exact evidence versus
collaborative-surrogate evidence. In dense graphs,
exact rules cover most queries and v — 1. In
sparse graphs, collaborative-surrogate rules carry
the primary recommendation signal and ~ de-
creases accordingly. This adaptive blending is anal-
ogous to a hybrid recommender that shifts from

content-based to collaborative signals as user inter-
action data becomes available.

Full interpretability Despite the dual-branch ar-
chitecture, every non-zero score term traces to a
specific rule, a specific grounded path, and a quan-
tified time gap. SimRule remains fully auditable.

4.4 Training Objective

For query g; with ground-truth score s+ and Nyeg
negative scores {s } we apply a temperature-
scaled contrastive loss defined as follows.

+
eXp i /a)
alr_ l 15
Loair == 18 5t Jaymy (19
Z mzn+5

Where « is a temperature hyperparameter and
m; , masks all-zero (uninformative) negative evi-
dence vectors. We apply this loss per branch and
weight by a stop-gradient copy -y of the fusion coef-
ficient. The total training objective takes the form
shown below.

L= r?'cex + (1 - ’?)Lsim (16)

Using 7 rather than v directly prevents the loss
weighting from interfering with the gradient update
of the fusion coefficient itself. All parameters are
updated jointly via Adam.

S Experiments

5.1 Settings
5.1.1 Datasets

We evaluate on three temporal knowledge graph
benchmarks derived from the Integrated Crisis
Early Warning System: ICEWS14, ICEWSI18, and
ICEWSO05-15. All datasets follow the chronologi-
cal 8:1:1 train/validation/test split, where the test
set strictly post-dates the training set to enforce the
extrapolation requirement. Details of each dataset
are provided in Appendix A.

5.1.2 Evaluation Protocol

We report MRR and Hits@ K (K € {1,3,10}) un-
der the time-aware filtered setting, in percentages.
All metrics are computed on the test set after train-
ing to convergence on the training set and tuning
early stopping on the validation set.

5.1.3 Baselines

We compare against 16 baselines covering four
paradigms: (1) static embeddings: DistMult (Yang
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et al., 2015), ComplEx (Trouillon et al., 2016),
ConvE (Dettmers et al., 2018), RotatE (Sun et al.,
2019); (2) temporal embeddings: TTransE (Jiang
et al., 2016), TA-DistMult (Garcia-Duran et al.,
2018), TNTComplEx (Lacroix et al., 2020); (3) dy-
namic graph encoders: CyGNet (Zhu et al., 2021),
RE-GCN (Lietal.,2021), CENET (Xu et al., 2023),
TiRGN (Li et al., 2022a); and (4) rule-based meth-
ods: TLogic (Liu et al., 2022), TR-Rules (Li et al.,
2023), TempValid (Huang et al., 2024), CRAFT
(Zhang et al., 2024), TiFuLa (Bai et al., 2026). De-
tails of the baselines are provided in Appendix B.

5.1.4 Implementation Details

All training hyperparameters—including settings
shared across the three datasets (rule mining con-
figuration, Adam optimiser, learning rate, epochs,
random seed, y-regularisation) and dataset-specific
values (history window, negative count, contrastive
temperature, smoothing factor, and batch size) are
listed in Appendix C.

5.2 Results and Analysis

We report entity prediction results in Table 1. Sim-
Rule achieves the best MRR, Hits@3, and Hits@ 10
across all three benchmarks, establishing a new
state of the art within the rule-based paradigm.

SimRule consistently outperforms Temp Valid,
the strongest prior rule-based baseline, across all
three datasets. The gains are most pronounced on
Hits@10, the metric most sensitive to rule cov-
erage, and they grow with entity sparsity. This
confirms that collaborative peer inference works
best in scenarios where exact-match walks often
fail.

Across all three benchmarks, rule-based meth-
ods consistently surpass dynamic graph encoders
on MRR and Hits@ K. This hierarchy underscores
a fundamental advantage of explicit temporal fore-
casting for geopolitical event data: structured tem-
poral patterns are more faithfully captured by in-
terpretable logic chains than by latent embedding
spaces. SimRule extends this advantage further
by addressing the cold-start coverage gap that con-
strains all prior rule-based methods.

SimRule trails TempValid on Hits@1 for
ICEWS14 and CRAFT for ICEWS18. This out-
come is consistent with the known behaviour of
collaborative-filtering-based methods: borrowing
peer evidence occasionally introduces ambiguity at
the very top of the candidate ranking, where top-1
precision requires resolving fine-grained distinc-

50.0 1
47.5 1
45.0 1

4254 —e— ICEWSI4
ICEWS18

= 40.01 —4— ICEWS05-15

37.51
3501 &

3254

-TimeDecay -DualBranch

Ablation

Full -Jump

Figure 3: Component ablation results.-SimIndexDecay:
removes offline similarity index recency weighting
(Eq. (2)), leaving learnable time-gap decay (Egs. (12)-
(13)) intact. All three components contribute positively;
removing the jump budget causes the largest perfor-
mance drop.

tions beyond what collaborative signal can support.
The consistent leadership on MRR and Hits@ K
(K > 3) confirms that this represents a minor and
interpretable cost of the coverage extension strat-
egy, not a general precision deficit.

5.3 Ablation Study

We construct three controlled variants that each re-
move one component of SimRule, with all other
settings held fixed. As shown in Figure 3, all three
components contribute positively to SimRule’s per-
formance. Removing the recommendation budget
limit produces the largest degradation across all
datasets by a clear margin. Disabling temporal de-
cay or removing the dual-branch design both lead
to consistent performance drops, validating the ne-
cessity of each core component.

Exact-rules-only baseline We additionally re-
port an exact-rules-only variant, where all
surrogate-rule evidence is removed and the scorer
is retrained per-relation with identical features and
negative sets as Table 1. The method achieves its
most prominent gains on the largest and sparsest
benchmark (ICEWS18), where exact-only reaches
MRR=31.08 / H@10=53.48, compared to +3.7
MRR / +6.5 H@10 for the full model. A posi-
tive improvement is also observed on ICEWS05-15
(+0.3 MRR; 50.46 — 50.79), confirming that sur-
rogate evidence provides substantial gains scaled
by graph sparsity.
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Table 1: Entity prediction results on ICEWS14, ICEWS18, and ICEWS05-15 (%). Methods are grouped into four
paradigms, separated by horizontal lines. The best result in each column is bold; the second best is underlined.

Model ICEWS14 ICEWS18 ICEWS05-15

MRR H@l1 H@3 H@10 MRR H@l1 H@3 H@10 MRR H@l1 H@3 H@I10
DistMult 1544 1091 1724 2392 1151 7.03 1287 2086 17.95 13.12 20.71 29.32
ComplEx 32.54 2343 36.13 50.73 2294 15.19 27.05 42.11 32.63 24.01 37.50 52.81
ConvE 35.09 2523 3938 54.68 2451 1623 2925 4451 33.81 2478 39.00 54.95
RotatE 21.31 1026 2435 4475 1278 4.01 14.89 3191 2471 1322 29.04 48.16
TTransE 13.72 298 17770 3574 831 192 856 21.89 1557 480 19.24 3829
TA-DistMult  25.80 16.94 29.74 4299 16.75 8.61 1841 3359 2431 14.58 27.92 4421
TNTComplEx 34.05 25.08 38.50 5092 21.23 13.28 24.02 3691 27.54 952 30.80 42.86
CyGNet 35.05 2573 39.01 53.55 2493 1590 2828 42.61 36.81 26.61 41.63 56.22
RE-GCN 40.39 30.66 44.96 59.21 30.58 21.01 3434 4875 48.03 37.33 53.85 68.27
CENET 39.02 29.62 4323 5749 27.85 18.15 31.63 4698 4195 32.17 4693 60.43
TiRGN 44.04 33.83 4895 63.84 33.66 23.19 3799 5422 50.04 39.25 56.13 70.71
TLogic 43.04 33.56 4827 6123 29.82 20.54 3395 4853 46.97 3621 53.13 67.43
TR-Rules 4332 3396 4855 61.17 3041 21.10 34.58 4892 47.64 37.06 53.80 67.57
TempValid 45.78 35.50 51.34 65.06 33.50 2391 37.89 5233 50.31 3946 56.71 70.55
CRAFT 4571 35.05 51.83 65.21 34.21 2396 38.53 54.11 50.14 39.56 56.18 70.09
TiFuLa 4291 35.18 4890 63.51 33.12 26.25 36.58 51.02 49.72 40.41 5580 68.12
SimRule (ours) 47.20 3431 53.53 73.04 34.56 2239 38.92 59.60 50.79 37.80 57.67 76.37

5.4 Hyperparameter Analysis

We sweep the surrogate candidate pool size k and
the maximum bridge steps per walk Jy,.«. Both
parameters exhibit stable optima across all three
datasets: performance follows an inverted-U curve
over k and peaks consistently at £k = 3, while
single-step bridging (Jmax = 1) is strictly better
than two-step bridging. Full sweep curves and per-
dataset values are reported in Appendix E.

5.5 Sparse-Entity Coverage Analysis

To validate the central claim that SimRule ad-
dresses the cold-start coverage gap, we analyze
rule coverage as a function of entity sparsity.

Sparsity distribution The benchmarks are heav-
ily sparse: 74.3% / 72.5% / 67.0% of entities ap-
pear fewer than 5 times as training subjects on
ICEWS14/18/05-15.

Exact-rule coverage by subject training fre-
quency Table 2 reports the percentage of test
queries for which the gold answer receives at least
one exact-rule match, stratified by query-subject
training frequency.This confirms quantitatively that
the cold-start coverage gap concentrates on sparse-
frequency buckets.

Evidence quadrants Table 3 classifies test
queries by evidence type for the gold answer.

These findings refine understanding of surro-
gate evidence: it primarily functions as weight-
calibration for queries already covered by exact
rules.

Table 2: Exact-rule coverage of gold answer by query-
subject training frequency. The coverage gap is concen-
trated on sparse subjects.

Subject Freq. ICEWS14 ICEWSI1S8
0 (unseen) 17.2% 10.8%
1-4 40.3% 37.3%
5-19 67.4% 59.2%
20-99 85.4% 81.9%
> 100 (frequent) 94.3% 95.3%

Table 3: Evidence quadrant distribution. Surrogate
evidence overwhelmingly co-occurs with exact evi-
dence; its primary role is auxiliary weight calibration
for queries already covered by exact rules.

Exact- Surrogate-
Dataset Both only only Neither
ICEWS14 69.4% 15.1% 0.20% 153%
ICEWS18 67.4% 19.7% 0.16% 12.7%
ICEWS05-15 80.0% 12.0% 0.11% 7.9%

5.6 Analysis of Rule Library and Fusion
Behaviour

To shed light on SimRule’s empirical gains, we
examine the structure of the mined rule library and
the dynamics of the learned fusion coefficient ~.
Table 4 reports rule library statistics.
Collaborative-surrogate rules are consistently
outnumbered by exact rules, confirming the
design intent: SimRule uses collaborative peer
inference as targeted supplementation rather than
a wholesale replacement of direct evidence. The
collaborative-to-exact ratio is highest on ICEWS18
(12,890/42,781 ~ 0.30), consistent with its
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Table 4: Rule library statistics (JR|: count; ¢: mean
confidence).

Dataset [Rex| | Resim] Cex Csim
ICEWS14 28,566 5,784  0.127 0.098
ICEWSI18 42,781 12,890 0.062 0.074
ICEWSO05-15 61,760 12,116 0.121  0.140

greater frequency of cold-start entities.

On ICEWSI14 and ICEWSI1S, collaborative-
surrogate rules carry lower mean confidence than
exact rules, as expected from the relaxed match-
ing constraint. On ICEWSO05-15, however, this
ordering reverses (Csimy = 0.140 > Cex = 0.121):
over eleven years, certain cross-entity patterns sta-
bilise into reliable templates that accumulate higher
head support than shorter-lived exact rules, show-
ing that collaborative-surrogate rules are not inher-
ently lower quality.

The fusion coefficient v concentrates above 0.5
across all datasets, confirming that the exact branch
dominates globally. Crucially, the distribution does
not degenerate to v = 1: the collaborative branch
remains active for queries where exact evidence
is sparse. Beyond this global tendency, v shows
substantial per-relation dispersion: dense relations
attract -y close to 1, while sparse relations exhibit
lower ~ to amplify the collaborative signal, emerg-
ing automatically from the disentangled training
objective without any hand-tuned supervision.

5.7 Case Study

To ground the collaborative recommendation mech-
anism in concrete terms, we examine two success-
ful collaborative-surrogate rules and one failure
case mined from ICEWS14. Their key attributes
are summarised in Table 7 of Appendix F.

Case 1: cross-actor diplomatic alignment. The
walker jumps from France to Iran (s ~ 0.55) and
continues through Iran’s history along body rela-
tion Express intent to meet or negotiate to mine a
rule with head Consult. The two surrogates share
14 body objects (e.g., China, Japan), and every tra-
versed body quadruple is a genuine observation an-
chored on Iran. The closed walk captures a consult-
behaviour regularity across two states with over-
lapping diplomatic counterparts—a pattern exact-
match walking cannot reproduce, because closure
depends on substituting Iran’s meeting-intent his-
tory rather than France’s own literal path.

Case 2: group-level subject substitution. Head
and body coincide on Arrest, detain, or charge

with legal action. The walker jumps from Men
(South Africa) to Immigrants (South Africa) with
s = 0.75. Men (South Africa) appears only as the
object of arrest events, never as the arresting sub-
ject, while Immigrants (South Africa) contributes
the single outgoing edge that activates the walk.
Body objects overlap minimally, yet the substi-
tution remains valid because both entities are an-
chored in the same national context.

Case 3: cross-national over-generalisation
(failure). The walker jumps from Men (United
States) to Women (Australia) with s ~ 0.55. Al-
though both entities are active as objects of arrest
events, their body-object sets are largely disjoint:
only two objects are shared (Mexico, Police (Aus-
tralia)), and the non-overlapping targets fall in dif-
ferent geopolitical contexts. The walk closes struc-
turally, but the two group entities are not semanti-
cally interchangeable—a similarity threshold alone
cannot prevent cross-group misalignment when
shared structural signal does not reflect shared se-
mantic scope.

Cases 1 and 2 confirm that similarity jumping
recovers useful rules beyond exact-match walking
when peers share context (overlapping interlocutors
or the same country). Case 3 motivates object-
distribution overlap as an additional filter for future
work.

6 Conclusion

We presented SimRule, a collaborative framework
for interpretable TKG rule mining. It treats the
cold-start coverage gap as a recommendation prob-
lem: sparse entities borrow evidence from col-
laboratively similar peers, as recommender sys-
tems do for data-sparse users. Entities are profiled
via temporally decayed dual-view similarity, and
surrogate-bridged walks extend rule coverage to
queries exact-match mining cannot reach.

The two-class rule library is handled by a dual-
branch scoring head with disentangled parameters,
which resolves the gradient conflict between exact
and surrogate evidence; learned decay coefficients
remain interpretable, with short-window intentions
decaying fast and stable institutional patterns de-
caying slowly.

Experiments on three ICEWS benchmarks con-
firm state-of-the-art MRR and Hits@ K (K > 3).
Every SimRule prediction remains fully auditable:
it can be traced to an explicit rule chain, a grounded
path in the history graph, and a quantified time gap.
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Limitations

The recommendation budget Jp,,x controls the
coverage-noise trade-off and is set to 1 based on em-
pirical evaluation. While this choice is consistent
across all three ICEWS datasets, its optimality may
not generalise to TKGs with fundamentally differ-
ent sparsity structures or denser temporal patterns
such as event streams with sub-day granularity.

SimRule leads on overall ranking quality (MRR,
Hits@3, Hits@10) but does not consistently outper-
form the strongest baselines on Hits@1. Integrat-
ing collaborative-surrogate evidence with targeted
top-1 re-ranking strategies is a natural direction for
future work.

The offline collaborative similarity index re-
quires pre-computing pairwise similarities for all
entities. For TKGs with millions of entities, approx-
imate nearest-neighbour methods such as FAISS
would be needed to make this step tractable.

Ethics Statement

This work studies temporal knowledge graph
forecasting on publicly available event datasets
(ICEWS). No personally identifiable information is
involved. The datasets contain geo-political event
records that may reflect geopolitical biases present
in their original curation; users of SimRule should
be aware that rule-based predictions may reflect
and reinforce patterns present in the training data.
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A Dataset Details

The three benchmarks are derived from the Inte-
grated Crisis Early Warning System (ICEWS), a
widely-used corpus of timestamped geopolitical
events.

ICEWS14. ICEWSI14 contains political events
occurring during 2014, with 6,869 entities (coun-
tries, organisations, political actors) and 230 rela-
tion types covering diplomatic interactions, con-
flicts, and cooperative actions. The dataset has
74,845 training quadruples at one-day temporal
resolution.

ICEWS18. ICEWSIS applies the same event-
extraction pipeline to 2018, yielding the largest
entity vocabulary (23,033 entities) and 256 rela-
tion types across 373,018 training quadruples. The
dataset is the most structurally sparse: over 40% of
entities appear fewer than five times in the training
set, providing the strongest test bed for cold-start
coverage.

ICEWSO05-15. ICEWSO05-15 spans eleven years
of events from 2005 to 2015 at daily granularity,
with 10,094 entities, 251 relations, and 368,868
training quadruples. The long temporal span makes
it the strongest setting for evaluating long-range
temporal dependencies and the stability of mined
rules over time.

B Baselines

Static embeddings. DistMult (Yang et al., 2015)
learns diagonal relation matrices for scoring triples.
ComplEx (Trouillon et al., 2016) extends this with
complex-valued embeddings to capture asymmetric
relations. ConvE (Dettmers et al., 2018) applies 2D
convolutions over reshaped embeddings. RotatE
(Sun et al., 2019) models relations as rotations in a
complex vector space.

Temporal embeddings. TTransE (Jiang et al.,
2016) augments TransE with timestamp embed-
dings. TA-DistMult (Garcia-Duran et al., 2018)
encodes timestamps through recurrent processing
of digit sequences. TNTComplEx (Lacroix et al.,
2020) factorises a fourth-order time-relation tensor.

Dynamic graph encoders. CyGNet (Zhu et al.,
2021) combines a copy mechanism over historical
events with a generation network. RE-GCN (Li
et al., 2021) captures temporal evolution through a
recurrent graph convolutional architecture. CENET

(Xu et al., 2023) introduces contrastive learning to
distinguish historical from non-historical events.
TiRGN (Li et al., 2022a) models both local and
global historical patterns through a time-guided
recurrent network.

Rule-based methods. TLogic (Liu et al., 2022)
mines temporal logic rules via closed temporal ran-
dom walks. TR-Rules (Li et al., 2023) extends
this with redundancy-aware correction. Temp Valid
(Huang et al., 2024), the direct baseline that Sim-
Rule builds upon, learns per-rule temporal validity
coefficients to weight rule evidence by recency.
CRAFT (Zhang et al., 2024) and TiFuLa (Bai et al.,
2026) are recent rule-based methods that further
refine confidence calibration and rule-evidence ag-
gregation, respectively.

C Common Training Configuration

Shared settings. Rule mining uses body lengths
[ € {1,2,3}, 200 walks per relation, Jpax = 1,
A = 0.4, and top-k = 3 peers per entity. All
models are trained with Adam (learning rate 0.01)
for up to 3,000 epochs with random seed 3407 and
~-regularisation coefficient 0.01.

Dataset-specific hyperparameters. The training
hyperparameters that vary by benchmark are sum-
marised in Table 5.

Table 5: Dataset-specific training hyperparameters: his-
tory window size w, number of negatives 7,g, cON-
trastive temperature «, smoothing factor /3, and batch
size.

Dataset W Nneg a B batch
ICEWS14 0 100 1.0 0.10 256
ICEWS138 200 70 2.0 0.05 256
ICEWS05-15 1,000 60 2.0 0.05 256

D Efficiency and Scalability Analysis

Full cost profile measured during development. Ta-
ble 6 summarizes computational resources con-
sumed throughout model development.

Key observations are as followed:

* The offline similarity index is built once and
incurs negligible query-time cost (0.3—-1 MB
dictionary lookup only).

* Surrogate-bridged walk sampling adds only
constant-factor overhead.
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Table 6: Efficiency breakdown. The offline similarity index is built once; query-time overhead dominated by feature
grounding, which grows with history window w and is embarrassingly parallel.

Stage ICEWS14 (7.1K ents) ICEWSI18 (23K ents)
Similarity index build (one-off, offline) 55/0.9 GB peak 90 s / 8.3 GB peak
Runtime footprint (top-k dictionary) 0.3 MB ~1 MB
Rule mining per walk 0.16 ms (exact), 0.10 ms (surrogate) -
Feature grounding per query 1.4 s/query 39 s/query
Training + eval (all relations) 60 min ~15h
Inference scoring per query 0.44 ms 0.54 ms

* Feature grounding (determining which histor-
ical edges satisfy each rule body) is the domi-
nant computational cost and grows with tem-
poral history window.

E Hyperparameter Sensitivity Analysis

We examine the sensitivity of two bridging param-
eters: the surrogate candidate pool size k and the
maximum bridge steps per walk Jy,.x. The sweep
covers k € {2,3,5,10} and Jax € {1,2}, with
all other settings held at their dataset-specific opti-
mal values.

As shown in Figure 4, performance follows a
clear inverted-U curve over k£ and peaks consis-
tently at £ = 3: too few peers (k=2) restrict sur-
rogate diversity, while too many (k=10) introduce
noisy candidates whose behavioural profile drifts
from the stalled entity. As shown in Figure 5,
single-step bridging (Jmax = 1) is strictly better
than two-step bridging, since each additional sur-
rogate hop accumulates approximation error rela-
tive to a directly observed path. Both conclusions
hold consistently across ICEWS14, ICEWS18, and
ICEWS05-15.

50.0 1 N
4751 ./.\: R
4501 -
o < =
Z 4001 —i— ICEWS05-15
37.51
35.01 “
325{ = _
2 3 5 10

top-k

Figure 4: Sensitivity to the number of similar peers k.

50.0 1

45.01

0 —e— ICEWSI14
) —=— ICEWSI8
= 400 —h— ICEWS05-15

Jmax

Figure 5: Sensitivity to the maximum collaborative
jumps Jpax.

F Case Study Details

The detailed attributes of the three case studies
discussed in Section 5.7 are summarised in Table 7.
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Table 7: Two successful and one failed similarity-jump rules mined from ICEWS14. The walker jumps from query
subject e to peer e’ (=), then follows body relation r; along e”’s history. Case 3 illustrates that high bsupp and ¢
alone do not imply semantic interchangeability when body-object distributions barely overlap.

Attribute Case 1 (Success) Case 2 (Success) Case 3 (Failure)

Query template (France, 71, 2, tq) (Men_SA, 74, 2, tq) (Men_US, 71, 2, tq)

Head relation 7, Consult Arrest, detain, or charge Arrest, detain, or charge

Body relation Express intent to meet or negoti- Arrest, detain, or charge Arrest, detain, or charge
ate

Surrogate jump J France = Iran (s=0.55) Men_SA = Immigrants SA Men US = Women_AU

(s=0.75) (s=0.55)

Walk trajectory Iirance = Iran Men_SA = Immigrants_SA Men_US = Women_AU
5 shared diplomatic interlocu- "Ly §_ African institutions I1y Australian institutions
tors

Mined confidence ¢~ 0.33 0.68 0.66

Body support bsupp 467 467 453

Object overlap on 1 high (14 shared) low (1 shared) low (2 shared)
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