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Abstract

In this work, we investigate whether data anno-
tation can be automated using state-of-the-art
large language models (LLMs), while main-
taining high consistency and reliability. We
propose a multi-model, multi-run framework in
which several LLMs act as annotators and their
outputs are aggregated using a strict consensus
criterion to improve annotation robustness and
reduce model-specific biases.

The proposed approach is evaluated on a multi-
lingual sentiment analysis task using lead sec-
tions of Wikipedia articles covering diverse
topics in five languages. The resulting anno-
tations are assessed using intra-model consis-
tency, cross-model agreement, and standard
inter-annotator agreement metrics. Addition-
ally, we conducted human evaluation.

The described framework enables scalable and
reproducible data annotation, and the resulting
dataset is publicly released to support further
research.

1 Introduction

The rapid development of machine learning and ar-
tificial intelligence has led to an increasing demand
for large-scale annotated datasets. However, man-
ual annotation is time-consuming, costly, and diffi-
cult to expand. Although recent approaches have
explored hybrid human-model annotation work-
flows, these methods still require significant human
involvement and may not fully address scalability
constraints. This motivates the need for automated
annotation frameworks that can provide reliable la-
bels with minimal human intervention while main-
taining reproducibility and annotation consistency
across languages and domains.

In this work, we propose a structured framework
for automated annotation based on a multi-model,
multi-run approach, in which multiple large lan-
guage models (LLMs) act as annotators and their

outputs are aggregated using a strict consensus cri-
terion. We investigate whether the data annota-
tion process can be automated using state-of-the-
art LLMs, while maintaining high consistency of
the resulting labels. Rather than treating individual
LLM outputs as objective ground truth, we interpret
cross-model consensus as a high-stability proxy for
annotation reliability.

We apply our approach to multilingual
Wikipedia text. Sentiment analysis was selected as
a representative and challenging task, particularly
in the context of Wikipedia, where maintaining a
neutral point of view (NPOV) is a fundamental
principle (English Wikipedia, 2026; Johnson
et al., 2025). As one of the most widely used
sources of general knowledge, Wikipedia requires
high standards of neutrality. Wikipedia is also
an open and continuously evolving knowledge
resource, with articles regularly updated by a large
community of contributors and available in many
languages. This makes it a suitable setting for
evaluating scalable and multilingual approaches to
text analysis. Although sentiment analysis does not
fully capture NPOV (which also involves source
selection, due weight, and balanced representation
of viewpoints), it provides a useful computational
proxy for studying sentiment and tone-related
neutrality in encyclopedic text. Importantly,
sentiment labels in this study do not refer ex-
clusively to subjective opinions or explicitly
expressed attitudes. Rather, they represent the
overall sentiment conveyed by the text, including
the evaluative or affective tone that may arise
when factual events, entities, or situations are
described. In particular, systematically positive
or negative sentiment may reflect evaluative or
emotionally loaded language and thus provide a
signal for identifying potential deviations from
neutral presentation.

Wikipedia provides a challenging setting for sen-
timent analysis because its encyclopedic content is
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predominantly factual and intended to avoid sub-
jective or emotionally charged language. Con-
sequently, sentiment is often subtle and may be
expressed through nuanced wording or context-
dependent cues rather than explicit polarity mark-
ers. At the same time, articles describing events
such as wars or disasters may naturally contain
negative sentiment without violating the NPOV
principle. This makes Wikipedia a useful stress
test for sentiment analysis models, requiring them
to distinguish the sentiment conveyed by the text
from the subjective intent of its authors.

In contrast to previous works (Al Khatib et al.,
2012; Zhou et al., 2015; Strézyna et al., 2025;
Lewoniewski et al., 2026), this study explores the
use of modern generative LLLMs and extends the
analysis to a multilingual setting. The goal of
this work is therefore not to establish an objec-
tive ground truth for sentiment analysis, but to
investigate whether agreement-based LLM anno-
tation can provide sufficiently reliable labels to
support multilingual sentiment analysis research at
scale. The broad topical coverage and availability
of Wikipedia across multiple languages further en-
able the assessment of the cross-lingual robustness
of the proposed approach. Moreover, unlike many
sentiment analysis datasets, which are primarily
based on user reviews and comments (e.g., social
media), our dataset consists of encyclopedic con-
tent spanning diverse domains. This allows us to
evaluate the proposed annotation framework in a
more general and challenging setting.

This paper makes the following contributions:

1. A consensus-based framework for automatic
multilingual sentiment annotation using mul-
tiple state-of-the-art LLMs, designed to im-
prove reliability through consensus-based ag-
gregation;

2. The framework on a multilingual sentiment
analysis task using Wikipedia data and assess
annotation reliability using agreement metrics
and comparison with human annotations;

3. Release of an annotated dataset to support
further research and ensure reproducibility.

2 Related Work

2.1 Data Annotation Techniques

Data annotation plays a fundamental role in the
development of machine learning systems, as the
quality of labeled data directly impacts model per-
formance. However, data annotation, especially

manual, which is still considered a gold standard
for quality, remains one of the most costly and time-
consuming parts of the machine learning process
(Alenzi et al., 2022). Additionally, the process of
manual data annotation can be subjective, inconsis-
tent, and may require domain expertise (Qureshi
et al., 2022; Tan et al., 2024).

Recent advances in LLMs have introduced new
possibilities for automating and supporting data an-
notation with the potential to significantly reduce
costs while maintaining competitive performance
and mitigating the challenges encountered with
traditional annotation (Tan et al., 2024). Studies
have shown that semi-automated and human-in-the-
loop (HITL) annotation frameworks are commonly
used to support annotation tasks (Alahmary and
Al-Dossari, 2021; Quilio and Fioravanti, 2024; Wu
et al., 2022). Such approaches combine machine
learning models with human expertise in order to
improve annotation efficiency and quality. Vari-
ous tools have been applied within these frame-
works, including SentiWordNet, BabelNet (Nav-
igli et al., 2021), TextBlob, VADER (Alenzi et al.,
2022) and also methods using such algorithms as
Naive Bayes, CNN, LSTM, and SVM (Alahmary
and Al-Dossari, 2021). Recent works on sentiment
analysis of Wikipedia texts (Str6zyna et al., 2025;
Lewoniewski et al., 2026) showed how smaller
BERT-based and lexicon-based models can be used
in similar task. However, these approaches still re-
quire substantial human involvement, limiting scal-
ability and reproducibility, while remaining suscep-
tible to annotation inconsistency (Mosqueira-Rey
et al., 2023).

A less extensively explored direction is fully
automated annotation approach, which relies on
computational methods to label data without direct
human involvement. One common strategy is to
use language models to generate so-called “silver-
standard” annotations (Liao et al., 2024), which are
subsequently reviewed and refined by human ex-
perts to create gold-standard datasets (Akbas et al.,
2025).

In contrast to these approaches, our work investi-
gates whether a consensus-based framework using
multiple state-of-the-art LL.Ms can itself provide
sufficiently reliable multilingual sentiment anno-
tations without requiring manual correction at the
annotation stage. Rather than using LLM outputs
only as an intermediate step toward human annota-
tion, we evaluate their agreement and consistency
as a scalable alternative to manual labeling.
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While fully automated methods enable rapid and
scalable annotation, their quality depends strongly
on the underlying models and may be less robust
for complex or ambiguous cases. Nevertheless,
recent studies suggest that modern LLM, such as
GPT, can achieve annotation quality comparable to
human annotators while providing greater consis-
tency (Wu et al., 2022).

2.2 General-purpose LLMs for Sentiment
Analysis

With the emergence of generative LLMs, such as
the GPT family developed by OpenAl, Claude
models from Anthropic, Gemini by Google, or
open-weight models, these architectures have in-
creasingly been adopted in NLP research and have
shown strong potential for sentiment analysis (Gau-
tam et al., 2025). Their advantage lies in processing
texts holistically, capturing contextual and linguis-
tic nuances important for sentiment classification.

Studies show that modern generative LLMs, in-
cluding GPT- and LLaMA-based architectures, of-
ten match or surpass traditional supervised mod-
els in zero-shot and few-shot sentiment analysis
settings (Almontashry et al., 2025). Recent work
further indicates that advanced models, such as
GPT-class systems, can achieve near state-of-the-
art performance even without task-specific fine-
tuning (Elmitwalli and Mehegan, 2024). The pri-
mary method for applying modern LLMs in senti-
ment analysis is prompt engineering, where mod-
els are instructed to classify text without retraining.
Since performance is highly sensitive to prompt
structure, multiple prompt variants are often tested
to optimize accuracy (Kang and Choi, 2025).

Overall, recent studies support the suitability of
generative LLMs as robust and versatile tools for
sentiment analysis, motivating their use as annota-
tors in automated dataset construction.

3 Dataset Description

To construct a multilingual dataset of encyclo-
pedic text, we selected a set of high-importance
Wikipedia articles from different domains based on
two community curated lists (as of March 2026):
1. Wikipedia: Vital articles/Level/3!
2. List of articles every Wikipedia should have?

1https://en.wikipedia.org/wiki/Wikipedia:
Vital_articles/Level/3

2https://meta.wikimedia.org/wiki/List_of_
articles_every_Wikipedia_should_have

The first list contains approximately 1,000 arti-
cles considered essential for the English Wikipedia
and is used to identify the most important topics
across domains.

The second list is a complementary resource
maintained on Meta-Wikimedia. It defines a set
of 1,000 Wikidata items intended to serve as a min-
imal core of knowledge for all language editions
of Wikipedia. Unlike the Vital Articles” list, this
resource is designed to support multilingual align-
ment by linking each concept to corresponding
articles across languages via Wikidata identifiers.

We extracted article titles from both lists using
their English Wikipedia (en) counterparts and re-
moved duplicates, resulting in 1,394 unique titles.
For each selected title, we additionally retrieved
corresponding articles in four languages: German
(de), Spanish (es), Polish (pl), Russian (ru). Cross-
lingual mapping was performed using Wikipedia
interlanguage links. It is important to note, that
the resulting dataset is not strictly parallel, because
Wikipedia articles are not guaranteed to be exact
translations.

For each selected Wikipedia article in each con-
sidered language version, we extracted only the
text from the lead section. This design choice was
made to avoid sampling unrelated or highly hetero-
geneous article fragments and to focus on concise
summaries of each topic. Since Wikipedia lead
sections are expected to summarize the subject in
neutral encyclopedic style, they are particularly
suitable for studying tone-related aspects of neu-
trality.

3.1 Sentence Segmentation

To prepare the data for large-scale annotation us-
ing LLM APIs, we implemented a three-stage
pipeline for sentence segmentation, normalization,
and batching. The goal was to obtain linguistically
meaningful sentence units suitable for reliable au-
tomated annotation, while ensuring robustness to
Wikipedia-specific formatting artifacts.

In the first stage, we performed sentence seg-
mentation using the Stanza NLP toolkit®. For each
language, we initialized a language-specific tok-
enization pipeline.

Each detected sentence in the leading section
was assigned a unique identifier composed of the
Wikipedia page ID and a sentence index ("PagelD-
SentenceNumber”). Empty or whitespace-only sen-

*https://stanfordnlp.github.io/stanza/

39081


https://en.wikipedia.org/wiki/Wikipedia:Vital_articles/Level/3
https://en.wikipedia.org/wiki/Wikipedia:Vital_articles/Level/3
https://meta.wikimedia.org/wiki/List_of_articles_every_Wikipedia_should_have
https://meta.wikimedia.org/wiki/List_of_articles_every_Wikipedia_should_have
https://stanfordnlp.github.io/stanza/

!

Language
R

%

0 100 200 300
Sentence length (number of characters)

Figure 1: Sentence lengths across languages.

tences were discarded. The output of this stage was
a collection of sentences stored in JSONL format.
The second stage addressed noise and segmenta-
tion artifacts specific to Wikipedia content. In par-
ticular, we observed that raw segmentation often
produces: fragments containing LaTeX-style ex-
pressions, very short sentence fragments (e.g., 1-2
tokens), formatting artifacts such as inline formulas
or markup remnants. To mitigate these issues, we
applied the following transformations:
1. Removal of brace-enclosed content: text
within curly braces (e.g., {. . .3}).
2. Removal of common LaTeX-like tokens (e.g.,
”"\displaystyle”) were removed.
3. Whitespace normalization by collapsing mul-
tiple spaces and tab characters.
4. Sentences of length 0 or 1 character and sen-
tences containing fewer than 3 tokens were
treated as short fragments.
5. Merging short fragments with subsequent sen-
tences to form more coherent units.
After extraction and cleaning, the dataset con-
tained the following number of sentences:

e German (de): 12,715 sentences

* English (en): 21,991 sentences

* Spanish (es): 17,021 sentences

* Polish (pl): 10,707 sentences

* Russian (ru): 12,739 sentences

Figure 1 presents the distribution of sentence
lengths across languages, while Figure 2 illustrates
the relative share of analyzed sentences across top-
ics in the selected Wikipedia language versions.
Overall, topic distributions are relatively similar
across languages, with differences mainly result-
ing from variations in lead section length between
Wikipedia language versions.

In the final stage, sentences were grouped into

subsets suitable for submission to LLM APIs. Each

sentence was formatted as JSON lines: {"id":
sentence_id, "text": sentence_text}. Sub-
sets were constructed to not exceed 25,000 tokens.
Sentences were grouped sequentially according to
their original order in the dataset, meaning that sen-
tences originating from the same Wikipedia lead
section were typically processed together within
the same API request. However, the prompt itself
did not explicitly indicate, that the sentences orig-
inated from the same article. Each language was
processed independently and constituted a separate
collection of subsets.

4 Annotation Procedure

To evaluate sentiment in the prepared datasets,
each sentence was annotated using general-purpose
LLMs. The sentences collections described in Sec-
tion 3 served as input corpora, while sentiment
labels were generated through a controlled multi-
model prompting procedure described below.

To ensure methodological rigor and minimize
model-specific bias, sentiment annotation was
performed using three state-of-the-art general-
purpose LLMs: GPT-5.2 (OpenAl), Gemini 3.1
Pro (Google), and Claude Opus 4.6 (Anthropic).
At the time of the study, these three models ranked
among the top-performing systems for text-based
tasks on the LMarena.ai leaderboard*, which justi-
fied their selection as high-capacity evaluators. As
discussed in Section 2, modern generative LLMs
demonstrate strong zero-shot sentiment classifica-
tion capabilities across domains and languages, and
this approach was adopted in our study.

All models were accessed via their respective
APIs using batch processing, enabling consistent
and scalable execution of the annotation procedure.
Each batch corresponded to a single language (de,
en, es, pl, ru) and contained multiple requests. Due
to limitations in the GPT API, two batches were
required for en, es, and ru, and one batch for pl
and de. Each individual request included up to 500
sentences submitted within a single prompt in or-
der to comply with the token limits imposed by the
APIs. Consequently, sentiment labels were gener-
ated for multiple sentences simultaneously within
the same input context. Each sentence within a
request was assigned an individual sentiment label
by the model.

*https://arena.ai/en/leaderboard
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Figure 2: Distribution of analyzed sentences across topics in the selected Wikipedia language versions.

4.1 Annotation Execution

Sentiment was classified using a four-class scheme
(positive, neutral, negative, n/a), where 'n/a’ is as-
signed in cases where the text is empty, contains
non-interpretable content (e.g., numbers or tables),
is insufficient for reliable analysis, or the model is
unable to determine the sentiment.

All three LLMs were prompted using the same
instruction to ensure consistency across models
(see Fig. 3). In the API calls, we specified the max-
imum number of output tokens>, model identifiers
(‘gpt-5.2¢, ‘gemini-3.1-pro-preview’, ‘claude-opus-
4-6°), inference level (set only for Gemini to ‘low*,
as this parameter was mandatory), and instructions
in English to maintain a consistent prompting strat-
egy across languages. We did not modify the tem-
perature parameter, as not all APIs provided the op-
tion to control this setting. To ensure methodolog-
ical consistency across all evaluated models, we
conducted all experiments using their default con-
figurations. For Opus, the instructions (see Fig. 3)
were provided as a system prompt and input data
as a user message, whereas for GPT and Gemini
the same instructions were included directly within
the user message together with the input data.

To ensure structural consistency and facilitate au-
tomated post-processing, strict output constraints
were imposed. The models were instructed to re-
turn only valid TSV-formatted outputs, one sen-
tence per line, following the schema: [id]\t[r],
where [r] denotes the sentiment label.

Prior to the main annotation process, a pilot
run was conducted on smaller subsets for each

565536, corresponding to the maximum limit supported
by the Gemini API and selected as a common value compat-
ible with all evaluated models; this parameter was explicitly
required only for Opus.

language. These subsets were used exclusively
to validate the initial prompt and verify whether
the models returned outputs consistent with the
expected format and label set. During this stage,
we observed that GPT occasionally produced la-
bels outside the predefined schema (e.g., “mix” or

“mixed”), which led to a refinement of the prompt

by explicitly instructing the model to return 'n/a’
in cases of uncertainty. The pilot subsets were not
included in the final annotation process or in the
final dataset, ensuring that prompt refinement was
performed independently.

The final prompting procedure was repeated
three times per model, resulting in nine indepen-
dent annotation runs (3 models x 3 repetitions) for
each language. This resulted in a multi-layer anno-
tation structure, where each sentence has multiple
sentiment annotations from different annotators.
This setup enabled us to analyse annotation stabil-
ity both intra-model consistency and inter-model
agreement of the assigned sentiment labels.

4.2 Agreement Analysis

Several metrics were used to analyze annotation
quality separately for each language. First, intra-
model consistency was evaluated by measuring
whether each model assigned identical sentiment
labels to the same sentence across its three inde-
pendent runs (see Table 1). Next, a strict cross-
model agreement criterion was applied. A label
was considered valid only if all three models as-
signed the identical sentiment in all three repeti-
tions, i.e., unanimous agreement across all nine
runs (see Cross-Model Agreement in Table 1).
Finally, the inter-model agreement was mea-
sured using standard inter-annotator agreement
metrics: Cohen’s k (Cohen, 1960), that measures
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Role: You are an expert linguistic analyst specializing in sentiment analysis and Natural Language Processing.

Task: Perform high-precision sentiment analysis on multilingual datasets and convert structured JSON input into a raw
TSV (Tab-Separated Values) format.

Instructions:

1. Sensitivity: Be highly sensitive to subtle nuances, tone shifts, and evaluative language. Detect underlying bias or
descriptive framing (positive/negative).

2. Evaluation Scale: Categorize sentiment as "positive", "negative", or "neutral".

3. Handling Edge Cases: If the text is empty, contains only non-interpretable data (numbers/tables), or is insufficient for
analysis, or you cannot decide, return "n/a" for sentiment.

Input Structure: A JSON array of objects, each containing "id" (string) and "text" (string). All articles are provided in a

single message.
Output Requirements (Strict):

- Do not include any header row.
- Separation: Each record must be on a new line.

(id] [r]

(where [r] is "pos" | "neu

neg” | "n/a")

- Format: Output ONLY the result in a flat TSV (Tab-Separated Values) structure.
- Structure: Each line must contain exactly: [id][TAB][r] (where r is ONLY "pos", "neu", "neg", or "n/a").

- No Markdown: Do not wrap the output in markdown code blocks or any other formatting. Return raw text only.
Output Schema per line: Return ONLY a valid TSV object.

non non

Figure 3: Prompt used for sentiment classification.

pairwise agreement between two annotators while
correcting for chance agreement, and Fleiss’
(Fleiss, 1971), that extends Cohen’s s to multi-
ple annotators. Fleiss’ x was computed across all
models and runs, separately for each language. For
Cohen’s k was calculated pairwise, resulting in a
matrix of agreement scores for each language.

For Cohen’s x and Fleiss’ x, we followed in-
terpretation ranges commonly used in NLP and
sentiment analysis research (Artstein and Poe-
sio, 2008; Hassan et al., 2021; Guzman-Monteza,
2023), where values above 0.60 generally indicate
substantial agreement, and values above 0.70 indi-
cate strong annotation consistency.

4.3 Human Evaluation

To verify the reliability of the proposed LLM-based
annotation framework, an additional manual anno-
tation of a subset of the data was conducted. Texts
in both Polish and English were selected for the
evaluation. For the Polish dataset, 10% of the cor-
pus was sampled (1,071 sentences), while for the
English dataset, 1% was selected (220 sentences).
Sentences were sampled randomly without preserv-
ing the original article context, ensuring that hu-
man annotations were assigned independently of
the broader text.

The annotation process involved three human an-
notators. Each annotator assigned every sentence to
one of three classes: positive, negative, or neutral.
If a sentence was deemed insufficient for sentiment
determination, the 'n/a’ label was assigned, con-
sistent with the prompting strategy applied to the

LLMs evaluators. When all human annotators as-
signed the same class, that label was retained as the
final annotation. Otherwise, the majority label was
selected. This set is further referred to as test set.

4.4 Dataset Release

The dataset with 75,173 annotated sentences was
released publicly on Hugging Face®. Each instance
corresponds to a single sentence extracted from a
Wikipedia lead section and includes sentiment an-
notations, agreement information, and metadata de-
scribing the source article and language. For down-
stream applications, we recommend using unani-
mously classified instances, as the strict agreement
criterion maximizes label reliability and reduces
the influence of model-specific biases and stochas-
tic variation.

5 Results and Discussion

Figure 4 shows the distribution of sentiment la-
bels across languages for each LLM annotator and
run. The results indicate that neutral sentiment is
dominant across all models and languages, what
is expected for vital Wikipedia articles that follow
the Neutral Point of View principle. For English
(en) and Spanish (es), a slightly higher proportion
of both positive and negative labels is observed.

5.1 Annotation Agreement

Table 1 summarizes agreement metrics across mod-
els and languages. The analysis of intra-model

6ht’cps: //huggingface.co/datasets/lewoniewski/
wikipedia-sentences-sentiment
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Table 1: Intra-model and cross-model agreement for sentiment classification across languages.

Language  Gemini3.1Pro  GPT 5.2 Opusde  OuictCross-Model  Fleiss
Agreement K

German (de) 11,052 (86.9%) 11,799 (92.8%) 12,440 (97.8%) 9,571 (753%) _ 0.74

English (en) 18,592 (84.5%) 20,318 (92.4%) 21,266 (96.7%) 15910 (723%)  0.76

Spanish (es) 14,740 (86.6%) 15,699 (92.2%) 16,575 (97.4%) 12,097 (71.1%)  0.74

Polish (p) 9,153 (85.5%) 10,006 (93.5%) 10,458 (97.7%) 7,950 (743%)  0.72

Russian (ru) 11,164 (87.6%) 11,843 (93.0%) 12,438 (97.6%) 9,635 (75.6%)  0.75

For each model and for the strict cross-model agreement, values represent the absolute value and percentage of instances
with identical sentiment labels across repeated runs.

Gemini 3.1 Pro (run 1) Gemini 3.1 Pro (run 2) Gemini 3.1 Pro (run 3)

0 [N 63 7350 775 [N 73 728%

% en TR 66.5% 220 [OEI 1) 65.7%
i [ o) 65.3% 230 [R5 63.6%
pl GEB 735% 18:1% [ o°) 72.9%

gl o ER 733% 2 o3 723%

GPT 5.2 (run 2) GPT 5.2 (run 3)

7.2% B B 767% 0%
733% 5 B 726% 173
3% B B 706% e
790% B o 795% [56%
77.0% = B 77.0% 2%

Opus 4.6 (run 2)

GPT 5.2 (run 1)

76.6%

728%
764%
79.7%
77.0%

Opus 4.6 (run 3)

Opus 4.6 (run 1)
G 707 B ro5% B B rosu
T en (OB L 157 S 0] 721
s B Tz B -3 e
80.1% pl B 805% B rE 80.6%
783 o e B D 5%

50% 100% 0% 50%

B Negative

100% 0% 50%

Neutral I Positive

Figure 4: Sentiment label distribution across languages
for each LLM annotator and run.

consistency shows that Claude Opus achieved the
highest stability (approx. 97%), indicating a high
level of stability in its predictions. GPT models
also demonstrated strong consistency, with values
ranging between 92% and 95%. In contrast, Gem-
ini exhibited lower consistency (84-87%, depend-
ing on the language), suggesting a higher tendency
to change classifications across repeated runs. Only
minor differences in intra-model agreement were
observed across languages, which likely reflects the
strong multilingual capabilities of modern LLMs.

Cross-model agreement, defined as strict unan-
imous agreement across all nine runs, was lower
than intra-model consistency but remained rela-
tively high, ranging from 71.1% to 75.6% depend-
ing on the language. This indicates that, even after
applying a strict consensus criterion, at least 71%
of the original dataset can be retained, supporting
the feasibility of automated labeling.

Finally, inter-annotator agreement metrics
showed consistent results across languages. Fleiss’
k scores ranged from 0.72 (Polish) to 0.76 (En-
glish), which can be interpreted as good agreement
for an NLP task.

Figure 5 presents pairwise Cohen’s « for the nine

LLM annotation runs across the five Wikipedia lan-
guage versions and for the combined dataset. The
results again show that agreement is consistently
highest within repeated runs of the same model,
indicating stronger intra-model than inter-model
consistency. Among the evaluated models, Claude
Opus demonstrates the highest intra-model agree-
ment across languages, while Gemini exhibits the
lowest stability. In terms of inter-model agreement,
higher consistency is observed between GPT and
Opus, whereas the lowest agreement occurs be-
tween GPT and Gemini. These patterns are consis-
tent across languages, suggesting that differences
in agreement are primarily driven by model charac-
teristics rather than language-specific factors.

Opverall, these findings indicate that while LLMs
can serve as reliable annotators, their outputs are
model-dependent, similarly to how human annota-
tions may vary across evaluators. Therefore, com-
bining multiple models and applying consensus-
based filtering can improve annotation robustness
and mitigate individual model biases.

5.2 Annotation Error Analysis

During the annotation process, several types of
inconsistencies in LLM outputs, including miss-
ing annotations, spurious labels assigned to non-
existent identifiers, duplicate outputs, and la-
bels outside the predefined schema (e.g., “mix”,
“mixed”). However, it concerned just a few cases.

To ensure annotation consistency, missing out-
puts were completed through additional queries,
while invalid or non-compliant labels were normal-
ized to ‘n/a‘ during post-processing. These obser-
vations highlight the importance of validation and
post-processing steps in large-scale LLM-based an-
notation pipelines.
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Figure 5: Pairwise Cohen’s « for nine LLM annotators across Wikipedia language versions.

5.3 Evaluation with Human Judgments

Table 2 summarizes the agreement between LLM
annotations and human judgments using the test set
described in Section 4.3. The evaluation was con-
ducted for two scenarios: (1) sentences for which a
given model produced identical predictions across
all repeated runs (intra-model agreement), and (2)
sentences satisfying the strict cross-model consen-
sus criterion. This approach ensured that only sta-
ble and reproducible LLM outputs were included
in the comparison.

For the first scenario, the highest agreement with
human annotations was consistently observed for
the neutral class across both languages, whereas
substantially lower agreement was obtained for
negative sentiment. In the Polish dataset, the F1
scores for the negative class ranged from 0.24 to
0.33, while in the English dataset they were 0.1
for all three models. Among the evaluated mod-
els, GPT demonstrated the most balanced overall
performance, followed by Opus and Gemini.

The substantial difference between class-specific
F1 scores and the overall metrics should be inter-
preted in the context of class imbalance in the eval-
uation data. The human-evaluated test subsets were
randomly sampled from the underlying datasets, in
which neutral sentiment was the dominant class.

Consequently, accuracy and weighted F1, which
reflect the underlying class distribution, remained
relatively high (0.75-0.88), despite the substantially
lower performance for the negative class. In con-
trast, Macro-F1 gives equal weight to all sentiment
classes and is therefore more strongly affected by
the poor detection of the minority negative class,
resulting in values ranging from 0.36 to 0.65. The
particularly low F1 scores for negative sentiment
indicate that this class remains difficult for LLMs
to identify in predominantly neutral encyclopedic
text.

This pattern is consistent with the characteristics
of Wikipedia content, where factual and neutral
descriptions predominate and explicit negative sen-
timent is relatively uncommon. Negative sentiment
may also be expressed in a more subtle way, mak-
ing it more difficult to identify than the dominant
neutral class.

For the second scenario, strict cross-model con-
sensus reduced the dataset to 692 Polish sentences
(65% of the test set) and 131 English sentences
(60%). Within this subsets, agreement between the
consensus LLM annotations and human labels was
perfect for all evaluated metrics. However, these
results should be interpreted in light of the selec-
tion criterion: only sentences on which all three

39086



LLMs agreed were retained, and neutral sentences
constituted the majority of the retained instances.
Thus, the perfect agreement reflects the high con-
sistency of the selected consensus cases rather than
demonstrating equally high performance across the
full, class-imbalanced test set.

Overall, the human evaluation demonstrates
strong agreement between LLM and human anno-
tations for cases selected through strict consensus.
These results suggest that consensus-based anno-
tation using multiple LLMs can provide reliable
sentiment labels that closely align with human judg-
ments. In particular, the strict agreement criterion
substantially improves annotation consistency and
reduces the influence of individual model biases
(see “All LLMs” in Table 2).

Table 2: F1 scores and agreement metrics between LLM
annotations and human judgments

Sentences in Polish:

Gemini All
3.1 Pro C(ﬂ;gé.)z 0(11‘653356 LLMs
(910) (692)
Negative 0.24 0.26 0.33 1.00
Neutral 0.88 0.91 0.92 1.00
Positive 041 0.43 0.46 1.00
Macro avg 0.38 0.65 0.59 1.00
Weighted avg 0.85 0.88 0.88 1.00
Accuracy 0.80 0.84 0.85 1.00
Fleiss’ k 0.27 0.33 0.36 1.00
Sentences in English:
Gemini All
3.1 Pro G(ZB;)Q 0?2“151‘;'6 LLMs
(195) (131)
Negative 0.10 0.10 0.10 1.00
Neutral 0.85 0.88 0.87 1.00
Positive 0.49 0.50 0.54 1.00
Macro avg 0.36 0.49 0.38 1.00
Weighted avg 0.82 0.85 0.84 1.00
Accuracy 0.75 0.79 0.79 1.00
Fleiss’ k 0.28 0.28 0.31 1.00

Values in brackets correspond to the number of sentences for
each scenario.

6 Conclusions

This paper presented a framework for automated
multilingual sentiment annotation using multiple
state-of-the-art LLMs. The proposed approach
combines repeated prompting with strict cross-
model consensus in order to improve annotation
reliability and reduce model-specific biases. The
framework was evaluated on a multilingual dataset
of Wikipedia lead sections.

The results showed high intra-model consis-
tency for all evaluated LLMs and relatively strong
cross-model agreement across languages. Pairwise

agreement analysis confirmed that annotations re-
main model-dependent, with higher consistency
observed within repeated runs of the same model
than between different models. These findings indi-
cate that combining multiple LLM evaluators with
strict consensus-based filtering provides a robust
approach to automated sentiment annotation.

Evaluation against human judgments further con-
firmed the reliability of the proposed framework.
In particular, sentences satisfying the strict consen-
sus criterion showed perfect agreement with human
annotations, suggesting that consensus-based LLM
annotation can provide high-quality labels suitable
for multilingual sentiment analysis tasks.

Despite the limitations indicated in the following
section, the dataset was constructed using a trans-
parent and reproducible procedure involving mul-
tiple independent annotation runs and agreement-
based filtering. The resulting dataset has been pub-
licly released to support further research.

Future work will focus on analyzing model-
specific biases, alternative prompting strategies,
and extensions of the framework to additional NLP
tasks and document-level annotation settings. We
also plan to incorporate additional metadata de-
scribing the analyzed Wikipedia articles, including
indicators of article quality and popularity, such as
those provided by WikiRank’. Furthermore, future
extensions will consider the provenance of informa-
tion contained in Wikipedia articles by analyzing
their cited sources. For example, BestRef® provides
importance assessments of individual web informa-
tion sources across different language versions of
Wikipedia.

7 Limitations

The adopted procedure is subject to several limi-
tations. First, although general-purpose LLMs are
strong general-purpose language processors, they
may underperform specialized supervised models
in some subjective or fine-grained classification
tasks (Kocon et al., 2023). In addition, LLMs may
inherit, reproduce, or amplify biases present in their
training data and model development pipelines (In-
oshita and Zhou, 2024). These limitations are par-
ticularly relevant for sentiment annotation, where
judgments may depend on linguistic, cultural and
contextual cues.

A second limitation concerns the construction

"https://wikirank.net
8https://bestref.net
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of API calls and the inference configuration of the
evaluated LLMs. In the current study, the temper-
ature parameter was not explicitly controlled and
default API settings were used to ensure compa-
rability across models as its effective range may
vary between models. As a result, differences in
default inference behavior across models may have
influenced annotation consistency and agreement
patterns. Future work could systematically investi-
gate the impact of temperature and other inference
parameters on annotation stability, sentiment distri-
butions, and cross-model agreement. Lower tem-
perature settings may improve determinism and re-
producibility, whereas higher values may increase
sensitivity to nuanced or ambiguous sentiment ex-
pressions.

The applied batching strategy used during anno-
tation is also subject to several limitations. Mul-
tiple sentences were submitted together within a
single API request, meaning that the LLM eval-
uators processed several inputs simultaneously
within a shared context window. Moreover, the
construction of the sentence identifier (‘“PagelD-
SentenceNumber”) and the sharing of the same
“PagelD” across sentences originating from the
same article, might have suggested to the model
that these sentences were taken from the same ar-
ticle. As a result, individual predictions may have
been influenced by neighboring sentences, poten-
tially introducing contextual dependencies or con-
sistency biases between annotations. This issue is
especially relevant for encyclopedic texts, where
consecutive sentences often concern the same topic
or article section.

Another limitation concerns the prompting strat-
egy used during the annotation process. A sin-
gle English-language system prompt was applied
across all evaluated languages, while each API
batch contained sentences from only one language.
Although modern LLMs are generally capable of
cross-lingual understanding, this setup may have
influenced how sentiment was interpreted across
different linguistic and cultural contexts. In partic-
ular, subtle language-specific framing patterns or
idiomatic expressions may not have been captured
equally well when instructions were provided ex-
clusively in English. As a result, the current setup
should be interpreted as cross-lingual prompting
rather than fully localized multilingual prompting.

The selected prompt persona, namely an “ex-
pert linguistic analyst”, also reflects a particular
interpretation of sentiment analysis as a linguis-

tically grounded annotation task. Other prompt
roles or application-oriented perspectives, such
as customer-facing, domain-specific, or reader-
oriented evaluators, could lead to different inter-
pretations of sentiment. Future work could there-
fore examine how alternative prompt roles, task
framings, and language-localized prompts affect
annotation consistency, agreement patterns, and
benchmark composition.

The analysis focuses primarily on the final senti-
ment labels returned by the LLLM evaluators rather
than on the explanations underlying these decisions.
As aresult, the study provides limited insight into
why individual models assigned a given sentiment
label. Future research could extend the annotation
framework by collecting (short) model-generated
justifications together with each prediction. How-
ever, such explanations should be interpreted cau-
tiously, since generated rationales may not always
faithfully reflect the internal decision process of
the model.

Although strict agreement across three state-of-
the-art LLLMs increases label stability, it does not
guarantee alignment with human judgment. It may
also reinforce shared biases arising from similar
training data, model design choices, or evaluation
practices. A subset of the dataset was compared
against human annotations, but this validation was
limited in scope and does not constitute a com-
prehensive gold-standard evaluation of the entire
dataset. Manual validation was conducted only for
Polish and English and covered relatively small
subsets of the data. Therefore, the reported agree-
ment levels may not generalize to all evaluated
languages, topics, or domains.

The human-evaluation subsets also retained the
natural class distribution of the underlying data,
resulting in a substantial imbalance between sen-
timent classes, with dominating neutral instances.
This imbalance particularly affects the interpreta-
tion of Macro-F1 and class-specific performance,
as the relatively high accuracy and weighted F1
scores may coexist with substantially lower perfor-
mance for minority classes, especially negative sen-
timent. Future studies should investigate whether
class-balancing strategies or alternative prompting
approaches can improve the identification of mi-
nority sentiment classes.

Restricting the dataset to instances with unani-
mous agreement may favor clearer and less ambigu-
ous cases, potentially limiting the representation of
complex, implicit, or context-dependent sentiment.
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Therefore, this filtering strategy may exclude ex-
actly the nuanced or borderline examples that are
especially relevant in encyclopedic text, where sen-
timent is often expressed through subtle framing
rather than explicit emotional language.

The multilingual comparison is also affected by
the structure of Wikipedia itself. Lead sections
across languages are not strictly parallel, and dif-
ferent language versions of the same article may
vary in content, framing, length, and editorial em-
phasis. Consequently, sentiment differences across
languages may reflect both linguistic variation and
genuine differences in article content. Furthermore,
the predominantly factual and encyclopedic nature
of Wikipedia limits the generalizability of the find-
ings to other text genres, such as opinion-oriented
or user-generated content, where sentiment is typi-
cally expressed more explicitly.

Another limitation concerns the linguistic diver-
sity of the evaluated datasets. Although the study
covers five languages, they are all European lan-
guages. The robustness of multi-model consensus
may differ for languages with substantially differ-
ent characteristics. Future research should there-
fore extend the evaluation to typologically diverse
languages, including languages using different writ-
ing systems, such as Chinese, Japanese, or Arabic,
to further assess the generalizability of the pro-
posed approach.

The current framework operates primarily at the
sentence level and does not explicitly account for
broader discourse structure or document-level con-
text. This may affect sentiment interpretation in
encyclopedic texts, where evaluative meaning can
emerge from contrast, framing, attribution or the
relation between sentences.

Finally, the use of coarse sentiment categories,
namely positive, negative, and neutral, simplifies
more complex discourse phenomena. Future work
could address this limitation through more fine-
grained approaches, such as aspect-based sentiment
analysis, emotion classification, stance detection or
framing analysis.
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