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Abstract

Constructive feedback is crucial for creative
writers to refine their storytelling abilities.
Since receiving feedback from human experts
is often costly and time-intensive, large lan-
guage models (LLMs) offer a scalable and ef-
ficient alternative as automatic writing assis-
tants. Despite their potential, research indi-
cates that LLM-generated feedback is often
generic, lacks actionability, and fails to identify
which writing issue is most critical. To address
these limitations, we present a reinforcement
learning approach that steers LLMs to gener-
ate constructive feedback without the need for
ground-truth feedback. We train our model us-
ing group relative policy optimization (GRPO)
with a novel multi-component reward function
aiming at constructiveness: it prioritizes feed-
back that is uniquely tailored to the story, helps
to improve story quality, and addresses the most
critical writing issue. In automatic and human
evaluation across three story corpora, our ap-
proach outperforms state-of-the-art LLMs (in-
cluding Gemini) and competitive baselines. We
find that providing actionable suggestions is the
main driver of feedback constructiveness.

1 Introduction

Receiving feedback is an important aid in the writ-
ing process, helping authors improve their current
text while refining their skills over time (Wolter,
1975; Fatima et al., 2024). Recent studies suggest
that a considerate use of AI-based writing assistants
may enhance writing performance for high school
students (Ekizoğlu and Demir, 2025) and language
learners (Liu et al., 2024b; Mekheimer, 2025), and
also increase the efficiency and quality of academic
writing (Khalifa and Albadawy, 2024).

Within the creative writing domain specifically,
research has explored NLP systems as writing as-
sistants, ranging from fully-automated story gener-
ation (Fan et al., 2018; Alhussain and Azmi, 2021)

Doug and Molly decided to go the park to take a walk. While they were 
there they found a stray dog. They carried the dog back to their apart- 
ment. They posted an ad online to try to find the owner. They never 
found the owner and kept the dog.

Story

Feedback (Prompting)

Not Fluent: The text contains some grammatical issues and could 
benefit from clearer sentence structure. For example, “While they 
were there they found a stray dog” can be improved for clarity.
Not Coherent: The narrative lacks internal consistency in terms of 
the characters' actions. It’s unclear why they would post an ad if they 
ultimately decided to keep the dog.
Lacking Clarity: The sequence of events could be more clearly defined.
Additionally, the reason for posting the ad and then keeping the dog 
without finding the owner is not well explained. [...]

 Missing Priority Missing ActionabilitySpecificity

Feedback (Our Approach)

Priority ActionabilitySpecificity

Lack of detail: The story is very brief and lacks descriptive language. 
Consider adding details about:
    The park itself (what kind of park? What was the weather like?)     
    The stray dog (breed, size, appearance, behavior)
    Doug and Molly's feelings about finding the dog
    How they cared for the dog while looking for its owner
Repetitive phrasing: The phrase “They” is used repeatedly. 
Vary the sentence structure to make the writing more engaging.
Lack of conflict or resolution: The story feels incomplete. 
Consider adding:  [...]

Figure 1: Example story from Rashkin et al. (2025) with
two generated feedback texts, highlighting the criteria
of constructiveness our approach improves compared to
standard LLM prompting: (a) priority in addressing the
most critical issue, (b) specificity to the given story, and
(c) actionability via concrete revision instructions.

to interactive story writing tools that assist during
the drafting process (Clark et al., 2018; Lee et al.,
2022; Huot et al., 2025). Alternatively, prompting
large language models (LLMs) can provide writing
feedback on finished texts, but LLMs frequently
miss critical issues (Rashkin et al., 2025) or hal-
lucinate non-existent strengths and errors (Behzad
et al., 2024). Furthermore, without explicit quality
validation, LLM-generated feedback often lacks
both specific references to the text and actionable
guidance (Chu et al., 2026).

To address these limitations, Nair et al. (2024)
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and Wang and Liu (2025) introduce “revision-as-
reward” methods that align feedback generation
by explicitly modeling student revision behavior.
However, these methods require simulating student
behavior and rely on ground-truth revision data that
is not publicly available. Consequently, standard
LLM prompting remains the default, despite its per-
sistent struggle to generate constructive feedback
(Rashkin et al., 2025): feedback that is prioritized
(identifying the biggest problem), specific (tailored
to the story), and actionable (providing clear, im-
plementable suggestions).

In this paper, we study how to align LLMs to
generate constructive writing feedback for creative
stories without the need for ground-truth revisions.
To this end, we propose a reinforcement learning
approach using group relative policy optimization
(GRPO) (Shao et al., 2024) with a novel multi-
component reward function targeting the three core
quality dimensions of constructive feedback out-
lined above. Figure 1 contrasts such constructive
feedback to feedback that lacks priority (focusing
on secondary problems) and actionability (missing
concrete revision instructions).

We systematically evaluate the need to optimize
the three criteria to achieve constructive feedback,
both with automatic metrics on three existing story
corpora and in a human evaluation study. Our re-
sults demonstrate that our GRPO approach outper-
forms strong baselines, including Gemini 2.5 Flash.
Moreover, they highlight that actionability is the
primary driver of constructiveness, leading to feed-
back preferred by both LLM and human judges.

Altogether, this paper’s main contributions are:1

• A novel multi-component reward function em-
ploying scoring models that quantify feedback
quality across three theory-informed criteria.

• The first reinforcement learning approach to
generating constructive writing feedback with-
out requiring revision data.

• Empirical evidence that our reward-based ap-
proach achieves a state-of-the-art alignment
that robustly transfers across story corpora
without corpus-specific human annotations.

2 Related Work

Computational writing assistance traditionally fo-
cused on specialized subtasks such as automated

1Our experiment code and data are available at https:
//github.com/webis-de/EMNLP-26.

essay scoring (Ke and Ng, 2019), grammatical error
detection (Gupta, 2014; Bell et al., 2019), and gram-
matical error correction (Felice and Yuan, 2014;
Bryant et al., 2023). While these approaches ef-
fectively identify or fix surface-level errors, they
often lack the explanatory depth needed for writ-
ing development. To address this, Nagata (2019)
introduced the task of feedback comment gener-
ation, providing natural language explanations of
why specific sentences are erroneous, and Stahl and
Wachsmuth (2023) show that explicitly modeling
distinct feedback types in a multi-task setup im-
proves such comment generation. Similarly, Liu
et al. (2024a) use encoder-decoder models to evalu-
ate fluency and coherence for generating comments
on essays, while Han et al. (2019) propose revision
suggestions to improve sentence-level proficiency.
Whereas these prior works primarily target assess-
ment or local edits, we focus on generating holistic,
open-ended feedback to guide full-text revision.

With the rise of instruction-tuned large language
models (LLMs), research has increasingly used
prompting-based methods for feedback generation.
Stahl et al. (2024) investigate various prompting
strategies for essay feedback, while Behzad et al.
(2024) utilize retrieval-augmented generation. De-
spite these advancements, studies reveal that LLM-
generated feedback often misses critical writing
issues (Rashkin et al., 2025) or hallucinates non-
existent strengths and errors (Behzad et al., 2024).
Furthermore, without explicit quality validation,
such feedback often lacks specific references to
the text and actionable guidance (Chu et al., 2026).
Our work aims to address these issues by aligning
LLMs to generate constructive writing feedback.

To assist creative writing, some approaches gen-
erate stories automatically (Fan et al., 2018; Alhus-
sain and Azmi, 2021) or fine-tune models to sug-
gest story continuations (Akoury et al., 2020). Oth-
ers foster collaborative human-machine interaction,
through a text editor where users collaborate with
a prompted LLM (Yuan et al., 2022), or through a
multi-agent framework for incremental story build-
ing (Bae and Kim, 2024). While these systems
effectively support the drafting phase, our work fo-
cuses on the post-draft feedback stage, which until
now often relies on prompting. Specifically assess-
ing this stage, Rashkin et al. (2025) established
an evaluation framework for LLM-generated story
feedback using synthetic corruptions. They eval-
uate feedback across four criteria: whether it (i)
is valid and story-specific, (ii) would improve the
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story if followed, (iii) identifies the primary writ-
ing issue, and (iv) provides appropriate positive
reinforcement. In our work, we adopt the corpus-
agnostic dimensions (i)–(iii) and refer to them as
specificity, actionability, and priority, respectively.
Criterion (iv) can only be evaluated on their spe-
cific corpus and is therefore omitted here to enable
robust evaluation across diverse corpora.

Since traditional overlap metrics like ROUGE
and BLEU are ill-suited for capturing the pedagog-
ical quality of such feedback, Chu et al. (2026) pro-
pose an LLM-based framework that evaluates and
filters feedback along similar dimensions (speci-
ficity, helpfulness, and validity), leading to better
correlation with expert human judgments. While
our feedback criteria partially overlap with those
of Chu et al. (2026), we leverage these dimensions
as reward signals to optimize the underlying gener-
ation policy via reinforcement learning, in contrast
to post-hoc evaluation and filtering.

Beyond prompting, recent work explored direct
preference optimization (DPO) (Rafailov et al.,
2023) and reinforcement learning (RL) for feed-
back generation. Nair et al. (2024) utilized DPO
to learn from student revision performance as esti-
mated by a simulator. Similarly, Wang and Liu
(2025) optimized feedback via proximal policy
optimization (Schulman et al., 2017), balancing
specificity and actionability against revision out-
comes. In contrast, our approach evaluates the feed-
back itself rather than its downstream effects. We
utilize group relative policy optimization (GRPO)
(Shao et al., 2024) to align the generation policy di-
rectly with human judgments on pedagogical qual-
ity. This eliminates the need for revision data and
simulators during training, while simultaneously
avoiding the inference-time latency of multi-agent
refinement loops. To our knowledge, we are the
first to propose an RL-based framework for writing
feedback that operates without reference revisions.
Specifically, we operationalize criteria from prior
research into a novel multi-component reward func-
tion focused on three core dimensions: priority,
specificity, and actionability (Rashkin et al., 2025).

3 Approach

This section presents our approach to generating
constructive writing feedback for creative stories
using reinforcement learning (RL). We employ a
large language model (LLM) as a policy π, trained
with group relative policy optimization (GRPO)

R
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reward
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Story s Feedback f

1

2
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Specificity

Story s Feedback f
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rac

Feedback
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 Revision
(generated)
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Figure 2: Our reinforcement learning approach to story
feedback generation, including the policy π(f |s) for
generating feedback f on a story s, and the multi-
component reward function R(s, f) based on scoring
models for priority, specificity, and actionability.

(Shao et al., 2024), to generate natural language
feedback for a given story. The core idea of our
approach is to eliminate the need for ground-truth
feedback or revision data during training by, in-
stead, aligning the policy with a reward function
derived from human annotations of feedback qual-
ity. Figure 2 gives an overview of the approach.

3.1 Problem Definition
Given a creative story s, our goal is to generate con-
structive textual feedback f . Following Rashkin
et al. (2025), we consider feedback to be construc-
tive if it satisfies the following three criteria:2

• Priority: The feedback identifies and ad-
dresses the story’s most critical writing issue.

• Specificity: The feedback is tailored to the spe-
cific story and not applicable to other stories.

• Actionability: Implementing the suggestions
of the feedback improves the story’s quality.

We hypothesize that explicitly optimizing for
these criteria will align the LLM to generate highly

2These criteria map directly to error detection, specificity,
and correctness from Rashkin et al. (2025), but we adapted the
terms to align with educational literature (Reigstad and McAn-
drew, 1984; Wiggins, 2012). While Rashkin et al. (2025) con-
siders further criteria, only the given ones are corpus-agnostic
and explicitly relate to constructiveness.
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constructive feedback. Crucially, by isolating these
dimensions within our reward formulation, our ap-
proach allows us to systematically evaluate whether
the three criteria all need to be optimized for in or-
der to achieve constructive feedback.

3.2 Reinforcement Learning

Our RL policy, denoted as πθ(f |s), is an LLM
parameterized by θ that is instructed to gener-
ate constructive feedback f for a story s. We
use GRPO (Shao et al., 2024), which optimizes
the policy by sampling a group of k candi-
date feedback texts {f1, f2, . . . , fk} for each s.
This eliminates the need for a separate critic
model by computing a relative advantage Ai

for each output based on the group’s rewards
{R(s, f1), R(s, f2), . . . , R(s, fk)}:

Ai :=
R(s, fi)− mean1≤j≤k({R(s, fj)})

std1≤j≤k({R(s, fj)})

The objective is to find LLM parameters θ∗ that
maximize the expected reward:

θ∗ := argmax
θ

Ef∼πθ(f |s)[R(s, f)]

Reward Components To quantify the feedback
quality criteria defined above, we employ three sep-
arate scoring functions: rpr, rsp, and rac. During
the RL process, they act as proxy reward functions
that evaluate the generated feedback f in the con-
text of the story s. rpr(s, f) evaluates how well
the biggest writing issue is addressed, rsp(s, f) as-
sesses how well the feedback is tailored to the story
and rac(s, f) measures the story improvement po-
tential of the feedback, each bounded within [0, 1]:

rc : ∀s∀f : (s, f) 7→ [0, 1], c ∈ {pr, sp, ac}

Overall Reward The overall reward R(s, f) for
a generated feedback text f is defined as the arith-
metic mean of the three components:

R(s, f) :=
1

|C|
∑

c∈C
rc(s, f), C = {pr, sp, ac}

This ensures that the policy π treats each quality
criterion with equal importance during the align-
ment process. Note that, while the scoring func-
tions may have to be trained on annotated data, π
can be trained on any story corpus, without the
need for corresponding feedback or quality labels.

4 Data

The presented RL approach requires (a) stories to
align and evaluate its GRPO model, and (b) quality-
annotated feedback to train its reward models.

4.1 Story Corpora
We align and evaluate our approach on the follow-
ing three corpora with human-written stories.

StoryFeedback (Rashkin et al., 2025) contains
326 unique stories sampled from the ROCStories
corpus (Mostafazadeh et al., 2016) and from three
BIG-bench sources (Ghosh and Srivastava, 2022;
Srivastava et al., 2023). Each story was syntheti-
cally corrupted with one of three methods: back-
translation to degrade grammar and tone, sentence
swapping to disrupt chronological order of events,
and sentence deletion to remove context. Includ-
ing the original stories, the corpus contains 1,304
stories, averaging 62 words (Rashkin et al., 2025).

Storal (Guan et al., 2022) comprises 1,779 En-
glish stories designed to teach moral values. The
stories were taken from the web and have an aver-
age length of 302 words.

WritingPrompts (Fan et al., 2018) contains
300,000 diverse fictional stories written in response
to writing prompts from the WritingPrompts sub-
reddit. The stories are on average 735 words long.

4.2 Quality-Annotated Feedback
For a subset of the StoryFeedback corpus, Rashkin
et al. (2025) generated writing feedback using eight
different LLMs and four prompting setups. Human
evaluators then assessed feedback quality based on
four questions: (a) Encouragement: Is the feedback
giving positive comments appropriately? (b) Pri-
ority: Does it identify the biggest problem in the
story? (c) Specificity: Is it valid feedback that’s
specific to the story? And (d) Actionability: Would
following the feedback make the story better? As
defined in Section 3, we utilize the annotations for
the latter three dimensions to train our reward mod-
els, omitting the corpus-specific encouragement
criterion. This resulted in 1,920 quality-annotated
feedback texts, evenly distributed across generative
models, prompting setups, and story versions.

5 Experiments

This section describes the experiments that we con-
ducted to evaluate the constructiveness of generated
story feedback. We first describe the training of
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Model Priority Specificity Actionability

mse ↓ pcc ↑ mse ↓ pcc ↑ mse ↓ pcc ↑
Random baseline .197 .100 .332 -.096 .213 .008
Mean baseline .128 .075 .120 .036 .100 .031
Reward model .092 .537 .031 .865 .058 .651

Table 1: Reward model performance measured by mean
squared error (mse) and Pearson correlation coefficient
(pcc) for priority, specificity, and actionability.

our three reward models, which serve as the op-
timization objectives for quantifying the priority,
specificity, and actionability of a feedback f in the
context of a story s. Then, we outline the experi-
mental setup used to assess the effectiveness of our
approach across diverse story corpora.

5.1 Reward Models

To provide the scalar signals required for policy
alignment via GRPO, we develop three concep-
tually identical but independent reward models
rpr(s, f), rsp(s, f), and rac(s, f), corresponding
to our quality criteria: priority, specificity, and
actionability. Using ModernBERT-large (Warner
et al., 2025) with a single-output regression head,
each reward model predicts human quality ratings
from the StoryFeedback corpus (Rashkin et al.,
2025), given a concatenated story s and feedback f :

"Story: {story}\n\nFeedback: {feedback}"

We optimize the reward models by maximiz-
ing the Pearson correlation coefficient pcc between
the predicted scores and human labels via Optuna
(Akiba et al., 2019) over 20 trials. This objective
prioritizes the relative ranking of instances over ab-
solute value precision, ensuring the model captures
the correct preference order. Each model output is
clipped to the [0, 1] interval, ensuring that the re-
ward models function as bounded quality scorers.

Table 1 compares the effectiveness of each re-
ward model (ModernBERT) to a random baseline,
which samples scores uniformly from the range of
training scores, and a mean baseline, which pre-
dicts the mean label from the training set for all
instances. Our reward models clearly outperform
both baselines across all dimensions, achieving the
lowest mean squared error and strong Pearson cor-
relations with human ratings. Notably, they effec-
tively capture specificity (pcc = .865), while also
correlating meaningfully with ground-truth priority
(pcc = .537) and actionability (pcc = .651).

To validate these reward models beyond their

training distribution, we additionally correlate their
predictions with the independent human ratings
from our manual evaluation (Section 5.5), find-
ing consistent, moderate to medium high correla-
tions (Appendix E). Notably, our regression-based
reward models correlate more strongly with hu-
man judgments than an LLM-as-a-judge ensemble
would (e.g., pcc = .43 vs. .38 for overall con-
structiveness), supporting our choice of dedicated
reward models over prompting-based judges as the
reinforcement learning reward signal.

5.2 Feedback Generation Models

We instantiate our approach using three instruction-
tuned LLMs as initial policy πref : Gemma-2-9b-it
(Gemma Team, 2024), Llama-3.1-8B-Instruct
(Grattafiori et al., 2024) and Qwen2.5-7B-Instruct
(Qwen Team, 2024). The base LLMs and our
GRPO-based approach are instructed using the two
most effective prompts from Rashkin et al. (2025):

• Open: “Write a bulleted list of feedback for
the following text:

{story}

If the story has no problems, say ‘The text is
perfect as-is’.”

• Targeted: “Write a bulleted list of feedback
for the following text:

{story}

The feedback should state whether the text is:

– not fluent (e.g. typos, grammar issues)
– not coherent (lacking internally consis-

tency or badly ordered)
– lacking clarity (e.g. text is wordy or am-

biguous)
– needs a stylistic change (e.g. formality,

tone, other writing preferences)
– needs additions (e.g. needs more infor-

mation or updated information)
– needs something removed (e.g. get rid of

something that doesn’t fit with the rest of
the document)

If the story has no problems, say ‘The text is
perfect as-is’.”

5.3 Constructiveness Optimization

We train our policies πθ (instantiated from πref ) us-
ing reinforcement learning on the StoryFeedback,
Storal, and WritingPrompts corpora (see Section 4).
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To maintain consistency across datasets, we ran-
domly downsample instances from Storal and Writ-
ingPrompts to match the 908 training examples in
StoryFeedback. We use DrGRPO for optimization
(Liu et al., 2025), which mitigates length bias and
optimization drift via global token-level normal-
ization compared to standard GRPO (Shao et al.,
2024). For each input story, we sample a group
of k = 8 completions and optimize against our
multi-component reward based on our reward mod-
els. To ensure parameter efficiency, we employ
QLoRA (Dettmers et al., 2023), which utilizes 4-
bit NormalFloat quantization for the base model,
while applying LoRA adapters (Hu et al., 2022)
(rank 16, α = 32) to all linear projections. For
more details on hyperparameter configurations, see
Appendix A.

5.4 Automatic Evaluation
We evaluate all models on the 200 StoryFeedback
test instances and 200 downsampled Storal and
WritingPrompts test instances using these metrics:

Feedback Quality Models We evaluate feedback
quality across the three dimensions optimized dur-
ing training: priority (Pr), specificity (Sp), and
actionability (Ac). This allows us to check how
well LLM do in general on these metrics and to
what extent our GRPO-based approach improves
over this. Using our trained reward models, we
compute the scores per instance and report test set
averages (range [0, 1], higher scores are better).

Multi-LLM-as-a-Judge To provide a ro-
bust measure of relative feedback quality,
we perform systematic pairwise comparisons
using bigger versions of the trained LLMs:
Gemma-2-27b-it, Llama-3.1-70b-Instruct, and
Qwen-2.5-72b-Instruct. For each story, the LLMs
are presented with two feedback candidates and
instructed to select the more constructive one
(prompt in Appendix B). To mitigate position
bias, each LLM evaluates every pair twice using
swapped presentation orders. We first resolve
the preference per individual LLM, requiring
consistency across both orderings, and then
determine the final preference for the pair via
majority vote among the three models. This
process minimizes both position bias and the
individual style preferences of any single LLM.
To aggregate these discrete pairwise preferences
into a global ranking, we apply Bradley-Terry
aggregation (Bradley and Terry, 1952) and report

the resulting average Rank per feedback model.
Lower average ranks indicate higher global
preference.

We validate the reliability of this ensemble by
correlating its verdicts with our human evaluation,
finding that the majority vote consistently achieves
the highest correlation among all judge configu-
rations (Appendix E), confirming the benefit of
ensembling over any individual judge.

5.5 Manual Evaluation

To complement our automatic analysis, we con-
ducted a human evaluation study with five native
English speakers with experience in writing or edit-
ing. The evaluators were recruited via Upwork at
$15 per hour. Each evaluator scored 600 feedback
texts across four dimensions: priority, specificity,
actionability, and overall constructiveness. The
scores were provided on a 5-point Likert scale,
with each instance rated by all five annotators.

These instances were randomly sampled and
evenly distributed across the three datasets and
four approaches. The choice of approaches in this
manual evaluation is informed by the results of
our automatic evaluation (see Section 6.2): we
selected the untrained model Gemma+Baseopen,
our full approach Gemma+GRPOopen, the best-
performing ablation variant Gemma+GRPOopen_ac

and the strong closed-source model Geminiopen.
Further details on the study are in Appendix F.

6 Results

We report the findings of our experiments across
the three story corpora from Section 4, starting with
our automatic evaluation and an ablation study of
our reward components. To validate these auto-
matic metrics, we further present the results of our
manual evaluation, confirming the effectiveness of
our approach in providing constructive feedback.

6.1 Automatic Evaluation Results

Table 2 compares our GRPO approach with the
Base models and the closed-source baseline Gemini
2.5 Flash across the targeted and open prompt.

Across all datasets and models, our approach re-
sults in substantial improvements over instruction-
tuned base models in terms of the mean prior-
ity, specificity, and actionability scores (e.g., for
Gemma+Basetargeted on StoryFeedback, from .718
to .952 for priority and from .912 to .993 for speci-
ficity). This suggests that standard instruction tun-
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Model Approach (a) StoryFeedback (b) Storal (c) WritingPrompts

Pr Sp Ac Avg Rank↓ Pr Sp Ac Avg Rank↓ Pr Sp Ac Avg Rank↓
Gemma Basetargeted .718 .912 .763 .798 9.41 .688 .862 .727 .759 10.46 .734 .919 .757 .803 8.19

GRPOtargeted .952 .993 .930 .958 7.33‡ .874 .987 .860 .907 5.89‡ .907 .974 .875 .919 4.32‡

Baseopen .668 .971 .780 .807 4.93 .655 .951 .733 .780 5.26 .685 .949 .758 .797 4.28
GRPOopen .930 .998 .914 .947 4.76 .825 .984 .823 .877 4.72 .845 .979 .857 .894 2.96‡

LLaMA Basetargeted .803 .966 .790 .853 8.02 .753 .962 .764 .827 7.74 .790 .954 .772 .839 8.59
GRPOtargeted .945 .999 .931 .958 6.07‡ .881 .997 .883 .920 5.33‡ .929 .990 .890 .936 7.65‡

Baseopen .820 .976 .852 .883 6.54 .727 .943 .793 .821 5.46 .765 .940 .776 .827 7.35
GRPOopen .951 .999 .961 .970 6.76 .879 .995 .904 .926 6.62 .920 .982 .906 .936 8.70

Qwen Basetargeted .336 .289 .511 .378 12.58 .499 .581 .609 .563 12.00 .712 .798 .730 .747 11.69
GRPOtargeted .973 .997 .943 .971 7.40‡ .922 .991 .881 .931 6.28‡ .955 .983 .897 .945 7.99‡

Baseopen .508 .535 .640 .561 12.36 .454 .493 .589 .512 12.73 .690 .820 .734 .748 11.94
GRPOopen .957 .992 .966 .972 7.79‡ .898 .979 .903 .927 7.43‡ .916 .968 .903 .929 8.46‡

Gemini Basetargeted .781 .944 .793 .840 5.77 .751 .936 .755 .814 7.18 .748 .913 .765 .809 6.79
Baseopen .728 .927 .789 .815 5.27 .723 .946 .756 .808 7.87 .704 .899 .746 .783 6.11

Table 2: Automatic evaluation results of feedback generation on (a) StoryFeedback, (b) Storal, and (c) Writ-
ingPrompts: Mean priority (pr), specificity (sp), actionability (ac), their average (avg), and the Bradley-Terry
average rank computed from pairwise multi-LLM judgments (see Section 5.4) for our approach GRPO, the three
instruction-tuned Base LLMs, and Gemini using targeted and open prompts. Bold: best overall; underlined: best
per model family; ‡: significant rank improvement over the Base counterpart (Wilcoxon signed-rank test, p < .05).

ing is insufficient to satisfy all three feedback qual-
ity criteria, and that direct optimization for con-
structiveness is effective. Accordingly, except for
Llama with open prompt, our approach always re-
ceives a notably better Bradley-Terry rank than
the Base variant (e.g., 5.89 vs. 10.46 for Gemma
with targeted prompt on Storal). The most drastic
shift can be observed for the Qwen model. While
Qwen+Basetargeted often struggles with identifying
the most critical writing issues (e.g., priority score
only .336 on StoryFeedback), Qwen+GRPOtargeted
achieves the highest priority scores for all datasets.

The three LLM judges exhibit a Krippendorff’s
α of 0.46, indicating moderate agreement, and
demonstrate only minor model family-specific pref-
erence biases. These biases were further mitigated
through our use of majority voting (see Appendix C
for the full bias analysis).

Notably, our trained 7B–9B GRPO-based mod-
els consistently outperform Gemini 2.5 Flash. For
example, on WritingPrompts, Gemma+GRPOopen

achieves a rank of 2.96, compared to Gemini’s rank
of 6.11. This suggests that for story feedback gen-
eration, a smaller, efficiently-tuned open-weights
model can provide more constructive assistance
than a state-of-the-art general-purpose API model.

We observe that, while the targeted prompt (pro-
viding explicit writing issues to check) often leads
to higher scores for priority and specificity, the
open setup typically achieves better (i.e., smaller)

overall rank. This implies that providing models
with too many constraints may lead to a fixed style
of feedback that LLM judges find less constructive
on average than a more open-ended feedback.

Ablation Study To study the contribution of each
reward component to feedback quality, Table 3
compares our full approach (Gemma+GRPOopen)
against variants trained on a single reward signal
(GRPOopen_pr/open_sp/open_ac) or on all but one
signal (GRPOopen_no_pr/open_no_sp/open_no_ac).

We find that the different reward models gener-
ally have the expected impact on the correspond-
ing reward scores: For priority and actionability,
the variant trained solely on the respective crite-
rion (GRPOopen_pr/open_ac) achieves the highest
score in that category across all datasets (e.g., pri-
ority score .969 for GRPOopen_pr on StoryFeed-
back). Specificity is already remarkably high for
the untrained baseline (Baseopen), with all scores
exceeding .948. This high level of specificity is
maintained successfully across all ablation variants,
regardless of the specific reward optimized.

Notably, actionability appears to be the domi-
nant factor for the rank. GRPOopen_ac consistently
achieves the best rank across all three corpora (e.g.,
2.15 on Storal), outperforming the other variants.
In contrast, while GRPOopen_pr maximizes the pri-
ority score (reaching .969 on StoryFeedback), it re-
ceives the poorest rank (5.94). Agreement for these
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Approach (a) StoryFeedback (b) Storal (c) WritingPrompts

Pr Sp Ac Avg Rank↓ Pr Sp Ac Avg Rank↓ Pr Sp Ac Avg Rank↓
Baseopen .668 .971 .780 .807 4.53 .655 .951 .733 .780 5.86 .685 .949 .758 .797 5.00
GRPOopen_pr .969 .998 .901 .956 5.94 .910 .984 .834 .909 5.47 .930 .963 .837 .910 6.48
GRPOopen_sp .724 .991 .808 .841 4.18 .692 .982 .753 .809 4.01 .709 .976 .789 .825 4.26
GRPOopen_ac .884 .988 .950 .941 3.08 .786 .984 .860 .877 2.15 .817 .979 .882 .893 3.10
GRPOopen_no_pr .842 .996 .896 .911 4.33 .753 .983 .819 .852 3.32 .761 .979 .835 .858 3.37
GRPOopen_no_sp .951 .998 .935 .961 4.22 .859 .985 .843 .895 4.19 .903 .973 .897 .924 4.25
GRPOopen_no_ac .946 .998 .883 .942 5.71 .850 .985 .812 .882 5.59 .853 .975 .830 .886 5.40
GRPOopen .930 .998 .914 .947 4.03 .825 .984 .823 .877 5.44 .845 .979 .857 .894 4.13

Table 3: Ablation study of reward signals in feedback generation using the Gemma model. We compare our full
approach GRPOopen against variants trained with a single reward signal (open_pr/open_sp/open_ac), and all but
one reward signal (open_no_pr/open_no_sp/open_no_ac). Metrics as in Table 2.

ablation comparisons was lower (α = 0.34), likely
due to the subtle differences between variants that
are all highly optimized. Conversely, excluding ac-
tionability (GRPOopen_no_ac) sharply worsens rank
compared to the full model, confirming its neces-
sity. This suggests that identifying critical issues
without offering clear improvement suggestions is
perceived as less constructive by the LLM judges.

Although the full GRPOopen model does not
achieve the top rank, it provides a balanced per-
formance, maintaining high scores across all three
constructiveness criteria while remaining compet-
itive in the multi-LLM ranking, ensuring that the
feedback is not only actionable but also tailored
specifically and prioritized correctly.

Human-Made vs. Synthetical Errors To study
the effectiveness of our models on human-made
errors compared to synthetic corruptions, Figure 3
compares the performance of our models on origi-
nal, human-authored stories (x-axis) with the per-
formance on synthetic corruptions (backtranslation,
sentence swapping, sentence deletion) from the
StoryFeedback corpus (y-axis).

We find that the open prompt (lighter shades)
tends to improve performance on original stories
compared to the targeted prompt (darker shades).
We suspect this to be due to the reduced restric-
tion, allowing for more flexibility to address any
present issue. For Gemini, both prompts lead to a
clear bias toward corrupted stories, underperform-
ing on the original stories. This suggests that, while
the model addresses the more obvious flaws in
the corrupted stories, more nuanced human writ-
ing issues remain challenging. As seen before,
our GRPO approach improves performance in gen-
eral, with Gemma+GRPO_open notably surpass-
ing both Gemini variants, even more prominently
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Figure 3: Comparison of model performance on human-
written stories (original rank) versus synthetically-
corrupted stories from the StoryFeedback corpus (cor-
rupted rank). The dotted lines show the balanced rank.

on the original stories (all scores in Appendix D).

6.2 Manual Evaluation Results
As outlined in Section 5.5, five human annotators
each evaluated 600 feedback instances to validate
the automatic results (Krippendorff’s α of 0.31).

Table 4 shows that our GRPO approach opti-
mized for actionability (Gemma+GRPOopen_ac)
achieves the best rating across all dimensions (pri-
ority 4.45, specificity 4.90, actionability 4.11, con-
structiveness 4.01), followed by our full approach
Gemma+GRPOopen. Both significantly improve
the overall constructiveness of feedback compared
to Gemma+Baseopen, most prominently through in-
creased actionability (+0.41 and +0.26). Consistent
with the automatic evaluation, feedback generated
by all Gemma variants remains remarkably specific,
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Approach Pr Sp Ac Co

Gemma+Baseopen 4.23 4.81 3.70 3.55
Gemma+GRPOopen 4.24 4.85 3.96 3.69‡

Gemma+GRPOopen_ac 4.45 4.90 4.11 4.01‡

Gemini+Baseopen 3.61 4.40 3.59 3.19

Table 4: Human evaluation of feedback in terms of prior-
ity (pr), specificity (sp), actionability (ac), and construc-
tiveness (co). Our approach Gemma+GRPOopen_ac is
best in all dimensions (bold), followed by the full ap-
proach Gemma+GRPOopen (underlined). Both are sig-
nificantly better (‡) than Gemma+Baseopen (Wilcoxon
signed-rank test with Bonferroni correction, p < .05).

Criterium Pr Sp Ac Co

Priority (Pr) 0.313 0.246 0.452
Specificity (Sp) 0.313 0.214 0.226
Actionability (Ac) 0.246 0.214 0.556
Constructiveness (Co) 0.452 0.226 0.556

Table 5: Kendall’s τ correlation between the feedback
criteria rated in the human evaluation. The highest value
per colunm is marked in bold.

with an average specificity rating above 4.81.
Correlation analysis (Table 5) reveals that action-

ability and priority are the strongest predictors of
overall constructiveness (Kendall’s τ of 0.556 and
0.452, respectively). This confirms that providing
suggestions that are easy to implement and address
a story’s most critical issue is perceived as the most
constructive form of feedback. Furthermore, the
comparatively low-to-moderate correlations among
the remaining criteria pairs (τ ≤ .31) indicate that
priority, specificity, and actionability capture dis-
tinct, non-redundant aspects of feedback quality.
Notably, the larger Gemini model underperforms
in the key dimensions actionability and priority,
resulting in lower overall constructiveness ratings.
We conclude that our approach defines the state of
the art in generating constructive story feedback.

7 Conclusion

So far, prompting is the default for generating writ-
ing feedback with LLMs. However, the resulting
feedback often lacks specific, prioritized, and ac-
tionable guidance. To make LLM feedback more
constructive, we present the first reinforcement
learning approach using GRPO that explicitly opti-
mizes for theory-informed feedback quality criteria
without relying on ground-truth feedback or revi-
sions. Guided by a novel multi-component reward
function targeting the three core dimensions pri-

ority, specificity, and actionability, our approach
produces significantly more constructive feedback
than state-of-the-art baseline models on three cre-
ative story corpora. Strikingly, it proves especially
effective at addressing nuanced errors in original,
human-authored stories. Our ablation studies and
manual evaluations confirm that while all three
quality criteria are important, actionability serves
as the primary driver of perceived constructiveness.
Ultimately, our work establishes a new state of
the art for generating constructive feedback that is
robust across different base models and corpora.

8 Limitations

While our approach successfully teaches LLMs to
generate constructive writing feedback for creative
stories, we see the following three limitations.

First, our experiments and the corresponding re-
ward models focus exclusively on English creative
stories. The transferability of our approach to other
genres and languages remains to be investigated,
primarily because high-quality feedback annota-
tions for training reward models are currently un-
available for other settings. While it thus remains
an open question as to how well the trained mod-
els generalize to other writing domains, such as
academic or technical writing, we expect that the
general process should apply to these as well.

Second, the assessment of feedback quality in
creative writing is inherently subjective. Because
creative writing relies heavily on the author’s intent,
what constitutes the most critical issue or a univer-
sally “good” suggestion can vary significantly. Our
model inherently aligns with the consensus of the
annotators who provided the data for the reward
models. This might not perfectly match every indi-
vidual author’s stylistic vision or cultural context,
but our approach could be simply retrained on re-
spective other data, if available.

Third, our multi-component reward function
focuses on priority, specificity, and actionability,
but it lacks a dedicated “validity” or “faithfulness”
component to enforce factual accuracy. However,
our manual evaluation data suggests that severe
quality problems are rare: Only 2.8% of feedback
generated by our approach received the lowest over-
all quality score (1/5) and 4.7% the second-lowest
(2/5). This is a significant and clear improvement
over the baselines (3.9% / 10.7% for Gemma, and
10.7% / 19.2% for Gemini), highlighting that fully
incorrect suggestions are not only the exception,
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but are actively reduced by our approach. Still, this
analysis does not substitute for an explicit faithful-
ness constraint, and future research may integrate
factuality criteria into the optimization process.

9 Ethical Considerations

While our approach is designed to support authors
through constructive feedback, we cannot fully
guarantee it may not occasionally produce feed-
back that misleads the author rather than guiding
them in their writing skill development. However,
we observed no such cases during inspection.

Furthermore, relying too heavily on such AI as-
sistance poses educational risks. If an AI system
consistently provides explicit, ready-to-use solu-
tions, writers may passively accept these sugges-
tions rather than thinking critically about how to
resolve issues themselves. Over time, this over-
reliance can substantially decrease the user’s own
learning effect, preventing them from indepen-
dently developing their writing and editing skills.

Moreover, although our paper focuses on opti-
mizing feedback quality, there is a risk of homog-
enizing creative expression. Because our reward
models are aligned with the consensus of specific
annotators, the system may implicitly enforce a nor-
mative, culturally specific standard of “good” writ-
ing. This could potentially suppress non-standard
dialects, unconventional stylistic choices, or cul-
turally distinct storytelling methods. We cannot
fully prevent this bias, even though it is neither the
intended use of our approach, nor is the approach
optimized toward reducing creative diversity.
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Mehmet Ekizoğlu and Ayşe Nesil Demir. 2025. The
role of AI assisted writing feedback in developing
secondary students writing skills. Discover Educa-
tion, 4(1):454.

Angela Fan, Mike Lewis, and Yann Dauphin. 2018.
Hierarchical neural story generation. In Proceedings
of the 56th Annual Meeting of the Association for
Computational Linguistics (Volume 1: Long Papers),
pages 889–898, Melbourne, Australia. Association
for Computational Linguistics.

Naeem Fatima, Mahnoor Ehsan, Mansoor Ali Darazi,
Abdul Majeed, and Arslan Asad Chaudhary. 2024.
The role of feedback in enhancing creative writing
skills in ELT contexts. Remittances Review, 9(3):350–
368.

Mariano Felice and Zheng Yuan. 2014. Generating ar-
tificial errors for grammatical error correction. In
Proceedings of the Student Research Workshop at the
14th Conference of the European Chapter of the As-
sociation for Computational Linguistics, pages 116–
126, Gothenburg, Sweden. Association for Computa-
tional Linguistics.

Gemma Team. 2024. Gemma.

Sayan Ghosh and Shashank Srivastava. 2022. ePiC:
Employing proverbs in context as a benchmark for
abstract language understanding. In Proceedings
of the 60th Annual Meeting of the Association for
Computational Linguistics (Volume 1: Long Papers),
pages 3989–4004, Dublin, Ireland. Association for
Computational Linguistics.

Aaron Grattafiori, Abhimanyu Dubey, Abhinav Jauhri,
Abhinav Pandey, Abhishek Kadian, Ahmad Al-
Dahle, Aiesha Letman, Akhil Mathur, Alan Schel-
ten, Alex Vaughan, Amy Yang, Angela Fan, Anirudh
Goyal, Anthony Hartshorn, Aobo Yang, Archi Mi-
tra, Archie Sravankumar, Artem Korenev, Arthur
Hinsvark, Arun Rao, Aston Zhang, Aurelien Ro-
driguez, Austen Gregerson, Ava Spataru, Baptiste
Roziere, Bethany Biron, Binh Tang, Bobbie Chern,
Charlotte Caucheteux, Chaya Nayak, Chloe Bi,
Chris Marra, Chris McConnell, Christian Keller,
Christophe Touret, Chunyang Wu, Corinne Wong,
Cristian Canton Ferrer, Cyrus Nikolaidis, Damien Al-
lonsius, Daniel Song, Danielle Pintz, Danny Livshits,
Danny Wyatt, David Esiobu, Dhruv Choudhary,
Dhruv Mahajan, Diego Garcia-Olano, Diego Perino,
Dieuwke Hupkes, Egor Lakomkin, Ehab AlBadawy,
Elina Lobanova, Emily Dinan, Eric Michael Smith,
Filip Radenovic, Francisco Guzmán, Frank Zhang,
Gabriel Synnaeve, Gabrielle Lee, Georgia Lewis An-
derson, Govind Thattai, Graeme Nail, Gregoire Mi-
alon, Guan Pang, Guillem Cucurell, Hailey Nguyen,
Hannah Korevaar, Hu Xu, Hugo Touvron, Iliyan
Zarov, Imanol Arrieta Ibarra, Isabel Kloumann, Is-
han Misra, Ivan Evtimov, Jack Zhang, Jade Copet,
Jaewon Lee, Jan Geffert, Jana Vranes, Jason Park,
Jay Mahadeokar, Jeet Shah, Jelmer van der Linde,
Jennifer Billock, Jenny Hong, Jenya Lee, Jeremy Fu,
Jianfeng Chi, Jianyu Huang, Jiawen Liu, Jie Wang,

Jiecao Yu, Joanna Bitton, Joe Spisak, Jongsoo Park,
Joseph Rocca, Joshua Johnstun, Joshua Saxe, Jun-
teng Jia, Kalyan Vasuden Alwala, Karthik Prasad,
Kartikeya Upasani, Kate Plawiak, Ke Li, Kenneth
Heafield, Kevin Stone, Khalid El-Arini, Krithika Iyer,
Kshitiz Malik, Kuenley Chiu, Kunal Bhalla, Kushal
Lakhotia, Lauren Rantala-Yeary, Laurens van der
Maaten, Lawrence Chen, Liang Tan, Liz Jenkins,
Louis Martin, Lovish Madaan, Lubo Malo, Lukas
Blecher, Lukas Landzaat, Luke de Oliveira, Madeline
Muzzi, Mahesh Pasupuleti, Mannat Singh, Manohar
Paluri, Marcin Kardas, Maria Tsimpoukelli, Mathew
Oldham, Mathieu Rita, Maya Pavlova, Melanie Kam-
badur, Mike Lewis, Min Si, Mitesh Kumar Singh,
Mona Hassan, Naman Goyal, Narjes Torabi, Niko-
lay Bashlykov, Nikolay Bogoychev, Niladri Chatterji,
Ning Zhang, Olivier Duchenne, Onur Çelebi, Patrick
Alrassy, Pengchuan Zhang, Pengwei Li, Petar Va-
sic, Peter Weng, Prajjwal Bhargava, Pratik Dubal,
Praveen Krishnan, Punit Singh Koura, Puxin Xu,
Qing He, Qingxiao Dong, Ragavan Srinivasan, Raj
Ganapathy, Ramon Calderer, Ricardo Silveira Cabral,
Robert Stojnic, Roberta Raileanu, Rohan Maheswari,
Rohit Girdhar, Rohit Patel, Romain Sauvestre, Ron-
nie Polidoro, Roshan Sumbaly, Ross Taylor, Ruan
Silva, Rui Hou, Rui Wang, Saghar Hosseini, Sa-
hana Chennabasappa, Sanjay Singh, Sean Bell, Seo-
hyun Sonia Kim, Sergey Edunov, Shaoliang Nie, Sha-
ran Narang, Sharath Raparthy, Sheng Shen, Shengye
Wan, Shruti Bhosale, Shun Zhang, Simon Van-
denhende, Soumya Batra, Spencer Whitman, Sten
Sootla, Stephane Collot, Suchin Gururangan, Syd-
ney Borodinsky, Tamar Herman, Tara Fowler, Tarek
Sheasha, Thomas Georgiou, Thomas Scialom, Tobias
Speckbacher, Todor Mihaylov, Tong Xiao, Ujjwal
Karn, Vedanuj Goswami, Vibhor Gupta, Vignesh
Ramanathan, Viktor Kerkez, Vincent Gonguet, Vir-
ginie Do, Vish Vogeti, Vítor Albiero, Vladan Petro-
vic, Weiwei Chu, Wenhan Xiong, Wenyin Fu, Whit-
ney Meers, Xavier Martinet, Xiaodong Wang, Xi-
aofang Wang, Xiaoqing Ellen Tan, Xide Xia, Xin-
feng Xie, Xuchao Jia, Xuewei Wang, Yaelle Gold-
schlag, Yashesh Gaur, Yasmine Babaei, Yi Wen,
Yiwen Song, Yuchen Zhang, Yue Li, Yuning Mao,
Zacharie Delpierre Coudert, Zheng Yan, Zhengxing
Chen, Zoe Papakipos, Aaditya Singh, Aayushi Sri-
vastava, Abha Jain, Adam Kelsey, Adam Shajnfeld,
Adithya Gangidi, Adolfo Victoria, Ahuva Goldstand,
Ajay Menon, Ajay Sharma, Alex Boesenberg, Alexei
Baevski, Allie Feinstein, Amanda Kallet, Amit San-
gani, Amos Teo, Anam Yunus, Andrei Lupu, An-
dres Alvarado, Andrew Caples, Andrew Gu, Andrew
Ho, Andrew Poulton, Andrew Ryan, Ankit Ramchan-
dani, Annie Dong, Annie Franco, Anuj Goyal, Apara-
jita Saraf, Arkabandhu Chowdhury, Ashley Gabriel,
Ashwin Bharambe, Assaf Eisenman, Azadeh Yaz-
dan, Beau James, Ben Maurer, Benjamin Leonhardi,
Bernie Huang, Beth Loyd, Beto De Paola, Bhargavi
Paranjape, Bing Liu, Bo Wu, Boyu Ni, Braden Han-
cock, Bram Wasti, Brandon Spence, Brani Stojkovic,
Brian Gamido, Britt Montalvo, Carl Parker, Carly
Burton, Catalina Mejia, Ce Liu, Changhan Wang,
Changkyu Kim, Chao Zhou, Chester Hu, Ching-
Hsiang Chu, Chris Cai, Chris Tindal, Christoph Fe-

3986

https://doi.org/10.1007/s44217-025-00919-3
https://doi.org/10.1007/s44217-025-00919-3
https://doi.org/10.1007/s44217-025-00919-3
https://doi.org/10.18653/v1/P18-1082
https://doi.org/10.3115/v1/E14-3013
https://doi.org/10.3115/v1/E14-3013
https://doi.org/10.34740/KAGGLE/M/3301
https://doi.org/10.18653/v1/2022.acl-long.276
https://doi.org/10.18653/v1/2022.acl-long.276
https://doi.org/10.18653/v1/2022.acl-long.276


ichtenhofer, Cynthia Gao, Damon Civin, Dana Beaty,
Daniel Kreymer, Daniel Li, David Adkins, David
Xu, Davide Testuggine, Delia David, Devi Parikh,
Diana Liskovich, Didem Foss, Dingkang Wang, Duc
Le, Dustin Holland, Edward Dowling, Eissa Jamil,
Elaine Montgomery, Eleonora Presani, Emily Hahn,
Emily Wood, Eric-Tuan Le, Erik Brinkman, Este-
ban Arcaute, Evan Dunbar, Evan Smothers, Fei Sun,
Felix Kreuk, Feng Tian, Filippos Kokkinos, Firat
Ozgenel, Francesco Caggioni, Frank Kanayet, Frank
Seide, Gabriela Medina Florez, Gabriella Schwarz,
Gada Badeer, Georgia Swee, Gil Halpern, Grant
Herman, Grigory Sizov, Guangyi, Zhang, Guna
Lakshminarayanan, Hakan Inan, Hamid Shojanaz-
eri, Han Zou, Hannah Wang, Hanwen Zha, Haroun
Habeeb, Harrison Rudolph, Helen Suk, Henry As-
pegren, Hunter Goldman, Hongyuan Zhan, Ibrahim
Damlaj, Igor Molybog, Igor Tufanov, Ilias Leontiadis,
Irina-Elena Veliche, Itai Gat, Jake Weissman, James
Geboski, James Kohli, Janice Lam, Japhet Asher,
Jean-Baptiste Gaya, Jeff Marcus, Jeff Tang, Jen-
nifer Chan, Jenny Zhen, Jeremy Reizenstein, Jeremy
Teboul, Jessica Zhong, Jian Jin, Jingyi Yang, Joe
Cummings, Jon Carvill, Jon Shepard, Jonathan Mc-
Phie, Jonathan Torres, Josh Ginsburg, Junjie Wang,
Kai Wu, Kam Hou U, Karan Saxena, Kartikay Khan-
delwal, Katayoun Zand, Kathy Matosich, Kaushik
Veeraraghavan, Kelly Michelena, Keqian Li, Ki-
ran Jagadeesh, Kun Huang, Kunal Chawla, Kyle
Huang, Lailin Chen, Lakshya Garg, Lavender A,
Leandro Silva, Lee Bell, Lei Zhang, Liangpeng
Guo, Licheng Yu, Liron Moshkovich, Luca Wehrst-
edt, Madian Khabsa, Manav Avalani, Manish Bhatt,
Martynas Mankus, Matan Hasson, Matthew Lennie,
Matthias Reso, Maxim Groshev, Maxim Naumov,
Maya Lathi, Meghan Keneally, Miao Liu, Michael L.
Seltzer, Michal Valko, Michelle Restrepo, Mihir Pa-
tel, Mik Vyatskov, Mikayel Samvelyan, Mike Clark,
Mike Macey, Mike Wang, Miquel Jubert Hermoso,
Mo Metanat, Mohammad Rastegari, Munish Bansal,
Nandhini Santhanam, Natascha Parks, Natasha
White, Navyata Bawa, Nayan Singhal, Nick Egebo,
Nicolas Usunier, Nikhil Mehta, Nikolay Pavlovich
Laptev, Ning Dong, Norman Cheng, Oleg Chernoguz,
Olivia Hart, Omkar Salpekar, Ozlem Kalinli, Parkin
Kent, Parth Parekh, Paul Saab, Pavan Balaji, Pe-
dro Rittner, Philip Bontrager, Pierre Roux, Piotr
Dollar, Polina Zvyagina, Prashant Ratanchandani,
Pritish Yuvraj, Qian Liang, Rachad Alao, Rachel
Rodriguez, Rafi Ayub, Raghotham Murthy, Raghu
Nayani, Rahul Mitra, Rangaprabhu Parthasarathy,
Raymond Li, Rebekkah Hogan, Robin Battey, Rocky
Wang, Russ Howes, Ruty Rinott, Sachin Mehta,
Sachin Siby, Sai Jayesh Bondu, Samyak Datta, Sara
Chugh, Sara Hunt, Sargun Dhillon, Sasha Sidorov,
Satadru Pan, Saurabh Mahajan, Saurabh Verma,
Seiji Yamamoto, Sharadh Ramaswamy, Shaun Lind-
say, Shaun Lindsay, Sheng Feng, Shenghao Lin,
Shengxin Cindy Zha, Shishir Patil, Shiva Shankar,
Shuqiang Zhang, Shuqiang Zhang, Sinong Wang,
Sneha Agarwal, Soji Sajuyigbe, Soumith Chintala,
Stephanie Max, Stephen Chen, Steve Kehoe, Steve
Satterfield, Sudarshan Govindaprasad, Sumit Gupta,
Summer Deng, Sungmin Cho, Sunny Virk, Suraj

Subramanian, Sy Choudhury, Sydney Goldman, Tal
Remez, Tamar Glaser, Tamara Best, Thilo Koehler,
Thomas Robinson, Tianhe Li, Tianjun Zhang, Tim
Matthews, Timothy Chou, Tzook Shaked, Varun
Vontimitta, Victoria Ajayi, Victoria Montanez, Vijai
Mohan, Vinay Satish Kumar, Vishal Mangla, Vlad
Ionescu, Vlad Poenaru, Vlad Tiberiu Mihailescu,
Vladimir Ivanov, Wei Li, Wenchen Wang, Wen-
wen Jiang, Wes Bouaziz, Will Constable, Xiaocheng
Tang, Xiaojian Wu, Xiaolan Wang, Xilun Wu, Xinbo
Gao, Yaniv Kleinman, Yanjun Chen, Ye Hu, Ye Jia,
Ye Qi, Yenda Li, Yilin Zhang, Ying Zhang, Yossi Adi,
Youngjin Nam, Yu, Wang, Yu Zhao, Yuchen Hao,
Yundi Qian, Yunlu Li, Yuzi He, Zach Rait, Zachary
DeVito, Zef Rosnbrick, Zhaoduo Wen, Zhenyu Yang,
Zhiwei Zhao, and Zhiyu Ma. 2024. The llama 3 herd
of models. Preprint, arXiv:2407.21783.

Jian Guan, Ziqi Liu, and Minlie Huang. 2022. A cor-
pus for understanding and generating moral stories.
In Proceedings of the 2022 Conference of the North
American Chapter of the Association for Computa-
tional Linguistics: Human Language Technologies,
pages 5069–5087, Seattle, United States. Association
for Computational Linguistics.

Anubhav Gupta. 2014. Grammatical error detection
using tagger disagreement. In Proceedings of the
Eighteenth Conference on Computational Natural
Language Learning: Shared Task, pages 49–52, Bal-
timore, Maryland. Association for Computational
Linguistics.

Wen-Bin Han, Jhih-Jie Chen, Chingyu Yang, and Jason
Chang. 2019. Level-up: Learning to improve profi-
ciency level of essays. In Proceedings of the 57th
Annual Meeting of the Association for Computational
Linguistics: System Demonstrations, pages 207–212,
Florence, Italy. Association for Computational Lin-
guistics.

Edward J Hu, yelong shen, Phillip Wallis, Zeyuan Allen-
Zhu, Yuanzhi Li, Shean Wang, Lu Wang, and Weizhu
Chen. 2022. LoRA: Low-rank adaptation of large
language models. In International Conference on
Learning Representations.

Fantine Huot, Reinald Kim Amplayo, Jennimaria Palo-
maki, Alice Shoshana Jakobovits, Elizabeth Clark,
and Mirella Lapata. 2025. Agents’ room: Narra-
tive generation through multi-step collaboration. In
The Thirteenth International Conference on Learning
Representations.

Zixuan Ke and Vincent Ng. 2019. Automated essay
scoring: A survey of the state of the art. In Proceed-
ings of the Twenty-Eighth International Joint Con-
ference on Artificial Intelligence, IJCAI-19, pages
6300–6308.

Mohamed Khalifa and Mona Albadawy. 2024. Using ar-
tificial intelligence in academic writing and research:
An essential productivity tool. Computer Methods
and Programs in Biomedicine Update, 5:100145.

3987

https://arxiv.org/abs/2407.21783
https://arxiv.org/abs/2407.21783
https://doi.org/10.18653/v1/2022.naacl-main.374
https://doi.org/10.18653/v1/2022.naacl-main.374
https://doi.org/10.3115/v1/W14-1706
https://doi.org/10.3115/v1/W14-1706
https://doi.org/10.18653/v1/P19-3033
https://doi.org/10.18653/v1/P19-3033
https://openreview.net/forum?id=nZeVKeeFYf9
https://openreview.net/forum?id=nZeVKeeFYf9
https://openreview.net/forum?id=HfWcFs7XLR
https://openreview.net/forum?id=HfWcFs7XLR
https://doi.org/10.24963/ijcai.2019/879
https://doi.org/10.24963/ijcai.2019/879
https://doi.org/10.1016/j.cmpbup.2024.100145
https://doi.org/10.1016/j.cmpbup.2024.100145
https://doi.org/10.1016/j.cmpbup.2024.100145


Mina Lee, Percy Liang, and Qian Yang. 2022. CoAu-
thor: Designing a human-AI collaborative writing
dataset for exploring language model capabilities. In
Proceedings of the 2022 CHI Conference on Human
Factors in Computing Systems, CHI ’22, New York,
NY, USA. Association for Computing Machinery.

Yuanchao Liu, Jiawei Han, Alexander Sboev, and Ilya
Makarov. 2024a. GEEF: A neural network model
for automatic essay feedback generation by integrat-
ing writing skills assessment. Expert Systems with
Applications, 245:123043.

Ze-Min Liu, Gwo-Jen Hwang, Chuang-Qi Chen, Xiang-
Dong Chen, and Xin-Dong Ye. 2024b. Integrating
large language models into EFL writing instruction:
effects on performance, self-regulated learning strate-
gies, and motivation. Computer Assisted Language
Learning, 0(0):1–25.

Zichen Liu, Changyu Chen, Wenjun Li, Penghui Qi,
Tianyu Pang, Chao Du, Wee Sun Lee, and Min Lin.
2025. Understanding R1-Zero-Like training: A criti-
cal perspective. In Second Conference on Language
Modeling.

Mohamed Mekheimer. 2025. Generative AI-assisted
feedback and EFL writing: a study on proficiency,
revision frequency and writing quality. Discover
Education, 4(1):170.

Nasrin Mostafazadeh, Nathanael Chambers, Xiaodong
He, Devi Parikh, Dhruv Batra, Lucy Vanderwende,
Pushmeet Kohli, and James Allen. 2016. A corpus
and cloze evaluation for deeper understanding of
commonsense stories. In Proceedings of the 2016
Conference of the North American Chapter of the
Association for Computational Linguistics: Human
Language Technologies, pages 839–849, San Diego,
California. Association for Computational Linguis-
tics.

Ryo Nagata. 2019. Toward a task of feedback comment
generation for writing learning. In Proceedings of
the 2019 Conference on Empirical Methods in Natu-
ral Language Processing and the 9th International
Joint Conference on Natural Language Processing
(EMNLP-IJCNLP), pages 3206–3215, Hong Kong,
China. Association for Computational Linguistics.

Inderjeet Jayakumar Nair, Jiaye Tan, Xiaotian Su, Anne
Gere, Xu Wang, and Lu Wang. 2024. Closing the
loop: Learning to generate writing feedback via lan-
guage model simulated student revisions. In Proceed-
ings of the 2024 Conference on Empirical Methods in
Natural Language Processing, pages 16636–16657,
Miami, Florida, USA. Association for Computational
Linguistics.

Qwen Team. 2024. Qwen2.5: A party of foundation
models.

Rafael Rafailov, Archit Sharma, Eric Mitchell, Stefano
Ermon, Christopher D. Manning, and Chelsea Finn.
2023. Direct preference optimization: your language
model is secretly a reward model. In Proceedings

of the 37th International Conference on Neural In-
formation Processing Systems, NIPS ’23, Red Hook,
NY, USA. Curran Associates Inc.

Hannah Rashkin, Elizabeth Clark, Fantine Huot, and
Mirella Lapata. 2025. Help me write a story: Eval-
uating LLMs’ ability to generate writing feedback.
In Proceedings of the 63rd Annual Meeting of the
Association for Computational Linguistics (Volume 1:
Long Papers), pages 25827–25847, Vienna, Austria.
Association for Computational Linguistics.

Thomas J. Reigstad and Donald A. McAndrew. 1984.
Training tutors for writing conferences. Urbana, Ill.,
ERIC Clearinghouse on Reading and Communica-
tion Skills, National Council of Teachers of English,
Illinois, United States.

John Schulman, Filip Wolski, Prafulla Dhariwal,
Alec Radford, and Oleg Klimov. 2017. Prox-
imal policy optimization algorithms. Preprint,
arXiv:1707.06347.

Zhihong Shao, Peiyi Wang, Qihao Zhu, Runxin Xu,
Junxiao Song, Mingchuan Zhang, Y. K. Li, Y. Wu,
and Daya Guo. 2024. Deepseekmath: Pushing the
limits of mathematical reasoning in open language
models. CoRR, abs/2402.03300.

Aarohi Srivastava, Abhinav Rastogi, Abhishek Rao,
Abu Awal Md Shoeb, Abubakar Abid, Adam Fisch,
Adam R. Brown, Adam Santoro, Aditya Gupta,
Adrià Garriga-Alonso, Agnieszka Kluska, Aitor
Lewkowycz, Akshat Agarwal, Alethea Power, Alex
Ray, Alex Warstadt, Alexander W. Kocurek, Ali
Safaya, Ali Tazarv, Alice Xiang, Alicia Parrish,
Allen Nie, Aman Hussain, Amanda Askell, Amanda
Dsouza, Ambrose Slone, Ameet Rahane, Ananthara-
man S. Iyer, Anders Johan Andreassen, Andrea
Madotto, Andrea Santilli, Andreas Stuhlmüller, An-
drew M. Dai, Andrew La, Andrew Kyle Lampinen,
Andy Zou, Angela Jiang, Angelica Chen, Anh
Vuong, Animesh Gupta, Anna Gottardi, Antonio
Norelli, Anu Venkatesh, Arash Gholamidavoodi,
Arfa Tabassum, Arul Menezes, Arun Kirubara-
jan, Asher Mullokandov, Ashish Sabharwal, Austin
Herrick, Avia Efrat, Aykut Erdem, Ayla Karakaş,
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A Training Details

Hyperparameters Table 6 summarizes the con-
figuration used for all GRPO training runs across
the three model families (Gemma, LLaMA, and
Qwen). We found that maintaining a consistent set
of hyperparameters was sufficient for convergence

Hyperparameter Value

Optimizer Paged AdamW 8-bit
Learning Rate 5× 10−6

Learning Rate Scheduler Cosine
Warmup Ratio 0.03
Weight Decay 0.01

GRPO Group Size (G) 8
KL Coefficient (β) 0.002
DrGRPO Normalization Token-level

LoRA Rank (r) 16
LoRA Alpha (α) 32
LoRA Target Layers All Linear Projections
Quantization 4-bit NF4

Max Prompt Length 1024 tokens
Max Completion Length 512 tokens
Global Batch Size 64 groups
Gradient Accumulation 16 steps

Table 6: Hyperparameters used for GRPO training.

across all three models and datasets, likely due to
the stabilizing effect of the DrGRPO normalization.

Hardware and Environment All training was
conducted on a cluster node equipped with 4×
NVIDIA H100 (80GB) GPUs. We utilized bf16
mixed precision for both training and reward model
inference. The software environment was built
on PyTorch 2.5 and the HuggingFace accelerate
library. To ensure reproducibility, we set a global
deterministic seed and isolated model caches for
each run. Each full training run (3 epochs) took
approximately 16 to 22 hours depending on the
base model size.

B Multi-LLM-as-a-Judge Prompt

“You are evaluating two feedback texts
(A and B) written for the same story.
Assess which feedback is better for
the story. For this, evaluate whether
the feedback is specific to the story,
whether following it would improve it,
and whether it successfully addresses the
story’s biggest issue. Return only JSON
with keys: winner (A|B|Tie), confidence
(0..1), rationale.”

C LLM Judge Bias Analysis

Recent work found that LLMs have the tendency
to favor their own outputs (Wang et al., 2024). We
therefore investigate to what extent our judge mod-
els favor outputs generated by their own model
family. To isolate the bias from the actual quality
of the generated text, we calculate how much more
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Judge Model Gemma (9B) LLaMA (8B) Qwen (7B)

Gemma (27B) 3.80% -5.07% 1.26%
LLaMA (72B) -4.15% 2.63% 1.52%
Qwen (72B) 0.35% 2.43% -2.78%

Table 7: Relative preference matrix: Bold diagonal ele-
ments indicate the self-preference delta (∆self ), repre-
senting the deviation in win rate when a judge evaluates
its own model family compared to the cross-family aver-
age. Positive values denote a relative preference, while
negative values indicate a relative aversion.

a judge prefers its own family compared to how
much other judges prefer that same family. For a
judge model J and a generating model G:

∆self (G) = WR(Jsame, G)

− avg(WR(Jothers, G))

where WR is the win rate (defined below). A
positive ∆self suggests a family-specific prefer-
ence and a near zero ∆self suggests the judge is
objective and its preferences align with the general
consensus of the other judge models. In line with
Zheng et al. (2023), we calculate the win rate WR
as follows:

WR(J,G) =
#Wins + 0.5×#Ties
#Total Comparisons

Table 7 presents the full relative preference
matrix for all used judge and generating mod-
els. The diagonal elements correspond to the self-
preference delta (∆self ) for each family. Gemma
(27B) and LLaMA (72B) both exhibit a slight posi-
tive self-preference bias, with win rates increasing
by +3.80% and +2.63% respectively when evaluat-
ing their smaller counterparts compared to the other
judges. In contrast, Qwen (72B) shows the opposite
effect (∆self = −2.78%), appearing more critical
of its own family’s outputs than the other judges.
However, the preference biases are rather small in
our case and we use the majority voting over all
judge models per instance to further mitigate such
biases.

D Original vs Corrupted Stories

Table 8 shows the feedback generation performance
on (a) original, (b) corrupted (backtranslated, sen-
tence swapped, sentence deleted), and (c) all stories
from the StoryFeedback corpus.

E Calibration of Automatic Metrics

To assess how well our automatic metrics align
with human perception, and to what extent our re-
ward signals overlap with our LLM-judge-based
ranking, we compute Pearson correlation coeffi-
cients (pcc) between (a) our reward models and the
human ratings from our manual evaluation, (b) our
LLM judgements and the same human ratings, and
(c) our reward models and our LLM judgements.

Reward Models and Human Judgments Ta-
ble 9 reports the correlation between each re-
ward model’s predictions and the corresponding
human ratings from our manual evaluation (Sec-
tion 5.5). Each human rating criterium correlates
most strongly with its matching reward model’s
outputs, and the full reward correlates with overall
human-rated constructiveness at pcc = .43.

LLM Judgments and Human Judgments Ta-
ble 10 reports the correlation between each LLM
judge’s pairwise verdicts and the human ratings.
The majority-vote ensemble achieves the highest
correlation across all four dimensions, confirming
that aggregating judges reduces individual judge
noise relative to human perception.

Reward Models and LLM Judgments Since
our automatic evaluation in Section 5.4 reports both
reward-model scores and LLM-judge rankings, we
quantify their overlap in Table 11 to rule out that
the two automatic metrics are trivially redundant.
We find moderate correlations, indicating that the
reward-based and judge-based metrics capture re-
lated but non-identical aspects of feedback quality.

Comparison to LLM-as-a-Judge as Reward
Comparing the diagonal correlations in Table 9 and
the column Majority of Table 10 shows that our
regression-based reward models correlate with hu-
man judgments consistently more strongly than the
LLM-judge ensemble (e.g., .53 vs. .38 for speci-
ficity, .42 vs. .23 for actionability), despite the lat-
ter’s substantially higher inference cost. This sup-
ports our design choice of lightweight regression-
based reward models for the RL loop.

F Manual Evaluation Study

The human evaluators were given the following
guidelines for rating the feedback texts:

Priority Definition: Does the feedback identify
and address the story’s most critical writing issue?
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Model Approach (a) Original Stories (b) Corrupted Stories (c) All Stories

Pr Sp Ac Avg Rank↓ Pr Sp Ac Avg Rank↓ Pr Sp Ac Avg Rank↓
Gemma Basetargeted .672 .857 .740 .757 9.98 .733 .931 .771 .812 9.23 .718 .912 .763 .798 9.42

GRPOtargeted .938 .995 .922 .952 7.68 .954 .994 .927 .959 7.21 .950 .995 .926 .958 7.33
Baseopen .648 .966 .770 .795 2.90 .675 .973 .783 .810 5.61 .668 .971 .780 .807 4.93
GRPOopen .918 .997 .908 .941 2.86 .934 .998 .916 .949 5.39 .930 .998 .914 .947 4.76

LLaMA Basetargeted .787 .976 .782 .848 8.26 .809 .963 .793 .855 7.94 .803 .966 .790 .853 8.02
GRPOtargeted .927 1.000 .922 .950 5.88 .951 .999 .934 .961 6.13 .945 .999 .931 .958 6.07
Baseopen .779 .972 .840 .863 4.36 .834 .978 .856 .889 7.27 .820 .976 .852 .883 6.54
GRPOopen .937 .999 .954 .963 5.68 .956 .999 .963 .973 7.13 .951 .999 .961 .970 6.77

Qwen Basetargeted .276 .229 .475 .327 12.90 .356 .308 .523 .396 12.47 .336 .289 .511 .378 12.58
GRPOtargeted .959 .997 .932 .963 8.04 .978 .997 .947 .974 7.19 .973 .997 .943 .971 7.40
Baseopen .433 .452 .593 .493 12.34 .534 .563 .656 .584 12.37 .508 .535 .640 .561 12.36
GRPOopen .935 .990 .954 .960 7.04 .965 .993 .969 .976 8.05 .957 .992 .966 .972 7.80

Gemini Basetargeted .699 .879 .747 .775 9.16 .809 .966 .809 .861 4.64 .781 .944 .793 .840 5.77
Baseopen .671 .868 .754 .764 7.92 .747 .946 .800 .831 4.39 .728 .927 .789 .815 5.27

Table 8: Automatic feedback generation results on (a) original, (b) corrupted (backtranslated, sentence swapped,
sentence deleted), and (c) all stories from the StoryFeedback corpus. We compare our approach GRPO against
instruction-tuned Base LLMs and Gemini using targeted and open setups: Mean priority (pr), specificity (sp), and
actionability (ac) scores and the Bradley-Terry average rank computed from pairwise multi-LLM judgments (see
Section 5.4). Underlining marks the best value per model family; bold marks the best overall.

Human \ Reward Pr Sp Ac Co

Priority (Pr) .35 .30 .29 .31
Specificity (Sp) .37 .53 .38 .47
Actionability (Ac) .29 .32 .42 .34
Constructiveness (Co) .34 .28 .30 .43

Table 9: Pearson correlation between reward model pre-
dictions (columns) and human ratings from the manual
evaluation (rows). Bold marks each reward component’s
correlation with its matching human dimension.

Human \ Judge Llama Gemma Qwen Majority

Priority (Pr) .32 .32 .31 .34
Specificity (Sp) .37 .36 .33 .38
Actionability (Ac) .22 .21 .20 .23
Constructiveness (Co) .36 .35 .34 .38

Table 10: Pearson correlation between LLM judge ver-
dicts (columns) and human ratings from the manual
evaluation (rows). The majority-vote ensemble corre-
lates most strongly with human judgments in every di-
mension (bold).

Judge \ Reward Pr Sp Ac Co

Llama 72B .28 .43 .33 .37
Gemma 27B .34 .45 .35 .42
Qwen 72B .15 .35 .25 .27
Majority .27 .43 .33 .37

Table 11: Pearson correlation between reward model
predictions (columns) and LLM judge verdicts (rows).

High-priority feedback targets the core problem of
a story rather than focusing on surface-level details.

Note: If the story is already of very high quality
(or you believe it has no issues), a high score should
be given to feedback that acknowledges the story’s
strength or provides high-level thematic polish.

1 (Not Prioritized): The feedback misses the
point entirely, or invents a problem that
doesn’t exist.

2 (Rather Not Prioritized): The feedback fo-
cuses on trivialities (e.g., typos, formatting)
while ignoring significant narrative flaws.

3 (Partly Prioritized): The feedback addresses a
valid but secondary issue.

4 (Rather Prioritized): The feedback addresses a
major issue, though perhaps not the absolute
top priority.

5 (Fully Prioritized): The feedback perfectly
identifies the single most critical issue in the
story.

Specificity Definition: Is the feedback tailored to
this specific story, or is it a “template” that could
apply to any story? Specific feedback demonstrates
that the evaluator has read and understood the text,
using evidence from the story to support its claims.

1 (Not Specific): Generic feedback with zero ref-
erence to the story content.
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2 (Rather Not Specific): Uses broad terms (e.g.,
“the protagonist,” “the ending”) that could ap-
ply to many stories in this genre.

3 (Partly Specific): Mentions the general topic of
the story, but lacks deep engagement with the
unique text.

4 (Rather Specific): Mentions clear details of the
story, though it might use some standard feed-
back phrasing.

5 (Fully Specific): Uses character names, quotes
specific lines, or references unique plot points.
It is impossible to apply this feedback to a
different story.

Actionability Definition: Does the feedback pro-
vide a clear path for the author to improve the story?
Actionable feedback goes beyond pointing out a
problem. It provides a suggestion or a “how-to” for
the fix, leaving the writer knowing what their next
steps are.

1 (Not Actionable): Simply states a preference or
critique without any hint of a solution.

2 (Rather Not Actionable): Offers advice that is
too abstract to implement.

3 (Partly Actionable): Identifies a weakness, but
the author has to do a lot of “heavy lifting” to
figure out how to fix it.

4 (Rather Actionable): Clearly points out what
needs to change, making it easy for the author
to know their next steps.

5 (Fully Actionable): Provides a clear how-to or
even a concrete suggestion/example of how to
rewrite a section.

Constructiveness Definition: This is an over-
all measure of the feedback’s quality. It consid-
ers whether the feedback is helpful, encouraging,
and balances the three previous criteria. Follow-
ing highly constructive feedback would result in a
significantly better story.

1 (Not Constructive): The feedback is confusing,
factually incorrect about the story, or entirely
generic.

2 (Rather Not Constructive): The feedback is
too generic to be useful or focuses on the
wrong things, providing little value to the
writer.

3 (Partly Constructive): The feedback is “fine”,
meaning it is not wrong, but it is not particu-
larly insightful or transformative either.

4 (Rather Constructive): Very helpful feedback
that would definitely lead to a better second
draft, with only minor room for more detail.

5 (Fully Constructive): The “Gold Standard.” It
is specific, hits the most important point, and
gives the author a clear path forward.

Figure 4 shows the annotation interface.
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Figure 4: Annotation interface for evaluating feedback texts using a 5-point Likert scale across four quality
dimensions (priority, specificity, actionablity and constructiveness).
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