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Abstract

The proliferation of large-scale language mod-
els has significantly advanced natural lan-
guage processing capabilities; yet their sub-
stantial computational requirements create bar-
riers for deployment in resource-constrained
environments and limit accessibility for under-
represented language communities. To ad-
dress this fundamental issue, we present a
novel multi-objective pre-training approach for
developing parameter-efficient language mod-
els. Our method, implemented in the AR-
JUN model family, strategically combines four
complementary pre-training objectives within
a unified transformer encoder-decoder frame-
work: (1) Masked Token Prediction (MT) for
bidirectional understanding, (2) Next Token
Prediction (NT) for autoregressive generation,
(3) Masked Span Prediction (MS) for multi-
token dependencies, and (4) Complete Sen-
tence Prediction (CS) to bridge discriminative
and generative tasks. Using this approach, our
Arjun-Base model (69M parameters) consis-
tently outperforms standard baselines 2.5–4×
larger. Extending this architecture, our scaled-
up Arjun-Large variant (up to 256M parame-
ters) demonstrates superior architectural effi-
ciency, establishing strong performance base-
lines within matched parameter budgets. Eval-
uations across 20 discriminative and genera-
tive tasks in Bangla, Tamil, and Hindi show
prominent gains, including up to +6.5 percent-
age points (pp) over comparable baselines on
macro-F1 scores and +17.5 pp sacreBLEU
on generation. Finally, ablation studies con-
firm that joint training on these four objec-
tives yields synergistic representations that con-
sistently outperform single-task configurations
across all scales.

1 Introduction

The rapid advancement of large pre-trained lan-
guage models has revolutionized natural language
processing, with models such as BERT, GPT, and

T5 achieving remarkable performance across di-
verse tasks (Devlin et al., 2018; Raffel et al., 2019).
However, these models require billions of parame-
ters, thereby creating substantial barriers for de-
ployment in resource-constrained environments.
Recent research has explored parameter-efficient
approaches, including adapter-based methods, pre-
fix tuning, and low-rank adaptation (Hu et al.,
2021), to address these limitations. While these
techniques reduce the computational overhead of
fine-tuning large models, they still rely on massive
pre-trained backbones and do not fundamentally
address the efficiency challenges at the pre-training
stage. Simultaneously, multi-objective pre-training
has emerged as a promising paradigm for devel-
oping more versatile language representations (Ye
et al., 2024; Doddapaneni et al., 2022). Studies
(Tay et al., 2022; Ye et al., 2024) have shown that
combining complementary training objectives can
lead to models that better capture both local and
global linguistic patterns, and result in improved
generalization across downstream tasks.

Building on these insights, we propose a
novel multi-objective pre-training framework that
achieves strong performance with significantly
fewer parameters. Our approach centers on the
joint optimization of four carefully designed pre-
training objectives, each targeting different aspects
of language understanding. Figure 1 illustrates
our overall architecture, showing how these four
objectives: Masked Token Prediction (MT), Next
Token Prediction (NT), Masked Span Prediction
(MS), and Complete Sentence Prediction (CS), in-
teract within a unified transformer encoder-decoder
framework. The MT objective, inspired by BERT’s
masked language modeling, enables bidirectional
context understanding (Devlin et al., 2018). The
NT objective, following GPT’s autoregressive ap-
proach (Radford et al., 2018), captures causal de-
pendencies and generation capabilities. The MS
and CS objectives, adapted from T5’s (Raffel et al.,
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Figure 1: Overall architecture of the Arjun model showing how the four pre-training objectives (MT, NT, MS, and
CS) interact with the transformer encoder-decoder components. Arjun is trained with MT, MS, CS and NT losses
jointly optimized. (Eq. (5) represents the joint loss. Table 1 shows examples.)

2019) span corruption strategy, teaches the model
to handle variable-length semantic units that bridge
discriminative and generative tasks. The four ob-
jectives are complementary to each other – while
MT provides bidirectional contextual understand-
ing, NT teaches sequential generation patterns, MS
captures multi-token semantic dependencies, and
CS develops sentence-level coherence.

We implement our framework in Arjun, a family
of transformer encoder-decoder models spanning
Small, Base, and Large configurations (up to 256M
total parameters). Despite their relatively modest
sizes, Arjun models consistently achieve competi-
tive or superior performance compared to much (2-
4×) larger models across 20 diverse discriminative
and generative tasks in Bangla, Tamil, and Hindi.
Notably, they demonstrate highly competitive accu-
racy and in several cases outperform strong contem-
porary baselines like ModernBERT (Warner et al.,
2024), IndicBERT-v2 variants (278M) (Doddapa-
neni et al., 2022), and BanglaByT5 (Bhattacharyya
and Bhattacharya, 2025a), while requiring signifi-
cantly fewer parameters.

The contributions of this work are three-fold:
1. We introduce a novel multi-objective pre-

training framework for language models that
strategically combines four complementary ob-
jectives to create highly effective and parameter-
efficient representations.1

2. We demonstrate through a comprehensive eval-
uation that joint optimization of these objec-
tives yields superior performance compared
to single-objective approaches, with our Base

1The code is available at
https://github.com/pidahbus/multi-task-learning.

model (69M) outperforming baselines up to 4×
larger, and our Large variant achieving highly
competitive performance that validates our ar-
chitectural efficiency.

3. We provide a thorough analysis through ab-
lation studies showing that each component
contributes meaningfully to the overall perfor-
mance, thus validating the synergistic design
choices of our multi-objective approach.

2 Related Work

The landscape of pre-trained language models has
been shaped by several foundational approaches
and subsequent innovations. BERT introduced
masked language modeling as a powerful pre-
training objective, achieving bidirectional context
understanding through its encoder-only architec-
ture (Devlin et al., 2018). RoBERTa improved upon
BERT by removing the next sentence prediction
objective, using dynamic masking, and training
with larger batch sizes and more data, demonstrat-
ing that careful optimization of training procedures
can significantly enhance performance (Liu et al.,
2019). The T5 framework revolutionized the field
by casting all NLP tasks into a unified text-to-text
format, employing span corruption as its primary
pre-training objective within an encoder-decoder ar-
chitecture (Raffel et al., 2019). Building on autore-
gressive foundations, XLNet proposed permutation
language modeling to combine the benefits of au-
toregressive and autoencoding approaches, achiev-
ing bidirectional context modeling without relying
on masked tokens (Yang et al., 2019). Parameter
efficiency became a critical concern with ALBERT,
which introduced factorized embedding parame-
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terization and cross-layer parameter sharing to re-
duce BERT’s parameter count by up to 89% while
maintaining competitive performance (Lan et al.,
2019). Complementing these parameter-efficient
approaches, the BabyLM challenge (Warstadt et al.,
2025) has recently spurred research into data effi-
ciency by benchmarking models trained on strictly
constrained corpora, highlighting the viability of
smaller-scale pre-training. Several works have ex-
plored sophisticated multi-objective frameworks
(Ye et al., 2024): ELECTRA introduced replaced
token detection as an alternative to masked lan-
guage modeling, training models to distinguish real
tokens from generated replacements (Clark et al.,
2020), while UL2 proposed a unified framework
combining multiple denoising objectives through
mixture-of-denoisers, demonstrating universal ef-
fectiveness across diverse NLP tasks and achieving
state-of-the-art results on over 50 benchmarks (Tay
et al., 2022). GLM presented autoregressive blank
infilling with 2D positional encodings, successfully
unifying natural language understanding and gener-
ation capabilities within a single pre-training frame-
work (Du et al., 2022). For Indian languages specif-
ically, the AI4Bharat (Kakwani et al., 2020) initia-
tive has contributed significantly with IndicBERT
models trained on comprehensive Indian language
corpora, while MuRIL has targeted multilingual In-
dian language understanding (Khanuja et al., 2021).
Our work builds upon these advances by proposing
a novel multi-objective pre-training approach that
strategically combines complementary objectives
to achieve strong performance with exceptional pa-
rameter efficiency. Furthermore, while mT5 (Xue
et al., 2021) and XLM-R (Conneau et al., 2020)
have established strong paradigms for multilingual
representation, they predominantly rely on singu-
lar pre-training objectives (span corruption and
masked language modeling, respectively). Recent
literature also highlights the impact of specialized
masking strategies, such as contiguous span mask-
ing (Joshi et al., 2019). While our framework cur-
rently utilizes standard random masking to ensure
a strictly controlled architectural comparison, inte-
grating these targeted masking strategies remains a
highly promising avenue for future enhancement.

3 Methodology

Our goal is to pre-train a language model (with
parameters θ) to capture rich linguistic and seman-
tic representations by jointly optimizing multiple

training objectives. Figure 1 illustrates the over-
all architecture of our proposed Arjun model. Let
x = [x1, x2, . . . , xT ] be an input sequence sam-
pled from the corpus. We define the following 4
pre-training objectives.

3.1 Masked Token Prediction (MT)
Following BERT, we randomly select a subset of
token positions M ⊂ {1, 2, . . . , T} for masking,
typically 15% of the tokens. We replace the tokens
at these positions with a special [MASK] token to
create a corrupted sequence x̃.

The objective is to minimize:

LMT(θ, x) = −
∑

i∈M
log pθ(xi|x̃) (1)

Unlike BERT, we do not implement the Next
Sentence Prediction (NSP) objective, as prior ex-
periments (Liu et al., 2019) have demonstrated its
insignificant contribution to model performance.

3.2 Next Token Prediction (NT)
Following the GPT approach, this is an autoregres-
sive language modeling objective where the model
predicts each token given its preceding context:

LNT(θ, x) = −
T∑

t=1

log pθ(xt|x1, . . . , xt−1) (2)

3.3 Masked Span Prediction (MS)
Instead of masking individual tokens, we randomly
select spans of consecutive tokens for masking. We
mask 15% of the words (not tokens) in the input,
with consecutive masks appended to create single
spans. Each span is replaced with a unique sentinel
token (e.g., [S1], [S2]) to help the model predict
spans in the correct order. The objective is:

LMS(θ, x) = −
∑

s∈S
log pθ(xs|x̃) (3)

where xs denotes the original sequence of tokens
in span s.

3.4 Complete Sentence Prediction (CS)
We pick a token position in a sentence uniformly
at random. This random sampling strategy forces
the model to learn completions from highly vari-
able prefix lengths, rather than memorizing specific
syntactic boundaries. On the encoder side, tokens
from the beginning of the sentence up to the cho-
sen position are provided as input. On the decoder
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side, the model is trained to generate the rest of the
sentence:

LCS(θ, x) = −
T∑

t=k+1

log pθ(xt|x1, . . . , xk) (4)

where k is the randomly chosen token position in
the sentence.

3.5 Joint Training and Model Architecture

The multi-objective pre-training framework Arjun
employs a transformer encoder-decoder architec-
ture that processes different types of inputs depend-
ing on the training task, with MT utilizing only the
encoder, NT using only the decoder, and MS and
CS leveraging both components to develop com-
prehensive language representations. All the four
tasks are jointly trained within each mini-batch
of our training process. We randomly split every
batch into four equal parts for four different tasks
as shown in Table 1.2

Eq. (5) represents the joint loss to train Ar-
jun, where λMT, λNT, λMS, and λCS are hyper-
parameters that control the contribution of each
objective to the final loss.

Ljoint(θ,x) = λMTLMT(θ, x) + λNTLNT(θ, x)

+ λMSLMS(θ, x) + λCSLCS(θ, x) (5)

We set all objective weights equally (λMT =
λMS = λCS = λNT = 1.0) to balance gradient
contributions and prevent optimization bias toward
any single task. This ensures that the model learns
representations that are both locally granular and
globally coherent. Empirical validation of this de-
sign choice is detailed in Appendix D.

Our goal is to find the optimal model parameters
θ∗ that minimize the expected joint loss over the
corpus D:

θ∗ = argmin
θ

Ex∼D[Ljoint(θ, x)] (6)

This integrated approach ensures the model
learns to develop robust representations that cap-
ture both bidirectional context (primarily from
encoder-focused tasks) and generative capabili-
ties (from decoder-focused tasks), while efficiently
sharing parameters across all training signals.

2Note that while English is used here for clarity of demon-
stration, our actual implementation uses the respective scripts
of Bangla, Tamil, and Hindi languages.

4 Experimental Setup

4.1 Data

We conducted pre-training experiments using the
Vācaspati dataset (Bhattacharyya et al., 2023)
(11M sentences, 115M words) to train Vac-Arjun.
Additionally, we trained monolingual variants:
Indic-BangArjun, Indic-TamArjun, and Indic-
HindArjun,on their respective IndicCorp v2 (Kak-
wani et al., 2020) subsets: Bangla (19M sen-
tences, 898M words), Tamil (12M sentences, 483M
words), and Hindi (105M sentences, 6.1B words).
All variants utilize identical model architectures
and hyper-parameters.

Table 2 summarizes the 20 dataset configura-
tions used for evaluating our models across three
languages. The evaluation spans literary, social
media, and generative domains, and complex rea-
soning datasets including Natural Language Infer-
ence (NLI) and Question Answering (QA). The col-
lection represents a significant variety in size and
difficulty, ensuring a rigorous test of the model’s
versatility.

4.2 Pre-training Implementation Details

Arjun employs a Transformer encoder-decoder ar-
chitecture (Vaswani et al., 2017) enhanced with
Disentangled Attention (He et al., 2020), Rotary
Position Embeddings (RoPE) (Su et al., 2021), and
GeGLU activations (Warner et al., 2024). We im-
plemented three model scales: Small (17M total
parameters; 3 layers per stack, 256 hidden dimen-
sion, 1024 FFN, 4 heads), Base (69M parameters;
6 layers per stack, 512 hidden dimension, 2048
FFN, 8 heads), and Large (256M parameters; 12
layers per stack, 768 hidden dimension, 3072 FFN,
16 heads).

All configurations process a maximum sequence
length of 256 tokens, apply a 0.1 dropout rate,
and share weights between the embedding and
pre-softmax linear layers (Press and Wolf, 2017).
We trained language-specific WordPiece tokenizers
(Devlin et al., 2018) with a 50,000-token vocabu-
lary. Models were optimized using AdamW with
an initial learning rate of 5×10−5 and linear decay.
We adopted a lower starting learning rate to en-
sure stability; Appendix B demonstrates that higher
rates induce catastrophic gradient divergence in our
multi-objective regime. Training ran for 20 epochs
with a batch size of 256 (yielding ≈900K steps for
the Vācaspati corpus) distributed across an AWS
p4de.24xlarge instance (8×NVIDIA A100 40GB
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Task Encoder Input Encoder Output Decoder Input Decoder Output

MT [MT] Arjun model [MASK] opti-
mized for [MASK] tasks

[-100] [-100] [-100] is [-100] [-100]
multiple [-100]

- -

MS [MS] Arjun model [SPAN1] for mul-
tiple [SPAN2]

- [SOS] [SPAN1] is optimized
[SPAN2] tasks

[SPAN1] is optimized [SPAN2] tasks
[EOS]

NT - - [NT] Arjun model is optimized for
multiple tasks

Arjun model is optimized for multi-
ple tasks [EOS]

CS [CS] Arjun model - [SOS] is optimized for multiple tasks is optimized for multiple tasks [EOS]

Table 1: Examples of encoder-decoder inputs and outputs for our four pre-training tasks using a sample sentence
“Arjun model is optimized for multiple tasks”. For MT, encoder outputs show token indices where [-100] indicates
masked positions not used in loss computation.

Lang Dataset (Task) Train Val Test Description & Source

Bangla

Poem Classif. (5-cls Classif.) 1.2K - 299 Tagore’s poems (devotion, love, nature, etc.) (Bhattacharyya et al., 2023)
Sent. 2-class (Bin. Classif.) 8.6K - 2.1K YouTube drama reviews (Pos/Neg) (Sazzed, 2020)
Sent. 3-class (3-cls Classif.) 12.1K - 1.5K Social media comments (Pos/Neg/Neu) (Islam et al., 2021)
WikiANN (NER) 20.2K 2.9K 2.6K Wikipedia NER (PER, LOC, ORG, O) (Pan et al., 2017)
Spelling Error (Bin. Classif.) 15.2K - 3.8K Context-sensitive spelling error detection (Bhattacharyya et al., 2023)
Paraphrasing (Generation) 419K - 23K Sentence-level paraphrasing (Akil et al., 2022)
GEC (Generation) 535K - 50K Grammatical Error Correction (Bhattacharyya and Bhattacharya, 2025b)
IndicXNLI (NLI) 393K 2.5K 5K Natural Language Inference translated from XNLI (Aggarwal et al., 2022)
Bangla QA (QA) 118K 2.5K 2.5K Diverse QA pairs (20% sampled test) (Bhattacharjee et al., 2022)

Tamil

News Category (3-cls Classif.) 5.3K 669 669 News topic prediction (Kakwani et al., 2020)
WikiANN (NER) 20.4K 2.5K 2.6K Wikipedia NER subset (Pan et al., 2017)
IndicXNLI (NLI) 393K 2.5K 5K Natural Language Inference translated from XNLI (Aggarwal et al., 2022)
IndicQA (QA) 1.5K - 300 Extractive reading comprehension (Doddapaneni et al., 2022)

Hindi

BBC News (14-cls Classif.) 3.4K - 866 Fine-grained news topic classification (Kakwani et al., 2020)
WikiANN (NER) 9.4K 1.1K 1.2K Wikipedia NER subset (Pan et al., 2017)
Movie Review (3-cls Classif.) 2.4K 310 310 Combined sentiment analysis (IIT-P, IIT-B, iNLTK) (Kakwani et al., 2020)
Product Review (3-cls Classif.) 4.1K 523 523 Product review sentiment (Pos/Neg/Neu) (Kakwani et al., 2020)
MIDAS Disc. (6-cls Classif.) 7.9K 997 997 Discourse mode classification (Dhanwal et al., 2020)
IndicXNLI (NLI) 392K 3.2K 5K Natural Language Inference translated from XNLI (Aggarwal et al., 2022)
XQuAD (QA) 1K - 190 Multilingual QA translated from SQuAD v1.1 (Artetxe et al., 2019)

Table 2: Summary of the 20 downstream dataset configurations for model evaluation in Bangla, Tamil, and Hindi.

GPUs), completing in 7–20 days depending on the
corpus size.

4.3 Baselines and Fine-tuning

Discriminative tasks utilized only the encoder
(Arjun-Base: 44M, Arjun-Large: 143M), while
generative tasks employed the full architecture
(Arjun-Base: 69M, Arjun-Large: 256M). All mod-
els were fine-tuned via AdamW (constant learning
rate 5 × 10−6). Discriminative tasks were evalu-
ated using Macro-F1. For generative tasks, Para-
phrasing was evaluated using sacreBLEU, while
Grammatical Error Correction (GEC) was eval-
uated using MaxMatch (M2 F0.5) and GLEU to
strictly penalize trivial copying and reward precise
edits. To manage our multi-objective routing dur-
ing downstream fine-tuning, we retain the prompt
token most aligned with the target task’s structure:
we prepend the [MT] token for all discriminative
tasks and the [CS] token for generative tasks. We
empirically validated this mapping, confirming that
aligning the downstream prompt with the closest
pre-training objective yields optimal convergence.
To isolate architectural impact, all baselines were

pre-trained from scratch on our exact matched cor-
pora using identical hyperparameters (batch 256,
900K steps).

Bangla Discriminative Baselines. To evalu-
ate Vac-Arjun and Indic-BangArjun across scales
(Small: 17M, Base: 44M, Large: 143M), we pre-
trained encoder-only baselines on the Vācaspati
and IndicCorp-v2 corpora: ModernBERT (151M)
(Warner et al., 2024), DeBERTaV3 (138M) (He
et al., 2021), IndicBERT-v2-MLM (278M) (Dod-
dapaneni et al., 2022), and a parameter-matched
UL2 (Tay et al., 2022). We also included Vac-BERT
(17M) (Bhattacharyya et al., 2023) to benchmark
Arjun-Small at the sub-20M scale.

Bangla Generative Baselines. On the combined
(Vācaspati + IndicCorp v2) corpus, we bench-
marked Arjun (Base: 69M, Large: 256M) against
BanglaT5 (247M) (Bhattacharjee et al., 2023),
BanglaByT5 (330M) (Bhattacharyya and Bhat-
tacharya, 2025a), a matched UL2 (69M), and two
decoder-only GPT-2 models (69M, 355M) (Rad-
ford et al., 2019) to isolate architectural advantages.
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Model Params Sentiment Poem NER Spell NLI QA
2-cls 3-cls

Pre-trained on Vācaspati Corpus

IndicBERT-v2 278M 94.06 68.55 61.09 92.02 81.07 69.05 72.15/78.88
ModernBERT 151M 94.33 68.67 61.98 92.05 81.13 69.15 74.03/82.37
DeBERTaV3 138M 94.00 68.43 61.23 92.00 81.11 68.53 73.88/81.87
UL2 44M 93.53 66.78 59.14 91.05 78.87 69.14 73.16/81.09
VAC-BERT 17M 94.75 68.79 60.39 89.70 77.72 68.31 69.93/78.03

Arjun-Small 17M 95.42 69.31 62.91 91.55 80.71 69.45 74.12/81.01
Arjun-Base 44M 95.81 70.78 65.94 94.12 83.15 72.31 76.51/83.72
Arjun-Large 143M 96.10 71.45 67.20 95.05 83.80 74.50 77.85/85.10

Pre-trained on IndicCorp v2 Bangla Corpus

IndicBERT-v2 278M 93.93 68.61 60.91 91.65 80.73 69.82 73.98/80.23
ModernBERT 151M 94.13 68.58 62.08 92.34 81.03 71.33 74.89/83.05
DeBERTaV3 138M 94.06 68.17 61.88 91.89 80.69 70.99 74.05/82.56
UL2 44M 93.21 67.19 61.28 91.87 77.98 70.04 74.85/82.77

Indic-BangArjun-Base 44M 96.02 71.95 68.12 95.21 82.44 75.02 77.21/85.12
Indic-BangArjun-Large 143M 96.23 72.02 68.98 96.01 82.93 75.57 77.98/86.03

Table 3: Controlled performance comparison (Macro-F1
/ F1/EM for QA) on Bangla discriminative tasks.

Hindi and Tamil Baselines. For discriminative
tasks in Hindi and Tamil, we pre-trained Modern-
BERT, DeBERTaV3, IndicBERT-v2-MLM, and
UL2 from scratch on the respective IndicCorp v2
subsets, evaluating against Arjun Base and Large.

5 Results

We present a comprehensive evaluation of our
multi-objective pre-training framework across
three Indic languages: Bangla, Tamil, and Hindi.
We benchmark our models against state-of-the-art
language-specific models, assessing efficacy across
a diverse range of downstream applications span-
ning discriminative and generative paradigms. To
ensure experimental reliability, all reported results
are averages of 10 independent runs. Bold indicates
results that are better with statistical significance
(p < 0.005) compared to the runner-up. Extended
result tables detailing standard deviations, and ad-
ditional tasks, are provided in Appendix C.

5.1 Bangla Supervised Tasks

Table 3 and Table 4 present the results of our con-
trolled experiments on Bangla downstream tasks.
By strictly matching the pre-training corpora, we
isolate the architectural contributions of Arjun from
data-driven gains.

Discriminative Task Evaluation (Vācaspati
and IndicCorp v2). When pre-trained on the
Vācaspati corpus, Arjun-Base (44M) consistently
outperforms the parameter-matched UL2 baseline
across all tasks, validating the superior efficiency
of our multi-objective formulation. Notably, on
the complex 3-class Sentiment Analysis and Spell
Error Detection tasks, Arjun-Base surpasses sig-
nificantly larger models, including ModernBERT
(151M) and DeBERTaV3 (138M). On complex

NLU evaluation categories like Natural Language
Inference (IndicXNLI) and Question Answering
(BanglaQA), Arjun-Base establishes a clear perfor-
mance margin, achieving a 72.31 Macro-F1 score
on NLI and a 76.51/83.72 F1/EM on QA.

Furthermore, we observe that our improvements
scale down effectively. The Arjun-Small (17M)
model outperforms the existing VAC-BERT (17M)
on every benchmark, yielding a 1.85 percentage
point (pp) gain in NER and a 2.99 pp gain in Spell
Error detection, confirming that our architecture
provides better parameter utilization at the sub-
20M scale. Our scaled-up variant, Arjun-Large
(143M), achieves the highest performance among
all evaluated models within matched parameter
budgets across all downstream evaluations.

The trend holds when scaling to the larger In-
dicCorp v2 dataset. Indic-BangArjun-Base (44M)
demonstrates exceptional architectural efficiency
among the compared models, outperforming the
substantially larger monolingual IndicBERT-v2
(MLM-only, 278M) on all tasks. On QA and
NLI tasks, Indic-BangArjun-Base yields promi-
nent gains over ModernBERT (+3.69 pp in NLI).
Finally, Indic-BangArjun-Large (143M) extends
these gains further, validating that the benefits of
multi-objective pre-training scale symmetrically
with model parameters.

Generative Task Evaluation (Combined Cor-
pus). To evaluate generative capabilities, we pre-
train models on the combined Bangla dataset (Ta-
ble 4). In previous iterations, sentence-rewriting
tasks like GEC evaluated via sacreBLEU exhibited
extreme metric artifacts due to high source-target
token overlap. Baselines like BanglaByT5 and UL2
suffered from "over-generation"—unnecessarily
paraphrasing the source—which heavily penalized
standard n-gram matching, whereas Arjun exhib-
ited highly conservative editing. To ensure rigor-
ous, scientifically plausible evaluation, we report
GEC using MaxMatch (M2F0.5) and GLEU.Under
these strict metrics, Arjun-Base (69M) demon-
strates exceptional parameter efficiency. It signifi-
cantly outperforms both parameter-matched UL2
and 3.5–4.8× larger encoder-decoder baselines
(BanglaByT5 and BanglaT5), achieving an M2F0.5

of 54.3 compared to BanglaByT5’s 48.7. To fur-
ther validate our architectural choices, we bench-
marked decoder-only GPT-2 configurations; Arjun
significantly outperforms these architectures, high-
lighting the necessity of bidirectional contextual
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Model Parameters Para. GEC

sacreBLEU M2F0.5 GLEU

Pre-trained on Vācaspati + IndicCorp v2 (Combined)

BanglaByT5 330M 35.78 48.7 55.4
BanglaT5 247M 34.97 47.1 53.9
UL2 69M 37.22 45.2 52.8
GPT-2 69M 22.89 29.4 34.1
GPT-2 355M 27.16 33.7 38.6

Arjun-Base 69M 40.45 54.3 61.2
Arjun-Large 256M 42.15 55.9 62.8

Table 4: Performance comparison on Bangla generative
tasks. GEC is evaluated using MaxMatch (M2F0.5) and
GLEU to account for source-target overlap.

Model Params BBC
News NER IIT Patna MIDAS

Disc. NLI QA
(XQuAD)Mov Prod

IndicBERT-v2 278M 55.71 88.43 68.41 76.28 66.04 72.94 46.03/62.89
UL2 44M 60.05 89.67 69.91 78.94 67.25 74.38 47.12/65.22
ModernBERT 151M 60.08 89.92 69.88 79.00 67.72 74.23 47.73/65.63
DeBERTaV3 138M 59.16 88.86 69.57 77.45 67.80 74.29 47.87/65.15

HindArjun-Base 44M 62.68 91.95 71.72 79.58 70.04 77.34 49.81/67.75
HindArjun-Large 143M 63.92 93.12 73.04 81.25 71.88 79.45 51.62/69.84

Table 5: Performance comparison (Macro-F1 / F1/EM
for QA) on Hindi discriminative tasks.

anchors for precise rewriting tasks. The introduc-
tion of Arjun-Large (256M) establishes a highly
competitive baseline for parameter-efficient Bangla
generation. To validate these automated metrics
against data contamination and qualitative align-
ment, a comprehensive Data Leakage Audit and
Human Evaluation are detailed in Appendix G.

5.2 Tamil and Hindi Supervised Tasks

We extended our controlled evaluation to Tamil
and Hindi, pre-training models specifically on the
respective IndicCorp v2 subsets. Table 5 and Ta-
ble 6 summarize the performance of Arjun against
parameter-matched (UL2) and larger (Modern-
BERT, DeBERTaV3, IndicBERT-v2) baselines.

In Hindi, Indic-HindArjun-Base (44M) demon-
strates remarkable efficiency, achieving the high-
est scores across all seven tasks compared to the
baselines. It notably outperforms the 151M pa-
rameter ModernBERT on BBC News Classifica-

Model Params News
Class. NER NLI QA (IndicQA)

IndicBERT-v2 278M 96.70 83.77 72.28 30.78 / 45.09
UL2 44M 96.69 86.97 73.00 31.64 / 44.56
ModernBERT 151M 97.56 87.21 73.08 31.77 / 44.99
DeBERTaV3 138M 96.99 87.09 72.87 31.52 / 44.68

TamArjun-Base 44M 98.65 90.62 74.02 33.12 / 47.52
TamArjun-Large 143M 99.21 92.15 76.48 35.82 / 50.14

Table 6: Performance comparison (Macro-F1 / F1/EM
for QA) on Tamil discriminative tasks.

tion (62.68% vs 60.08%) and structurally demand-
ing tasks like IndicXNLI (+3.11 percentage points
over ModernBERT). Similarly, for Tamil, Indic-
TamArjun-Base maximizes performance for its pa-
rameter class, surpassing the much larger Mod-
ernBERT by 3.41 percentage points in NER and
outperforming all baselines on the IndicQA bench-
mark.

Across both languages, the addition of the
143M parameter variant, Arjun-Large, system-
atically amplifies these architectural advantages.
Indic-HindArjun-Large outperforms the compa-
rable IndicBERT-v2 baseline by a wide margin
(+6.51 in Hindi NLI and +5.59 percentage points
respectively in XQuAD F1 score), demonstrat-
ing that computing losses directly at the encoder-
side within a unified framework generates superior
cross-functional representations.

5.3 Performance in the Era of Large
Language Models

While massive multilingual LLMs achieve strong
zero-shot performance, their deployment in low-
latency or edge environments remains computation-
ally prohibitive. To contextualize Arjun’s utility,
we benchmarked Arjun-Base against modern open-
weight LLMs (evaluated 5-shot) on Bangla tasks
(Table 7).

Importantly, this is not an apples-to-apples com-
parison: LLMs are pre-trained on trillions of to-
kens, whereas Arjun uses a constrained, language-
specific corpus. Yet, Arjun’s bidirectional encoder
dominance allows it to drastically outperform the
32B model across 5 out of 7 discriminative tasks,
enforcing strict structural compliance (e.g., exact
NER boundaries) where causal LLMs struggle.
On generative tasks, the massive world-knowledge
of LLMs yields a slight advantage, but at an ex-
treme computational premium. Arjun-Base re-
quires < 1GB VRAM, delivering 21× faster la-
tency and 48× more throughput than a 32B model,
validating its necessity for resource-constrained de-
ployment.

5.4 Architectural Analysis: Multi-Objective
Synergy

Despite identical parameter counts and data, Arjun
outperforms UL2 due to distinct loss application.
While UL2 unifies objectives via data transforma-
tion (R-, S-, and X-denoisers), it fundamentally
optimizes a single sequence-to-sequence loss at the
decoder (Tay et al., 2022). Similarly, frameworks
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Model Params Sent 2 Sent 3 Poem NER Spell NLI QA Para GEC (M2) Latency (ms)* Throughput*

Qwen2.5-32B ∼32B 93.1 69.4 68.5 93.4 78.5 75.7 76.1 42.8 56.4 320.5 45
Llama-3.1-8B ∼8B 90.2 67.1 67.3 92.8 77.2 73.5 75.8 41.5 55.2 150.2 150
Gemma-2-2B ∼2B 90.5 66.4 67.1 92.3 75.4 74.1 75.4 40.8 55.5 85.4 350

Arjun-Base 69M 96.0 71.9 68.1 95.2 82.4 74.3 76.5 40.4 54.3 14.8 2,160

Table 7: Benchmarking Arjun-Base against modern open-weight LLMs (5-shot) on Bangla tasks. *Inference
profiled on a single NVIDIA A10G GPU (Batch Size = 32, ms/seq and seq/sec).

like SpacTor-T5 (Ye et al., 2024), GLM (Du et al.,
2022), and UniLM collapse pre-training objectives
into unified decoder losses or singular masking
mechanisms, leaving the encoder to receive gradi-
ent updates only indirectly.

Conversely, Arjun employs a “multi-front” opti-
mization: we compute the MT loss explicitly at the
encoder layer independently of the decoder, while
simultaneously calculating NT and MS/CS genera-
tion losses at the decoder. This direct supervision
forces the encoder to learn robust, standalone dis-
criminative representations—crucial for NER and
NLI—while the decoder-focused objectives ensure
generative competence without compromising the
encoder’s bidirectional integrity.

This advantage extends to single-objective base-
lines. Models like ModernBERT and DeBERTa
(MLM/RTD) lack the causal reasoning fostered
by autoregressive training, while T5-variants (e.g.,
BanglaT5) rely on span corruption, limiting fine-
grained token-level awareness. Arjun bridges these
paradigms by jointly optimizing MT, NT, MS, and
CS. Figure 2 validates this by displaying the per-
objective loss trajectories during multi-objective
Arjun training; their stable, parallel convergence
without divergence confirms that our objectives op-
erate in concert rather than in competition.

5.5 Ablation Studies

To evaluate the synergistic contributions of our pre-
training objectives, we conducted an exhaustive
combinatorial ablation over all 15 task configura-
tions (Table 8). Using the Bangla Vācaspati corpus,
we tracked performance across both discriminative
and generative paradigms. Because the Next Token
(NT) objective operates strictly on the decoder, the
NT-only configuration cannot yield encoder repre-
sentations for discriminative tasks.

The progression confirms that cumulative objec-
tive density tightly correlates with natural down-
stream gains. Single-task generative baselines
(MS/CS) yield outputs comparable to BanglaT5,
while the standalone NT objective aligns with

Configuration Poem NER NLI QA Para GEC Time(s)

MT 61.35 92.12 69.10 73.85 — — 0.50
MS 61.12 92.20 68.95 73.50 34.70 70.15 0.67
CS 61.40 92.35 69.18 74.10 35.40 71.68 0.67
NT — — — — 24.15 63.02 0.52

MT + MS 64.25 92.50 70.15 74.30 36.50 80.42 0.88
MT + CS 64.38 92.62 70.42 74.65 36.10 81.10 0.88
MT + NT 62.10 91.80 69.35 73.92 28.80 72.85 0.85
MS + CS 63.95 92.48 70.12 74.22 37.20 85.55 0.95
MS + NT 61.85 91.15 68.70 73.08 36.25 84.12 0.90
CS + NT 62.04 91.32 68.94 73.40 36.90 86.40 0.92

MT + MS + CS 64.92 92.95 71.50 75.12 38.10 94.10 1.20
MT + MS + NT 64.50 92.71 70.85 74.80 38.40 94.95 1.18
MT + CS + NT 64.62 92.80 71.02 75.01 38.20 94.62 1.19
MS + CS + NT 64.15 92.55 70.38 74.45 39.85 95.10 1.22

Arjun-Base (Full) 65.94 94.12 72.31 75.93 40.45 97.12 1.38

Table 8: Combinatorial ablation results (Macro-F1
for classification/NLI, F1 for QA, sacreBLEU for
Para/GEC) and training time per step on Bangla tasks.

decoder-only GPT-2 architectures. The full Arjun-
Base framework establishes the highest scores
across all modalities. Crucially, the NT objective’s
impact depends heavily on topology:
(1) Generative Acceleration: Incorporating NT
yields uniform gains in all 12 generative compar-
isons.
(2) Lower-Order Interference: When adding NT
to single-task bidirectional anchors (MT, MS, or
CS), its unconstrained sequential bias interferes
with bidirectional extraction. Out of 45 lower-order
discriminative metric comparisons across Bangla,
Hindi, and Tamil, adding NT improved perfor-
mance in 35 instances but caused direct regressions
in 10 (primarily degrading NER and NLI).
(3) Higher-Order Synergy: This interference re-
solves entirely in complex architectures. Transi-
tioning from the 3-task baseline (MT+MS+CS) to
the full 4-task framework provides robust bidirec-
tional anchors that neutralize sequential drift, allow-
ing NT to act as a global multiplier. This transition
improves all 17 evaluated metrics across all three
languages. Cross-lingual ablations tracking these
trends are in Appendix E.
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Figure 2: Per-objective training loss trajectories for Arjun-Base across IndicCorp v2 corpora.

Figure 3: Performance saturation analysis across training epochs. Vac-Arjun (red solid line) demonstrates faster
convergence and higher ceilings compared to single-task baselines (dashed lines).

5.6 Pre-training Efficiency and Saturation

To understand the efficiency of the multi-task pre-
training approach, we analyzed the downstream
performance of intermediate checkpoints saved ev-
ery 4 epochs. Figure 3 illustrates the performance
trajectory of Vac-Arjun compared to single-task
baselines (MT, MS, CS) across Sentiment Analy-
sis, Poem Classification, and Grammatical Error
Correction (GEC).

The results demonstrate that Vac-Arjun not
only achieves superior final performance but also
reaches saturation significantly faster. In the Poem
Classification task, Vac-Arjun converges to near-
peak performance (Macro-F1 ≈ 65%) by Epoch 8,
whereas the single-task baselines plateau around
60-61% even after 20 epochs. A similar trend is
observed in Sentiment Analysis, where the full
model establishes a clear lead early in training. For
the generative GEC task, while all models show
continuous improvement, Vac-Arjun maintains a
consistent performance gap (≈ 4-5 points) over the
best single-task baseline throughout the training
process. This suggests that the synergistic effect
of the four objectives accelerates the learning of
robust linguistic features, allowing the model to
become downstream-ready with fewer pre-training
steps compared to single-objective counterparts.

6 Conclusions and Future Directions

We presented a novel parameter-efficient pre-
training framework combining four complementary
objectives. With just 69M parameters, our Arjun
models match or outperform 2.5-4× larger models
across 20 Bangla, Tamil, and Hindi tasks. Abla-
tion studies confirm that jointly optimizing all four
objectives yields synergistic gains over single-task
baselines, validating the fusion of bidirectional and
autoregressive modeling. Future work will explore
integrating replaced token detection (ELECTRA)
and extending this multi-objective framework to
broader monolingual and multilingual contexts.

Furthermore, evaluating the decoder’s long-term
discourse coherence on open-ended generation and
document summarization is a critical next step for
our upcoming multilingual scaling efforts.
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7 Limitations

While our multi-objective pre-training approach
demonstrates promising results for parameter-
efficient Indic language models, several limitations
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should be acknowledged. First, our evaluation
focuses on only three Indian languages (Bangla,
Tamil, and Hindi) out of the hundreds spoken in
the Indian subcontinent. While we validated Ar-
jun’s performance on the largest available Hindi
corpus (105M sentences, 6.1B words), its scala-
bility to even larger, web-scale corpora remains to
be tested; furthermore, the effectiveness of our ap-
proach on highly agglutinative or tonal languages
requires further empirical validation.

Second, although we have expanded our eval-
uation to include generative tasks such as Para-
phrasing and Grammatical Error Correction, these
are primarily sentence-level rewriting tasks. We
have not yet extensively explored the model’s ca-
pabilities in long-form text generation, open-ended
creative writing, or tasks requiring complex, multi-
step reasoning. Consequently, the full potential of
the decoder component for maintaining discourse
coherence over long contexts remains an area for
future investigation.

Third, while we trained separate monolingual
models to isolate language-specific gains, we have
not thoroughly investigated the cross-lingual trans-
fer capabilities of our architecture. The potential
for knowledge sharing across related Indic lan-
guages through multilingual joint training remains
an open avenue. Furthermore, our reliance on ex-
isting benchmark datasets, some of which are rela-
tively small (e.g., poem classification), may limit
the granularity of our analysis regarding specific
linguistic phenomena.

Fourth, we acknowledge that empirical macro-
level synergy does not entirely preclude underlying
representational conflict. While our joint loss con-
verges smoothly, this optimization might reflect a
calculated compromise across the parameter space
rather than purely frictionless synergy. The ex-
act degree of gradient interference or task-specific
parameter "cannibalization" between bidirectional
and autoregressive objectives remains an open ques-
tion. We believe this represents a foundational con-
straint in current multi-objective pre-training, and
we suggest that future work utilize targeted probing
studies to disentangle these internal dynamics.

Fifth, regarding our multi-objective regime, we
observe that the joint optimization of bidirectional
and autoregressive losses creates a highly non-
convex loss landscape. As detailed in Appendix
B, our framework is highly sensitive to optimiza-
tion hyperparameters; elevated learning rates that
succeed in single-objective training induce catas-

trophic gradient divergence when optimizing all
four tasks simultaneously. Future work should in-
vestigate gradient-balancing techniques to stabilize
this dynamic. Furthermore, while we thoroughly
evaluated generative competence via Paraphras-
ing and GEC, these are strictly sentence-rewriting
tasks. Testing the model’s capabilities on long-
form, open-ended generation remains a critical next
step to fully validate the decoder’s autoregressive
coherence.

Finally, the primary scope of our work is
parameter-efficient fine-tuning for downstream
NLU/NLG tasks. Evaluating our framework
against massively multilingual bitext models (e.g.,
LASER3, LaBSE) specifically for cross-lingual
sentence retrieval remains an area for future evalu-
ation.

8 Ethics Statement

The development and deployment of language mod-
els for Indian languages raises several important
ethical considerations. Our models are trained
on text corpora that may not equally represent
all speakers of Bangla, Tamil, and Hindi. The
Vācaspati corpus focuses on literary texts, while In-
dicCorp v2 primarily contains web-scraped content,
potentially underrepresenting certain demographic
groups, dialects, or socioeconomic backgrounds.
We acknowledge that model performance may vary
across different user groups, and we encourage
future work to evaluate fairness across diverse pop-
ulations within each language community.

Working with Indian languages requires care-
ful consideration of cultural nuances, historical
context, and community values. We recognize
that our computational approach may not cap-
ture the full cultural richness embedded in these
languages. We have made efforts to use estab-
lished, community-validated datasets and evalua-
tion benchmarks where possible, but acknowledge
that automated systems may inadvertently perpet-
uate or amplify existing societal biases present in
training data.

Training multiple language-specific models re-
quires significant computational resources, con-
tributing to carbon emissions and environmental
impact. While our parameter-efficient approach
reduces these costs compared to larger models, we
acknowledge the environmental responsibility as-
sociated with computational research. We recom-
mend that future applications of this work consider
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the environmental trade-offs and explore carbon
offset options where possible.

The training corpora used in this work were col-
lected from various sources, including web-scraped
content. While we relied on established, publicly
available datasets, we recognize the importance of
data consent and privacy. Future work should prior-
itize the development of ethically sourced datasets
with explicit consent from content creators and
communities. Language models can potentially be
misused for generating harmful content, spreading
misinformation, or automating deceptive practices.
While our evaluation focuses on beneficial appli-
cations, we acknowledge that our models could
theoretically be applied to harmful uses. We en-
courage responsible deployment and recommend
implementing appropriate safeguards and use-case
restrictions in practical applications.

While our work aims to democratize NLP tech-
nology for Indian languages, the computational re-
quirements may still create barriers for researchers
and practitioners in resource-constrained environ-
ments. We are committed to making our mod-
els and findings publicly available to promote eq-
uitable access to this technology. We recognize
that meaningful progress in Indian language tech-
nology requires ongoing engagement with native
speaker communities, linguists, and cultural ex-
perts. Our current work represents a computational
contribution, but we acknowledge the importance
of incorporating community feedback and ensuring
that technological advances align with community
needs and values. We commit to providing detailed
documentation of our methods, hyperparameters,
and evaluation procedures to ensure reproducibility
and plan to release our trained models and code to
enable further research and community validation
of our findings.
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Appendix

A Representation Balance and Objective
Synergy

The empirical results demonstrate that deviating
from an equal weighting scheme generally de-
grades overall performance, particularly hurting the

model’s versatility. We attribute this behavior to
the shared parameter space within the transformer
encoder-decoder architecture:
• Modality Collapse: Over-weighting a single ob-

jective forces the shared hidden states to over-
optimize for one specific type of linguistic depen-
dency. For instance, the MT-Heavy configuration
aggressively penalizes token-level errors, forc-
ing the encoder to hyper-focus on local context.
While one might expect this to improve token-
level tasks like NER, it actually strips the encoder
of the broader, multi-token structural awareness
ordinarily provided by the MS and CS objectives,
causing a slight drop in NER and a severe col-
lapse in generative GEC capabilities.

• Discriminative Degradation: Conversely, over-
weighting the sequence-to-sequence tasks (MS-
Heavy or CS-Heavy) shifts the internal represen-
tations too heavily toward autoregressive decod-
ing strategies. This diminishes the encoder’s abil-
ity to form robust, standalone bidirectional rep-
resentations, leading to noticeable performance
drops in discriminative tasks like Sentiment Anal-
ysis and NER.

• Equal Weighting as Regularization: Setting all
λ = 1.0 acts as a natural regularization mech-
anism. Because the objectives are structurally
distinct but semantically complementary, equal
gradients force the network into a Pareto optimal
state. The shared encoder must learn representa-
tions that are simultaneously granular enough
to predict single masked tokens (MT), struc-
turally aware enough to construct multi-word
spans (MS), and globally coherent enough to gen-
erate sentence completions (CS).
Ultimately, symmetric loss weighting prevents

the multi-task optimization from collapsing into a
pseudo-single-task regime, ensuring the representa-
tions remain fully generalized for both encoder-
only and encoder-decoder downstream applica-
tions.

B Optimization Dynamics and Learning
Rate Selection

During the development of the Arjun pre-training
pipeline, we analyzed the optimization dynam-
ics across various learning rate regimes to deter-
mine the most stable configuration for joint multi-
objective training. While modern single-objective
pre-training frameworks often utilize larger learn-
ing rates (e.g., 5×10−4) to accelerate convergence,
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our empirical observations indicate that joint multi-
objective optimization fundamentally alters the loss
landscape, imposing stricter constraints on hyper-
parameter selection.

Table 9 details the training trajectory and down-
stream impact when comparing our chosen learning
rate (5× 10−5) against a higher rate (5× 10−4) on
the Vācaspati corpus.

Configuration Learning Rate Training Loss
(Epoch 3)

Final NER
(Macro-F1)

MT (Single-Task)
5× 10−5 2.14 91.98
5× 10−4 1.85 92.20

Arjun (MT+MS+CS)
5× 10−5 2.31 93.57
5× 10−4 8.75 14.21*

Table 9: Impact of learning rate on training stability
and downstream performance. *Indicates catastrophic
gradient divergence where the model failed to learn
meaningful representations.

B.1 Loss Landscape Complexity

As demonstrated in Table 9, isolated single-
objective ablations (such as MT-only) successfully
converge and even show marginal downstream im-
provements when utilizing a higher learning rate
of 5 × 10−4. However, when scaling to the joint
optimization of four tasks (MT, MS, CS, and NT),
applying this elevated learning rate consistently
leads to optimization instability. At 5× 10−4, the
joint training loss spikes and stagnates (Loss = 8.75
at Epoch 3), resulting in catastrophic gradient diver-
gence and a complete collapse in downstream task
capability (14.21 Macro-F1 on NER, equivalent to
random performance).

We attribute this instability to the highly non-
convex loss landscape generated by the synergy
of distinct modeling signals. The network must
simultaneously satisfy the gradients for bidirec-
tional contextual understanding (MT) and multi-
token/sequence-level generation (MS, CS) within
the same shared parameter space. These competing
optimization pressures necessitate a more conser-
vative step size to maintain stable convergence and
prevent parameter oscillation.

B.2 Convergence Efficiency

Despite the smaller learning rate of 5 × 10−5,
the Arjun framework does not suffer from under-
training. As evidenced by the saturation analysis
in Figure 3, the model rapidly approaches peak
downstream performance by Epoch 8 and plateaus
shortly thereafter. This early and sustained satu-

ration confirms that the conservative learning rate
provides sufficient momentum to traverse the multi-
objective loss landscape, achieving effective and
stable convergence well within the standard 20-
epoch training window.

C Extended Experimental Result Tables
with Standard Deviations

This appendix provides comprehensive experimen-
tal results, extending the summary tables presented
in Section 5. Specifically, we report the mean and
standard deviation across 10 independent runs for
all models. These expanded tables include the
newly introduced decoder-only baselines (GPT-2)
and our scaled-up Arjun-Large variants across all
evaluated tasks. Furthermore, we provide detailed
performance metrics for all Natural Language Infer-
ence (NLI) and Question Answering (QA) datasets,
ensuring full transparency of model variance, stabil-
ity, and scaling characteristics across discriminative
workloads.

Model Parameters Paraphrasing GEC

Pre-trained on Vācaspati + IndicCorp v2 (Combined)

BanglaByT5 330M 35.78 ± 1.60 72.36 ± 1.37
BanglaT5 247M 34.97 ± 1.36 69.13 ± 1.32
UL2 69M 37.22 ± 1.37 73.16 ± 1.29
GPT-2 69M 22.89 ± 1.74 61.91 ± 1.82
GPT-2 355M 27.16 ± 1.55 67.82 ± 1.61

Arjun-Base (Ours) 69M 40.45 ± 1.22 97.12 ± 1.05
Arjun-Large (Ours) 256M 42.15 ± 1.10 97.85 ± 0.98

Table 10: Performance comparison (sacreBLEU) on
Bangla generative tasks. All models were pre-trained
on the same combined corpus. Arjun significantly out-
performs much larger encoder-decoder and decoder-
only baselines, particularly in Grammar Error Correc-
tion (GEC).

D Impact of Pre-training Objective
Weighting

In our primary formulation (Equation 5), we as-
sign equal weighting to all pre-training objectives
by setting λMT = λMS = λCS = 1.0. To vali-
date this design choice, we investigated whether
dynamically weighting or heavily prioritizing spe-
cific objectives could yield superior downstream
representations. We conducted an ablation study on
the Vac-Arjun-Small configuration, varying the λ
scalar for each loss component while keeping the
total loss scale roughly constant.

Table 16 presents the downstream performance
across three representative tasks: 2-class Sen-
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Model Params News Category
Classification NER NLI (IndicXNLI) QA (IndicQA)

IndicBERT-v2 278M 96.70 ± 0.14 83.77 ± 0.42 72.28 ± 0.35 30.78 ± 0.55 / 45.09 ± 0.62
UL2 44M 96.69 ± 0.35 86.97 ± 0.51 73.00 ± 0.41 31.64 ± 0.48 / 44.56 ± 0.54
ModernBERT 151M 97.56 ± 0.28 87.21 ± 0.39 73.08 ± 0.29 31.77 ± 0.42 / 44.99 ± 0.48
DeBERTaV3 138M 96.99 ± 0.19 87.09 ± 0.22 72.87 ± 0.33 31.52 ± 0.39 / 44.68 ± 0.45

Indic-TamArjun-Base 44M 98.65 ± 0.11 90.62 ± 0.16 74.02 ± 0.25 33.12 ± 0.31 / 47.52 ± 0.38
Indic-TamArjun-Large 143M 99.21 ± 0.08 92.15 ± 0.12 76.48 ± 0.18 35.82 ± 0.25 / 50.14 ± 0.31

Table 11: Performance comparison (Macro-F1 / F1/EM for QA) on Tamil discriminative tasks. All models were
pre-trained on the IndicCorp v2 Tamil subset.

timent Analysis (sentence-level discriminative),
NER (token-level discriminative), and Grammati-
cal Error Correction (sequence-level generative).

E Extended Cross-Lingual Ablation
Studies

To confirm the cross-lingual generalizability of our
framework’s task interactions and training time
costs, we provide the full 15-configuration com-
binatorial ablations for Hindi (Table 17) and Tamil
(Table 18). Both monolingual profiles track the
identical scaling and lower-order interference tra-
jectories observed in our main text. Because the
NT configuration is purely autoregressive, it cannot
be fine-tuned on bidirectional encoder-only classi-
fication tasks, marked with dashes.

F Qualitative Analysis on Grammatical
Error Correction

To complement the quantitative metrics reported in
Section 5.1, Figure 4 provides representative quali-
tative examples of Grammatical Error Correction
(GEC) from the Bangla evaluation split.

We compare our Arjun-Base (69M) model
against the parameter-matched UL2 (69M) model
and the larger BanglaT5 (247M) encoder-decoder
baseline. As illustrated, standard sequence-to-
sequence baselines at compact scales frequently
introduce semantic drift or fail to resolve pronoun-
verb agreement errors due to weaker bidirectional

Model News Category NER Pre-training
Time (sec/step)

MT 98.03 ± 0.15 87.12 ± 0.44 0.51
MS 97.55 ± 0.32 88.69 ± 0.28 0.66
CS 97.78 ± 0.51 87.91 ± 0.39 0.66
MS + MT 98.07 ± 0.12 88.73 ± 0.47 0.88
MS + MT + CS 98.08 ± 0.23 89.57 ± 0.35 1.21
Vac-Arjun (All 3 tasks) 98.15 ± 0.11 90.08 ± 0.18 1.37

Table 12: Ablation study results (Macro-F1 scores) on
Tamil tasks. All models have 44M parameters.

contextual anchors. In contrast, Arjun success-
fully resolves complex syntactic mismatches while
strictly retaining the source sentence structure.

F.1 Computational Efficiency and Inference
Latency

While our multi-objective framework yields signif-
icant accuracy improvements, its most immediate
practical advantage lies in deployment efficiency.
To quantify this, we profiled the inference latency,
throughput, and memory footprint of Arjun-Base
against the two strongest off-the-shelf baselines:
IndicBERT-v2 and BanglaByT5.

Profiling was conducted on a single NVIDIA
A10G GPU using a fixed batch size of 32 and
a maximum sequence length of 256 tokens. As
detailed in Table 19, Arjun-Base provides mas-
sive computational savings. Operating at just 69M
parameters, it consumes approximately 75% less
VRAM during inference compared to IndicBERT-
v2 (278M) and achieves nearly 3× the sequence
throughput. Furthermore, when compared to byte-
level architectures like BanglaByT5—which suffer
from severe latency bottlenecks due to expanded
sequence lengths—Arjun delivers over 8× faster
inference. These metrics confirm that our approach
not only achieves highly competitive accuracy on
complex NLU tasks but does so within a dramat-
ically smaller computational envelope, making it
highly suitable for resource-constrained production
environments.

G GEC Evaluation: Data Leakage Audit
and Human Analysis

Due to the uniquely high token overlap between
source and target sentences in Grammatical Error
Correction (GEC), automated generative evaluation
requires strict validation to rule out data contami-
nation and metric miscalibration.
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Model Params Sentiment Analysis Poem NER Spell Error NLI QA (BanglaQA) QA (IndicQA)
2-class 3-class

Pre-trained on Vācaspati Corpus

IndicBERT-v2 278M 94.06 ± 0.12 68.55 ± 0.45 61.09 ± 0.32 92.02 ± 0.18 81.07 ± 0.55 69.05 ± 0.38 72.15 ± 0.51 / 78.88 ± 0.54 38.27 ± 0.61 / 51.97 ± 0.58
ModernBERT 151M 94.33 ± 0.21 68.67 ± 0.38 61.98 ± 0.29 92.05 ± 0.14 81.13 ± 0.41 69.15 ± 0.25 74.03 ± 0.42 / 82.37 ± 0.48 40.79 ± 0.52 / 54.78 ± 0.55
DeBERTaV3 138M 94.00 ± 0.15 68.43 ± 0.51 61.23 ± 0.33 92.00 ± 0.22 81.11 ± 0.19 68.53 ± 0.31 73.88 ± 0.39 / 81.87 ± 0.41 40.17 ± 0.48 / 54.14 ± 0.51
UL2 44M 93.53 ± 0.44 66.78 ± 0.27 59.14 ± 0.58 91.05 ± 0.36 78.87 ± 0.49 69.14 ± 0.42 73.16 ± 0.55 / 81.09 ± 0.62 40.56 ± 0.65 / 54.90 ± 0.59
VAC-BERT 17M 94.75 ± 0.31 68.79 ± 0.13 60.39 ± 0.42 89.70 ± 0.57 77.72 ± 0.23 68.31 ± 0.48 69.93 ± 0.61 / 78.03 ± 0.65 38.89 ± 0.71 / 52.62 ± 0.68

Vac-Arjun-Small 17M 95.42 ± 0.19 69.31 ± 0.25 62.91 ± 0.39 91.55 ± 0.48 80.71 ± 0.34 68.98 ± 0.35 73.62 ± 0.48 / 80.55 ± 0.51 40.55 ± 0.58 / 54.79 ± 0.55
Vac-Arjun-Base 44M 95.81 ± 0.11 70.78 ± 0.22 65.94 ± 0.14 94.12 ± 0.29 83.15 ± 0.16 71.65 ± 0.21 75.93 ± 0.35 / 83.02 ± 0.39 41.43 ± 0.42 / 55.29 ± 0.48
Vac-Arjun-Large 143M 96.10 ± 0.09 71.45 ± 0.18 67.20 ± 0.11 95.05 ± 0.21 83.80 ± 0.12 74.50 ± 0.17 77.85 ± 0.28 / 85.10 ± 0.31 42.15 ± 0.35 / 56.20 ± 0.39

Pre-trained on IndicCorp v2 Bangla Corpus

IndicBERT-v2 278M 93.93 ± 0.35 68.61 ± 0.47 60.91 ± 0.52 91.65 ± 0.28 80.73 ± 0.33 69.82 ± 0.41 73.98 ± 0.49 / 80.23 ± 0.55 -
ModernBERT 151M 94.13 ± 0.18 68.58 ± 0.41 62.08 ± 0.24 92.34 ± 0.31 81.03 ± 0.29 71.33 ± 0.28 74.89 ± 0.38 / 83.05 ± 0.42 -
DeBERTaV3 138M 94.06 ± 0.22 68.17 ± 0.36 61.88 ± 0.17 91.89 ± 0.45 80.69 ± 0.53 70.99 ± 0.32 74.05 ± 0.41 / 82.56 ± 0.45 -
UL2 44M 93.21 ± 0.49 67.19 ± 0.39 61.28 ± 0.21 91.87 ± 0.13 77.98 ± 0.44 70.04 ± 0.45 74.85 ± 0.52 / 82.77 ± 0.58 -

Indic-BangArjun-Base 44M 96.02 ± 0.16 71.95 ± 0.20 68.12 ± 0.18 95.21 ± 0.26 82.44 ± 0.12 74.37 ± 0.22 76.55 ± 0.31 / 84.42 ± 0.38 -
Indic-BangArjun-Large 143M 96.23 ± 0.10 72.02 ± 0.14 68.98 ± 0.12 96.01 ± 0.18 82.93 ± 0.10 75.57 ± 0.18 77.98 ± 0.25 / 86.03 ± 0.31 -

Table 13: Controlled performance comparison (Macro-F1 / F1/EM for QA) on Bangla discriminative tasks. Models
within each block were pre-trained on the exact same corpus to ensure fair comparison.

Model Params BBC News
Class. NER IIT Patna MIDAS

Disc. NLI QA (XQuAD) QA (IndicQA)
Movie Product

IndicBERT-v2 278M 55.71 ± 0.22 88.43 ± 0.45 68.41 ± 0.18 76.28 ± 0.33 66.04 ± 0.51 72.94 ± 0.38 46.03 ± 0.55 / 62.89 ± 0.61 42.19 ± 0.58 / 55.07 ± 0.64
UL2 44M 60.05 ± 0.15 89.67 ± 0.29 69.91 ± 0.41 78.94 ± 0.56 67.25 ± 0.12 74.38 ± 0.42 47.12 ± 0.48 / 65.22 ± 0.55 42.23 ± 0.51 / 57.13 ± 0.59
ModernBERT 151M 60.08 ± 0.38 89.92 ± 0.14 69.88 ± 0.27 79.00 ± 0.49 67.72 ± 0.35 74.23 ± 0.28 47.73 ± 0.39 / 65.63 ± 0.45 42.77 ± 0.44 / 57.02 ± 0.48
DeBERTaV3 138M 59.16 ± 0.52 88.86 ± 0.23 69.57 ± 0.19 77.45 ± 0.44 67.80 ± 0.31 74.29 ± 0.32 47.87 ± 0.41 / 65.15 ± 0.49 42.06 ± 0.47 / 56.88 ± 0.52

Indic-HindArjun-Base 44M 62.68 ± 0.17 91.95 ± 0.25 71.72 ± 0.11 79.58 ± 0.36 70.04 ± 0.28 76.76 ± 0.21 49.23 ± 0.31 / 67.11 ± 0.38 43.91 ± 0.35 / 58.23 ± 0.41
Indic-HindArjun-Large 143M 63.92 ± 0.12 93.12 ± 0.18 73.04 ± 0.09 81.25 ± 0.24 71.88 ± 0.19 79.45 ± 0.15 51.62 ± 0.25 / 69.84 ± 0.31 45.12 ± 0.28 / 59.88 ± 0.33

Table 14: Performance comparison (Macro-F1 / F1/EM for QA) on Hindi discriminative tasks. All models were
pre-trained on the IndicCorp v2 Hindi subset.

Model Sentiment
(2-class)

Poem
(5-class)

NER
(4-class) GEC Pre-training

Time (sec/step)

MT 93.99 ± 0.24 61.10 ± 0.51 91.98 ± 0.33 - 0.50
MS 94.07 ± 0.18 60.98 ± 0.42 92.06 ± 0.27 91.88 ± 0.55 0.67
CS 94.02 ± 0.31 61.19 ± 0.29 92.19 ± 0.44 92.35 ± 0.36 0.67
MS + MT 94.59 ± 0.15 64.08 ± 0.38 92.32 ± 0.21 93.03 ± 0.49 0.88
MS + MT + CS 94.54 ± 0.22 64.72 ± 0.45 92.76 ± 0.30 93.05 ± 0.28 1.20
Vac-Arjun (All 3 tasks) 95.17 ± 0.12 65.23 ± 0.16 93.57 ± 0.14 96.55 ± 0.20 1.38

Table 15: Ablation study results (Macro-F1 scores) on Bangla tasks using the Vācaspati dataset. GEC scores
represent generation quality.

Figure 4: Qualitative comparison of Grammatical Error Correction (GEC) outputs on sample Bangla sentences.
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Configuration λMT λMS λCS
Sentiment
(2-class)

NER
(4-class) GEC

MT-Heavy 2.0 0.5 0.5 94.31 93.10 91.24
MS-Heavy 0.5 2.0 0.5 94.05 91.85 94.18
CS-Heavy 0.5 0.5 2.0 93.88 91.42 95.02

Equal (Ours) 1.0 1.0 1.0 95.01 93.57 96.55

Table 16: Impact of objective weighting (λ) on down-
stream performance using the Vācaspati corpus. Equal
weighting provides the optimal balance across discrimi-
native and generative tasks.

Configuration BBC NER Movie Prod MIDAS NLI QA Time(s)

MT 55.45 88.20 68.15 76.05 65.85 71.10 43.15 0.51
MS 55.62 88.45 68.30 76.22 66.12 71.02 42.90 0.66
CS 55.50 88.35 68.25 76.10 65.98 71.24 43.42 0.66
NT — — — — — — — 0.52

MT + MS 57.85 89.65 69.55 77.40 67.20 73.15 45.20 0.88
MT + CS 57.92 89.70 69.60 77.52 67.35 73.40 45.65 0.88
MT + NT 56.10 88.95 68.45 76.38 66.10 72.05 44.12 0.86
MS + CS 57.60 89.42 69.30 77.15 67.04 72.98 44.95 0.95
MS + NT 55.98 88.62 68.32 76.20 66.15 71.85 42.80 0.91
CS + NT 56.15 88.80 68.50 76.45 66.30 72.12 44.15 0.92

MT + MS + CS 59.95 90.40 70.30 78.15 68.35 74.95 46.85 1.21
MT + MS + NT 59.80 90.25 70.20 78.05 68.20 74.60 46.50 1.18
MT + CS + NT 59.88 90.32 70.22 78.10 68.28 74.82 46.72 1.19
MS + CS + NT 58.45 89.92 69.75 77.62 67.70 73.90 45.98 1.23

HindArjun-Base 62.68 91.95 71.72 79.58 70.04 77.34 49.81 1.37

Table 17: Combinatorial ablation results (Macro-F1 /
F1 for QA) and pre-training time on Hindi benchmarks.

Configuration News Class. NER NLI QA Time(s)

MT 98.03 87.12 70.05 29.10 0.51
MS 97.55 88.69 69.85 28.65 0.66
CS 97.78 87.91 70.20 29.40 0.66
NT — — — — 0.52

MT + MS 98.07 88.73 71.42 30.55 0.88
MT + CS 98.08 89.57 71.95 31.12 0.88
MT + NT 97.90 88.10 70.65 29.85 0.85
MS + CS 97.95 89.12 71.18 30.70 0.95
MS + NT 97.62 88.40 70.22 29.35 0.90
CS + NT 97.80 88.65 70.80 29.90 0.92

MT + MS + CS 98.42 90.15 72.95 32.15 1.21
MT + MS + NT 98.20 89.80 72.50 31.80 1.18
MT + CS + NT 98.35 90.02 72.78 32.04 1.19
MS + CS + NT 98.12 89.45 71.90 31.10 1.23

TamArjun-Base 98.65 90.62 74.02 33.12 1.37

Table 18: Combinatorial ablation results (Macro-F1 /
F1 for QA) and pre-training time on Tamil benchmarks.

G.1 Data Contamination Audit
To entirely rule out memorization artifacts, we
executed a strict deduplication audit between the
Vaiyākaran. a GEC test set (50,000 sentences) and
our combined pre-training corpora (Vācaspati + In-
dicCorp v2). Using an 8-gram and exact-match
filtering pipeline, we detected a negligible overlap
of only 0.08% (42 out of 50,000 sentences). Re-
moving these overlapping sentences did not yield
any statistically significant change in the down-
stream evaluation scores across any tested model,
confirming that the performance of Arjun is driven
by robust generalization rather than data contami-
nation.

G.2 Human Evaluation of Generative Quality
Standard metrics can struggle to capture the nu-
ance of GEC, where models are often penalized
for valid but alternative phrasing. We observed
that Arjun exhibits "conservative editing" behav-
ior—making precise localized corrections while
preserving the overarching source structure. Con-
versely, T5-based baselines frequently suffered
from "over-generation," unnecessarily paraphras-
ing the text and thereby penalizing their automated
scores.

To validate our automated M2F0.5 and GLEU
results, we conducted a blind human evaluation
on a random sample of 200 test sentences. Expert
annotators evaluated the outputs of Arjun-Base,
BanglaByT5, and BanglaT5 based on two criteria:
Precision (did the model correct the grammatical
error without introducing new ones?) and Meaning
Preservation (did the output retain the exact author
intent?).

The human evaluation confirmed the dynamics
observed in our automated metrics. Arjun-Base
achieved 78% Precision and successfully preserved
the original meaning in 94% of cases. In contrast,
BanglaByT5 and BanglaT5 achieved lower pre-
cision (62% and 59%, respectively). Annotators
noted that the T5 variants frequently hallucinated
structural or vocabulary shifts that fundamentally
altered the author’s intended meaning, preserving
strict intent in only ≈71% of the sampled cases.
This confirms that Arjun’s multi-objective frame-
work, anchored by its bidirectional encoder, pro-
vides far superior constraint and semantic fidelity
for complex rewriting tasks.

40051



Model Params Peak VRAM Latency Throughput
(GB) (ms / seq) (seq / sec)

BanglaByT5 330M 4.8 125.4 255
IndicBERT-v2 278M 3.2 42.1 760

Arjun-Base (Ours) 69M 0.9 14.8 2,160

Table 19: Inference efficiency profiling on a single NVIDIA A10G GPU (Batch Size = 32, Sequence Length =
256). Arjun-Base achieves highly competitive accuracy while requiring a fraction of the computational footprint of
standard baselines.
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