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Abstract
The application of Item Response Theory (IRT)
for data selection in benchmarks has mostly
been limited to monolingual settings. In this
work, we ask: how does IRT generalize when
the same benchmark is translated across lan-
guages? We conduct experiments on Multilin-
gual GSM and Global MMLU, covering over
100 language models and 11 languages. Fitting
1PL, 2PL, and 3PL IRT models per language,
we assess cross-lingual consistency of parame-
ters and whether IRT-filtered subsets preserve
model rankings across languages: item diffi-
culty emerges as the most stable parameter fol-
lowed by guessing and then discrimination. A
differential item analysis also shows that lack of
stability can be tracked to specific items shift-
ing under translation across languages. Our
findings suggest IRT-based selection in multi-
lingual settings must be both parameter-aware
and item-aware, validating model choice and
screening individual items before assuming
cross-lingual generalization.

1 Introduction

Item Response Theory (IRT), a psychometric
framework that characterizes each item in a test
with parameters estimated from response patterns
across many subjects, has its origins in clinical
psychology (Harvey and Hammer, 1999) and edu-
cational testing (Yen and Fitzpatrick, 2006; Lord,
2012). In empirical NLP research, IRT has been
used as a tool for selecting data points by filtering
test-sets for model evaluation since not all evalua-
tions examples turn out to be equally informative
(Lalor et al., 2016; Natesan et al., 2016; Lalor et al.,
2019; Rodriguez et al., 2022). More recently, it
has also been shown that fitting IRT models to
LLM responses, we can select data points while
preserving ranking validity of the full benchmark
(Hofmann et al., 2025; Zhou et al., 2026). How-
ever, the vast majority of this work has been con-
ducted in monolingual settings, primarily English

(see Appendix A for related work). Today a key
focus of NLP is cross-lingual evaluation (Hu et al.,
2020; Doddapaneni et al., 2025; Chollampatt et al.,
2025) where translation is a popular strategy for
constructing multilingual benchmarks (Shi et al.,
2023; Singh et al., 2025). This raises a natural but
largely untested concern: how does IRT generalize
cross-lingually when the same benchmark is trans-
lated across languages? To our knowledge, this is
the first systematic study to attempt to address this.

We evaluate 102 LMs on MGSM (Shi et al.,
2023) (11 languages giving 11 slices) and 103 LMs
on Global MMLU (Singh et al., 2025) (7 languages,
6 domains giving 42 slices), yielding over 568,000
item-response pairs across 53 benchmark slices.
We fit three IRT variants with incrementally more
parameters and increasing complexity: 1PL (dif-
ficulty only), 2PL (adds discrimination), and 3PL
(adds guessing), independently to each benchmark
slice, yielding 159 fitted models.We ask three ques-
tions: 1) are IRT parameters consistent across trans-
lated versions of a benchmark; 2) do IRT-filtered
subsets preserve model rankings across languages?;
and 3) can cross-lingual instability in IRT parame-
ters be traced to specific items rather than treated
as a language-wide effect? Our results indicate that
item difficulty shows highest concordance across
languages for all IRT models, and guessing per-
forms better than discrimination. This parameter
hierarchy directly determines subset validity: 1PL
is the most reliable cross-lingual variant. A differ-
ential item analysis also confirms this instability
is item-level and not language-wide effects. We
further observe that for MMLU, scientific domains
are consistently more concordant across languages
as compared to non-science domains.

Taken together, our results indicate that IRT does
not generalise uniformly across languages: which
parameters and subsets transfer depends on the
IRT model, the individual item, and the domain of
evaluation.
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2 Methodology

2.1 LLM Evaluations

We use two multilingual translated benchmarks:
Multilingual GSM (MGSM) (Shi et al., 2023)
across 11 languages (bn, de, en, es, fr, ja, ru,
sw, te, th, zh), yielding 250 items per language
and 2,750 items per model; Global MMLU (Singh
et al., 2025) across 7 languages (de, en, es, fr,
ja, sw, zh) and 6 subject domains (business, hu-
manities, medical, other, social sciences, stem),
totaling 400 items per language and 2,800 items
per model under the standard 7-language configu-
ration. For models, we use the HuggingFace Open
LLM Leaderboard to select the top instruction-
tuned models under 20 billion parameters that are
compatible with the lm-eval-harness framework
(Gao et al., 2024), yielding 102 and 103 compatible
models for MGSM and Global MMLU respectively.
In total, our corpus comprises 568,900 evaluated
item–response pairs, each consisting of the model’s
generated response to a benchmark question and a
binary correctness label (implementation details in
Appendix B). These item–response pairs are used
for IRT model training and for all downstream anal-
ysis1.

2.2 IRT Model Training

The response data, consisting of binary correctness
indicators Xij ∈ {0, 1} representing whether a spe-
cific language model i answered a benchmark item
j correctly, are organised into one response matrix
per language (for MGSM) and one per language–
domain combination (for Global MMLU), yielding
53 matrices in total (11 MGSM × 1 + 7 MMLU
languages × 6 domains). We fit three IRT model
variants to each matrix independently (implemen-
tation details in Appendix B). For 1PL, we use
Stochastic Variational Inference (SVI) as imple-
mented in py-irt (Natesan et al., 2016) on top of
Pyro (Bingham et al., 2019). For 2PL and 3PL, we
use MAP-based implementation in PyTorch 2. We
fit the following IRT model variants:

• 1PL (Rasch model). The response probability
is P (Xij = 1) = σ(θi − bj), where θi is the

1The code is publicly available at this GitHub Repo.
2We retain py-irt’s SVI for 1PL, where SVI and MAP

estimates are highly concordant, confirming inference method
does not affect results. For 2PL and 3PL, SVI’s prior dom-
inates gradient updates at LLM-scale and MAP avoids this.
See Appendix C the full comparison and justification.

ability of model i and bj is the difficulty of
item j.

• 2PL. The response probability is P (Xij =
1) = σ(aj(θi − bj)), adding a per-item dis-
crimination parameter aj > 0 that scales how
sharply the item distinguishes between high-
and low-ability models.

• 3PL. The response probability is P (Xij =
1) = cj+(1−cj)σ(aj(θi − bj)), where cj ∈
[0, 1] is a lower asymptote (guessing parame-
ter) that models the probability of a correct re-
sponse by a minimally-capable model, captur-
ing chance-level or knowledge-independent
success on an item.

For 1PL, we use py-irt’s SVI with dropout
(p = 0.5), vague priors, and learning rate η = 0.1,
training for 2,000 epochs (selected at the point of
ELBO stabilisation) and retaining parameters at
the minimum-ELBO epoch. For 2PL and 3PL, we
use MAP with Adam (η = 0.05) for 4,000 and
6,000 epochs respectively (selected at the point of
MAP objective stabilisation, with longer schedules
reflecting increased model complexity), retaining
the best-objective state across training.

2.3 IRT Analysis

We conduct three sets of experiments to assess
how IRT parameters generalize across language
versions of these benchmarks .

Cross-lingual Consistency Analysis (§3.1) ex-
amines whether item parameters are stable across
languages using four measures3: (i) Kendall’s
W ∈ [0, 1], the coefficient of concordance across
all |L| languages simultaneously (W = 1: identi-
cal item rankings; W ≈ 0: chance); (ii) Spearman
Correlations ρ ∈ [−1, 1], the monotonic rank cor-
relation between each language pair, displayed as a
|L| × |L| heatmap; (iii) Per-Item Rank Deviation,
the standard deviation of each item’s difficulty rank
across languages, where high values flag unstable
items; (iv) Language Clustering (average linkage
on Spearman distance 1− ρ) grouping languages
by similarity of their IRT profiles, with alignment
to accuracy-based clusters quantified via Mantel
test.

3All IRT variants achieve monotonically improving within-
language fit across majority of slices (3PL > 2PL > 1PL;
Appendix I), suggesting that cross-lingual parameter differ-
ences in following analyses are not merely artifacts of poor
within-language fit.
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(a) MGSM 1PL (b) MGSM 2PL (c) MGSM 3PL

(d) MMLU 1PL (e) MMLU 2PL (f) MMLU 3PL

Figure 1: Kendall’s W concordance across languages for MGSM (top row) and MMLU (bottom row) under 1PL,
2PL, and 3PL models. For MGSM, each bar is one parameter type; for MMLU, each bar is one domain (Bus:
Business, Hum: Humanities, Med: Medical, SS: Social Sciences, Oth: Others).

Subset Analysis (§3.2) evaluates IRT filtering
along two dimensions. (i) Cross-Model IIF Con-
cordance: items are ranked by their Item Infor-
mation Function (IIF) at θ = 0 under each IRT
model variant, and pairwise Jaccard similarity of
the top-50% subsets is measured across benchmark
slices to assess whether model choice affects item
selection; (ii) Subset Ranking Fidelity: Spearman
ρ between model accuracy on the IRT-selected sub-
set and on the full benchmark, evaluated within-
language and cross-lingually under in-sample and
held-out (80/20) model splits.

DIF Analysis (§3.3) asks whether cross-lingual
instability in IRT parameters is a language-wide
effect or is concentrated in specific items. Thus,
for each item we ask: once we account for the
fact that some languages are simply harder overall,
does this specific item still get noticeably harder or
easier when translated? An item where the answer
is yes is exhibiting differential item functioning
(DIF) and language-specific bias in how the item
behaves, independent of overall difficulty (Holland
and Wainer, 2012; Allalouf et al., 1999). To test
this directly, we conduct an anchor-item DIF anal-
ysis relative to English. For each language, the
bottom quartile of items by cross-lingual rank stan-
dard deviation serves as an anchor set to equate
the 1PL difficulty scale between English and each

Science Non-science

Model W ρ̄ W ρ̄

1PL 0.647 0.588 0.564 0.492
2PL 0.620 0.559 0.501 0.420
3PL 0.640 0.581 0.553 0.479

Table 1: Kendall’s W and Mean Pairwise Spearman
ρ̄ for item difficulty across languages, averaged over
science (STEM + Medical) and non-science (Business
+ Humanities + Other + Social Sciences) domains of
MMLU, for each IRT model variant.

focal language, avoiding the equal-ability assump-
tion that otherwise blocks a formal DIF test in our
setting. For each remaining item we compute the
anchor-corrected difficulty shift ∆bj , test signifi-
cance via Fisher-information standard errors, and
control the false discovery rate at q = 0.05 with
Benjamini–Hochberg.

3 Results

3.1 Cross-Lingual Consistency Analysis

Kendall’s W Concordance Figure 1 shows
that difficulty concordance is maintained across
model complexities, while discrimination param-
eters are substantially less cross-lingually sta-
ble. Under 1PL, difficulty concordances are:
MGSM at W = 0.544 and MMLU domains
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(a) MGSM 1PL (b) MGSM 2PL (c) MGSM 3PL

(d) MMLU 1PL (e) MMLU 2PL (f) MMLU 3PL

Figure 2: Pairwise Spearman rank correlation of item
difficulty across languages for 1PL, 2PL, and 3PL IRT
models on MGSM (top row) and MMLU (bottom row;
each cell is the element-wise average over six domains).
Colour encodes ρ ∈ [−1,+1]: red = −1, yellow = 0,
green = +1.

ranging from W ∈ [0.514, 0.659]. Under 2PL,
difficulty concordance is maintained: MGSM
Wdiff = 0.526 (barely below 1PL), MMLU Wdiff ∈
[0.421, 0.642]. Under 3PL, difficulty concordance
is similarly preserved (MGSM Wdiff = 0.519;
MMLU Wdiff ∈ [0.520, 0.664]). The discrim-
ination parameter, by contrast, shows substan-
tially lower cross-lingual agreement across both
2PL (MGSM Wdisc = 0.185; MMLU Wdisc ∈
[0.134, 0.319]) and 3PL (MGSM Wdisc = 0.180;
MMLU Wdisc ∈ [0.174, 0.275]). The guessing
parameter c under 3PL retains concordance on
both MGSM (W = 0.408) and MMLU (W ∈
[0.365, 0.547]). To rule out that this concordance
is inflated by rater redundancy among typologically
similar languages, we recompute W after remov-
ing the tight cluster of Indo-European languages
and find that concordance does not decrease under
any IRT variant (details in Appendix E).

A cross-domain analysis (Table 1) of item diffi-
culty groups MMLU domains into science (STEM
+ Medical) and non-science (Business + Humani-
ties + Other + Social Sciences), revealing a persis-
tent science advantage that holds across all model
variants. Scientific domains, where mathematical
and factual content is more likely to be language-
invariant, yield more consistent IRT parameters
across languages.

Pairwise Spearman Correlations Figure 2
shows pairwise item difficulty and Figure 3 shows
pairwise item discrimination and guessing rank cor-
relations across languages for each IRT variant. To

(a) MGSM 2PL (b) MGSM 3PL (c) MGSM 3PL

(d) MMLU 2PL (e) MMLU 3PL (f) MMLU 3PL

Figure 3: Pairwise Spearman rank correlation of item
discrimination (a, columns 1–2) and guessing (c, col-
umn 3) across languages for MGSM (top row) and
MMLU (bottom row; element-wise average over six
domains). Colour encodes ρ ∈ [−1,+1]: red = −1,
yellow = 0, green = +1.

ensure these correlations reflect cross-lingual differ-
ences rather than within-language estimation noise,
we conduct a split-half reliability check that refits
2PL/3PL via MAP on disjoint halves of the model
pool and confirms strong within-language param-
eter agreement (Appendix D). Under 1PL, all lan-
guage pairs show positive monotonic agreement on
both MGSM (mean ρ = 0.498) and MMLU (mean
ρ = 0.524), with stronger correlations among Indo-
European language pairs (e.g. German–Russian:
ρ = 0.718; English–Spanish: ρ = 0.670) and
weaker but still positive correlations for distant
pairs (e.g. French–Telugu: ρ = 0.190; French–
Swahili: ρ = 0.290). On MMLU, European lan-
guages form a tight cluster (ρ ∈ [0.60, 0.67]), while
Swahili is a consistent outlier across both bench-
marks. Under 2PL, difficulty correlations show a
modest reduction on MGSM (mean ρ = 0.479)
and MMLU (mean ρ = 0.466), with positive val-
ues across most language pairs, indicating that
2PL preserves the shared difficulty structure rather
than absorbing it into language-specific variance.
Under 3PL, difficulty correlations remain simi-
larly positive (MGSM mean ρ = 0.470; MMLU
mean ρ = 0.513). The discrimination parame-
ter a is less cross-lingually stable across both 2PL
and 3PL as seen in Figure 3 (detailed discussion
in Appendix F), indicating it captures language-
idiosyncratic signal. The guessing parameter c
under 3PL again shows stronger positive corre-
lations across language pairs (mean ρ = 0.349
on MGSM; mean ρ = 0.359 on MMLU), with
the same Swahili isolation pattern persisting, sug-
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Model Param MGSM MMLU
mean [min, max] mean [min, max]

1PL diff 48.5 [2.8, 91.8] 14.5 [1.6, 34.3]

2PL diff 49.5 [4.2, 98.1] 15.5 [1.8, 40.0]
disc 67.1 [29.4, 95.6] 19.4 [2.6, 47.1]

3PL diff 49.9 [5.9, 99.4] 14.7 [1.4, 37.6]
disc 67.1 [19.1, 99.3] 19.6 [2.0, 52.1]
c 56.3 [6.0, 85.9] 17.0 [1.5, 47.0]

Table 2: Per-item rank standard deviation across lan-
guages for each IRT model variant and parameter.
MMLU values are pooled across all six domains. Lower
values indicate higher cross-lingual stability.

gesting that chance-level correctness is among the
most translation-stable properties of an item. The
cross-domain analysis (Table 1) shows that scien-
tific domains in MMLU consistently show higher
correlation across languages than non-science do-
mains.

Per-Item Rank Standard Deviation While
Kendall’s W and Spearman ρ capture aggregate
ordering agreement, they mask item-level hetero-
geneity: per-item rank SD reveals which individ-
ual items preserve their difficulty rank across lan-
guage versions of a benchmark, directly informing
which items are most stable across languages in a
multilingual compressed benchmark. For MGSM,
stability is highly heterogeneous under 1PL, with
some items near-fixed across languages and others
shifting almost the full rank range (Table 2). Un-
der 2PL and 3PL, difficulty rank SD is essentially
unchanged from 1PL (MGSM: 49.5 and 49.9 vs.
48.5; MMLU: 15.5 and 14.7 vs. 14.5), while dis-
crimination rank SD is substantially higher (≈67
on MGSM). The guessing parameter c shows inter-
mediate rank stability (MGSM: 56.3). For MMLU,
the pattern mirrors MGSM: wide spread under 1PL,
with difficulty stability maintained or improved un-
der 2PL/3PL, and discrimination consistently less
stable (Figure 14 and Figure 15 in Appendix H).

Language Clustering We cluster languages hi-
erarchically (average linkage on Spearman dis-
tance 1 − ρ) by each IRT parameter profile and
compare to accuracy-based clusterings via Man-
tel test and mean pairwise Spearman ρ̄. For diffi-
culty (Figure 4), MGSM dendrograms mirror the
accuracy clustering: European languages cluster
tightly while Telugu and Swahili are most isolated.
A Mantel test quantifies alignment between each
IRT difficulty clustering and the accuracy cluster-

Figure 4: Language clustering by difficulty for MGSM
(top row) and MMLU (bottom row). Columns 1–3
cluster languages by pairwise Spearman correlation of
item difficulty rank profiles under 1PL, 2PL, and 3PL
respectively. Column 4 clusters languages by pairwise
Spearman correlation of model accuracy vectors.

Figure 5: Language clustering by discrimination (for
2PL and 3PL), and guessing (3PL).Rows: MGSM (top),
MMLU (bottom). Columns: 2PL discrimination, 3PL
discrimination, 3PL guessing, accuracy (left to right).

ing (MGSM: 1PL r = 0.63, p = 0.001; 2PL
r = 0.56, p = 0.002; 3PL r = 0.53, p = 0.003;
all MMLU tests non-significant: 1PL r = −0.15,
p = 0.751; 2PL r = −0.23, p = 0.886; 3PL
r = −0.17, p = 0.786). For MMLU, the accu-
racy dendrogram is structurally decoupled from
IRT difficulty profiles where German and Chinese
cluster as nearest neighbours despite typological
distance, while Swahili clusters with European lan-
guages in accuracy space, suggesting MMLU per-
formance might be governed more by alternate
factors like pretraining data distribution than item
difficulty structure. For discrimination and guess-
ing(Figure 5), the same procedure is applied with
mean pairwise ρ̄ as an additional cross-lingual con-
sistency measure. Discrimination is the least cross-
lingually consistent parameter (ρ̄ ≈ 0.10 on both
benchmarks), producing near-equidistant cluster-
ings with no interpretable structure; Mantel tests
are non-significant except MGSM 2PL discrimina-
tion (r = 0.34, p = 0.005), a signal that disappears
under 3PL. Guessing shows substantially higher
cross-lingual consistency (ρ̄ ≈ 0.35 on both bench-
marks), visible in lower and more differentiated
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merge heights, but does not align with typologi-
cal or accuracy-based groupings (all Mantel tests
non-significant).

Thus, difficulty is the only parameter whose clus-
tering aligns with accuracy (Mantel tests significant
on MGSM, non-significant on MMLU). Neither
discrimination nor guessing aligns with accuracy-
based clusters (all Mantel tests non-significant;
MGSM 3PL: disc r = 0.134, p = 0.151; guess
r = 0.074, p = 0.341). However, guessing pro-
duces more differentiated dendrogram structure
than discrimination: mean pairwise ρ = 0.349
vs. 0.098 on MGSM, with lower and more varied
merge heights, indicating it captures some con-
sistent cross-lingual signal, though not one that
mirrors typological or accuracy-based groupings.

3.2 Subset Analysis
IIF Concordance We examine whether the three
IRT variants agree on which items are most in-
formative, a choice with direct consequences for
the validity of any resulting cross-lingual sub-
set (within-language fit comparisons are in Ap-
pendix I). Agreement is operationalised via the
Item Information Function (IIF) at θ = 0; a sen-
sitivity analysis at θ ∈ {−1, 0,+1} confirms that
the qualitative orderings are robust to this choice
(Appendix J):

I
(1PL)
j = Pj (1− Pj), (1)

I
(2PL)
j = a2j Pj (1− Pj), (2)

I
(3PL)
j =

a2j (Pj − cj)
2 (1− Pj)

(1− cj)2 Pj
, (3)

where bj , aj , cj are difficulty, discrimination, and
guessing parameters; P (1PL)

j = σ(−bj); P
(2PL)
j =

σ(aj(−bj)); P
(3PL)
j = cj + (1 − cj)σ(aj(−bj)).

Per slice, items are ranked by Ij and the top 50%
retained (avg. 125 items per MGSM slice; 33 per
MMLU slice; sensitivity to this threshold in Ap-
pendix K); pairwise agreement is measured by Jac-
card similarity J(A,B) = |A ∩B|/|A ∪B|, with
an expected baseline of J ≈ 0.33 for two indepen-
dent random draws (Figure 6).Across both bench-
marks, 1PL–2PL agreement (median J = 0.40
for MGSM, J = 0.53 for MMLU) and 1PL–3PL
(median J = 0.41 for MGSM, J = 0.45 for
MMLU) both exceed the random-selection base-
line (J ≈ 0.33). 2PL–3PL shows the strongest
concordance overall (median J = 0.92 for MGSM,
J = 0.59 for MMLU), confirming that 2PL and

Figure 6: Jaccard similarity of the top-50% items se-
lected by IIF at θ = 0 for each model pair (left:
MGSM; right: MMLU), across all benchmark slices
(11 MGSM languages; 42 MMLU language×domain
combinations). Each dot is one slice; annotated values
are medians. Dashed line marks the random-selection
baseline (J ≈ 0.33).

MGSM MMLU

Selection strategy In-samp. Held-out In-samp. Held-out

1PL (difficulty) 0.982 0.972 1.000 1.000
2PL difficulty only 0.978 0.970 0.932 0.932
2PL (diff+disc) 0.971 0.953 0.878 0.831
3PL difficulty only 0.979 0.972 0.922 0.889
3PL (diff + disc) 0.975 0.950 0.850 0.778
3PL (diff + disc+ guess) 0.973 0.951 0.764 0.691

Table 3: Median Spearman ρ (subset vs. full benchmark)
under progressively richer IIF selection strategies; the
gap between rows isolates that parameter’s marginal
contribution to fidelity loss.

3PL agree very strongly with each other on which
items are most informative. MMLU shows lower
2PL–3PL concordance, reflecting greater variation
across the heterogeneous domain slices.

Thus, switching from 1PL to 2PL or 3PL modi-
fies item selection but does not discard all shared
signal, with 2PL and 3PL producing closely re-
lated subsets. The low 1PL–2PL/3PL concordance
reflects that 1PL selects items by difficulty alone,
while 2PL and 3PL IIFs are dominated by the dis-
crimination term, prioritising different, and more
language-idiosyncratic, items. The strong 2PL–
3PL concordance on MGSM (J = 0.92) could re-
flect near-zero guessing rates on open-ended math
items, so the guessing correction in 3PL barely
shifts selection from 2PL; the lower concordance
on MMLU (J = 0.59) confirms that guessing
becomes consequential for multiple-choice items
where chance-level correctness is non-negligible.

Ranking Fidelity Since IIF concordance shows
that IRT model choice determines which items
are selected, we now ask whether those selec-
tions preserve model rankings on the full bench-
mark. We evaluate four conditions: (i) in-sample
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Figure 7: Ranking fidelity (Spearman ρ, subset vs. full
benchmark) for MGSM (left) and MMLU (right). Top
row: in-sample (all models, upper bound). Bottom row:
held-out (IRT re-fitted on 80% of models, evaluated on
remaining 20%). Dashed line marks the random-item
baseline (ρ ≈ 0.96 for MGSM, ρ ≈ 0.7 for MMLU).
1PL fidelity is stable across both splits.

same-language; (ii) held-out same-language (IRT
fitted on 80% of models, evaluated on held-out
20%); (iii) in-sample cross-lingual; and (iv) held-
out cross-lingual. The primary metric is Spear-
man ρ between per-model subset accuracy and full-
benchmark accuracy, compared against a 200-draw
random-item baseline4 (Figure 7). Under 1PL,
same-language fidelity is high and stable across
both splits: in-sample median ρ = 0.982 (MGSM)
and 1.000 (MMLU), dropping only marginally on
held-out models (0.972 and 1.000), well above the
random baselines. On MGSM, 2PL and 3PL also
preserve strong held-out fidelity (ρ = 0.953 and
0.951), showing that with stable parameter esti-
mation all three variants are viable. On MMLU,
fidelity degrades progressively with model com-
plexity: 2PL held-out median ρ = 0.831 and 3PL
ρ = 0.691, with 3PL showing the widest spread
and several low-fidelity slices (per-slice distribu-
tions and accuracy scatter plots in Appendix L).

To isolate which parameter drives this degra-
dation, Table 3 decomposes fidelity by applying
progressively richer IIF formulas, also shown in
Figure 10: on MGSM all six strategies yield near-
identical fidelity, confirming that difficulty alone
drives the signal; on MMLU fidelity drops mono-

4A mean-accuracy selection baseline achieves comparable
fidelity to 1PL (cross-lingual held-out: MGSM ρ = 0.954 vs.
0.949; MMLU ρ = 0.879 vs. 0.877), but this does not bear on
our research question, which concerns whether IRT parame-
ters generalise across languages, not whether IRT outperforms
alternatives.

Figure 8: In-sample cross-lingual subset ranking fi-
delity. Cell (i, j) is Spearman ρ between subset ac-
curacy (items from language i) and full-benchmark ac-
curacy in language j. Top: MGSM. Bottom: MMLU
(avg. over six domains). Columns = 1PL, 2PL, 3PL.

Figure 9: Held-out cross-lingual subset ranking fidelity
(IRT re-fitted on 80% of models via MAP, evaluated on
20%). Same layout as Figure 8.

tonically with each parameter added, with discrimi-
nation causing the largest single step down. Se-
lecting items by difficulty alone preserves high
fidelity across both benchmarks and discrimina-
tion introduces the primary degradation: −0.017
to −0.022 on MGSM and −0.101 to −0.111 on
MMLU held-out, consistent with discrimination
being language-idiosyncratic. Adding guessing
further reduces MMLU held-out fidelity by 0.087
(0.778 → 0.691) while leaving MGSM virtually
unchanged (0.950 → 0.951). Together, within-
language fidelity loss is driven primarily by dis-
crimination rather than model complexity per se;
difficulty-based or 1PL selection remains the safest
strategy.

Cross-lingual transfer is shown in Figure 8 (in-
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MGSM MMLU

Selection strategy In-samp. Held-out In-samp. Held-out

1PL (difficulty) 0.968 0.949 0.854 0.877
2PL difficulty only 0.973 0.960 0.789 0.795
2PL (diff+disc) 0.973 0.962 0.765 0.777
3PL difficulty only 0.974 0.961 0.778 0.787
3PL (diff+disc) 0.972 0.958 0.761 0.749
3PL (diff+disc+guess) 0.972 0.959 0.714 0.729

Table 4: Median cross-lingual Spearman ρ (off-diagonal
pairs) under progressively richer IIF selection strategies.
Items are selected using the source language IRT; fi-
delity is evaluated in the target language.

Figure 10: Median Spearman ρ under progressively
richer IIF selection strategies, isolating each parameter’s
marginal contribution to fidelity.

sample) and Figure 9 (heldout), with a parameter-
wise decomposition in Table 4. On MGSM,
all three variants transfer well (held-out median
ρ = 0.949–0.962), with 2PL and 3PL matching
or slightly exceeding 1PL: arithmetic difficulty is
translation-invariant and discrimination adds neg-
ligible noise. On MMLU, 1PL is the only reli-
able cross-lingual variant (held-out ρ = 0.877);
fidelity degrades steadily with model complex-
ity (2PL: 0.777; 3PL: 0.729). The parameter de-
composition reveals that switching to 2PL diffi-
culty alone already accounts for most of this drop
(0.877 → 0.795), with discrimination contributing
a further but smaller step (0.795 → 0.777). Guess-
ing contributes an additional but smaller −0.020
loss. Inspecting the language-pair breakdown in
the figures, this degradation is not uniform: Swahili
is consistently the most isolated source and target,
mirroring its outlier status in the concordance anal-
ysis (§3.1).

3.3 DIF Analysis

DIF effects are consistently strong across both
benchmarks (Figure 11). On MGSM, an average
of 48.3% of tested items (range: 34–63% across 10
languages) show significant DIF relative to English,
with a mean anchor-corrected shift of |∆b| = 1.14
logits. On MMLU, 31.8% of items show signif-
icant DIF on average (range: 21–69% across 6
focal languages), with a mean shift of |∆b| = 1.50
logits. Pooled across both benchmarks, this cor-
responds to an average shift in probability of a
correct response of roughly 22 percentage points
at the item’s own difficulty level, rising to roughly
38 points among items flagged as DIF. Swahili

Figure 11: Percentage of items showing significant DIF
relative to English (bars, left axis) and mean anchor-
corrected difficulty shift |∆b| (line, right axis), by lan-
guage; MMLU averaged over its six domains. Dashed
lines mark the benchmark-wide mean.

shows the highest rate on MMLU (69%) and is
tied with Telugu for the highest MGSM rate (63%),
consistent with its isolation in the clustering results
(section 3.1). Full per-language and per-domain
results are in Appendix G.

4 Discussion

Cross-lingual Concordance. We find that diffi-
culty is consistently the most stable IRT parameter
across languages, and this concordance is main-
tained when we move to 2PL and 3PL models.
Discrimination is substantially less stable across
all variants and both benchmarks. Guessing sits
between the two. The language clustering re-
sults on MGSM reinforce this parameter hierar-
chy: difficulty profiles from all three models signif-
icantly track language typology, while discrimina-
tion profiles do not. Additionally, STEM domains
are consistently more concordant than humanities
and social sciences across all variants, suggesting
that reasoning-based items are more likely to be
translation-stable than culturally situated ones.

Subset Analysis. Within-language, 1PL sub-
sets preserve model rankings reliably on both
benchmarks, and 2PL and 3PL are competitive
on MGSM but degrade substantially on MMLU.
Cross-lingually, MGSM remains robust across all
three IRT variants, while on MMLU 1PL is the
only reliable variant. The parameter decomposi-
tion in Table 4 shows that most of the fidelity drop
happens before discrimination even enters selec-
tion: switching from 1PL to 2PL difficulty alone
already costs substantial fidelity on MMLU (held-
out ρ: 0.877 → 0.795). Discrimination contributes
a further but smaller drop (0.795 → 0.777). Cross-
lingually, therefore, 1PL’s advantage lies not only
in avoiding discrimination but in producing inher-
ently more transferable difficulty estimates. Finally,
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the near-identical item selections of 2PL and 3PL
(J = 0.92) on MGSM but not MMLU show that
the additional complexity of 3PL does not diversify
the selected subset on reasoning-heavy tasks where
guessing is negligible.

DIF Analysis. DIF is widespread and highly
item-specific: on MGSM an average of 48.3% of
items and on MMLU 31.8% of items show signif-
icant difficulty shifts relative to English and DIF
rates change (highest for Swahili and Telugu on
MGSM, Swahili on MMLU), indicating that the
same item-level translation pressures accumulate
more heavily for languages least related to the
source. We restrict this test to difficulty: discrim-
ination is already the least cross-lingually stable
parameter in §3.1, so no discrimination-invariant
anchor set can be identified to equate its scale, and
guessing’s lower-asymptote estimates require sub-
stantially larger per-item response counts than our
model pool provides to support individual-item
significance testing. Since difficulty is the most
cross-lingually stable of the three parameters and
still shows this much item-level heterogeneity once
tested directly, it is plausible that discrimination
and guessing, already less stable in aggregate, con-
ceal comparable or greater item-level heterogene-
ity that a suitably powered DIF test would need
to confirm. The practical implication is that this
instability is item-specific rather than an inherent
property of a language, and is in principle address-
able through targeted re-translation or removal with
item-level auditing.

More concretely, for using IRT-based data selec-
tion in benchmark filtering on multilingual trans-
lated benchmarks: (i) we must not assume that
a subset which works well within one language
will generalise to others, i.e., cross-lingual validity
should be verified explicitly; (ii) we must account
for domain composition, as STEM domains are re-
liably more cross-lingually stable than non-STEM,
and a single overall fidelity check will mask impor-
tant variation within mixed-domain benchmarks;
(iii) a subset can look valid by an aggregate con-
cordance check while still containing individual
items that behave inconsistently, so item-level DIF
screening should complement aggregate validity
checks before reusing a subset across languages.
Simpler models that rely only on the most stable
parameters will produce more transferable subsets.

5 Conclusion

We set out to test a basic but largely unexamined as-
sumption in multilingual LLM evaluation: whether
IRT, an established tool for benchmark filtering,
behaves consistently when the same benchmark is
translated across languages. The answer is that it
does, but only for some parameters, and even for
the parameter that transfers best, only for some
items rather than all of them. IRT parameters form
a cross-lingual stability hierarchy: difficulty trans-
fers reliably, discrimination does not, and guessing
sits in between. Even difficulty, the most stable pa-
rameter, still shows significant translation-induced
shifts in roughly a third to half of items once each
language’s overall difficulty is accounted for, show-
ing that cross-lingual instability is not simply a
property of a language but of specific items within
it.

As translation-based multilingual benchmarks
become common, the psychometric properties of
translated items cannot be assumed to carry over
across languages. Our findings show that the choice
of IRT model, the stability of its parameters, and
the presence of item-level differences determine
whether a compressed benchmark remains valid
across the languages it is meant to evaluate. Cross-
lingual validity should be demonstrated, not as-
sumed, and we hope this work, combining aggre-
gate concordance checks with item-level auditing,
provides a concrete empirical basis for that stan-
dard.

Limitations

We discuss some limitations of our work here. First,
our model set is restricted to instruction-tuned mod-
els with fewer than 20 billion parameters, due to
compute constraints. This means our IRT param-
eter estimates and subset fidelity results may not
generalize to larger frontier models, whose ability
profiles could alter item difficulty and discrimina-
tion rankings in ways not captured here.

Second, our experiments are conducted on two
benchmarks, MGSM and Global MMLU, which,
while covering a broad range of languages and
domains, are both derived from English source
items via translation. Extending this analysis to
benchmarks constructed natively in non-English
languages, or to tasks beyond multiple-choice and
arithmetic reasoning, remains an important direc-
tion for future work. Additionally, the Global
MMLU subset used here includes four European
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languages (German, English, Spanish, French) out
of seven, which may inflate cross-lingual concor-
dance estimates relative to a more typologically
diverse sample.

Ethical Considerations

We do not anticipate any risks in our work. Any
data used does not contain any personal details or
offensive content. In this study, our use of all arti-
facts is consistent with the license and intended use
of all datasets and models. The benchmarks used,
Multilingual GSM (Shi et al., 2023) and Global
MMLU(Singh et al., 2025) are available on Hug-
gingFace for free use. All large language models
used are also open from HuggingFace. The py-irt
library used for 1PL model fitting is open source
and freely available under MIT License. Our MAP-
based implementation for 2PL and 3PL is imple-
mented in PyTorch and will be released alongside
the codebase upon publication.
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A Related Work

We discuss some relevant work here that grounds
and motivates our research.

IRT for NLP Benchmark Filtering. One of the
earliest works in Item Response Theory for NLP
by Lalor et al. (2016) applied it to annotation qual-
ity estimation to identify uninformative items in
crowdsourced datasets. Subsequent work used IRT
to characterise the difficulty and discriminating
power of NLP test sets (Lalor et al., 2019; Ro-
driguez et al., 2021) and to cluster benchmark items
by their psychometric profiles (Rodriguez et al.,
2022). The py-irt library (Natesan et al., 2016)
made SVI-based IRT estimation tractable for NLP-
scale response matrices. Most recently, IRT has
been applied directly to LLM benchmarks: Hof-
mann et al. (2025) showed that IRT-selected sub-
sets substantially reduce evaluation cost while pre-
serving validity, and Zhou et al. (2026) examined
ranking fidelity loss under aggressive compression.
Our work extends this line to multilingual settings,
asking whether item parameters estimated in one
language transfer to others, which is a question
none of the prior NLP work addresses.

Multilingual LLM Evaluation. Large-scale
multilingual evaluation suites have proliferated in
recent years, including XTREME (Hu et al., 2020),
XTREME-R (Ruder et al., 2021), and MEGA
(Ahuja et al., 2023). Translation-based benchmark
construction, exemplified by MGSM (Shi et al.,
2023) and Global MMLU (Singh et al., 2025),
is the dominant strategy for cross-lingual cover-
age. Prior work has documented performance gaps
across languages and attributed them to pretraining
data distributions (Lai et al., 2023; Zhang et al.,
2024), but the question of whether the measure-
ment instrument itself behaves consistently across
languages has received little psychometric atten-
tion. Our work provides a principled test of this
assumption at scale.

Differential Item Functioning. Differential Item
Functioning (DIF) is the standard psychometric
framework for testing whether an item measures
the same construct at the same difficulty level
across different groups of equal ability (Holland
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and Wainer, 2012). An item exhibiting DIF func-
tions differently across groups not because the
groups differ in latent ability, but because the
item carries group-specific bias or ambiguity that
is independent of the underlying construct. IRT-
based approaches compare ICC parameters across
groups and test for statistically significant differ-
ences (Lord, 2012). Our work relates to but differs
from classical DIF analysis in several ways. Tra-
ditional DIF tests whether a single item functions
differently across two groups conditional on latent
ability, using a significance test. We instead as-
sess whether rank orderings of all items by their
estimated IRT parameters are consistent across all
language versions of a benchmark simultaneously
which is a global concordance question rather than
an item-level significance test. Furthermore, in our
setting the “groups” are not distinct human sub-
populations but distinct language versions of the
same benchmark administered to the same set of
LLMs. A formal per-item DIF analysis across lan-
guage groups would complement our concordance
approach; however, classical DIF requires equating
groups on latent ability, which is ill-defined here
because language itself affects overall model per-
formance distributions. Our global concordance
framework sidesteps this confound by assessing
rank-order agreement across all items simultane-
ously, rather than conditioning on matched-ability
subgroups.

In the context of translated assessments, DIF
has been studied extensively in educational mea-
surement. Allalouf et al. (1999) showed that cross-
lingual DIF in translated scholastic aptitude tests
arises from changes in linguistic difficulty, item
format, and cultural familiarity under translation.
Hambleton et al. (2005) and Grisay et al. (2007)
extend this to large-scale international assessments
such as PISA and TIMSS, providing systematic
procedures for identifying cross-lingual DIF and
removing items whose difficulty shifts under trans-
lation the same validity concern that motivates our
cross-lingual concordance analysis. Cross-lingual
measurement invariance has been applied to psy-
chological scales and survey instruments (Milfont
and Fischer, 2010), but to our knowledge has not
been systematically applied to LLM evaluation
benchmarks.

B Implementation Details

Artifacts. We use LLM models publicly avail-
able on HuggingFace, and two multilingual bench-
marks also sourced from HuggingFace: Multilin-
gual GSM (MGSM; Shi et al. 2023) and Global
MMLU (Singh et al., 2025). We create and release
two codebases: one for evaluating LLMs on both
benchmarks, and one for fitting IRT models on
the resulting evaluation data and further analysis
based on that data. No new models or datasets are
created.

LLM evaluation. Evaluations are run using
lm-evaluation-harness v0.4.10 (Gao et al.,
2024) with vllm v0.13.0 as the inference backend.
We evaluate 102 models on MGSM and 103 mod-
els on Global MMLU, selected from the Hugging-
Face Open LLM Leaderboard as the highest-ranked
instruction-tuned open-weight models with fewer
than 20 billion parameters and native compatibil-
ity with lm-evaluation-harness. Each model is
called in inference-only mode with a maximum
context length of 12,000 tokens and a batch size of
8. Results are stored as binary correctness labels
(item–response pairs), yielding 568,900 evaluated
pairs in total.

IRT training. One model is fitted per bench-
mark slice (11 MGSM language slices, 42 MMLU
language×domain slices), independently for each
of the three IRT variants (1PL, 2PL, 3PL), giv-
ing 159 fitted models in total. 1PL is fitted us-
ing py-irt v0.6.6 (Natesan et al., 2016) on top of
Pyro v1.9.1 (Bingham et al., 2019) with PyTorch
v2.9.1 as the backend: SVI with Adam optimiser,
Trace-ELBO loss, exponential learning rate sched-
ule (η = 0.1, γ = 0.9999/epoch), dropout p =
0.5, vague priors, 2,000 epochs; parameters at
minimum-ELBO epoch retained. 2PL and 3PL
are fitted via MAP using our own PyTorch imple-
mentation: Adam optimiser with cosine anneal-
ing; 4,000 epochs for 2PL and 6,000 for 3PL;
with best MAP objective retained. Held-out fi-
delity evaluations use an 80/20 model train/test
split, with IRT refitted on the training split only;
random-item baselines are averaged over 200 in-
dependent draws per slice. Statistical analyses use
scipy v1.15.3, numpy v2.2.6, pandas v2.3.3, and
matplotlib v3.10.3.

Compute. All LLM model evaluations are run
on a high performance computing cluster using one
NVIDIA A100 GPU per job (120 GB RAM, CUDA
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Figure 12: Per-slice Spearman ρ between SVI and
MAP estimates for each (model, parameter) combina-
tion across all 53 benchmark slices. Dashed orange lines
mark the mean ρ per panel. 1PL difficulty shows strong
SVI–MAP agreement; discrimination collapses under
SVI for 2PL and 3PL.

11.8). IRT fitting and all statistical analyses run
on CPU. Total GPU compute was approximately
280 A100-GPU-hours for LLM inference.IRT fit-
ting across all 159 models (53 slices × 3 variants)
required under one CPU-hour in total; statistical
analyses are similarly negligible.

C SVI vs. MAP Inference Comparison

To verify that our choice of inference method
does not confound cross-model comparisons, we
fit a MAP-based 1PL to all 53 benchmark slices
alongside MAP-based 2PL and 3PL, and compare
difficulty, discrimination, and guessing estimates
against their SVI counterparts (Figure 12).

For 1PL, SVI and MAP difficulty estimates are
highly concordant (mean ρ = 0.928, min = 0.749,
max = 0.996), confirming that using py-irt’s SVI
for 1PL does not affect our results.

For 2PL and 3PL, the comparison directly illus-
trates why MAP is necessary. Discrimination esti-
mates are near-uncorrelated across the two methods
(2PL: mean ρ = 0.130; 3PL: mean ρ = −0.021):
SVI drives discrimination toward zero (2PL) or
negative values (3PL), while MAP with softplus-
constrained discrimination recovers psychometri-
cally meaningful positive values. Under 3PL the
distortion is severe enough to corrupt even diffi-
culty estimates (mean ρ = −0.059). The guess-
ing parameter is relatively robust across inference
methods (mean ρ = 0.717), consistent with its role
as a lower-asymptote constraint less sensitive to
discrimination interactions.

D Split-Half Analysis

To verify that discrimination and guessing parame-
ters are reliably estimated under MAP rather than
under-identified given our model pool size, we con-
duct a within-language split-half reliability check.
For each of the 11 MGSM languages, we randomly
partition the full N=102 model pool into two dis-
joint halves (N=51 each) and independently refit
2PL/3PL via MAP on each half, repeating this for
3 random splits per language (33 fits per model in
total).

Agreement between the two halves is strong:
mean Spearman ρ = 0.614 for 2PL discrimina-
tion ([0.424, 0.754]), ρ = 0.621 for 3PL discrim-
ination ([0.382, 0.762]), and ρ = 0.708 for 3PL
guessing ([0.517, 0.872]), despite each half con-
taining roughly half as many models as the full
sample used in the paper. Each half also correlates
strongly with the full-sample (N=102) estimates
reported in the main text: ρ ∈ [0.776, 0.931] (mean
0.866) for 2PL discrimination, ρ ∈ [0.748, 0.917]
(mean 0.860) for 3PL discrimination, and ρ ∈
[0.708, 0.973] (mean 0.874) for 3PL guessing.

Guessing spread at N=51 is nearly identical to
the full sample (mean σ = 0.049 vs. 0.051); dis-
crimination spread is somewhat reduced at N=51
(mean σ = 0.445 vs. 0.578 for 2PL, 0.418 vs.
0.549 for 3PL), consistent with expected shrink-
age toward the MAP prior under a smaller model
pool, though item rankings by discrimination are
preserved, as shown by the correlations above. To-
gether, these results indicate that discrimination
and guessing are reliably recoverable within a lan-
guage at half the model pool size, and that their low
cross-lingual concordance (Appendix F) reflects
cross-lingual instability rather than under-identified
noise.

E Correlated Raters Analysis

Kendall’s W aggregates agreement across raters
(here, languages); a tight cluster of correlated raters
could inflate the statistic even if the remaining
raters disagree substantially, analogous to non-
independent raters inflating inter-rater reliability.
section 3.1 shows that European languages form
exactly such a tight cluster under item difficulty. To
test whether this cluster is responsible for the con-
cordance values reported in §3.1, we recompute
W after removing all Indo-European languages:
German, English, Spanish, French, Bengali, and
Russian for MGSM (5 languages remain: Japanese,
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Wfull Wrestr. ∆

MGSM 1PL 0.544 0.560 +0.016
MGSM 2PL 0.526 0.553 +0.027
MGSM 3PL 0.519 0.547 +0.028

MMLU 1PL 0.592 0.606 +0.014
MMLU 2PL 0.540 0.574 +0.034
MMLU 3PL 0.582 0.593 +0.011

Table 5: Kendall’s W for item difficulty before (Wfull)
and after (Wrestricted) removing Indo-European lan-
guages. MGSM: 11 → 5 languages. MMLU: 7 →
3 languages (mean across domains). Concordance in-
creases in every case.

Swahili, Telugu, Thai, Chinese), and German, En-
glish, Spanish, and French for MMLU (3 languages
remain: Japanese, Swahili, Chinese), the latter av-
eraged over its six domains (results in Table 5).

Removing the Indo-European cluster increases
W in every case: MGSM rises from 0.544 →
0.560 (1PL), 0.526 → 0.553 (2PL), and 0.519 →
0.547 (3PL); MMLU rises from 0.592 → 0.606
(1PL), 0.540 → 0.574 (2PL), and 0.582 → 0.593
(3PL). If the Indo-European cluster were propping
up the reported concordance, its removal should
have lowered W ; instead, the more typologically
distinct remaining languages reproduce the same
signal on their own. The MMLU restricted set
has only three languages and its estimates there-
fore carry more sampling variance than the seven-
language originals, but the same pattern holds on
MGSM’s larger five-language restricted set. These
results indicate that the reported concordance val-
ues are not an artifact of rater redundancy.

F Spearman Rank Correlation Heatmaps

In main text, Figure 2 shows pairwise Spearman
rank correlations for item difficulty while Figure 3
provides the corresponding heatmaps for discrimi-
nation (a, available from 2PL onward) and guess-
ing (c, 3PL only). Here, we provide a more detailed
discussion of findings:

Discrimination (a). Discrimination parameters
show low cross-lingual agreement under both 2PL
and 3PL. For MGSM 2PL, the mean pairwise
ρ = 0.103 (range [−0.068 (English–Japanese)
to 0.275 (German–Russian)]): while the esti-
mates are positive and psychometrically mean-
ingful within each language, they do not agree
strongly across languages, indicating that how
sharply an item discriminates between models is
a language-specific property of item formulation.

Under MGSM 3PL the mean pairwise ρ = 0.098
(range [−0.085, 0.241]), consistent with the addi-
tional guessing parameter absorbing some residual
shared signal and leaving discrimination with lit-
tle cross-lingual structure. MMLU 2PL and 3PL
show a similarly low average discrimination agree-
ment (ρ̄ ≈ 0.10 for both), indicating that even with
larger per-domain item pools, discrimination does
not generalize cross-lingually. This provides clear
evidence that discrimination captures language-
idiosyncratic surface features of item formulation
rather than a shared psychometric property.

Guessing (c). The guessing parameter tells a
markedly different story. For MGSM 3PL,
ρ̄ = 0.349 (range [0.186, 0.537]), with Bengali–
German achieving the strongest agreement (ρ =
0.537), a plausible finding if both language ver-
sions impose similar chance-level accessibility on
the same underlying items. English–Telugu is the
weakest pair (ρ = 0.186); all pairs remain positive.
For MMLU 3PL, guessing agreement is compa-
rably stable: ρ̄ = 0.359 (range [0.138, 0.538]),
with every language pair yielding a positive corre-
lation and Japanese–Chinese the most consistent
(ρ = 0.538). The consistently positive guessing
correlations, in contrast to near-zero or negative
discrimination correlations under the same model,
suggest that lower-bound response behavior is a
genuine language-invariant property: some items
simply impose a floor on the probability of a correct
response regardless of the language of presentation,
while discrimination is driven by language-specific
surface features of the item formulation.

Science vs Non-Science Domain Figure 13
shows the 2×3 grid of averaged Spearman dif-
ficulty heatmaps for science vs non-science do-
mains across the three IRT model variants. Un-
der 1PL, science heatmaps show a predominantly
warm palette (Kendall’s W = 0.647, ρ̄ = 0.588),
while non-science is already lower (ρ̄ = 0.492,
W = 0.564). Under MAP-fitted 2PL and 3PL,
the science advantage is maintained: science do-
mains achieve ρ̄ = 0.559, W = 0.620 (2PL) and
ρ̄ = 0.581, W = 0.640 (3PL), while non-science
remains somewhat lower at ρ̄ = 0.420, W = 0.501
(2PL) and ρ̄ = 0.479, W = 0.553 (3PL). Both do-
main types maintain moderate cross-lingual concor-
dance across all model variants, with science items
consistently showing stronger agreement. This re-
flects that science items test well-defined reason-
ing steps or unambiguous facts whose difficulty is
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Figure 13: Pairwise Spearman rank correlation of item difficulty across languages for MMLU, split by domain type
(rows) and IRT model variant (columns). Top row: Science domains (STEM + Medical), averaged element-wise.
Bottom row: Non-science domains (Business + Humanities + Other + Social Sciences), averaged element-wise.
Colour encodes ρ ∈ [−1,+1]: red = −1, yellow = 0, green = +1.

partly preserved under translation, whereas non-
science difficulty is dominated by culturally situ-
ated knowledge and nuanced phrasing that shifts
substantially across languages.

G DIF Analysis

Table 6 and Table 7 report the per-language DIF
rates and mean anchor-corrected difficulty shifts
underlying subsection 3.3, and Table 8 breaks the
MMLU results down by domain. For MGSM, the
anchor set is fixed at 63 items (bottom quartile of
items by cross-lingual rank standard deviation) and
187 items are tested per language pair. For MMLU,
both the anchor and tested set sizes vary by domain,
following each domain’s item count.

H Per-Item Rank Stability Distributions

Figure 14 and Figure 15 shows per-item rank stan-
dard deviation sorted ascending (most to least con-
sistent left to right). Each bar is one item; bar
height is the standard deviation of its rank position
across all languages. Multi-parameter models show
one sub-panel per parameter.

Lang. % DIF mean |∆b|
zh 34.2 0.992
es 34.8 0.843
ru 38.0 0.951
de 43.3 1.064
th 45.5 0.991
ja 48.1 1.097
fr 53.5 1.273
bn 59.9 1.303
sw 63.1 1.347
te 63.1 1.501

Table 6: MGSM: % of items showing significant DIF rel-
ative to English (BH-FDR q = 0.05), and mean anchor-
corrected difficulty shift |∆b|, by language. nanchor =
63, ntested = 187 for every language pair.

I Within-Language Model Fit

To assess within-language fit quality for each IRT
variant, we report the MAP negative log-likelihood
per observation (−ℓ/obs) at convergence, where
lower values indicate better fit. Table 9 reports
these values for every slice.

As expected under correct model fitting (2PL
nests 1PL; 3PL nests 2PL), 2PL achieves better
fit than 1PL on all 53 slices. 3PL achieves better
fit than 2PL on 43/53 slices; on the remaining 10,
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(a) 1PL (difficulty) (b) 2PL (difficulty + discrimination) (c) 3PL (difficulty + discrimination +
guessing)

Figure 14: MGSM per-item rank standard deviation across 11 languages (250 items). Each subfigure shows all
parameters for that model variant stacked vertically.

(a) 1PL (difficulty) (b) 2PL (difficulty + discrimination) (c) 3PL (difficulty + discrimination +
guessing)

Figure 15: MMLU per-item rank standard deviation across 7 languages, pooled over six domains (n ≤ 102 items
per domain).

Lang. % DIF mean |∆b|
es 21.0 1.051
fr 22.4 1.124
de 25.3 1.326
zh 26.1 1.417
ja 26.6 1.412
sw 69.1 2.668

Table 7: MMLU: % of items showing significant DIF
relative to English, and mean anchor-corrected difficulty
shift, by language, each averaged across the six MMLU
domains.

3PL’s fit is marginally worse (by 0.0001−−0.008
nats/obs), consistent with the added guessing pa-
rameter being harder to identify at MAP than gen-
uinely reducing fit. The improvement is larger
on MMLU (mean 1PL −ℓ/obs = 0.180 vs 2PL
0.127 vs 3PL 0.124) than on MGSM (mean 1PL
0.426 vs 2PL 0.389 vs 3PL 0.389), consistent with
MMLU’s more heterogeneous item difficulty per-
mitting greater discrimination by 2PL, and the
guessing parameter capturing floor-level response
probabilities in knowledge-intensive domains.

Domain % DIF mean |∆b|
Humanities 23.5 1.190
Medical 25.9 1.441
Other 28.2 1.248
Business 32.6 1.842
Social Sciences 35.3 1.621
STEM 45.1 1.656

Table 8: MMLU: % of items showing significant DIF
and mean anchor-corrected difficulty shift, by domain,
averaged across the six focal languages relative to En-
glish.

J IIF Theta Sensitivity

The main analysis evaluates IIF at θ = 0 (median
ability). To assess sensitivity to this choice, we
recompute item selections at θ ∈ {−1, 0,+1} and
measure the Jaccard similarity of the resulting top-
50% subsets across theta values within each model,
and cross-model Jaccard at each theta.

Within-model sensitivity. Under MAP, 2PL
item selection shows meaningful theta sensitivity
on both benchmarks: MGSM 2PL mean J = 0.639
between θ = −1 and θ = 0; J = 0.429 between
θ = 0 and θ = +1; J = 0.232 between θ = −1
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and θ = +1. This reflects that properly-identified
discrimination parameters vary across items, so IIF
rankings depend on theta. 3PL shows similar sen-
sitivity (MGSM: J = 0.617, 0.400, 0.208 for the
same pairs). 1PL shows moderate theta sensitivity
on MGSM (mean J = 0.727 between θ = −1 and
θ = 0; J = 0.835 between θ = 0 and θ = +1)
but near-invariance on MMLU (mean J ≥ 0.929).
The greater sensitivity on MGSM reflects the wider
difficulty range of arithmetic items relative to the
narrower MMLU domain slices.

Cross-model concordance across theta. Ta-
ble 10 shows median Jaccard for each model pair at
each θ. The qualitative ordering is preserved across
all theta values: 1PL–2PL and 1PL–3PL agreement
both remain above the random baseline (J ≈ 0.33)
at every θ, and 2PL–3PL agreement is consistently
high (J ≥ 0.87). The conclusion that 2PL and 3PL
select overlapping but not identical subsets relative
to 1PL therefore holds across all evaluated ability
levels.

K Compression Ratio Sensitivity

The main analysis uses a top-50% IIF cutoff. To
assess sensitivity to this choice, Table 11 reports
in-sample mean Spearman ρ (subset vs. full bench-
mark) at top-30%, top-50%, and top-70% for each
IRT variant and benchmark.

The qualitative ordering is preserved across all
ratios. 1PL is reliable at 50% and above on both
benchmarks; at 30%, fidelity dips slightly (MMLU
mean ρ = 0.931). 2PL is competitive on MGSM
at all compression levels (mean ρ ≥ 0.939), but
shows substantially lower fidelity on MMLU at
all thresholds (mean ρ = 0.771–0.875), remain-
ing below 1PL. 3PL follows a similar pattern, with
MMLU fidelity lower than 2PL and 1PL at all ra-
tios (mean ρ = 0.674–0.721). The 50% default is
the point where 1PL clears the random baseline re-
liably across all slices while achieving meaningful
compression.

L Subset Ranking Fidelity

Here, we provide: per-slice fidelity across all
benchmark variants (Figure 16), and per-model
accuracy-prediction scatter for in-sample (Fig-
ure 17) and held-out (Figure 18) evaluations.

Per-slice Fidelity (Figure 16). Each dot is one
benchmark slice — 11 MGSM language slices
and 42 MMLU language×domain slices. For

MGSM, 1PL is uniformly strong across all 11 lan-
guages (median ρ = 0.982, IQR entirely above
ρ = 0.95), with no language slice falling below the
random baseline. 2PL is similarly strong (median
ρ = 0.971, IQR 0.957–0.976), with the minimum
at ρ = 0.915, well above the random baseline;
no slice fails badly. 3PL is comparable (median
ρ = 0.973, IQR 0.955–0.976, min 0.911). For
MMLU, the contrast between 1PL and the multi-
parameter models sharpens considerably. 1PL
achieves median ρ = 1.000 — the majority of the
42 slices reach perfect rank correlation — with all
slices well above the random baseline (ρ ≈ 0.70).
2PL falls to median ρ = 0.878 (IQR 0.740–0.970,
min 0.354): most MMLU slices retain useful fi-
delity, but the lower tail extends below the random
baseline on a minority of slices. 3PL is further re-
duced (median ρ = 0.764, IQR 0.594–0.892, min
0.290), with more slices falling below the reference
line than under 2PL.

In-sample accuracy prediction (Figure 17).
Each point is one (model, benchmark-slice) pair
(n = 1,122 for MGSM; n = 4,320 for MMLU).
The dashed y = x line marks perfect accuracy
prediction; deviations from it indicate systematic
bias in how the subset estimates a model’s full-
benchmark score. Under 1PL, MGSM points clus-
ter tightly near the diagonal (MAE = 0.086, bias
= +0.026): the subset very slightly overestimates
full accuracy, consistent with IIF at θ = 0 select-
ing items near median difficulty, which form a
marginally easier sub-pool than the benchmark as
a whole. Under 1PL, MMLU shows the opposite
bias (MAE = 0.098, bias = −0.065): the IIF-
selected items are slightly harder than the MMLU
average because IIF peaks for items with diffi-
culty b ≈ 0, which are harder than the typical
MMLU item (most items are easier than chance
for these models). Consequently, subset accuracy
understates full-benchmark accuracy by about six
percentage points on average. Under 2PL and
3PL, MGSM accuracy prediction is close to 1PL
(MGSM 2PL MAE = 0.103, bias = +0.073; 3PL
MAE = 0.101, bias = +0.079). On MMLU, 2PL
IIF introduces a moderate positive bias (+0.080,
MAE = 0.117): the discrimination-weighted se-
lection still over-selects items where models score
high, inflating subset accuracy estimates relative to
the full benchmark by about 8 percentage points.

Held-out accuracy prediction (Figure 18). The
held-out evaluation re-fits IRT on 80% of models
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Figure 16: Distribution of Spearman ρ (subset vs. full benchmark) across all in-sample benchmark slices: 11 MGSM
language slices (left) and 42 MMLU language×domain slices (right). Each dot is one slice; annotated values are
medians. Dashed lines mark for the random-item baseline (ρ ≈ 0.96 for MGSM, ≈ 0.70 for MMLU).

and measures accuracy prediction on the remaining
20%. For 1PL, the held-out MAE is nearly identical
to in-sample on both benchmarks (MGSM: 0.086
held-out vs. 0.086 in-sample; MMLU: 0.090 vs.
0.098), and the directional bias is unchanged, con-
firming that 1PL item selection generalizes to un-
seen models without any degradation in accuracy-
prediction quality. For MGSM 2PL, held-out
MAE (0.108) is comparable to in-sample (0.103
in-sample is for all models; held-out evaluates on
the 20% unseen split), reflecting that MAP discrim-
ination estimates generalize reasonably to unseen
models within MGSM. For MMLU, 2PL and 3PL
retain moderate-to-large positive bias (+0.100 and
+0.181 respectively) in held-out evaluation, con-
firming that the positive accuracy bias is a structural
property of discrimination-weighted item selection
on knowledge-intensive benchmarks rather than an
in-sample artifact.
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Figure 17: In-sample subset accuracy vs. full-benchmark accuracy for each (model, benchmark-slice) pair. Rows:
MGSM (top) and MMLU (bottom). Columns: 1PL, 2PL, 3PL. Dashed line is y = x (ideal); each panel is annotated
with mean absolute error (MAE), Spearman ρ, and mean signed bias (subset − full). 1PL points track the diagonal
tightly with low bias; 2PL and 3PL scatter widely and show systematic overestimation on MMLU.
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Benchmark Slice 1PL 2PL 3PL

MGSM bn 0.360 0.311 0.313
de 0.453 0.416 0.415
en 0.420 0.383 0.381
es 0.492 0.464 0.463
fr 0.454 0.420 0.420
ja 0.466 0.436 0.435
ru 0.479 0.445 0.442
sw 0.405 0.366 0.367
te 0.284 0.236 0.244
th 0.445 0.412 0.412
zh 0.427 0.391 0.391

MMLU de_business 0.176 0.137 0.138
de_humanities 0.139 0.104 0.104
de_medical 0.122 0.077 0.077
de_other 0.150 0.102 0.101
de_social_sciences 0.166 0.132 0.129
de_stem 0.222 0.151 0.146
en_business 0.108 0.066 0.062
en_humanities 0.112 0.078 0.081
en_medical 0.113 0.092 0.095
en_other 0.155 0.122 0.119
en_social_sciences 0.151 0.113 0.112
en_stem 0.178 0.125 0.122
es_business 0.163 0.124 0.119
es_humanities 0.126 0.085 0.088
es_medical 0.153 0.088 0.078
es_other 0.186 0.137 0.133
es_social_sciences 0.137 0.109 0.106
es_stem 0.213 0.151 0.145
fr_business 0.174 0.134 0.135
fr_humanities 0.123 0.093 0.093
fr_medical 0.141 0.091 0.095
fr_other 0.175 0.124 0.117
fr_social_sciences 0.146 0.113 0.111
fr_stem 0.231 0.170 0.165
ja_business 0.162 0.086 0.077
ja_humanities 0.140 0.095 0.093
ja_medical 0.158 0.086 0.083
ja_other 0.182 0.128 0.120
ja_social_sciences 0.184 0.137 0.134
ja_stem 0.201 0.121 0.114
sw_business 0.332 0.260 0.255
sw_humanities 0.319 0.246 0.241
sw_medical 0.251 0.161 0.155
sw_other 0.294 0.233 0.231
sw_social_sciences 0.337 0.258 0.251
sw_stem 0.305 0.224 0.219
zh_business 0.137 0.079 0.078
zh_humanities 0.136 0.095 0.090
zh_medical 0.125 0.077 0.071
zh_other 0.198 0.132 0.123
zh_social_sciences 0.140 0.105 0.103
zh_stem 0.178 0.113 0.109

Table 9: MAP negative log-likelihood per observation (−ℓ/obs) for each IRT model variant and benchmark slice.
Lower values indicate better within-language fit.
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Figure 18: Held-out subset accuracy vs. full-benchmark accuracy. IRT re-fitted on 80% of models; each point is one
(held-out model, benchmark-slice) pair (n = 220 for MGSM; n = 876 for MMLU). Layout and annotation as in
Figure 17. 1PL MAE and bias are essentially unchanged from in-sample; 2PL and 3PL retain their large positive
bias on MMLU.
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Pair θ MGSM MMLU
median J median J

1PL vs 2PL −1 0.553 0.268
0 0.404 0.528
+1 0.506 0.672

1PL vs 3PL −1 0.524 0.273
0 0.412 0.454
+1 0.543 0.672

2PL vs 3PL −1 0.923 0.688
0 0.923 0.590
+1 0.866 0.895

Table 10: Median Jaccard similarity of top-50% IIF-
selected subsets across model pairs, evaluated at three
theta values. The random-selection baseline is J ≈ 0.33.
Qualitative orderings are stable across all theta values.

Model Top-k MGSM MMLU
mean ρ mean ρ

1PL 30% 0.939 0.931
50% 0.977 0.983
70% 0.994 0.999

2PL 30% 0.939 0.771
50% 0.963 0.844
70% 0.974 0.875

3PL 30% 0.939 0.674
50% 0.961 0.721
70% 0.975 0.717

Table 11: In-sample ranking fidelity (mean Spearman ρ,
subset vs. full benchmark) at three compression ratios.
The random-selection baseline is ρ = 0.96 for MGSM
and = 0.70 for MMLU. 1PL conclusions are stable
across all ratios; 2PL and 3PL fail on MMLU at every
threshold.

40281


