
Findings of the Association for Computational Linguistics: EMNLP 2026, pages 41097–41145
October 24-29, 2026 ©2026 Association for Computational Linguistics

T1-BENCH: Benchmarking Multi-Scenario Agents in Real-World Domains

Genta Indra Winata* , Amartya Chakraborty∗, Yuzhen Lin†, Swasthi P Rao†,
Shikhhar Siingh†, Houhan Lu†, Nadia Bathaee†, Sriharsha Hatwar†,

Paresh Dashore, Anmol Jain, Kshitij Tayal, Xiuzhu Lin, Anirban Das,
Sambit Sahu, Shi-Xiong Zhang

AI Foundations, Capital One
{genta.winata, amartya.chakraborty}@capitalone.com

Abstract

Recent advances in reasoning and tool-calling
capabilities of large language models (LLMs)
have enabled increasingly capable agentic sys-
tems. However, existing benchmarks remain
limited in task complexity, realism, and domain
diversity, and often fail to capture interactions
that span multiple domains, limiting their abil-
ity to evaluate agents in realistic multi-step set-
tings that require sustained reasoning and coor-
dination. To address these limitations, we intro-
duce T1-BENCH, a high-fidelity, comprehen-
sive benchmark for evaluating agentic systems
in realistic customer-facing, multi-domain envi-
ronments, featuring interleaved scenarios that
require structured reasoning across multi-turn
user-assistant interactions and substantially in-
creasing both compositional complexity and
evaluative rigor across 25 domains of varying
difficulty. We evaluate T1-BENCH using 12
proprietary and open-weight models, provid-
ing a reproducible and standardized framework
for assessing agent behavior, tool utilization,
and conversational quality in complex, multi-
step environments. We further complement
automatic evaluation with human judgments
to strengthen the assessment of qualitative per-
formance. Overall, T1-BENCH substantially
advances prior benchmarks by increasing task
complexity, interaction depth, and domain cov-
erage in simulated multi-domain environments.
To facilitate future research on agentic systems,
we will publicly release data and evaluation
code as open source.

1 Introduction

Large language models (LLMs) have rapidly
evolved from standalone conversational systems
into increasingly capable autonomous agents that

*Co-first authors who co-led the research project.
†Major contributors. We publicly release our code and
dataset at https://github.com/CapitalOne-Research/
t1-bench and https://huggingface.co/datasets/
capitalone/t1-bench, respectively.

can reason, plan, and interact with complex envi-
ronments (Jimenez et al., 2024; Anugraha et al.,
2026; Xu et al., 2026; Yang et al., 2026). Recent
advances in agentic systems enable multi-step task
execution that involves tool use, memory, and co-
ordination across heterogeneous domains (Li et al.,
2023a; Schick et al., 2023; Fourney et al., 2024;
Guo et al., 2024; Wu et al., 2024). Despite these ad-
vances, evaluating their reliability and robustness
remains challenging, as existing benchmarks are
often limited to a small number of domains (Patil
et al., 2025; Yao et al., 2025; Chakraborty et al.,
2026; Yang et al., 2026), static interaction settings,
or simplified environments that fail to capture real-
istic agent workflows.

A key limitation of current evaluation settings
is the lack of rich multi-domain interactions that
require sustained reasoning and reliable task com-
pletion (Barres et al., 2025; Yao et al., 2025). In
real-world customer-facing systems, LLM-based
agents are expected to complete complex tasks that
span multiple services and require coordinating a
sequence of interdependent actions under evolv-
ing constraints. Unlike simplified benchmarks
that emphasize isolated responses, successful task
completion in these settings depends on maintain-
ing progress over a long context, integrating inter-
mediate outcomes, and ensuring consistency with
the original user intent throughout the interaction.
Moreover, agents must remain robust to partial fail-
ures in tool use, as early mistakes can propagate
and compromise downstream steps. These chal-
lenges highlight that end-to-end task completion
is the critical measure of effectiveness in realis-
tic agent deployments, yet it remains insufficiently
captured by existing benchmarks.

To address these limitations, we introduce
T1-BENCH, a high-fidelity and diverse benchmark
for evaluating agentic systems in realistic real-
world multi-domain environments. By incorpo-
rating temporally dependent interactions, policy-
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Figure 1: Overview of T1-BENCH, a framework for persistent multi-session conversational agents. User policies,
including persona, user information, and goals, guide interactions between the user and the assistant. The assistant
performs domain classification to retrieve domain-specific tools and policies (e.g., flight, hotel, and restaurant
services) and executes tool-augmented reasoning via API calls. A shared memory module stores conversation history
and cached results, enabling persistent context, tool reuse, and continuity across temporally separated sessions.

constrained tool use, and complex multi-step work-
flows, T1-BENCH provides a more representative
setting for assessing conversational agents under
real-world deployment conditions. Our contribu-
tions are three-fold:

• We introduce T1-BENCH, a high-fidelity,
large-scale benchmark spanning 25 domains,
including 11 single-domain and 14 multi-
domain settings, with 76 tools and extensive
human annotations. The benchmark features
multi-domain interactions grounded in do-
main policies and realistic role-playing be-
tween user and assistant agents.

• We evaluate T1-BENCH using 12 proprietary
and open-weight models. This framework
provides a reproducible and consistent assess-
ment of agent behavior, tool utilization, and
conversational quality within complex envi-
ronments.

• We perform extensive benchmarking across
simulated multi-domain environments, signif-
icantly advancing task complexity, interaction
depth, and domain diversity. To support con-
tinued progress in this area, we will publicly
release the dataset and code.

2 T1-BENCH

We present T1-BENCH, a fully automated bench-
mark for evaluating the tool-calling capabilities of
conversational AI agents across diverse service do-
mains in task-oriented settings. The framework
simulates end-to-end user–agent interactions with-
out requiring human intervention at inference time,
where a USER AGENT generates realistic customer
utterances conditioned on predefined task goals and
a tool-augmented ASSISTANT AGENT responds by
invoking domain-specific tools/APIs and produc-
ing outputs grounded in tool results, prior conver-
sational context, and domain-specific policies. De-
signed to capture the sequential and interactive na-
ture of real-world service workflows across multi-
domain scenarios, T1-BENCH requires agents to
maintain conversational state, reason over prior tool
outputs, and execute multi-step operations such as
search, filtering, booking, modification, and can-
cellation. Because all interactions are grounded
in deterministic datasets and executable tools, the
benchmark enables reproducible and fine-grained
evaluation of agent behavior, tool-use decisions,
and task completion performance.

To enable scalable and realistic evaluation tra-
jectory generation, T1-BENCH adopts a dual-agent
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role-play framework in which a simulated customer
interacts with a tool-augmented assistant agent.
Both agents are instantiated as prompted large lan-
guage models governed by structured behavioral
policies, enabling both controllability and diversity
in interaction dynamics. Figure 1 illustrates the
overall evaluation pipeline of T1-BENCH.

2.1 Tasks and Definition
Formally, each simulation is represented as a dia-
logue trajectory τ :

τ = {u1, a1, tc1, . . . , uT , aT , tcT }, (1)

where ut denotes the user utterance, at the assistant
response, and tct the set of tool calls executed at
turn t. The agent’s objective is to maximize task
success by issuing accurate tool invocations with
appropriate parameters while maintaining coher-
ent, contextually grounded dialogue throughout the
interaction.

For each scenario, we define a user policy Φu

comprising a persona p, user profile information
i (e.g., name, location, and payment details), and
a task goal g. We additionally define an assistant
policy Φa that specifies the domain constraints,
operational rules, and behavioral guidelines the as-
sistant agent must follow during the interaction. To
simulate realistic conversations, we instantiate a
USER AGENT πu and an ASSISTANT AGENT πa
that collaboratively role-play to achieve the goal
g. We further define a MEMORY MODULE M that
stores the dialogue history h and a cache c of inter-
mediate states and tool outputs toi. The dialogue
history provides contextual grounding for user re-
sponse generation, tool invocation, and assistant
response generation throughout the interaction. For
tool execution, the assistant agent πa has access to
a set of tools Ψ, where each tool is accompanied
by a docstring describing its code functionality and
interface specification.

A comparison of task characteristics with
prior benchmarks in Table 1 summarizes how
T1-BENCH differs from existing tool-augmented
dialogue benchmarks in terms of dataset scale, tool
diversity, annotation types, and evaluation capa-
bilities, highlighting its broader coverage and in-
creased complexity.

2.2 Agentic Role-Play Simulator
To generate realistic evaluation trajectories at scale,
T1-BENCH employs a dual-agent role-play frame-
work in which a simulated customer interacts with

a tool-augmented assistant agent. Both agents are
instantiated as prompted large language models
operating under structured behavioral policies.

2.2.1 User Agent
The USER AGENT πu simulates a human customer
pursuing a specific service-oriented goal. At each
turn i, it is conditioned on a user policy Φu, task
goal gi, and dialogue history h<i to generate the
next user utterance ui:

ui = πu(Φu, gi,h<i). (2)

The user policy guides the agent to produce con-
cise, natural-language utterances that mimic real
customer behavior, including clarification requests,
preference updates, and transactional confirmations
in conversation simulation. The USER AGENT is
explicitly constrained to avoid assistant-like behav-
iors and to remain grounded in attributes supported
by the underlying domain schema. This prevents
the generation of unrealistic requests that cannot
be resolved through the available tool suite. User
behavior is further optimized toward efficient task
completion, encouraging realistic yet goal-directed
interactions within a bounded turn budget.

2.2.2 Assistant Agent
The ASSISTANT AGENT πa is equipped with
domain-specific tools exposed through structured
function-calling interfaces. Its inference proceeds
in two stages: first, it selects and issues the relevant
tool calls; second, it generates the final response
conditioned on the execution results of these tools
and the dialogue history h<i. Formally, the tool-
calling decision at turn i is represented by the gen-
erated tool call tci:

tci = πa(Φa,h<i, ui,d,Ψ, ρ), (3)

where the model conditions on the dialogue history
h<i, user utterance ui, dynamically selected do-
main policies d, the tool set Ψ, and cache informa-
tion ρ. Based on these inputs, the agent determines
whether to invoke one or more tools or respond
directly in natural language. The cache ρ stores
execution context, including cache keys and their
corresponding summaries, enabling efficient reuse
of intermediate results across turns. Subsequently,
the ASSISTANT AGENT generates the response ai
conditioned on the tool outputs toi, assistant policy
Φa, dialogue history h<i, and user utterance ui as
follows:

ai = πa(Φa,h<i, ui,d, toi). (4)
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DATASET # DOMAINS HUMAN EXECUTION RESULT MULTI-TURN CONTEXT MULTI-DOMAIN TRAJECTORY USER

ANNOTATIONS TOOL PLANNING EVALUATION PLANNING VERIFIABILITY SIMULATION

ASTRA-bench (Xiu et al., 2026) 6 ✓ ✓ ✗ ✗ ✓ ✓

BFCL (Patil et al., 2025) 40 ✓ ✓ ✓ ✓ ✓ ✗

GAIA-2 (Froger et al., 2026) 10 ✓ ✓ ✓ ✓ ✓ ✓

GTA (Wang et al., 2024) 4 ✓ ✓ ✓ ✓ ✓ ✗

m&m’s (Ma et al., 2024) 3† ✓ ✓ ✓ ✓ ✓ ✗

SWE-Bench (Jimenez et al., 2024) 12 ✗ ✓ ✓ ✗ ✗ ✗

ToolBench (Qin et al., 2024) 49 ✗ ✓ ✗ ✗ ✗ ✗

Toolformer (Schick et al., 2023) 1 ✓ ✓ ✗ ✗ ✗ ✗

TravelPlanner (Xie et al., 2024) 1 ✓ ✓ ✗ ✓ ✗ ✗

T1 (Chakraborty et al., 2026) 9 ✓ ✓ ✓ ✓ ✓ ✗

Tau2-bench (Barres et al., 2025) 3 ✓ ✗ ✓ ✗ ✗ ✓

UserBench (Qian et al., 2025) 5 ✓ ✓ ✓ ✓ ✗ ✓

T1-BENCH 25 ✓ ✓ ✓ ✓ ✓ ✓

Table 1: Comparison of existing tool-augmented dialogue benchmarks, emphasizing dataset scale, tool diversity,
annotation types, and evaluation capabilities, and situating the broader coverage of T1-BENCH. † Denotes functional
domains.

The assistant operates under strict grounding con-
straints, requiring that responses adhere to domain
policies and that all transactional actions are ex-
ecuted exclusively through explicit tool calls. In
cases where inconsistencies or failures are detected,
a self-reflection mechanism is triggered to identify
and correct the issue.

2.2.3 Memory Module
The MEMORY MODULE M in the framework
serves as a persistent state component that enables
continuity, context retention, and tool-result reuse
across multi-turn and multi-session interactions.
Concretely, M maintains two core components:
(i) the dialogue history h, which stores the full
sequence of user–assistant exchanges and tool in-
teractions, and (ii) a cache c, which stores interme-
diate computation artifacts and tool execution out-
puts. The cache is structured as key–value entries,
where each key corresponds to a specific tool invo-
cation or state identifier, and each value contains
a summarized representation of the resulting out-
put. This design allows the assistant to retrieve and
reuse prior computations instead of redundantly re-
invoking tools, thereby improving efficiency and
consistency across turns.

2.3 Dataset Construction

The dataset comprises 11 single-domain set-
tings: attraction, bar, cafe, cruise, dessert,
flight, food and dining, hotel, kayak rental,
live show, and vehicle rental. By compos-
ing these single domains, we further construct 14
multi-domain scenarios, resulting in 25 distinct
evaluation domains (Appendix B.1). Each do-
main is supported by a dedicated knowledge base
(Appendix B.2) containing a set of callable tools
(Appendix B.4) and an operational policy (Ap-

pendix H.6) that governs assistant behavior, includ-
ing domain-specific scenarios and action protocols.

To structure this ecosystem, we define 13 foun-
dational ontologies: one for each of the 11 ser-
vice domains, plus dedicated ontologies for users
and cities. The user ontology establishes a uni-
fied user base with standard demographic attributes
(e.g., name, address, date of birth, and payment
wallet) alongside domain-specific features. Sim-
ilarly, the service ontologies curate key relevant
attributes, such as amenities for cruise, airline de-
tails for flight, drink specialties for bar, and seat
availability for live show.

Data population relies on a hybrid approach. Ge-
ographic and venue data, specifically city details,
neighborhoods, and attractions, are extracted from
real-world Wikipedia entries and manually verified
by human annotators for accuracy. The remaining
domain data is synthetically generated using our
ontologies as a baseline. Full dataset statistics are
provided in Table 4.

3 Experimental Setup

In this section, we outline the setup employed to
evaluate model performance on T1-BENCH. We
first introduce the diverse suite of open-weight and
proprietary foundation models selected for assess-
ment.

3.1 Models

For the assistant agent, we employ a diverse mix-
ture of both open-weight and proprietary founda-
tion models to ensure broad coverage across reason-
ing, instruction-following, and generation capabili-
ties. We evaluate six open-weight models, includ-
ing GPT-OSS 20B, GPT-OSS 120B, GEMMA4-
26B-A4B-IT, GEMMA4-31B-IT, GEMMA4-E2B-
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IT, and GEMMA4-E4B-IT. In addition, we in-
clude six proprietary models: CLAUDE HAIKU

4.5, CLAUDE SONNET 4.5, CLAUDE OPUS 4.6,
GPT-5.4-NANO, GPT-5.4-MINI, and GPT-5.4.
For consistency across evaluation and simulation
settings, all user and judge agents are instantiated
using GEMMA4-26B-A4B-IT.

3.2 Metrics

We evaluate tool invocation and parameter extrac-
tion correctness by comparing predicted outputs
against ground-truth references. In addition, we
assess overall response quality using an LLM-as-a-
judge framework, which evaluates generated con-
versations along dimensions such as helpfulness
and coherence.

3.2.1 Automatic Evaluation

Tool Call. We evaluate the correctness of each
tool call generated by the model against the ground
truth by comparing tool names using precision
(Ptool), recall (Rtool), F1 (F1tool), and accuracy
(Acctool). Repeated invocations of the same tool
are counted individually to reflect differences in
tool usage frequency.

Parameter Call. For each tool call in the ground
truth, we identify the corresponding tool call in
the generated code with the same name and the
highest parameter overlap. We then compute pre-
cision (Pparam), recall (Rparam), F1 (F1param), and
accuracy (Accparam) for the matched parameters.

Tool Output. We execute each ground-truth tool
call using the reference tool registry and compare
its output against the tool outputs observed in the
simulated conversation. A tool call is considered
matched if its output is identical to any output pro-
duced during the conversation. We report the frac-
tion of ground-truth tool calls whose outputs are
exactly reproduced, denoted as EMoutput.

Pass Rate. We define a binary success metric
at the conversation level. A conversation receives
a pass score of 1 only when the generated inter-
action fully reproduces the ground-truth behavior,
requiring perfect tool-level recall (Rtool = 1), per-
fect parameter-level recall (Rparam = 1), and exact
matching of all tool outputs (EMoutput = 1). Oth-
erwise, the conversation is assigned a score of 0.

Formally, for a conversation trajectory τ ,

Pass(τ) = 1
(
Rtool = 1 ∧ Rparam = 1

∧ EMoutput = 1
)
.

(5)

To evaluate robustness across multiple stochastic
trials, we also report Pass@K and Pass^K. Given
n total trials and c successful trials, where success
is defined as Pass(τ) = 1. The metrics are com-
puted as follows:

Pass@K = 1−
(
n−c
K

)
(
n
K

) , Pass^K =

(
c
K

)
(
n
K

) . (6)

Here, Pass@K estimates the probability that at
least one of the K sampled trials succeeds, while
Pass^K estimates the probability that all the K
sampled trials succeed. The former evaluates
whether the agent can succeed at least once under
repeated sampling, while the latter measures con-
sistency and reliability across repeated executions.
For all experiments, we set K = 3.

3.2.2 LLM-as-a-Judge

In addition to exact match metrics, we assess con-
versation quality using an LLM as a judge frame-
work. The full interaction trajectory, including
simulated user turns, assistant responses, as well
as tool call inputs and outputs, is provided to the
judge model as context. We define a structured
rubric comprising two criteria, each scored on a
1 to 5 Likert scale with explicit two-level descrip-
tions: helpfulness and coherence. The judge returns
per criterion scores along with natural language jus-
tifications, and we compute an overall score as the
unweighted average across the two criteria. Addi-
tional details are provided in Appendix D.1.

3.3 Human Evaluation

3.3.1 LLM-as-a-Judge Metrics

To validate the reliability of our automated evalu-
ation framework, we conduct a human evaluation
study on a stratified sample of 60 conversations
drawn from the benchmark. Specifically, we ran-
domly sample 15 conversations each from each
of these complexity tiers: single-domain, double-
domain, triple-domain, and quadruple-domain, en-
suring broad coverage across domains and models.
The sampled conversations are selected uniformly
at random across runs to avoid selection bias.
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MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM PASS@K PASS^K HELP. COH.

GEMMA4-E2B-IT 48.89 94.61 90.22 71.79 86.12 88.35 76.39 56.00 28.38 4.63 4.78
GEMMA4-E4B-IT 47.81 95.31 90.33 73.98 86.98 88.87 79.88 54.67 35.62 4.85 4.93
GEMMA4-26B-A4B-IT 48.06 95.13 90.48 74.63 87.69 89.58 79.88 58.86 37.71 4.89 4.97
GEMMA4-31B-IT 52.57 96.07 92.59 77.63 89.52 91.06 82.85 61.33 41.14 4.95 4.99

GPT-OSS-20B 27.56 69.59 73.51 53.98 62.75 68.72 57.49 36.57 8.57 3.39 3.36
GPT-OSS-120B 48.83 94.04 89.95 74.03 87.31 88.66 78.19 55.05 29.33 4.81 4.86
GPT-5.4-NANO 21.40 74.35 73.66 51.63 62.80 67.47 50.72 20.38 7.24 4.38 4.74
GPT-5.4-MINI 35.75 87.55 85.28 59.54 74.60 78.75 63.77 29.33 14.10 4.36 4.75
GPT-5.4 39.87 91.22 87.80 65.63 81.84 83.99 68.89 36.95 20.95 4.81 4.98

CLAUDE HAIKU 4.5 55.62 94.38 92.41 73.30 87.04 89.14 78.95 50.67 34.29 4.95 4.98
CLAUDE SONNET 4.5 55.43 94.38 92.39 73.43 86.94 89.10 79.28 52.57 33.71 4.93 4.98
CLAUDE OPUS 4.6 56.32 95.08 93.34 74.85 88.11 89.67 79.00 50.67 34.48 4.98 4.97

Table 2: Overall results on T1-BENCH averaged over all domains.

We recruit six human annotators with graduate
STEM degrees and a strong understanding of nat-
ural language and conversational workflows, dis-
tinct from those who annotated the conversation
samples. They independently evaluate each conver-
sation sample along two dimensions drawn from
the LLM-as-a-judge rubric (see Appendix D.1):
helpfulness and coherence. Each dimension is
scored on a 1-5 Likert scale with these same anchor
descriptions. Inter-annotator agreement is mea-
sured using Krippendorff’s α with interval distance
across the annotated samples, and alignment be-
tween the human scores and the LLM-as-a-judge
scores is assessed via Spearman rank correlation,
computed per dimension and averaged across an-
notators. This allows us to directly quantify the
degree to which our LLM-as-a-Judge tracks human
judgment at the conversation level.

3.3.2 User Simulator Metric
The schema-constrained design of our domains,
personas, and policies is an intentional choice to en-
sure consistency, controllability, and reliable eval-
uation, rather than a limitation of the benchmark.
To improve realism, we use real-world sources for
domain data to ensure that entities and interactions
reflect realistic settings. Furthermore, all persona
descriptions, policies, and user behaviors are man-
ually created by human experts and carefully re-
viewed to ensure high fidelity. This design enables
T1-BENCH to provide realistic yet reproducible
evaluation scenarios for tool-using agents.

We note that introducing arbitrary typos or un-
structured user behaviors is not the focus of our
benchmark, as such factors do not directly con-
tribute to evaluating an agent’s core tool-use, rea-
soning, and task-completion capabilities. Instead,
we focus on realistic user intents, interaction pat-

terns, and task complexity. Additionally, we design
our tool environments around realistic domains and
user requests that naturally arise in human interac-
tions, enabling T1-BENCH to capture diverse and
practical scenarios while maintaining a controlled
evaluation setting for rigorously assessing tool-use
capabilities.

To validate this design choice, three human an-
notators, distinct from those involved in template
annotation and the helpfulness/coherence evalua-
tion independently rate a sample of simulated user
turns using a 5-point Likert rubric (Appendix D.2)
ranging from Completely Artificial (1) to Excep-
tionally Natural (5). The rubric evaluates whether
the simulator reveals information gradually, uses
casual and varied phrasing rather than verbatim
schema fields, incorporates natural conversational
cues and transitions, and responds appropriately to
assistant errors or clarification requests.

4 Results and Discussion

In this section, we present a comprehensive analy-
sis of model performance on T1-BENCH. We first
establish the overall capabilities of the models, fol-
lowed by a detailed discussion of both automatic
metrics and human evaluation results, supported by
statistical significance testing.

4.1 Overall Results

Table 2 presents the overall results on T1-BENCH,
averaged across all domains for the 12 evaluated
models. The benchmark evaluates agentic capa-
bilities across multiple dimensions, including tool-
call performance, parameter extraction accuracy,
tool-output exact match, end-to-end task comple-
tion, and qualitative LLM-as-a-judge assessments.
Among all evaluated models, GEMMA4-31B-IT
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Figure 2: Overall evaluation per domain averaged over all domains. A bar chart showing performance scores
across single and complex multi-domain tasks. Simpler, single-domain tasks generally score higher, while per-
formance drops significantly as tasks become more complex. The overall average score is 38.4%. Abbreviations:
Attr.=Attraction, F&D=Food & Dining, V.R.=Vehicle Rental, Flt.=Flight, and Hot.=Hotel.

achieves the strongest overall performance, attain-
ing the highest Pass@K and Pass^K scores of
61.33% and 41.14%, respectively, indicating su-
perior reliability and consistency in multi-step task
execution. Notably, the model outperforms both
GPT-5.4 and all evaluated CLAUDE variants on
end-to-end task completion. In contrast, CLAUDE

OPUS 4.6 achieves the highest tool-calling accu-
racy and F1 score among all models.

4.2 Task Complexity

Figure 2, Figure 3 and Table 2 illustrate how task
complexity, measured by the number of simultane-
ously active domains, affects model performance.
We report Pass@K averaged across all models for
each domain and complexity tier.

Domain Size. We observe that as the number
of domains increases, the performance of both
Pass@K and Pass^K steeply drops across all mod-
els we experimented with, especially with scenar-
ios that involve at least four domains. Additionally,
when working with the 8-domain and 11-domain
scenarios, we observe that every model recorded
a score of zero for both pass rate metrics. The
pass rate requires an exact match to register a run
as successful. Therefore, when more domains are
added, there are additional tools that are introduced
as well as context switching that is present as part
of the template. Hence, this supports the idea that
the additional cross-domain complexity introduced
through adding a domain to a scenario impacts all
models, even proprietary ones struggle to consis-
tently generate a successful trajectory.

Single Domain Performance. Among the single-
domain settings, the highest Pass@K scores are
achieved in the Bar and Dessert domains. In con-
trast, Food & Dining records the lowest Pass@K
score at only 3.5, falling below the performance
observed in several multi-domain settings. A likely
explanation is that Food & Dining contains 15
tools, substantially more than any other individ-
ual domain, resulting in a significantly larger ac-
tion space. These results indicate that considerable
challenges remain even in single-domain environ-
ments, particularly when tool selection becomes
more complex. Consequently, introducing addi-
tional tools, domains, and interaction complexities
further exacerbates the difficulty of the task, lead-
ing to a pronounced decline in model performance.

4.3 Human Evaluation Results
LLM-as-a-Judge Metrics Table 3 reports inter-
annotator agreement and human-LLM judge align-
ment across 60 conversations. Krippendorff’s α
is used to measure the reliability between the an-
notators and is 0.687 for coherence and 0.657 for
helpfulness. Both values signify acceptable relia-
bility commonly reported for human evaluation
studies involving subjective Likert-scale dimen-
sions, where natural annotator divergence on ab-
stract qualities such as coherence and helpfulness
is expected.

The Spearman correlations between averaged
human ratings and LLM-as-a-judge scores are
ρ = 0.457 for coherence and ρ = 0.525 for help-
fulness, with both correlations statistically signifi-
cant at p < 0.001 (n = 60). These results indicate
moderate yet reliable agreement between human
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Dimension Krippendorff’s α Spearman ρ p-value

Coherence 0.687 0.457 2.42× 10−4

Helpfulness 0.657 0.525 1.70× 10−5

Table 3: Inter-annotator agreement (Krippendorff’s α
with interval distance) and human-LLM judge align-
ment (Spearman’s ρ) on a 1-5 Likert scale across 60
conversations. Both correlations are statistically signifi-
cant (p < 0.001).

evaluators and automated judgments at conversa-
tional level, supporting the use of LLM-as-a-judge
as a scalable proxy for human evaluation in our
benchmark.

User Simulator Metric. The naturalness scores
assigned by three human annotators, following the
rubric in Appendix D.2. The statistical average
of the scores is 4.44/5, on a Likert Scale of [1-5]
indicating that the simulated user exhibits natu-
ral conversational behavior and realistic interac-
tion patterns, supporting the underlying schema-
constrained generation process with user-specific
personas and policies.

5 Related Work

We study the prior work on two primary topics:
(1) the development of user simulation techniques
for generating realistic dialogues and task-oriented
interactions, and (2) the evolution of benchmarks
for evaluating tool-augmented agents in complex,
interactive environments.

Conversation Simulation. Evaluating task-
oriented dialogue systems requires simulating
realistic user behavior at scale. Early approaches
relied on template-based or retrieval-based
user simulators, which suffered from limited
diversity and weak generalization. More recently,
LLM-based user simulation has emerged as
a scalable alternative, with methods such as
Self-Chat (Zheng et al., 2024) and environments
like Sotopia (Zhou et al., 2024) demonstrating
that language models can effectively role-play
diverse personas in open-ended social interac-
tions, while UserSimCRS (Afzali et al., 2023)
adapts LLM-based simulators to conversational
recommendation settings. In customer service
domains, Tau-Bench (Yao et al., 2025) introduces
simulated users interacting with tool-augmented
agents under structured, verifiable database
constraints. To further improve control and
reliability in simulation, APIGen-MT (Prabhakar

et al., 2026) constructs conversational data via
tool-use blueprints of interdependent actions,
refined through LLM-as-a-judge feedback to
generate realistic interaction traces. Building on
these efforts, our approach conditions the user
simulator on rich contextual signals, including
personas, user profiles, task goals, and conversa-
tion history, enabling more realistic simulations of
production-like deployments.

Tool-Augmented Multi-Agent Benchmarks. In
recent years, the evaluation landscape for tool-
augmented multi-agent systems has evolved sub-
stantially. Early benchmarks such as APIBank (Li
et al., 2023b), APIBench (Patil et al., 2024), Tool-
Bench (Qin et al., 2024), BFCL (Patil et al., 2025),
and Toolformer (Schick et al., 2023) established
foundational protocols for tool selection and exe-
cution, but were largely limited to static, single-
turn settings with constrained interaction structure.
Subsequent work introduced richer multi-step and
planning-oriented tasks, including GAIA (Mialon
et al., 2024) and GTA (Wang et al., 2024), which
rely on human-annotated reasoning plans; Trav-
elPlanner (Xie et al., 2024), which incorporates
spatio-temporal constraints; m&m’s (Ma et al.,
2024), which studies multi-turn tool orchestration;
and ToolSandbox (Lu et al., 2025), which intro-
duces stateful tools for fine-grained failure anal-
ysis, although these settings remain largely con-
fined to single domains. More recent benchmarks
have explored immersive and system-level envi-
ronments, such as TheAgentCompany (Xu et al.,
2026), which simulates a corporate sandbox with
interconnected applications, and T1 (Chakraborty
et al., 2026), which investigates cross-domain tool
planning with inter-tool dependencies and caching.
FlowBench (Xiao et al., 2024) focuses on struc-
tured workflow reasoning, while the Tau-Bench
family (Barres et al., 2025; Yao et al., 2025) ex-
tends from single-control to dual-control settings
in which both agents and users manipulate shared
state via tool calls. In contrast, T1-BENCH unifies
large-scale, multi-domain, interconnected environ-
ments with temporally grounded customer-facing
interactions and a fully automated evaluation frame-
work, enabling comprehensive assessment of agent
behavior under realistic conditions.

6 Conclusion

We present T1-BENCH, a high-fidelity benchmark
designed to address key limitations in existing eval-
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Figure 3: Effect of increasing task complexity (number of domains) on agent performance, measured by Pass@K
(left) and Pass^K (right). Performance consistently degrades as the number of domains increases, with a sharp
drop beyond 3–4 domains, highlighting the difficulty of maintaining reliable multi-step tool use and consistent task
completion in multi-domain agentic settings.

uations of tool-augmented LLM agents, particu-
larly in task complexity, realism, and cross-domain
interactions. By introducing customer-facing,
multi-domain environments with interleaved sce-
narios and multi-turn user–assistant interactions,
T1-BENCH enables a more rigorous assessment of
agent capabilities in compositional settings span-
ning 25 domains of varying difficulty. Through
extensive evaluation of 12 proprietary and open-
weight models, we analyze agent behavior across
multiple dimensions, including tool calling accu-
racy, tool output correctness, and end-to-end task
success rates. Our results highlight persistent chal-
lenges in current systems, particularly reliable tool
orchestration in complex environments, while com-
plementary human judgments further strengthen
the reliability of our evaluation protocol. Overall,
T1-BENCH advances the state of benchmark de-
sign for agentic systems by significantly expanding
domain coverage, interaction depth, and evaluative
rigor, and we release data and evaluation code to
support future research on agentic models.

Limitations

Creating a benchmark of this scale inevitably
involves several practical trade-offs. Because
T1-BENCH includes 525 samples across 25 do-
mains and supports trajectories, evaluating all avail-
able models would require prohibitive computa-
tional resources. We therefore focus our evaluation
on a curated set of state-of-the-art reasoning mod-
els. To ensure deterministic and reproducible evalu-
ation, we constrain the user simulator to supported

domain schema, which prevents infeasible or ill-
formed requests. Similarly, user personas are kept
relatively simple, leaving richer persona-driven dy-
namics as an avenue for future work. For both the
simulator and the automated judge, we adopt an
open-weight model to enable full reproducibility
and local execution of the benchmark. Finally, to
ensure high factual consistency, real-world location
data is restricted to the United States, which means
the current benchmark does not evaluate multilin-
gual capabilities or cross-lingual generalization.

Ethical Considerations

In developing T1-BENCH, we prioritize the ethical
integrity and safety of our evaluation framework.
All scenario samples and domain policies reflect
standard, benign customer service interactions and
explicitly exclude hate speech, toxic language, or
scenarios promoting harmful activities. To guar-
antee this safety alongside high real-world fidelity,
our data generation pipelines and resulting samples
were rigorously reviewed and validated through ex-
tensive annotation. We also took strict measures
to protect privacy. While our geographic data uti-
lizes cities and airports to maintain realism, all
user profiles, including names, addresses, dates of
birth, and payment details are synthetically gener-
ated, ensuring the dataset contains no PII. By open-
sourcing our benchmark and evaluation framework,
we aim to provide the community with a transpar-
ent tool to help identify and mitigate biases and
reliability issues in agentic AI systems before they
are deployed in the real world.
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B Detailed Information on Dataset

B.1 Domains

The dataset has been built in both single-domain
and multi-domain capacities. Single domain set-
ting spans 11 domains: attraction, bar, cafe,
cruise, dessert, flight, food and dining,
hotel, kayak rental, live show, and vehicle
rental. Each single-domain split contains 25 pop-
ulated user policy samples, with 5 templates per
scenario across 5 realistic scenarios per domain.
The scenarios are designed to cover the full spec-
trum of user interactions within a domain, ranging
from operations such as searching and filtering, to
booking, modifying reservations, and cancellations.
Evaluation in the single-domain setting focuses on
verifying the correctness and ordering of tool calls
executed by the assistant agent towards the user
goal within that domain.

In the multi-domain setting, scenarios span two
or more domains simultaneously, requiring the
agent to handle multiple domain intents concur-
rently. The key distinction from the single-domains
is that here the agent must not only execute cor-
rect tool calls within each domain independently,
but also manage parallel domain state tracking
and user goals across domains. Evaluation in the
multi-domain setting therefore checks for the se-
quential presence and correctness of the tool calls
and attributes required for the agent to successfully
complete every cross-domain intent that the user
has expressed. The dataset includes a total of 14
multi-domain combinations at increasing levels of
complexity. We have 6 double-domains, 4 triple-
domains, and 2 quadruple-domains containing 20
samples designed around realistic domain pairings
and travel planning scenarios, with a maximum
turn limit of 25.

The 8-domain and 11-domain contain 5 sam-
ples each with a maximum turn limit of 50, and
have been intentionally designed with a higher level
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of abstraction, requiring the agent to resolve am-
biguity, infer intent across the broadest possible
range of service domains. We refer to these as Ap-
plied Thinking Domains and they are challenging
evaluation frameworks, serving as extended stress
tests of model reasoning and tool-calling ability.

B.2 Dataset and Knowledge Base
Attraction. The attractions dataset includes
a total of 736 venues across 85 cities in the U.S.
Each venue is assigned one of nine attraction types:
Art, Historical, Tourist, Social, Food, Sports, Tours,
Culture, and Scenery. Each entry includes a rating
and geographic coordinates.

Bar. The bar dataset includes a total of 9,294
venues across 321 cities in the U.S. Each venue
is assigned one of 23 bar types drawn from the
provided ontology. Venues are characterized by a
price level, price per person, star segment, and min-
imum age requirement. Each venue may include
up to 42 attributes covering entertainment features,
beverage offerings, dietary accommodations, ac-
cessibility and services, and ambiance indicators.

Café. The café dataset includes a total of 14,856
cafes across 321 cities in the U.S. Each café is as-
signed a price level and star segment selected from
the provided ontology and may include up to 20
attributes covering coffee roast types, milk alter-
natives, sweetness levels, and flavor syrups. The
café menu dataset includes a total of 1,645 menu
items across 185 café chains spanning two shop
types: Coffee Shop and Bubble Tea. Each entry
includes an item name selected from 51 options
in the provided ontology, a description, base price,
dietary tags, and allergens.

Cruise. The cruise dataset includes a total of
700 cruises operated by 13 cruise lines across 94
unique ships. Each cruise is assigned a destination
selected from the provided ontology of 14 regions
and departs from one of 15 ports, with durations
ranging from 3 to 21 nights. Each entry includes
itinerary details, passenger capacity, a tier, and per-
person pricing across six cabin categories.

Dessert. The dessert dataset includes a total
of 9,109 shops across 321 cities in the U.S. Each
shop is assigned a price level and star segment and
may include up to 48 attributes covering dessert
categories, such as ice cream, gelato, patisserie, and
creperie, as well as toppings, temperature options,
dietary accommodations, and service features.

Flight. The flight dataset includes a total of
128 airports. Each flight is associated with an air-
line randomly selected from the provided ontol-
ogy. The departure and arrival airports are also
randomly selected from the airport list in the ontol-
ogy. In total, 1,594 flights were generated for this
dataset. While the airports and cities are based on
real-world entities, the flight records are entirely
synthetically generated.

Food and Dining. The food and dining dataset
includes a total of 30,167 venues across 321 cities
in the U.S. Each venue is assigned one of 66 cuisine
types and is characterized by a price level, price per
person, and rating. Each entry may include one of
nine dietary accommodation flags, such as vegan,
vegetarian, gluten-free, halal, and allergen-specific
options, as well as up to eight service features, such
as delivery, drive-through, and mobile ordering.

Hotel. The hotel dataset includes a total of
1,917 hotels across 320 cities in the U.S. Each ho-
tel is associated with a brand randomly selected
from the provided ontology. Hotels are assigned
a star rating and may include up to ten amenities.
Each hotel in the dataset is associated with a set of
rooms drawn from the hotel room ontology. In to-
tal, 157,985 rooms were generated across all hotels.
Each room is characterized by a room type, a view
type, an occupancy capacity, a price tier, and cash
and points prices. Each room entry also includes
resort fees and an availability window defined by
check-in and check-out dates.

Kayak Rental. The kayak rental dataset in-
cludes a total of 25,000 rental listings across 321
cities in the U.S. Each listing is associated with
a vessel type selected from six options in the pro-
vided ontology. Each entry includes a business
name, location, price per hour, and rating.

Live Show. The live show dataset includes a
total of 1,000 events across 170 cities in the U.S.,
hosted at 243 unique venues. Each event is as-
signed a category selected from eight options in
the provided ontology and is performed at one of
18 venue types. Each entry includes performer de-
tails, event date and start time, show duration, and
per-section pricing across three seating areas.

Vehicle Rental. The vehicle rental dataset in-
cludes a total of 22,509 vehicles across 321 cities
in the U.S. Each vehicle belongs to one of three
categories(car, bike, or truck) with subcategories
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DOMAIN TYPE # TOOLS # ATTRIBUTES # SAMPLES

Attraction

Single

5 8 25
Bar 5 59 25
Café 6 31 25
Cruise 5 85 25
Dessert 8 59 25
Flight 5 12 25
Food & Dining 15 36 25
Hotel 7 20 25
Kayak Rental 6 10 25
Live Show 7 29 25
Vehicle Rental 5 31 25

Attraction + Café

Double

11 39 20
Attraction + Dessert 13 67 20
Food & Dining + Hotel 22 56 20
Hotel + Vehicle Rental 12 51 20
Live Show + Food & Dining 22 65 20
Vehicle Rental + Attraction 10 39 20

Attraction + Food & Dining + Café

Triple

26 75 20
Flight + Hotel + Bar 17 91 20
Vehicle Rental + Food & Dining + Hotel 27 87 20
Vehicle Rental + Hotel + Attraction 17 59 20

Flight + Hotel + Vehicle Rental + Attraction
Quadruple

22 71 20
Vehicle Rental + Hotel + Food & Dining + Bar 32 146 20

8-Domain (Flight + Hotel + Vehicle Rental +
8-domain

55 226 5
Attraction + Food & Dining + Café + Bar + Live Show)

11-Domain (All Domains) 11-domain 74 380 5

General† 2 – –

Total – 76‡ 380 525

Table 4: Dataset statistics across single-domain and multi-domain splits, reporting the number of domains, tools,
dataset attributes, and populated user policy samples per domain combination. †General is not considered as a
unique domain. ‡The total number of tools includes the two caching tools from General.

selected from the provided ontology, and is associ-
ated with a service provider. Each entry includes
make, model, year, fuel type, price tier, seating ca-
pacity, base price per day, and up to eight feature
flags.

User Profiles. The user ontology defines a
unified base of 400 synthetic profiles shared
across all domains. Each profile contains core
demographic attributes: user_id, first_name,
last_name, email, city, state, neighborhood,
and birthdate, together with a structured
payment_wallet of credit cards, debit cards, and
cryptocurrencies. Profiles also carry domain-
specific attributes that ground transactional actions,
such as hotel membership tier and reward-points
balance, vehicle-rental driver’s-license status per-
domain payment methods, and passport availability
for cruises. These fields are referenced directly
during tool calls, linking user identity to task exe-
cution. All profiles are synthetically generated and

contain no Personally Identifiable Information (PII)
(see Ethical Considerations).

B.3 Data Annotation and Quality Assurance

As we have several complex domains and scenarios,
it is of utmost importance to ensure the data is all
of top quality and natural. To ensure this, we em-
ploy ten human annotators, with each data sample
reviewed by both an annotator and a quality assur-
ance (QA) reviewer. The annotators were chosen
to encompass several different perspectives, while
also maintaining a high technical bar for what is
deemed acceptable. All annotators have at least a
Master’s degree in STEM related fields and demon-
strate high proficiency in Python. The QA reviewer
has an extensive background in Computer Science
and data labeling as well and was chosen indepen-
dently from the annotators to prevent bias. An-
notators are assigned a group of domains, single
and multi and would both write the goal to encom-
pass the domain(s) involved as well as write the
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necessary code leveraging the provided tools that
are implemented. Afterwards, the QA reviewer
evaluates the annotated goal and code, provides
feedback which is done in an iterative manner to
improve the template.

B.4 Tools

Our benchmark encompasses 74 tools spanning
11 single domains with 2 additional general pur-
pose tools for caching operations bringing the total
number of tools to 76. To make our benchmark
challenging, we created composite domains con-
sisting of 6 double domains, 4 triple, 2 quadruple,
1 octuple and 1 undecuple. Food and dining
consists of the most tools for a domain with 15
tools, whereas for the least, its shared mong at-
traction, bar, vehicle rental and cruise with 5 tools.
All the tools in the domain can be classified into 6
functional categories belonging to either searching,
filtering, booking, canceling, modifying or getting
information from the database forming a complete
lifecycle of customer journey. Among the cate-
gories of tools, booking, modifying and cancelling
involves transactional queries. The filter tool that
has been implemented, is cache aware from prior
search calls and it evaluates whether models can
maintain state across turns and choose contextually
appropriate tools. In multi-domain evaluation set-
tings, models must select the correct tool from up to
74 simultaneously available tools across all 11 do-
mains (for the 11-domain). This tests the models
ability to choose the best tool during the customer
journey. Table 5 summarizes the complete tool
inventory.

B.5 Examples

In this section, we describe the template structure
used for data generation. Each benchmark instance
is built from three components: a user persona
(metadata defining the user’s background and pref-
erences), a user policy (a structured set of rules
and constraints the assistant must follow), and a
tool specification (the available actions the assis-
tant should invoke). These three elements combine
to form the generation prompt that produces each
simulated conversation. User policies scale in com-
plexity from simple single-domain constraints to
multi-domain compositions, allowing us to eval-
uate performance across varying levels of policy
richness. Below, we provide representative exam-
ples of how the persona, user policy, and tools
are configured for the select domains. For single-

domain interactions, refer to Figure 17. For two-
domain interactions, refer to Figure 18. For three-
domain interactions, refer to Figure 19. For four-
domain interactions, refer to Figure 20. For eight-
domain interactions, refer to Figure 21. Finally, for
eleven-domain interactions, refer to Figure 22.

C Model Hyper-parameters

Table 6 summarizes the inference hyper-parameters
used for each model. All models are evaluated
with a temperature of 1.0 to allow natural varia-
tion across the K = 3 repeated trials required for
computing Pass@K and Pass^K. For GEMMA4
models, we use top_p=0.95 and top_k=64 fol-
lowing the recommended defaults from the model
documentation. CLAUDE models are configured
with top_k=40 as the sole sampling constraint. For
GPT-OSS models, reasoning effort is set to high
to maximize tool-calling accuracy.

D Metrics

D.1 LLM-as-a-Judge Metrics

Each conversation trajectory is evaluated using an
LLM-as-a-judge framework along two dimensions:
helpfulness and coherence. The judge model is
provided with the full interaction trajectory, includ-
ing simulated user turns, assistant responses, tool
call inputs, and tool outputs. For each criterion,
the judge assigns a score on a 1 to 5 Likert scale
and generates a brief natural-language justification.
The final conversation score is computed as the
arithmetic mean of the two criterion scores.

Helpfulness. Helpfulness measures whether the
assistant provides relevant, accurate, and actionable
responses that address the user’s needs.

• 1 (Unhelpful): Responses are irrelevant, inac-
curate, or fail to address the user’s needs.

• 2 (Slightly helpful): Responses partially ad-
dress the user’s needs but miss important de-
tails or contain inaccuracies.

• 3 (Moderately helpful): Responses address
the user’s needs adequately but lack depth or
omit some relevant information.

• 4 (Very helpful): Responses are relevant, ac-
curate, and actionable with only minor gaps
or omissions.
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DOMAIN # TOOLS

Attraction 5 search_attractions, filter_attractions, get_attraction_details, get_nearby_attractions, get_top_attractions

Bar 5 search_bars, filter_bars, book_bar_reservation, cancel_bar_reservation, modify_bar_reservation

Café 6 search_cafes, filter_cafes, get_cafe_menu, place_cafe_order, cancel_cafe_order, get_cafe_order

Cruise 5 search_cruises, filter_cruises, book_cruise_reservation, cancel_cruise_reservation, modify_cruise_reservation

Dessert 8
search_dessert_shops, filter_dessert_shops, search_bakeries, filter_bakeries, get_shop_menu, place_dessert_order,
cancel_dessert_order, get_dessert_order

Flight 5 search_flight, filter_flight, book_flight, cancel_flight, modify_flight_reservation

Food & Dining 15

search_food_and_dining, filter_food_and_dining, get_food_and_dining_menu, book_food_and_dining_reservation,
cancel_food_and_dining_reservation, modify_food_and_dining_reservation, get_food_and_dining_reservation,
place_food_and_dining_pickup_order, cancel_food_and_dining_pickup_order, modify_food_and_dining_pickup_order,
get_food_and_dining_pickup_order, place_food_and_dining_delivery_order, cancel_food_and_dining_delivery_order,
modify_food_and_dining_delivery_order, get_food_and_dining_delivery_order

Hotel 7
search_hotel, filter_hotel, book_hotel_reservation, cancel_hotel_reservation, modify_hotel_reservation,
get_hotel_reservation, get_hotel_room_inventory

Kayak Rental 6
search_kayak_rentals, filter_kayak_rentals, book_kayak_reservation, cancel_kayak_reservation,
modify_kayak_reservation, get_rental_details

Live Show 7
search_live_shows, filter_live_shows, book_live_show_reservation, cancel_live_show_reservation,
modify_live_show_reservation, get_live_show_details, check_live_show_seat_availability

Vehicle Rental 5
search_vehicle_rentals, filter_vehicle_rentals, book_vehicle_rental_reservation, cancel_vehicle_rental_reservation,
modify_vehicle_rental_reservation

General 2 save_to_cache, get_results_from_cache

Total 76

Table 5: Complete tool inventory across 11 single domains and general cache utilities with 76 tools.

MODEL TEMPERATURE TOP_P TOP_K REASONING EFFORT

GEMMA4-E2B-IT 1.0 0.95 64 -
GEMMA4-E4B-IT 1.0 0.95 64 -
GEMMA4-26B-A4B-IT 1.0 0.95 64 -
GEMMA4-31B-IT 1.0 0.95 64 -
GPT-OSS-20B 1.0 1.0 - high
GPT-OSS-120B 1.0 1.0 - high

CLAUDE HAIKU 4.5 1.0 - 40 -
CLAUDE SONNET 4.5 1.0 - 40 -
CLAUDE OPUS 4.6 1.0 - 40 -
GPT5.4-NANO 1.0 1.0 - low
GPT5.4-MINI 1.0 1.0 - low
GPT5.4 1.0 1.0 - low

Table 6: Model inference hyper-parameters.

• 5 (Fully helpful): Responses are highly rel-
evant, accurate, directly actionable, and fully
satisfy the user’s needs.

Coherence. Coherence measures whether the
conversation progresses logically while maintain-
ing consistent context throughout the interaction.

• 1 (Incoherent): The conversation is dis-
jointed, contradictory, or repeatedly loses con-
text.

• 2 (Slightly coherent): The conversation
shows partial logical flow but contains major
inconsistencies or context loss.

• 3 (Moderately coherent): The conversation

is generally logical with occasional inconsis-
tencies or minor context loss.

• 4 (Very coherent): The conversation flows
naturally with consistent context and only triv-
ial inconsistencies.

• 5 (Fully coherent): The conversation is fully
logical, contextually consistent, and free from
contradictions.

The judge model is instructed to return a struc-
tured output containing: (i) a score for each crite-
rion, (ii) a brief justification for each score, and (iii)
the overall average score across all criteria.
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D.2 User Simulator Metric
We use the following rubric for annotating user
simulator naturalness. Each simulated user turn
is evaluated for naturalness by three human an-
notators, distinct from those involved in template
annotation and the helpfulness/coherence evalua-
tion. Annotators are provided with the full conver-
sation context, including the user policy and prior
dialogue history, so they can judge whether the sim-
ulated user’s utterances would be indistinguishable
from a real human customer. For each turn, the an-
notator assigns a score on a 1 to 5 Likert scale. The
final naturalness score is computed as the average
across all rated turns and annotators.

Naturalness. Naturalness measures whether the
simulated user behaves like a real human customer,
revealing information gradually and using casual,
varied language rather than exposing the underly-
ing schema or template.

• 1 (Completely Artificial): Reveals the entire
goal and all constraints upfront. Uses API-
payload or template-like language. Ignores
the assistant’s responses.

• 2 (Unnatural): Front-loads most constraints
and preferences. Repeats schema fields ver-
batim. Responses feel disjointed from the
assistant’s prior turn.

• 3 (Moderately Natural): Follows a clear
but mechanical, checklist-like pattern. Relies
heavily on the original goal wording. Lacks
acknowledgments or natural transitions.

• 4 (Mostly Natural): Reveals information in-
crementally with only occasional over-sharing.
Uses fluent, varied language with rare rigid
phrases; transitions are mostly smooth but oc-
casionally formal.

• 5 (Exceptionally Natural): Reveals informa-
tion only when logically appropriate. Uses
casual, human-like phrasing with natural con-
versational cues. Handles assistant errors and
clarifications as a real customer would.

D.2.1 User Simulator Failure Analysis
While the user simulator attains a high average
naturalness rating of 4.44/5 (Section 4.3), the qual-
itative inspection of the annotated turns revealed
three recurring failure modes (summarized in Table
7) in the user agent. Each mode corresponds to an

occasional violation of one of the two explicit user-
agent constraints defined in Section 2.2.1 - avoiding
assistant-like behavior and remaining grounded in
the domain schema.

In the first mode, the user agent exhibits role
leakage by appending tool-call code to a request
that would otherwise be valid on its own. The
second one involves generating unnatural phras-
ing, such as machine-formatted dates and times.
The third error mode involves hallucinated profile
inconsistencies, in which the user agent slightly
alters immutable identifiers such as the user ID.
The first two categories primarily degrade conversa-
tional realism. They leave the interaction outcome
and the automatic evaluation of the assistant agent
unchanged. In contrast, profile inconsistency can
directly affect tool execution and may introduce
failures attributable to the user simulator rather
than the evaluated assistant. However, the occur-
rences of the third failure mode are very rare, as
we only observed fewer than 10 occurrences across
all runs, which would not affect the overall agent
evaluations.

D.3 Diversity Metrics

To evaluate the lexical diversity of the benchmark,
we compute the Moving-Average Type-Token Ra-
tio (MATTR) for the user policy samples, simu-
lated user turns, and assistant turns across all 25
domains and evaluated models. MATTR provides
a length-robust measure of lexical diversity, with
higher values indicating greater variation in word
usage.

As shown in Table 8, the user policy samples
achieve MATTR scores above 0.7 across all 25
domains, with an overall score of 0.8354, indicat-
ing substantial lexical diversity in the underlying
task specifications. Table 9 further shows that simu-
lated user turns maintain consistently high diversity
across domains and models, with model-level av-
erages ranging from 0.7462 to 0.8109. Assistant
turns, reported in Table 10, with model-level aver-
ages ranging from 0.6344 to 0.7398, demonstrating
substantial variation across generated responses.
Together, these results indicate that the benchmark
contains diverse task specifications and conversa-
tional realizations rather than relying on highly
repetitive samples or response patterns.

User Policy Diversity. Table 8 reports the
MATTR score of user policy samples for each do-
main.
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Figure 4: Pass@K avg. by domains.

User Turn Diversity. Table 9 reports MATTR
scores for simulated user turns across each domain
and user-simulator model.

Assistant Turn Diversity. Table 10 reports
MATTR scores for assistant turns across each do-
main and evaluated model.

E Additional Results

E.1 Pass Rate Results Across K

Figure 4 presents the average pass rate across all
models and values of K ∈ {1, 2, 3}, grouped by
domain cardinality. As the number of domains
increases, the pass rate consistently decreases, in-
dicating that the models still struggle with context
retention in higher-domain conversations.

E.2 Pass^K Results Across Single Domains

Table 11 presents per-domain Pass^K results
across all 11 single-domain tasks, measuring the
probability that all K = 3 sampled trials succeed
for each model-domain pair. This strict consistency
metric reveals several notable patterns:

Domain difficulty varies substantially. bar and
dessert emerge as the easiest domains, with top
models achieving 88% consistency (GEMMA4-
26B-A4B-IT and CLAUDE SONNET 4.5 on Bar;
GEMMA4-31B-IT at 88% on Dessert). In contrast,
food & dining proves nearly impossible for all
models, where the best Pass^K is only 4%, indicat-
ing that even when models occasionally succeed,
they cannot do so reliably. This reflects the do-

main’s complexity: 15 tools spanning reservations,
pickup orders, and delivery orders with interdepen-
dent parameters.

Proprietary and open-weight models exhibit
complementary strengths. CLAUDE models ex-
cel at flight (36–44%) and cruise (20–28%),
while GEMMA4 models dominate live show (72–
80%) and hotel (28–60%). GPT-5.4-NANO con-
sistently scores 0–4% on most domains, establish-
ing a clear floor for the benchmark’s difficulty.

The gap between Pass@K and Pass^K quanti-
fies reliability. Comparing with the overall re-
sults in Table 2, the best model (GEMMA4-31B-
IT) achieves 61.33% Pass@K but only 41.14%
Pass^K, a 20-point drop, indicating that even the
strongest model fails to reproduce correct behavior
consistently across repeated trials. This gap is most
pronounced in domains requiring complex state
management (hotel: 92% → 40%; cruise: 40%
→ 20%), suggesting that success in these domains
involves stochastic variance rather than robust ca-
pability.

The Impact of Domain Complexity on LLM Ef-
ficiency and Cost. From the Figure 24 and 23,
the benchmark data clearly illustrates that as multi-
domain and multi-tool tasks increase in complexity,
both computational costs (tokens) and task reso-
lution efforts (turns) scale linearly, respectively.
While single-domain tasks require minimal effort,
introducing 8 to 11 domains causes resource re-
quirements to increase rapidly, with token usage
crossing the 1.7 million mark. This complex-
ity exposes significant differences in model ef-
ficiency and reasoning. For instance, GPT-5.4-
NANO severely struggles and requires an average
of 50 turns to resolve 11-domain tasks, whereas the
Claude models maintains a more balanced mid-30s
to low-40s range. Additionally, the token data high-
lights that models like GEMMA-4-26B-A4B-IT

consumes nearly 2.78 million tokens on the hardest
tasks. Conclusively, the charts prove that success-
ful multi-agent workflows need appropriate context
management and careful model selection to avoid
inefficient tool calling.

Effect of varying K on per-domain pass rates.
Figure 5 reports Pass@K for K=1 and K=2
across all domains, averaged over all models. At
K=1, the mean pass rate is 29.3%, rising to 35.2%
at K=2. This 6% gap indicates that many conversa-
tions succeed on some but not all trials. The domain
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(a) Pass@K=1.

(b) Pass@K=2.

Figure 5: Overall evaluation results for Pass@K=1 and Pass@K=2 across different categories averaged over all
models. Abbreviations: Attr.=Attraction, F&D=Food & Dining, V.R.=Vehicle Rental, Flt.=Flight, and Hot.=Hotel.

order of domains remains the same across K val-
ues: Dessert (66.2% at K=1, 77.0% at K=2) and
Bar (67.5%, 73.5%) consistently rank as the easi-
est, while Food & Dining (2.3%, 3.0%) and F&D
+ Hotel (0.0%, 0.0%) remain near zero regardless
of the success The 8-domain and 11-domain set-
tings achieve 0.0% at both K=1 and K=2 that no
model succeeds even once across any trial at these
complexity levels.

E.3 Detailed Per-Domain Evaluation Results

Domain difficulty varies substantially. Ta-
bles 8–18 report detailed results for the 11 single-
domain. These tables show that single-domain
difficulty varies substantially. Bar and Dessert
emerge as the easiest domains, with top mod-
els achieving 88% consistency, as measured by
Pass^K. GEMMA4-26B-A4B-IT, CLAUDE SON-
NET 4.5, and CLAUDE OPUS 4.6 reach 88% on
Bar, while GEMMA4-31B-IT reaches 88% on
Dessert. These domains have relatively con-
strained workflows and smaller tool spaces, making

it easier for models to select the correct tools ac-
cording to user requests.

In contrast, Food & Dining is the most difficult
single-domain setting, where the best Pass^K is
only 4%. This indicates that even when models
occasionally produce a successful trajectory, they
cannot do so reliably across repeated trials. The
difficulty reflects the domain’s larger and more di-
verse tool space: Food & Dining contains 15 tools
spanning search, filtering, reservations, pickup or-
ders, delivery orders, cancellations, modifications,
and retrieval operations. This creates many possi-
ble action paths and requires models to distinguish
between similar transactional intents.

Multi-domain settings amplify tool-selection
and coordination errors. Tables 19–32 report
detailed results for the 14 multi-domain settings.
Tables 19–24 report the six double-domain settings.
Tables 25–28 report the four triple-domain settings,
which further increase the combined tool space
and make state tracking more difficult because the
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model must maintain information across three in-
dependent domain intents. Tables 29–30 report the
two quadruple-domain settings, where failures be-
come more frequent as models must select from a
larger set of tools while avoiding parameter con-
fusion across domains. Tables 31–32 report the
8-domain and 11-domain settings, respectively,
which represent the most complex evaluation set-
tings with the largest number of active domains and
tools. Overall, these results show that performance
decreases as domain composition becomes more
complex, suggesting that multi-domain failures are
driven by larger tool spaces, longer trajectories, and
more complex cross-domain state dependencies.

The degradation is most visible in the high-
complexity settings, especially the 8-domain and
11-domain tasks. Although models may perform
well on individual domains, their consistency drops
sharply when many goals, policies, and tool inven-
tories are active simultaneously. Overall, Tables 19–
32 suggest that multi-domain failures are driven
not only by isolated tool-call errors, but also by
the combined effects of larger tool spaces, longer
trajectories, and more complex cross-domain state
dependencies.

F Detailed Comparison with Related
Benchmarks

While prior benchmarks have laid essential ground-
work for evaluating tool-using language models,
T1-Bench addresses critical limitations in interac-
tion dynamics, domain scope, and evaluation depth
across existing frameworks, including T1, Tau2-
Bench, the Berkeley Function Calling Leaderboard
(BFCL), and UserBench. By integrating dynamic
multi-turn user simulation with cross-domain tra-
jectory evaluation, T1-Bench offers a more com-
prehensive testbed for modern agentic capabilities.

In terms of interaction mechanics, T1-Bench
advances beyond the static structures of T1 and
BFCL. BFCL primarily evaluates single-turn func-
tion selection and parameter extraction, omitting
multi-turn dialogue mechanics altogether. While
T1 does assess multi-turn agentic performance, it
relies on static, offline-generated trajectories with
predefined user inputs. In contrast, T1-Bench dy-
namically generates user responses based on the
agent’s real-time actions, tool calls, and dialogue
history. This interactive feedback loop enables
T1-Bench to capture critical real-world challenges,
such as adapting to evolving user goals, resolving

incomplete information through clarification, and
recovering from past execution errors.

Regarding environment complexity, T1-Bench
extends the single-domain focus characteristic of
Tau2-Bench and UserBench. Although Tau2-
Bench provides valuable user simulation in multi-
turn setups, its scenarios are constrained to single
domains. T1-Bench expands this paradigm by in-
troducing 11 single domain and 14 multi domain
scenarios of increasing complexity and evaluating
cross-domain coordination. Agents are required to
identify relevant domains, apply domain-specific
policies, and coordinate tool execution across these
interleaved scenarios. While UserBench targets
5 domains and centers its evaluation on eliciting
underspecified, incrementally-revealed user prefer-
ences, T1-Bench broadens this scope by providing
larger scale multi-domain coverage and assessing
tool execution accuracy, task success rate and over-
all response quality across realistic user scenar-
ios involving changing preferences mid conversa-
tion, clarifying requests and transitions into new
requests.

G Prompts

This section contains the full system prompts used
to configure the different agents, classifiers, and
evaluators in our experiments. Figure 6 shows the
prompt design for the simulated user agent in the
bars domain, which outlines its persona, step-by-
step goals, and behavioral rules. The subsequent
figures present the instructions for the assistant
agent (Figure 7), the domain classification model
(Figure 8), the LLM-as-a-judge framework (Fig-
ure 9), and the system used to check for conversa-
tion exit conditions (Figure 10).

H AI Use in Writing the Paper

We use LLMs to assist in paraphrasing and editing
the text throughout this paper.
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Failure Type Description Example Impact on Conversation and
Evaluation

Role leakage &
tool-call genera-
tion

The user simulator occasionally
adopts assistant-like behavior and ap-
pends executable tool-call code to an
otherwise valid natural-language re-
quest.

The user states an
order preference
and then generates
place_order(...).

Reduces conversational realism
but generally does not affect di-
alogue flow or automatic evalua-
tion, since the intended request
is still clearly expressed in natu-
ral language.

Unnatural phrasing The simulator produces overly terse
responses or machine-formatted dates
and times rather than natural conver-
sational expressions.

Responses such
as 9:00 PM or
2026-07-01.

Primarily affects naturalness
and realism; generally does not
affect the conversation outcome
or automatic evaluation because
the underlying information re-
mains unambiguous.

User-profile incon-
sistency

The simulator alters or hallucinates
an immutable attribute from the user
policy.

The policy specifies
USR-B19BFAA0, but
the simulator uses
USR-B19FAA0.

May directly affect task comple-
tion and evaluation by causing
invalid tool parameters or unsuc-
cessful tool execution.

Table 7: Recurring failure modes of the user simulator, their qualitative descriptions, representative examples, and
their impact on conversation quality and automatic evaluation.
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H.1 Example User Prompt: Bars

You are playing a role -playing game. You are a HUMAN CUSTOMER chatting in a LIVE
INSTANT MESSAGING APP looking for a bar and making a reservation.

The user you are chatting with is actually the AI Bar Assistant that specializes
in this domain.

YOUR PERSONA AND CONTEXT:
## PERSONA
You are a customer looking for a convenient and reliable bar reservation service.

## USER
{

"user_id ": "USR -A172BF4F",
"first_name ": "Richard",
"last_name ": "Robinson",
"email ": "richard.robinson4808@yahoo.com",
"city": "Virginia Beach",
"state ": "VA",
"neighborhood ": "Pembroke",
"has_drivers_license ": true

}

## GOAL
Follow these steps , one per message:
1. Ask for bars in New Orleans that have happy hour.
2. After seeing the results , narrow them down to places that offer a budget of up

to $75 per person , using the results from the previous search.
3. After seeing the filtered results , say you need some time to think about it

and end the conversation without making a booking.

CRITICAL RULES:
1. Act exactly like a human customer in a live chat interface. Never offer to

help.
2. Avoid subject lines , greetings (e.g., "Dear"), or sign -offs (e.g.,

"Sincerely "). Keep responses to 1-3 sentences , like a casual text message.
3. Stay strictly within scope: only ask about features explicitly defined in the

Bar Properties schema (e.g., has_pool_tables , has_live_music ,
has_valet_parking , price_level). Do not ask about features outside this
schema.

4. If the assistant provides a list of options , do not end the
conversation --select one and continue.

5. Pace the conversation carefully: you have a maximum of 25 turns to achieve
your goal.

6. Be decisive. If options are limited , choose one rather than prolonging
negotiation. Do not go beyond your goal.

7. Use natural , human -like phrasing. Always speak the way a real person would
text in a casual chat -- never like someone reading instructions out loud.
Follow the intent of your user template , but rephrase everything in your own
natural voice: use contractions , everyday vocabulary , and the tone of a
regular customer. Do not echo schema or field names from the template
verbatim.

8. Anytime you are listing any dates , ensure you use natural language format.
Give the date in the form MM DD, YYYY. MM is in word and DD is a number
(e.g., March 1, 2021).

9. Finish the conversation as fast as possible; do not go beyond the GOAL.
10. If you are asking a question , ask it once.
11. Always pay with the first registered credit card.
12. Always pass all arguments that are relevant to the tools.

Figure 6: System prompt configuration for the user agent for the Bar domain.
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H.2 Example Assistant Prompt: Bars

CRITICAL DIRECTIVES FOR TOOL EXECUTION
==================================================
1. YOU HAVE NO INTERNAL KNOWLEDGE OF REAL ESTABLISHMENTS. You are strictly

forbidden from recommending places from your training data.
2. DO NOT HALLUCINATE fake names or real names like Double Chicken Please , Angels

Share. This is a fatal error.
3. NEVER SAY "Let me check", "I am fetching ...", or "Here are some options ...".

If you need to search , your IMMEDIATE AND ONLY output must be a TOOL CALL. Do
not output conversational text when a tool call is required.

4. You MUST call `search_bars ` EVERY SINGLE TIME the user asks for
recommendations unless there are already relevant cached results that can be
filtered.

5. ONLY output a markdown table of results IF AND ONLY IF you have just received
a successful JSON response from a tool call. If the tool has not returned
data yet , DO NOT make up a table.
- When a search or filter tool returns multiple results , you MUST display ALL

of them in the table. Never truncate , summarize , or show only a subset --
the user needs to see every option to make a selection.

- Every result -listing table MUST include a column for the primary identifier
field returned by the tool (e.g., `live_event_id `, `reservation_id `,
`flight_id `, or whichever `*_id` field the tool actually returned). This
column must appear as the first column and use the exact field name. Do
NOT drop or rename the ID -- the user relies on it to disambiguate
selections.

6. Always rely on tool calls to respond to the user , and do not simply repeat
results shown previously to the user without calling the appropriate tool
first.

7. SILENT TOOL CALLS: When you are initiating a tool call , your text output MUST
be completely empty. Wait for the tool to return data before speaking to the
user.

8. USE FILTER_BARS FOR FOLLOW -UPS:
- If you have already run `search_bars ` in a previous turn , and the user asks

to narrow down those specific results , you MUST use the `filter_bars ` tool.
- Do NOT call `filter_bars ` if the new filtering criteria do not directly

apply to the existing result set and require a separate search.
- Do NOT run a brand -new `search_bars ` query for follow -up questions or filter

requests on the same dataset; call `filter_bars ` instead.
9. CACHE USAGE -- Check the CURRENT CACHE SUMMARY provided in each prompt. Each

key maps to a human -readable summary of what was saved (e.g., "5 flights from
NYC to LAX on 2025 -06 -01"). Only call `get_results_from_cache ` if the cache
summary shows a relevant key. If the cache is empty or has no relevant key ,
do NOT call `get_results_from_cache `; go directly to `search_bars `.

Figure 7: System prompt configuration for the assistant agent for the Bar domain.
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DOMAIN MATTR

11domain 0.7555
8domain 0.8243
attraction 0.8801
attraction_cafe 0.8580
attraction_dessert 0.8555
attraction_food_dining_cafe 0.8315
bar 0.8520
cafe 0.8555
cruise 0.8730
dessert 0.8667
flight 0.8587
flight_hotel_attraction_rental 0.7435
flight_hotel_bar 0.8341
food_and_dining 0.8900
food_and_dining_hotel 0.9059
hotel 0.7949
hotel_attraction_rental 0.7822
hotel_rental 0.8126
hotel_rental_food_bar 0.7417
kayak_rental 0.9046
live_show 0.8373
live_show_food_dining 0.8168
vehicle_rental 0.7864
vehicle_rental_attraction 0.8852
vehicle_rental_food_and_dining_hotel 0.8903

Overall 0.8354

Table 8: MATTR scores of user policy samples across
domains.
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DOMAIN HAIKU OPUS SONNET G4-26B G4-31B G4-E2B G4-E4B GPT-5.4 5.4-MINI 5.4-NANO OSS-120B OSS-20B

11domain 0.7953 0.8037 0.8033 0.7989 0.7951 0.7999 0.7987 0.8119 0.7984 0.7868 0.8052 0.7704
8domain 0.8107 0.8054 0.8101 0.8174 0.7963 0.7919 0.8061 0.8241 0.8022 0.7908 0.8108 0.7802
attraction 0.7886 0.7741 0.7937 0.8138 0.8104 0.7886 0.8086 0.8043 0.7803 0.7866 0.8008 0.7726
attraction_cafe 0.8079 0.8070 0.8088 0.8058 0.8100 0.8026 0.8116 0.8079 0.8014 0.7990 0.8178 0.7711
attraction_dessert 0.8153 0.8073 0.8163 0.8183 0.8153 0.8040 0.8255 0.8164 0.8121 0.8066 0.8118 0.7427
attraction_food_dining_cafe 0.8209 0.8143 0.8233 0.8288 0.8243 0.8091 0.8290 0.8346 0.8113 0.8034 0.8254 0.7346
bar 0.8630 0.8546 0.8594 0.8530 0.8578 0.8308 0.8478 0.8515 0.8288 0.8197 0.8549 0.7875
cafe 0.8406 0.8409 0.8413 0.8122 0.8365 0.7743 0.8311 0.8248 0.8060 0.8095 0.8229 0.6877
cruise 0.8040 0.8060 0.8053 0.7942 0.8022 0.8034 0.8015 0.8007 0.7876 0.7830 0.7761 0.7809
dessert 0.8220 0.8213 0.8164 0.8228 0.8162 0.7957 0.8056 0.8148 0.8063 0.8189 0.8163 0.6162
flight 0.8067 0.8152 0.8109 0.8212 0.8221 0.7830 0.7984 0.8231 0.8246 0.7780 0.7278 0.7509
flight_hotel_attraction_rental 0.7993 0.7939 0.8036 0.7944 0.8042 0.7862 0.8027 0.7946 0.7951 0.7794 0.8059 0.7678
flight_hotel_bar 0.8206 0.8212 0.8194 0.8240 0.8283 0.8210 0.8229 0.7952 0.8033 0.7894 0.8251 0.7976
food_and_dining 0.8075 0.7938 0.8051 0.7917 0.7951 0.7997 0.8028 0.8179 0.7955 0.7841 0.8049 0.7430
food_and_dining_hotel 0.7801 0.7912 0.7913 0.7958 0.8105 0.8105 0.8131 0.8012 0.7851 0.7987 0.8010 0.7383
hotel 0.7879 0.8072 0.7889 0.7831 0.7941 0.7785 0.8114 0.7746 0.7889 0.7708 0.7772 0.7565
hotel_attraction_rental 0.8124 0.8172 0.8136 0.8153 0.8189 0.7945 0.8137 0.7924 0.7767 0.7718 0.8155 0.7104
hotel_rental 0.7496 0.7512 0.7464 0.7563 0.7638 0.7577 0.7650 0.7526 0.7495 0.7429 0.7564 0.6420
hotel_rental_food_bar 0.7489 0.7509 0.7536 0.7565 0.7580 0.7612 0.7615 0.7450 0.7433 0.7461 0.7527 0.7187
kayak_rental 0.7913 0.8020 0.7867 0.8228 0.8100 0.7934 0.8135 0.8132 0.8156 0.8061 0.8002 0.7700
live_show 0.7995 0.7964 0.8008 0.8089 0.8059 0.8106 0.8088 0.8177 0.7915 0.7852 0.8059 0.7461
live_show_food_dining 0.8431 0.8487 0.8518 0.8468 0.8541 0.8506 0.8496 0.7981 0.7901 0.7828 0.8540 0.8062
vehicle_rental 0.8000 0.7916 0.8028 0.8143 0.8157 0.8107 0.8102 0.7881 0.7823 0.7567 0.8090 0.7888
vehicle_rental_attraction 0.8185 0.8237 0.8241 0.8302 0.8322 0.8176 0.8321 0.7965 0.7786 0.7865 0.8304 0.7682
vehicle_rental_food_and_dining_hotel 0.7786 0.7617 0.7820 0.7762 0.7947 0.7678 0.7864 0.7616 0.7569 0.7515 0.7765 0.7060

Average 0.8045 0.8040 0.8063 0.8081 0.8109 0.7977 0.8103 0.8025 0.7925 0.7854 0.8034 0.7462

Table 9: MATTR scores of simulated user turns across domains and models.

DOMAIN HAIKU OPUS SONNET G4-26B G4-31B G4-E2B G4-E4B GPT-5.4 5.4-MINI 5.4-NANO OSS-120B OSS-20B

11domain 0.7690 0.7604 0.7791 0.7091 0.7370 0.7380 0.7421 0.7043 0.6986 0.8118 0.7923 0.7868
8domain 0.7535 0.7435 0.7563 0.6938 0.7105 0.7466 0.7391 0.6922 0.7000 0.8132 0.7789 0.7827
attraction 0.6759 0.6992 0.6731 0.5824 0.5662 0.6688 0.6254 0.6037 0.5880 0.6910 0.6715 0.6689
attraction_cafe 0.6460 0.6688 0.6486 0.5960 0.5998 0.6539 0.6345 0.5902 0.5868 0.6759 0.6687 0.6458
attraction_dessert 0.6512 0.6798 0.6579 0.6148 0.6013 0.7002 0.6490 0.5838 0.6094 0.6678 0.6813 0.6592
attraction_food_dining_cafe 0.6899 0.7167 0.6853 0.6369 0.6213 0.6847 0.6359 0.5996 0.6041 0.6941 0.6940 0.6727
bar 0.7283 0.7221 0.7323 0.6744 0.6755 0.6963 0.6576 0.6364 0.6357 0.7481 0.7174 0.6920
cafe 0.6842 0.6980 0.6817 0.6674 0.6688 0.6411 0.6662 0.6078 0.6215 0.6108 0.6790 0.6428
cruise 0.7748 0.7578 0.7744 0.6782 0.6856 0.6879 0.6814 0.6778 0.6590 0.8166 0.7603 0.7202
dessert 0.6494 0.6788 0.6596 0.6707 0.6657 0.6752 0.6620 0.6077 0.6259 0.6526 0.6697 0.6280
flight 0.7505 0.7338 0.7472 0.6786 0.6984 0.7045 0.6832 0.6254 0.5905 0.8040 0.7788 0.7647
flight_hotel_attraction_rental 0.6872 0.6631 0.6870 0.5830 0.5997 0.6348 0.6105 0.6064 0.5749 0.7218 0.6738 0.6831
flight_hotel_bar 0.7198 0.7212 0.7153 0.6509 0.6654 0.6923 0.6642 0.6674 0.6308 0.7799 0.7182 0.7284
food_and_dining 0.7721 0.7551 0.7785 0.7180 0.7412 0.7191 0.6883 0.7309 0.6472 0.7944 0.7793 0.7457
food_and_dining_hotel 0.7288 0.7106 0.7221 0.6626 0.6660 0.7253 0.7158 0.6604 0.6868 0.7839 0.7236 0.7502
hotel 0.6916 0.6802 0.6880 0.6387 0.6418 0.7003 0.6541 0.6219 0.5950 0.7560 0.7078 0.7046
hotel_attraction_rental 0.6555 0.6488 0.6584 0.5695 0.5760 0.6293 0.6226 0.5730 0.5767 0.6907 0.6428 0.6648
hotel_rental 0.6926 0.6819 0.6932 0.6057 0.6117 0.6244 0.6361 0.6165 0.6003 0.7214 0.6712 0.6729
hotel_rental_food_bar 0.6868 0.6765 0.6826 0.6031 0.6144 0.6726 0.6374 0.6400 0.6090 0.7116 0.6629 0.7140
kayak_rental 0.6893 0.6861 0.6885 0.6732 0.6761 0.6816 0.6881 0.6936 0.6910 0.6975 0.7108 0.6905
live_show 0.7498 0.7326 0.7523 0.6880 0.6867 0.7312 0.6971 0.7037 0.6940 0.7891 0.7569 0.7143
live_show_food_dining 0.7497 0.7451 0.7502 0.6919 0.6903 0.7236 0.6805 0.7126 0.7120 0.8251 0.7551 0.7306
vehicle_rental 0.6932 0.6920 0.6887 0.6126 0.6311 0.6032 0.6275 0.6130 0.5889 0.6934 0.6942 0.6452
vehicle_rental_attraction 0.7070 0.7231 0.7081 0.6238 0.6393 0.6347 0.6516 0.6406 0.6572 0.7428 0.7128 0.7001
vehicle_rental_food_and_dining_hotel 0.7309 0.7344 0.7358 0.6752 0.6691 0.7083 0.6923 0.6809 0.6760 0.8025 0.7501 0.7540

Average 0.7091 0.7084 0.7098 0.6479 0.6536 0.6831 0.6657 0.6436 0.6344 0.7398 0.7140 0.7025

Table 10: MATTR scores of assistant turns across domains and models.

MODEL ATTR. BAR CAFÉ CRUISE DESSERT FLIGHT F&D HOTEL KAYAK LIVE VEHICLE AVG.

GEMMA4-E2B-IT 16 68 56 12 72 24 0 12 16 52 52 28.38
GEMMA4-E4B-IT 32 84 44 20 72 28 4 60 16 72 48 35.62
GEMMA4-26B-A4B-IT 24 88 48 20 72 32 0 28 20 80 56 37.71
GEMMA4-31B-IT 32 76 48 20 88 24 0 40 20 72 52 41.14

GPT-OSS-20B 20 20 32 8 20 16 0 4 4 12 28 8.57
GPT-OSS-120B 24 80 44 12 64 24 4 12 20 68 48 29.33
GPT-5.4-NANO 24 4 40 0 40 4 0 0 4 4 0 7.24
GPT-5.4-MINI 24 24 40 12 40 16 0 4 12 20 28 14.10
GPT-5.4 20 76 40 16 44 24 4 20 24 48 20 20.95

CLAUDE HAIKU 4.5 24 84 40 24 68 36 4 16 20 48 52 34.29
CLAUDE SONNET 4.5 24 88 48 28 60 32 0 8 20 52 44 33.71
CLAUDE OPUS 4.6 20 88 52 20 68 44 0 8 20 68 52 34.48

Table 11: Overall Pass^K results on T1-Bench averaged over single-domain tasks.
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MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 46.67 ± 8.33 87.16 ± 1.02 85.26 ± 1.53 52.69 ± 0.73 65.70 ± 0.77 66.81 ± 1.12 71.20 ± 0.41 40.00 16.00 4.61 ± 0.16 4.69 ± 0.09

GEMMA4-E4B-IT 46.67 ± 10.07 84.40 ± 4.94 84.02 ± 5.00 61.00 ± 4.82 67.08 ± 6.68 67.23 ± 6.38 69.44 ± 6.30 44.00 32.00 4.85 ± 0.08 4.99 ± 0.02

GEMMA4-26B-A4B-IT 49.33 ± 2.31 85.67 ± 2.41 82.13 ± 2.84 59.82 ± 3.60 69.48 ± 3.22 72.59 ± 2.68 74.20 ± 3.80 40.00 24.00 4.76 ± 0.04 5.00
GEMMA4-31B-IT 64.00 ± 4.00 89.16 ± 3.29 88.33 ± 3.53 62.93 ± 2.82 74.91 ± 3.88 75.86 ± 3.85 72.00 ± 2.63 40.00 32.00 4.80 ± 0.14 5.00

GPT-OSS-20B 53.33 ± 8.33 87.42 ± 2.88 85.70 ± 2.26 57.27 ± 4.85 70.51 ± 4.95 71.12 ± 2.70 73.56 ± 3.89 40.00 20.00 4.49 ± 0.13 4.55 ± 0.18

GPT-OSS-120B 50.67 ± 6.11 87.78 ± 2.35 83.80 ± 4.13 60.11 ± 1.83 72.96 ± 1.75 72.22 ± 1.47 70.33 ± 4.01 48.00 24.00 4.99 ± 0.02 4.96 ± 0.07

GPT-5.4-NANO 22.67 ± 6.11 84.47 ± 3.46 76.71 ± 2.33 60.71 ± 5.18 68.65 ± 4.93 64.28 ± 3.21 67.64 ± 5.01 40.00 24.00 4.27 ± 0.18 4.95 ± 0.06

GPT-5.4-MINI 40.00 ± 10.58 84.31 ± 0.80 80.61 ± 2.62 59.76 ± 3.27 73.29 ± 0.88 74.72 ± 0.48 70.53 ± 2.68 36.00 24.00 4.19 ± 0.17 4.93 ± 0.02

GPT-5.4 52.00 ± 4.00 87.91 ± 0.77 85.15 ± 0.64 66.38 ± 0.68 79.09 ± 0.61 80.12 ± 0.56 74.53 ± 1.14 40.00 20.00 4.11 ± 0.19 4.96 ± 0.04

CLAUDE HAIKU 4.5 56.00 ± 4.00 87.67 ± 3.83 86.36 ± 1.83 61.71 ± 4.79 74.37 ± 4.64 76.38 ± 2.95 74.51 ± 5.32 36.00 24.00 4.96 ± 0.04 5.00
CLAUDE SONNET 4.5 49.33 ± 6.11 88.33 ± 2.53 85.39 ± 2.64 60.18 ± 2.45 73.43 ± 2.35 76.14 ± 1.63 74.56 ± 4.33 40.00 24.00 4.97 ± 0.02 5.00
CLAUDE OPUS 4.6 50.67 ± 10.07 84.24 ± 3.89 86.39 ± 4.06 65.24 ± 3.10 77.02 ± 4.11 79.66 ± 3.46 72.51 ± 4.83 40.00 20.00 4.99 ± 0.02 4.99 ± 0.02

Table 12: Results on the Attraction domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 93.33 ± 2.31 99.00 ± 0.00 98.92 ± 0.55 93.22 ± 1.92 97.79 ± 0.51 97.94 ± 0.61 93.67 ± 2.08 92.00 68.00 4.85 ± 0.14 4.91 ± 0.08

GEMMA4-E4B-IT 96.00 ± 4.00 99.00 ± 1.73 99.22 ± 1.00 96.33 ± 1.73 98.14 ± 1.95 98.41 ± 1.50 96.00 ± 2.31 92.00 84.00 4.93 ± 0.08 4.96 ± 0.07

GEMMA4-26B-A4B-IT 94.67 ± 2.31 99.00 ± 0.00 99.28 ± 0.26 95.89 ± 0.77 98.54 ± 0.21 98.67 ± 0.21 94.89 ± 0.77 88.00 88.00 5.00 5.00
GEMMA4-31B-IT 92.00 ± 4.00 99.00 ± 0.00 98.98 ± 0.44 94.56 ± 0.77 98.17 ± 0.21 98.31 ± 0.21 94.44 ± 0.77 88.00 76.00 5.00 5.00

GPT-OSS-20B 44.00 ± 6.93 79.22 ± 5.18 85.08 ± 4.86 70.44 ± 9.44 81.64 ± 6.05 84.86 ± 5.78 67.22 ± 9.45 60.00 20.00 4.01 ± 0.30 3.87 ± 0.15

GPT-OSS-120B 93.33 ± 2.31 98.33 ± 0.58 99.05 ± 0.33 95.67 ± 0.58 98.28 ± 0.33 98.59 ± 0.18 94.67 ± 0.58 88.00 80.00 4.99 ± 0.02 5.00
GPT-5.4-NANO 26.67 ± 6.11 71.44 ± 2.78 80.07 ± 2.62 59.11 ± 2.99 73.08 ± 3.47 78.99 ± 3.24 53.33 ± 4.16 36.00 4.00 4.39 ± 0.23 4.68 ± 0.18

GPT-5.4-MINI 50.67 ± 16.17 83.00 ± 8.74 88.48 ± 5.82 76.56 ± 9.51 83.80 ± 8.53 87.69 ± 6.04 72.89 ± 8.92 64.00 24.00 4.49 ± 0.30 4.67 ± 0.26

GPT-5.4 94.67 ± 2.31 99.00 ± 0.00 99.16 ± 0.46 92.44 ± 1.64 97.58 ± 0.45 97.67 ± 0.50 91.11 ± 2.04 88.00 76.00 5.00 5.00

CLAUDE HAIKU 4.5 97.33 ± 2.31 99.33 ± 0.58 99.62 ± 0.33 96.00 ± 1.15 98.51 ± 0.66 98.74 ± 0.46 96.33 ± 1.00 92.00 84.00 5.00 4.99 ± 0.02

CLAUDE SONNET 4.5 98.67 ± 2.31 99.67 ± 0.58 99.81 ± 0.33 97.00 ± 0.58 99.07 ± 0.36 99.11 ± 0.28 96.67 ± 1.15 92.00 88.00 5.00 5.00
CLAUDE OPUS 4.6 96.00 99.00 ± 0.00 99.43 96.33 98.66 98.79 95.33 88.00 88.00 5.00 5.00

Table 13: Results on the Bar domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 37.33 ± 4.62 98.67 ± 1.15 82.62 ± 1.44 89.33 ± 1.15 94.29 ± 0.49 94.91 ± 0.39 93.33 100.00 56.00 4.68 ± 0.17 4.83 ± 0.16

GEMMA4-E4B-IT 29.33 ± 2.31 97.56 ± 0.77 80.25 ± 1.70 79.33 ± 2.40 91.40 ± 1.56 92.31 ± 1.20 97.56 ± 0.77 64.00 44.00 4.91 ± 0.05 4.99 ± 0.02

GEMMA4-26B-A4B-IT 40.00 ± 0.00 99.11 ± 1.54 84.55 ± 1.35 78.89 ± 2.52 92.76 ± 2.08 92.91 ± 1.82 98.00 ± 3.46 60.00 48.00 4.92 ± 0.11 5.00
GEMMA4-31B-IT 54.67 ± 2.31 100.00 90.22 ± 0.77 86.00 ± 2.00 95.64 ± 0.57 95.64 ± 0.57 100.00 84.00 48.00 4.85 ± 0.08 4.99 ± 0.02

GPT-OSS-20B 45.33 ± 9.24 87.56 ± 3.67 79.96 ± 4.25 77.56 ± 6.41 83.95 ± 4.53 85.62 ± 4.78 83.11 ± 6.01 92.00 32.00 3.95 ± 0.10 3.95 ± 0.15

GPT-OSS-120B 56.00 ± 4.00 100.00 90.67 ± 1.33 85.56 ± 2.14 95.05 ± 0.44 95.05 ± 0.44 94.22 ± 1.02 92.00 44.00 4.96 ± 0.04 4.97 ± 0.05

GPT-5.4-NANO 46.67 ± 6.11 96.22 ± 1.68 85.73 ± 1.24 72.89 ± 0.77 80.57 ± 2.43 81.87 ± 1.87 75.78 ± 2.69 40.00 40.00 4.72 4.91 ± 0.06

GPT-5.4-MINI 42.67 ± 4.62 99.33 ± 1.15 84.93 ± 1.27 73.33 ± 2.31 84.48 ± 0.81 84.70 ± 1.13 76.67 ± 0.67 52.00 40.00 4.88 ± 0.12 4.93 ± 0.06

GPT-5.4 52.00 ± 4.00 100.00 88.45 ± 1.51 72.44 ± 0.77 86.00 ± 0.84 86.00 ± 0.84 80.67 ± 2.40 40.00 40.00 4.91 ± 0.08 5.00

CLAUDE HAIKU 4.5 41.33 ± 4.62 100.00 85.78 ± 1.54 77.33 ± 2.00 92.17 ± 1.19 92.17 ± 1.19 95.33 ± 4.16 56.00 40.00 4.96 ± 0.04 4.96 ± 0.07

CLAUDE SONNET 4.5 44.00 ± 4.00 100.00 86.67 ± 1.33 80.67 ± 1.33 92.86 ± 0.50 92.86 ± 0.50 96.00 68.00 48.00 4.93 ± 0.05 4.96 ± 0.04

CLAUDE OPUS 4.6 60.00 100.00 92.00 84.89 ± 2.52 95.28 ± 0.68 95.28 ± 0.68 98.67 ± 1.15 84.00 52.00 5.00 5.00

Table 14: Results on the Café domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 48.00 ± 16.00 98.67 ± 1.15 84.49 ± 4.53 55.78 ± 4.54 79.20 ± 4.83 85.22 ± 3.78 63.78 ± 1.39 36.00 12.00 4.79 ± 0.06 4.87 ± 0.02

GEMMA4-E4B-IT 30.67 ± 4.62 100.00 81.10 ± 1.98 54.89 ± 1.54 78.80 ± 1.12 84.38 ± 0.99 63.78 ± 2.69 20.00 20.00 4.91 ± 0.13 4.95 ± 0.05

GEMMA4-26B-A4B-IT 22.67 ± 2.31 94.89 ± 2.14 72.72 ± 4.08 51.78 ± 7.19 75.73 ± 3.43 81.87 ± 2.68 60.22 ± 9.20 28.00 20.00 4.64 ± 0.11 4.92 ± 0.14

GEMMA4-31B-IT 26.67 ± 2.31 99.33 ± 1.15 81.04 ± 3.25 62.00 ± 1.33 79.98 ± 0.28 85.97 ± 0.23 69.11 ± 1.39 40.00 20.00 4.73 ± 0.08 4.91 ± 0.13

GPT-OSS-20B 36.00 ± 4.00 94.22 ± 2.34 79.69 ± 0.83 60.00 ± 4.81 78.91 ± 1.92 82.55 ± 1.78 64.00 ± 6.36 64.00 8.00 4.16 ± 0.28 4.29 ± 0.24

GPT-OSS-120B 30.67 ± 4.62 98.00 ± 2.00 75.82 ± 3.10 53.33 ± 7.51 83.04 ± 2.79 86.15 ± 3.27 65.78 ± 9.71 40.00 12.00 4.75 ± 0.08 4.81 ± 0.16

GPT-5.4-NANO 33.33 ± 6.11 85.33 ± 1.15 59.74 ± 1.82 48.89 ± 3.29 71.69 ± 2.63 66.78 ± 0.29 29.33 ± 0.00 20.00 0.00 4.25 ± 0.36 4.68 ± 0.16

GPT-5.4-MINI 18.67 ± 4.62 92.89 ± 4.29 70.19 ± 1.32 37.56 ± 2.14 64.69 ± 4.61 71.12 ± 4.56 42.00 ± 1.33 24.00 12.00 4.23 ± 0.33 4.84 ± 0.07

GPT-5.4 25.33 ± 6.11 100.00 76.20 ± 1.72 57.78 ± 2.34 86.33 ± 0.87 89.20 ± 0.88 63.56 ± 1.02 40.00 16.00 4.84 ± 0.08 5.00

CLAUDE HAIKU 4.5 56.00 ± 4.00 99.33 ± 1.15 87.10 ± 1.26 60.00 ± 4.16 78.62 ± 2.09 84.47 ± 1.43 64.45 ± 2.52 40.00 24.00 4.76 ± 0.07 4.95 ± 0.06

CLAUDE SONNET 4.5 50.67 ± 12.22 99.33 ± 1.15 86.80 ± 2.54 62.67 ± 2.91 79.98 ± 1.69 85.55 ± 1.20 65.33 ± 2.00 48.00 28.00 4.88 ± 0.14 5.00
CLAUDE OPUS 4.6 37.33 ± 8.33 100.00 84.67 ± 1.81 62.89 ± 5.18 79.65 ± 2.24 84.83 ± 1.82 62.22 ± 5.75 36.00 20.00 4.95 ± 0.06 4.97 ± 0.05

Table 15: Results on the Cruise domain.
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MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 48.00 ± 4.00 99.33 ± 1.15 84.93 ± 1.24 93.11 ± 4.44 95.65 ± 3.19 95.87 ± 3.04 93.11 ± 4.44 100.00 72.00 4.41 ± 0.26 4.71 ± 0.12

GEMMA4-E4B-IT 46.67 ± 4.62 98.00 83.67 ± 0.99 93.78 ± 3.29 94.98 ± 2.07 95.65 ± 2.07 93.78 ± 3.29 100.00 72.00 4.77 ± 0.06 4.93 ± 0.08

GEMMA4-26B-A4B-IT 45.33 ± 10.07 100.00 87.15 ± 3.11 92.44 ± 2.69 96.32 ± 1.44 96.32 ± 1.44 93.11 ± 2.78 96.00 72.00 4.97 ± 0.05 4.95 ± 0.09

GEMMA4-31B-IT 48.00 ± 4.00 100.00 87.12 ± 1.50 97.33 ± 1.15 98.22 ± 0.77 98.22 ± 0.77 97.33 ± 1.15 100.00 88.00 5.00 5.00

GPT-OSS-20B 38.67 ± 12.22 70.44 ± 11.86 69.64 ± 11.07 67.33 ± 10.35 63.87 ± 11.46 68.13 ± 10.87 64.67 ± 10.73 84.00 20.00 3.12 ± 0.59 2.99 ± 0.58

GPT-OSS-120B 58.67 ± 2.31 100.00 90.84 ± 1.01 90.89 ± 1.68 95.84 ± 0.62 95.84 ± 0.62 91.56 ± 1.92 88.00 64.00 4.83 ± 0.10 4.96 ± 0.04

GPT-5.4-NANO 44.00 ± 4.00 91.33 ± 2.67 81.80 ± 0.24 74.00 ± 4.67 76.35 ± 4.69 79.18 ± 3.79 76.67 ± 3.71 64.00 40.00 4.73 ± 0.18 4.80 ± 0.21

GPT-5.4-MINI 56.00 97.33 ± 2.31 87.93 ± 0.28 74.89 ± 0.77 82.57 ± 2.56 83.46 ± 2.26 74.89 ± 0.77 52.00 40.00 4.86 ± 0.13 4.99 ± 0.02

GPT-5.4 53.33 ± 2.31 99.33 ± 1.15 88.70 ± 3.24 79.78 ± 4.91 87.59 ± 4.00 87.81 ± 3.68 79.78 ± 4.91 80.00 44.00 4.95 ± 0.06 4.99 ± 0.02

CLAUDE HAIKU 4.5 58.67 ± 2.31 100.00 91.56 ± 0.77 92.00 ± 2.00 97.11 ± 0.39 97.11 ± 0.39 92.67 ± 1.15 100.00 68.00 4.89 ± 0.06 4.89 ± 0.10

CLAUDE SONNET 4.5 60.00 100.00 92.00 90.00 ± 5.29 96.44 ± 2.14 96.44 ± 2.14 90.00 ± 5.29 96.00 60.00 4.93 ± 0.08 5.00
CLAUDE OPUS 4.6 58.67 ± 2.31 100.00 91.16 ± 1.46 91.78 ± 2.34 96.09 ± 1.60 96.09 ± 1.60 93.11 ± 1.54 100.00 68.00 4.96 ± 0.04 4.96 ± 0.07

Table 16: Results on the Dessert domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 86.67 ± 2.31 100.00 96.77 ± 0.29 72.44 ± 3.08 91.95 ± 0.94 94.79 ± 0.56 84.00 ± 1.15 72.00 24.00 4.60 ± 0.11 4.76 ± 0.04

GEMMA4-E4B-IT 78.67 ± 2.31 100.00 94.65 ± 1.43 72.00 ± 5.03 91.55 ± 1.15 94.19 ± 0.79 81.11 ± 4.02 60.00 28.00 4.52 ± 0.07 4.67 ± 0.13

GEMMA4-26B-A4B-IT 94.67 ± 2.31 100.00 98.63 ± 0.50 70.67 ± 1.33 90.91 ± 0.50 94.42 ± 0.45 80.67 ± 3.53 56.00 32.00 5.00 4.99 ± 0.02

GEMMA4-31B-IT 94.67 ± 2.31 100.00 98.15 ± 0.60 73.56 ± 5.55 92.01 ± 1.31 94.12 ± 0.68 84.22 ± 3.85 72.00 24.00 4.99 ± 0.02 5.00

GPT-OSS-20B 85.33 ± 9.24 95.56 ± 1.68 91.18 ± 4.76 70.00 ± 5.81 85.04 ± 4.33 88.26 ± 3.84 82.22 ± 6.68 64.00 16.00 4.81 ± 0.08 4.81 ± 0.02

GPT-OSS-120B 81.33 ± 2.31 93.78 ± 1.02 88.02 ± 1.19 76.89 ± 3.36 87.18 ± 1.54 88.25 ± 1.44 81.11 ± 3.79 80.00 24.00 4.99 ± 0.02 4.96 ± 0.07

GPT-5.4-NANO 48.00 ± 6.93 85.56 ± 3.42 78.25 ± 3.48 54.00 ± 5.81 73.17 ± 6.25 76.20 ± 4.25 48.00 ± 1.76 32.00 4.00 4.52 ± 0.04 4.88 ± 0.11

GPT-5.4-MINI 44.00 ± 10.58 98.44 ± 0.38 87.40 ± 2.12 55.33 ± 3.06 83.90 ± 0.59 88.72 ± 0.32 80.22 ± 3.67 36.00 16.00 4.87 ± 0.10 4.93 ± 0.05

GPT-5.4 26.67 ± 4.62 100.00 83.16 ± 1.40 56.00 ± 4.62 85.50 ± 1.29 89.13 ± 1.22 88.00 ± 4.06 32.00 24.00 5.00 5.00

CLAUDE HAIKU 4.5 90.67 ± 9.24 99.56 ± 0.77 97.17 ± 3.51 74.67 ± 2.91 92.48 ± 0.49 95.46 ± 0.38 81.33 ± 6.43 60.00 36.00 5.00 4.99 ± 0.02

CLAUDE SONNET 4.5 90.67 ± 2.31 100.00 97.98 ± 0.59 70.67 ± 3.06 90.85 ± 1.06 94.38 ± 0.72 82.89 ± 2.52 44.00 32.00 4.99 ± 0.02 5.00
CLAUDE OPUS 4.6 76.00 ± 0.00 100.00 96.04 ± 0.53 73.78 ± 1.68 92.14 ± 0.69 94.51 ± 0.38 84.89 ± 3.79 48.00 44.00 4.99 ± 0.02 4.88 ± 0.04

Table 17: Results on the Flight domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 14.67 ± 6.11 87.57 ± 1.51 81.21 ± 1.53 24.36 ± 2.72 65.21 ± 2.00 70.97 ± 1.67 32.42 ± 3.03 4.00 0.00 4.72 ± 0.08 4.71 ± 0.13

GEMMA4-E4B-IT 8.00 ± 4.00 83.49 ± 2.14 76.62 ± 0.40 30.11 ± 3.23 65.13 ± 1.59 70.92 ± 1.65 41.10 ± 4.93 4.00 4.00 4.88 ± 0.04 4.97 ± 0.05

GEMMA4-26B-A4B-IT 36.00 ± 10.58 87.72 ± 1.84 85.72 ± 1.65 28.35 ± 2.11 68.52 ± 1.95 72.69 ± 1.38 42.06 ± 2.90 4.00 0.00 4.75 ± 0.02 4.97 ± 0.05

GEMMA4-31B-IT 52.00 ± 4.00 86.49 ± 1.46 89.32 ± 0.92 40.00 ± 3.73 72.20 ± 1.88 76.27 ± 1.28 54.19 ± 3.73 4.00 0.00 5.00 5.00

GPT-OSS-20B 14.67 ± 2.31 57.42 ± 5.66 65.41 ± 4.00 17.44 ± 5.80 45.89 ± 5.69 54.67 ± 5.39 29.43 ± 4.79 4.00 0.00 2.83 ± 0.26 2.76 ± 0.16

GPT-OSS-120B 40.00 ± 0.00 84.90 ± 0.87 87.85 ± 2.45 42.18 ± 2.22 73.21 ± 0.73 78.74 ± 1.30 55.46 ± 1.99 4.00 4.00 4.99 ± 0.02 4.97 ± 0.02

GPT-5.4-NANO 10.67 ± 2.31 75.33 ± 1.98 73.68 ± 1.10 10.76 ± 4.34 51.50 ± 1.86 56.82 ± 1.54 21.65 ± 4.84 0.00 0.00 4.39 ± 0.16 4.60 ± 0.08

GPT-5.4-MINI 12.00 ± 8.00 84.62 ± 1.29 82.01 ± 2.45 20.86 ± 3.67 61.06 ± 3.45 67.10 ± 3.75 31.80 ± 2.39 4.00 0.00 4.55 ± 0.12 4.91 ± 0.05

GPT-5.4 40.00 ± 4.00 83.60 ± 1.27 88.82 ± 0.36 42.72 ± 2.56 72.06 ± 0.86 77.10 ± 0.96 55.76 ± 3.10 4.00 4.00 4.96 ± 0.07 5.00

CLAUDE HAIKU 4.5 50.67 ± 2.31 85.24 ± 1.00 89.16 ± 1.12 43.68 ± 1.57 73.19 ± 1.63 78.43 ± 1.58 57.10 ± 2.44 4.00 4.00 5.00 5.00
CLAUDE SONNET 4.5 54.67 ± 6.11 85.34 ± 1.87 89.52 ± 1.61 43.32 ± 3.23 72.36 ± 2.49 77.40 ± 2.21 56.55 ± 2.91 4.00 0.00 5.00 5.00
CLAUDE OPUS 4.6 56.00 ± 4.00 85.79 ± 2.21 89.84 ± 1.94 33.57 ± 3.71 70.38 ± 1.67 75.87 ± 1.15 46.57 ± 3.72 4.00 0.00 4.92 ± 0.07 4.92 ± 0.07

Table 18: Results on the Food & Dining domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 61.33 ± 4.62 98.62 ± 1.74 92.29 ± 1.61 78.18 ± 4.31 90.72 ± 3.08 91.28 ± 2.42 79.73 ± 3.23 80.00 12.00 4.33 ± 0.28 4.59 ± 0.15

GEMMA4-E4B-IT 49.33 ± 9.24 100.00 94.48 ± 0.91 89.00 ± 4.11 96.40 ± 1.20 96.27 ± 1.25 89.00 ± 4.11 84.00 60.00 4.85 ± 0.10 5.00
GEMMA4-26B-A4B-IT 40.00 ± 0.00 95.64 ± 1.04 87.34 ± 0.77 83.56 ± 1.97 92.23 ± 0.52 93.61 ± 0.84 84.00 ± 2.31 88.00 28.00 4.71 ± 0.12 4.93 ± 0.06

GEMMA4-31B-IT 42.67 ± 4.62 96.71 ± 0.73 90.05 ± 0.29 87.76 ± 0.34 94.09 ± 0.19 95.21 ± 0.09 87.76 ± 0.34 92.00 40.00 4.88 ± 0.11 5.00

GPT-OSS-20B 38.67 ± 10.07 88.96 ± 2.56 87.78 ± 1.68 63.58 ± 6.59 76.29 ± 5.51 80.01 ± 4.93 66.13 ± 4.48 36.00 4.00 3.31 ± 0.20 3.29 ± 0.25

GPT-OSS-120B 46.67 ± 2.31 97.51 ± 0.31 84.20 ± 2.60 66.96 ± 0.15 85.76 ± 0.60 86.48 ± 0.49 68.73 ± 0.92 20.00 12.00 4.08 ± 0.24 4.35 ± 0.22

GPT-5.4-NANO 32.00 ± 10.58 82.51 ± 4.67 81.26 ± 5.20 62.29 ± 3.51 67.13 ± 3.82 74.35 ± 2.45 64.73 ± 2.49 24.00 0.00 4.12 ± 0.25 4.71 ± 0.14

GPT-5.4-MINI 53.33 ± 8.33 95.38 ± 2.07 92.20 ± 2.22 62.93 ± 1.44 79.76 ± 1.36 81.50 ± 0.88 66.49 ± 0.73 12.00 4.00 4.52 ± 0.22 4.88 ± 0.04

GPT-5.4 41.33 ± 2.31 90.89 ± 0.08 85.02 ± 1.09 65.60 ± 0.80 81.00 ± 1.27 83.60 ± 1.13 65.60 ± 1.39 24.00 20.00 4.19 ± 0.18 4.83 ± 0.10

CLAUDE HAIKU 4.5 84.00 ± 6.93 99.51 ± 0.85 98.23 ± 1.01 71.02 ± 1.99 87.57 ± 0.49 87.73 ± 0.83 71.47 ± 1.30 40.00 16.00 4.72 ± 0.11 4.95 ± 0.05

CLAUDE SONNET 4.5 80.00 ± 8.00 97.24 ± 1.19 96.75 ± 1.83 68.82 ± 0.92 85.48 ± 1.21 86.56 ± 0.77 70.60 ± 0.72 40.00 8.00 4.49 ± 0.15 4.91 ± 0.13

CLAUDE OPUS 4.6 73.33 ± 4.62 98.84 ± 0.73 96.70 ± 0.47 66.42 ± 0.77 84.80 ± 1.28 85.09 ± 1.05 68.20 20.00 8.00 4.91 ± 0.02 4.99 ± 0.02

Table 19: Results on the Hotel domain.
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MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 60.00 ± 6.93 97.22 ± 0.51 88.80 ± 1.95 55.00 ± 5.21 74.16 ± 3.44 80.64 ± 2.78 63.78 ± 3.79 44.00 16.00 4.97 ± 0.02 4.99 ± 0.02

GEMMA4-E4B-IT 49.33 ± 2.31 94.89 ± 3.02 87.34 ± 1.00 49.89 ± 1.39 67.41 ± 1.27 75.82 ± 0.89 59.11 ± 2.14 28.00 16.00 5.00 4.99 ± 0.02

GEMMA4-26B-A4B-IT 53.33 ± 10.07 94.11 ± 4.22 87.58 ± 2.41 45.78 ± 2.41 67.43 ± 2.87 75.83 ± 2.10 57.00 ± 4.04 32.00 20.00 4.95 ± 0.05 5.00
GEMMA4-31B-IT 66.67 ± 6.11 97.33 ± 1.86 91.13 ± 1.91 49.89 ± 5.18 69.85 ± 3.00 78.02 ± 2.25 61.78 ± 7.95 36.00 20.00 4.99 ± 0.02 5.00

GPT-OSS-20B 32.00 ± 4.00 73.78 ± 3.72 79.08 ± 1.81 42.22 ± 2.99 52.86 ± 1.30 61.12 ± 2.19 46.56 ± 3.95 28.00 4.00 4.27 ± 0.25 4.16 ± 0.20

GPT-OSS-120B 65.33 ± 4.62 91.78 ± 3.08 89.35 ± 1.20 42.78 ± 2.36 67.06 ± 0.83 73.66 ± 1.60 57.67 ± 4.37 36.00 20.00 4.97 ± 0.02 5.00
GPT-5.4-NANO 29.33 ± 2.31 69.67 ± 2.96 75.28 ± 2.91 27.00 ± 3.79 42.50 ± 2.18 50.63 ± 3.85 35.22 ± 5.52 12.00 4.00 4.93 ± 0.06 4.96 ± 0.07

GPT-5.4-MINI 42.67 ± 2.31 94.33 ± 1.33 85.24 ± 1.15 34.22 ± 1.35 61.59 ± 1.04 69.54 ± 1.34 59.33 ± 4.84 20.00 12.00 4.99 ± 0.02 5.00
GPT-5.4 30.67 ± 4.62 100.00 82.59 ± 0.80 39.00 ± 1.15 66.90 ± 0.58 73.90 ± 0.44 61.00 ± 1.15 28.00 24.00 5.00 5.00

CLAUDE HAIKU 4.5 72.00 ± 6.93 98.11 ± 2.46 92.11 ± 1.75 37.67 ± 1.15 68.48 ± 2.45 74.81 ± 1.76 60.33 ± 3.00 24.00 20.00 5.00 5.00
CLAUDE SONNET 4.5 65.33 ± 2.31 97.44 ± 1.90 90.64 ± 0.79 37.00 ± 1.15 65.98 ± 1.83 72.79 ± 0.94 60.11 ± 4.14 24.00 20.00 5.00 5.00
CLAUDE OPUS 4.6 73.33 ± 2.31 96.44 ± 2.12 92.33 ± 0.88 45.89 ± 2.69 71.62 ± 1.99 77.29 ± 1.55 68.44 ± 0.84 36.00 20.00 5.00 5.00

Table 20: Results on the Kayak Rental domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 58.67 ± 9.24 95.78 ± 1.58 95.31 ± 1.34 92.23 ± 1.41 95.50 ± 1.44 96.79 ± 0.63 93.46 ± 1.29 80.00 52.00 4.88 ± 0.04 4.95 ± 0.05

GEMMA4-E4B-IT 41.33 ± 6.11 97.11 ± 1.54 92.78 ± 1.39 93.33 ± 2.00 95.48 ± 1.88 95.76 ± 1.41 94.67 ± 2.40 88.00 72.00 4.85 ± 0.02 4.85 ± 0.02

GEMMA4-26B-A4B-IT 30.67 ± 2.31 98.44 ± 0.84 92.76 ± 0.64 94.89 ± 1.17 97.94 ± 0.60 98.54 ± 0.36 95.78 ± 1.54 88.00 80.00 4.95 ± 0.09 4.96 ± 0.07

GEMMA4-31B-IT 28.00 98.00 92.55 ± 0.18 94.40 ± 1.09 97.39 ± 0.52 98.04 ± 0.32 95.51 ± 1.46 88.00 72.00 4.99 ± 0.02 5.00

GPT-OSS-20B 22.67 ± 8.33 76.91 ± 3.45 81.85 ± 3.56 72.42 ± 3.91 74.31 ± 3.77 80.41 ± 3.01 78.81 ± 3.25 60.00 12.00 3.61 ± 0.32 3.69 ± 0.36

GPT-OSS-120B 28.00 ± 4.00 95.67 ± 2.40 91.39 ± 1.39 93.11 ± 1.50 95.49 ± 2.06 96.81 ± 1.24 97.11 ± 1.02 92.00 68.00 4.97 ± 0.05 4.97 ± 0.02

GPT-5.4-NANO 8.00 ± 4.00 63.14 ± 4.53 71.99 ± 4.18 52.23 ± 5.93 56.87 ± 4.14 67.55 ± 3.26 64.74 ± 3.26 16.00 4.00 4.44 ± 0.37 4.77 ± 0.17

GPT-5.4-MINI 48.00 ± 4.00 85.78 ± 3.10 90.64 ± 2.76 78.37 ± 1.12 82.05 ± 2.20 87.20 ± 1.39 82.42 ± 0.71 52.00 20.00 4.63 ± 0.22 4.81 ± 0.18

GPT-5.4 74.67 ± 9.24 95.29 ± 1.92 96.96 ± 1.11 89.73 ± 2.14 93.70 ± 1.86 95.08 ± 1.33 91.62 ± 0.97 84.00 48.00 4.97 ± 0.02 5.00

CLAUDE HAIKU 4.5 53.33 ± 4.62 91.75 ± 0.80 93.31 ± 1.14 88.40 ± 0.89 91.12 ± 0.76 94.45 ± 0.47 93.82 ± 1.89 72.00 48.00 4.99 ± 0.02 4.97 ± 0.05

CLAUDE SONNET 4.5 49.33 ± 12.86 90.92 ± 1.32 92.29 ± 1.77 86.99 ± 3.46 90.22 ± 1.61 93.72 ± 1.17 92.95 ± 1.82 68.00 52.00 4.95 ± 0.02 5.00
CLAUDE OPUS 4.6 65.33 ± 2.31 94.11 ± 0.77 94.52 ± 0.30 91.07 ± 1.90 93.86 ± 0.80 95.91 ± 0.71 96.18 ± 1.58 84.00 68.00 4.99 ± 0.02 5.00

Table 21: Results on the Live Show domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 84.00 97.67 ± 1.10 97.76 ± 0.91 87.07 ± 1.56 94.00 ± 1.29 94.45 ± 0.85 84.80 ± 0.90 56.00 52.00 4.88 ± 0.12 4.89 ± 0.06

GEMMA4-E4B-IT 80.00 ± 4.00 96.53 ± 1.15 96.65 ± 0.43 84.87 ± 2.08 92.25 ± 1.00 92.89 ± 0.72 76.20 ± 2.42 56.00 48.00 5.00 5.00
GEMMA4-26B-A4B-IT 88.00 97.20 97.51 ± 0.42 86.60 ± 0.46 93.16 ± 0.29 93.71 ± 0.35 79.53 ± 2.19 56.00 56.00 5.00 4.99 ± 0.02

GEMMA4-31B-IT 86.67 ± 2.31 96.87 ± 0.58 97.12 ± 0.29 85.73 ± 0.58 92.63 ± 0.36 93.20 ± 0.19 76.73 ± 0.58 56.00 52.00 5.00 4.97 ± 0.05

GPT-OSS-20B 70.67 ± 8.33 92.07 ± 3.93 94.34 ± 2.84 76.98 ± 5.38 87.32 ± 4.83 88.19 ± 4.17 64.58 ± 10.31 56.00 28.00 4.89 ± 0.09 4.84 ± 0.14

GPT-OSS-120B 88.00 96.87 ± 0.58 97.82 ± 0.53 85.20 ± 0.81 92.46 ± 0.33 92.92 ± 0.25 75.93 ± 1.21 56.00 48.00 4.92 ± 0.07 4.93 ± 0.06

GPT-5.4-NANO 17.33 ± 12.22 70.38 ± 3.45 76.51 ± 3.32 51.18 ± 4.20 62.05 ± 4.29 65.77 ± 3.74 37.47 ± 8.70 24.00 0.00 4.51 ± 0.10 4.76 ± 0.18

GPT-5.4-MINI 72.00 ± 0.00 89.67 ± 2.52 89.88 ± 1.85 69.27 ± 1.62 81.25 ± 1.60 82.57 ± 1.59 66.47 ± 1.53 40.00 28.00 4.45 ± 0.19 4.81 ± 0.08

GPT-5.4 68.00 ± 16.00 86.44 ± 7.64 88.91 ± 7.00 71.69 ± 7.67 78.89 ± 7.82 81.16 ± 7.05 64.89 ± 8.50 60.00 20.00 4.49 ± 0.27 4.93 ± 0.08

CLAUDE HAIKU 4.5 78.67 ± 2.31 94.80 ± 0.46 96.18 ± 0.61 83.13 ± 0.46 90.90 ± 0.31 92.37 ± 0.22 83.07 ± 0.46 52.00 52.00 5.00 5.00
CLAUDE SONNET 4.5 76.00 ± 0.00 93.87 ± 0.53 95.83 ± 0.71 82.20 ± 0.53 90.29 ± 0.34 92.04 ± 0.23 82.13 ± 0.53 52.00 44.00 4.99 ± 0.02 5.00
CLAUDE OPUS 4.6 86.67 ± 2.31 96.87 ± 0.58 97.54 ± 0.81 85.73 ± 0.58 92.63 ± 0.36 93.20 ± 0.19 76.73 ± 0.58 56.00 52.00 5.00 4.99 ± 0.02

Table 22: Results on the Vehicle Rental domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 55.00 ± 5.00 93.00 ± 2.88 91.99 ± 1.62 83.75 ± 4.02 88.70 ± 1.26 90.10 ± 1.73 85.92 ± 2.74 80.00 30.00 4.63 ± 0.16 4.90 ± 0.09

GEMMA4-E4B-IT 61.67 ± 2.89 95.58 ± 1.28 92.37 ± 1.12 83.25 ± 3.07 89.23 ± 1.95 89.94 ± 1.51 87.75 ± 3.12 75.00 30.00 4.93 ± 0.06 4.97 ± 0.06

GEMMA4-26B-A4B-IT 60.00 95.75 ± 2.46 92.82 ± 1.43 87.92 ± 3.19 92.67 ± 1.84 94.01 ± 1.10 92.33 ± 2.40 80.00 35.00 4.97 ± 0.03 4.98 ± 0.03

GEMMA4-31B-IT 68.33 ± 5.77 95.25 ± 1.15 93.51 ± 1.81 91.00 ± 1.89 94.28 ± 0.50 95.64 ± 0.26 93.08 ± 1.84 85.00 60.00 5.00 5.00

GPT-OSS-20B 25.00 ± 13.23 64.08 ± 3.89 71.44 ± 3.91 60.75 ± 3.25 62.38 ± 3.44 69.01 ± 3.83 61.50 ± 2.60 45.00 5.00 3.38 ± 0.45 3.43 ± 0.30

GPT-OSS-120B 53.33 ± 2.89 91.25 ± 1.80 90.98 ± 1.97 85.67 ± 3.64 89.71 ± 2.68 91.27 ± 2.06 86.75 ± 2.54 75.00 30.00 4.92 ± 0.10 4.92 ± 0.14

GPT-5.4-NANO 35.00 ± 5.00 78.08 ± 3.33 76.00 ± 3.21 63.17 ± 1.38 67.83 ± 2.60 69.73 ± 2.21 59.33 ± 2.70 25.00 5.00 4.43 ± 0.15 4.73 ± 0.20

GPT-5.4-MINI 45.00 ± 5.00 88.83 ± 4.02 89.77 ± 3.13 73.58 ± 1.23 78.69 ± 1.09 82.42 ± 0.42 74.92 ± 2.13 35.00 25.00 4.77 ± 0.18 4.98 ± 0.03

GPT-5.4 50.00 91.08 ± 1.66 91.22 ± 0.66 75.67 ± 1.77 82.11 ± 1.50 84.23 ± 0.82 79.42 ± 2.02 25.00 25.00 4.97 ± 0.06 5.00

CLAUDE HAIKU 4.5 58.33 ± 2.89 95.42 ± 1.44 95.03 ± 0.96 88.92 ± 1.01 92.41 ± 0.80 94.18 ± 0.36 93.00 ± 1.75 70.00 45.00 4.88 ± 0.06 5.00
CLAUDE SONNET 4.5 65.00 ± 5.00 97.08 ± 1.91 95.73 ± 1.39 92.67 ± 2.75 95.03 ± 2.09 96.21 ± 1.50 96.25 ± 1.25 90.00 45.00 5.00 5.00
CLAUDE OPUS 4.6 70.00 ± 5.00 97.42 ± 0.80 95.51 ± 0.51 92.25 ± 3.28 95.48 ± 1.49 95.89 ± 1.87 96.00 ± 3.28 85.00 55.00 4.98 ± 0.03 4.85 ± 0.09

Table 23: Results on the Attraction + Café domain.
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MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 48.33 ± 5.77 95.67 ± 0.72 89.69 ± 1.63 87.83 ± 1.23 90.39 ± 1.38 92.01 ± 1.16 89.00 ± 0.43 85.00 50.00 4.22 ± 0.14 4.77 ± 0.08

GEMMA4-E4B-IT 70.00 ± 0.00 98.92 ± 1.01 96.60 ± 0.85 97.08 ± 1.18 97.64 ± 1.37 97.23 ± 1.00 97.83 ± 0.29 100.00 80.00 5.00 5.00
GEMMA4-26B-A4B-IT 53.33 ± 10.41 97.50 94.44 ± 1.26 95.08 ± 2.13 96.48 ± 0.89 97.55 ± 0.89 95.08 ± 2.13 95.00 60.00 4.98 ± 0.03 5.00
GEMMA4-31B-IT 68.33 ± 5.77 97.25 ± 1.52 96.09 ± 0.96 96.83 ± 0.80 97.18 ± 1.26 98.24 ± 0.69 97.92 ± 0.72 100.00 75.00 5.00 5.00

GPT-OSS-20B 6.67 ± 5.77 38.17 ± 9.79 48.15 ± 12.39 37.33 ± 8.95 36.11 ± 9.35 44.77 ± 10.83 42.92 ± 9.89 15.00 0.00 2.10 ± 0.30 2.05 ± 0.26

GPT-OSS-120B 50.00 ± 8.66 90.17 ± 1.70 88.72 ± 3.05 83.00 ± 4.68 87.08 ± 2.55 90.10 ± 2.51 87.83 ± 2.36 70.00 30.00 4.77 ± 0.21 4.87 ± 0.13

GPT-5.4-NANO 43.33 ± 7.64 78.83 ± 1.26 82.42 ± 1.37 66.75 ± 1.30 69.24 ± 2.40 75.05 ± 1.65 77.08 ± 2.04 25.00 25.00 4.82 ± 0.18 4.93 ± 0.06

GPT-5.4-MINI 23.33 ± 5.77 79.83 ± 3.41 80.08 ± 2.76 65.25 ± 4.42 68.75 ± 4.65 74.89 ± 3.62 66.42 ± 4.45 35.00 5.00 4.72 ± 0.25 4.93 ± 0.12

GPT-5.4 48.33 ± 2.89 92.33 ± 2.45 92.09 ± 2.02 81.33 ± 0.76 84.40 ± 1.76 86.88 ± 1.00 82.08 ± 0.63 60.00 25.00 4.97 ± 0.06 5.00

CLAUDE HAIKU 4.5 53.33 ± 2.89 92.00 ± 2.46 92.95 ± 1.62 89.58 ± 2.02 90.79 ± 2.15 93.87 ± 1.33 93.83 ± 0.72 80.00 50.00 4.88 ± 0.12 4.95 ± 0.09

CLAUDE SONNET 4.5 58.33 ± 5.77 94.00 ± 1.25 94.17 ± 0.73 92.00 ± 1.75 92.92 ± 1.25 95.24 ± 1.25 95.50 ± 1.75 85.00 60.00 4.87 ± 0.06 5.00
CLAUDE OPUS 4.6 56.67 ± 2.89 92.08 ± 1.13 93.29 ± 0.63 92.08 ± 1.13 92.64 ± 1.05 95.87 ± 0.59 100.00 70.00 60.00 5.00 5.00

Table 24: Results on the Attraction + Dessert domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 0.00 91.35 ± 0.36 82.68 ± 3.08 15.14 ± 1.13 66.15 ± 1.09 70.05 ± 0.97 34.56 ± 2.91 0.00 0.00 4.60 ± 0.22 4.68 ± 0.28

GEMMA4-E4B-IT 8.33 ± 2.89 93.73 ± 2.35 84.94 ± 4.03 19.26 ± 0.58 70.32 ± 1.09 73.60 ± 0.59 44.67 ± 1.04 0.00 0.00 4.88 ± 0.08 4.97 ± 0.03

GEMMA4-26B-A4B-IT 0.00 92.26 ± 2.42 86.85 ± 2.36 20.42 ± 2.23 67.36 ± 1.99 70.37 ± 1.64 39.88 ± 1.94 0.00 0.00 4.58 ± 0.31 4.92 ± 0.10

GEMMA4-31B-IT 0.00 92.50 89.46 ± 1.07 20.81 ± 1.11 70.35 ± 0.63 73.60 ± 0.78 42.71 ± 1.97 0.00 0.00 4.93 ± 0.08 4.98 ± 0.03

GPT-OSS-20B 0.00 56.31 ± 4.76 62.78 ± 2.98 20.87 ± 2.20 43.17 ± 2.99 51.96 ± 1.84 32.14 ± 1.54 0.00 0.00 2.35 ± 0.40 2.27 ± 0.41

GPT-OSS-120B 5.00 ± 0.00 92.93 ± 1.29 83.27 ± 0.34 25.15 ± 1.83 68.48 ± 0.58 70.77 ± 0.41 42.00 ± 3.28 0.00 0.00 4.65 ± 0.10 4.83 ± 0.13

GPT-5.4-NANO 0.00 72.10 ± 2.49 73.15 ± 3.51 22.19 ± 0.29 48.63 ± 1.33 56.12 ± 0.99 29.28 ± 3.23 0.00 0.00 4.28 ± 0.10 4.65 ± 0.09

GPT-5.4-MINI 3.33 ± 5.77 84.85 ± 5.18 80.89 ± 3.14 22.25 ± 2.98 58.98 ± 4.23 63.98 ± 3.05 37.90 ± 3.16 0.00 0.00 3.90 ± 0.22 4.50 ± 0.31

GPT-5.4 0.00 91.47 ± 1.14 88.39 ± 0.56 25.48 ± 0.50 67.70 ± 0.77 70.39 ± 0.50 39.24 ± 0.51 0.00 0.00 4.92 ± 0.03 5.00

CLAUDE HAIKU 4.5 0.00 84.57 ± 3.44 79.88 ± 3.26 15.63 ± 0.84 59.26 ± 4.43 63.46 ± 4.07 31.37 ± 3.34 0.00 0.00 4.92 ± 0.06 4.98 ± 0.03

CLAUDE SONNET 4.5 0.00 86.39 ± 3.33 80.54 ± 2.31 14.81 ± 3.81 60.67 ± 3.93 64.50 ± 3.58 33.34 ± 6.18 0.00 0.00 4.82 ± 0.15 4.95 ± 0.05

CLAUDE OPUS 4.6 0.00 91.43 ± 0.41 89.86 ± 1.57 23.68 ± 0.45 64.86 ± 0.55 67.29 ± 0.62 37.54 ± 1.59 0.00 0.00 4.93 ± 0.08 4.95 ± 0.09

Table 25: Results on the Food & Dining + Hotel domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 63.33 ± 10.41 97.50 ± 2.23 96.44 ± 0.88 83.50 ± 4.40 93.45 ± 2.43 94.01 ± 1.62 79.75 ± 2.98 60.00 10.00 4.78 ± 0.26 4.98 ± 0.03

GEMMA4-E4B-IT 70.00 ± 5.00 100.00 97.89 ± 0.58 86.30 ± 1.38 95.39 ± 0.42 96.36 ± 0.42 92.11 ± 1.34 70.00 10.00 4.91 ± 0.03 5.00
GEMMA4-26B-A4B-IT 48.33 ± 5.77 97.54 ± 0.71 94.33 ± 0.58 94.40 ± 3.91 97.03 ± 0.89 97.49 ± 1.00 91.40 ± 4.94 100.00 40.00 4.83 ± 0.13 4.95
GEMMA4-31B-IT 60.00 99.58 ± 0.72 97.01 ± 0.55 97.77 ± 1.35 98.95 ± 1.00 99.21 ± 0.64 98.01 ± 1.30 100.00 60.00 4.97 ± 0.06 4.98 ± 0.03

GPT-OSS-20B 0.00 40.88 ± 10.43 52.71 ± 10.05 33.06 ± 8.16 34.86 ± 10.27 44.48 ± 10.04 30.78 ± 8.87 5.00 0.00 2.77 ± 0.45 2.82 ± 0.45

GPT-OSS-120B 58.33 ± 7.64 98.58 ± 0.47 93.68 ± 1.10 93.09 ± 0.62 97.38 ± 0.12 97.18 ± 0.12 87.48 ± 1.55 95.00 10.00 4.47 ± 0.16 4.65 ± 0.13

GPT-5.4-NANO 1.67 ± 2.89 69.56 ± 4.53 72.10 ± 2.50 56.47 ± 5.36 63.24 ± 4.65 69.59 ± 5.17 43.40 ± 6.49 5.00 0.00 4.11 ± 0.28 4.52 ± 0.27

GPT-5.4-MINI 5.00 ± 5.00 88.41 ± 2.37 89.38 ± 1.49 67.41 ± 4.16 79.41 ± 3.02 82.82 ± 2.45 58.75 ± 5.11 10.00 0.00 3.78 ± 0.08 4.55 ± 0.09

GPT-5.4 6.67 ± 7.64 78.78 ± 0.67 83.67 ± 2.07 58.59 ± 4.04 73.78 ± 0.38 78.55 ± 0.79 48.11 ± 2.07 0.00 0.00 4.40 ± 0.25 4.93 ± 0.03

CLAUDE HAIKU 4.5 68.33 ± 12.58 96.80 ± 2.27 97.55 ± 1.11 80.54 ± 1.48 92.27 ± 0.61 93.43 ± 0.57 80.58 ± 3.27 25.00 5.00 4.97 ± 0.03 5.00
CLAUDE SONNET 4.5 75.00 ± 10.00 97.14 ± 2.03 98.16 ± 1.09 83.23 ± 2.12 93.83 ± 0.86 94.57 ± 0.98 80.92 ± 5.36 50.00 10.00 4.90 ± 0.10 4.97 ± 0.03

CLAUDE OPUS 4.6 73.33 ± 5.77 98.04 ± 1.39 98.09 ± 0.65 87.67 ± 1.31 95.40 ± 1.00 94.45 ± 0.89 73.84 ± 5.15 75.00 0.00 4.97 ± 0.06 4.98 ± 0.03

Table 26: Results on the Hotel + Vehicle Rental domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 36.67 ± 2.89 94.78 ± 1.08 92.85 ± 1.04 86.78 ± 1.03 93.38 ± 0.71 94.91 ± 0.34 84.64 ± 0.12 60.00 20.00 4.77 ± 0.08 4.78 ± 0.15

GEMMA4-E4B-IT 10.00 ± 5.00 96.06 ± 1.90 90.29 ± 1.09 91.41 ± 1.27 94.87 ± 1.68 95.35 ± 0.90 90.81 ± 1.26 75.00 35.00 4.90 ± 0.05 4.97 ± 0.06

GEMMA4-26B-A4B-IT 0.00 95.62 ± 2.24 91.35 ± 2.50 89.51 ± 3.35 94.47 ± 2.58 95.15 ± 2.63 88.17 ± 2.61 70.00 30.00 4.97 ± 0.06 5.00
GEMMA4-31B-IT 0.00 98.36 ± 0.88 93.55 ± 0.46 94.19 ± 2.64 97.70 ± 1.12 97.13 ± 0.74 92.51 ± 2.20 75.00 50.00 5.00 5.00

GPT-OSS-20B 0.00 51.61 ± 1.40 63.51 ± 1.36 44.36 ± 0.91 50.19 ± 3.94 61.52 ± 3.29 42.86 ± 3.61 0.00 0.00 2.78 ± 0.10 2.70 ± 0.05

GPT-OSS-120B 0.00 94.58 ± 1.10 90.04 ± 1.42 85.94 ± 2.10 93.56 ± 1.53 95.22 ± 1.25 85.01 ± 2.60 55.00 20.00 5.00 5.00
GPT-5.4-NANO 0.00 38.05 ± 3.29 42.87 ± 1.35 29.57 ± 3.89 35.06 ± 5.47 42.51 ± 4.82 31.63 ± 3.70 0.00 0.00 3.80 ± 0.23 4.51 ± 0.23

GPT-5.4-MINI 13.33 ± 11.55 65.58 ± 6.00 68.95 ± 5.68 56.60 ± 7.67 60.53 ± 7.47 67.02 ± 6.07 54.75 ± 8.16 25.00 0.00 3.85 ± 0.30 4.63 ± 0.16

GPT-5.4 28.33 ± 10.41 78.66 ± 5.24 77.62 ± 4.55 67.95 ± 2.39 76.13 ± 4.95 79.07 ± 4.64 65.19 ± 2.87 40.00 10.00 4.95 ± 0.05 5.00

CLAUDE HAIKU 4.5 31.67 ± 2.89 94.40 ± 1.15 93.61 ± 1.63 90.27 ± 1.62 95.34 ± 0.96 97.00 ± 0.56 89.72 ± 1.62 60.00 25.00 5.00 4.98 ± 0.03

CLAUDE SONNET 4.5 33.33 ± 2.89 93.24 ± 0.66 93.49 ± 0.31 89.58 ± 0.92 94.33 ± 1.07 96.42 ± 0.73 90.20 ± 0.70 50.00 30.00 4.93 ± 0.08 4.92 ± 0.03

CLAUDE OPUS 4.6 23.33 ± 2.89 94.75 ± 0.29 94.38 ± 0.02 92.75 96.26 ± 0.10 97.87 ± 0.05 91.81 ± 0.29 55.00 40.00 5.00 5.00

Table 27: Results on the Live Show + Food & Dining domain.
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MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 83.33 ± 10.41 99.67 ± 0.58 98.27 ± 0.69 95.50 ± 0.87 98.56 ± 0.51 98.69 ± 0.30 95.50 ± 0.50 100.00 75.00 4.97 ± 0.06 4.97 ± 0.06

GEMMA4-E4B-IT 88.33 ± 2.89 97.00 ± 1.73 97.29 ± 1.49 97.00 ± 1.73 98.00 ± 1.15 98.69 ± 0.55 97.33 ± 2.31 100.00 75.00 4.98 ± 0.03 5.00
GEMMA4-26B-A4B-IT 93.33 ± 2.89 98.67 ± 1.15 98.69 ± 0.52 98.33 ± 1.53 99.00 ± 0.88 99.39 ± 0.55 98.67 ± 1.15 100.00 90.00 5.00 5.00
GEMMA4-31B-IT 95.00 ± 0.00 98.92 ± 0.14 99.24 ± 0.23 97.33 ± 2.08 98.78 ± 0.69 99.11 ± 0.64 97.67 ± 2.52 100.00 80.00 4.97 ± 0.03 5.00

GPT-OSS-20B 33.33 ± 7.64 75.00 ± 4.55 81.53 ± 3.50 69.00 ± 4.30 73.64 ± 4.80 79.25 ± 4.02 74.67 ± 5.13 60.00 5.00 3.53 ± 0.32 3.40 ± 0.30

GPT-OSS-120B 71.67 ± 2.89 93.67 ± 0.58 95.83 ± 0.29 93.00 ± 1.00 95.56 ± 0.51 97.14 ± 0.18 95.33 ± 0.58 75.00 65.00 4.53 ± 0.15 4.62 ± 0.18

GPT-5.4-NANO 26.67 ± 2.89 76.56 ± 0.50 76.79 ± 1.78 59.11 ± 4.36 69.76 ± 0.70 74.50 ± 0.31 62.83 ± 0.80 30.00 0.00 4.57 ± 0.25 4.88 ± 0.08

GPT-5.4-MINI 70.00 ± 8.66 92.58 ± 2.22 92.38 ± 2.82 66.33 ± 5.58 82.48 ± 2.94 85.10 ± 2.75 68.33 ± 6.42 35.00 10.00 4.10 ± 0.22 4.67 ± 0.21

GPT-5.4 71.67 ± 16.07 93.86 ± 2.91 92.63 ± 3.91 67.47 ± 0.67 84.35 ± 1.75 86.29 ± 0.88 67.81 ± 1.93 40.00 0.00 4.67 ± 0.08 4.92 ± 0.06

CLAUDE HAIKU 4.5 81.67 ± 2.89 96.67 ± 1.15 97.81 ± 0.50 95.67 ± 2.52 97.44 ± 1.17 98.51 ± 0.80 98.33 ± 2.89 90.00 75.00 4.97 ± 0.03 4.95 ± 0.05

CLAUDE SONNET 4.5 85.00 ± 5.00 97.00 ± 1.00 98.33 ± 0.56 97.00 ± 1.00 98.00 ± 0.67 98.93 ± 0.36 100.00 90.00 80.00 4.92 ± 0.08 4.82 ± 0.13

CLAUDE OPUS 4.6 78.33 ± 2.89 95.33 ± 1.15 97.22 ± 0.96 94.78 ± 1.07 96.74 ± 0.68 98.24 ± 0.39 98.78 ± 1.07 80.00 70.00 4.98 ± 0.03 5.00

Table 28: Results on the Vehicle Rental + Attraction domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 30.00 ± 5.00 93.22 ± 1.71 86.34 ± 2.03 80.14 ± 4.59 90.26 ± 2.17 93.22 ± 1.39 83.69 ± 1.73 65.00 10.00 4.57 ± 0.08 4.87 ± 0.08

GEMMA4-E4B-IT 40.00 ± 5.00 95.72 ± 0.92 90.39 ± 1.39 80.33 ± 4.04 91.37 ± 1.77 92.72 ± 1.17 91.61 ± 4.29 50.00 20.00 4.98 ± 0.03 5.00
GEMMA4-26B-A4B-IT 45.00 99.11 ± 0.84 94.15 ± 0.78 88.31 ± 2.58 95.95 ± 1.29 95.80 ± 0.75 98.22 ± 0.84 65.00 30.00 5.00 5.00
GEMMA4-31B-IT 43.33 ± 2.89 98.22 ± 0.86 93.25 ± 0.64 91.81 ± 0.59 96.62 ± 0.87 96.91 ± 0.62 98.14 ± 1.64 95.00 30.00 5.00 4.98 ± 0.03

GPT-OSS-20B 6.67 ± 7.64 57.42 ± 7.01 63.79 ± 6.43 51.17 ± 5.87 52.06 ± 7.48 61.77 ± 7.02 56.36 ± 5.89 30.00 0.00 2.72 ± 0.33 2.68 ± 0.28

GPT-OSS-120B 40.00 ± 5.00 97.39 ± 1.21 93.45 ± 1.10 88.47 ± 1.94 95.01 ± 0.95 95.95 ± 0.89 92.56 ± 2.14 90.00 30.00 4.92 ± 0.06 4.92 ± 0.03

GPT-5.4-NANO 18.33 ± 7.64 84.50 ± 2.22 78.19 ± 0.95 61.94 ± 3.35 74.12 ± 4.00 78.28 ± 3.71 62.03 ± 6.13 20.00 5.00 4.60 ± 0.13 4.92 ± 0.03

GPT-5.4-MINI 43.33 ± 7.64 91.39 ± 4.16 89.08 ± 3.94 76.47 ± 3.79 85.77 ± 3.00 88.40 ± 1.92 80.61 ± 3.46 45.00 20.00 4.71 ± 0.05 4.86 ± 0.03

GPT-5.4 50.00 98.89 ± 0.96 94.28 ± 0.60 87.08 ± 0.83 93.31 ± 0.38 93.35 ± 0.41 91.39 ± 2.29 50.00 50.00 5.00 5.00

CLAUDE HAIKU 4.5 43.33 ± 7.64 99.00 ± 1.00 93.90 ± 1.66 88.08 ± 2.76 95.05 ± 1.71 95.48 ± 0.91 96.58 ± 1.77 65.00 40.00 4.98 ± 0.03 4.95 ± 0.09

CLAUDE SONNET 4.5 40.00 ± 0.00 98.33 ± 0.58 94.11 ± 0.13 87.78 ± 2.30 95.31 ± 1.27 95.74 ± 0.89 96.72 ± 2.64 65.00 35.00 5.00 5.00
CLAUDE OPUS 4.6 35.00 ± 0.00 97.00 93.41 ± 0.19 84.50 ± 1.25 94.70 ± 0.43 95.67 ± 0.43 94.11 ± 1.06 65.00 35.00 5.00 5.00

Table 29: Results on the Attraction + Food & Dining + Café domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 83.33 ± 5.77 99.67 ± 0.58 97.57 ± 1.30 97.44 ± 1.75 99.20 ± 0.74 99.39 ± 0.42 97.78 ± 1.18 95.00 70.00 4.85 ± 0.05 4.93 ± 0.08

GEMMA4-E4B-IT 85.00 ± 5.00 98.47 ± 2.65 97.04 ± 2.58 98.06 ± 2.37 98.53 ± 2.29 98.85 ± 1.66 97.29 ± 3.66 100.00 75.00 4.77 ± 0.15 4.92 ± 0.08

GEMMA4-26B-A4B-IT 75.00 100.00 97.42 ± 0.28 100.00 100.00 99.95 ± 0.04 99.58 ± 0.36 100.00 95.00 4.95 ± 0.09 4.98 ± 0.03

GEMMA4-31B-IT 81.67 ± 2.89 100.00 98.35 ± 0.23 100.00 100.00 100.00 100.00 100.00 100.00 5.00 5.00

GPT-OSS-20B 25.00 ± 5.00 74.33 ± 8.26 80.67 ± 6.28 72.42 ± 6.61 74.85 ± 10.07 82.19 ± 9.04 74.28 ± 6.45 50.00 5.00 3.18 ± 0.24 3.15 ± 0.18

GPT-OSS-120B 81.67 ± 7.64 100.00 97.24 ± 2.13 98.92 ± 1.88 99.32 ± 1.17 99.36 ± 0.46 99.03 ± 0.87 100.00 70.00 4.90 ± 0.10 4.97 ± 0.06

GPT-5.4-NANO 21.67 ± 7.64 80.21 ± 6.63 76.23 ± 7.33 74.51 ± 7.27 77.94 ± 7.12 82.81 ± 5.27 66.68 ± 9.07 35.00 5.00 4.22 ± 0.08 4.77 ± 0.10

GPT-5.4-MINI 51.67 ± 2.89 89.24 ± 0.67 91.81 ± 0.30 79.24 ± 4.89 85.08 ± 2.53 89.54 ± 2.10 82.78 ± 3.01 60.00 25.00 4.00 ± 0.15 4.55 ± 0.10

GPT-5.4 48.33 ± 7.64 98.46 ± 1.87 90.89 ± 1.20 93.26 ± 1.76 97.80 ± 0.85 95.68 ± 0.73 88.72 ± 3.95 80.00 15.00 4.90 ± 0.09 4.98 ± 0.03

CLAUDE HAIKU 4.5 88.33 ± 7.64 99.67 ± 0.58 97.54 ± 2.54 99.67 ± 0.58 99.83 ± 0.29 99.80 ± 0.18 99.44 ± 0.96 100.00 90.00 5.00 5.00
CLAUDE SONNET 4.5 83.33 ± 2.89 99.44 ± 0.96 96.30 ± 0.77 98.44 ± 0.51 99.27 ± 0.62 99.47 ± 0.29 99.44 ± 0.96 100.00 85.00 5.00 5.00
CLAUDE OPUS 4.6 81.67 ± 7.64 100.00 97.91 ± 1.13 100.00 100.00 99.82 ± 0.09 98.54 ± 0.72 100.00 75.00 5.00 4.98 ± 0.03

Table 30: Results on the Flight + Hotel + Bar domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 0.00 82.88 ± 1.61 82.52 ± 1.98 27.18 ± 1.11 70.34 ± 1.62 75.82 ± 1.44 35.57 ± 3.02 0.00 0.00 4.20 ± 0.22 4.65 ± 0.13

GEMMA4-E4B-IT 1.67 ± 2.89 87.27 ± 2.52 85.30 ± 3.07 27.03 ± 2.73 70.74 ± 2.16 76.41 ± 0.97 38.11 ± 3.23 0.00 0.00 4.43 ± 0.42 4.72 ± 0.28

GEMMA4-26B-A4B-IT 1.67 ± 2.89 85.08 ± 1.31 83.98 ± 0.99 27.97 ± 3.81 70.11 ± 1.78 74.78 ± 1.09 33.30 ± 2.62 0.00 0.00 5.00 4.98 ± 0.03

GEMMA4-31B-IT 1.67 ± 2.89 87.88 ± 2.51 90.90 ± 2.76 28.86 ± 1.84 73.97 ± 1.28 77.99 ± 0.98 38.26 ± 3.24 0.00 0.00 4.98 ± 0.03 5.00

GPT-OSS-20B 0.00 32.31 ± 7.81 42.79 ± 8.43 14.94 ± 2.89 24.84 ± 7.56 33.35 ± 8.66 16.19 ± 5.53 0.00 0.00 1.90 ± 0.33 1.77 ± 0.30

GPT-OSS-120B 0.00 85.64 ± 2.01 86.11 ± 4.23 33.28 ± 3.09 74.55 ± 2.68 77.10 ± 2.77 34.00 ± 1.43 0.00 0.00 4.75 ± 0.15 4.65 ± 0.13

GPT-5.4-NANO 0.00 47.23 ± 4.19 48.74 ± 4.46 18.71 ± 1.56 34.11 ± 2.49 42.98 ± 4.08 15.93 ± 3.84 0.00 0.00 3.75 ± 0.28 4.52 ± 0.26

GPT-5.4-MINI 3.33 ± 2.89 76.16 ± 1.84 81.08 ± 1.20 30.15 ± 3.07 63.11 ± 1.68 70.31 ± 1.36 30.21 ± 4.28 0.00 0.00 3.57 ± 0.28 4.23 ± 0.20

GPT-5.4 0.00 81.99 ± 1.72 86.88 ± 2.19 35.51 ± 0.71 73.27 ± 2.13 77.00 ± 1.55 31.15 ± 0.87 0.00 0.00 4.88 ± 0.03 5.00

CLAUDE HAIKU 4.5 0.00 83.98 ± 1.25 87.59 ± 1.43 25.83 ± 2.24 71.90 ± 1.10 76.01 ± 1.06 30.19 ± 2.59 0.00 0.00 4.95 ± 0.05 5.00
CLAUDE SONNET 4.5 0.00 83.16 ± 1.61 85.99 ± 1.38 28.39 ± 3.36 72.06 ± 2.21 76.26 ± 1.56 31.86 ± 1.28 0.00 0.00 4.88 ± 0.20 4.90 ± 0.17

CLAUDE OPUS 4.6 1.67 ± 2.89 82.90 ± 0.40 85.66 ± 0.90 30.32 ± 0.63 71.09 ± 0.46 75.12 ± 0.31 30.83 ± 0.49 0.00 0.00 5.00 5.00

Table 31: Results on the Vehicle Rental + Food & Dining + Hotel domain.
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MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 46.67 ± 2.89 94.76 ± 1.11 94.77 ± 1.55 76.99 ± 2.26 88.97 ± 1.73 90.76 ± 1.29 81.60 ± 3.66 35.00 5.00 4.90 ± 0.10 4.92 ± 0.10

GEMMA4-E4B-IT 71.67 ± 7.64 98.68 ± 0.73 98.11 ± 0.56 80.41 ± 1.92 91.79 ± 1.73 92.54 ± 1.45 85.27 ± 3.43 45.00 5.00 4.75 ± 0.20 4.93 ± 0.12

GEMMA4-26B-A4B-IT 71.67 ± 7.64 97.99 ± 0.84 98.68 ± 0.62 88.72 ± 5.32 94.41 ± 1.81 95.46 ± 1.39 92.17 ± 4.11 70.00 20.00 4.95 ± 0.05 4.97 ± 0.03

GEMMA4-31B-IT 75.00 ± 5.00 98.89 ± 0.84 99.40 ± 0.45 91.65 ± 1.54 96.47 ± 1.65 96.37 ± 1.00 94.34 ± 1.42 75.00 35.00 5.00 4.98 ± 0.03

GPT-OSS-20B 16.67 ± 2.89 68.34 ± 7.97 76.84 ± 6.50 59.28 ± 7.71 62.42 ± 8.21 69.00 ± 7.15 60.05 ± 7.16 10.00 5.00 2.93 ± 0.39 2.98 ± 0.48

GPT-OSS-120B 68.33 ± 5.77 97.55 ± 1.33 97.91 ± 0.93 87.62 ± 0.90 94.11 ± 1.42 92.73 ± 0.48 87.32 ± 1.87 50.00 15.00 4.95 ± 0.05 4.95 ± 0.09

GPT-5.4-NANO 15.00 ± 10.00 80.15 ± 4.10 84.99 ± 4.28 65.91 ± 6.62 71.81 ± 4.59 75.62 ± 3.76 59.48 ± 6.78 10.00 0.00 4.50 ± 0.18 4.72 ± 0.18

GPT-5.4-MINI 50.00 ± 10.00 95.01 ± 0.95 96.01 ± 0.91 75.69 ± 1.41 85.16 ± 1.54 86.75 ± 1.06 77.19 ± 0.94 25.00 10.00 4.45 ± 0.05 4.70 ± 0.05

GPT-5.4 38.33 ± 10.41 91.22 ± 0.84 94.39 ± 0.98 73.75 ± 3.07 84.24 ± 2.88 84.60 ± 2.21 66.68 ± 3.23 15.00 5.00 4.85 ± 0.10 5.00

CLAUDE HAIKU 4.5 53.33 ± 7.64 96.18 ± 0.87 97.31 ± 0.73 84.66 ± 1.57 92.98 ± 0.87 93.34 ± 0.78 86.04 ± 1.18 45.00 15.00 5.00 4.97 ± 0.03

CLAUDE SONNET 4.5 60.00 ± 5.00 95.64 ± 1.03 97.33 ± 0.57 85.41 ± 0.96 92.67 ± 1.28 93.22 ± 1.21 86.62 ± 2.28 55.00 10.00 5.00 4.98 ± 0.03

CLAUDE OPUS 4.6 66.67 ± 2.89 98.71 ± 0.58 98.35 ± 0.19 87.05 ± 1.23 95.21 ± 0.71 94.73 ± 0.59 88.26 ± 1.42 50.00 20.00 4.95 ± 0.05 4.93 ± 0.08

Table 32: Results on the Vehicle Rental + Hotel + Attraction domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 30.00 ± 8.66 94.45 ± 0.87 94.56 ± 0.71 71.46 ± 2.63 87.19 ± 0.73 87.57 ± 0.87 82.71 ± 1.36 0.00 0.00 4.32 ± 0.34 4.60 ± 0.26

GEMMA4-E4B-IT 41.67 ± 7.64 96.30 ± 1.19 97.12 ± 0.53 82.36 ± 1.77 91.73 ± 1.74 91.55 ± 0.91 93.78 ± 1.59 15.00 0.00 4.82 ± 0.03 4.93 ± 0.06

GEMMA4-26B-A4B-IT 60.00 ± 5.00 96.91 ± 0.58 97.88 ± 0.72 86.94 ± 1.13 94.01 ± 1.46 92.33 ± 1.14 97.40 ± 0.65 55.00 0.00 5.00 5.00
GEMMA4-31B-IT 55.00 ± 5.00 96.55 ± 0.47 98.09 ± 0.15 84.70 ± 0.83 93.34 ± 0.65 90.70 ± 0.33 98.26 ± 0.22 0.00 0.00 4.97 ± 0.06 4.98 ± 0.03

GPT-OSS-20B 8.33 ± 10.41 73.43 ± 4.53 82.36 ± 3.53 60.60 ± 4.71 69.12 ± 4.40 75.44 ± 3.06 70.35 ± 3.01 10.00 0.00 3.43 ± 0.35 3.28 ± 0.38

GPT-OSS-120B 43.33 ± 7.64 95.53 ± 0.98 97.37 ± 0.49 82.53 ± 1.90 91.49 ± 1.88 89.13 ± 1.55 96.84 ± 1.50 10.00 0.00 4.88 ± 0.10 4.93 ± 0.06

GPT-5.4-NANO 0.00 69.17 ± 4.50 77.55 ± 4.69 58.38 ± 4.63 64.68 ± 5.07 69.53 ± 3.71 61.31 ± 2.06 0.00 0.00 4.33 ± 0.33 4.58 ± 0.28

GPT-5.4-MINI 25.00 ± 5.00 85.76 ± 0.48 91.21 ± 0.63 67.66 ± 1.64 76.38 ± 0.78 79.59 ± 0.68 75.39 ± 2.89 5.00 0.00 4.32 ± 0.10 4.60 ± 0.05

GPT-5.4 5.00 ± 5.00 81.93 ± 2.62 88.43 ± 1.84 63.22 ± 4.31 79.28 ± 2.80 79.88 ± 2.35 69.59 ± 3.93 10.00 0.00 4.92 ± 0.06 4.98 ± 0.03

CLAUDE HAIKU 4.5 41.67 ± 2.89 94.63 ± 1.05 96.15 ± 1.04 89.88 ± 1.84 94.69 ± 1.23 94.00 ± 0.95 95.58 ± 1.56 60.00 25.00 5.00 5.00
CLAUDE SONNET 4.5 38.33 ± 2.89 95.14 ± 0.37 96.26 ± 0.37 90.41 ± 1.14 95.09 ± 0.64 94.39 ± 0.62 95.89 ± 1.86 65.00 20.00 4.98 ± 0.03 5.00
CLAUDE OPUS 4.6 60.00 ± 5.00 96.25 ± 0.74 97.96 ± 0.32 84.30 ± 1.34 93.05 ± 0.84 90.56 ± 0.60 97.40 ± 0.77 5.00 0.00 4.97 ± 0.06 4.97 ± 0.06

Table 33: Results on the Flight + Hotel + Vehicle Rental + Attraction domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 8.33 ± 10.41 85.09 ± 2.04 87.95 ± 2.25 65.63 ± 2.49 79.41 ± 2.09 83.18 ± 1.27 59.73 ± 3.61 10.00 0.00 4.03 ± 0.16 4.30 ± 0.22

GEMMA4-E4B-IT 11.67 ± 5.77 93.31 ± 1.78 92.79 ± 1.29 72.88 ± 3.28 86.43 ± 2.07 88.35 ± 1.47 75.72 ± 2.32 5.00 5.00 4.87 ± 0.10 4.92 ± 0.10

GEMMA4-26B-A4B-IT 10.00 ± 0.00 86.34 ± 3.25 87.24 ± 1.89 69.38 ± 4.73 82.82 ± 3.08 85.16 ± 2.16 63.76 ± 4.28 15.00 5.00 4.77 ± 0.08 4.85 ± 0.13

GEMMA4-31B-IT 11.67 ± 2.89 89.71 ± 2.62 88.27 ± 3.50 73.95 ± 4.36 86.48 ± 2.26 88.84 ± 1.66 75.19 ± 5.26 5.00 0.00 4.95 ± 0.05 4.98 ± 0.03

GPT-OSS-20B 0.00 32.69 ± 6.84 42.65 ± 7.47 27.27 ± 6.29 30.77 ± 6.58 39.65 ± 7.82 20.01 ± 7.54 0.00 0.00 2.33 ± 0.24 2.60 ± 0.41

GPT-OSS-120B 11.67 ± 7.64 85.18 ± 0.66 84.19 ± 1.43 68.65 ± 2.02 82.97 ± 0.85 84.95 ± 0.71 59.28 ± 1.76 20.00 0.00 4.48 ± 0.06 4.63 ± 0.06

GPT-5.4-NANO 1.67 ± 2.89 60.72 ± 3.27 68.69 ± 2.89 48.44 ± 1.63 49.35 ± 5.19 57.91 ± 4.78 29.66 ± 1.78 0.00 0.00 3.90 ± 0.25 4.35 ± 0.22

GPT-5.4-MINI 5.00 ± 0.00 74.42 ± 0.94 79.54 ± 1.90 59.48 ± 1.66 61.97 ± 1.62 69.44 ± 1.20 40.66 ± 2.55 5.00 0.00 3.30 ± 0.44 4.18 ± 0.28

GPT-5.4 1.67 ± 2.89 72.45 ± 0.93 79.13 ± 1.49 52.20 ± 1.39 69.88 ± 1.75 73.43 ± 1.06 29.92 ± 0.68 0.00 0.00 4.85 ± 0.05 5.00

CLAUDE HAIKU 4.5 16.67 ± 2.89 85.16 ± 2.20 87.91 ± 1.13 67.80 ± 2.23 82.91 ± 1.22 85.29 ± 1.08 57.43 ± 4.22 15.00 10.00 4.95 ± 0.05 4.95 ± 0.09

CLAUDE SONNET 4.5 18.33 ± 2.89 84.83 ± 0.50 88.82 ± 0.66 68.17 ± 1.31 82.02 ± 0.50 84.43 ± 0.26 57.27 ± 1.92 10.00 5.00 4.97 ± 0.06 5.00
CLAUDE OPUS 4.6 15.00 ± 5.00 91.80 ± 0.35 93.39 ± 0.14 73.26 ± 1.17 86.82 ± 0.27 86.71 ± 0.21 56.07 ± 1.07 0.00 0.00 4.98 ± 0.03 4.98 ± 0.03

Table 34: Results on the Vehicle Rental + Hotel + Food & Dining + Bar domain.

MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 0.00 78.00 ± 1.00 76.49 ± 4.89 43.00 ± 5.29 75.25 ± 1.77 78.41 ± 1.73 62.33 ± 4.62 0.00 0.00 4.47 ± 0.50 4.20 ± 0.53

GEMMA4-E4B-IT 0.00 78.33 ± 5.03 76.71 ± 3.52 41.67 ± 2.08 73.45 ± 5.78 75.65 ± 3.40 58.67 ± 4.62 0.00 0.00 4.40 ± 0.72 4.27 ± 0.61

GEMMA4-26B-A4B-IT 0.00 78.00 ± 3.00 79.36 ± 2.91 48.67 ± 2.31 77.17 ± 3.27 79.41 ± 1.79 66.33 ± 0.58 0.00 0.00 4.93 ± 0.12 5.00
GEMMA4-31B-IT 0.00 80.00 ± 1.00 78.42 ± 0.91 48.67 ± 2.89 79.82 ± 1.83 80.73 ± 1.46 65.33 ± 4.16 0.00 0.00 5.00 5.00

GPT-OSS-20B 0.00 68.67 ± 3.06 72.88 ± 4.01 42.67 ± 0.58 66.64 ± 5.37 71.63 ± 3.65 55.00 ± 2.65 0.00 0.00 2.87 ± 0.23 1.87 ± 0.42

GPT-OSS-120B 0.00 78.33 ± 1.53 75.82 ± 2.03 50.33 ± 3.21 78.45 ± 1.86 79.69 ± 1.26 67.33 ± 3.79 0.00 0.00 4.93 ± 0.12 4.93 ± 0.12

GPT-5.4-NANO 0.00 46.67 ± 10.21 49.70 ± 10.28 27.67 ± 8.50 42.34 ± 8.75 52.72 ± 8.22 31.00 ± 7.00 0.00 0.00 4.40 ± 0.20 4.80 ± 0.20

GPT-5.4-MINI 0.00 62.67 ± 2.31 70.66 ± 1.19 37.00 ± 4.58 50.20 ± 2.91 59.08 ± 2.26 41.00 ± 2.65 0.00 0.00 3.87 ± 0.31 4.67 ± 0.23

GPT-5.4 0.00 78.33 ± 3.21 82.39 ± 2.28 44.00 ± 4.00 75.83 ± 4.59 76.63 ± 2.61 55.33 ± 3.21 0.00 0.00 5.00 5.00

CLAUDE HAIKU 4.5 0.00 79.33 ± 0.58 80.02 ± 1.18 48.00 ± 3.00 79.90 ± 1.59 81.23 ± 1.07 67.00 ± 2.65 0.00 0.00 5.00 5.00
CLAUDE SONNET 4.5 0.00 80.67 ± 0.58 80.83 ± 1.61 44.33 ± 1.53 79.42 ± 0.66 80.56 ± 0.93 66.00 ± 3.61 0.00 0.00 5.00 5.00
CLAUDE OPUS 4.6 0.00 79.67 ± 0.58 77.80 ± 2.08 46.67 ± 1.53 79.82 ± 0.52 80.61 ± 0.53 65.00 ± 2.65 0.00 0.00 5.00 5.00

Table 35: Results on the 8-Domain (Flight + Hotel + Vehicle Rental + Attraction + Food & Dining +
Café + Bar + Live Show).
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MODEL TOOL CALL PARAM. CALL TOOL OUTPUT PASS RATE LLM-AS-A-JUDGE

ACC. RECALL F1 ACC. RECALL F1 EM Pass@K Pass^K HELP. COH.

GEMMA4-E2B-IT 0.00 69.38 ± 3.50 72.76 ± 6.15 42.96 ± 4.50 62.26 ± 4.26 70.79 ± 2.61 49.88 ± 0.43 0.00 0.00 3.47 ± 0.99 3.73 ± 1.14

GEMMA4-E4B-IT 0.00 69.88 ± 7.46 73.56 ± 3.24 41.73 ± 3.42 62.24 ± 7.77 70.30 ± 5.02 50.86 ± 5.75 0.00 0.00 4.47 ± 0.23 4.73 ± 0.46

GEMMA4-26B-A4B-IT 0.00 80.99 ± 1.71 72.67 ± 0.40 56.05 ± 4.93 78.04 ± 2.85 81.43 ± 2.06 64.20 ± 3.80 0.00 0.00 4.60 ± 0.40 4.87 ± 0.23

GEMMA4-31B-IT 0.00 80.74 ± 1.96 74.44 ± 4.76 56.30 ± 1.28 78.12 ± 2.70 81.29 ± 1.44 64.20 ± 1.54 0.00 0.00 4.60 ± 0.20 5.00

GPT-OSS-20B 0.00 61.98 ± 2.80 70.10 ± 2.96 44.69 ± 1.54 61.54 ± 1.06 69.81 ± 0.95 51.11 ± 1.96 0.00 0.00 2.67 ± 0.76 2.40 ± 0.80

GPT-OSS-120B 0.00 82.47 ± 0.43 79.87 ± 0.67 58.52 ± 3.92 80.81 ± 1.05 82.25 ± 0.82 65.68 ± 2.80 0.00 0.00 4.53 ± 0.23 4.67 ± 0.23

GPT-5.4-NANO 0.00 42.22 ± 5.13 48.53 ± 6.73 27.16 ± 4.21 31.10 ± 3.60 41.47 ± 4.72 27.16 ± 3.09 0.00 0.00 4.27 ± 0.31 4.93 ± 0.12

GPT-5.4-MINI 0.00 56.30 ± 3.23 65.50 ± 3.22 39.26 ± 4.12 45.22 ± 3.99 57.03 ± 3.30 44.20 ± 1.13 0.00 0.00 3.13 ± 0.31 4.33 ± 0.23

GPT-5.4 0.00 82.47 ± 2.14 82.35 ± 1.85 53.33 ± 1.96 79.61 ± 1.64 80.93 ± 0.72 58.27 ± 1.86 0.00 0.00 4.93 ± 0.12 5.00

CLAUDE HAIKU 4.5 0.00 80.74 ± 3.23 71.21 ± 4.52 54.07 ± 8.54 77.20 ± 6.36 80.05 ± 4.84 61.98 ± 6.30 0.00 0.00 5.00 5.00
CLAUDE SONNET 4.5 0.00 82.47 ± 1.13 74.98 ± 3.60 56.30 ± 3.92 79.92 ± 2.49 82.42 ± 1.87 63.95 ± 3.80 0.00 0.00 5.00 5.00
CLAUDE OPUS 4.6 0.00 84.70 ± 0.86 79.49 ± 0.43 54.32 ± 0.43 82.39 ± 1.14 83.00 ± 0.62 62.96 ± 1.48 0.00 0.00 5.00 5.00

Table 36: Results on the 11-Domain (All Domains) domain.
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H.3 Domain Classification Prompt

You are a domain classifier for a travel and hospitality assistant.

Given a query or context , identify which policy domains are relevant.
Return ONLY a JSON array of domain names from the allowed list --nothing else.

Allowed domains:
- attraction
- bar
- cafe
- cruise
- dessert
- flight
- food_and_dining
- hotel
- kayak_rental
- live_show
- vehicle_rental

Examples:
CHAT HISTORY: ["I want to book a hotel"]
Query: "I want to book a flight from NYC to LA"
Output: [" flight", "hotel"]

CHAT HISTORY: []
Query: "I need a hotel and a rental car in Miami"
Output: ["hotel", "vehicle_rental "]

CHAT HISTORY: []
Query: "Find me a restaurant and a live show for tonight"
Output: [" food_and_dining", "live_show "]

CHAT HISTORY: []
Query: "Bar Assistant"
Output: ["bar"]

Rules:
- Return only domains that are clearly relevant to the query and CHAT HISTORY.
- Return at least one domain.
- Never include a domain not on the allowed list.
- Output ONLY the JSON array , no explanation.

Figure 8: System prompt configuration for the domain classifier.
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H.4 LLM-as-a-Judge Prompt

You are an objective evaluator of AI assistant conversations.

Below is a conversation between a user and an AI assistant , followed by evaluation criteria with Likert
scale descriptions.

## CONVERSATION
{conversation_text}

## EVALUATION CRITERIA
{

"helpfulness ": {
"description ": "The assistant provides relevant , accurate , and actionable responses that address the

user 's needs.",
"scale": {

"1": "Unhelpful -- responses are irrelevant , inaccurate , or fail to address the user 's needs.",
"2": "Slightly helpful -- partially addresses the user 's needs but misses key points or contains

inaccuracies .",
"3": "Moderately helpful -- addresses the user 's needs adequately but lacks depth or misses some

details.",
"4": "Very helpful -- responses are relevant , accurate , and actionable with minor gaps.",
"5": "Fully helpful -- responses are highly relevant , accurate , and directly actionable; fully

satisfies the user 's needs ."
}

},
"coherence ": {

"description ": "The conversation flows logically with consistent context maintained throughout the
interaction .",

"scale": {
"1": "Incoherent -- the conversation is disjointed , contradicts itself , or loses context

repeatedly .",
"2": "Slightly coherent -- some logical flow but notable gaps , contradictions , or context loss.",
"3": "Moderately coherent -- generally logical flow with occasional inconsistencies or minor

context loss.",
"4": "Very coherent -- the conversation flows well with consistent context and only trivial

inconsistencies .",
"5": "Fully coherent -- the conversation is seamlessly logical , maintains full context throughout ,

and has no contradictions ."
}

}
}

## TASK
For each criterion , assign a score from 1 to 5 using the scale descriptions provided.
Then compute overall_score as the average of all criterion scores , rounded to 2 decimal places.
Respond with a JSON object in this exact format:
{{

"scores ": {{
"<criterion_name >": {{

"score": <integer 1-5>,
"reasoning ": "brief explanation referencing the scale"

}}
}},
"overall_score ": <float , average of all scores >,
"overall_reasoning ": "brief summary"

}}

Respond ONLY with the JSON object , no other text.

Figure 9: System prompt configuration for LLM-as-a-judge evaluation.
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H.5 Example Exit Prompt: Bar

You are evaluating whether a simulated customer -service conversation should end.

USER GOAL (from user policy):
You are playing a role -playing game. You are a HUMAN CUSTOMER chatting in a LIVE INSTANT MESSAGING APP

looking for a bar and making a reservation.
The user you are chatting with is actually the AI Bar Assistant that specializes in this domain.

YOUR PERSONA AND CONTEXT:
## PERSONA
You are a customer looking for a convenient and reliable bar reservation service.

## USER
{

"user_id ": "USR -A172BF4F",
"first_name ": "Richard",
"last_name ": "Robinson",
"email": "richard.robinson4808@yahoo.com",
"city": "Virginia Beach",
"state": "VA",
"neighborhood ": "Pembroke",
"has_drivers_license ": true

}

## GOAL
Follow these steps , one per message:
1. Ask for bars in New Orleans that have happy hour.
2. After seeing the results , narrow them down to places that offer a budget of up to $75 per person ,

using the results from the previous search.
3. After seeing the filtered results , say you need some time to think about it and end the conversation

without making a booking.

CRITICAL RULES:
1. Act exactly like a human customer in a live chat interface. Never offer to help.
2. Avoid subject lines , greetings (e.g., "Dear"), or sign -offs (e.g., "Sincerely "). Keep responses to

1-3 sentences , like a casual text message.
3. Stay strictly within scope: only ask about features explicitly defined in the Bar Properties schema

(e.g., has_pool_tables , has_live_music , has_valet_parking , price_level). Do not ask about features
outside this schema.

4. If the assistant provides a list of options , do not end the conversation --select one and continue.
5. Pace the conversation carefully: you have a maximum of 25 turns to achieve your goal.
6. Be decisive. If options are limited , choose one rather than prolonging negotiation. Do not go beyond

your goal.
7. Use natural , human -like phrasing. Always speak the way a real person would text in a casual chat --

never like someone reading instructions out loud. Follow the intent of your user template , but
rephrase everything in your own natural voice: use contractions , everyday vocabulary , and the tone
of a regular customer. Do not echo schema or field names from the template verbatim.

8. Anytime you are listing any dates , ensure you use natural language format. Give the date in the form
MM DD , YYYY. MM is in word and DD is a number (e.g., March 1, 2021).

9. Finish the conversation as fast as possible; do not go beyond the GOAL.
10. If you are asking a question , ask it once.
11. Always pay with the first registered credit card.
12. Always pass all arguments that are relevant to the tools.

CONVERSATION SO FAR:
{history_text}

Has the user fully completed their stated goal AND naturally concluded the conversation (e.g., said
thanks/bye , or confirmed the booking/order/reservation is done)? If they still asked questions , do
not end the conversation.

Reply with a JSON object ONLY --no other text:
{{" should_end ": true or false , "reason ": "one -sentence explanation "}}

Figure 10: System prompt configuration for the exit prompt for the Bar domain.
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H.6 Example of Assistant Policy for Bar Domain

# Bar Domain

## Description
As a bar reservation agent , you can help users search for , book , modify , or cancel bar reservations.

Before taking any actions that update the booking database (booking , modifying , or canceling), you
must list the action details and obtain explicit user confirmation ("yes") to proceed. You should
not provide any information , knowledge , or procedures not provided by the user or available tools ,
or give subjective recommendations or comments. You should only make one tool call at a time.

---
## Domain Features

### User
Each user has a profile containing: `user_id `, `first_name `, `last_name `, `email `, `city `, `state `,

`neighborhood `, `birthdate `, `payment_wallet `.

### Bar Types
Each bar belongs to one of these classifications:
* Speakeasy , Dive Bar , Sports Bar , Wine Bar , Gastropub , Rooftop Bar , Cocktail Lounge , Tiki Bar

### Bar Properties
Each bar has: `name `, `city `, `state `, `neighborhood `, `latitude `, `longitude `, `rating `, `price_level `,

`price_per_person `, `star_segment `, `has_happy_hour `

---
## General Policies

### Booking Rules
* The agent must not guess a `venue_id `. It must be obtained from live search results.

### Modification Rules
* Only `new_event_datetime `, `new_number_guests `, and `upgrade_vip_room ` can be modified on an existing

reservation.

### Cancellation Rules
* Users may cancel a reservation. A full refund applies if canceled more than 48 hours before the event;

a $25 late cancellation fee applies within 48 hours.
---
## Scenarios

### Search Bars
* **Pre -requirement :** The agent must obtain at minimum `city ` from the user , plus at least one

additional filter (e.g., a feature flag , `budget `, or `bar_type `).
...

## Tools
* `search_bars `
* `filter_bars `
...
---
## Agent Action Protocol

* ** Confirmation :** Obtain explicit user confirmation ("yes") before calling `book_bar_reservation `,
`modify_bar_reservation `, or `cancel_bar_reservation `.

Figure 11: Example of Assistant Policy for Bar domain.
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I Simulated Examples

I.1 Good Example: Single-Domain Flight Search (CLAUDE OPUS 4.6)

USER GOAL: Find flights from Harrisburg to Portland on 2026 -05 -30 with CloudNine Air.
Decline to book.

GOLD TOOL CALLS:
1. search_flight(departure_city =" Harrisburg", arrival_city =" Portland",

airline =[" CloudNine Air"], departure_date ="2026 -05 -30")

CONVERSATION:
[Assistant] Hello! Welcome to Flight Assistant. How can I help you?
[User] I'm looking for a flight from Harrisburg to Portland on May 30, 2026.

I'd like to fly with CloudNine Air if possible.
[Assistant] -> search_flight(departure_city =" Harrisburg", arrival_city =" Portland",

departure_date ="2026 -05 -30" , airline =[" CloudNine Air"])
[Tool] 4 flights found: FL1329 ($285 .50), FL1330 ($310 .00), FL1494 ($389 .00), FL1495 ($412 .50)
[Assistant] Here are the CloudNine Air flights: [displays table with all 4 results]
[User] I'll go with FL1329.
[Assistant] Great choice! To proceed , I'll need your passenger details and card info.
[User] Actually , I think I need to think about it. I'll get back to you later.
[Assistant] No problem at all! Take your time.

METRICS: Tool F1=1.0 | Param F1=1.0 | Output EM=1.0 | LLM Judge =5.0 | Pass=1

Figure 12: Successful single-domain conversation with CLAUDE OPUS 4.6. The model correctly maps the user’s
airline preference to the airline parameter, filtering results at query time.

I.2 Good Example: 4-Domain Trip Planning (CLAUDE OPUS 4.6)

USER GOAL: Plan trip to Denver -- search Business flights from New York (June 11),
filter for departure after 7AM , search hotels with gym , filter for digital key then
EV charging , get top attractions , search car rentals , filter automatic then insurance.

GOLD TOOL CALLS (9 total):
1. search_flight(departure_city ="New York", arrival_city =" Denver",

departure_date ="2026 -06 -11" , ticket_class =" Business ")
2. filter_flight(cache_key =" search_flight_results_0", departure_time_after ="07:00")
3. search_hotel(city=" Denver", has_gym=true)
4. filter_hotel(cache_key =" search_hotel_results_0", has_digital_key=true)
5. filter_hotel(cache_key =" filter_hotel_results_0", has_electric_vehicle_charging=true)
6. get_top_attractions(city=" Denver ")
7. search_vehicle_rentals(city=" Denver", category ="car")
8. filter_vehicle_rentals(cache_key =" search_vehicle_rentals_results_0", is_automatic=true)
9. filter_vehicle_rentals(cache_key =" filter_vehicle_rentals_results_0",

has_insurance_included=true)

CONVERSATION (abbreviated):
[User] Business flights from New York to Denver on June 11, 2026.
[Asst] -> search_flight (...) | 1 result: FL129 , Jetline , $375 .99
[User] Filter for flights departing after 7 AM.
[Asst] -> filter_flight(cache_key =" search_flight_results_0", departure_time_after ="07:00")
[User] Find hotels in Denver with a gym.
[Asst] -> search_hotel(city=" Denver", has_gym=true) | 6 hotels
[User] Filter for digital key.
[Asst] -> filter_hotel(cache_key =" search_hotel_results_0", has_digital_key=true) | 2
[User] Also filter for EV charging.
[Asst] -> filter_hotel(cache_key =" filter_hotel_results_0",

has_electric_vehicle_charging=true)
[User] Top attractions in Denver? Also find car rentals.
[Asst] -> get_top_attractions(city=" Denver ") | 10 attractions

-> search_vehicle_rentals(city=" Denver", category ="car") | 10 cars
[User] Filter cars for automatic.
[Asst] -> filter_vehicle_rentals(cache_key =" search_vehicle_rentals_results_0",

is_automatic=true)
[User] Filter those for insurance included.
[Asst] -> filter_vehicle_rentals(cache_key =" filter_vehicle_rentals_results_0",

has_insurance_included=true)
[User] Thanks , I need more time to decide.

METRICS: Tool F1=1.0 | Param F1=1.0 | Output EM=1.0 | LLM Judge =5.0 | Pass=1

Figure 13: Successful 4-domain conversation with CLAUDE OPUS 4.6 demonstrating perfect cache-key chain
management across 9 tool calls spanning flight, hotel, attraction, and vehicle rental domains.
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I.3 Bad Example: Missing Booking Tool Call (GPT-5.4-NANO)

USER GOAL: Find Blue River Air flight from Panama City to St. Louis on 2026 -05 -19.
Book the cheapest flight for 1 passenger (Jennifer Smith), card ending 3993.

GOLD TOOL CALLS:
1. search_flight(departure_city =" Panama City", arrival_city ="St. Louis",

departure_date ="2026 -05 -19" , airline =[" Blue River Air"])
2. book_flight(user_id ="USR -8 CF0E436", flight_id =" FL535",

passenger_names =[" Jennifer Smith"], number_passengers =1,
credit_card_last_four ="3993" , ...)

CONVERSATION:
[User] I'm looking for a flight from Panama City to St. Louis on May 19.
[Assistant] What departure date and ticket class?
[User] May 19, 2026. Economy is fine.
[Assistant] -> search_flight(departure_city =" Panama City", arrival_city ="St. Louis",

departure_date ="2026 -05 -19" , ticket_class =" Economy ")
*** MISSING: airline =[" Blue River Air"] -- used ticket_class instead ***

[Tool] 1 result: FL535 , Blue River Air , $359 .63
[Assistant] Found FL535 with Blue River Air. Would you like to book?
[User] Yes! My user ID is USR -8CF0E436 , passenger Jennifer Smith , card 3993.
[Assistant] Confirmed -- booking FL535 for Jennifer Smith. Please wait ...

*** NEVER CALLS book_flight -- just prints confirmation text ***
[User] Thanks!

METRICS: Tool F1 =0.67 | Param F1 =0.35 | Output EM=0.5 | LLM Judge =5.0 | Pass=0

Figure 14: Failed conversation with GPT-5.4-NANO where the model describes completing a booking without
ever invoking the book_flight tool. The LLM-as-Judge scores 5.0/5.0, demonstrating the necessity of automated
tool-call metrics.

I.4 Bad Example: Persistent Invalid Parameters (GPT-5.4-NANO)

USER GOAL: Find Alaska cruises from Seattle , balcony cabin under $6000/person.
Book CR000151 for 2 guests departing 2026 -06 -11.

GOLD TOOL CALLS:
1. search_cruises(destination =" Alaska", departure_port =" Seattle",

cabin_type =" balcony", price_per_person_max =6000)
2. book_cruise_reservation(cruise_id =" CR000151", number_guests =2, ...)

CONVERSATION (21 failed attempts):
[User] I'm looking for a cruise to Alaska from Seattle.
[Assistant] -> search_cruises(destination =" Alaska", departure_port =" Seattle",

duration_nights =[], tier=2, cabin_type =" balcony ")
*** HALLUCINATED: tier=2 (not requested), duration_nights =[] (invalid) ***

[Tool] 0 results
[User] Balcony , under $6000 per person.
[Assistant] -> search_cruises (..., duration_nights =[], tier=null , ...)
[Tool] 0 results
[User] Try without the balcony requirement.
[Assistant] -> search_cruises (..., tier=0, cabin_type =" ocean_view ")
[Tool] 0 results

... [17 more attempts with tier=0, duration_nights =[],
price_per_person_max =0, and other invalid parameters] ...

[Turn 25] Conversation exhausts turn budget. Booking never attempted.

METRICS: Tool F1 =0.12 | Param F1 =0.50 | Output EM=0.0 | LLM Judge =2.33 | Pass=0

FAILURE MODE: Model hallucinated invalid parameter values (tier=0, duration_nights =[])
and persisted with them across 21 attempts. Never learned from zero -result feedback
to simplify the query by removing problematic parameters.

Figure 15: Catastrophic failure with GPT-5.4-NANO: the model invents invalid parameter values (tier=0,
duration_nights=[]) and repeats them across 21 failed attempts, never adapting its strategy.
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I.5 Bad Example: 4-Domain Entity Resolution Error (GPT-5.4-NANO)

USER GOAL: Plan trip to Colorado Springs -- book flight from Washington , book hotel
with pool+gym+spa , check attractions (Seven Falls), rent car with tow hitch +
wheelchair accessible. (13 gold tool calls total)

GOLD TOOL CALL #1:
search_flight(departure_city =" Washington", arrival_city =" Colorado Springs",

departure_date ="2026 -07 -06")

CONVERSATION (showing cascading failure):
[User] Find me flights from Washington to Colorado Springs on July 6, 2026.
[Assistant] -> search_flight(departure_city =" Seattle",

arrival_city =" Colorado Springs", departure_date ="2026 -07 -06")
*** WRONG: Interpreted "Washington" as Washington State (Seattle) ***

[Tool] 0 results
[Turn 3-9] Tries "Spokane", "Tacoma", different dates -- all 0 results
[Turn 15] User: "I said Washington , not Seattle !"
[Turn 16-21] More failed attempts with WA cities
[Turn 22] FINALLY uses departure_city =" Washington" -- finds 5 flights
[Turn 25] Books the flight , but turn budget exhausted.

Hotel , attraction , and rental domains NEVER addressed.

RESULT: 2/13 gold tool calls completed. 3 domain tasks abandoned.

METRICS: Tool F1 =0.16 | Param F1 =0.38 | Output EM=0.15 | LLM Judge =4.67 | Pass=0

Figure 16: Multi-domain failure with GPT-5.4-NANO: misinterpreting “Washington” as Washington State consumes
21 of 25 turns, preventing completion of hotel, attraction, and rental tasks. The LLM-as-Judge score (4.67/5.0) fails
to capture this task-completion failure.
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Agent Persona
You are a customer looking for a convenient and reliable online hotel booking

service.

User Metadata JSON (USER_METADATA_JSON)
{

"user_id ": "USR -H882BC4E",
"first_name ": "Richard",
"last_name ": "Robinson",
"email ": "richard.robinson4808@yahoo.com",
"city": "Elizabeth",
"state ": "NJ",
"has_premium_member_tier ": true

}

User Policy (Natural Language Goal Template)
## PERSONA\nYou are a customer looking for a convenient and reliable online hotel

booking service .\n\n## USER:\n{USER_METADATA_JSON }\n\n## GOAL\nStart by
asking for hotels in Elizabeth with valet parking. Then add spa as an
additional filter. After seeing the filtered results , ask a follow -up
question about the hotel search results saying you want ones that have a
pool. Once those results are provided , say you need to think about it without
booking.

Ground Truth Tool Call Execution Sequence
search_hotel(city=" elizabeth", has_valet_parking=True)
filter_hotel(cache_key =" search_hotel_results_0", has_spa=True)
filter_hotel(cache_key =" filter_hotel_results_0", has_pool=True)

Figure 17: Populated user policy template and corresponding ground truth execution tools for hotel conversation
generation.
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Agent Persona
You are a customer planning for activities that includes both dinner and a live

show.

User Metadata JSON (USER_METADATA_JSON)
{

"user_id ": "USR -BD8E786E",
"first_name ": "Lisa",
"last_name ": "Sanchez",
"email ": "lisa.sanchez5981@outlook.com",
"city": "Shreveport",
"state ": "LA",
"neighborhood ": "South Highlands",
"birthdate ": "1987 -12 -25" ,
"payment_wallet ": "{" cryptocurrencies ": [" Ethereum", "Bitcoin", "Litecoin",

"USDC", "Solana "]}"
}

User Policy (Natural Language Goal Template)
## PERSONA\nYou are a customer planning for activities that include both dinner and a live show.

<USER_METADATA_JSON > along with any other requested information .\nYou are planning a dinner date
night followed by a live show in city Eugene , OR. Reveal your preferences gradually over multiple
turns.\n\n** DINNER :**\n1. Start by asking for restaurant recommendations in city Eugene , OR with
cuisine German that have vegan options. Do not mention any other preferences yet.\n2. When results
come back , you are not fully satisfied with the options - narrow your search by asking to filter
for restaurants specifically in neighborhood Jefferson Westside .\n3. From the filtered results ,
select the restaurant with the lowest restaurant_id from the results , you can refer to that
restaurant in any way you like (example by its name , cuisine , neighborhood , or any other attribute
as long as it is pointing to a unique restaurant). This restaurant has restaurant ID FAD -181618.
Book a reservation providing your name Lisa Sanchez , for a party size of 4 guests , at a price per
person of 1.0, on date 2026 -04 -03 at time 17:30.\n\n**SHOW :**\n4. Once the food reservation is
confirmed , pivot to entertainment - ask about live shows happening in city Eugene , OR. Do not
mention additional constraints yet.\n5. When show results come back , add a constraint by specifying
you want event category Standup comedy .\n6. From the filtered results , select the show with the
lowest live_event_id from the results , you can refer to the to that show in any way you like
(example by its name , performer , venue , date , time , or any other attribute as long as it is
pointing to a unique show). This show has live event ID LE408. Book 3 tickets in seat location
back , providing your name Lisa Sanchez and credit card ending in 2000.\ n7. Once the live show
booking is confirmed and you receive your reservation ID RES -LE408 , decide the seats are not good
enough and ask to upgrade to seat location front (a better section closer to the front than the
original).

Ground Truth Tool Call Execution Sequence
search_food_and_dining(city=" Eugene", cuisine =[" German"], vegan_option=True , state ="OR")
filter_food_and_dining(cache_key =" search_food_and_dining_results_0", neighborhood =[" Jefferson Westside "])
book_food_and_dining_reservation(user_id: "USR -BD8E786E", restaurant_id: "FAD -181618" ,

primary_guest_name: "Lisa Sanchez", number_guests: 4, price_per_person: 1.0, reservation_date:
"2026 -04 -03" , reservation_time: "17:30" })

search_live_shows ("city "=" Eugene", "event_date_range "=["2026 -04 -03"
, "2026 -04 -03"])
filter_live_shows(cache_key =" search_live_shows_results_0 ")
book_live_show_reservation(user_id ="USR -BD8E786E", live_event_id= "LE408", seat_location= "back",

number_tickets =3, primary_guest_name ="Lisa Sanchez", credit_card_last_four =2000)
check_live_show_seat_availability(live_event_id ="LE408", seat_location =[" front"], number_tickets =3)
modify_live_show_reservation(user_id ="USR -BD8E786E", reservation_id ="RES -LE408",

new_seat_location =" front")

Figure 18: Populated user policy template, metadata configuration, and execution trace for 2-domain
(food-dining-live show)
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Agent Persona
You are a visitor exploring a new city. You want to discover local attractions ,

enjoy a great meal ,and find a nice cafe to relax at.

User Metadata JSON (USER_METADATA_JSON)
{

"user_id ": "USR -6 DD5E6CB",
"first_name ": "Richard",
"last_name ": "Thompson",
"email ": "richard.thompson9298@outlook.com",
"city": "Woodbridge",
"state ": "NJ",
"neighborhood ": "Hopelawn",
"birthdate ": "1975 -10 -19" ,
"payment_wallet ": "{" credit_cards ": [" American Express", "Mastercard", "Visa",

"Discover", "Diners Club"], "debit_cards ": ["Visa Debit", "Interac "]}",
"coffee_shop_payment_methods ": null ,
"coffee_shop_loyalty_membership ": null ,
"bubble_tea_payment_methods ": null ,
"bubble_tea_loyalty_membership ": null

}

User Policy (Natural Language Goal Template)
## PERSONA\nYou are a visitor exploring a new city. You want to discover local

attractions , enjoy a great meal , and find a nice cafe to relax at.\n\n##
USER\n <USER_METADATA_JSON >\n\n## GOAL\nFollow these steps , one per
message :\n1. Ask for sports attractions in Milwaukee , WI.\n2. After seeing
the attractions , ask for vietnamese restaurants in the city.\n3. After seeing
the restaurant options , ask for bubble teas in the city that have black
tea.\n4. After seeing the cafe options , say you will explore more later and
end the conversation without ordering or booking.

Ground Truth Tool Call Execution Sequence
search_attractions(city=" Milwaukee", attraction_type =" Sports", state ="WI")
search_food_and_dining(city=" Milwaukee", state="WI", cuisine =" Vietnamese ")
search_cafes(city=" Milwaukee", cafe_type =" Bubble Tea", has_black_tea=True)

Figure 19: Populated user policy template, metadata configuration, and execution trace for 3-domain
(Attraction-food-dining-cafe)
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Agent Persona
You are a traveler planning a full trip experience -- accommodation ,

transportation , dining , and nightlife all in one.

User Metadata JSON (USER_METADATA_JSON)
{{

"user_id ": "USR -99 A0E8E5",
"first_name ": "Betty",
"last_name ": "Miller",
"email": "betty.miller4112@yahoo.com",
"city": "Newark",
"state": "NJ",
"neighborhood ": "Downtown Newark",
"birthdate ": "1986 -04 -04" ,
"rental_has_drivers_license ": true ,
"payment_wallet ": "{" credit_cards ": [{" name": "Discover",

"credit_card_last_four ": "2824"}] , "cryptocurrencies ": [" Ethereum",
"Litecoin", "Solana "]}",

"hotel_payment_methods ": "[" debit_card", "credit_card "]"
}

User Policy (Natural Language Goal Template)
## PERSONA\nYou are a traveler planning a full trip experience -- accommodation ,

transportation , dining , and nightlife all in one.\n\n##
USER\n<USER_METADATA_JSON >\n## GOAL\nIn your opening message , tell the
assistant you are planning a trip to Denver , CO and ask for the hotel results
to ones with a pool and car rentals at the same time. Once those results
arrive , send a follow -up asking for restaurant options and bar options in
Denver , CO together. When all four sets of results are in, send one message
asking to narrow down the hotel results to ones with a gym , narrow down the
car results to ones with GPS , narrow down the restaurant results to vegan
options , and narrow down the bar results to ones with live music all at once.
Then change your mind and ask to narrow down the bar results to ones with
happy hour instead. You are comparing options only - do not make any
bookings ..

Ground Truth Tool Call Execution Sequence
search_hotel(city=" Denver", has_pool=True , state="CO")
search_vehicle_rentals(city=" Denver ")
search_food_and_dining(city=" Denver", state="CO")
search_bars(city=" Denver ")
filter_hotel(cache_key =" search_hotel_results_0", has_gym=True)
filter_vehicle_rentals(cache_key =" search_vehicle_rentals_results_0", has_gps=True)
filter_food_and_dining(cache_key =" search_food_and_dining_results_0",

vegan_options=True)
filter_bars(cache_key =" search_bars_results_0", has_live_music=True)

Figure 20: Populated user policy template, metadata configuration, and execution trace for 4-domain planning
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Agent Persona
You are a customer planning a trip. You want to book a flight , find a hotel , rent

a vehicle , discover local attractions , enjoy dining experiences , attend live
shows , visit bars , and explore local cafes

User Metadata JSON (USER_METADATA_JSON)
{

"user_id ": "USR -067 C983B",
"first_name ": "Karen",
"last_name ": "Thompson",
"email ": "karen.thompson2248@gmail.com",
"city": "Nashville",
"state ": "TN",
"neighborhood ": "Downtown Nashville",
"birthdate ": "2006 -03 -14" ,
"payment_wallet ": "{\" credit_cards \": [\" Diners Club\", \"JCB\", \" American

Express\", \" Mastercard \", \"Visa\"], \" cryptocurrencies \": [\" Litecoin\",
\" Bitcoin\", \" Ethereum\", \"USDC\", \" Solana \"]}" ,

"hotel_payment_methods ": "[\" debit_card \", \" credit_card \",
\" cryptocurrencies \", \" reward_points \"]",

"hotel_membership_level ": "Verve: Silver",
"hotel_reward_points_balance ": "Verve: 23560" ,
"rental_has_drivers_license ": true ,
"rental_loyalty_memberships ": "Roamster:bronze",
"rental_preferred_payment ": "Bitcoin"

}

User Policy (Natural Language Goal Template)
## PERSONA\nYou are a customer planning a trip. You want to book a flight , find a

hotel , rent a vehicle , discover local attractions , enjoy dining experiences ,
attend live shows , visit bars , and explore local cafes.\n\n## USER\n
<USER_METADATA_JSON >\n\n## GOAL\nYou are planning a week -long cultural
immersion trip to Nashville , TN. You need a Business class flight from San
Diego on May 7th, 2026 - book the first available flight for yourself. For
accommodation , you want a Nomad hotel with a spa in East Nashville , TN - book
the first available room with credit card for check -in May 7th through May
15th. You also need an automatic car rental with GPS , preferably electric -
book the first available one starting May 8th (you have a driver 's license).
You 'd like to browse Historical attractions in Nashville , TN. For dining ,
search for The Savory Soul restaurant in Nashville , TN and book a dinner for
2 at $98/person on May 10th at 7:00 PM. You want to see an Opera show on May
14th - book 2 back -row tickets for the first available show using your credit
card. For nightlife , you want a bar with happy hour and signature mixology in
Germantown - book for 2 at the first available bar on May 9th at 8:00 PM (you
have a driver 's license). Finally , you want coffee from a Coffee Shop in 12
South - order a Croissant and a Macchiato from the first available cafe using
credit card.

Figure 21: Populated user policy template, metadata configuration, and execution trace for 8-domain planning (Part
1).
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Ground Truth Tool Call Execution Sequence
search_flight(departure_city ="San Diego", arrival_city =" Nashville",

departure_date ="2026 -05 -07" , ticket_class =" Business ")
book_flight(user_id ="USR -067 C983B", flight_id ="FL594", passenger_names =[" Karen

Thompson"], number_passengers =1, credit_card_last_four ="6519")
search_hotel(city=" Nashville", has_spa=True , brand =[" Nomad"], state="TN")
filter_hotel(cache_key =" search_hotel_results_0", neighborhood =[" East Nashville "])
book_hotel_reservation(user_id ="USR -067 C983B", hotel_id ="H107", room_id =" HR8721",

payment_method =" credit_card", check_in_date ="2026 -05 -07" ,
check_out_date ="2026 -05 -15")

search_vehicle_rentals(city=" Nashville", category ="car", is_automatic=True ,
has_gps=True)

filter_vehicle_rentals(cache_key =" search_vehicle_rentals_results_0",
fuel_type =" electric ")

book_vehicle_rental_reservation(user_id ="USR -067 C983B",
vehicle_id ="VEH -B67F3361", start_date ="2026 -05 -08" , end_date ="2026 -05 -15" ,
primary_driver_name ="Karen Thompson", has_drivers_license=True)

search_attractions(city=" Nashville", attraction_type =" Historical", state="TN")
search_food_and_dining(city=" Nashville", state="TN", restaurant_name =["The Savory

Soul "])
book_food_and_dining_reservation(user_id ="USR -067 C983B",

restaurant_id ="FAD -103126" , primary_guest_name ="Karen Thompson",
number_guests =2, price_per_person =98.0, has_private_dining=False ,
reservation_date ="2026 -05 -10" , reservation_time ="19:00")

search_live_shows(city=" Nashville", event_category =[" Opera"],
event_date_range =["2026 -05 -14" , "2026 -05 -14"])

book_live_show_reservation(user_id ="USR -067 C983B", live_event_id ="LE389",
seat_location ="back", number_tickets =2, primary_guest_name ="Karen Thompson",
credit_card_last_four ="6519")

search_bars(city=" Nashville", has_happy_hour=True , has_signature_mixology=True)
filter_bars(cache_key =" search_bars_results_0", neighborhood =[" Germantown "])
book_bar_reservation(user_id ="USR -067 C983B", venue_id =" BAR0612",

primary_guest_name ="Karen Thompson", number_guests =2,
event_datetime ="2026 -05 -09 20:00" , credit_card_last_four ="6519" ,
has_drivers_license=True)

search_cafes(city=" Nashville", cafe_type =" Coffee Shop")
filter_cafes(cache_key =" search_cafes_results_0", neighborhood =["12 South "])
get_cafe_menu(cafe_id ="CFE -A5E036 ")
place_cafe_order(user_id ="USR -067 C983B", cafe_id ="CFE -A5E036", items =[{" item_id ":

"CMI -C71DCF", "quantity ": 1}, {" item_id ": "CMI -A7FA87", "quantity ": 1}],
payment_method =" credit_card ")

Figure 21: Populated user policy template, metadata configuration, and execution trace for 8-domain planning (Part
2).
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Agent Persona
You are a customer planning an elaborate multi -modal trip to New York , NY.

User Metadata JSON (USER_METADATA_JSON)
{

"user_id ": "USR -FAE3D200",
"name": "James Anderson",
"payment_methods ": ["Visa ending in 5045"] ,
"rental_has_drivers_license ": true

}

User Policy (Natural Language Goal Template)
## PERSONA\nYou are a customer planning an elaborate multi -modal trip to New

York , NY.\n\n## USER\n<USER_METADATA_JSON >\n\n## GOAL\nYou are planning a
week -long trip to New York , NY. You need an Economy class flight from Los
Angeles on 2026 -05 -01 and want to book the first available option for
yourself using your Visa ending in 5045. For accommodation , you prefer a
Verve hotel in the Queens neighborhood in New York , NY - book the first
available room (Two Queens) for check -in 2026 -07 -10 through check -out
2026 -07 -14 with card 5045. You also need an automatic car rental with GPS ,
preferably hybrid - book the first available vehicle starting 2026 -07 -10 with
card 5045. You 'd like to browse Art attractions in New York , NY. For dining ,
you want a Pakistani restaurant in Queens , New York , NY with private dining -
book a table for 2 at the first available restaurant on 2026 -07 -10 at 19:00
with card 5045. You want to order from a Coffee Shop in the Brooklyn
neighborhood - get one Pour Over and one Cold Brew from the first available
cafe using card 5045. Also order dessert from a shop with ice cream - one
Churros with Chocolate and one Tiramisu from the first available shop with
card 5045. For nightlife , you want a bar with live music in Brooklyn - book a
table for 2 at the first available bar on 2026 -07 -10 at 20:00 using card 5045
(you have a driver 's license). You want to see a Ballet show on 2026 -06 -09 -
book 1 middle seat for the first available show using card 5045. For water
activities , you want a Canoe rental under $62/hour - book the first available
kayak for 2 hours on 2026 -07 -10 starting at 09:00. You 're also interested in
a balcony -cabin Celebrity Cruises cruise to Caribbean - Eastern departing
from New Orleans under $15000/person - book the first available cruise for 1
guest using card 5045 (you have a passport).

Figure 22: Populated user policy template, metadata configuration, and execution trace for 11-domain planning
(Part 1).
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Ground Truth Tool Call Execution Sequence
search_flight(departure_city ="Los Angeles", arrival_city ="New York",

departure_date ="2026 -05 -01" , ticket_class =" Economy ")
book_flight(user_id ="USR -FAE3D200", flight_id ="FL048", passenger_names =[" James

Anderson"], number_passengers =1, credit_card_last_four ="5045")
search_hotel(city="New York", brand =[" Verve"], state ="NY")
filter_hotel(cache_key =" search_hotel_results_0", neighborhood =[" Queens "])
book_hotel_reservation(user_id ="USR -FAE3D200", hotel_id ="H001", room_id ="HR001",

payment_method ="5045" , check_in_date ="2026 -07 -10" ,
check_out_date ="2026 -07 -14")

search_vehicle_rentals(city="New York", category ="car", is_automatic=True ,
has_gps=True)

filter_vehicle_rentals(cache_key =" search_vehicle_rentals_results_0",
fuel_type =" hybrid ")

book_vehicle_rental_reservation(user_id ="USR -FAE3D200",
vehicle_id ="VEH -1 B59422F", start_date ="2026 -07 -10" , end_date ="2026 -07 -14" ,
primary_driver_name ="James Anderson", has_drivers_license=True)

search_attractions(city="New York", attraction_type ="Art", state="NY")
search_food_and_dining(city="New York", state="NY", neighborhood =[" Queens"],

cuisine =[" Pakistani "])
book_food_and_dining_reservation(user_id ="USR -FAE3D200",

restaurant_id ="FAD -236195" , primary_guest_name ="James Anderson",
number_guests =2, price_per_person =50.0, has_private_dining=True ,
reservation_date ="2026 -07 -10" , reservation_time ="19:00")

search_cafes(city="New York", cafe_type =" Coffee Shop")
filter_cafes(cache_key =" search_cafes_results_0", neighborhood =[" Brooklyn "])
get_cafe_menu(cafe_id ="CFE -800907")
place_cafe_order(user_id ="USR -FAE3D200", cafe_id ="CFE -800907" , items =[{" item_id ":

"CMI -76 F6C8", "quantity ": 1}, {" item_id ": "CMI -D5D640", "quantity ": 1}],
payment_method =" credit_card ")

search_dessert_shops(city="New York", has_ice_cream=True)
get_shop_menu(shop_id ="DST -09 BFAC")
place_dessert_order(user_id ="USR -FAE3D200", shop_id ="DST -09 BFAC",

items =[{" item_id ": "DMI -C4BC21", "quantity ": 1}, {" item_id ": "DMI -D878A9",
"quantity ": 1}], payment_method =" credit_card ")

search_bars(city="New York", has_live_music=True)
filter_bars(cache_key =" search_bars_results_0", neighborhood =[" Brooklyn "])
book_bar_reservation(user_id ="USR -FAE3D200", venue_id =" BAR0001",

primary_guest_name ="James Anderson", number_guests =2,
event_datetime ="2026 -07 -10 20:00" , credit_card_last_four ="5045" ,
has_drivers_license=True)

search_live_shows(city="New York", event_category =[" Ballet"],
event_date_range =["2026 -06 -09" , "2026 -06 -09"])

book_live_show_reservation(user_id ="USR -FAE3D200", live_event_id ="LE278",
seat_location =" middle", number_tickets =1, primary_guest_name =" James
Anderson", credit_card_last_four ="5045")

search_kayak_rentals(city="New York", vessel_type =[" Canoe"], price_per_hour =[0.0 ,
62.0])

book_kayak_reservation(user_id ="USR -FAE3D200", rental_id ="KYK -20000" ,
vessel_type ="Canoe", date ="2026 -07 -10" , start_time ="09:00" , duration =2)

search_cruises(destination =" Caribbean - Eastern", departure_port ="New Orleans",
cabin_type =" balcony", price_per_person_max =15000 , cruise_line =[" Celebrity
Cruises "])

book_cruise_reservation(user_id ="USR -FAE3D200", cruise_id =" CR000001",
departure_date ="2026 -07 -22" , number_guests =1, primary_guest_name ="James
Anderson", cabin_type =" balcony", credit_card_last_four ="5045" ,
has_passport=True)

Figure 22: Populated user policy template, metadata configuration, and execution trace for 11-domain planning
(Part 2).
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Figure 23: The average number of assistant agent tokens generated per conversation. Token usage grows roughly
linearly with domain count for most models, from ∼150K tokens in single-domain settings to ∼1.2M in the
8-Domain setting.

Figure 24: The average number of turns each model takes to complete a conversation across domains. For single-
domain tasks, most models finish within 5-10 turns. GPT-5.4-NANO consistently uses more turns than other models.
As domain count increases, turn counts rise accordingly. GPT-5.4-NANO hits this cap in the 11-Domain setting,
confirming that weaker models exhaust the turn budget without completing all required tasks.
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Figure 25: Total assistant tokens per conversation. Unlike turns, token usage is more uniform across models within
the same domain. For single-domain tasks, most models generate 100K-250K tokens per conversation. The main
separation appears in high-complexity settings: on 11-Domain, GPT-OSS-20B uses 2.8M tokens (the highest),
while GPT-5.4-MINI uses 1.7M (the lowest).
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Figure 26: Break down of average turns by model and domain. CLAUDE models and GEMMA4 models are the
most efficient, finishing most single-domain conversations in 4-6 turns. GPT-5.4-NANO stands out as the slowest.
GPT-5.4-MINI shows a similar but less extreme pattern. In multi-domain settings, all models need more turns, but
the gap between models widens.
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