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Abstract

Parameter-efficient finetuning (PEFT) has be-
come the standard approach for adapting large
language models, yet evaluations largely em-
phasize downstream accuracy while overlook-
ing the retention of pretrained capabilities. We
argue that PEFT should be assessed through
the stability-plasticity dilemma: the trade-off
between target-task adaptation and resistance
to forgetting. We introduce PEFT-Arena, a
benchmark that jointly measures downstream
performance and general capability retention.
Across the studied settings, methods exhibit
distinct stability-plasticity profiles, and orthog-
onal finetuning often lies on a favorable fron-
tier under comparable parameter budgets. We
analyze the internal changes associated with
these external trade-offs from two complemen-
tary geometric perspectives. In weight space,
spectral profiles characterize how parameteriza-
tions interact with the pretrained singular-value
structure. In activation space, representation-
similarity diagnostics show a strong associa-
tion between forgetting and non-isometric dis-
tortion on general-evaluation data. Together,
these views suggest that preserving pretrained
spectral and representational geometry is an im-
portant inductive bias for retention, with OFT’s
spectrum-preserving updates providing a par-
ticularly clear case. Finally, parameterization-
aware interpolation shows that final SFT check-
points can lie beyond a better target-retention
operating point. We use post-hoc rewinding as
a case study of controlling this trade-off.

1 Introduction
Parameter-efficient finetuning (PEFT) has become
essential for adapting large foundation models to
downstream tasks. By updating only a small subset
of parameters, PEFT enables practical, low-cost de-
ployment across diverse domains. But how should
we determine whether a PEFT method is truly effec-
tive? Current practice often reduces this question to

a single metric (i.e., downstream task performance),
while overlooking what the finetuned model may
lose in the process. However, this single-metric
paradigm can be misleading. A method that sub-
stantially improves mathematical reasoning while
silently degrading instruction following, factual re-
call, and general reasoning by a comparable margin
has not truly adapted the model; rather, it has bro-
ken it. Although numerous PEFT methods have
demonstrated strong effectiveness on downstream
tasks, the extent to which they preserve pretrained
capabilities after adaptation remains largely unclear.
Therefore, the real question is not only “how much
did the model learn?”, but also “how much did
it learn relative to how much it forgot?” This is
precisely characterized by the stability-plasticity
dilemma (Mermillod et al., 2013): the tension be-
tween acquiring new capabilities (plasticity) and
preserving existing ones (stability). Guided by this
dilemma, we are interested in the question below:

Which PEFT method yields the most favorable
stability-plasticity trade-off?

To this end, we introduce PEFT-Arena, a
benchmark that jointly measures target-domain
performance (plasticity) and general capability re-
tention (stability) across two challenging reason-
ing domains, mathematics and medicine. Here,
“Arena” denotes a standardized evaluation frame-
work in which PEFT methods are compared under
matched training protocols along common target-
performance and forgetting axes. With PEFT-
Arena, we find that neither target performance nor
general performance alone is sufficient for PEFT
evaluation. All methods exhibit stability-plasticity
trade-offs, but different parameterizations exhibit
distinct trade-off patterns. In particular, orthogo-
nal finetuning (OFT) often lies on a strong frontier,
suggesting that the geometry of the update plays an
important role in preserving general capabilities.
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(c) Interpolation as Pathwise Diagnosis
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Figure 1: PEFT-Arena is designed to comprehensively evaluate the trade-off between downstream task adaptation
and pretrained knowledge retention in LLM post-training with PEFT methods. (a) External stability–plasticity
trade-offs across PEFT methods. (b) Internal geometry analysis from weight-space and activation-space views. (c)
Interpolation reveals SFT overshoot and motivates pathwise rewinding along method-specific update paths.

Benchmark results reveal the trade-offs induced
by PEFT, but shed no light on how PEFT reshapes
the model internally. It motivates another question:

Which internal changes are associated with the
stability-plasticity trade-off?

We approach this question from two complemen-
tary views. In weight space, we examine how PEFT
updates interact with the pretrained spectral geom-
etry of weight matrices. This view highlights the
inductive bias of each parameterization: additive
low-rank methods, spectral-initialization variants,
and orthogonal transformations reshape the pre-
trained basis in distinct ways. In activation space,
we examine the representations induced by the fine-
tuned model on the same evaluation examples. The
key issue is whether finetuning preserves the rela-
tive structure among examples that the pretrained
model represented coherently. We measure this
non-isometric distortion using Procrustes residual,
pairwise Gram distortion, and linear CKA. Across
the analyzed checkpoints, forgetting is strongly as-
sociated with representation-geometry distortion.
OFT exhibits lower non-isometric distortion than
the compared additive methods, suggesting that its
spectrum-preserving orthogonal parameterization
biases adaptation toward changes that better retain
pretrained representational structure.

Finally, we use interpolation as a pathwise diag-
nostic of finetuning dynamics:

Can interpolation reveal where PEFT loses
stability along the adaptation path?

Weight interpolation between the base and fine-
tuned model exposes a common SFT overshoot
phenomenon, i.e., the final checkpoint often moves
beyond the best target-retention operating point.
We use interpolation as a diagnostic tool to study
the stability-plasticity trade-off. Moreover, inter-
polation must respect each PEFT method’s natu-
ral update geometry. For additive methods, the
natural path scales the additive update ∆W ; for
OFT, the natural path scales the skew-symmetric
Cayley generator rather than linearly interpolating
dense weights. Within this view, layer-wise OFT
rewinding serves as a practical example of post-hoc
control for imbalanced update strength.

Existing PEFT research has primarily empha-
sized parameter efficiency and target-task adapta-
tion, ranging from additive low-rank updates such
as LoRA to geometry-constrained parameteriza-
tions such as OFT (Hu et al., 2022; Qiu et al.,
2023; Liu et al., 2024b). Recent studies have begun
to examine capability retention during LLM post-
training through parameterization, data reweight-
ing, and regularization (Biderman et al., 2024;
Sanyal et al., 2025; Lin et al., 2026). PEFT-Arena
complements these directions by comparing how
different parameterizations exchange target gains
for retained general ability under matched train-
ing objectives. Our internal analysis builds on
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representation-similarity tools such as CKA and
orthogonal Procrustes (Kornblith et al., 2019; Ding
et al., 2021; Ramasesh et al., 2021), connecting
parameter-space update geometry to changes in
general-evaluation representations. Our interpola-
tion analysis is related to model averaging and task
arithmetic (Wortsman et al., 2022; Ilharco et al.,
2023), and uses parameterization-aware paths to
expose target-retention operating points along a
single adaptation direction. A broader discussion
is provided in Appendix A.

Our contributions are summarized below:
• A multi-faceted PEFT benchmark. We evalu-

ate PEFT methods based on both target-domain
gains and general capability preservation.

• Findings on PEFT trade-off patterns. We
show that PEFT methods exhibit distinct stability-
plasticity behavior, and that OFT often provides a
strong frontier under the same parameter budget.

• Internal analysis from weight and activation
geometry. We connect external forgetting to
internal changes through two empirical views:
spectral profiles of weight updates and non-
isometric distortion of activation geometry.

• Interpolation as pathwise diagnosis. We use
interpolation to diagnose SFT overshoot and
emphasize parameterization-aware interpolation
paths, with OFT’s Cayley path and layer-wise
rewinding illustrating geometry-aware control.

2 The PEFT-Arena Benchmark

2.1 Experimental Setup

All PEFT methods are evaluated along two axes: (i)
target-domain performance and (ii) general ability
retention. We use target-domain performance as a
proxy for plasticity, and general-task performance
as a proxy for stability. We conduct experiments
on two target domains, mathematics and medicine,
under two post-training settings: supervised fine-
tuning (SFT) and reinforcement learning with ver-
ifiable rewards (RLVR). Unless otherwise stated,
we report average accuracy (%) for each domain.

Target-domain benchmarks and evaluation.
(i) Math: We evaluate on a combined set of Math-
500 (Lightman et al., 2023), AMC23, and AIME24.
(ii) Medicine: We evaluate on a collection of med-
ical reasoning and knowledge benchmarks, in-
cluding MedMCQA (Pal et al., 2022), MedQA
(USMLE) (Jin et al., 2021), PubMedQA (Jin et al.,
2019), MMLU-Pro (Wang et al., 2024b), GPQA

(Medical) (Rein et al., 2024), Lancet, NEJM &
MedBullets problems (Chen et al., 2025), and
MedXpertQA (Zuo et al., 2025) following a dedi-
cated dataset survey (Huang et al., 2025).

General ability retention. To measure post-
adaptation general performance, we evaluate on
IFEval (Zhou et al., 2023), NQ (Kwiatkowski et al.,
2019), and BBH (Suzgun et al., 2023), covering
instruction following, natural language understand-
ing, general knowledge, and general reasoning. We
define their average accuracy (%) as the General
score. We use forgetting and retention only for
changes relative to the matched base model, and
separately report General delta and per-example
forgetting. The latter is the macro-average fraction
of examples exhibiting a base-correct-to-adapted-
incorrect regression:

Fex =
1

J

J∑

j=1

1

nj

nj∑

i=1

1
[
cbaseij = 1 ∧ cftij = 0

]
.

where J is the number of general benchmarks, nj

is the number of evaluated examples in benchmark
j, and cbaseij , cftij ∈ {0, 1} indicate whether example
i is answered correctly by the base and adapted
models, respectively. This complements the ag-
gregate General score by directly counting individ-
ual regressions. We follow an OpenCompass-style
evaluation configuration with context length 1024,
temperature T = 0.0, and one sample per query.

Base models and adaptation methods. We
use Qwen2.5-7B (Yang et al., 2024) and Llama3.2-
3B-Instruct (Grattafiori et al., 2024) as pretrained
LLMs to cover different scales and base/instruction-
tuned settings. We compare full finetuning (Full
FT) against a representative set of PEFT baselines
(see Appendix A for related work details). (i) Addi-
tive PEFT (LoRA family): We include LoRA (Hu
et al., 2022) and representative variants spanning
rank allocation, parameterization and initializa-
tion: AdaLoRA (Zhang et al., 2023), DoRA (Liu
et al., 2024a), MiSS (Kang and Yin, 2026),
VeRA (Kopiczko et al., 2024), PiSSA (Meng et al.,
2024), and MiLoRA (Wang et al., 2025). We
also include KeepLoRA (Luo et al., 2026), an
anti-forgetting LoRA variant that constrains up-
dates away from the principal subspace. (ii) Multi-
plicative PEFT: We include orthogonal finetuning
(OFT) (Qiu et al., 2023; Liu et al., 2024b; Qiu et al.,
2025), which constrains updates to structured or-
thogonal transformations with adjustable sparsity.
(iii) Activation-based PEFT: We include IA3 (Liu

41148



et al., 2022a), a lightweight method that adapts
models via learned activation scaling.

To fairly compare PEFT method under a similar
parameter budget, Table 1 includes budget-matched
SFT slices rather than a single configuration per
method. On Qwen, the roughly 20M trainable-
parameter group compares OFT-b32 (17.55M) with
LoRA/PiSSA/MiLoRA/KeepLoRA-r8 (20.19M)
and DoRA-r8 (21.58M), while the roughly 40M
group compares OFT-b64 (35.68M) with LoRA-
r16 (40.37M), with the Llama columns reporting
the corresponding backbone-specific counts.

Training and optimization details. We con-
duct SFT in both target domains, using 50k fil-
tered samples from OpenR1-Math-330k (Hug-
ging Face, 2025) for math and 23k samples from
m23k (Huang et al., 2025) for medical. We also in-
clude RLVR results with GRPO (Shao et al., 2024)
on a representative subset of methods for compari-
son. Full details are provided in Appendix B.

2.2 Main Results and Discussions
We report benchmark results along two axes: target-
domain performance (plasticity) and general ability
retention (stability), under both SFT and RLVR
settings. The complete results are given in Table 1.
In the following, we summarize the key empirical
findings. Unless otherwise specified, all changes
relative to the corresponding base model are abso-
lute differences in percentage points.

SFT improves target performance at the ex-
pense of general ability. In Table 1, Full FT gives
large target gains but also incurs severe forgetting;
PiSSA and MiSS can be more severe in specific set-
tings. On Qwen2.5-7B, Full FT increases the math
target accuracy from 35.30 to 50.63 and the medi-
cal target accuracy from 46.36 to 53.63, while the
general performance drops from 46.97 to 34.22 for
math and drops from 46.97 to 34.41 for medicine.
On Llama3.2-3B-Instruct, the general performance
falls from 53.03 to 26.03 for medicine. These re-
sults show that target-only reporting can overesti-
mate post-training quality.

Under SFT, methods show distinct trade-off
patterns, with OFT often on a favorable frontier.
Within the additive low-rank family, LoRA, MiSS,
DoRA, and AdaLoRA generally improve target per-
formance but tend to incur non-trivial forgetting,
with larger adaptation capacity usually pushing fur-
ther toward plasticity. For example, on Qwen math,
LoRA-r8 improves target by 7.17 with a 7.75 gen-
eral drop, while MiSS-r64 reaches 11.63 target gain

with a 14.20 general drop. SVD-guided variants
(MiLoRA and especially PiSSA), which rely on
initialization or subspace selection, are less sta-
ble in this benchmark: PiSSA-r8 improves Qwen
math target by 9.23 but drops Qwen math gen-
eral by 22.19 and Qwen medical target by 20.19.
The anti-forgetting LoRA variant, KeepLoRA, par-
tially improves knowledge retention: on Qwen
it raises math general from 39.22 (LoRA-r8) to
43.75 and even preserves medical general ability
at 47.09, but its target adaptation is much weaker
and it does not dominate the frontier across set-
tings, especially on Llama. This suggests that
retention-oriented subspace constraints alone do
not guarantee the strongest overall trade-off. Out-
side LoRA-style methods, IA3 (activation scaling)
and VeRA (shared frozen projection matrices with
a small number of trainable scaling vectors) are
both highly parameter-efficient and relatively con-
servative: VeRA preserves Qwen general ability
best (math/medical general: +0.38/+0.04) but sac-
rifices medical target performance (-17.85), while
IA3 shows a similar low-plasticity profile. OFT
provides a favorable balance in most settings: OFT-
b32 improves Qwen math target by 11.63 with only
a 2.60 drop on math general and lies on the stability-
plasticity frontier among the compared PEFT base-
lines in this setting. Its spectrum-preserving multi-
plicative update therefore emerges as a promising
structural bias for retaining pretrained capabilities
during adaptation. This frontier is not only a com-
parison across methods but also across compara-
ble trainable-parameter budgets: in the roughly
20M Qwen group, OFT-b32 is compared against
LoRA/PiSSA/MiLoRA/KeepLoRA-r8 and DoRA-
r8, and in the roughly 40M group, OFT-b64 is
compared against LoRA-r16. The per-example for-
getting columns reinforce the same retention pat-
tern. Among the representative Full FT, LoRA-r8,
OFT-b32, PiSSA-r8, and MiSS-r8 configurations,
PiSSA-r8 produces the most regressions in every
SFT cell, whereas OFT-b32 produces the fewest;
Appendix C.5 reports aggregation-sensitivity re-
sults and the corresponding comparisons.

RLVR generally enables stable adaptation
while causing less forgetting. Compared with
SFT, RLVR with GRPO exhibits a qualitatively dif-
ferent empirical pattern. On Qwen math adaptation,
Full FT, OFT, and LoRA improve target by 12.27,
12.60, and 11.63, while their math-general scores
also increase by 1.71, 1.93, and 1.30. OFT remains
slightly above Full FT on target performance (47.90
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Method Settings Tr. Param
(Qwen)

Qwen2.5-7B-base
Tr. Param
(Llama)

Llama3.2-3B-Instruct
Math Medical Math Medical

Target General Ex. Forget Target General Ex. Forget Target General Ex. Forget Target General Ex. Forget

Supervised FineTuning (SFT)
Base – 7.61B 35.30 (+0.00) 46.97 (+0.00) 0.00 46.36 (+0.00) 46.97 (+0.00) 0.00 3.21B 27.80 (+0.00) 53.03 (+0.00) 0.00 41.44 (+0.00) 53.03 (+0.00) 0.00
Full FT – 7.61B 50.63 (+15.33) 34.22 (-12.74) 19.54 53.63 (+7.27) 34.41 (-12.56) 19.15 3.21B 33.90 (+6.27) 39.83 (-13.20) 19.54 44.26 (+2.82) 26.03 (-27.00) 35.23

OFT block 16 8.49M 42.33 (+7.03) 42.58 (-4.39) 12.43 46.17 (-0.19) 45.09 (-1.88) 10.45 7.08M 29.43 (+1.80) 41.08 (-11.95) 18.43 39.22 (-2.22) 40.97 (-12.06) 20.70
OFT block 32 17.55M 46.93 (+11.63) 44.37 (-2.60) 10.99 48.63 (+2.27) 42.40 (-4.57) 13.11 11.55M 30.60 (+2.97) 40.73 (-12.30) 18.87 39.50 (-1.94) 40.50 (-12.53) 21.38
OFT block 64 35.68M 46.23 (+10.93) 35.97 (-11.00) 17.75 49.47 (+3.11) 39.11 (-7.86) 15.33 24.97M 29.30 (+1.67) 39.75 (-13.28) 19.70 40.77 (-0.67) 37.70 (-15.33) 23.96
OFT block 128 71.92M 47.77 (+12.47) 36.98 (-9.99) 17.51 52.40 (+6.04) 36.88 (-10.08) 17.65 47.34M 32.23 (+4.60) 36.26 (-16.76) 22.47 42.17 (+0.73) 34.26 (-18.77) 27.23

LoRA r4a8 10.09M 42.33 (+7.03) 41.66 (-5.31) 13.40 47.12 (+0.76) 36.42 (-10.55) 17.50 6.9M 24.30 (-3.33) 35.79 (-17.23) 23.14 36.92 (-4.52) 31.84 (-21.19) 29.89
LoRA r8a16 20.19M 42.47 (+7.17) 39.22 (-7.75) 15.40 47.91 (+1.55) 36.06 (-10.91) 17.09 12.16M 24.07 (-3.56) 36.57 (-16.46) 22.31 38.34 (-3.10) 27.99 (-25.04) 33.40
LoRA r16a32 40.37M 44.87 (+9.57) 34.91 (-12.06) 18.69 47.86 (+1.51) 34.86 (-12.11) 18.34 24.31M 24.97 (-2.66) 37.55 (-15.48) 22.07 39.21 (-2.23) 29.18 (-23.85) 32.82
LoRA r32a64 80.74M 45.37 (+10.07) 38.21 (-8.76) 16.06 49.48 (+3.12) 35.50 (-11.47) 18.09 48.63M 25.90 (-1.73) 37.20 (-15.83) 22.57 39.33 (-2.11) 30.69 (-22.34) 32.08

AdaLoRA r8a16 30.28M 40.43 (+5.13) 35.41 (-11.56) 18.15 45.22 (-1.13) 37.34 (-9.63) 16.91 18.24M 20.83 (-6.80) 34.53 (-18.49) 24.30 37.11 (-4.33) 36.29 (-16.74) 25.30
PiSSA r8a16 20.19M 44.53 (+9.23) 24.78 (-22.19) 28.23 26.16 (-20.19) 18.05 (-28.92) 34.82 12.16M 0.67 (-26.96) 9.74 (-43.28) 45.77 21.17 (-20.27) 12.92 (-40.11) 47.28
MiLoRA r8a16 20.19M 42.60 (+7.30) 37.62 (-9.35) 16.36 46.83 (+0.48) 35.88 (-11.09) 17.88 12.16M 23.60 (-4.03) 35.59 (-17.44) 23.29 37.64 (-3.81) 29.23 (-23.80) 32.34
KeepLoRA r8 20.19M 40.53 (+5.23) 43.75 (-3.22) 11.18 45.60 (-0.76) 47.09 (+0.12) 8.29 12.16M 15.20 (-12.43) 40.74 (-12.29) 18.33 41.26 (-0.18) 39.52 (-13.51) 22.33
MiSS r8 11.12M 43.17 (+7.87) 39.12 (-7.85) 15.87 48.75 (+2.40) 34.43 (-12.54) 19.11 6.19M 23.37 (-4.26) 33.93 (-19.09) 24.59 40.16 (-1.28) 31.71 (-21.32) 30.15
MiSS r64 89.00M 46.93 (+11.63) 32.77 (-14.20) 21.16 51.90 (+5.54) 32.72 (-14.25) 20.59 49.55M 28.63 (+1.00) 34.96 (-18.06) 24.67 41.96 (+0.52) 22.78 (-30.25) 38.18
VeRA r256 1.44M 39.43 (+4.13) 47.25 (+0.38) 4.98 28.50 (-17.85) 47.01 (+0.04) 5.60 0.82M 28.80 (+1.17) 46.79 (-6.23) 12.32 40.68 (-0.76) 48.94 (-4.09) 11.98
DoRA r8a16 21.58M 42.33 (+7.03) 40.25 (-6.72) 14.53 48.04 (+1.69) 36.06 (-10.91) 17.85 12.93M 23.83 (-3.80) 35.65 (-17.37) 23.20 38.25 (-3.19) 27.53 (-25.50) 34.07
IA3 – 1.82M 35.13 (-0.17) 44.71 (-2.26) 10.42 30.08 (-16.28) 48.25 (+1.28) 7.61 0.92M 29.70 (+2.07) 45.72 (-7.30) 13.58 39.13 (-2.31) 45.67 (-7.36) 16.25

RLVR with Group Relative Policy Optimization (GRPO)
Full FT – 7.61B 47.57 (+12.27) 48.68 (+1.71) 6.84 46.24 (-0.11) 43.22 (-3.75) 10.12 3.21B 29.80 (+2.17) 52.20 (-0.82) 7.41 45.88 (+4.44) 51.81 (-0.83) 10.83
OFT block 32 17.55M 47.90 (+12.60) 48.90 (+1.93) 4.34 46.79 (+0.44) 47.24 (+0.27) 5.94 11.55M 29.97 (+2.34) 50.04 (-2.98) 10.49 44.99 (+3.55) 52.31 (-2.99) 10.25
LoRA r8a16 20.19M 46.93 (+11.63) 48.27 (+1.30) 3.26 47.08 (+0.73) 42.80 (-4.17) 10.05 12.16M 28.83 (+1.20) 52.17 (-0.85) 7.44 44.97 (+3.53) 53.53 (-0.86) 7.80

Table 1: Main benchmark results. For each domain, average task accuracy is reported in % (higher is better), with
the absolute change from the corresponding base model in parentheses. Ex. Forget is per-example forgetting in %
(lower is better). Trainable-parameter columns show the comparable parameter budget for different methods.

vs. 47.57) with far fewer trainable parameters
(17.55M vs. 7.61B), while LoRA reaches 46.93
with 20.19M trainable parameters. At the evaluated
horizon, these methods obtain target gains with-
out the large general-score erosion observed under
SFT. This contrast suggests that the optimization
regime and PEFT parameterization jointly shape
the stability-plasticity trajectory.

Longer GRPO training reveals a related high-
k degradation pattern. From Table 2, we ob-
serve that longer GRPO training reveals a related
pathwise degradation pattern under high-k evalu-
ation. Pass@1 target performance remains rela-
tively stable, but high-k sampling can degrade after
extended optimization, with Full FT and LoRA
showing larger pass@64 drops than OFT. This
resembles SFT over-adaptation from a different
evaluation angle. We revisit this pathwise view
in section 4, where interpolation diagnoses SFT
overshoot; Appendix F.6 further suggests that in-
terpolation can also partially recover longer-RLVR
high-k degradation. Beyond the main General axis,
Appendix C.1 reports expanded validation on Hu-
manEval, HellaSwag, WinoGrande, MMLU(avg),
ARC, and GSM8K. These additional benchmarks
are consistent with the General axis in Table 1 and
broaden our coverage of general capabilities. Ap-
pendix C.2 further reports Qwen2.5-14B and code-
domain extensions.

Takeaway. PEFT methods exhibit substantially
different stability-plasticity trade-offs, while RLVR
shows less forgetting at the evaluated horizon. OFT

often lies on a favorable frontier, highlighting spec-
trum preservation as a useful design insight for
capability retention. The benchmark reveals dis-
tinct external trade-offs. We next connect them to
the weight-space biases of PEFT parameterizations
and their consequences for activation geometry on
general-capability data.

3 Understanding PEFT Updates through
Internal Geometry

PEFT-Arena exposes external target-retention
trade-offs. Once methods with similar target gains
exhibit different levels of forgetting, the next ques-
tion is what internal changes accompany this differ-
ence. We analyze PEFT updates at progressively
more functional levels. In weight space, the reten-
tion profile measures changes to pretrained singular
structure, while the update-energy profile identifies
where adaptation is allocated. CSD then condi-
tions these updates on directions activated by a
capability distribution. In activation space, Pro-
crustes residual removes the best shared rotation,
Gram distortion measures changes in pairwise re-
lations, and CKA summarizes normalized repre-
sentation similarity. Together, these diagnostics
connect parameterization-level update bias to the
preservation or distortion of general-capability rep-
resentations.

3.1 Weight-Space Geometry
Inspired by prior work (Biderman et al., 2024; Zhu
et al., 2025; Mukherjee et al., 2025; Martin and
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Method AIME24 AMC23 MATH500 AVG
pass@1 pass@64 pass@1 pass@64 pass@1 pass@64 pass@1 pass@64

Full FT 13.9 / 15.1 50.0 / 40.0 52.7 / 55.1 92.5 / 87.5 76.1 / 76.6 93.2 / 93.4 47.57 / 48.93 78.57 / 73.63
LoRA 11.4 / 14.8 43.3 / 36.7 54.6 / 57.4 92.5 / 92.5 74.8 / 75.5 94.4 / 92.2 46.93 / 49.23 76.73 / 73.80
OFT 16.5 / 15.4 46.7 / 43.3 52.8 / 51.9 90.0 / 90.0 74.4 / 76.2 95.0 / 94.0 47.90 / 47.83 77.23 / 75.77

Table 2: Longer-RLVR high-k evaluation. Each entry denotes the result at Step 200 (left) and Step 500 (right).

(a) SFT analysis

(b) RLVR analysis (b) Spectral smoothness

(c) Effective update rank

Figure 2: Weight-space spectral retention-adaptation profiling. (a & b) Distributions of projected spectrum changes
(retention and adaptation profiles). (c) Effective rank of weight updates on all down_proj layers. (d) Fluctuation
scores that quantify spectral smoothness of retention and adaptation profiles.

Mahoney, 2021), we start by analyzing PEFT up-
dates in the pretrained spectral basis. We use two
descriptive measures of weight-space geometry: a
retention profile, which measures how much the
pretrained singular structure is preserved, and an
adaptation profile, which measures where update
energy is injected. These profiles characterize the
update geometry induced by different PEFT param-
eterizations; in the next subsection, we complement
them with activation-space diagnostics that mea-
sure whether the resulting representations preserve
the structure of general-evaluation data.

Let the pretrained weight be decomposed as
W0 = UΣV ⊤, where ui and vi are the i-th left
and right singular vectors. We study a finetuned
weight W ∗ from two complementary views.

Retention profile: diagonal projection on the
pretrained basis. We measure how much W ∗

preserves the pretrained singular alignment via

Pdiag(i) = u⊤i W
∗vi,

∣∣∆Pdiag(i)
∣∣ =

∣∣∣u⊤i (W ∗ −W0)vi

∣∣∣ .
(1)

The quantity |∆Pdiag(i)| measures component-
wise deviation from the pretrained singular struc-
ture. Large or irregular changes indicate stronger

perturbation of principal directions that may sup-
port pretrained general capabilities.

Adaptation profile: update energy over pre-
trained directions. To capture where the up-
date injects energy, we project the effective update
∆W = W ∗ −W0 onto pretrained input directions:

E∆(i) = ∥∆Wvi∥2. (2)

Compared with the diagonal projection, E∆(i) cap-
tures both scaling changes and off-diagonal rota-
tions along the i-th latent direction. Together, the
retention and adaptation profiles reveal how each
PEFT parameterization preserves pretrained struc-
ture while allocating new update energy.

Descriptive spectral smoothness. Figure 2 vi-
sualizes the retention and update-energy profiles,
with the fluctuation score summarizing their local
irregularity. PiSSA and MiSS show large retention-
side deviations, LoRA exhibits spiky update-energy
allocation, and OFT maintains a substantially more
structured retention profile. This pattern illustrates
the geometric bias introduced by OFT’s orthogo-
nal, spectrum-preserving parameterization. Full
spectral profiles, smoothness statistics, and OFT-
specific singular-vector diagnostics are provided in
Appendix D.1 and Appendix D.2.
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Capability-conditioned drift. Capability condi-
tioning augments the spectral profiles by measur-
ing how strongly each data distribution activates
the updated directions. We compute the following
quantity:

CSDD = Ex∼D
∥∆Wh0(x)∥22

∥W0h0(x)∥22 + ϵ
. (3)

where h0(x) is the pretrained activation. Intuitively,
CSDD weights update energy by how strongly
dataset D activates the corresponding directions.
We find that CSDG is associated with forgetting
more clearly than CSDT is with target gain. We
use CSD as an auxiliary bridge from spectral up-
date profiles to activation geometry; full results are
in Appendix D.3.

3.2 Activation-Space Geometry
To connect weight-space bias to its functional con-
sequence, we compare base-model and finetuned-
model activations on the same general examples
for Qwen2.5-7B and Llama3.2-3B-Instruct check-
points from the main table. We collect full-forward
module outputs on general data (IFEval, NQ,
BBH); the tested layer/module locations and full
breakdown are reported in Appendix E.

We use three complementary diagnostics. First,
Procrustes residual removes the best shared orthog-
onal alignment between centered base activations
X0 and finetuned activations X1:

dproc =
minR⊤R=I ∥X1R−X0∥F

∥X0∥F + ϵ
. (4)

A large residual indicates non-isometric distortion
beyond a benign rotation. Second, linear CKA (Ko-
rnblith et al., 2019) measures representation sim-
ilarity through centered Gram matrices. Third,
pairwise Gram distortion compares the cosine-
similarity structure among examples and is insensi-
tive to a shared orthogonal rotation. Full definitions
and detailed metrics are given in Appendix E.1.

Table 3 summarizes the main correlations over
general-distribution activation rows. Procrustes
residual is positively associated with forgetting, lin-
ear CKA shows the complementary trend, and pair-
wise Gram distortion provides a weaker relational-
geometry signal. After averaging the eight loca-
tions per checkpoint, Procrustes residual has Spear-
man correlation 0.858 with forgetting across 28
checkpoints and remains 0.647 after excluding
OFT and PiSSA; Appendix E.3 reports this analy-
sis and a within-OFT path comparison.

Metric External metric Pearson Spearman
Procrustes residual Forgetting 0.711 0.568
Gram distortion Forgetting 0.485 0.361
CKA Forgetting -0.761 -0.711

Table 3: Activation-geometry correlations between
general-data representation geometry and forgetting
across 20 SFT checkpoints of representative methods
and eight module locations (160 checkpoint-location
rows). Procrustes residual and Gram distortion measure
non-isometric distortion, while CKA measures repre-
sentation similarity.

Method Proc. ↓ Gram ↓ CKA ↑ Forget ↓
Full FT 0.1640 0.2500 0.8654 17.31
LoRA 0.1808 0.2430 0.8564 15.97
OFT 0.1279 0.1906 0.9340 7.81
MiLoRA 0.1635 0.2476 0.8651 16.35
PiSSA 0.4376 0.8655 0.4402 34.56

Table 4: Activation-geometry on general data for one
representative module slice over SFT checkpoints. We
average the results for each method, and the complete
layer/module breakdown is in Appendix E.4. Procrustes
residual and Gram distortion measure non-isometric dis-
tortion, while CKA measures representation similarity.

Table 4 compares activation-geometry patterns
across different PEFT methods. OFT exhibits
lower non-isometric distortion and higher CKA
than LoRA and full finetuning, whereas PiSSA
is a clear outlier with both strong distortion and
severe forgetting. The alignment between these
internal and external patterns provides a consistent
functional diagnostic of the benchmark frontier:
spectrum-preserving OFT updates better maintain
relational representation geometry, while aggres-
sive spectral disruption coincides with stronger for-
getting.

These metrics are especially informative on the
retention side. Their weaker relationship with
target gains further suggests that plasticity on
reasoning-heavy math and medical tasks depends
on task-aligned computation, answer margins, and
multi-step reasoning behavior beyond the magni-
tude of representation change.

Taken together, the two views provide a coher-
ent empirical picture of retention. Weight-space
profiles reveal the inductive bias of each param-
eterization, while activation-space metrics show
how this bias manifests on general-capability ex-
amples. OFT’s spectrum-preserving orthogonal
updates maintain a structured retention profile and
lower non-isometric distortion; PiSSA strongly per-
turbs pretrained spectral structure and exhibits sub-
stantially larger representation distortion. These
associations support preserving pretrained geome-
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Figure 3: Target-general performance trade-off with α-
interpolation for PEFT methods. Interpolation is used
as a pathwise diagnostic of SFT overshoot. Additive
methods are interpolated by scaling ∆W ; OFT is inter-
preted through its parameterization-aware Cayley path.

try as a useful inductive bias for retention, rather
than merely minimizing update magnitude.

Takeaway. PEFT’s general-capability retention
is strongly associated with preserving the represen-
tation geometry of general-evaluation data.

4 Interpolation as a Pathwise Study

The analyses above compare the base and final fine-
tuned models, but the final checkpoint represents
only a single point along the adaptation trajectory.
A method may acquire most of its target-domain
gains before reaching this endpoint, while con-
tinued movement along the trajectory can further
erode general capabilities. This motivates a path-
wise question: has the final checkpoint moved far-
ther than necessary to achieve its target-task gains?
We use interpolation as a pathwise probe, trac-
ing how target performance and general retention
change as the model moves from the base check-
point toward the adapted checkpoint.

4.1 Finetuning Overshoots the Best Trade-off

For full finetuning and additive PEFT methods,
the natural path scales the effective update ∆W .
Sweeping this coefficient exposes a target-retention
curve. In SFT, we consistently observe that the final
checkpoint lies past a better operating point, and
reducing the update strength can recover general
ability while preserving much of the target gain.

Let W0 be the pretrained weight and W ∗ be the
finetuned effective weight. For full finetuning and

35 40 45 50 55
Target Performance (Math)

35

40

45

Ge
ne

ra
l P

er
fo

rm
an

ce

Base

Base
Full FT Interp
Full FT Train
OFT Interp
OFT Train
LoRA Interp
LoRA Train
Final ckpt.

Figure 4: Training trajectory versus interpolation trajec-
tory in the target-general plane. Dotted curves follow
intermediate training checkpoints, while solid curves
sweep α along the interpolation path between the base
model and the final checkpoint.

additive PEFT methods, the natural interpolation is

W (α) = W0 + α (W ∗ −W0), α ∈ [0, 1], (5)

where α = 0 recovers the base model and α =
1 recovers the final adapted model. Sweeping α
exposes a pathwise stability-plasticity curve.

Figure 3 shows that SFT checkpoints often ex-
hibit an overshoot phenomenon: the final check-
point is not always the best target-retention operat-
ing point. Moving back along the interpolation path
first recovers substantial general ability while pre-
serving much of the target gain, exposing a more fa-
vorable operating region before target performance
declines sharply.

Figure 4 further compares the training check-
points trajectory with the constructed interpola-
tion trajectory. Their different intermediate shapes
show that interpolation exposes operating points
distinct from the training checkpoints. We call
this pattern “overshoot” because an interior point
on the parameterization-aware base-to-checkpoint
path improves the target-retention trade-off over
the final endpoint. A related longer-horizon RLVR
high-k pattern is reported in Appendix F.6. Repeat-
ing this analysis from four OFT checkpoints yields
an improved interior operating point in every case;
the compact results are reported in Appendix F.2.

4.2 Parameterization-Aware Interpolation
Different PEFT parameterizations have different
natural interpolation coordinates. For additive
methods, scaling ∆W gives the natural path.
For OFT, adaptation is parameterized by a skew-
symmetric generator Q and an orthogonal Cayley
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transform, so dense-weight interpolation leaves the
OFT manifold. We therefore interpolate by scaling
the generator, R(α) = Cayley(

√
αQ), where α

controls rotation strength. This path preserves the
intended orthogonal geometry, while dense-weight
interpolation provides an informative off-manifold
baseline.

We empirically find that this distinction mat-
ters. On Qwen2.5-7B SFT-math with OFT-b32, the√
αQ path gives a better target-retention frontier

than dense-weight delta interpolation: at α = 0.3,
it reaches 45.77 math and 48.64 General, while
the linear interpolation (as in Equation 5) at the
same α gives 43.93 math and 43.91 General. Im-
plementation details and the complete interpolation
comparison are reported in Appendix F.1,F.3.

4.3 Layer-wise Interpolation for OFT
The parameterization-aware view also prompts us
to reconsider whether a single global interpolation
coefficient is too coarse. We observe that OFT
updates are imbalanced across depth, with later
layers often receiving substantially larger rotation
strengths than early layers (see the evidence in
Figure 7 of Appendix F.4); uniform interpolation
rewinds all layers using the same coefficient and
therefore cannot correct this layer-wise imbalance.

To further investigate this, we perform a sim-
ple layer-wise rewinding experiment. Instead of
applying one coefficient to all layers, we rescale
each layer’s generator Qℓ separately while staying
on the OFT manifold. SafeScale uses the empir-
ical average update strength of the first five lay-
ers (for Qwen2.5-7B) as the reference and scales
other layers toward it, while MinScale uses the
weakest-updated layer as the reference. As shown
in Table 5, layer-wise rewinding improves the
target-retention trade-off relative to the final OFT
checkpoint. These results locate SFT overshoot
in both the total update strength and its alloca-
tion across layers. The improvement from this
sweeping-free adjustment indicates that adaptively
choosing rewinding strengths for different layers
is a promising direction for post-hoc trade-off con-
trol. Additional results for OFT and LoRA/MiSS
variants are reported in Appendix F.4,F.5.

5 Concluding Remarks
We introduce PEFT-Arena to evaluate PEFT meth-
ods jointly through target adaptation and general-
capability retention. Parameterizations differ sub-
stantially in how they exchange these two objec-

Variant Target (Math) General (Math) Target (Med) General (Med)
Finetuned 46.93 (+11.63) 44.37 (-2.60) 48.63 (+2.27) 42.40 (-4.57)
Uniform scal. 0.8 46.93 (+11.63) 44.82 (-2.15) 49.17 (+2.81) 45.76 (-1.21)
Uniform scal. 0.4 48.10 (+12.80) 47.53 (+0.56) 48.83 (+2.47) 48.15 (+1.18)
Layer. scal. (Safe) 47.17 (+11.87) 46.69 (-0.28) 50.01 (+3.65) 47.61 (+0.64)
Layer. scal. (Min) 47.83 (+12.53) 46.86 (-0.11) 49.76 (+3.41) 47.79 (+0.82)

Table 5: OFT post-hoc rewinding case study. Layer-
wise generator scaling can recover general ability while
preserving much of the target gain.

tives, with OFT often lying on a favorable frontier
at comparable parameter budgets in the studied set-
tings. The internal analyses provide a coherent em-
pirical interpretation of these differences. Weight-
space profiles reveal how each parameterization
interacts with pretrained spectral structure, while
activation-space diagnostics associate forgetting
with non-isometric distortion of general-evaluation
representations. OFT’s spectrum-preserving or-
thogonal updates produce more structured reten-
tion profiles and lower relational-geometry distor-
tion; PiSSA and full finetuning exhibit stronger
disruption in the analyzed settings. This suggests
that preserving pretrained geometry is a valuable
design principle for balancing stability and plas-
ticity. Interpolation further shows that final SFT
checkpoints can drift past a better target-retention
operating point, and that the path should respect
each method’s update geometry. PEFT methods
should therefore be designed for both the target
ability they acquire and the pretrained geometry
they preserve.
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Limitations

This work studies PEFT methods through the
stability-plasticity trade-off, and its scope suggests
several directions for future work. PEFT-Arena
focuses on two reasoning-oriented target domains,
mathematics and medicine, and evaluates reten-
tion mainly with English general-evaluation suites.
Broader multilingual, dialogue, and safety-oriented
evaluations would further extend the benchmark.

Our method coverage emphasizes weight-
parameterized PEFT methods such as LoRA vari-
ants, OFT, IA3, and related baselines. Prompt-,
prefix-, and adapter-based methods are also im-
portant PEFT families, but their adaptation mecha-
nisms are less directly expressed as explicit weight
perturbations. Extending the same evaluation and
analogous activation-space diagnostics to these
families would make the benchmark more com-
prehensive.

The internal analyses are empirical diagnostics
rather than a complete causal theory of forgetting.
They are strongest for characterizing retention-side
representation changes, while target-domain plas-
ticity, especially for reasoning-heavy tasks, may
require additional task-aligned diagnostics. Simi-
larly, interpolation is used as a pathwise diagnostic
and post-hoc trade-off control, with SFT provid-
ing the clearest target-retention curves and longer
RLVR providing complementary high-k evidence.

Ethical Considerations

This paper presents a benchmark and analysis
framework for understanding PEFT behavior. We
do not introduce new user data, collect human-
subject data, or deploy models in real-world ap-
plications. The experiments use existing public
models and evaluation datasets.

A potential risk is that better understanding of
PEFT trade-offs may support more effective adap-
tation of large language models to specialized do-
mains, including settings where adapted models
could be unreliable or misused. Our work should
therefore be interpreted as an evaluation and anal-
ysis study, not as a deployment recommendation.
In particular, the medical reasoning benchmarks
used in this paper are intended only for controlled
evaluation. Benchmark performance should not be
interpreted as clinical readiness, medical reliability,
or suitability for real-world decision making.

PEFT-Arena measures capability retention, but
it is not a full safety, fairness, toxicity, or bias

evaluation. A method that preserves general ca-
pabilities may still exhibit harmful behavior, biased
outputs, or unsafe responses. We encourage fu-
ture work to combine stability–plasticity evaluation
with broader safety and responsible-AI assessments
when adapting LLMs to downstream domains.

AI assistance. We used AI-assisted tools for lan-
guage polishing, editing suggestions, and drafting
code for internal analysis and plotting. All sci-
entific claims, experiments, results, citations, and
final text were checked and finalized by the au-
thors.
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A Related Work

PEFT methods. Parameter-efficient finetuning
(PEFT) specializes large pretrained models by op-
timizing only a small subset of parameters, sub-
stantially reducing computational overhead while
often achieving performance comparable to full
finetuning (Houlsby et al., 2019; Aghajanyan et al.,
2021; Hu et al., 2022; Edalati et al., 2022; Wang
et al., 2022; Gheini et al., 2021; Zaken et al., 2022;
Guo et al., 2021; Sung et al., 2021; Ansell et al.,
2022; Lester et al., 2021; Li and Liang, 2021; Vu
et al., 2022; He et al., 2021; Mao et al., 2022;
Karimi Mahabadi et al., 2021; Liu et al., 2022a;
Sung et al., 2022; Chen et al., 2023; Jia et al., 2022;
Chen et al., 2022; Zhang et al., 2024; Jie and Deng,
2023; Lian et al., 2022; Luo et al., 2023). Prior
PEFT methods can be broadly grouped into three
categories. (1) Additive weight reparameterization.
A representative approach is Low-Rank Adaptation
(LoRA) (Hu et al., 2022), which freezes pretrained
weights and introduces a learnable low-rank up-
date to enable efficient task adaptation with a small
number of trainable parameters. Subsequent work
extends LoRA along several complementary dimen-
sions. Methods such as AdaLoRA (Zhang et al.,
2023) focus on adaptive rank allocation by dynam-
ically re-allocating rank budgets during training,
and DoRA (Liu et al., 2024a) improves optimiza-
tion by decoupling update magnitude from direc-
tion. Other approaches modify the update struc-
ture: MISS (Kang and Yin, 2026) replaces the
two-factor decomposition with a single expanded
low-rank matrix, and VeRA (Kopiczko et al., 2024)
attains high effective update rank through shared,
frozen random projection matrices modulated by
lightweight trainable scaling vectors. Another line
of work explores initialization strategies informed
by the spectral properties of pretrained weights.
PiSSA (Meng et al., 2024) initializes low-rank fac-
tors using principal singular components, whereas
MiLoRA (Wang et al., 2025) instead targets minor
components by initializing updates on the minor
singular subspace while freezing the principal com-
ponents. (2) Constrained weight updates. Beyond
low-rank additive updates, Orthogonal Finetuning
(OFT) (Qiu et al., 2023; Liu et al., 2024b; Qiu et al.,
2025) constrains the learned transformations to be
orthogonal. By preserving the spectral properties
of the original weight matrices, such constraints
act as an implicit regularizer during adaptation and
provide an alternative form of structured parame-

ter efficiency. (3) Activation- and prompt-based
adaptation. Instead of directly modifying weight
matrices, this line of work introduces auxiliary pa-
rameters to modulate intermediate representations.
For instance, IA3 learns per-channel scaling vectors
that element-wise modulate key activations (Liu
et al., 2022a). Similarly, Prompt Tuning (Liu et al.,
2022b) and Prefix-Tuning (Li and Liang, 2021)
prepend trainable continuous embeddings to the in-
put layer or to hidden states across attention blocks,
respectively. These methods facilitate task spe-
cialization by re-contextualizing frozen represen-
tations, effectively inducing localized shifts in the
activation space.

Continual learning. Continual learning (CL)
aims to incorporate new knowledge while preserv-
ing previously acquired capabilities, thereby miti-
gating catastrophic forgetting (Wang et al., 2024a).
Prior CL approaches are commonly categorized
into data-replay-based methods (Aljundi et al.,
2019; Silver and Mercer, 2002; Tiwari et al., 2022),
which require access to historical training data, and
data-free methods (Wortsman et al., 2022; Lubana
et al., 2022; Chen et al., 2024; Panda et al., 2024),
which avoid replay by relying instead on archi-
tectural constraints or regularization. These data-
free CL methods are relevant to our setting be-
cause they aim to preserve prior capabilities with-
out replaying the original pretraining data. This
paradigm operates directly in parameter space, by-
passing the need for historical data. Standard
approaches employ ℓ2 regularization (Kirkpatrick
et al., 2017) or model merging (Wortsman et al.,
2022; Lubana et al., 2022; Kleiman et al., 2025; Lin
et al., 2024) to anchor finetuned parameters to the
base model, thereby balancing stability and plas-
ticity. For PEFT, O-LoRA (Wang et al., 2023) and
InfLoRA (Liang and Li, 2024) enforce orthogonal-
ity between sequential task-specific subspaces to
mitigate forgetting. However, these methods are de-
signed mainly for sequential continual-learning pro-
tocols, whereas PEFT-Arena studies one-shot post-
training and evaluates retention of pretrained capa-
bilities after a single adaptation run. KeepLoRA
(Luo et al., 2026) constrains updates to the non-
principal subspace of the original weights, protect-
ing the principal components that encode general
capabilities.

Catastrophic forgetting in LLMs. While tra-
ditional CL primarily addresses multi-task sequen-
tial learning, recent focus has shifted toward catas-
trophic forgetting during the post-training of LLMs,
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particularly when finetuning on distributions that
diverge significantly from the pre-training data
(Sanyal et al., 2025; Lin et al., 2026). A prevail-
ing hypothesis identifies the discrepancy between
on-policy and off-policy distributions as a primary
driver of forgetting. To bridge this gap, several data-
centric strategies aim to simulate on-policy learning
via reweighting. FLOW (Sanyal et al., 2025) prior-
itizes simpler samples to stabilize updates, while
TALR (Lin et al., 2026) and EAFT (Diao et al.,
2026) mitigate forgetting by attenuating learning
rates or weights for tokens with high difficulty or
low information entropy. These methods are com-
plementary to our study, focusing at the data, loss,
or optimizer level, while PEFT-Arena focuses on
comparing PEFT parameterizations and analyzing
how their parameter-space and activation-space ge-
ometry lead to different stability-plasticity trade-
offs. Despite the effectiveness of these data-level in-
terventions, a fundamental question remains: how
do these stability-promoting effects manifest in
the model’s underlying parameter space? Emerg-
ing evidence in reinforcement learning suggests
that optimization stability is intrinsically linked to
parameter-space dynamics. Recent studies also
suggest that retention can be linked to parameter-
space dynamics, such as preferentially updating
non-principal weight components (Zhu et al., 2025;
Mukherjee et al., 2025), and that LoRA may re-
tain pretrained knowledge better than full finetun-
ing (Biderman et al., 2024). PEFT-Arena builds
on these observations by evaluating multiple PEFT
families under a unified protocol and by connecting
external trade-offs to internal geometry diagnostics.

Model averaging and interpolation. Task arith-
metic (Ilharco et al., 2023) shows that meaningful
task-specific knowledge is encoded in weight dif-
ferences Wft −Wpre, and that scaling or combining
these “task vectors” enables modular control over
model behavior. Model soups (Wortsman et al.,
2022) average checkpoints for improved robust-
ness. WiSE-FT (Wortsman et al., 2022) interpo-
lates between zero-shot and finetuned weights to
improve robustness under distribution shift while
maintaining target performance. TIES merging (Ya-
dav et al., 2023) resolves sign conflicts across task
vectors. Fisher merging (Matena and Raffel, 2022)
uses second-order information for weighted com-
binations. Orthogonal merging (Yang et al., 2026)
combines task-specific weights on orthogonal man-
ifolds. Functional dual anchors (Shi et al., 2025)
merge task vectors within input-representation

space. These methods primarily combine multi-
ple task-specialized models. Our use of interpo-
lation is related in form but different in purpose.
Rather than proposing a new model-merging tech-
nique, merging multiple task-specialized models,
or targeting distribution-shift robustness, we use in-
terpolation as a pathwise diagnostic for single-task
PEFT. By sweeping the interpolation coefficient α
between the base and finetuned model, we trace ex-
plicit stability-plasticity trade-off curves and diag-
nose when final SFT checkpoints overshoot a better
target-retention operating point. We further empha-
size that the interpolation path should respect the
natural coordinates of each PEFT parameterization.

Spectral analysis of neural networks. The sin-
gular value spectrum of weight matrices has long
been recognized as informative about network be-
havior. Heavy-tail spectral theory connects weight
matrix spectra to generalization (Martin and Ma-
honey, 2021), and recent work in reinforcement
learning has linked stability to preferential updat-
ing of non-principal weight components (Zhu et al.,
2025; Mukherjee et al., 2025). (Biderman et al.,
2024) empirically observes that LoRA retains pre-
trained knowledge better than full finetuning, but
the spectral mechanisms underlying this observa-
tion remain unexplored. (Liu et al., 2021; Qiu et al.,
2023) explicitly link the pretrained knowledge re-
tention to spectrum preservation. Our spectral anal-
ysis specifically targets PEFT updates, decompos-
ing changes into retention and adaptation profiles
and using them as descriptive diagnostics of up-
date geometry. These weight-space diagnostics are
complemented by activation-space analysis, which
measures whether finetuning preserves representa-
tions on general-evaluation data. This offers a sys-
tematic spectral framework that connects internal
geometric properties of PEFT updates to external
stability-plasticity outcomes.

Representation similarity and activation ge-
ometry. Neural representation similarity has been
widely studied using CCA-based metrics, SVCCA,
PWCCA, and CKA (Kornblith et al., 2019; Raghu
et al., 2017; Morcos et al., 2018). CKA compares
centered Gram matrices and is now a standard di-
agnostic for representation similarity (Kornblith
et al., 2019), while recent benchmarking studies
show that orthogonal Procrustes is a strong and
interpretable baseline for comparing neural repre-
sentations (Ding et al., 2021).

This perspective is also relevant to forgetting:
prior work studies catastrophic forgetting through
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hidden representation changes and shows that for-
getting can manifest as representation drift, often
in deeper layers (Ramasesh et al., 2021; Davari
et al., 2022). Continual-learning studies further
argue that reducing representation drift on previ-
ously learned data can mitigate forgetting (Caccia
et al., 2022). Motivated by these works, we analyze
PEFT-induced changes in general-capability activa-
tions. In particular, we distinguish raw movement
from non-isometric distortion: orthogonal trans-
formations preserve inner products, distances, and
angles, so large activation movement is not nec-
essarily destructive. We therefore use Procrustes
residual, pairwise Gram distortion, and CKA to
measure whether finetuning preserves the relational
geometry of pretrained representations.

B Implementation and Evaluation Details

B.1 Model and Training Details

Compute. The core benchmark experiments are
conducted on 8× NVIDIA H100 80GB GPUs, each
by a single run. The total compute varies by model,
method, and training regime; for instance, a typical
LoRA SFT run (Math / Medical training, target
and general evaluation) takes approximately 100
GPU-hours for 7B models and 60 GPU-hours for
3B models. A 200-step RLVR run requires ap-
proximately 200 GPU-hours. Diagnostic analyses
are run offline and do not require additional model
training.

Matched cost check. In a matched Qwen2.5-
7B Code5K SFT comparison (4 epochs, 76 steps,
8× A100-80GB), Full FT, LoRA-r8, and OFT-b32
use 35.16, 20.51, and 18.78 GPU-hours, with peak
sampled allocations of 56.25, 45.84, and 44.64 GiB
per GPU, respectively. These are single-run engi-
neering measurements rather than repeated timing
benchmarks.

SFT. We use an effective batch size of 256, a
maximum response length of 8192 tokens, and train
for 4 epochs. Full fine-tuning uses a learning rate
of 5×10−5, while all PEFT methods use 2×10−4.
We adopt a cosine decay learning-rate scheduler.

RL. We use a rollout batch size of 256, a mini-
batch size of 64 for gradient accumulation, and a
group size of 8. The maximum generation length is
set to 8192 tokens, consistent with SFT and evalua-
tion. Full fine-tuning uses a learning rate of 10−6,
while all PEFT methods use 10−5. Unless oth-
erwise specified, RL experiments are trained for
200 steps. For the longer-training study in subsec-

tion 2.2, we additionally train to 500 steps.

B.2 Evaluation Protocol
We elaborate the evaluation settings for tasks of
different domains below.

Math. Each math problem is evaluated by av-
erage accuracy@16, with a maximum response
length of 8192 tokens (consistent with training)
and temperature T = 0.6.

Medical. We use average accuracy as the pri-
mary metric with temperature T = 0.0.

General. We follow the evaluation configura-
tion in OpenCompass1 with context length 1024,
temperature T = 0.0, and one sample per query.

B.3 Artifacts, Licenses, and Reproducibility
We use publicly available model checkpoints,
PEFT implementations, evaluation datasets, and
benchmark frameworks, and cite their creators
in the main text and related work. We use
these artifacts under their respective licenses and
usage terms. The evaluated models, trainable
parameter counts, PEFT configurations, train-
ing hyperparameters, decoding settings, context
length, and evaluation protocol are described in
this appendix. We provide code and configura-
tions at https://github.com/Sphere-AI-Lab/
PEFT-Arena to support reproducibility, subject to
the licenses and terms of the underlying artifacts.
We do not collect new user data or human-subject
data. For public benchmark datasets, we rely on
their original curation and use them only for con-
trolled research evaluation.

C Expanded Benchmark Results

C.1 Expanded General-Capability
Benchmarks

To test whether the original General axis transfers
beyond IFEval/NQ/BBH, we further evaluate repre-
sentative checkpoints on HumanEval, HellaSwag,
WinoGrande, MMLU(avg), ARC, and GSM8K.
The expanded benchmarks are used as consistency
checks for the General axis rather than as a separate
main benchmark suite. The detailed per-task scores
are reported in Table 10.

1https://github.com/open-compass/opencompass
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(a) Qwen2.5-14B SFT
Method Math Medical

Target General Target General
Base 31.27 54.91 48.51 54.91
Full FT 60.07 36.40 56.19 38.66
LoRA-r8 50.40 37.13 55.25 39.07
OFT-b32 46.77 37.74 57.28 43.73

(b) Qwen2.5-7B Code25K SFT
Method HumanEval+ LiveCodeBench General
Base 67.41 / 87.12 12.21 / 26.88 47.57
Full FT 70.74 / 87.73 14.00 / 28.32 41.70
LoRA-r8 68.90 / 88.96 11.81 / 27.96 42.10
OFT-b32 70.25 / 89.57 13.26 / 28.32 47.22
MiSS-r8 63.46 / 86.50 10.64 / 23.30 34.53
PiSSA-r8 70.05 / 87.73 12.25 / 27.96 42.74

Table 6: Additional model-scale and code-domain SFT results. Code benchmark report pass@1 / pass@16 accuracy.

C.2 Model-Scale and Code-Domain
Extensions

As shown in Table 6, we further extend the
benchmark to Qwen2.5-14B on math and medical
SFT, and to Qwen2.5-7B on a 25K-example code
SFT set drawn from Mixture-of-Thoughts (Hug-
ging Face, 2025). The code models are evalu-
ated on template-aligned HumanEval+ and Live-
CodeBench with 16 samples per problem, while
General follows the same BBH/IFEval/NQ average
used in the main benchmark.

The Code25K extension shows that forgetting is
jointly shaped by the PEFT parameterization and
the target-data distribution. Several methods ex-
hibit milder general degradation than in the math
and medical settings. In particular, PiSSA-r8 re-
tains a General score of 42.74, a 4.83-point de-
crease from the base model, rather than the severe
degradation observed for PiSSA in the main bench-
mark. These results suggest that forgetting is not an
invariant property of a PEFT method, but depends
on how its update geometry interacts with the do-

main, data distribution, and resulting adaptation
strength.

C.3 Additional RLVR Method Coverage
We additionally evaluate MiSS-r8 with Qwen2.5-
7B under the same 200-step RLVR setup. On math,
MiSS-r8 reaches 48.30 target accuracy while retain-
ing the matched-base General score of 46.97. On
medical, it improves target accuracy to 46.96 with
only a 0.31-point General decrease, providing a
competitive target-retention balance under RLVR.

C.4 Expanded Task-Level Scores for the Main
Benchmark

For completeness, we expand each average score
in Table 1 into its constituent task-level accuracies.
Math target averages are computed over Math-500,
AIME24, and AMC23 (Table 7). Medical target
averages are computed over the eleven medical
benchmarks used in the main benchmark (Table 8).
General averages are computed over IFEval (Inst-
level-strict-accuracy), NQ, and the BBH average
(Table 9).

Qwen2.5-7B-base Llama3.2-3B-Instruct
Config Math-500 AIME24 AMC23 Avg. Math-500 AIME24 AMC23 Avg.

SFT/Base 61.30 7.10 37.50 35.30 49.20 9.80 24.40 27.80
SFT/Full FT 79.10 17.50 55.30 50.63 56.40 10.80 34.50 33.90
SFT/OFT-b16 71.30 11.20 44.50 42.33 52.30 6.00 30.00 29.43
SFT/OFT-b32 75.00 14.20 51.60 46.93 53.30 6.20 32.30 30.60
SFT/OFT-b64 74.70 14.60 49.40 46.23 53.30 6.00 28.60 29.30
SFT/OFT-b128 76.70 15.80 50.80 47.77 55.40 5.40 35.90 32.23
SFT/LoRA-r4a8 70.60 9.80 46.60 42.33 43.50 3.80 25.60 24.30
SFT/LoRA-r8a16 71.20 10.00 46.20 42.47 45.40 3.50 23.30 24.07
SFT/LoRA-r16a32 72.70 13.50 48.40 44.87 46.90 2.50 25.50 24.97
SFT/LoRA-r32a64 74.10 12.50 49.50 45.37 49.50 1.50 26.70 25.90
SFT/AdaLoRA-r8a16 68.50 10.00 42.80 40.43 41.40 0.60 20.50 20.83
SFT/PiSSA-r8a16 72.30 12.10 49.20 44.53 1.50 0.00 0.50 0.67
SFT/MiLoRA-r8a16 70.50 11.50 45.80 42.60 43.60 2.50 24.70 23.60
SFT/KeepLoRA-r8 68.00 9.80 43.80 40.53 30.30 2.30 13.00 15.20
SFT/MiSS-r8 71.00 12.10 46.40 43.17 44.00 0.80 25.30 23.37
SFT/MiSS-r64 75.90 13.80 51.10 46.93 52.10 2.70 31.10 28.63
SFT/VeRA-r256 67.70 7.50 43.10 39.43 51.60 9.20 25.60 28.80
SFT/DoRA-r8a16 71.80 10.20 45.00 42.33 44.50 1.50 25.50 23.83
SFT/IA3 61.80 5.80 37.80 35.13 52.20 6.90 30.00 29.70
RLVR/Full FT 76.10 13.90 52.70 47.57 52.80 10.40 26.20 29.80
RLVR/OFT-b32 74.40 16.50 52.80 47.90 51.00 10.00 28.90 29.97
RLVR/LoRA-r8a16 74.80 11.40 54.60 46.93 51.80 8.30 26.40 28.83

Table 7: Detailed math target scores for the checkpoints in Table 1.
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Config GPQA HLE Lancet MMLU-Pro MB-op4 MB-op5 MedMCQA MedQA MedXpert NEJM PubMedQA Avg.
SFT/Qwen/Base 48.72 17.09 57.28 53.42 47.40 39.94 51.49 58.13 12.15 54.89 69.40 46.36
SFT/Llama/Base 37.69 15.82 50.97 44.17 38.96 34.09 46.69 51.92 14.08 47.76 73.70 41.44
SFT/Qwen/Full FT 47.44 12.66 61.65 64.43 59.09 57.79 60.79 70.46 16.77 62.52 76.30 53.63
SFT/Llama/Full FT 36.92 10.76 53.64 45.41 49.03 45.13 51.45 59.54 14.01 52.24 68.70 44.26
SFT/Qwen/OFT-b16 37.69 13.29 54.37 54.98 52.27 39.94 54.20 60.17 12.97 55.72 72.30 46.17
SFT/Llama/OFT-b16 31.03 13.29 46.60 39.54 44.16 35.39 46.98 52.08 13.11 46.10 63.10 39.22
SFT/Qwen/OFT-b32 42.56 13.92 57.77 57.98 51.62 46.10 55.20 63.47 15.04 57.71 73.50 48.63
SFT/Llama/OFT-b32 31.79 10.13 47.09 39.41 44.16 37.01 46.40 52.47 12.15 46.43 67.50 39.50
SFT/Qwen/OFT-b64 40.51 8.86 59.71 61.11 55.52 46.43 56.06 67.01 16.22 59.20 73.50 49.47
SFT/Llama/OFT-b64 31.03 9.49 45.63 41.30 46.75 38.64 47.50 54.99 12.56 50.25 67.20 40.77
SFT/Qwen/OFT-b128 41.54 17.09 61.89 63.39 59.42 53.57 58.95 67.79 15.80 61.03 73.60 52.40
SFT/Llama/OFT-b128 35.38 8.86 48.79 43.13 45.45 43.18 49.18 56.17 12.42 49.92 68.20 42.17
SFT/Qwen/LoRA-r4a8 37.18 13.92 59.95 57.00 48.70 44.16 53.62 62.84 14.15 55.56 71.20 47.12
SFT/Llama/LoRA-r4a8 27.18 12.03 42.23 38.44 37.99 37.66 44.01 50.43 11.94 41.63 62.60 36.92
SFT/Qwen/LoRA-r8a16 42.56 14.56 57.77 57.26 50.32 46.75 54.58 62.22 13.87 55.39 71.70 47.91
SFT/Llama/LoRA-r8a16 29.74 12.03 46.12 40.52 39.61 34.74 45.49 51.61 12.77 42.62 66.50 38.34
SFT/Qwen/LoRA-r16a32 38.21 10.76 55.10 61.11 52.60 44.81 54.08 63.86 14.35 59.70 71.90 47.86
SFT/Llama/LoRA-r16a32 33.85 15.19 44.90 38.76 42.21 39.61 44.23 49.18 12.97 44.28 66.10 39.21
SFT/Qwen/LoRA-r32a64 40.77 11.39 55.34 60.52 58.77 47.08 55.25 64.89 16.70 59.54 74.00 49.48
SFT/Llama/LoRA-r32a64 25.38 12.66 50.24 38.96 45.78 37.99 46.12 50.04 11.94 48.09 65.40 39.33
SFT/Qwen/AdaLoRA-r8a16 37.95 13.92 54.37 54.40 44.81 41.88 52.47 60.96 14.29 54.23 68.20 45.22
SFT/Llama/AdaLoRA-r8a16 34.36 10.13 41.75 37.98 43.18 34.09 44.85 48.86 10.21 41.96 60.80 37.11
SFT/Qwen/PiSSA-r8a16 29.23 17.09 28.88 22.21 27.27 21.43 34.21 30.56 10.01 24.05 46.10 26.16
SFT/Llama/PiSSA-r8a16 20.00 16.46 25.24 16.03 25.32 19.81 26.03 25.53 10.56 21.89 26.00 21.17
SFT/Qwen/MiLoRA-r8a16 42.82 9.49 56.31 58.63 49.03 40.26 52.76 62.53 14.08 59.04 70.20 46.83
SFT/Llama/MiLoRA-r8a16 27.18 13.92 45.39 37.52 38.64 36.04 44.47 50.04 11.73 41.46 67.60 37.64
SFT/Qwen/KeepLoRA-r8 42.05 12.03 57.04 53.55 44.48 39.61 51.40 60.33 13.60 55.22 72.30 45.60
SFT/Llama/KeepLoRA-r8 37.18 18.99 48.06 39.67 44.16 40.58 47.33 54.52 11.80 43.62 67.90 41.26
SFT/Qwen/MiSS-r8 35.90 14.56 61.89 59.61 49.35 47.40 56.61 65.51 16.29 58.04 71.10 48.75
SFT/Llama/MiSS-r8 32.31 16.46 47.09 40.26 43.51 39.61 45.71 50.98 10.84 47.93 67.10 40.16
SFT/Qwen/MiSS-r64 45.90 12.66 58.74 62.08 57.79 53.25 58.69 67.95 17.12 61.19 75.50 51.90
SFT/Llama/MiSS-r64 39.49 9.49 46.60 39.80 44.81 45.78 50.18 54.99 13.39 48.59 68.40 41.96
SFT/Qwen/VeRA-r256 34.10 15.19 38.83 34.40 24.03 19.81 35.38 30.95 11.66 38.47 30.70 28.50
SFT/Llama/VeRA-r256 34.36 14.56 48.79 45.08 41.56 35.71 47.38 50.51 12.15 46.93 70.50 40.68
SFT/Qwen/DoRA-r8a16 38.46 14.56 58.01 56.87 56.49 43.18 53.45 64.96 13.25 58.54 70.70 48.04
SFT/Llama/DoRA-r8a16 26.67 14.56 43.20 38.63 40.91 38.96 45.16 49.02 11.87 44.61 67.20 38.25
SFT/Qwen/IA3 26.41 11.39 37.62 24.36 30.52 27.92 36.60 35.82 11.25 31.67 57.30 30.08
SFT/Llama/IA3 42.05 18.99 48.79 40.91 42.53 34.74 46.59 52.40 12.63 45.94 44.90 39.13
RLVR/Qwen/Full FT 39.23 13.92 53.40 58.63 48.38 45.45 52.00 58.05 15.32 50.08 73.50 46.24
RLVR/Llama/Full FT 42.31 14.56 50.73 50.23 48.70 45.45 53.93 58.60 13.18 51.74 75.20 45.88
RLVR/Qwen/OFT-b32 41.28 17.72 56.55 56.81 47.40 43.51 52.43 61.04 14.15 52.24 71.60 46.79
RLVR/Llama/OFT-b32 38.46 15.19 53.16 49.90 45.78 40.91 51.11 59.47 13.32 53.23 74.40 44.99
RLVR/Qwen/LoRA-r8a16 50.00 14.56 53.88 59.09 46.75 34.42 54.55 61.27 15.11 56.05 72.20 47.08
RLVR/Llama/LoRA-r8a16 47.69 12.66 50.97 46.78 48.38 45.13 50.44 60.33 13.53 49.92 68.90 44.97

Table 8: Detailed medical target scores for the checkpoints in Table 1.
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Qwen2.5-7B-base Llama3.2-3B-Instruct
Config Adapt. IFEval NQ BBH Avg. IFEval NQ BBH Avg.
SFT/Base Math 45.32 26.40 69.18 46.97 77.58 31.75 49.75 53.03
SFT/Base Med 45.32 26.40 69.18 46.97 79.26 31.75 59.28 56.76
SFT/Full FT Math 36.69 2.13 63.85 34.22 66.79 30.17 22.52 39.83
SFT/Full FT Med 36.33 0.86 66.04 34.41 46.40 12.80 18.88 26.03
SFT/OFT-b16 Math 41.25 18.17 68.34 42.58 67.75 26.59 28.91 41.08
SFT/OFT-b16 Med 41.25 25.43 68.58 45.09 69.78 29.00 24.12 40.97
SFT/OFT-b32 Math 41.13 24.74 67.10 44.37 66.67 26.32 29.19 40.73
SFT/OFT-b32 Med 40.53 18.01 68.65 42.40 69.30 28.48 23.72 40.50
SFT/OFT-b64 Math 38.97 2.80 66.15 35.97 66.55 26.76 25.93 39.75
SFT/OFT-b64 Med 38.61 9.64 69.08 39.11 65.23 28.45 19.43 37.70
SFT/OFT-b128 Math 37.53 7.81 65.58 36.98 63.31 24.90 20.57 36.26
SFT/OFT-b128 Med 37.77 3.60 69.28 36.88 56.47 27.31 18.98 34.26
SFT/LoRA-r4a8 Math 38.13 19.39 67.47 41.66 58.39 27.15 21.84 35.79
SFT/LoRA-r4a8 Med 35.13 6.40 67.73 36.42 52.76 21.63 21.13 31.84
SFT/LoRA-r8a16 Math 34.53 16.70 66.43 39.22 63.07 26.62 20.02 36.57
SFT/LoRA-r8a16 Med 35.01 5.90 68.57 36.06 48.32 16.59 19.06 27.99
SFT/LoRA-r16a32 Math 34.41 3.80 66.52 34.91 61.63 27.65 23.37 37.55
SFT/LoRA-r16a32 Med 33.33 3.68 67.55 34.86 48.44 20.03 19.06 29.18
SFT/LoRA-r32a64 Math 35.01 13.80 65.81 38.21 62.35 26.79 22.46 37.20
SFT/LoRA-r32a64 Med 35.25 3.68 67.57 35.50 50.12 20.80 21.14 30.69
SFT/AdaLoRA-r8a16 Math 32.61 6.65 66.98 35.41 56.35 25.79 21.45 34.53
SFT/AdaLoRA-r8a16 Med 32.97 11.16 67.88 37.34 60.43 26.98 21.46 36.29
SFT/PiSSA-r8a16 Math 33.57 6.87 33.88 24.78 24.70 1.52 3.01 9.74
SFT/PiSSA-r8a16 Med 30.10 4.24 19.82 18.05 19.18 3.85 15.73 12.92
SFT/MiLoRA-r8a16 Math 37.65 7.59 67.62 37.62 61.99 25.62 19.14 35.59
SFT/MiLoRA-r8a16 Med 34.17 5.24 68.22 35.88 48.32 18.75 20.61 29.23
SFT/KeepLoRA-r8 Math 41.73 20.30 69.22 43.75 68.11 27.56 26.54 40.74
SFT/KeepLoRA-r8 Med 45.32 26.68 69.27 47.09 67.63 28.98 21.95 39.52
SFT/MiSS-r8 Math 39.45 14.60 63.30 39.12 58.75 20.36 22.68 33.93
SFT/MiSS-r8 Med 36.45 3.96 62.87 34.43 49.04 23.60 22.48 31.71
SFT/MiSS-r64 Math 35.85 2.74 59.72 32.77 60.91 20.69 23.28 34.96
SFT/MiSS-r64 Med 35.37 0.69 62.08 32.72 39.81 8.37 20.17 22.78
SFT/VeRA-r256 Math 46.04 27.12 68.59 47.25 72.66 31.80 34.85 46.79
SFT/VeRA-r256 Med 45.92 25.79 69.31 47.01 72.18 31.66 42.98 48.94
SFT/DoRA-r8a16 Math 36.81 17.56 66.36 40.25 60.55 26.70 19.70 35.65
SFT/DoRA-r8a16 Med 34.05 6.54 67.58 36.06 47.00 17.87 17.73 27.53
SFT/IA3 Math 43.17 23.49 67.46 44.71 70.14 29.53 37.49 45.72
SFT/IA3 Med 48.44 27.15 69.16 48.25 72.30 29.97 34.73 45.67
RLVR/Full FT Math 50.00 25.84 70.20 48.68 76.50 31.02 49.08 52.20
RLVR/Full FT Med 42.69 17.45 69.51 43.22 76.98 31.02 47.44 51.81
RLVR/OFT-b32 Math 49.64 27.51 69.55 48.90 74.94 28.50 46.68 50.04
RLVR/OFT-b32 Med 46.40 26.48 68.84 47.24 76.50 30.58 49.85 52.31
RLVR/LoRA-r8a16 Math 48.44 26.95 69.40 48.27 77.10 31.36 48.06 52.17
RLVR/LoRA-r8a16 Med 48.44 11.08 68.88 42.80 76.98 31.72 51.91 53.53

Table 9: Detailed general-benchmark scores for the checkpoints in Table 1.
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Method HumanE. Hella. Wino. MMLU ARC GSM8K Avg.

A: Llama, RL-Math
Full FT 58.54 64.40 56.99 62.38 76.95 79.15 66.40
OFT-b32 59.76 64.75 53.91 62.07 75.59 78.47 65.76
LoRA-r8 59.76 64.17 55.72 62.25 77.63 77.71 66.21
B: Llama, SFT-Math
Full FT 54.88 63.77 12.71 59.83 41.69 71.80 50.78
OFT-b16 55.49 60.97 22.89 59.78 65.76 75.82 56.79
OFT-b128 54.88 60.05 15.47 57.99 50.17 70.28 51.47
LoRA-r4 54.88 63.18 11.60 56.82 41.02 72.48 50.00
LoRA-r8 48.78 63.54 12.23 58.41 39.66 73.54 49.36
LoRA-r16 35.98 60.09 12.31 58.37 40.34 71.34 46.41
LoRA-r32 40.85 60.71 14.84 58.87 39.32 69.98 47.43
AdaLoRA-r8 54.88 62.30 13.34 58.66 41.02 62.32 48.75
PiSSA-r8 0.00 24.79 4.89 25.18 12.54 1.97 11.56
MiSS-r8 49.39 57.06 24.63 57.76 47.46 69.75 51.01
MiSS-r64 39.02 53.67 23.91 55.65 41.36 69.90 47.25
VeRA-r256 56.10 62.08 57.54 62.24 71.86 77.48 64.55
DoRA-r8 39.63 63.03 13.26 57.97 39.32 71.65 47.48
IA3 54.27 57.74 54.85 61.45 69.49 76.19 62.33
C: Llama, SFT-Med
Full FT 48.78 57.33 17.13 58.76 40.34 72.71 49.18
OFT-b16 51.83 61.49 13.89 58.36 60.68 76.35 53.77
OFT-b32 51.83 60.04 15.15 58.13 55.59 74.75 52.58
OFT-b64 45.12 58.98 14.21 59.13 52.20 74.75 50.73
OFT-b128 41.46 56.96 14.52 59.15 41.69 74.22 48.00
LoRA-r4 52.44 58.68 14.52 58.22 45.76 74.15 50.63
LoRA-r8 27.44 59.24 15.63 59.13 49.15 73.62 47.37
LoRA-r16 22.56 57.90 17.68 58.31 39.66 73.77 44.98
AdaLoRA-r8 51.22 59.04 13.26 56.90 46.10 74.98 50.25
MiSS-r8 47.56 60.22 16.10 56.20 44.41 71.27 49.29
MiSS-r64 41.46 53.42 18.47 53.87 32.54 66.34 44.35
DoRA-r8 33.54 59.60 14.84 58.52 49.49 74.60 48.43
IA3 53.05 60.52 56.83 61.28 65.42 75.13 62.04
D: Qwen, RL-Math
Full FT 76.83 84.88 61.01 52.89 29.32 83.44 64.73
OFT-b32 74.39 84.97 62.35 59.13 35.09 81.50 66.24
LoRA-r8 76.83 85.15 62.04 61.92 35.93 83.02 67.48
F: Qwen, SFT-Math
Full FT 71.34 76.59 60.22 29.68 33.90 75.13 57.81
OFT-b16 70.73 82.14 60.54 30.93 37.63 83.32 60.88
OFT-b32 75.00 78.98 59.35 28.88 35.25 82.41 59.98
OFT-b64 75.61 82.27 61.80 29.11 34.58 81.65 60.84
OFT-b128 75.00 73.64 61.40 29.41 29.15 80.67 58.21
LoRA-r4 75.61 69.79 61.64 29.24 33.56 65.73 55.93
AdaLoRA-r8 75.00 64.20 60.54 29.39 34.92 57.24 53.55
PiSSA-r8 0.61 24.89 46.65 23.28 45.42 16.30 26.19
VeRA-r256 74.39 83.67 63.61 50.29 32.88 84.84 64.95
DoRA-r8 76.22 76.63 61.80 29.52 33.56 75.44 58.86
G: Qwen, SFT-Med
Full FT 77.44 72.91 66.54 28.96 32.54 75.44 58.97
OFT-b32 77.44 70.61 65.59 28.67 32.88 85.06 60.04
OFT-b64 78.05 74.08 65.04 27.86 26.78 85.82 59.61
LoRA-r4 78.05 55.91 64.48 27.47 31.19 84.99 57.02
LoRA-r16 65.24 58.72 63.69 27.55 34.24 85.75 55.87
LoRA-r32 65.24 62.70 60.85 27.32 33.90 85.97 56.00
MiLoRA-r8 78.05 59.62 64.01 27.41 31.86 82.79 57.29
MiSS-r8 65.24 61.31 61.40 28.50 25.42 79.83 53.62
MiSS-r64 72.56 60.94 56.27 32.03 39.32 77.71 56.47
PiSSA-r8 17.68 24.91 45.94 9.54 50.17 39.58 31.30
VeRA-r256 71.95 83.37 61.17 57.85 33.90 80.59 64.81

Table 10: Expanded general-capability raw results on additional benchmarks. We report HumanEval, HellaSwag,
WinoGrande, MMLU(avg), ARC, and GSM8K for the same settings used in the main benchmark.
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C.5 Forgetting Metrics and Aggregation
Sensitivity

The General score measures net average perfor-
mance, but gains on some examples or tasks can
offset regressions on others. To characterize forget-
ting more comprehensively and verify that the main
conclusions are stable to the aggregation choice,
we compare three complementary definitions. Let
Bj and Aj denote base and adapted accuracy on
general task j, and let nj be its number of scored
examples. Our task-macro zero-clipped forgetting
is

Ftask =
1

J

J∑

j=1

max(0, Bj −Aj),

which gives equal weight to each task and measures
net task-level degradation. A sample-weighted vari-
ant instead computes

Fweighted =
J∑

j=1

nj∑
k nk

max(0, Bj −Aj).

Finally, per-example forgetting directly counts
base-correct-to-adapted-incorrect regressions and
macro-averages them across tasks:

Fex =
1

J

J∑

j=1

1

nj

nj∑

i=1

1
[
cbaseij = 1 ∧ cftij = 0

]
.

Thus, the first two metrics capture net degradation
at different task weightings, whereas Fex captures
individual regression events even when they are
offset by improvements on other examples.

The resulting method comparisons are sta-
ble across these views. Across all eight back-
bone/regime/domain cells, the within-cell rank-
ing of Fweighted has median Spearman correlation
0.998 with Ftask (range 0.932-1.000). For the four
SFT cells, where all methods are available, the me-
dian correlation between Fex and Ftask is 0.993
(range 0.986-1.000), and the ordering of Full FT,
LoRA-r8, and OFT-b32 is unchanged in every cell.
Across all eight cells, the median remains 0.993;
the lower agreements in two three-method RLVR
cells reflect ties or near-ties under task-level aggre-
gation. At least one OFT configuration remains
on the target-forgetting Pareto frontier in all eight
cells under Fex.

The conclusion is also broadly stable when one
general dataset is removed. Excluding IFEval, NQ,
or BBH gives median within-cell Spearman corre-
lations of 0.998, 0.926, and 0.972 with Ftask, re-
spectively, while an OFT configuration remains on

the frontier in 8/8, 7/8, and 6/8 cells. Using relative
rather than absolute task-wise drops gives a median
correlation of 0.999 with the primary definition.

As shown in Table 11, all three definitions sup-
port the same qualitative comparison among these
representative methods: PiSSA-r8 exhibits the
most forgetting, MiSS-r8 remains broadly compa-
rable to LoRA-r8 and Full FT, and OFT-b32 gives
the lowest forgetting in all four SFT cells. The
consistency across net task degradation, sample
weighting, and individual regression events indi-
cates that the observed retention patterns are not an
artifact of one particular aggregation rule.

D Additional Weight-Space Geometry
Results

D.1 Full Spectral Profiles and Retention
Smoothness

To complement the qualitative fluctuation descrip-
tion in section 3, we quantify how the retention-side
fluctuation score correlates with actual retention
performance across the main-results checkpoints.
For a profile s(i) and its local moving average s̄(i),
we define

Fluc(s) =
1

n

n∑

i=1

|s(i)− s̄(i)| . (6)

The retention-side fluctuation score is the mean
absolute deviation of the diagonal-projection re-
tention spectrum from this local moving average;
larger values indicate a spikier, less smooth re-
tention profile. In our implementation, we use a
moving-average window of size w = 5 (equiva-
lently, radius r = 2), apply reflect padding at the
two boundaries before computing the 1D moving
average, and set the score to zero when the spec-
trum length is shorter than the window. Table 12
shows that larger retention fluctuation is signifi-
cantly associated with lower general performance
and more forgetting. The correlation is computed
on the full set of matched checkpoints and the SFT
subset.
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Qwen2.5-7B Llama3.2-3B-Instruct
Math Medical Math Medical

Method Ftask Fweighted Fex Ftask Fweighted Fex Ftask Fweighted Fex Ftask Fweighted Fex

Full FT 12.74 11.82 19.54 12.56 10.97 19.15 13.20 17.52 19.54 30.73 32.75 35.23
LoRA-r8 7.75 5.65 15.40 10.47 7.90 17.09 16.46 20.46 22.31 28.77 31.25 33.40
OFT-b32 2.65 2.10 10.99 4.57 3.45 13.11 12.30 14.84 18.87 16.26 22.97 21.38
PiSSA-r8 22.19 28.31 28.23 28.92 37.80 34.82 43.28 41.76 45.77 43.84 39.65 47.28
MiSS-r8 7.85 7.83 15.87 12.54 11.82 19.11 19.09 21.27 24.59 25.06 26.86 30.15

Table 11: Forgetting sensitivity for representative SFT methods. All values are percentage points; lower is better.

General score Forgetting
Subset n Spearman ρ p-value Spearman ρ p-value
All checkpoints 88 -0.622 9.3× 10−10 0.557 9.8× 10−8

SFT only 76 -0.413 5.2× 10−4 0.329 6.6× 10−3

Table 12: Spearman correlation between retention-side fluctuation and retention metrics. Larger fluctuation is
associated with lower retained general ability and more forgetting.
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Figure 5: Additional weight-space profiles for SFT. We visualize diagonal-projection changes on the pretrained
singular basis (retention profile) and projected update energy over pretrained directions (adaptation profile).

D.2 OFT Singular-Vector Alignment

OFT requires a parameterization-aware interpre-
tation because its effective update is an orthogo-
nal transformation rather than a generic additive
perturbation. The main text therefore focuses on
the two shared spectral profiles and the capability-

conditioned drift metric. For completeness, we
include an OFT-specific singular-vector alignment
diagnostic here.

Let W0 = U0Σ0V
⊤
0 . Under an ideal right-

multiplicative OFT rotation,

W ∗ = W0R = U0Σ0V
⊤
0 R, R⊤R = I.
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Figure 6: Additional OFT geometry diagnostic us-
ing singular vector alignment (SVA). OFT primarily
changes singular-vector orientation while preserving
singular values.

The singular values are preserved, while the right
singular vectors rotate. We therefore compare the
cosine similarity between corresponding pretrained
and rotated singular vectors to measure the rotation
intensity induced by OFT. This diagnostic is not
used as the main evidence in the paper; instead,
it supports the interpretation that OFT can move
the model through orientation changes without the
same singular-value distortion induced by additive
perturbations.

D.3 Capability-Conditioned Drift
The retention and adaptation profiles in subsec-
tion 3.1 describe an update in the pretrained sin-
gular basis, but they are not conditioned on which
directions are actually used by a capability distri-
bution. Capability-conditioned spectral drift (CSD)
adds this data dependence. For a selected mod-
ule, we collect the pretrained-model input activa-
tions h on a dataset D, then measure the output
displacement induced by the effective weight up-
date ∆W = W ∗ −W0.

In our implementation, the selected module is
layer 18 mlp.down_proj.weight. For each check-
point, W ∗ is the effective finetuned weight: full-
finetuned checkpoints are read directly, while PEFT
adapters are merged into the base weight before ex-
tracting W ∗. We use 161 general examples from
IFEval/NQ/BBH for DG, and 165–170 examples
from the corresponding math or medical target do-
main for DT . Activations are always collected
from the pretrained model so that all methods are
compared on the same capability-conditioned input
distribution. The tables below report the SFT-only
subset of the available CSD results.

For a dataset D, absolute CSD is defined as

CSDabs(D) = Eh∼D

[
∥∆Wh∥22

]
.

This quantity is a capability-conditioned projec-
tion of the update profile: if h =

∑
i aivi in

Metric External metric Pearson Spearman
CSDG,rel Forgetting 0.347 0.317
CSDG,un Forgetting 0.481 0.603
CSDT,rel Target gain -0.164 0.107
CSDT,un Target gain -0.358 -0.615
Ratiorel Forgetting -0.188 -0.241

Table 13: CSD correlations over the SFT-
only subset (n = 67 checkpoints) at layer18
mlp.down_proj.weight. General CSD is positively
associated with forgetting, while target CSD does not
provide a monotonic explanation of target gain.

Family n CSDG,rel CSDT,rel Ratio Forget
Full FT 4 1.16×10−3 1.06×10−3 1.077 17.31
LoRA 16 1.21×10−3 1.21×10−3 1.042 15.70
OFT 15 7.82×10−3 7.64×10−3 1.018 11.20
PiSSA 4 8.94×10−2 8.37×10−2 1.102 34.56
MiLoRA 4 7.17×10−4 6.46×10−4 1.288 16.35
MiSS 8 1.93×10−2 1.88×10−2 1.019 18.13

Table 14: Method-family CSD summary on the SFT-
only subset. OFT has larger raw relative CSD than
LoRA/Full FT because an orthogonal rotation can in-
duce substantial Euclidean output movement, but its
general-to-target ratio remains close to one and lower
than Full FT, LoRA, PiSSA, and MiLoRA. PiSSA is the
clearest outlier in both general CSD and forgetting.

the pretrained right singular basis, then ∆Wh =∑
i ai∆Wvi. Thus, directions that are both

strongly updated and frequently activated by D
contribute more to CSD. We also report a relative
version that controls for the scale of the pretrained
module output,

CSDrel(D) =
Eh∼D

[
∥∆Wh∥22

]

Eh∼D

[
∥W0h∥22

]
+ ϵ

,

and an update-normalized version that partially
controls for raw update magnitude,

CSDun(D) =
Eh∼D

[
∥∆Wh∥22

]

(∥∆W∥2F + ϵ)(Eh∼D

[
∥h∥22

]
+ ϵ)

.

We compute these quantities for the general dis-
tribution DG and the target distribution DT , and
summarize both CSDG and the general-to-target
ratio CSDG/(CSDT + ϵ). The ratio is intended to
describe whether a given update perturbs general-
capability activations disproportionately relative to
target-domain activations. As with the spectral pro-
files, CSD is an empirical diagnostic rather than a
causal proof.

Interpretation. The CSD results complement
the weight-space profiles in two ways. First,
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general-distribution CSD is a useful retention-side
diagnostic: CSDG,rel is positively correlated with
forgetting, and the update-normalized version re-
mains positively correlated in rank order. This
is consistent with the view that perturbing direc-
tions activated by general-evaluation data is associ-
ated with retention loss. Second, target-distribution
CSD should not be used as a proxy for target gain;
the correlation with target gain is weak or negative,
consistent with the view that reasoning-heavy tar-
get improvements depend on task-aligned compu-
tation rather than update magnitude alone. Finally,
raw CSD must be interpreted with the PEFT param-
eterization in mind. In particular, OFT can have
higher Euclidean drift because orthogonal rotations
move vectors, motivating the activation-geometry
diagnostics used in the main text.

E Additional Activation-Space Geometry
Results

E.1 Metric Definitions
The main text focuses on Procrustes residual, CKA,
and pairwise Gram distortion. Secondary diagnos-
tics such as raw residual, angular drift, norm drift,
and Procrustes improvement are used as controls to
separate pointwise movement from non-isometric
representation distortion.

For centered activations X0 and X1, Procrustes
residual is

dproc =
minR⊤R=I ∥X1R−X0∥F

∥X0∥F + ϵ
.

Linear CKA is computed from centered activations:

CKA(X0, X1) =
∥X⊤

0 X1∥2F
∥X⊤

0 X0∥F ∥X⊤
1 X1∥F + ϵ

.

For row-normalized token activations Z0 and Z1,
pairwise Gram distortion is

dgram =
∥Z1Z

⊤
1 − Z0Z

⊤
0 ∥F

∥Z0Z⊤
0 ∥F + ϵ

.

E.2 Coverage and Experimental Setup
We run the activation-geometry analysis on the SFT
subset of the main-table checkpoints for Qwen2.5-
7B and Llama3.2-3B-Instruct. For each checkpoint,
we compare base and finetuned full-forward mod-
ule outputs on general data (IFEval/NQ/BBH) and
the corresponding target-domain data. We use eight
module locations: layer 9 and layer 18, each with
q_proj, k_proj, v_proj, and mlp.down_proj. In

Checkpoint subset n Spearman ρ p-value
All checkpoints 28 0.858 1.03×10−8

Excluding OFT 21 0.790 2.08×10−5

Excluding PiSSA 24 0.789 7.84×10−6

Excluding OFT and PiSSA 17 0.647 0.005

Table 15: Checkpoint-level correlation between general-
data Procrustes residual and forgetting after averaging
over eight layer/module locations. For all checkpoints,
the bootstrap 95% confidence interval is [0.642, 0.948].

OFT path point Target Gain kept Forget Proc. CKA
Endpoint (α = 1.0) 44.10 100.0% 4.04 0.143 0.979
Rewound (α = 0.4) 39.33 82.7% 0.08 0.092 0.992

Table 16: Within-OFT path comparison using Qα =√
αQ. Target is the mean math accuracy; forgetting

is the macro zero-clipped drop over BBH, IFEval, and
NQ.

total, the compiled tables use 20 SFT checkpoints
and 160 general-distribution rows for the correla-
tion analysis.

E.3 Checkpoint-Level Robustness and
Within-OFT Comparison

The row-level analysis describes variation across
layer/module locations, but locations from the same
checkpoint share one external forgetting score. We
therefore additionally average each activation met-
ric over the eight locations and treat checkpoints
as the statistical units. This analysis includes 28
checkpoints (20 SFT and 8 RLVR). As shown in
Table 15, the association between general-data Pro-
crustes residual and forgetting remains strong after
checkpoint aggregation and remains positive when
OFT, PiSSA, or both families are excluded.

We also compare points along the
parameterization-aware path of one Qwen2.5-7B
math-SFT OFT-b32 adapter. Scaling its Cayley
generator changes the update strength without
changing the PEFT family. Relative to the
endpoint, α = 0.4 retains 82.7% of the target gain
while reducing both forgetting and non-isometric
distortion and increasing CKA (Table 16). This
within-family co-movement complements the
cross-method correlations, while remaining
an associative diagnostic rather than a causal
identification of forgetting.

E.4 Layer/Module Method-Family
Summaries

The full results of activation geometry method-
family averages are shown in Table 17. These met-
rics are primarily retention-side diagnostics. They
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Layer Module Method Proc. ↓ Gram ↓ CKA ↑ Forget ↓
9 self_attn.q_proj Full FT 0.1694 0.0285 0.9650 17.31

LoRA 0.1739 0.0247 0.9651 15.97
OFT 0.1143 0.0141 0.9846 7.81
MiLoRA 0.1718 0.0244 0.9647 16.35
PiSSA 0.6251 0.1369 0.5237 34.56

9 self_attn.k_proj Full FT 0.1819 0.0400 0.9713 17.31
LoRA 0.1818 0.0365 0.9739 15.97
OFT 0.1183 0.0265 0.9898 7.81
MiLoRA 0.1749 0.0357 0.9782 16.35
PiSSA 0.6653 0.2167 0.6088 34.56

9 self_attn.v_proj Full FT 0.1947 0.1946 0.9308 17.31
LoRA 0.2029 0.2352 0.9212 15.97
OFT 0.1384 0.1405 0.9663 7.81
MiLoRA 0.2015 0.2394 0.9257 16.35
PiSSA 0.6490 1.3701 0.3692 34.56

9 mlp.down_proj Full FT 0.1174 0.2111 0.8984 17.31
LoRA 0.1214 0.2193 0.9021 15.97
OFT 0.0743 0.1507 0.9641 7.81
MiLoRA 0.1169 0.2188 0.9146 16.35
PiSSA 0.4519 1.5975 0.5178 34.56

18 self_attn.q_proj Full FT 0.1899 0.0157 0.9507 17.31
LoRA 0.1950 0.0161 0.9554 15.97
OFT 0.1448 0.0108 0.9798 7.81
MiLoRA 0.1899 0.0162 0.9599 16.35
PiSSA 0.5206 0.0656 0.6270 34.56

18 self_attn.k_proj Full FT 0.2014 0.0494 0.9661 17.31
LoRA 0.2054 0.0415 0.9703 15.97
OFT 0.1596 0.0264 0.9829 7.81
MiLoRA 0.2043 0.0371 0.9735 16.35
PiSSA 0.5701 0.1689 0.6970 34.56

18 self_attn.v_proj Full FT 0.2108 0.2122 0.9128 17.31
LoRA 0.2230 0.2385 0.9087 15.97
OFT 0.1718 0.1689 0.9507 7.81
MiLoRA 0.2108 0.2455 0.9231 16.35
PiSSA 0.5357 0.7521 0.5219 34.56

18 mlp.down_proj Full FT 0.1640 0.2500 0.8654 17.31
LoRA 0.1808 0.2430 0.8564 15.97
OFT 0.1279 0.1906 0.9340 7.81
MiLoRA 0.1635 0.2476 0.8651 16.35
PiSSA 0.4376 0.8655 0.4402 34.56

Table 17: Activation-geometry method-family averages
on general-evaluation data across tested layer/module
locations for SFT checkpoints. The main text reports
a representative slice; this table shows that OFT con-
sistently has lower non-isometric distortion and higher
CKA than additive baselines, while PiSSA remains the
strongest distortion outlier.

do not show a simple monotonic relationship with
target-domain gain, likely because reasoning-heavy
target improvements depend on task-aligned com-
putation and answer margins rather than represen-
tation movement magnitude alone.

F Interpolation and Rewinding
Follow-ups

F.1 Interpolation Setup
This appendix provides implementation details and
additional results for the interpolation analyses in
section 4.

Additive-update PEFT (e.g., LoRA,
AdaLoRA, MiSS). For PEFT methods with
an additive parameterization,

W ∗ = W0 +∆W, W (α) = W0 + α∆W.

Interpolation is implemented by scaling the learned
update ∆W . For LoRA, ∆W = sBA (with
method-dependent scale s, e.g., s = αLoRA

r ). A
simple implementation is to scale both factors,

∆W (α) = s (
√
αB)(

√
αA) = α sBA,

which preserves the product structure and avoids
excessively scaling a single factor.

OFT: interpolating rotation by scaling the
generator. Using the Cayley parameterization, the
rotation is hence parameterized by

R(Q) = (I +Q)(I −Q)−1,

where Q is the skew-symmetric generator. We
interpolate OFT by scaling its generator,

R(α) ≜ R(
√
αQ),

R(
√
αQ) = (I +

√
αQ)(I −√

αQ)−1.

Here α denotes the coefficient applied to rotation
strength rather than directly to the generator norm.
For small angles, the rotation angle θ satisfies
∥Q∥ ≈ tan(θ/2) ≈ θ/2, hence θ is approximately
linear in ∥Q∥. Following prior geometric diagnos-
tics, we define the layer-wise rotation strength

ρℓ ≜ 1− cos(θℓ).

Using cos θ ≈ 1 − θ2/2 gives ρℓ ≈ θ2ℓ/2, and
therefore ρℓ ∝ ∥Q∥2. Consequently, to scale the
rotation strength by a factor of α in the small-
angle regime, we scale the generator by

√
α: Q′ =√

αQ.

F.2 Full SFT Interpolation Curves

Figure 9 provides the full SFT interpolation curves
across PEFT methods and target domains. These
curves complement the single-column interpolation
summary in the main text.

To test whether the OFT interpolation effect de-
pends on one final checkpoint, we repeat the sweep
from four saved checkpoints. As shown in Table 18,
each checkpoint admits an interior point with a bet-
ter target-forgetting trade-off.

F.3 OFT Linear vs Cayley Path

Table 19 reports the full OFT dense-delta versus
Cayley-generator interpolation curve referenced in
the main text.
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Step Endpoint T/F α Interior T/F
195 40.90 / 2.94 0.6 42.67 / 0.72
390 43.50 / 3.29 0.6 42.70 / 1.13
585 43.13 / 3.97 0.6 44.57 / 1.43
975 44.50 / 3.49 0.6 45.00 / 1.86

Table 18: OFT interpolation from four SFT checkpoints.
T/F denotes Math target accuracy and zero-clipped for-
getting; lower forgetting is better.

Path α Math Avg. ↑ General ↑
Delta interp. 0.1 43.97 43.93
Delta interp. 0.3 43.93 43.91
Delta interp. 0.5 43.93 44.45
Delta interp. 0.7 44.60 43.61
Delta interp. 0.9 44.17 43.97√
αQ interp. 0.1 43.10 48.21√
αQ interp. 0.3 45.77 48.64√
αQ interp. 0.5 46.63 46.93√
αQ interp. 0.7 47.40 45.28√
αQ interp. 0.9 45.00 44.32

Final OFT 1.0 46.93 44.37

Table 19: OFT interpolation path comparison on
Qwen2.5-7B math SFT with OFT-b32. Dense-weight
interpolation scales W ∗ − W0, while the OFT path
rescales the Cayley generator as

√
αQ.

0 4 8 12 16 20 24 27
Layer index

0

1

2

3

Re
la

tiv
e 

up
da

te
 st

re
ng

th last 5 avg: 2.7x

OFT update strength is layer-imbalanced
First five layers
Layer update strength
SafeScale reference
MinScale reference

Figure 7: Layer-wise OFT update strength for Qwen2.5-
7B math SFT with OFT-b32. Values are normalized by
the average strength of the first five layers, which is the
SafeScale reference.

F.4 Layer-wise Rewinding Results

In the main text, Table 5 reports the OFT layer-wise
rewinding case study. Figure 4 compares actual op-
timization trajectories with interpolation trajecto-
ries, while Figure 8 visualizes these OFT rewinding
alternatives.

Figure 7 shows the layer-wise OFT update
strength used by SafeScale and MinScale. The
strength is computed with the same statistic as the
rewinding implementation: the average squared
Frobenius norm of OFT generator parameters
within each layer. Later layers receive substantially
larger generator updates than the early layers, mo-

Method Variant Math Avg. ↑ General ↑
LoRA-r8 Baseline 42.47 39.22
LoRA-r8 SafeScale 43.87 39.55
LoRA-r8 MinScale 44.93 43.11
MiSS-r8 Baseline 43.17 39.12
MiSS-r8 SafeScale 42.60 38.95
MiSS-r8 MinScale 44.83 42.85

Table 20: Additive PEFT rewinding variants on
Qwen2.5-7B math SFT. MinScale improves both math
and General for LoRA-r8 and MiSS-r8, suggesting that
layer-wise rewinding is not limited to OFT.

Setting Variant Pass@64 ↑ General ↑
OFT-200 Baseline (α = 1.0) 77.23 47.58
OFT-200 Best interp. (α = 0.7) 78.07 48.39
OFT-200 MinScale 76.13 47.37
OFT-500 Baseline (α = 1.0) 75.77 46.93
OFT-500 Best interp. (α = 0.7) 78.50 48.04
OFT-500 MinScale 78.47 47.34
LoRA-200 Baseline (α = 1.0) 76.73 44.64
LoRA-200 Best interp. (α = 0.7) 77.43 47.31
LoRA-500 Baseline (α = 1.0) 73.80 43.26
LoRA-500 Best interp. (α = 0.3) 75.30 48.05

Table 21: High-k RLVR follow-ups under pass@64.
Interpolation can improve both pass@64 and General
in several longer-RLVR settings, exposing a pathwise
degradation pattern not visible from pass@1 alone.

tivating layer-wise rewinding rather than a single
global coefficient.

F.5 Additive PEFT Rewinding Variants
Table 20 shows that beyond OFT, similar layer-
wise rewinding variants can also improve additive
PEFT methods in this setting.

F.6 Longer-RLVR High-k Interpolation
Table 21 summarizes high-k interpolation follow-
ups, where interpolation exposes a clearer over-
shoot phenomenon than the standard pass@1 view.
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Figure 8: Trade-off alternatives achieve consistent improvement on OFT adapters of different sizes. This figure
complements Table 5 by visualizing how different scaling/pruning alternatives behave across adapter sizes.
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Figure 9: Full SFT interpolation curves across PEFT methods and target domains. These results complement the
representative pathwise interpolation analysis in the main text.

41172


