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Abstract

Humor generation is a challenging task in nat-
ural language generation that requires fluency,
surprise, and cultural grounding. Although
large language models (LLMs) show promise
in English, little work addresses low-resource
and culturally specific humor, such as in Ko-
rean. We propose K-Humor, a dynamic multi-
agent framework for generating Korean jokes.
Unlike static one-shot models, K-Humor in-
tegrates specialized agents for cultural aware-
ness, audience simulation, editing, and punch-
line creation, which are coordinated through a
dynamic iterative refinement loop. A human-
data-grounded mechanism further guides the
punchlines using authentic Korean jokes. Eval-
uation with automatic metrics, agent-internal
diagnostics, LLM-as-a-judge, and human rat-
ings shows that K-Humor consistently outper-
forms a single-prompt baseline and ablations
in criteria such as fluency and cultural appro-
priateness. Although human-written jokes re-
main stronger overall, particularly on core cre-
ative dimensions, K-Humor demonstrates that
dynamic, culturally grounded multi-agent sys-
tems can improve humor generation over stan-
dard LLM baselines in low-resource settings.
Code is available at https://github.com/
dxlabskku/k-humor.

1 Introduction

Computational humor generation has long been
considered a challenging benchmark for natural
language generation (NLG) because it requires
modeling linguistic incongruity, cognitive surprise,
and cultural context. Early systems produced rule-
based puns (Binsted, 1996), and later, neural ap-
proaches introduced data-driven methods (Yu et al.,
2018; He et al., 2019). However, such methods are
limited by their contextual grounding.

With recent advances in LLMs, humor genera-
tion has expanded using methods such as multistep
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Figure 1: Overall framework of K-Humor.

reasoning (Tikhonov and Shtykovskiy, 2024) and
curriculum learning (Chen et al., 2024b). Nonethe-
less, most systems remain single-pass generators
and are largely trained in English, overlooking the
cultural grounding required for humor (Myung
et al., 2024; Kirk et al., 2024). These issues are
particularly acute for Korean: multilingual LMs
show degraded performance on Korean tasks, mo-
tivating the development of monolingual Korean
models (Ko et al., 2023), and baseline single-pass
LLM systems struggle with pragmatics, such as
sarcasm in Korean corpora (Kim et al., 2024). Com-
bined with the unique morphological features of
Korean (e.g., case particles, honorifics, and flexible
word endings) (Oh et al., 2021; Kwon and Sturt,
2024), these challenges make culturally resonant
humor generation in Korean underexplored.
Meanwhile, LLMs are increasingly organized
into multi-agent systems that collaborate through
debate (Du et al., 2024) or dynamic communica-
tion (Liu et al., 2024). Such systems allow adap-
tive workflows that go beyond the limits of a sin-
gle LLM, enabling iterative refinement, critique,
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and labor division. Such competencies extend to
creative NLG. Chen et al. (2024a) explored multi-
agent use with role-playing and feedback-based
writing, but still their potential for low-resource,
culturally aware humor generation remains unex-
plored. We argue that multi-agent coordination is
a natural fit for humor, as comedy writing is an
iterative, collaborative process shaped by audience
feedback and cultural norms. However, existing
humor generation methods rarely model this itera-
tive and collaborative nature of real-world comedy
writing.

To address this gap, we propose K-Humor, a
dynamic multi-agent pipeline for Korean humor
generation. The system decomposes humor writ-
ing into specialized agents for cultural grounding,
wordplay, setup construction, punchline generation,
and multi-perspective feedback (audience, editor,
and culture). At its core is a dynamic iterative loop,
where candidate setups are iteratively refined. Un-
like prior pipelines, where the next step is implic-
itly determined by the language model, our system
introduces an explicit decision mechanism that se-
lects the next refinement action based on interme-
diate feedback and quality signals. To address data
scarcity, we introduce a human-data-grounded
(HDG) mechanism. HDG retrieves the top analo-
gous human-written Korean jokes as few-shot ex-
emplars, guiding punchlines toward a culturally
authentic style and structure.

Experiments combining LLLM, human, internal,
and automatic evaluations show that K-Humor out-
performs the single-pass baseline and ablations,
while human-authored jokes remain stronger on
core creative dimensions.

Our contributions are:

¢ We introduce a dynamic multi-agent system
for Korean humor generation that incorporates
an explicit refinement loop with adaptive ac-
tion selection.

* We propose a novel HDG retrieval method
that leverages a curated Korean joke corpus
to guide stylistic and cultural adaptation in
low-resource settings.

* We provide a comprehensive evaluation us-
ing automatic, LLM-based, and human assess-
ments, showing gains over baselines and abla-
tions.

2 Related Work

2.1 Computational Humor Generation

Computational humor has evolved from symbolic
rule systems (e.g., JAPE (Binsted, 1996)) to neural
models and, recently, LLM-based frameworks. The
core challenge remains capturing the interplay of
linguistic structure, surprise, and cultural context.

To overcome the rigidity of templates, the field
has shifted toward data-driven methods. Data-
driven pun generation seeks to learn humor from
general corpora with minimal annotation, such as
the retrieve-and-edit technique for local-global sur-
prisal (He et al., 2019). Variants (seq2seq for homo-
graphs; GANs for diversity) improved fluency but
remained largely lexical and context-shallow (Yu
et al., 2018; Luo et al., 2019).

LLMs enable the modeling of the cognitive and
social facets of humor. Wang et al. (2025a) pro-
posed a reinforcement-learning (RL) framework
that leverages external information for humor rea-
soning, and Chen et al. (2024b) employed a multi-
stage curriculum learning framework to progres-
sively teach a model the structure and preferences
of puns. Mittal et al. (2022) exploited contextual
ambiguity via one-shot prompting, and Kim and
Chilton (2025) developed the HumorSkills pipeline
to generate meme captions tailored to a specific
audience (Gen Z). The creation of new, culturally
specific resources, such as the TalkFunny dataset
with its “chain-of-humor” explanations for Chinese
dialogue (Chen et al., 2024c), further underscores
this trend. Despite these advances, most systems
are single-pass and fail to capture iterative and
feedback-driven comedy writing.

2.2 LLMs for Low-Resource Languages and
Cultures

Multilingual LLMs (CONNEAU and Lample,
2019; Xue et al., 2021) have improved linguistic
coverage by training on diverse corpora with shared
word pieces; however, they often reflect a West-
ern cultural bias (Johnson et al., 2022; Liu, 2023;
Myung et al., 2024). Although benchmarks have
broadened language inclusion (Bandarkar et al.,
2024; Team et al., 2022; Muhammad et al., 2023),
few target cultural diversity issues.

Recent work continues to expose this cultural
gap in dealing with low-resource settings. CVQA
demonstrates multimodal tasks’ failures on non-
Western cultural events and objects (Romero et al.,
2024). PRISM dataset reveals that human feedback
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on LLM outputs is highly subjective and varies sig-
nificantly across different cultural and demographic
groups (Kirk et al., 2024).

To achieve better cultural coverage, Tao et al.
(2024) employed cultural prompting as a control
strategy to increase the cultural alignment. How-
ever, the CultureCare benchmark demonstrates that
simple role-play prompting is insufficient for gen-
erating culturally appropriate responses (Liu et al.,
2026).

Overall, inadequate cultural grounding impairs
LLMs in nuanced generation tasks, particularly
those that are culturally sensitive.

2.3 Multi-Agent and Dynamic LLLM Systems

Recent research increasingly framed LLMs as au-
tonomous or semi-autonomous agents that collab-
orate to perform complex tasks. Early work (Du
et al., 2024) demonstrated that a fixed number of de-
bating agents can enhance factuality and reasoning.
Recently, dynamic frameworks such as DyLAN fo-
cus on adaptive communication structures among
agents, allowing flexible coordination (Liu et al.,
2024).

Large-scale orchestration frameworks, such as
TaskMatrix.Al, show how LLMs can be integrated
with external tools and APIs to achieve compo-
sitional task solving (Liang et al., 2024). Wang
et al. (2025b) demonstrates fully autonomous multi-
agent systems with a single prompt, and in the cre-
ative domain, HoLLMwood illustrates the potential
of multi-agent systems for feedback-based writing
and character playing (Chen et al., 2024a).

Given this trend, we posit that multi-agent sys-
tems offer an effective solution for culturally
grounded humor generation in Korean, thereby ad-
dressing the limitations of single-pass LLM ap-
proaches.

3 System Architecture and Methodology

3.1 Opverall System Architecture

Our system is an iterative multi-agent pipeline
designed to generate culturally specific humor
in low-resource settings, as illustrated in Fig-
ure 1. Inspired by professional comedy writing
workflows, such as television writers’ rooms, in
which creative teams pitch, critique, and iteratively
rewrite scripts (Phalen and Osellame, 2012; Tay-
lor and O’Meara, 2025), our architecture enables
agents to play analogous roles in the refinement
of jokes. This design departs from conventional
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Figure 2: Dynamic iterative refinement loop overview.

single-prompt generation by implementing a dy-
namic multistage process in which agents collabo-
rate and refine their outputs based on cultural, struc-
tural, and audience-driven feedback. The pipeline
operates in three phases:

Phase 1: Topic, Wordplay, and Setup Genera-
tion The process begins with the cultural agent,
which proposes a culturally relevant topic, ensur-
ing that the generated humor resonates with the
target audience. Building on this, the wordplay
agent introduces creative linguistic devices, such
as puns, double meanings, or phonetically play-
ful expressions that can serve as seeds for humor.
These wordplay suggestions enrich the semantic
space and provide a foundation for creating orig-
inal content. The setup agent then produces the
initial premise or “setup” of the joke, optionally
incorporating wordplay if appropriate. In contrast
to prior one-shot generation approaches, this phase
establishes both cultural grounding and comedic
potential from the outset.

Phase 2: Dynamic Iterative Refinement Loop
This phase, illustrated in Figure 2, forms the dy-
namic core of the proposed system. The evolving
joke draft is evaluated by three feedback agents: the
Audience Agent (simulating audience reactions),
the Editor Agent (providing structural critique and
quality control), and the Cultural Agent (ensuring
cultural appropriateness). Their feedback, together
with intermediate quality signals such as twist, co-
herence, and repetition, is used by an adaptive con-
troller that determines the next refinement action.
Based on the current joke state, the controller se-
lects actions such as extending the setup, revising
the existing setup, or transitioning to punchline
generation. This process is repeated iteratively, al-
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lowing the system to progressively refine the joke
until the controller determines that the punchline
should be generated.

Phase 3: Punchline Generation and Final Selec-
tion Once the setup is finalized, the Punchline
Agent generates the conclusion of the joke. The
Editor Agent then provides a final review of the
complete joke, resulting in a polished output. At
this stage, the system also incorporates the Human-
Data-Grounded (HDG) mechanism, which pro-
vides stylistic and cultural guidance by leveraging
human-generated jokes. Finally, the Comparison
Agent evaluates the generated joke against a ran-
domly selected human-written reference and scores
it based on dimensions such as humor, clarity, sur-
prise, naturalness, originality, and consistency. This
final step acts as an internal quality filter, help-
ing the system to retain only the strongest outputs.
The complete agent prompts are provided in Ap-
pendix B.

3.2 Dynamic Refinement Loop

The core of our system is a controller-guided re-
finement loop that incrementally develops a joke
before producing the final punchline, inspired by
recent iterative and agent-based refinement loop
works (Madaan et al., 2023; Chen et al., 2024a; Lin
et al., 2025). Unlike conventional single-pass gen-
eration, we model joke construction as a sequence
of refinement steps where the system repeatedly
observes the current draft, receives feedback, and
selects the next editing action.

At each iteration, the evolving draft is evalu-
ated by several feedback agents. The Audience
Agent estimates likely audience reactions, the Edi-
tor Agent evaluates structural quality and punch-
line readiness, and the Cultural Agent checks the
contextual and cultural appropriateness. In parallel,
an internal judge scores the draft with two signals:
twist, capturing surprise potential, and coherence,
capturing structural consistency. We also compute
a repetition signal that penalizes drafts that become
semantically similar to previously generated jokes.

A controller then selects the next refine-
ment action from a small action space centered
on setup expansion, setup revision, and punch-
line generation (ADD_SETUP, REWRITE_SETUP, and
WRITE_PUNCHLINE), with termination handled sep-
arately through a STOP decision. Instead of training
a full reinforcement-learning policy, we adopt a
lightweight contextual bandit with an upper con-

fidence bound (UCB) strategy (Auer et al., 2002).
This choice is motivated by the short decision hori-
zon and the availability of immediate reward sig-
nals, which makes bandit optimization more stable
and sample-efficient than full RL (Shi et al., 2023;
Salgia, 2023).

To obtain reliable state-action statistics under a
limited generation budget, we discretize the draft
state into coarse buckets defined by twist and repe-
tition levels. Although these signals could in prin-
ciple be treated as continuous controller inputs, a
continuous state space would substantially reduce
the number of repeated observations for similar
states, making the UCB estimates sparse and less
stable. Moreover, the controller operates over a
small set of coarse editing decisions, such as contin-
uing setup refinement or transitioning to punchline
generation; discrete states therefore provide a natu-
ral and interpretable abstraction for these decision
regimes. Specifically, twist is divided into three
ranges (low, medium, high) and repetition into two
levels (low, high), producing six contextual buck-
ets. For each bucket, the controller maintains action
statistics and selects actions using a UCB policy.
Coherence is logged and used in reward compu-
tation but is not included in the bucket definition
because its values tend to cluster within a narrow,
high range.

After each action, the controller receives an
immediate reward computed as r = aAtwist +
BAcoherence — 7 rep 4 waSaud + We Sedit + WeScult»
where Atwist and Acoherence denote improve-
ments in the internal judge scores, rep is a se-
mantic repetition penalty computed from the em-
bedding similarity with previous outputs, and
Saud, Sedit, Scult are scalar feedback scores derived
from the Audience, Editor, and Cultural agents.
The controller updates the action statistics of the
corresponding bucket using this reward and de-
cides whether to continue expanding the setup or to
generate the final punchline. Unlike prior iterative
prompting approaches that rely on fixed heuristics,
our controller explicitly optimizes the action selec-
tion using reward-driven bandit learning. Further
details are available in Appendix Section E.

3.3 Human-Data-Grounded (HDG)
Generation

To address the low-resource nature of humor
in Korean, we introduce an HDG mechanism
(Figure 3). Unlike retrieval-augmented generation
(RAG), which typically retrieves factual knowl-
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Figure 3: Illustration of Human-Data-Grounded (HDG)
Retrieval.

edge, HDG dynamically retrieves human-written
jokes to provide culturally and stylistically relevant
examples for punchline generation.

The HDG pipeline proceeds as follows:

* Dataset: We curate 180 Korean jokes from the
Namuwiki' page on the Choi Bul-am Series,
each split into ‘setup’/‘punchline’.

* Embedding Representation: We encode the
setups using a ROBERTA based Korean sen-
tence embedding model (KoSimCSE?), which
captures semantic similarity between jokes
beyond surface lexical overlap.

* Semantic Similarity Retrieval: Given the
generated setup, we compute cosine similarity
between its embedding and the embeddings
of all corpus setups, and rank candidates ac-
cording to their similarity.

* Few-Shot Example Construction: We re-
trieve the top k=4 most similar human-
written jokes and format them as few-shot
exemplars for the Punchline Agent, to provide
human guidance.

By grounding punchline generation in human-
written Korean examples, HDG provides additional
stylistic guidance under the limited-data setting.
This ensures that the generated jokes not only fol-
low effective structural patterns but also reflect the
cultural nuances necessary for natural humor.

4 Experiments

4.1 Dataset

We evaluate our system on the collected Korean
joke dataset, the Choi Bul-am Series, a well-known

"https://namu.wiki
2https://huggingface.co/BM-K/KoSimCSE-roberta

collection of short comedic stories featuring a re-
curring character. The dataset is analogous to
“Francesco Totti jokes” in Italian culture and is
regarded as a canonical set of humorous narratives.
Each joke was segmented into a ‘setup’ and ‘punch-
line’, with the final line treated as the punchline
and the preceding narrative as the ‘setup’. A sample
is provided in Appendix Table 17. For fair exper-
iments, the jokes were randomly sampled for all
evaluations.

4.2 Model Setup

All generation experiments use the OpenAl API
model gpt-4.1, while the lightweight internal
judge used by the controller is gpt-4.1-mini.
Both model identifiers refer to the API aliases avail-
able at the time of our experiments (accessed on
March 10, 2026). Unless otherwise noted, we set
the temperature and top-p to 1.0. The Wordplay
Agent uses a slightly higher temperature (1.2) to
encourage creative associations, while setup expan-
sion uses a lower sampling diversity (p = 0.5) to
maintain narrative coherence.

The dynamic refinement loop is implemented as
described in Section 3.2. The controller operates
under a fixed budget of eight refinement steps and
uses a contextual bandit with a UCB exploration
coefficient of ¢ = 1.0. The action space consists of
three operations: ADD_SETUP, REWRITE_SETUP, and
WRITE_PUNCHLINE. Details on reward computation
are provided in Appendix Section E.

For HDG retrieval, the system retrieves the top-k
nearest human joke examples (kK = 4) using co-
sine similarity over KoSimCSE setup embeddings.
These retrieved examples provide few-shot guid-
ance for punchline generation. We also compare
alternative retrieval representations (TF-IDF and
KS-BERT) in Appendix Section F.

4.3 Baselines and Ablation Studies

We first establish a single-prompt baseline, in
which gpt-4.1 is directly asked to “generate a
funny joke in Korean” with a setup and punchline.
This model uses no iterations, retrieval, or cultural
checks, representing the most straightforward use
of an LLM for humor generation. The prompt is
provided in Appendix Table 16.

We then conduct ablation studies by systemati-
cally removing the components of our full pipeline.
Removing the iteration disables the refinement
loop, leaving only a single ‘setup’-‘punchline’ pass
with HDG and cultural guidance. Removing the
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System

Funny 1 Surprise ¥ Clarity 1 Cultural T Fluency T Original 7 Coherence{ Overall 1

Baseline 2.86 2.69 4.37 4.87
No-Culture 3.06 2.62 4.67 3.33
No-HDG 3.56 2.95 4.76 4.93
No-Iter 3.03 2.78 4.07 4.48
K-Humor 3.58 2.92 4.92 4.97
Human 4.13 4.21 4.64 4.51

4.54 2.61 3.93 3.04
4.78 2.76 3.90 3.11
4.84 3.04 4.12 3.77
4.26 2.8 3.75 3.09
4.95 3.12 4.05 3.82
473 4.01 4.88 4.31

Table 1: Likert-scale LLM-as-a-Judge results (1-5). Arrows indicate preferred direction.

Comparison Non-Ties Win Rate 95% CI

vs. Baseline 48 0.71 [0.57,0.82]
vs. Human 50 0.62 [0.48, 0.74]
vs. No-Culture 48 0.58 [0.44,0.71]
vs. No-HDG 40 0.60 [0.45,0.74]
vs. No-Iter 39 0.67 [0.51,0.79]

Table 2: LLM-as-a-Judge pairwise evaluations. Values
are the proportion of full pipeline wins (ties excluded).
The win rate is calculated as the proportion of compar-
isons in which the Full pipeline was preferred.

HDG prevents the retrieval of exemplar jokes. Re-
moving the Cultural Agent disables both culturally
guided topic proposal and cultural feedback during
refinement, while preserving the remaining itera-
tive and HDG components.

Controller baselines. To assess whether adap-
tive action selection is necessary, we further com-
pare the proposed Bucket-UCB controller with two
non-adaptive heuristic policies. The Fixed 2-Step
policy performs two setup-refinement steps before
transitioning to the punchline generation. The Co-
herence Threshold policy continues setup refine-
ment until a predefined coherence criterion is satis-
fied before generating a punchline. These baselines
retain the remaining components of the K-Humor
pipeline and differ only in how the refinement tra-
jectory is controlled.

4.4 Evaluation Methodology

LLM-as-a-Judge. To complement the internal
and automatic metrics, we employ the OpenAl
API model gpt-5 (accessed March 10, 2026)
as the LLM evaluator, following recent conven-
tions (Kocmi and Federmann, 2023; Zheng et al.,
2023; Liusie et al., 2024). The model is used in
two modes: (i) pairwise comparison, where two
candidate jokes are presented side-by-side and the
LLM selects the better one (or declares a tie); and
(ii) Likert-style scoring, where a single joke is rated
on a 1-5 scale across seven criteria and an overall
assessment. To mitigate positional bias in pairwise

evaluation, each joke pair is evaluated twice with
the A/B order reversed. We evaluate all 60 jokes
per system, using two pairwise judgments per com-
parison and three Likert ratings per joke. This prac-
tice results in several hundred evaluations, provid-
ing both relative preferences and absolute-quality
estimates. Such LL.M-based judgments provide a
cost-efficient and reproducible supplement to hu-
man evaluations. The complete pairwise and Likert
evaluation prompts are provided in Appendix D.

Human Evaluation. Finally, 30 native Korean
speakers evaluated the jokes using two tasks: (i)
pairwise preference between K-Humor and either
baseline or human-written jokes, with the A/B or-
der randomized, and (ii) independent 1-5 Likert
ratings on funniness, surprise, clarity, cultural ap-
propriateness, fluency, originality, setup-punchline
coherence, and overall quality. The original cul-
tural appropriateness criterion jointly captured cul-
tural relevance, audience suitability, and the ab-
sence of inappropriate content. Because these as-
pects were not annotated separately, we retain the
original score and do not interpret it as an isolated
measure of cultural grounding or safety. Each par-
ticipant evaluated 10 K-Humor-baseline pairs, 10
K-Humor-human pairs, and nine Likert items (three
per source). We report means, 95% confidence in-
tervals, and Krippendorff’s o (Krippendorff, 2011).
Agreement is low overall (a« = 0.124), so fine-
grained Likert differences should be interpreted
with caution. This dual design balances relative
system comparisons with absolute quality measure-
ments, consistent with recent practices in NLG eval-
uation (Gatt and Krahmer, 2018; Howcroft et al.,
2020; Mohankumar and Khapra, 2022; Ruan et al.,
2024; van der Lee et al., 2021). The survey is pro-
vided in Appendix A.

Human-LLM agreement. To examine the agree-
ment between human and LLM-based evaluations,
we align nine jokes evaluated by both native Ko-
rean annotators and GPT-5, comprising three K-
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System Funny T Surprise 7 Clarity ¥ Cultural 7 Fluency{ Original © Coherence T Overall 1
Baseline 2.57 2.59 2.92 3.17 3.22 2.90 2.81 2.62
K-Humor 2.76 2.74 3.34 3.73 3.63 3.07 3.01 3.03
Human 3.30 3.57 3.83 3.43 4.01 345 345 3.46

Table 3: Human Likert ratings (1-5). Means are averaged across all items and raters for each source. Overall

inter-rater agreement is low (Krippendorff’s o = 0.124).

Comparison Non-Ties Win Rate 95% CI
vs. Baseline 251 0.65 [0.58, 0.70]
vs. Human 255 0.44 [0.38, 0.50]

Table 4: Human evaluation on pairwise preference.

Humor outputs, three baseline outputs, and three
human-written jokes. For each joke and criterion,
we average the available human ratings and pair
the resulting score with the corresponding GPT-5
Likert scale score. We then compute Pearson’s r
and Spearman’s p across the nine aligned jokes for
each evaluation criterion.

Automatic Metrics. We also report several au-
tomatic statistics to characterize the surface prop-
erties of the generated jokes. Lexical diversity is
measured using Distinct-n (Dist-2 and Dist-3), de-
fined as the ratio of unique n-grams to the total
n-grams at the corpus level. We additionally report
self-BLEU (S-BLEU), which computes the BLEU
scores of each joke against the remaining outputs
from the same system; lower values indicate less
lexical overlap among the generated jokes. Finally,
setup-punchline coherence is estimated using the
embedding cosine similarity computed with a Ko-
rean SentenceTransformer model (Gao et al., 2021;
Reimers and Gurevych, 2019; Chuang et al., 2022).

These statistics provide coarse indicators of di-
versity, repetition, and semantic relatedness be-
tween the setups and punchlines. Because humor
quality depends on subtle semantic shifts and cul-
tural context, we use these metrics as complemen-
tary diagnostics rather than primary evaluation cri-
teria.

5 Results
5.1 LLM-as-a-Judge Evaluation

Pair-wise Evaluation. To evaluate the quality of
generated jokes, we first employ an LLM-as-a-
Judge framework using GPT-5 to conduct pairwise
comparisons of jokes. Each pair is evaluated in both
A/B orders and aggregated into a pairwise outcome.
We report win/loss proportions together with 95%

Wilson confidence intervals over the resulting non-
tied comparisons (Wilson, 1927).

Table 2 presents results across conditions. Com-
pared to the baseline single-agent model, our full
system won a clear majority of comparisons with
a 71% win rate. Compared to human-written
jokes, the full pipeline achieved a 62% win rate,
although the confidence interval overlaps with
chance. Against the No-Iter ablation, the Full
pipeline maintained a strong advantage with a 67%
win rate. Performance against No-HDG also fa-
vored the full system at 60%, while improvements
over No-Culture were more modest at 58%.

Overall, K-Humor outperforms the baseline
and ablations, while remaining competitive with
human-written jokes.

Likert-scale Evaluation. We further evaluate the
jokes using a Likert-scale rubric with seven criteria
and an overall assessment. Scores range from 1
(very poor) to 5 (excellent). Table 1 reports average
scores of all systems.

Human-written jokes unsurprisingly achieve
the highest scores across most criteria, particu-
larly in terms of funniness, surprise, and original-
ity. Among the model-based systems, K-Humor
achieves the highest overall score and the high-
est scores in clarity, cultural appropriateness, and
fluency. As in the human evaluation, the cultural ap-
propriateness score reflects the original combined
criterion and therefore should not be interpreted
as an independent measure of cultural grounding
or safety. Compared with the baseline system, K-
Humor substantially improves the overall quality
(3.82 vs. 3.04 baseline) while also achieving higher
scores in clarity, originality, and surprise.

The ablations show that the full system achieves
the highest overall score, although individual abla-
tions can outperform it on specific dimensions. Al-
though human humor remains stronger overall, K-
Humor achieves the strongest overall performance
among the evaluated model-based systems.
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5.2 Human Evaluation.

Tables 3 and 4 present the results of human evalu-
ation. We recruited 30 native Korean speakers to
evaluate the jokes using two complementary tasks:
pairwise preference and Likert-scale rating.

Pairwise Evaluation. When directly compared
with the baseline system, K-Humor is preferred in
65% (95% CI: [0.58, 0.70]), indicating that human
evaluators generally find jokes generated by the pro-
posed system more appealing overall. This result
suggests that the multi-agent refinement process
and cultural grounding mechanisms improve the
perceived quality of the generated humor relative
to a single-pass baseline.

When compared with human-written jokes, how-
ever, K-Humor achieves a win rate of 44%, mean-
ing that human-authored jokes remain preferred
overall. This gap is expected, given the complexity
of humor generation, and highlights the remaining
challenges in producing humor that matches human
creativity and comedic timing.

Likert-scale Evaluation. The Likert ratings in
Table 3 provide a more detailed view of the sys-
tem behavior. Compared with the baseline system,
K-Humor receives higher scores across all dimen-
sions. The largest improvement is observed in the
original cultural appropriateness criterion (3.73 vs.
3.17). Because this criterion jointly captures cul-
tural relevance and audience suitability, including
non-offensiveness, the improvement should not be
attributed to cultural grounding alone. Rather, it
indicates that K-Humor is rated more favorably
on the combined cultural-appropriateness criterion
used in our original evaluation. Detailed statistical
significance tests for all the pairwise and Likert-
scale evaluations are reported in Appendix Sec-
tion G.

Despite these gains over the baseline, human-
written jokes still achieve the highest scores on
most criteria. This pattern suggests that while the
proposed system improves structural quality and
cultural alignment, generating genuinely surprising
or highly humorous punchlines remains a challeng-
ing problem for current LLM-based approaches.

Overall, the human evaluation indicates that the
proposed multi-agent framework improves over a
standard LLM baseline, while a clear gap remains
relative to human-written humor.

Category Metric Value
Samples 60
Generation Steps per joke 5.68 = 0.81
process Joke length (chars) 341.3 + 74.56
Step range 3-8
ADD_SETUP 172 (50.4%)
Action REWRITE_SETUP 50 (14.6%)
selection WRITE_PUNCHLINE 59 (17.3%)
STOP 60 (17.6%)
Reward and Mean reward 1.10 + 1.06
nalties Mean repetition penalty 0.69 £ 0.14
penaities WRITE vs. SETUP reward  1.64 vs. 0.96
Twist (pre — post) 291 — 3.11
Humor signal Coherence (pre — post) 4.62 — 4.74
change Mean A twist +0.20
Mean A coherence +0.12
Punchline Editor punchline verdict 163
dvnamics Audience punchline verdict 150
Y Lag to WRITE_PUNCHLINE 1.76 steps

Table 5: Agent-internal statistics of the K-Humor con-
troller. The table summarizes generation length, con-
troller action distribution, reward signals, and changes
in humor-related scores during iterative refinement.

Criterion Pearson » Spearman p
Funniness 0.83 0.92
Surprise 0.86 0.88
Clarity -0.29 -0.48
Cultural Appropriateness -0.22 -0.21
Fluency -0.12 -0.17
Originality 0.76 0.76
Coherence 0.47 0.39
Overall 0.76 0.86

Table 6: Correlation between mean human ratings and
GPT-5 Likert scores over nine aligned jokes.

5.3 Human-LLM Agreement

Human-LLM agreement. Table 6 reports item-
level correlations between mean human ratings
and GPT-5 scores over the nine aligned jokes.
Strong positive correlations are observed for fun-
niness (r = 0.83, p = 0.92), surprise (r = 0.86,
p = 0.88), originality (r = 0.76, p = 0.76), and
overall quality (r = 0.76, p = 0.86). In contrast,
agreement is weak or negative for clarity, fluency,
and the original cultural-appropriateness criterion,
while coherence shows only moderate positive cor-
relation. These results suggest that GPT-5 cap-
tures some relative variation in core humor-related
dimensions, but does not consistently reproduce
native-speaker judgments across all evaluation cri-
teria. Given the small aligned subset (N = 9), we
treat this analysis as indicative rather than as a
definitive validation of LLM-based evaluation.
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Policy Funny Surprise Coherence Overall
Fixed 2-Step 3.06 2.78 3.85 3.34
Coherence Threshold  3.06 2.58 3.77 3.26
Bucket-UCB 3.59 2.92 3.98 3.84

Table 7: Comparison of the proposed Bucket-UCB con-
troller with non-adaptive heuristic policies using LLM-
as-a-Judge Likert scores.

System Funny Surprise Original Coherence
w/o Audience 3.06 2.53 2.71 3.77
w/o Editor 293 2.44 2.76 3.49
w/o Comparison  3.05 2.50 2.73 3.71
Full K-Humor  3.59 2.92 3.07 3.98

Table 8: Fine-grained ablation of individual agents using
LLM-as-a-Judge Likert scores.

5.4 Controller and Component Ablations

The controller and fine-grained agent ablations
were evaluated in separate controlled runs, so the
Full K-Humor reference scores in these tables may
differ slightly from those in the main evaluation.

Controller comparison. Table 7 shows that
Bucket-UCB outperforms both heuristic policies
across all reported dimensions, with the largest
gains in overall quality and funniness. These re-
sults support adaptive controller-based refinement
over the evaluated fixed schedules.

Fine-grained agent ablation. We further exam-
ine the contribution of individual agents by remov-
ing the Audience, Editor, or Comparison Agent
from the full pipeline while retaining all other com-
ponents. Each variant is evaluated using the same
LLM-as-a-Judge Likert protocol.

As shown in Table 8, removing any of the three
agents reduces performance. The Audience Agent
most visibly affects funniness and surprise, the Ed-
itor Agent affects coherence, and the Comparison
Agent also contributes to originality. Overall, the
agents provide complementary rather than redun-
dant signals.

5.5 Agent-Internal Analysis

To understand the controller-guided pipeline, we
analyze internal logs recorded during generation.
Table 5 summarizes statistics.

Controller behavior and refinement effects.
The controller uses 5.68 steps per joke on aver-
age, with setup expansion and revision accounting
for 65.1% of actions. It typically continues refine-
ment after agents indicate punchline readiness, sug-
gesting that the controller does not immediately

System Diversity S-BLEU | Cohe.
Dist-21 Dist-3 1

Baseline  0.92 0.97 0.04 0.33

K-Humor 0.89 0.98 0.06 0.61

Human 0.94 0.98 0.01 0.44

Table 9: Automatic metrics results covering diversity,
redundancy, and coherence.

commit to a punchline. Across iterations, twist in-
creases from 2.91 to 3.11 and coherence from 4.62
to 4.74, while punchline-writing actions receive
higher rewards than setup actions (1.64 vs. 0.96).
We treat these corpus-level statistics as descriptive
diagnostics rather than formal significance tests.

5.6 Automatic Metrics

We report automatic statistics for diversity
(Distinct-n), Self-BLEU, and setup—punchline co-
herence. Table 9 compares K-Humor, the baseline,
and human-written jokes.

Human-written jokes achieve the highest
Distinct-2 (0.94), while K-Humor and Human ob-
tain the same Distinct-3 score (0.98). Among the
model-based systems, the Baseline has slightly
higher Distinct-2 than K-Humor (0.92 vs. 0.89).
K-Humor has slightly lower Distinct-2 (0.89) but
comparable Distinct-3 (0.98). Human jokes obtain
the lowest Self-BLEU (0.01), whereas K-Humor
achieves the strongest setup-punchline coherence
(0.61).

These results illustrate the limits of lexical au-
tomatic metrics for humor evaluation: diversity fa-
vors loosely structured outputs, whereas K-Humor
yields stronger semantic alignment.

6 Conclusion

We introduced K-Humor, a dynamic multi-agent
system for Korean humor generation that combines
iterative refinement, cultural feedback, and human-
data-grounded retrieval. Across LLM-based, hu-
man, and internal evaluations, K-Humor improves
over a single-prompt baseline, particularly in terms
of clarity and fluency. These results support cul-
turally grounded multi-agent generation for low-
resource creative tasks. Beyond humor generation,
our framework highlights the potential of dynamic
multi-agent systems for culturally sensitive and
creative language tasks. Future work may explore
scaling the approach to broader domains and more
diverse cultural settings.
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Limitations

Despite these contributions, K-Humor has several
limitations. First, humor is subjective and context-
dependent. Our evaluation relied on native Korean
speakers; however, it did not fully capture varia-
tions across demographics, such as age, region, or
subcultural backgrounds.

Second, the HDG mechanism is constrained by a
relatively small corpus of 180 human-written jokes
from the Choi Bul-am Series, which represents a
specific and relatively narrow Korean humor tra-
dition. Its recurring characters, temporal context,
and stylistic conventions may bias retrieved exem-
plars and consequently influence the style of gener-
ated jokes. The HDG mechanism itself is corpus-
agnostic, however, and can incorporate broader and
more contemporary Korean humor collections as
they become available.

Also, the controller in our system is implemented
as a lightweight contextual bandit rather than a fully
trained reinforcement learning policy. While this
design improves stability and sample efficiency, it
may not capture long-term dependencies across
refinement steps or guarantee globally optimal ac-
tion sequences. Although we provide ablation stud-
ies and agent-internal analysis, fully disentangling
the contribution of each agent remains challeng-
ing. The multi-agent system introduces complex
interactions between components, making it diffi-
cult to attribute performance gains to specific mod-
ules or coordination strategies. More controlled
experiments, such as isolating agent interactions
or learning explicit coordination policies, would
improve interpretability, and future work could in-
vestigate more expressive decision-making frame-
works, such as reinforcement learning with longer
horizons or planning-based approaches.

Another limitation concerns our evaluation of
cultural appropriateness. The human evaluation
used a single criterion that jointly considered cul-
tural relevance, audience suitability, and the ab-
sence of inappropriate content, while the LLM
evaluator likewise returned only a single cultural-
appropriateness score. Because neither evaluation
separately measured cultural grounding and safety,
the resulting scores cannot disentangle these di-
mensions. Future evaluations should assess them
separately with native-speaker judgments.

Finally, the dynamic multi-agent architecture,
although effective, introduces additional computa-
tional costs. Iterative refinement requires multiple

agent interactions per joke, making generation less
efficient than static methods. Although our results
show that this cost yields substantial quality gains,
future research should investigate adaptive cost-
aware orchestration to improve practicality.
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A Human Evaluation Survey

We present screenshots of the English prompts in
the survey form used for human evaluation. The
survey was deployed using Google Forms. One out
of every six participants was randomly selected to
receive a Starbucks coupon. Figure 4 shows the gen-
eral interface, while Figures 5 and 6 illustrate the
pairwise comparison and Likert rating questions,
respectively.

B Multi-Agent Prompts (Full Pipeline)

This section provides the complete set of prompts
used in the K-Humor multi-agent framework.
Each agent including the Cultural Agent, Word-
play Agent, Setup Agent, Punchline Agent, Audi-
ence Agent, Editor, and Comparison Agent was
initialized with distinct role-specific instructions.
The prompts are presented in Korean with English
glosses for clarity. Table 14 and its continuation
provide the complete prompt set.

C Baseline (Single-Prompt) Prompts

For comparison, we also implemented a single-
prompt baseline, in which the model directly gen-
erated a setup—punchline pair without iterative re-
finement, cultural grounding, or human-data guid-
ance. The system prompt frames the model as a Ko-
rean comedy writer, and the user prompt specifies
the audience and context. This approach allows us
to isolate the contribution of dynamic multi-agent
collaboration. Table 16 lists the exact baseline sys-
tem and user prompts together with brief glosses.

D LLM-as-a-Judge Prompts

For reproducibility, we provide the exact prompts
used for the LLLM-as-a-Judge evaluation. We use
gpt-5 as the evaluator. The pairwise evaluator com-
pares two jokes and returns an overall preference,
while the Likert evaluator assigns scores to seven
criteria and an overall quality score.

D.1 Pairwise Evaluation Prompt

For pairwise evaluation, the order of Joke A and
Joke B is reversed and evaluated twice to reduce
positional bias.

System prompt.

You are an expert Korean comedy critic and
— rater.
Compare two Korean jokes.

Do not consider the length of the jokes. Do
< not necessarily give longer jokes the

— better score.
Return STRICT JSON with keys:

- overall_preference: one of {"A","B","Tie"}
- rationale: short explanation (<=50 Korean
— words)

User prompt.

Evaluate the two jokes using the rubric. Be
< concise.

Joke A:
{joke_a}

Joke B:
{joke_b}

Output JSON ONLY.

D.2 Likert Evaluation Prompt

For Likert evaluation, each joke is independently
evaluated on seven criteria, funniness, surprise, clar-
ity, cultural appropriateness, fluency, originality,
and setup-punchline coherence together with an
overall score.

System prompt.

You are an expert Korean comedy critic and
< rater.
Rate a single Korean joke on seven criteria.
Return STRICT JSON with keys:
- scores: object with fields funniness,
< surprise, clarity,
— cultural_appropriateness, fluency,
— originality, setup_punchline_coherence
— each € {1,2,3,4,5}
- overall: integer € {1,2,3,4,5}
- rationale: short explanation (<=50 Korean
— words)

User prompt.

Rate the following joke on the seven criteria
< and an overall score.

{joke}

Output JSON ONLY.

E Further on the Controller

This section provides additional implementation
details of the controller that are not included in the
main text.

Action exploration. The controller follows a
bucketed UCB policy. At the beginning of each
bucket, actions are forced to be explored once be-
fore the standard UCB scoring is applied. This en-
sures that each refinement operation is observed at
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least once before the controller begins exploitation.

Reward update. For each bucket and action pair,
the controller maintains the number of selections
and the running mean reward. After an action is
executed, the reward is used to update the running
mean using an incremental update rule:

Tt — Kt
M1 = [t + 'u,
T

where r; is the observed reward and n; is the num-
ber of times the action has been selected in the
bucket. For the reward computation, we set the
weights to a = 1.0 and 5 = 1.0 for improvements
in twist and coherence, respectively, and v = 0.5
for the semantic repetition penalty. Agent feedback
scores are incorporated with weights w, = 0.5,
we = 0.5, and w,. = 0.2 for the Audience, Editor,
and Cultural agents.

Context discretization. The contextual bandit
operates over a small set of discretized states de-
fined by humor signals. The twist score is divided
into three ranges (low, medium, high) and repeti-
tion into two ranges (low, high), yielding six contex-
tual buckets. Each bucket maintains its own UCB
bandit statistics.

Repetition signal. To discourage repeated joke
patterns, we compute a semantic repetition penalty
based on cosine similarity between the current draft
and previously generated jokes. Sentence embed-
dings are obtained using a Korean sentence encoder,
and the maximum similarity with prior outputs is
used as the repetition score.

Stopping criterion. Although the controller has
a fixed maximum budget of eight refinement steps,
generation may terminate earlier. If the reward fails
to improve for several consecutive actions, the con-
troller triggers an early stop. This heuristic prevents
unnecessary expansions when the joke structure has
stabilized.

Practical constraints. To maintain narrative co-
herence, setup rewriting is restricted after the first
refinement step, and punchline generation is exe-
cuted only once per trajectory. These constraints
ensure that the refinement process primarily ex-
pands and improves the setup before committing
to a final punchline.

F Additional Retrieval Experiments for
HDG

To evaluate the impact of retrieval representations
in the Human-Data-Grounded (HDG) module, we
conducted additional experiments comparing three
retrieval strategies:

* TF-IDF: lexical similarity using sparse term
vectors,

+ Ko-sRoBERTa® sentence embeddings,
* KoSimCSE sentence embeddings.

For each method, the system retrieved the top-k
most similar setups from the human joke corpus
(k = 4) and used them as few-shot exemplars for
punchline generation. We generated 60 jokes for
each retrieval configuration and evaluated them
using the same LLLM-as-a-Judge protocol described
in Section 4.4. The evaluator (GPT-5) rated each
joke on seven criteria and an overall score using a
1-5 Likert scale.

Table 10 summarizes the results. Overall, the
three retrieval strategies produce similar perfor-
mance, suggesting that HDG is relatively robust
to the choice of embedding representation. How-
ever, KoSimCSE achieves the highest overall score
and slightly improves fluency and setup-punchline
coherence.

Based on these results, we adopt KoSimCSE
embeddings as the default retrieval representation
in the main experiments.

G Significance Tests

To verify whether observed evaluation differences
are statistically meaningful, we conduct signifi-
cance tests for both pairwise preference and Likert-
scale ratings. The same statistical procedures are
applied to both the human evaluation and the LLM-
as-a-judge evaluation.

G.1 Statistical testing procedure.

For pairwise preference comparisons, each evalua-
tion produces a binary outcome indicating which
system is preferred. Under the null hypothesis that
both systems are equally preferred, the probability
of a win is p = 0.5. We therefore apply the exact
binomial test to determine whether the observed
win rate significantly differs from chance. We also

3https://huggingface.co/jhgan/
ko-sroberta-multitask
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Retrieval Method Funny 1 Surprise ? Clarity f Cultural{ Fluency{ Original T Coherence{ Overall 1

TF-IDF 3.59 2.94 4.86
Ko-sRoBERTa 3.59 291 4.92
KoSimCSE (ours) 3.58 2.93 4.92

4.98 4.94 3.08 4.04 3.77
4.97 4.93 3.17 4.05 3.77
4.98 4.95 3.12 4.05 3.82

Table 10: Comparison of retrieval representations used in the HDG module. Scores are averaged Likert ratings (1-5)

from GPT-5 evaluations over 60 generated jokes.

report Wilson score confidence intervals for the win
rate, which provide reliable coverage for binomial
proportions (Wilson, 1927).

For Likert-scale ratings, we compare system
score distributions using two complementary non-
parametric methods. First, we apply the Mann-
Whitney U test (Mann and Whitney, 1947), which
evaluates whether two independent samples origi-
nate from the same distribution without assuming
normality. This test is appropriate for ordinal Lik-
ert ratings. Second, we estimate bootstrap confi-
dence intervals for the mean score difference us-
ing 10,000 resamples (Efron and Tibshirani, 1995).
Bootstrapping provides a distribution-free estimate
of uncertainty and is robust for moderate sample
sizes.

All statistical tests are two-sided with signifi-
cance level a = 0.05.

G.2 Pairwise Preference Tests

Table 11 summarizes the statistical tests for pair-
wise preference evaluations from both human an-
notators and the LLM-as-a-judge evaluation. Each
comparison is evaluated using the exact binomial
test under the null hypothesis that both systems are
equally preferred (p = 0.5). Wilson score confi-
dence intervals are reported for the estimated win
rate.

The results show that K-Humor is significantly
preferred over the baseline in both human and
LILM-based evaluations. In human evaluation, K-
Humor wins 64.5% of comparisons against the
baseline (p = 5.0 x 10~%), while the LLM judge
shows a similar trend with a 70.8% win rate (p =
0.0055).

When compared with human-written jokes, how-
ever, the advantage disappears: both human anno-
tators and the LLM judge do not find statistically
significant differences between K-Humor and hu-
man jokes (p = 0.060 and p = 0.119, respectively).
This suggests that although the proposed system
clearly improves over the baseline, the gap with
human-authored humor remains non-negligible.

G.3 Likert Rating Tests

Table 12 reports statistical significance tests for
the LL.M-as-a-judge Likert ratings, and Table 13
presents the corresponding results for the human
evaluation. Mean differences are computed as (K-
Humor minus comparison system). Confidence in-
tervals are estimated using bootstrap resampling,
and statistical significance is assessed using the
Mann-Whitney U test.

For the LLM-as-a-judge evaluation, K-Humor
receives significantly higher scores than the base-
line across multiple dimensions, including over-
all rating, funniness, clarity, fluency, and original-
ity. These results indicate that the proposed multi-
agent framework consistently improves both struc-
tural quality and perceived humor compared with a
single-pass baseline.

When compared with human-written jokes, how-
ever, the results reveal a mixed pattern. Human
jokes significantly outperform K-Humor in dimen-
sions related to humor creativity, such as funniness,
surprise, and originality. In contrast, K-Humor
achieves higher scores in structural aspects such as
clarity, cultural appropriateness, and fluency. This
suggests that the proposed system improves sev-
eral structural and audience-oriented dimensions,
although the original cultural appropriateness crite-
rion does not isolate cultural grounding from safety-
related considerations. The system still struggles to
match human creativity and comedic surprise.

H Dataset Preprocessing

For preprocessing, we remove trailing metadata
(text after the “x” marker), split ‘setup’/‘punchline’
primarily at the delimiter “Answer :” and other-
wise by treating the last line as the ‘punchline’ and
the preceding lines as the ‘setup’. We strip brack-
eted reference tags ([number]), drop leading nu-
meric enumerations in headings, and filter out very
short items (setup length > 10 chars, punchline
> 5 chars).
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Evaluator Comparison Wins Losses Non-Ties Win Rate  p-value

Human K-Humor vs Baseline 162 89 251 0.645 5.0x 1076
Human K-Humor vs Human 112 143 255 0.439 0.060
LLM Judge K-Humor vs Baseline 34 14 48 0.708 0.0055
LLM Judge K-Humor vs Human 31 19 50 0.620 0.119

Table 11: Significance tests for pairwise preference evaluations. Win rates are evaluated using the exact binomial
test with Wilson score confidence intervals.

Comparison Metric Mean Diff. 95% Bootstrap CI p-value

Overall +0.777 [0.661, 0.890] 6.21 x 10716

Funniness +0.720 [0.593, 0.852] 1.82 x 10~ 14

Surprise +0.231 [0.099, 0.366] 7.03 x 10~*

vs Baseline Clarity +0.551 [0.325, 0.792] 1.81 x 1076
Cultural +0.107 [0.012, 0.216] 0.101

Fluency +0.405 [0.240, 0.582] 7.24 x 1078

Originality ~ +0.503 [0.343, 0.662] 8.09 x 1079
Coherence +0.118 [-0.069, 0.317] 0.577

Overall -0.489 [-0.611,-0.378]  1.47 x 10712

Funniness -0.550 [-0.667,-0.433] 342 x 1074

Surprise -1.278 [-1.406,-1.156]  3.74 x 10722

vs Human Clarity +0.278 [0.161, 0.389] 2.71 x 1076

Cultural +0.472 [0.356, 0.589] 8.09 x 1010

Fluency +0.217 [0.111, 0.322] 2.80 x 107°

Originality ~ -0.889 [-0.972,-0.794]  6.07 x 1022

Coherence -0.833 [-0.944, -0.722] 9.10 x 10719

Table 12: Significance tests for LLM-as-a-judge Likert ratings. Mean differences are computed as (K-Humor minus
comparison system). Confidence intervals are estimated via bootstrap resampling, and statistical significance is
assessed using the Mann-Whitney U test.

| Qualitative Examples (Every holiday, my relatives ask when I am get-
ting married, and if I do not answer; they ask for
litati b din th luation: of automatic renewal service? ... At this point, |
two qua 1.ta.tlve patterns observed in the evaluation: might as well stamp “undecided” next to my name
the remaining gap between K-Humor and human- in the family registry.)
written humor, and differences in cultural speci-
ficity when the Cultural Agent is removed. In contrast, a human-written example reaches its

punchline through a shorter lexical incongruity:
K-Humor vs. human-written humor. A repre-

sentative K-Humor output develops a familiar Ko- Human-written: ui% %H}E 5714719] A 14?
. o . . = ) Bore 21 Ao Lo %
rean holiday scenario in which relatives repeatedly ;Zj 7t i%xtﬂg“ HQ}: ]L’_“E}]‘;\ > ,}L PN
. . H= 9’1}»&—1— +QM‘:} \_T7]’1:‘ 1_*!‘7]' pou=1
ask about marriage. The joke gradually extends YoH!r g 27
this premise through references to family group (When asked who wrote the Book of Numbers
chats, marriage-registration forms, and the family (Minsu-gi in Korean), Choi Bul-am confidently
registry: answers, “Minsu wrote it!” Choi Minsu: ?)
K-Humor: “2 A wjult} 12 Eo] A5 o4 5} The K-Humor example maintains a coher-
j—g_] %i %}—‘g—]ﬁi . gﬁ‘%;—%a}%_}’ g”g]j%z}g ent premise through incremental exaggeration,
I gHolEE S . . .
73 A A Ht]' 2017} Y .o, :L%J’é_ Hol ‘o] 1;3 , whereas the human-written example achieves the
LA St ohA mle] & Hol =t HEa humorous turn more abruptly through a compact
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Comparison Metric Mean Diff. 95% Bootstrap CI ~ p-value
Clarity +0.417 [-0.072, 0.900] 0.137
Cultural +0.556 [0.100, 1.011] 0.028
Fluency +0.406 [-0.011, 0.811] 0.060
vs Baseline Funniness +0.178 [-0.289, 0.644] 0.489
Originality +0.161 [-0.289, 0.611] 0.471
Overall +0.406 [0.022, 0.778] 0.050
Coherence +0.194 [-0.222, 0.600] 0.399
Surprise +0.150 [-0.272, 0.567] 0.555
Clarity -0.489 [-0.922, -0.056] 0.052
Cultural +0.300 [-0.167, 0.756] 0.185
Fluency -0.378 [-0.789, 0.033] 0.116
vs Human Funniness -0.544 [-0.989, -0.089] 0.033
Originality -0.389 [-0.800, 0.022] 0.100
Overall -0.433 [-0.822, -0.056] 0.048
Coherence -0.444 [-0.878, -0.011] 0.067
Surprise -0.833 [-1.244, -0.422] 3.7 x 1074

Table 13: Statistical significance tests for human-evaluated Likert ratings. Mean differences are computed as
(K-Humor minus comparison system). Confidence intervals are obtained using bootstrap resampling and p-values

are derived from the Mann-Whitney U test.

semantic reinterpretation. This illustrates a remain-
ing challenge for K-Humor: generating punchlines
with the brevity and sharp incongruity often found
in human-written jokes.

Effect of the Cultural Agent. Representative
outputs from the full and No-Culture conditions
also illustrate a difference in cultural specificity.
The full system develops a joke around repeated
marriage questions during Korean holidays, further
grounding the setup through references to tteokguk
and holiday traditions:

Full K-Humor: “0]2Z =W 43 A& 2t
A AF o4 Fotg-w= H7| Mo ‘AE A
A shF 3t H E1 AFSlE A%, ... Q2L
2o st RT gd AESYA VLY 2T
2 oty

(At this point, asking about marriage feels less like
a question and more like a holiday ritual-before
eating tteokguk, you first have to hear “When are
you getting married?” ... These days, I feel like
I need a holiday survival certificate more than a
marriage license.)

=5
[}
-
i

A representative No-Culture output instead de-
velops a more generic everyday scenario around an
Al-enabled rice cooker:

w/o Cultural Agent: “Q 5l AIV} Y Sl
£l T4 W&o HH BES 2= Yol &
27 FE2 T HA HF ot dET S
. A W e dupt A3 SE60A
Sl QAo A Egolop st A=/

(These days even Al can cook-will the rice cooker
eventually become smarter than me? . .. The rice
cooker just goes “ding-dong” when the rice is
ready, but when I burn the rice, my mother shows
up herself and says, “Ding-dong! A warning has
been issued for your life!”)

Both outputs remain fluent and coherent, but the
full-system example is grounded more explicitly in
a culturally specific Korean holiday and family con-
text. We therefore interpret the Cultural Agent as
primarily contributing to cultural specificity rather
than surface fluency.

J Qualitative Failure Analysis

Although K-Humor generally improves several
quality dimensions over the baseline, the system
still exhibits illustrative failure modes. Below we
present representative examples from the generated
outputs.

1. Over-extended Setup (Weak Punchline).
KR:

FAmol A 2] Tobem A Ztch
S, o) = U 22l o] 7} gFotole A
Zerta?

A170] 1 e E R o] 7h7tA] QT
% 7 ge7hh ob R 24 7o] Gl AL
Y LAY
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A Are] wopse
ARt 7] g 7 o
AR} et

A=l 7] A9lo] AR} A LES
olg 7PS o A% B A BolA,
24l A AT S} L2 slof
7t oRlE 8.

EN:

When I leave my seat at a café and come
back from the restroom, it always feels
like someone might have taken my seat.
Even though my laptop and bag are still
there, somehow I feel like the only invis-
ible person in the room.

Sometimes I even wonder if my belong-
ings are more popular than I am.

At this point I'm thinking of leaving a
photo of myself on the table as well.

Issue: The setup grows progressively longer but
the punchline introduces only a mild escalation,
resulting in a weak comedic payoff. In this exam-
ple, repeated setup expansion dilutes the eventual
comedic payoff.

2. Literal or Predictable Punchlines. KR:

54 BT L0 & wA el Lete
Lok 27501 " o], Al o
wolut A A7ta?

b

5215, 207} 7] 71 5]4]0] oy
o} 25| oh it

EN:

After a company dinner, people always
post “That was fun today ” in the group
chat.

But honestly, the thing we are really look-
ing forward to is not the dinner—it is
leaving work early.

Issue: The punchline simply restates the implied
sentiment in the setup without introducing a sur-
prising twist.

3. Redundant Humor Templates. KR exam-

ples:

]

ofd )7} iz §LO T AR AR 2
2eh8.
73] Lo G4 AT T Seta

EN:

Without an Americano I cannot climb to
the summit of the office.

Without coffee I cannot reach the top of
the company.

Issue: Multiple generations reuse the same struc-
tural metaphor (“coffee + summit”), indicating lim-
ited structural diversity.

4. Mild or Under-escalated Humor.
HA ot A F0] 2 AA skt
1 EolHly),
0% 5w ZHo| 1wy £ 5}
U 5pA Hoj 7t B

EN:

KR:

Every holiday my relatives ask when I
will get married.

At this point I might just stamp “TBD”
in the family registry.

Issue: The premise is relatable but the punch-
line produces only mild exaggeration rather than a
strong comedic reversal.

Summary. Across these examples we observe
four common limitations:

* overly long setups that dilute punchline im-
pact,

* literal punchlines that restate the premise,

* repeated structural templates across genera-
tions,

¢ and under-escalated humor that lacks a strong
twist.

These findings suggest that future work should
improve punchline selection and introduce stronger
diversity constraints during generation.

K Generated Samples

Table 17 provides representative examples of jokes
generated by our system (K-Humor), the single-
prompt baseline, and a human-written joke from
our reference corpus. For clarity, we include both
the original Korean text and its English translation.
The translations are not intended to perfectly pre-
serve the humor but to provide non-Korean readers
with an approximate sense of the content and style.
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Agent Role Prompt (Korean; English gloss in parentheses)

Cultural Agent System  “BMIE gl o £afo] HETH LAY L. $0] AFSA] ERIE, X3 23k
7} P, O] ol(K-pop, EJu} 5), = U4l 4 5 cioFet SUE
SFA]L.” (You are an expert in Korean humor culture; propose culturally relevant
topics and review jokes with attention to social trends, workplace culture, family
relations, media, and everyday situations.)

User “EHS AR 2ol o ok FA A ZFxE JSON vl P oz A oks)
FAR...” (Suggest three culturally appropriate joke topics in JSON format.)
Cultural Agent 2 User “opafo] L8 HHg 91 K0 oAt F7o] AA= A HE Hok..

w23 Ay, S, 70 28, ZHO] FALEE EAL (Review the
current setup for cultural appropriateness, relatability, humor style, and naturalness
of expression, then return a structured JSON verdict and feedback.)

Wordplay Agent System  “EMi2 gpe|2]9] §70] B HE AL 4 372 lo] 23] ofo] o] £
A, 2474S ] Zol, G, Al ie] g lEe] wel 110602
ZFSEA] R...” (You are a creative Korean wordplay expert; generate at least three pun
ideas, score them for humor depth, clarity, and naturalness, and pass forward the

best one.)
User ‘B E] FAIE ZEEO 2. FRe ADFE 2-37] AMYSHAR. 1 U5f Lol 4] 71]9]

z]o] 2 4= Ql= tho]of o] & & oJu]& Zrolifl 11...” (Generate 2-3 short anecdotes
grounded in the topic, extract a promising wordplay candidate, and return its dual

meanings in JSON.)
Setup System gl 48] Qi g Zu]r] Al ZFsh(1-225) LB Qlov) A

0]l ES 9 X[5FAR...” (You are a skilled Korean comedy writer; write a concise,
coherent, conversational setup that creates curiosity for the punchline.)

User “AFH olol73] ol S HA] FIFSHA ... F7F6F o] -gogt o <
o] 73]5 &g 1] ol F31H FAE HF o2 AAd e wH HY.
(Use the wordplay only when its score is at least 6; otherwise start from the cultural
topic alone and return {setup_line, wordplay_word}.)

Setup 2 User S Y] O E& Y. F5] ZA Tlv), sl elo] A o=
w2 medls BE va. ARks FeFs] ol AL, gRelAL, AL (Write
the next setup line by considering audience reactions, editorial feedback, and cultural
feedback; clarify, extend, or transition the setup in JSON format.)

Audience Agent System “GRIL AN o s g gy A, QIX A 02 HReSH= e AlEE o] o o]
HAEQ UL, A, wel ]9 L dio] o] XS E..” (You are a simulated
Korean audience agent; infer or maintain an audience profile and evaluate the
ongoing joke in terms of emotion, anticipation, confusion, and readiness for the
punchline.)

User “X| G719 =5 HF... JSON 9F 72 -SH5IA2... audience_profile, emotion,
anticipation_level, confusion_level, overall_score, audience_verdict...” (Given the
current setup, return a JSON response with the audience profile, emotion, numeric
ratings, verdict, suggestion, and expected punchline style.)

Table 14: Complete multi-agent prompts used in the full K-Humor pipeline. Korean prompts are shown with English
glosses.
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Agent

Role

Prompt (Korean; English gloss in parentheses)

Editor

System

User

‘G2 g Aot s Y0 &2 of HE Zujr] o)A AE e HYAI ..
=2]%] A%, mjgope) §, v 25 29 w0l ¢10155] BIL." (You are
a Korean comedy editor; analyze logical progression, contextual fit, pacing, and the
quality of the proposed wordplay.)

“Fr1o] JF=sH AHEE Hol72]E HESL b EHS Al F 5= A Y Y T
S ZEE(1-107)... Q] A2]-2H 317F5] e F =~ (Evaluate the candidate
wordplay for humor potential and return a wordplay rating in JSON.)

Editor 2

User

7 59 5EE AEsly W NEWL AT i 3450 4ol 75
E]7] A= Punchline’S A|QFSFX] BEAK... verdict, editing_suggestion, sug-
gested_punchline_style...” (Review the evolving joke and decide whether it needs
more setup or is ready for the punchline; include structural advice and an overall
score in JSON.)

Editor 3

User

“eHYEH wHES HESI Y HEBS A gHE o DA of SR 7 US| A
OF..” (Review the completed joke and provide final refinement suggestions in JSON.)

Punchline

System

User

“grile g au]c) BAjerel 71 ch. HARRle H(1-25) Felstn, o]
&40 2 4k g Flolof L. W ATHE v, BEholE, g
= 97" (You are a Korean punchline writer; produce a short, clever, setup-
consistent punchline using principles such as wordplay, script opposition, incongruity-
resolution, and reversal.)
“AFE lof73] dolZF QIohd... AA] 4%, HF vk, ZujHd fE, few-
shot SJA]-E ZF11... {punchline: ...}” (Generate a punchline using the current setup,
optional wordplay, audience/editor feedback, and retrieved few-shot examples; return
{punchline}.)

Punchline 2

User

"5 e mo]] HAbe] [ o] FolHerh. 435 HA|eelgto]
of g} A w=urS vhstafjof gl k.. {full_joke: ...)” (Revise the completed joke
using editorial feedback and return the entire revised joke, not only the punchline.)

Comparison Agent

System
User

&

RS ol o] FEZFYULE. 0] Zo|, FEHY, Eels, olo] AdAg,
=94, JUE T E0 R S TE BIL.. U SAE HHSAHL.” (Com-
pare two jokes as a Korean humor critic, score them on humor, clarity, surprise,
naturalness, originality, and consistency, and select a winner in JSON.)

Table 15: Complete multi-agent prompts used in the full K-Humor pipeline (continued).

Role

Prompt (Korean; English gloss in parentheses)

System

User

“You are a Korean comedy writer. Generate a single self-contained joke with a
setup and a punchline. Return JSON with keys: setup, punchline.” (Single-shot
Korean joke generation; return JSON fields for setup and punchline.)

“Write a funny Korean joke for audience [audience] in context [context]. Return
JSON only.” (Generate a funny Korean joke for the given audience and context,
and return JSON only.)

Table 16: Baseline single-prompt prompts from the generation script.
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Source

Korean (Original)

English (Translation)

K-Humor (Ours)

Al A el woen
WA elRt At
A o8

LES, A, o]
S um, oed W 2y

RN

oL e EE A2 Folu EAeFolt 7}
SAR7EA A 2715 2 .

ol 9l A2 Wo el m 7hil A S ghalist
ARHE e A gotg,

ohw, el wr] YW AW 7} W
2elof 15 ¢4 Faotaola.

o
ol

1}7] A= 3D = &

When you see people reserving seats at cafés by
putting laptops, books, or even their shoes on the
table, don’t you start wondering what they’ll put
there next?

At this rate, I'm worried that someday people will
start leaving lunchboxes or even family photos just
to hold their seats.

Eventually someone might even try reserving a seat
by placing the café owner there.

If there were an Olympics for saving seats at cafés,
you’d wonder what someone would have to put on
the table to win the gold medal.

Honestly, at this point I wouldn’t be surprised if
someone 3D-printed their own face and left it there
to keep the seat.

Baseline
Prompt)

(Single-

So ofe} Frolof, s

My friend asked me, “Why are you always at home?”

I'said, “I’'m not a homebody, I'm a homeboy—global
style!”

Human-Written

#2oro] 02 44 AEYE mold 28
A5 ek 2213 b o] zo] Folzle,
"ol 4, Al vlel S S A Aol FA L.

OJIAFE £MEA SAAY 22 Frolglnt.
WS Zh7 Uk 2k A Fof SofelA of

o Folu} thel = QHs ol =AY

rr

Choi Bul-am went to the arcade and played Street
Fighter II all day. Then he went to the barbershop.

“Sir, please cut my hair like Dhalsim.”

The barber skillfully gave him a Dhalsim-style
haircut.

After leaving, Choi Bul-am came back a little later
and asked, “Hey, why don’t my arms or legs stretch
out?”

Table 17: Example jokes from our system (K-Humor), the single-prompt baseline, and the human-written corpus,
shown with English translations.

41313



Human Evaluation of Al-Generated
Korean Jokes (Al7t 445t st sE0|
Ciet Q17 ™It

Hello! - Thank you for participating in our study on humor generation. We are developing

systems that can automatically generate short Korean jokes, and your feedback will help
us evaluate their quality.

You will be shown short jokes (a setup followed by a punchline).

Some jokes are written by humans, while others are generated by Al systems.

We ask you to rate or compare them according to their quality.

There are two types of tasks in this survey:

1
Pairwise Comparison: You will see two jokes (A and B) and choose which one
is better.

2
Likert Rating: You will rate a single joke across several criteria (from 1 = very
poor to 5 = excellent).

Your responses will remain anenymous and will only be used for academic research. The
survey will take approximately 10-15 minutes.

Figure 4: Overview of the human evaluation survey

form.

Part 1: Pairwise Comparison
158 Yw
In this section, you will see two jokes side by side (A and B).

Please decide which joke is better overall, considering the following aspects:

Funniness (is it actually funny?)

Surprise/Misdirection (does it use an unexpected twist?)

Clarity (easy to understand?)

Cultural Appropriateness (suitable for Korean audience. no offensive or irrelevant

content)

Fluency (grammatically natural Korean)

Originality (not cliché or overly generic)

Setup—Punchline Coherence (does the punchline logically connect to the setup?)

Figure 5: Example of a pairwise comparison question
(K-Humor vs. baseline or human).

41314



Part 2: Likert Scale Rating
28: 2|IHE Mz "I}

In this section, you will rate single jokes on a scale of 1 (very poor) to 5 (excellent) across
several dimensions. Please be honest and consistent.

Ol MMM = 7HE sEE of2] 710l w213 LE)ollM sH (0l F2)7HA] TotstAl €
Lick

FEStD LetelH gEHs FA17| HELICH

Q21. Rate this joke 1 (very poor) to 5 (excellent):

oA ELID Foi| 7h= 2, g4 W2l of 21412 5 '0bX|of ¢ THO| Al HO|LL L2t
27?

HX|0] 2 0pX|e} 3 THO| U, 2 7h= 5 TN OHX| 202t A 2FES CHA IR,
D7 FHoll 7HCE 2, of = A B{AIH|ECE 3| AH[7} O OMFIKl= H UZ.

JchM RE2 2|4 Xt2|ofl Al Tt Opx|ako] LIH, £ FHoil 2 FZHIE AIFie—2
ol DiSE = QI M2 LiotR.

= Foil =25t 2|Al0] 2t | ofL|2t LY E20] AIZHE HEH2tDR.

JchM RF2 2|4 Xi2|oflA] 'Opx|efol2t & LY, O 83| 22 w2 0t —LY
2 OFHO|l SHE= i MHol2ts: HAHO} SR,

Ol Tiwt 2|49 DFX|ete, AlMN £ of shEd Jhs W 2217] dHol2t=s d A2 i
SASELICH

Funniness (how
funny is it?)

Surprise/Misdirection
(does it have an
unexpected twist?)

Clarity (easy to
understand?)

o O O
O
O
O

o O O

Cultural
Appropriateness (is it
inoffensive and
contextually
appropriate?)

O
O
O
O
O

ooy O O O O O
Originality (is it
creative, not cliché?)
Setup—Punchline
pnanetine . O O O O O

setup logically?)

Overall Quality O O O O O

Figure 6: Example of a Likert-scale rating question.
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