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Abstract

Recent advances in large language models
(LLMs) have enabled software engineering
agents to solve complex code modification
tasks. However, most existing approaches rely
on execution feedback from Docker-based envi-
ronments, which require dependency-complete
setup, program execution, and test validation,
making agent training costly and difficult to
scale. We propose SWE-World, a Docker-
free framework that replaces containerized exe-
cution during downstream agent optimization
with a learned surrogate environment. Trained
on real agent-environment interaction traces,
SWE-World predicts both step-level execution
feedback and final test outcomes, preserving
the standard agent-environment loop without
repeatedly constructing or running Docker envi-
ronments. This surrogate also enables test-time
scaling (TTS) by scoring multiple candidate
trajectories through simulated evaluation. Ex-
periments on SWE-bench Verified show that
SWE-World improves Qwen2.5-Coder-32B-
Instruct from 6.2% to 52.0% with Docker-free
SFT, 55.0% with Docker-free RL, and 68.2%
with TTS. The code is available at https:
//github.com/RUCAIBox/SWE-World.

1 Introduction

Recent years have seen rapid progress in software
engineering (SWE) agents powered by large lan-
guage models (LLMs) (Zhao et al., 2023), with
growing practical value on real-world repository-
level tasks (Jimenez et al., 2024; Chowdhury et al.,
2024). These agents typically operate through an it-
erative loop between the agent and an execution en-
vironment (Wang et al., 2025b; SWE-agent Team,
2024; Chen et al., 2026). In SWE tasks, the environ-
ment is usually an isolated, dependency-complete
workspace instantiated from the target repository,
most commonly through Docker, where programs

“Equal contribution.
fCorrespondence to Wayne Xin Zhao.

and unit tests can be executed reliably (Pan et al.,
2025; Badertdinov et al., 2025). As a result, current
SWE agent training and evaluation pipelines rely
heavily on physical execution environments (Yang
et al., 2025b).

This reliance on Docker introduces substantial
scalability bottlenecks. Unlike lightweight code
tasks that only require a basic runtime, repository-
level SWE tasks require full workspace setup,
dependency resolution, program execution, and
final test validation (Yang et al., 2025c). Al-
though Docker provides reliable feedback for su-
pervised fine-tuning (SFT) and reinforcement learn-
ing (RL) (Tao et al., 2026; Luo et al., 2025a; Zeng
et al., 2026), it limits scalability in three ways. First,
many real-world repositories and pull requests can-
not be used because their dependencies are difficult
to build in containers (Wang et al., 2025a). Second,
large-scale training, especially RL, requires storing,
managing, and distributing many Docker images,
which incurs heavy disk overhead; RL rollouts fur-
ther require substantial CPU resources and careful
scheduling to launch containers at scale (Luo et al.,
2025a). Third, expensive environment interactions
limit test-time exploration and trial-and-error strate-
gies (Jain et al., 2025b).

Motivated by recent advances in LLM-based
world modeling (FAIR CodeGen team et al., 2025;
Luo et al., 2025b), we explore an alternative
paradigm that replaces physical execution environ-
ments with learned models. If feasible, this would
decouple SWE agent optimization from costly envi-
ronment instantiation and make large-scale training
more accessible. However, repository-level execu-
tion modeling is challenging: it requires reason-
ing over large, evolving codebases where localized
edits may induce complex, non-local effects, and
demands accurate prediction of diverse execution
behaviors across heterogeneous projects. We ad-
dress this challenge by training LLMs on real agent—
environment interaction traces to build a surrogate
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environment for SWE agents.

To this end, we propose SWE-World, a Docker-
free framework for SWE agent training and infer-
ence. SWE-World is based on a key observation:
many agent actions, such as navigation, inspection,
and editing, only require lightweight file-system
operations, while Docker is mainly needed for pro-
gram execution and final test evaluation. There-
fore, SWE-World separates these two classes of
actions during the interaction loop. A deterministic
sandbox handles lightweight operations and main-
tains the repository state, while a learned transition
model predicts step-level execution feedback for
commands that would otherwise require Docker.
At submission time, a learned reward model acts
as a virtual test runner, generating a structured test
report and a reward signal for the final patch. To-
gether, these components form a unified surrogate
world for the agent, capturing both step-level dy-
namics and terminal outcomes, alleviating the scal-
ability bottlenecks of resource-heavy execution.

We evaluate SWE-World on SWE-bench Ver-
ified (Chowdhury et al., 2024) using open-
source SWE datasets and newly crawled GitHub
tasks. With Docker-free SFT, Qwen2.5-Coder-
32B-Instruct improves from 6.2% to 52.0% re-
solve rate, and further reaches 55.0% after Docker-
free RL. The smaller Qwen3-4B-Instruct reaches
25.6% with SFT and 30.0% with RL. Beyond train-
ing, SWE-World also enables Docker-free test-time
scaling: using the learned reward model to rank
candidate solutions, Qwen2.5-Coder-32B-Instruct
achieves 68.2% resolve rate with TTS@8. All re-
ported benchmark scores are verified by the real
evaluation harness. These results show that SWE-
World can provide effective training and selection
signals while substantially reducing the infrastruc-
ture barrier of SWE agent research.

Our contributions are summarized as follows:

e Docker-Free SWE Environment: We pro-
pose SWE-World, a Docker-free framework that
replaces physical execution environments with a
learned surrogate for training and evaluating soft-
ware engineering agents.

e End-to-End Docker-Free Agent Optimization:
We show that LL.M-based environment feedback
can successfully support SFT and RL, achieving
performance comparable to or better than training
with real execution.

e Scaling SWE Training Beyond Executable
Repositories: By eliminating the requirement for
buildable environments, SWE-World enables sub-

stantially broader utilization of real-world GitHub
data for training software engineering agents.

2 Related Work

Datasets for Software Engineering Tasks. The
evaluation of LLMs in software engineering has
shifted from isolated code generation (Chen et al.,
2021; Jain et al., 2025a) to repository-level issue
resolution. SWE-bench (Jimenez et al., 2024) and
SWE-bench Verified (Chowdhury et al., 2024) es-
tablished rigorous benchmarks for real-world soft-
ware issue solving. Furthermore, SWE-Gym (Pan
et al., 2025) and SWE-rebench (Badertdinov et al.,
2025) collect issue-solving tasks from diverse
GitHub repositories for training, while SWE-
smith (Yang et al., 2025b) further explores au-
tomated large-scale issue generation. However,
these datasets rely on per-sample Docker environ-
ments for execution and verification (Yang et al.,
2025c). In contrast, we explore a Docker-free train-
ing paradigm for SWE agents.

Software Engineering LLMs and Agents. Re-
cent agentic frameworks, such as SWE-agent (Yang
et al., 2024b) and OpenHands (Wang et al., 2025b),
have enabled LLMs to interact with software envi-
ronments for autonomous issue resolution. Exist-
ing methods largely follow two paradigms. Agent-
based approaches execute models in realistic sand-
boxed environments to collect trajectories and sup-
port agentic SFT (Tao et al., 2026; Wang et al.,
2025a; Liu et al., 2025; Zhao et al., 2026) or
RL (Cao et al., 2025; Luo et al., 2025a; Golubev
et al., 2025). While effective, this paradigm suffers
from significant resource overhead, as each data
sample typically demands a dedicated container. In
contrast, agentless methods (Xia et al., 2024; Yang
et al., 2025¢) improve efficiency by decomposing
issue resolution into stages such as fault localiza-
tion, code repair, and patch verification (Xie et al.,
2025; He et al., 2025), yet their fixed workflows
may limit autonomous exploration. Our work com-
bines the flexibility of agent-based interaction with
the scalability of agentless methods.

3 Preliminaries

In this section, we define the SWE task and moti-
vate our Docker-free design by analyzing the struc-
ture of SWE environments.
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Figure 1: Overview of SWE-World. Left: We collect agent-Docker interaction data to train the SWE-World Transi-

tion Model (SWT) and SWE-World Reward Model (SWR

). Middle: SWE-World forms a Docker-free surrogate

environment, enabling scalable agent enhancement via SFT, RL, and Test-Time Scaling. Right: Comparison of
code agent trajectories generated based on Docker and SWE-World.

3.1 Problem Setup and Interaction Loop

SWE Task Instances. A task instance consists
of an issue description and a reference codebase
snapshot. We denoteitas Z = (C, b, d,U), where C
is a codebase repository, b is the base commit, d is
the problem statement, and I/ is the set of validation
tests required for a correct fix. Additional instance
metadata is provided in Appendix A.

Interactive Repair Process. The agent operates
in a mutable workspace initialized from (C, b) and
interacts with an execution environment £. At step
t, the agent produces a thought z; and an action
a¢; the environment executes a; under the current
patch P, and returns step-level feedback y;:

< out , err

yt , yt ex1t>

7yt N(c/‘(at;c,b,Pt).

Yt ey

Here, y9t, y£™, and y5*1 denote stdout, stderr, and
exit code. The agent’s edits accumulate into a patch
P, and the episode ends when it invokes submit.
A complete trajectory is

T = [Iv (Z17a17y1)7~"7(ZT7aT7yT)7P:|' (2)
Evaluation. The environment evaluates the sub-
mitted patch P by running validation tests {/:

Yeval = <Rtesta T> ~ 5(P, C,b, u)) 3)
where R is the test report, and the binary reward
r = 1 if all tests in U pass, or r = 0 otherwise.

3.2 Execution Environments and the
Docker-Free Motivation

A central challenge in SWE tasks lies in the ex-
ecution environment £, which must support both
lightweight workspace operations and heavyweight
repository-specific execution (Yang et al., 2025b).
Conceptually, £ can be viewed as four increasingly
capable layers: file system for maintaining the muta-
ble repository state, terminal for generic navigation
and editing commands, sandbox as the combina-
tion of file system and terminal, and Docker as a
dependency-complete runtime for executing pro-
grams and tests. This structure reveals that most
agent actions only require the sandbox, whereas
the main scalability bottleneck comes from Docker-
dependent execution and test evaluation.

Motivated by this observation, SWE-World
keeps sandbox operations deterministic and re-
places only Docker-dependent feedback with
learned LLM components. This preserves the
standard agent-environment loop while decoupling
training and inference from dependency-complete
runtimes. Details of the learned components are
introduced in Section 4.

4 SWE-World: LLM-Based Docker-Free
Environment

We propose SWE-World, a surrogate environment
Eword that uses LLMs trained on real interaction
traces to simulate Docker-based execution feed-
back, enabling scalable agent training and infer-
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ence without physical containers.

4.1 System Architecture

SWE-World replaces Docker with a universal
lightweight sandbox and learned LLM components.
Given an agent action a;, we categorize it into two
types: (i) Navigation & Editing, which includes file
exploration and edits via generic shell/tool com-
mands (e.g., 1s, cat, grep, view); and (ii) Code
Execution, which includes repository-specific exe-
cution commands that depend on runtime seman-
tics (e.g., python reproduce.py).

A lightweight Sandbox handles navigation and
editing. The SWE-World Transition Model
(SWT) predicts feedback ¢, for code execution,
while the SWE-World Reward Model (SWR)
evaluates final submissions as a virtual test run-
ner. Both learned models use compact contexts «
built from the instance and workspace state.

4.1.1 Lightweight Sandbox for Navigation
and Editing

The sandbox consists of the file system and termi-
nal, and deterministically supports navigation and
editing over the repository workspace. We delegate
these operations to the sandbox rather than LLMs
for two reasons: (1) Reliability: file operations are
deterministic, while LLM simulation may halluci-
nate files or contents. (2) Efficiency: navigation and
editing are inexpensive and require no semantic rea-
soning, making LLM inference unnecessary. This
ensures that the workspace state remains accurate
and consistent with the agent’s edit history.

4.1.2 SWT: Step-Level Execution Feedback
Simulation

For code-execution actions, we employ the SWE-
World Transition Model, denoted as Mgwr.
Repository-level execution simulation is challeng-
ing because the feedback depends on the issue,
the evolving patch, the executed command, and
the relevant code context. To provide sufficient
information while keeping the input compact, we
construct a transition context 7" | for each step ¢.
Transition Context. The context x?" T contains
three parts: (i) instance metadata, including the
problem description, an initial LLM-generated
analysis of the bug and intended fix, and a ground-
truth patch used only as an internal reference and
hidden from the agent; (ii) agent patch, which
records the agent’s current modifications; and (iii)
execution content, including the command a; to be

simulated and the relevant code needed to infer its
runtime behavior. See Appendix A for details.
Given ;W T, SWT predicts step-level feedback:

Gr = (G 5, 9890 ~ Mswr(k5YT). ()

The agent uses this feedback to iteratively diagnose
failures and refine the patch without Docker.

4.1.3 SWR: Test Report and Reward
Generation for Evaluation Simulation

The SWE-World Reward Model, denoted as
Mswr, validates the agent’s final submission. Ex-
isting LLM-based verifiers often reduce valida-
tion to binary trajectory classification, predicting
whether a patch is correct with a YES/NO sig-
nal (Shum et al., 2025; Tao et al., 2026). This
black-box formulation offers limited interpretabil-
ity and is sensitive to long, noisy trajectories.

In contrast, SWR acts as a virtual test runner: it
simulates the execution of the validation tests I/ on
the submitted patch P, generates a structured test
report, and then assigns the binary reward. This
encourages the model to reason over test behavior
before making the final success/failure judgment.
Evaluation Context. For a trajectory 7, we con-
struct an evaluation context x>~ for final test sim-
ulation. It contains the same components as the
transition context, but is instantiated with the sub-
mitted patch P and test-related execution content.
In addition, it includes the validation tests I/, cov-
ering Fail-to-Pass (F2P) tests that should become
passing and Pass-to-Pass (P2P) tests that should
remain passing. See Appendix A for details.

Given x5VR SWR predicts the results:

Jeval = (Riest, ) ~ Mswr(55VR).  (5)

Here, ﬁtest denotes the predicted test report, and
7 € {0, 1} denotes the predicted reward. By gener-
ating the report before the reward, SWR provides a
more interpretable verification signal for Docker-
free selection and optimization.

4.2 Training SWT and SWR

We train SWT and SWR based on Qwen2.5-32B-
Instruct and Qwen2.5-72B-Instruct (Yang et al.,
2024a) via SFT, utilizing data collected directly
from the interactions between SWE agents and real
execution environments.

4.2.1 Data Collection from Real Docker
Rollouts

We construct our training corpus by generating tra-
jectory rollouts on open-source SWE datasets (Jain
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et al., 2025b; Pan et al., 2025; Badertdinov et al.,
2025) and corresponding Docker images. For each
code execution step, we extract " | and the real
execution feedback y; directly from the Docker
container’s output, yielding transition samples
Dyans = {(k§WT,y;)}. For a trajectory 7, at the
terminal step, we extract x>~ and execute the unit
tests to obtain the evaluation outcome ¥ey,1, form-
ing the reward dataset Dieward = {(K>"R, Yeval) }-
Crucially, this collection process achieves high data
efficiency: a single rollout simultaneously yields
multiple interaction samples for supervising the en-
vironment models and an agent trajectory for policy
training. Details are provided in Appendix B.

4.2.2 Reverse-Reasoning Distillation for CoT
Backfilling

Directly predicting execution feedback from com-
plex repository contexts is challenging. To improve
learnability, we augment SWT and SWR train-
ing with Chain-of-Thought (CoT) reasoning (Wei
et al., 2022). CoT provides richer supervision dur-
ing training and enables more granular inference-
time analysis, leading to higher prediction accu-
racy (Huang et al., 2025; Kojima et al., 2022).

To construct CoT supervision, we adopt a
reverse-reasoning strategy (Chen et al., 2025; Lin
et al., 2025). Given an input context x and its
Docker-obtained ground-truth feedback ygr, a
powerful teacher model generates a forward rea-
soning trace from the context to the target output:

CoT < Teacher(Reasoning | k,ygr).  (6)

We further use an LLM-as-a-Judge (Gu et al., 2024)
to filter invalid CoTs or traces that directly re-
veal ygr. The remaining CoTs are backfilled into
the training targets, formatted as <think> CoT
</think> followed by ygr. This encourages the
models to learn the underlying execution logic be-
fore producing the final feedback. Training details
are provided in Appendix B, and we analyze the
effects of CoT in Appendix F.

S Training SWE Agents with SWE-World

In this section, we build a fully Docker-free SWE
agent training pipeline with SWE-World, enabling
scalable data curation, supervised fine-tuning, and
reinforcement learning.

5.1 Software Engineering Data Preparation

We construct a unified instance pool from two com-
plementary data sources.

Open-Source SWE Datasets. We aggregate in-
stances from R2E-Gym (Jain et al., 2025b), SWE-
Gym (Pan et al., 2025), and SWE-rebench (Badert-
dinov et al., 2025), and convert them into the uni-
fied SWE-World schema.
SWE-World Dataset.  Existing SWE data
pipelines heavily rely on Docker, causing many
real GitHub issues and PRs to be discarded when
their repositories fail to build in containers (Yang
et al., 2025b). SWE-World alleviates this con-
straint by simulating execution feedback, allowing
us to utilize a broader set of real-world reposito-
ries. We crawl fresh GitHub issues and PRs, dedu-
plicate them against existing datasets, parse the
corresponding repository information, and apply
heuristic filtering. This yields the SWE-World
Dataset, containing 16.6k curated instances across
diverse repositories. As shown in Table 1, it covers
more tasks and substantially more repositories than
prior SWE datasets. Details of the data processing
pipeline are provided in Appendix H.

The final training set combines both open-source
and newly curated instances.

Table 1: Comparison of SWE-World Dataset and other
open-source SWE datasets with Docker environments.

Dataset # Tasks # Repos Source
SWE-rebench 6.5k 1,429 Real
SWE-Gym 2.4k 11 Real
R2E-Gym 4.6k 10 Synth
SWE-World Dataset 16.6k 3,763 Real

5.2 Docker-Free Supervised Fine-tuning

We train the policy model with rejection-sampled
trajectories generated in SWE-World.

Trajectory Generation. For each training instance,
powerful code agents (Z.ai, 2025; MiniMax, 2025)
interact with SWE-World, where the Sandbox han-
dles navigation/editing and SWT provides execu-
tion feedback. This produces agent trajectories
without Docker-based container orchestration.
Trajectory Filtering. We apply two-stage filtering
to improve data quality. First, rule-based filters re-
move trajectories with invalid tool usage, execution
timeouts, excessive context length, too many turns,
or no final submission. Second, SWR verifies the
remaining trajectories, and we retain only those
with a positive predicted reward (# = 1).

Agentic Supervised Fine-tuning. We fine-tune
Qwen2.5-Coder-32B-Instruct (Hui et al., 2024)
and Qwen3-4B-Instruct-2507 (Yang et al., 2025a)
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on the filtered trajectories. Following agentic
SFT (Wang et al., 2025a), we train on the agent’s
thoughts and actions. See Appendix C for details.

5.3 Docker-Free Reinforcement Learning

SWE RL (Golubeyv et al., 2025; Cao et al., 2025)
is costly because rollouts and validation repeat-
edly require Docker containers, incurring heavy
resource and orchestration overhead. Existing
learned-verifier methods reduce validation cost but
still rely on Docker execution (Shum et al., 2025).
SWE-World instead supports an RL training loop
driven only by the Sandbox, SWT, and SWR.
Agentic RL Loop with SWE-World. Starting
from the SFT-trained agent, we run RL in SWE-
World with SWT and SWR as inference services.
The Sandbox and SWT provide rollout feedback,
while SWR assigns the terminal reward after sub-
mission. This replaces Docker containers with
lightweight sandbox execution and model serving.
Optimization. We optimize the policy with GRPO
paradigm (Shao et al., 2024; Luo et al., 2025a). To
improve stability for long-horizon SWE trajecto-
ries, we use clipped ratio objectives, leave-one-out
advantage estimation, and length normalization.
Details in Appendix D.

5.4 Test-Time Scaling with SWR

We further improve inference via test-time scaling
(TTS), selecting among multiple candidates. Un-
like regression-style verifiers (Jain et al., 2025b;
Pan et al., 2025), SWR adopts a generative verifi-
cation paradigm that simulates test execution and
outputs both a structured report and a reward.

For each instance, we sample /N candidate tra-
jectories {71, ..., 7n}. For each 7, we query SWR
M times and average the rewards 7; to obtain its
confidence score s(7). We then select the highest-
scoring trajectory 7* for the real evaluation:

M
1
s(t) = — ) 7,7 = argmax s(1). (7)
M; ' T€{T1,, TN}

This formulation enables two complementary
forms of test-time scaling: increasing N expands
the solution space explored by the agent, while
repeated SWR evaluation with M queries provides
a more robust estimate of candidate quality.

6 Experiments

We detail the training of SWE-World (SWT, SWR)
and SWE agents, followed by evaluations and anal-

yses validating our methodology.

6.1 Experimental Settings

Agent Scaffolding. We build our agent on the R2E-
Gym framework (Jain et al., 2025b) and integrate
SWE-World, allowing the scaffold to run with ei-
ther Docker or SWE-World as the environment.
Evaluation & Baselines. We evaluate on SWE-
bench Verified (Chowdhury et al., 2024), using re-
solve rate (%) as the metric. We benchmark against
recent open-source code agents (Hui et al., 2024;
Yang et al., 2025a; Pan et al., 2025; Jain et al.,
2025b; Zeng et al., 2025; Yang et al., 2025b; Cao
et al., 2025; Luo et al., 2025a; Wang et al., 2025a;
Yang et al., 2025¢; Sonwane et al., 2025; Tao et al.,
2026; Xie et al., 2025; Ma et al., 2024; Wei et al.,
2025). To prevent Git hacking (Xiao et al., 2026),
solution-revealing git commands are disabled.
SWT Evaluation. We evaluate SWT end-to-end
by replacing Docker feedback with SWT during
rollouts, utilizing a fixed code agent (MiniMax-
M2.1 (MiniMax, 2026)). The final submitted patch
is evaluated in Docker to obtain the resolve rate.
SWR Evaluation. We compute Accuracy, Preci-
sion, Recall, and F1 by comparing SWR predic-
tions against Docker-based ground-truth rewards
on a held-out set of trajectories.

Test-Time Scaling Setup. For test-time scaling,
we sample V=8 candidate trajectories per instance
and query SWR M =3 times per candidate to es-
timate the expected reward. See Appendix E for
additional setup details.

6.2 Main Results

Performance of SWE Agents. As shown in Ta-
ble 2, our method reaches the frontier performance
among open-source 32B models. Starting from
the Qwen2.5-Coder backbone (6.2%), SFT and
RL boost performance to 52.0% and 55.0% re-
spectively. Crucially, our purely Docker-free mod-
els outperform baselines trained with real Docker
execution (e.g., FrogBoss-32B at 54.6%), vali-
dating the efficacy of our pipeline. With SWR-
based TTS @8, performance peaks at 68.2%, sur-
passing the previous best (DeepSWE-32B-Preview
TTS@16) by a large margin.

Effectiveness of SWT. While a performance gap
between simulation and reality is inevitable, SWT-
72B minimizes this degradation most effectively.
With MiniMax-M2.1 fixed as the code agent, SWT-
72B achieves a 60.2% resolve rate (Table 3), out-
performing GLM-4.7 (59.4%) and MiniMax-M2.1
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Table 2: Performance of various models on SWE-bench Verified. The best results are in bold and the second-best

are underlined, excluding test-time scaling (TTS) results.

Model/Method Backbone Scaffold Training Environment Resolve Rate (%)
Qwen2.5-Coder-32B-Instruct - OpenHands - Docker 6.2
Qwen3-32B - OpenHands - Docker 23.2
Qwen3-Coder-30B-A3B - OpenHands - Docker 51.6
SWE-Gym-32B Qwen2.5-Coder-32B-Instruct ~ OpenHands ~ SFT Docker 20.6
R2E-Gym-32B Qwen2.5-Coder-32B-Instruct R2E-Gym SFT Docker 344
+TTS@16 Qwen2.5-Coder-32B-Instruct R2E-Gym SFT Docker 494
Skywork-SWE-32B Qwen2.5-Coder-32B-Instruct OpenHands SFT Docker 38.0
+ TTS@8 Qwen2.5-Coder-32B-Instruct OpenHands SFT Docker 47.0
SWE-agent-LM-32B Qwen2.5-Coder-32B-Instruct ~~ SWE-agent ~ SFT Docker 40.2
SWE-Fixer-72B Qwen2.5-72B-Base Agentless SFT - 32.8
SA-SWE-32B Qwen3-32B OpenHands RL Docker 394
Llama3-SWE-RL-70B Llama-3.3-70B-Instruct Agentless SFT+RL - 41.0
Lingma-SWE-GPT-72B Qwen2.5-72B-Instruct Agentless SFT - 30.2
DeepSWE-32B-Preview Qwen3-32B OpenHands RL Docker 42.2
+TTS@16 Qwen3-32B OpenHands RL Docker 59.0
Kimi-Dev-72B Qwen2.5-72B-Base SWE-Agent  SFT+RL Docker 48.6
SWE-Mirror-LM-32B Qwen2.5-32B-Instruct MOpenHands  SFT Docker 52.2
FrogBoss-32B Qwen3-32B SWE-Agent SFT+RL Docker 54.6
SWE-Lego-Qwen3-32B Qwen3-32B OpenHands SFT Docker 52.6
+TTS@16 Qwen3-32B OpenHands  SFT Docker 58.8
SWE-World-4B-SFT Qwen3-4B-Instruct-2507 R2E-Gym SFT 25.6
SWE-World-4B-RL Qwen3-4B-Instruct-2507 R2E-Gym SFT+RL Sandbox 30.0
SWE-World-32B-SFT Qwen2.5-Coder-32B-Instruct R2E-Gym SFT + LLMs 52.0
SWE-World-32B-RL Qwen2.5-Coder-32B-Instruct R2E-Gym SFT+RL ) 55.0
+ TTS@8 Qwen2.5-Coder-32B-Instruct R2E-Gym SFT+RL 68.2

Table 3: SWE-bench Verified performance using differ-
ent transition-feedback providers.

Table 4: Performance of reward simulation against
Docker ground truth.

Transition feedback Resolve Rate (%) A Reward Simulation Acc. Prec. Recall F1

Docker (GT) 68.4 - Docker (GT) 1.00 1.00 1.00 1.00
MiniMax-M2.1 56.2 1 12.2 MiniMax-M2.1 0.740 0.709 0.891 0.790
GLM-4.7 59.4 4 9.0 GLM-4.7 0.768 0.763 0.836  0.798
SWT-32B 55.2 1 13.2 SWR-32B 0.754 0.779 0.770  0.774
SWT-72B 60.2 1 8.2 SWR-72B 0.770 0.780 0.807 0.794

(56.2%) as transition feedback providers. This sug-
gests that SWT provides the most faithful learned
surrogate for step-level execution.

Effectiveness of SWR. Table 4 validates the ro-
bustness of our reward models. SWR-32B achieves
0.754 accuracy and 0.779 precision, while SWR-
72B further improves to 0.770 accuracy and 0.780
precision, outperforming general LLM baselines in
reward simulation. These results show that SWR
can faithfully approximate Docker-based reward
judgments. Qualitative case studies of SWT and
SWR are provided in Appendix G.

6.3 RL Dynamics

We track reward and turns to analyze RL stability.
Figure 2 compares the main run with a non-CoT
SWR run under identical settings except for SWR.
Main RL Training. As shown in Figure 2(a),
the agent exhibits healthy optimization dynamics:
the reward steadily increases while the interaction

length shows a gentle, efficiency-driven decline.
This indicates that the agent improves its success
rate while learning to solve tasks more efficiently,
without collapsing into degenerate shortcuts.

Comparison Run. In contrast, Figure 2(b) shows
that using a non-CoT SWR leads to clear reward
hacking. After step 20, the trajectory length col-
lapses sharply, suggesting that the policy exploits
the weaker reward model by submitting short in-
valid solutions that are mistakenly rewarded.

These results show that stable Docker-free RL re-
quires a reliable reward signal, and CoT-enhanced
SWR helps prevent reward hacking.

6.4 Test-Time Scaling

Figure 3 compares test-time scaling on SWE-bench
Verified using rollouts from SWE-World-32B-RL,
where a verifier ranks K candidate trajectories and
selects the final submission.
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Figure 2: RL dynamics with SWT-32B (reward and turns). Training with CoT-enhanced SWR-32B is stable,
whereas training with non-CoT SWR-32B collapses in trajectory length, indicating reward hacking.
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Figure 3: Test-time scaling on SWE-bench Verified:
comparing SWR-32B with prior verifiers.

Scaling Performance. As shown in Figure 3,
SWR-32B delivers strong TTS gains, improving
the resolve rate from 55.0 at K=1 to 68.2 at
TTS @8, a 13.2% absolute improvement. It substan-
tially outperforms R2E-Gym-Verifier-14B (59.4)
and OpenHands-32B-Verifier (59.6), and remains
much closer to the Pass@ K upper bound, indicat-
ing a stronger ranking signal. Beyond the final
score, the scaling trend is also more stable: while
regression-style verifiers plateau early or fluctuate
as K increases, SWR improves steadily from K=1
to K =8. This suggests that generative verification
better exploits additional test-time candidates. By
generating a structured test report before the re-
ward, SWR captures test behavior more faithfully
and provides a more reliable selection signal.

6.5 Ablation Study

We examine whether SWE-World can generate
training data with quality comparable to Docker.
Using the same code agents and SWE tasks, we
construct two parallel 5.7K trajectory datasets that

differ only in the rollout backend. As shown in
Table 5, SFT on SWE-World trajectories achieves
52.0% resolve rate, slightly outperforming Docker-
generated trajectories (51.4%) under the same SFT
setting. Mixing 5.7K SWE-World trajectories with
3.6K deduplicated Docker trajectories further im-
proves performance to 53.8%, showing comple-
mentary supervision. These results show that SWE-
World provides comparable supervision to real exe-
cution while enabling scalable data generation.

Table 5: SFT performance comparison using trajectories
collected from Docker, SWE-World, and their mixture.

SFT data source Total #Traj Resolve Rate (%)
Docker (baseline) 5.7K 514
SWE-World 5.7K 52.0
SWE-World + Docker 9.3K 53.8

7  Further Discussion

Cost Trade-offs and Docker Dependence. SWE-
World uses Docker only for one-time trace distilla-
tion; the trained SWT and SWR can then be reused
for downstream SFT, RL, and TTS. Docker-based
data synthesis is costly, with prior work reporting
near million-dollar cost for tens of thousands of ex-
ecutable environments (Fu et al., 2026). This bottle-
neck is more severe for SWE RL, where large-scale
rollouts require heavy Docker storage, distribution,
CPU resources, and container scheduling, making
most academic pipelines remain SFT-centric. By
replacing Docker execution with a sandbox plus
model serving, SWE-World trades infrastructure
overhead for modest GPU inference; Table 6 com-
pares this RL setup with DeepSWE (Luo et al.,
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2025a). The added runtime cost is also modest: in
our RL setting, SWT and SWR contribute about
12% per-step latency, while the code agent remains
the main bottleneck.

Table 6: Infrastructure overhead of RL environments.
Here, n denotes the number of parallel nodes.

Environment Orchestration ~ Storage  CPU Cores  GPU (80GB)
Docker-based Kubernetes 6TBxn 200 X n 0
SWE-World None 64GB 64 16

Simulator Stability and Generalization. SWE-
World is hybrid: sandbox operations are determin-
istic, while only Docker-dependent execution and
evaluation are simulated. This limits error com-
pounding and improves robustness. Although SWT
and SWR are evaluated on held-out trajectories
disjoint from their training data, they still gener-
alize well: SWT-72B reaches 60.2% resolve rate
compared with 68.4% under Docker feedback, and
SWR-72B achieves 0.770 reward accuracy against
Docker labels. CoT supervision further improves
SWR stability by reducing reward hacking. De-
tailed analyses are provided in Appendix L.

8 Conclusion

In this paper, we propose SWE-World, a Docker-
free framework for training code agents. By lever-
aging repository-level transition and reward simu-
lation models (SWT and SWR), SWE-World sup-
ports Docker-free data synthesis, SFT, and RL af-
ter surrogate training, reducing the deployment
and orchestration burden of Docker-based trajec-
tory generation. Experiments on SWE-bench Veri-
fied show competitive performance against Docker-
based training, while SWR enables effective test-
time scaling by selecting better candidates without
real unit-test execution. By reducing dependence
on buildable environments, SWE-World enables
broader use of real-world open-source issues and
pull requests for SWE agent training.

Limitations

Despite our efforts to build a scalable and reliable
Docker-free framework for SWE agents, this work
is still subject to several practical constraints. Be-
cause our available compute resources are limited,
we focus on 32B- and 72B-scale SWT/SWR mod-
els in our experiments at this stage, and leave the
exploration of substantially larger backbones to
future work. Following the standard SWE-bench
Verified setting, our main evaluation is centered on

Python repositories, which enables direct compar-
ison with prior work but leaves broader language
ecosystems and build systems less explored. Fu-
ture work can extend SWE-World to more program-
ming languages, larger environment models, and
more diverse software engineering workflows such
as multi-repository changes and long-term project
maintenance.
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A Instance Metadata and Context Fields

This section details the instance-level metadata
used throughout the paper, including the task def-
inition Z = (C, b, d,U) and the fields involved in
constructing SWT/SWR contexts.

A.1 Instance Metadata Schema

Table 7: Instance metadata fields used to define 7 =
(C,b,d,U) and to construct SWT/SWR contexts.

Key Description

repo Repository name from which the

task is sourced.

instance_id A unique identifier constructed from

the repository and its PR/issue ID.
Commit hash of the reference repos-
itory snapshot used to instantiate the
task.

base_commit

hints_text Optional natural-language hints that
guide the intended fix.

problem . .

statement Natural-language specification of

the desired change (bug report / fea-
ture request).

Unit tests expected to flip from fail-
ing to passing after a correct fix
(F2P).

Regression unit tests that must re-
main passing after the fix (P2P).

FAIL_TO_PASS

PASS_TO_PASS

gold_patch Reference solution in .patch for-
mat, used internally for supervision
and analysis.

test_patch .patch-format string that adds hid-

den/unseen evaluation tests.

Table 7 summarizes the key metadata fields
defining each SWE task instance and used to con-
struct the SWT and SWR contexts.

A.2 Instance Metadata in SWT/SWR
Contexts

Initial Analysis Generation. The Initial Analysis
used in both SWT and SWR contexts is generated
from the instance metadata using GLM-4.6. This
analysis is designed to help SWT and SWR quickly
grasp the core issue and the expected fix direction.
The prompt template is shown in Appendix J.

SWT Context Metadata. At step ¢, SWT takes
a context 3" 1. Its Instance Metadata includes:
(i) problem_statement (d), (ii) an Initial Analy-
sis summarizing the failure behavior, likely root
cause, and intended fix, and (iii) gold_patch as an
internal patch P* for comparison, which is never
exposed to the code agent. In addition, x3™ T con-
tains the agent’s current patch P, and the execution
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content needed to simulate the command a;. The
prompt template for SWT is shown in Appendix J.
SWR Context Metadata. SWR operates on an
evaluation context k5", which follows the same
three-part structure as x;" | (Instance Metadata,
Agent Patch, and Execution Content) and addi-
tionally includes the unit tests I/, consisting of
FAIL_TO_PASS and PASS_TO_PASS. For SR, the
Agent Patch corresponds to the final submitted
patch P, and the Execution Content corresponds to
the unit-test command together with the test con-
tent in /. The prompt template for SWR is shown

in Appendix J.

B Training Details for SWT and SWR
B.1 Detailed Training Setup

Data Collection. We collect training data using the
R2E-Gym framework, with at most 100 interaction
turns per rollout. Our task pool is built from three
open-source SWE datasets: SWE-Gym (Pan et al.,
2025), SWE-rebench (Badertdinov et al., 2025),
and R2E-Gym. We use powerful LLMs (GLM-
4.6 and MiniMax-M2; temperature 0.7) to interact
with Docker-based environments and record real
step-level execution outputs, final unit test reports
and rewards.

Importantly, we use both successful and failed
rollouts: regardless of whether the final reward is 0
or 1, a trajectory is useful as long as we can extract
the corresponding context and the ground-truth
Docker outputs for supervision. We additionally
filter out trajectories whose Docker environments
are corrupted (e.g., broken images, dependency
failures, or abnormal logs) that produce invalid or
inconsistent outputs. For SWR data, we enforce
a balanced label distribution by subsampling to
achieve a 1:1 ratio between reward-0 and reward-1
examples.

Chain-of-Thought (CoT) Augmentation. To
improve reasoning fidelity, we augment both
SWT and SWR training outputs with chain-
of-thought generated by Qwen3-235B-A22B-
Thinking (prompt shown in Appendix J). For each
example, we produce two versions of supervision:
(1) a non-CoT version with only the final struc-
tured output, and (ii) a CoT version that prepends a
reasoning trace wrapped by <think>...</think>.
After augmentation, we obtain training datasets:
SWT: 26K non-CoT + 26K CoT; SWR: 21K non-
CoT + 21K CoT.

Models and Baselines. We train SWT and SWR

using Qwen?2.5-32B-Instruct and Qwen2.5-72B-
Instruct. As prompt-engineering baselines for both
SWT and SWR, we adopt powerful open models
(MiniMax-M2.1 and GLM-4.7) to directly generate
simulated feedback via carefully designed prompts.
Prompt Templates and Output Formats. We for-
mat each training example into a unified instruction-
following template with explicit input fields. The
SWT and SWR input prompt templates are shown
in Appendix J. For outputs, we enforce a strict
JSON format to facilitate reliable parsing:

e SWT: {"stdout": ..., "stderr": ...,
"exit_code": ...}
e SWR: {"test_report”: ..., "reward":
.

For CoT, we prepend the reasoning trace before
the JSON: <think> ... </think> {...3}. This
design allows us to extract structured fields (e.g.,
stdout/exit_code or reward) without ambiguity.

B.2 SFT Hyperparameters

Table 8 summarizes the main SFT hyperparame-
ters extracted from our training commands. All
runs use AdamW and DeepSpeed ZeRO-3, with
BF16, FlashAttention, ring attention, and gradient
checkpointing enabled.

Table 8: Key SFT hyperparameters for SWT/SWR train-
ing.

Component Global Batch Size  Max Len LR

SWT-32B (non-CoT) 512 98304 4x107° cosine 0.1 4
SWT-32B (CoT) 512 98304  4x10™°  cosine 0.1 4
SWR-32B (CoT) 512 98304  3x107° cosine 0.1 2

Scheduler Warmup Epochs

Final Trained Models. Considering resource con-
straints and training time, we train the following
models used in the main paper: SWT-32B (non-
CoT; trained on 26K training examples), SWT-
32B-CoT (CoT; trained on 26K training examples),
SWT-72B-CoT (CoT; trained on 26K training ex-
amples), SWR-32B (CoT; trained on 21K training
examples), SWR-72B (CoT; trained on 21K train-
ing examples).

C Training Details for Docker-Free SFT
with SWE-World

Data Collection with SWE-World Rollouts. We
collect training data by rolling out code agents in
a Docker-free setting using the R2E-Gym frame-
work, with at most 100 interaction turns per roll-
out. The rollout task pool includes three public
SWE datasets—R2E-Gym, SWE-Gym, and SWE-
rebench—together with our SWE-World dataset.
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During rollouts, we replace the Docker backend
with SWE-World: SWT provides step-level feed-
back, and SWR assigns the trajectory-level re-
ward after termination. For a favorable efficiency—
accuracy trade-off, we use SWT-32B and SWR-
32B with a 128K context window, using a sam-
pling temperature of 0. We drive rollouts with pow-
erful LLM agents (GLM-4.6 and MiniMax-M2;
temperature 0.7) to generate diverse high-quality
interaction traces.

Trajectory Filtering. We apply a two-stage fil-
tering pipeline. First, rule-based filters remove
trajectories with invalid tool usage, execution time-
outs, excessive context length, too many interaction
turns, or missing final submissions. Concretely, we
drop outliers exceeding 80K tokens or 100 turns to
reduce OOM risks, and discard trajectories contain-
ing malformed actions, such as unparsable tool/-
function calls or invalid repeated invocations. Sec-
ond, we use SWR-based verification to assess the
remaining trajectories and keep only successful
ones with reward 7 = 1. After filtering, we obtain
5.7K trajectories for Docker-free SFT.
Backbones. We fine-tune two policy back-
bones: Qwen2.5-Coder-32B-Instruct and Qwen3-
4B-Instruct-2507.

SFT Hyperparameters. We train for 5 epochs
with a maximum context length of 80K tokens and
a global batch size of 256. We use AdamW with a
cosine learning-rate schedule, warming up for 10%
of training and decaying the learning rate from
5x107°t05 x 1075,

D Training Details for Docker-Free Agent
RL with SWE-World

Task Pool. We conduct reinforcement learning on
a unified task pool constructed from three open-
source SWE datasets: R2E-Gym, SWE-Gym, and
SWE-rebench.

Execution-Free Rollouts with SWE-World. All
RL rollouts are generated in the R2E-Gym frame-
work with the Docker backend fully replaced by
the SWE-World backend. Concretely, we use SW'T-
32B to provide step-level execution feedback and
SWR-32B to assign the terminal unit-test reward
after the agent submits a patch. Both SWT and
SWR operate with a 128K context window, and we
sample both models with a temperature of 0.
Policy Initialization. The RL policies are initial-
ized from our Docker-free SFT checkpoints: SWE-
World-4B-SFT and SWE-World-32B-SFT.

Optimization with GRPO++. We optimize the
policy using GRPO++. GRPO++ is a stabilized
variant of group-based policy optimization that
uses a clipped ratio objective with leave-one-out
advantages and length normalization. For com-
pleteness, we provide the objective and related def-
initions below.

7905t | q,0i<t)

Pit = ’ (8)
Told(0it | ¢, 0i,<t)
1
Ai:Ri—mZRj. )
JF#i
We define the clipped token objective as
ip = min(p; ¢ A, clip(pit)Ai),  (10)

where clip(p;,¢) clips pi¢ to [1 — €low, 1 + Ehigh-
The final objective is

G |o;]

1 1
EZL Zgi,t 3

j=1 T maX g

J@)=E an

where L. is a fixed length normalization con-
stant.

Return Definition with SWR. Let #; € {0,1}
denote the terminal reward predicted by SWR for
rollout 0;. We define the scalar return R; as

flﬁ
R;, = )
arT;,

where o = 0.5.

RL Hyperparameters and Rollout Budget. We
train with a constant learning rate of 1x10~% and
optimize on batches of 32 problems per update. For
each problem, we sample 4 rollouts in parallel with
a policy sampling temperature of 1.0. To control
cost and stabilize long-context training, each tra-
jectory is capped at 150 interaction turns, uses a
maximum context length of 108K tokens during
training, and is subject to a per-trajectory timeout
of 5,400 seconds.

if the rollout ends with submit,

otherwise,
(12)

E Additional Experimental Setup Details

Agent Scaffolding. Our agent is implemented
with the R2E-Gym framework (Jain et al., 2025b),
which is adapted from OpenHands (Wang et al.,
2025b) and follows a ReAct-style interaction
loop (Yao et al., 2023). The agent uses three tools:
str_replace_editor for file reading and editing,
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execute_bash for shell commands, and submit
for terminating the episode. We integrate SWE-
World into this framework by replacing the Docker
backend with the SWE-World environment while
keeping the agent scaffold unchanged. This allows
controlled comparison between Docker-based and
SWE-World-based rollouts under the same inter-
face.

Benchmark and Agent Evaluation. We evaluate
on SWE-bench Verified (Chowdhury et al., 2024),
which contains 500 real-world GitHub issue—-PR
tasks from 12 Python repositories. The evalua-
tion metric is resolve rate (%), defined as the frac-
tion of instances whose submitted patch passes
all designated tests in the evaluation harness. For
final benchmark reporting, all submitted patches
are evaluated with the Docker execution backend.
We compare against open-source SWE agents (Hui
etal., 2024; Yang et al., 2025a; Pan et al., 2025; Jain
et al., 2025b; Zeng et al., 2025; Yang et al., 2025b;
Cao et al., 2025; Luo et al., 2025a; Wang et al.,
2025a; Yang et al., 2025c; Sonwane et al., 2025;
Tao et al., 2026; Xie et al., 2025; Ma et al., 2024;
Wei et al., 2025). To prevent Git hacking (Xiao
et al., 2026), we disallow solution-revealing git
commands such as git logand git show.

SWT Evaluation. To measure the fidelity of SWT
as a transition-feedback provider, we run an end-to-
end evaluation where Docker-based step feedback
is replaced by SWT during agent rollouts. The code
agent is fixed to MiniMax-M2.1 (MiniMax, 2026).
After the agent submits a patch, we run the official
Docker-based unit tests to obtain the ground-truth
reward. We report the final resolve rate on SWE-
bench Verified, so SWT is evaluated by its down-
stream effect on agent performance rather than by
token-level similarity to Docker outputs.

SWR Evaluation. To evaluate SWR, we use a held-
out set of SWE-bench Verified trajectories with
ground-truth rewards obtained from Docker-based
test execution. SWR predicts a reward for each
trajectory, and we compare its prediction against
the Docker reward. We report Accuracy, Preci-
sion, Recall, and F1 to measure reward-simulation
quality.

Test-Time Scaling Setup. For test-time scaling,
each instance is rolled out N=8 times to produce
candidate trajectories. For each candidate, SWR
is queried M =3 times, and the predicted rewards
are averaged to estimate the candidate score. The
candidate with the highest score is selected as the
final submission and then evaluated by the real

execution environment.

Inference Configurations. For SWT evaluation,
SWR evaluation, and test-time scaling, we use a
maximum context length of 128K tokens and set
the sampling temperature to 1.0. For SWE agent
evaluation, we run the agent with a sampling tem-
perature of 0.7, a maximum context length of 128K
tokens, and a maximum of 150 interaction turns.
All final correctness judgments are obtained by run-
ning the submitted patch in the Docker evaluation
harness.

F Impact of Chain-of-Thought

We observe a distinct asymmetry in the benefits
of Chain-of-Thought (CoT) reasoning between the
transition and reward models:

Marginal Gain for SWT. As shown in Table 9,
adding CoT to the transition model yields only a
negligible improvement (0.8%) in the downstream
agent’s resolve rate. We attribute this to the in-
formational robustness of the transition task. The
primary role of SWT is to simulate textual feed-
back (i.e.,, stdout, stderr, exit_code). Small
inconsistencies in such feedback are often tolera-
ble: the agent can still interpret the signal, continue
exploring, and correct itself via subsequent actions
and verification. Since CoT can substantially in-
crease inference latency, the modest fidelity gain
is typically not worth the added cost for step-level
simulation.

Significant Gain for SWR. In contrast, Table 10
shows that CoT is critical for the reward model,
boosting accuracy by over 13% (0.578 — 0.712)
and precision significantly. This is due to the bi-
nary sensitivity of the reward task. The SWR must
synthesize a complex test execution report into a
strictly binary signal (Success/Failure). A minor
misinterpretation of a test report can flip the reward
label. CoT encourages more complete reasoning
over repository context, patch effects, and test logic,
thereby improving the fidelity of the predicted test
report and making the resulting reward assignment
substantially more accurate. We further analyze
how this CoT integration impacts the stability of
RL training in Section 6.3.

G Qualitative Fidelity of SWT and SWR
Simulation

We qualitatively validate the fidelity of SWE-World
feedback by comparing Docker ground-truth out-
puts with SWT/SWR predictions under the same
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Table 9: CoT marginally improves SWT.

Method Data Size Resolve Rate (%)
w/o CoT 26K 55.2
w/ CoT 26K 56.0

Step-Level Execution Feedback

Action: execute_bash 'cd /testbed && python reproduce_issue.py"
I

4

[STDoUT]

=== Testing Current Behavior ===
MyForm.active.required: True
MyForm.name.required: True
FactoryForm.active.required: False
FactoryForm.name.required: False
X Test failed: FactoryForm active
should be required

=== Testing Explicit Callback
(Regression) ===
FactoryForm.active.required: True
FactoryForm.name.required: True

V Test passed: Explicit callback works
correctly

12

d® SWT Simulation
[STDOUT]

=== Testing Current Behavior ===
MyForm.active.required: True
MyForm.name. required: True
FactoryForm.active.required: False
FactoryForm.name. required: False
X Test failed: FactoryForm active
should be required

=== Testing Explicit Callback
(Regression) ===
FactoryForm.active.required: True
FactoryForm.name.required: True

V Test passed: Explicit callback works
correctly

=== test process starts ===
executable:
/opt/miniconda3/envs/testbed/bin/python
(3.9.21-inal-8) [CPython]
architecture:

cache:

ground types:

numpy :

random seed:
hash randomization: on

Table 10: CoT substantially improves SWR.

Method DataSize Acc. Prec. Recall F1
w/o CoT 4K 0.578 0.609 0.704 0.653
w/ CoT 4K 0.712 0.754 0.704 0.728

=== Testing No Meta Callback ===
FormWithoutCallback.active.required:
False

FormWithoutCallback.name.required: False
FactoryForm.active.required: False
FactoryForm.name.required: False

V Test passed: Default behavior when no
callback in Meta

=== Testing No Meta Callback ===
FormWithoutCallback.active.required:
False
FormWithoutCallback.name.required: False
FactoryForm.active.required: False
FactoryForm.name.required: False
V Test passed: Default behavior when no
callback in Meta

[oK]
X Some tests failed! X Some tests failed!

[STDERR] [STDERR]

(PYTHONHASHSEED=4230081148) sympy/sets/tests/test_contains.py ...... [100%]
sympy/sets/tests/test_contains.py[6] === PASSES ===

test_contains_basic ok === short test summary info ===
test_issue_6194 ok PASSED

test_issue_10326 ok
test_binary_symbols ok
test_as_set ok
test_type_error ok

=== tests finished: 6 passed, in 0.26
seconds ===

Evaluation Execution Feedback

Action: PYTHONWARNINGS="ignore: :UserWarning, ignore: : SyntaxWarning’
bin/test -C --verbose sympy/sets/tests/test_contains.py
FAIL_TO_PASS: ["test_as_set"]
PASS_TO_PASS: ["test_contains_basic","test_issue_6194","test_issue_10326",
“"test_binary_symbols"]

R4 L 4

({: SWT Simulation

==== test session starts ====
platform linux -- Python 3.8.20, pytest-8.3.4, pluggy-
1.5.0
rootdir: /testbed
64-bit configfile: pyproject.toml
no plugins: anyio-4.5.2, hypothesis-6.113.0, asyncio-0.24.0,
python Cov-5.0.0, cython-@.3.1, xdist-3.6.1
None
23532584

asyncio: mode=strict, default_loop_scope=None
collected 6 items

sympy/sets/tests/test_contains.py: :test_contains_basic
PASSED sympy/sets/tests/test_contains.py: :test_issue_6194
PASSED sympy/sets/tests/test_contains.py::test_issue_10326
PASSED

sympy/sets/tests/test_contains.py: :test_binary_symbols
PASSED sympy/sets/tests/test_contains.py: :test_as_set
PASSED sympy/sets/tests/test_contains.py: :test_type_error
=== 6 passed in 0.22s ===

Figure 4: Qualitative fidelity of SWE-World simulation.

context (Figure 4). For readability, we omit lengthy
fields in the input context and only present the es-
sential information: (i) the command (action) to be
simulated for SWT, and (ii) the test command (ac-
tion) together with the F2P/P2P test sets for SWR.
SWT: Faithful Step-Level Execution Feedback.
In the SWT example, the agent runs python
reproduce_issue.py to reproduce a Django is-
sue. The simulated stdout matches the real out-
put almost line-by-line, capturing the printed field
requirements, the failure mode, and the assertion
error message and exit status. It also preserves the
script’s structure, indicating that SWT emulates
the causal consequence of the current code state
under the given command rather than producing
generic-looking feedback.
SWR: Semantically Consistent Test-Based Veri-
fication. For SWR, we compare real test execution
with SWR’s predicted report on a SymPy instance.
There are some formatting differences between
the real test report and the output generated by
SWR, as the training data adopts a unified template
that produces standardized pytest-style reports.
Despite the format shift, the semantics align: SWR
correctly predicts that all collected tests pass and
explicitly lists key ones, including the F2P target
and the P2P regression set. Non-essential artifacts
(e.g., version strings and wall-clock time) may dif-
fer, but the core verification signal is preserved.

Overall, these examples suggest that SWE-
World produces realistic and trustworthy feedback:
SWT closely matches real step outputs, and SWR
provides content-faithful test-based verification un-
der a standardized report format.

H SWE-World Dataset Construction and
Statistics

We construct the SWE-World dataset by extracting
Python Issue-PR pairs from the GitHub Archive
covering the period from 2010 to 2025. To en-
sure the semantic richness and quality required for
downstream tasks, we apply a rigorous filtering
pipeline.

H.1 Data Selection Heuristics

We first utilize regex matching to eliminate bot-
generated noise. We retain issues that contain
bug-related keywords and meet specific length con-
straints: titles must exceed 20 characters and issue
bodies must exceed 200 characters. Additionally,
we require at least three high-quality community
comments to ensure sufficient context.

For the linked pull requests (PRs), we apply the
following structural constraints to ensure the tasks
are solvable yet non-trivial:

* File Count: The number of modified files

ranges from 1 to 20.
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¢ Code Churn: The total code churn (additions
+ deletions) is between 1 and 2,000 lines.
* Patch Size: The maximum patch length is
limited to 10,000 characters.
After filtering, we further perform repository-level
deduplication against existing open-source SWE
datasets and SWE-bench to avoid overlap and con-
tamination. This pipeline distills an initial pool of
627k records into approximately 17k high-quality
samples.

H.2 Dataset Statistics

Table 11 presents the detailed statistics of our col-
lected dataset, including the distribution of patch
sizes and unit test breakdown. Our dataset con-
tains 16,550 instances across 3,763 unique repos-
itories. On average, each solution patch modifies
1.55 files and 18.76 lines of code. Regarding verifi-
cation, each instance includes an average of 1.98
FAIL_TO_PASS tests (verification tests) and 42.11
PASS_TO_PASS tests (regression tests).

Table 12 compares our dataset with other stan-
dard benchmarks in the field. Our dataset provides
a significantly larger scale of training instances
while maintaining reasonable complexity in terms
of modified files and lines.

Table 11: Detailed statistics of the collected dataset,
focusing on the solution patches (gold patch) and evalu-
ation unit tests.

Metric Total Count Avg. per Instance
General Statistics

Total Samples 16,550

Unique Repositories 3,763

Fix Patch Statistics

Lines Edited (Churn) 310,544 18.76
Files Edited 25,703 1.55
Unit Test Statistics

Fail to Pass (F2P) 32,819 1.98
Pass to Pass (P2P) 696,895 42.11

I Additional Reliability and
Generalization Analysis

Data Decontamination and Backbone Capabil-
ities. A critical concern for SWE benchmarks is
data contamination. The framework ensures no di-
rect overlap between the training data and the evalu-
ation benchmark by applying strict repository-level
filtering against SWE-bench Verified. Furthermore,
although the backbone models (Qwen2.5-Coder-
32B and Qwen3-4B) were released after SWE-

Table 12: Comparison of our dataset with related SWE
datasets. We exclude execution environment details for
brevity.

Dataset # Tasks # Repos Source
R2E 0.25k 137 Synth
R2E-Gym (Subset) 4.6k 10 Synth
SWE-bench-extra 6.38k 2k Real
SWE-bench-train 19k 37 Real
SWE-Fixer 115k 856 Real
SWE-Gym 2.4k 11 Real
SWE-smith 50k 128 Both
SWE-World 16.6k 3,763 Real

bench Verified became public, their initial zero-
shot agentic performance is remarkably low (e.g.,
single-digit resolve rates for Qwen2.5-Coder-32B).
This confirms that the substantial performance im-
provements are driven by the proposed SWE-World
training paradigm rather than memorization inher-
ited from the base models.

Fidelity and Disagreement Rate. To evaluate
the micro-level reliability of the learned reward
model, we measure the disagreement rate between
SWR and real Docker execution on a held-out set
of SWE-bench Verified trajectories. SWR-32B and
SWR-72B disagree with the ground-truth execution
results only 24.6% and 23.0% of the time, respec-
tively. When substituting Docker step feedback
with the transition model, the agent’s performance
degrades gracefully rather than catastrophically:
replacing Docker feedback (68.4% resolve rate)
with SWT-72B yields 60.2%, and SWT-32B yields
55.2%. This demonstrates that the code agent
possesses inherent robustness to minor simulation
noise.

Dependence on Gold-Patch Conditioning.
Both SWT and SWR use the reference patch as an
internal context field, which is never exposed to the
code agent. To quantify how strongly the learned
environment models depend on this information,
we evaluate the trained SWT and SWR models
after removing the explicit gold-patch field from
their input contexts while keeping all other context
fields unchanged.

For SWT, as shown in Table 13, removing the
gold patch causes only a moderate degradation in
downstream agent performance: the resolve rate
decreases from 55.2% to 52.8% for SWT-32B and
from 60.2% to 58.4% for SWT-72B. For SWR, as
shown in Table 14, the 72B model is particularly
robust to removing the gold patch, with accuracy
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decreasing from 0.770 to 0.743 and F1 from 0.794
to 0.787. The 32B model is more sensitive, with
accuracy decreasing from 0.754 to 0.708 and F1
from 0.774 to 0.712. Overall, the degradation is
limited, especially for the 72B models, indicating
that SWT and SWR are not entirely dependent
on the explicit reference patch for execution and
reward simulation.

Model Gold Patch  Resolve Rate
SWT-32B w/ 55.2%
SWT-32B w/o 52.8%
SWT-72B w/ 60.2%
SWT-72B w/o 58.4%

Table 13: Gold-patch ablation for SWT. Resolve rate
is measured on SWE-bench Verified using SWT as the
transition-feedback provider.

Model Gold Patch  Acc. Prec. Recall F1

SWR-32B w/ 0.754 0.779 0.770 0.774
SWR-32B w/o 0.708 0.684 0.741 0.712
SWR-72B w/ 0.770  0.780 0.807 0.794
SWR-72B w/o 0.743 0.734 0.849 0.787

Table 14: Gold-patch ablation for SWR. Performance is
measured against Docker-based ground-truth rewards.

Trajectory Length, Turn Efficiency, and Com-
pounding Errors. We further analyze whether
step-level simulation errors accumulate over long
interaction horizons by comparing both trajectory-
length distributions and turn efficiency on SWE-
bench Verified. As shown in Table 15, SWT-72B
produces a trajectory-length distribution closer to
real Docker execution than MiniMax-M2.1: 73.1%
of SWT-72B trajectories fall into the 51-100-step
range, compared with 77.1% for MiniMax-M2.1
and 65.9% for Docker.

To more directly measure interaction efficiency,
we additionally report the average number of turns
among successful trajectories. Docker requires
56.2 turns on average, while SWT-72B requires
62.5 turns and MiniMax-M2.1 requires 72.9 turns.
Thus, SWT-72B requires only 6.3 additional turns
relative to real execution, while reducing the in-
teraction length by 10.4 turns compared with the
generic LLM simulator. Together with its higher
resolve rate (60.2% vs. 56.2%), these results sug-
gest that SWT-72B provides more useful execution
feedback, requires fewer correction turns, and suf-
fers less from compounding simulation errors than

prompt-only LLM simulation. The remaining effi-
ciency gap relative to Docker reflects the imperfect
fidelity of learned execution feedback.

Feedback Provider

Docker (Ground Truth) 34.1% 65.9% 56.2 68.4%
MiniMax-M2.1 (Weak) 22.9% 77.1% 729 56.2%
SWT-72B (Ours) 26.9% 73.1% 62.5 60.2%

1-50 steps  51-100 steps ~ Avg. Turns (Solved)  Resolve Rate

Table 15: Trajectory-length distribution and turn ef-
ficiency under different transition-feedback providers.
Average turns are computed over successful trajectories.

Dynamic Evaluation on SWE-rebench. To rigor-
ously evaluate the framework’s generalization ca-
pabilities on unseen, contamination-resistant tasks,
we extend the evaluation to SWE-rebench (Badert-
dinov et al., 2025). SWE-rebench is a dynami-
cally updated benchmark that refreshes its eval-
uation set monthly, effectively mitigating static
benchmark memorization. We evaluated the
SWE-World-32B-RL model on approximately 150
newly released instances spanning a recent three-
month period.

As shown in Table 16, the 32B model achieves
a 48.1% resolve rate. This performance not only
surpasses competitive open-source models like gpt-
0ss-120B but also outperforms much larger propri-
etary systems such as GLM-4.7 (~400B) and Kimi
K2 (1T) evaluated during the same period. These
results provide strong evidence that models trained
with SWE-World learn generalized software engi-
neering skills capable of handling novel, unseen
repositories and dynamically evolving codebases.

Model Parameters SWE-rebench Resolve Rate
gpt-0ss-120B 120B 31.6%
GLM-4.7 ~400B 42.2%
Kimi K2 1T 47.2%
SWE-World-32B-RL (Ours) 32B 48.1%

Table 16: Dynamic evaluation results on the latest
three-month split of SWE-rebench. Baseline results
are sourced from the official SWE-rebench leaderboard
for the same period.
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J Prompt Templates

System Prompt:
You are a senior software engineer and bug-fixing expert.

Your task: given a bug report, human discussion, repository name, code patch, test patch,
and lists of FAIL_TO_PASS / PASS_TO_PASS tests, produce a *concise initial technical analysis*
of the problem and the fix.

**xGoals of the analysis:xx

- Identify the core problem / bug being fixed.

- Explain the key symptoms or incorrect behavior.

- Describe which part of the codebase (modules / functions) is conceptually responsible.

- Summarize the essence of the fix: what is changed and why it fixes the bug.

- Mention how the tests (FAIL_TO_PASS / PASS_TO_PASS) relate to the fix: what behavior they
verify.

- Call out any subtle constraints / corner cases that are important.

*xStyle & format requirements:*xx

- Output MUST be plain text in English.

- Use 5-10 short bullet points (markdown "- " style).

Each bullet should be one or two sentences, focused and technical.
- Do NOT repeat the raw diff or test lists; summarize their intent.
- Be specific but not verbose.

User Prompt:

### Repository
{repo}

#i## Problem Statement
{problem_statement}

### Human Discussion / Hints
{hints_text}

### Gold Patch (code fix)

TTUdiff
{gold_patch}

### Test Patch (changes to tests)

TUUdiff
{test_patch}

#i## FAIL_TO_PASS (should be failing before, passing after the fix)
{f2p}

### PASS_TO_PASS (should keep passing after the fix)

{p2p}

### Your Task

Produce a concise *initial technical analysis* that captures:

what the core bug is,

what behavior is wrong,

what this patch is fundamentally doing to fix it,

which areas of the code are conceptually involved,
and how the tests validate the fix.

X % Ok %X X
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Remember: 5-10 bullet points, markdown - bullets, plain English, no extra commentary.

System Prompt:

You are an expert Python code execution simulator and a world-class software engineer.
Your task is to predict the output of a given Python command within a specific code repository
context.
Analyze all the provided information: the initial analysis, the problem description, human hints,
the agent's current changes, the ideal "gold” solution, and the original content of the
modified files.

Your output MUST be a single JSON object containing 'stdout', 'stderr', and 'exit_code'. Do not
add any explanations or text outside of this JSON block.

### Key Information You Must Use:

1. **Initial Analysis of the Problem**: This section contains a core analysis of the issue,
including the description of the error behavior, the core bug, how the issue manifests, and
the intended fix. It is crucial to understanding the problem and will guide the simulation
process. Use this to help you quickly identify the issue and how it should be addressed.

2. **Problem Description*x: This section describes the specific issue the agent is currently
working on and trying to fix. Use this to understand the exact problem the agent is
attempting to resolve.

3. **Command to Simulate*x: This is the command that will be executed. It contains all the
information about what needs to be run, including the files to be executed and any other
relevant details. Use this to simulate the execution and generate the correct output. If the

"Content of Code to be Executed” is empty, the code is embedded within the command itself.

4. xxContent of Code to be Executed*x: This is the actual code that will be executed. Pay close
attention to this content as the simulated output must strictly correspond to the code being
executed. If this section is empty, the specific code to execute is provided in the "
Command to Simulate” section.

5. *xAgent's Current Code Modifications (Patch)*x: This section highlights the changes that the
agent has made to the codebase. These changes are the ones you need to analyze carefully to
simulate the feedback. Focus on these modifications when generating your simulated output.

6. **Gold Standard Patch (For Your Reference)xx: This is the correct solution to the issue. You
should compare the agent's current changes with the gold standard solution to ensure that
the simulated result is as accurate as possible. If the agent's patch is xxfunctionally
equivalent** to the gold patch (i.e., it resolves the issue in the same way), then the
simulation feedback should match the expected output as defined by the gold standard.

### Your Task:

- Use all the above information to generate the most realistic and accurate simulated output.

- For commands that reproduce errors (e.g., “python reproduce_issue.py’ ), refer to the *xInitial

Analysis of the Problemx* and the **Problem Descriptionx* to understand the nature of the
error. Then, simulate the result based on the actual code content and the problem analysis.

For test commands (e.g., commands that include “pytest™), carefully compare the agent's

modifications with the gold standard patch. If the tests are "FAIL_TO_PASS" tests, analyze
whether the agent's changes fix the issue as described in the tests. For "PASS_TO_PASS"
tests, ensure that the agent's changes do not break existing functionality.

- It is important to note that the execution result must strictly follow the current code
content being executed, and no fabricated test output should be added. The same test case
may have multiple versions, and the test content may change across versions. Therefore, each

case should be analyzed specifically based on its content.

- Your simulated output should reflect the most likely and realistic results of the command
execution based on the context provided. Be precise and clear in your simulated outputs,
focusing on realistic error messages, test outputs, or successful execution results.

### Format of the Output:
- *xstdout*x: The standard output of the command, if applicable. For example, in the case of a
test run, this should reflect the results of the tests, such as which tests passed or failed.
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- *xstderr*x: Any error messages that might be produced by the command. For example, if the
command produces a syntax error or another exception, this should contain the appropriate
traceback or error message.

- *xexit_codex*x: The exit code of the command. “@° indicates success, while “1° (or any other
non-zero value) indicates failure.

### Example Scenarios:

- *xSuccessful Command Execution*x: If the command executes successfully, ~stdout™ should
contain the output generated by executing the code, and “exit_code™ should be “@~. Ensure
that the output corresponds directly to the expected result of the executed code.

- *xRuntime Error (e.g., SyntaxError)*x: If there is a runtime error, such as a syntax error,
the “stderr” should contain the error traceback, and “exit_code™ should be ~1°.

- *xTest Failures (pytest)x*: If a test fails, ensure the simulated output includes the failure
details (e.g., pytest output) and an appropriate “exit_code”.

Be sure to use all the context provided, including any discrepancies between the agent's
modifications and the gold standard patch, to generate the most accurate simulated output.

User Prompt:

### 1. Initial Analysis of the Problem
{init_analysis}

### 2. Problem Description
{problem_statement}

### 3. Command to Simulate
* " “bash
{command_to_simulate}

### 4. Content of Code to be Executed
{execution_code}

### 5. Agent's Current Code Modifications (Patch)
TTodiff
{agent_patch}

### 6. Gold Standard Patch (For Your Reference)
TTUdiff
{gold_patch}

### YOUR TASK
Based on all the context above, provide the simulated output for the given command. Your
response must be only the JSON object, with no other text.

System Prompt:

You are an expert software engineering test runner and evaluator.

Your task is to simulate running a Python test command inside a code repository, and then:

1. A reasoning section enclosed within ~<think>" and ~</think>" tags that contains your full
internal reasoning process.

2. Produce a realistic test report summarizing which tests pass or fail.

3. Decide a final reward value based on the status of specific tests.

### Key Information You Must Use:

1. **Initial Analysis of the Problem**: This section contains a core analysis of the issue,
including the description of the error behavior, the core bug, how the issue manifests, and
the intended fix. It is crucial to understanding the problem and will guide the simulation
process. Use this to help you quickly identify the issue and how it should be addressed.

2. **Problem Description*x: This section describes the specific issue the agent is currently
working on and trying to fix. Use this to understand the exact problem the agent is
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attempting to resolve.

3. **Command to Simulate*x: This is the command that will be executed. It contains all the
information about what needs to be run, including the files to be executed and any other
relevant details. Use this to simulate the execution and generate the correct output. If the

"Content of Code to be Executed” is empty, the code is embedded within the command itself.

4. xxContent of Code to be Executed*x: This is the actual code that will be executed. Pay close
attention to this content as the simulated output must strictly correspond to the code being
executed. If this section is empty, the specific code to execute is provided in the "
Command to Simulate” section.

5. *xAgent's Current Code Modifications (Patch)**: This section highlights the changes that the
agent has made to the codebase. These changes are the ones you need to analyze carefully to
simulate the feedback. Focus on these modifications when generating your simulated output.

6. **xGold Standard Patch (For Your Reference)*x: This is the correct solution to the issue. You
should compare the agent's current changes with the gold standard solution to ensure that
the simulated result is as accurate as possible. If the agent's patch is *xfunctionally
equivalentx* to the gold patch (i.e., it resolves the issue in the same way), then the
simulation feedback should match the expected output as defined by the gold standard.

7. **FAIL_TO_PASS Tests**: A list of tests that were failing before but are expected to x*pass*x
after the correct fix. For the reward to be 1, **everyxx test in this list must pass.

8. **PASS_TO_PASS Tests**: A list of regression tests that were already passing and must *x*
remain passing*x after the fix. For the reward to be 1, x*every*x test in this list must
pass.

### Your Task
Given all of the above context:
* Simulate the execution of the command under the current agent patch.
* Focus especially on the tests in FAIL_TO_PASS and PASS_TO_PASS:
- If xxallx* FAIL_TO_PASS tests pass and **allx* PASS_TO_PASS tests pass, then the reward **
must be Txx.
- If xxanyx* FAIL_TO_PASS test fails or errors, the reward *xmust be 0Q*x.
- If xxanyxx PASS_TO_PASS test fails or errors, the reward **must be 0@*x.

### Output Format
- **Reasoning (~<think>" block)#**: First, provide your detailed internal reasoning, analysis,
and step-by-step thought process enclosed within “<think>" and ~</think>" tags. This section
explains how you arrived at the simulated result.
- A single JSON object with the following keys:
- *x"test_report"#x: A concise textual description of the simulated test results. Mention
which FAIL_TO_PASS and PASS_TO_PASS tests pass or fail, and any important errors.
- x*"reward”"*x: An integer, either @ or 1, following the rules above.

The final structure MUST look conceptually like this:
“<think> ...your full reasoning process here... </think>
{"test_report”: "...", "reward": 0/1}

Be sure to use all the context provided, including any discrepancies between the agent's
modifications and the gold standard patch, to generate the most accurate simulated output.

User Prompt:

### 1. Initial Analysis of the Problem
{init_analysis}

### 2. Problem Description
{problem_statement}

### 3. Command to Simulate

*~“bash
{command_to_simulate}

#i## 4. Content of Code to be Executed
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{execution_code}

### 5. Agent's Current Code Modifications (Patch)
TUUdiff
{agent_patch}

### 6. Gold Standard Patch (For Your Reference)
TUodiff
{gold_patch}

### 7. FAIL_TO_PASS Tests (Must All Pass for reward=1)
{f2p}

### 8. PASS_TO_PASS Tests (Must All Pass for reward=1)
{p2p}

### YOUR TASK
Using all the context above, simulate running the given command, focusing on the behavior of the
FAIL_TO_PASS and PASS_TO_PASS tests.

Then:

* Produce a concise test report summarizing which tests pass or fail.

* Decide the final reward:

* reward = 1 if and only if all FAIL_TO_PASS and PASS_TO_PASS tests pass.
* reward = @ otherwise.

Your answer must include a “<think>...</think>" block containing your full reasoning process,
followed immediately by a single valid JSON object with keys "~ "test_report”” and ~"reward”:.

You are an expert software engineering test runner simulator and a world-class SWE bug-fix
evaluator.

In this task, the TRUE test execution outcome (a JSON containing the final "“test_report™ and °
reward™) is already provided in the input.
You MUST copy that JSON exactly at the end of your answer.

However, your reasoning MUST be written as if you do NOT know the true outcome.

You must only use the provided context (analysis, problem statement, command, code, patches,
test lists, etc.) to do a forward simulation

that *could have producedx the true outcome.

The input context you receive is organized into multiple sections. Each section has a specific
meaning and purpose:

1. Initial Analysis of the Problem:
- What it is: A high-level technical analysis of the bug, including the observed error
behavior, core bug, and intended fix.
- How to use it: Use this to quickly understand what is broken, what the correct behavior
should be, and what the fix is aiming to change.

2. Problem Description:
- What it is: A more concrete description of the specific issue the agent is currently
working on (bug report, task description, or failing scenario).
- How to use it: Use this to understand the exact wrong behavior being observed and the
expected correct behavior.

3. Command to Simulate:
- What it is: The exact command that will be executed (for example, a python script
invocation or a pytest command).
- How to use it: Use this to determine the entry point, what tests or scripts are run, and
how execution will proceed (including arguments, options, and test discovery).

4. Content of Code to be Executed:
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- What it is: The full content of the files and Python code that will actually be executed by
the command (it may be empty if embedded in the command itself).

- How to use it: Use this as the ground truth for runtime semantics, carefully simulating how
this code will behave when run.

. Agent's Current Code Modifications (Patch):

- What it is: The diff of the changes that the current agent has applied to the codebase.

- How to use it: Use this to understand exactly what logic changed, which modules/functions
are affected, and how control flow or data handling is now different.

. Gold Standard Patch (For Your Reference):

- What it is: The correct, ideal solution (reference patch) for the same issue.

- How to use it: Use this to compare with the agent's patch, see whether they are
functionally equivalent or where they differ, and reason about possible behavioral
differences.

. FAIL_TO_PASS Tests:

- What it is: A list of tests that were failing before but are expected to pass after a
correct fix.

- How to use it: Use these to judge whether the patch fixes the targeted bug: if any
FAIL_TO_PASS test fails, the reward must be 0.

. PASS_TO_PASS Tests:

- What it is: A list of regression tests that were already passing and must remain passing
after the fix.

- How to use it: Use these to check for regressions: if any PASS_TO_PASS test fails, the
reward must be 0.

. True Execution Result (JSON):

- What it is: The real outcome of running the command in a real docker environment,
containing “test_report™ and “reward".

- How to use it: You must copy this JSON exactly at the end of your answer, but you must NOT
use it to guide, justify, or leak into your reasoning. Your reasoning must be written as if
you have not seen this result.

### Your Task

A) Write a detailed forward-simulation reasoning trace that:

- Starts from the context and code semantics.

- Compares agent patch vs gold patch to judge whether they are functionally equivalent.

- Predicts (as expectations) which FAIL_TO_PASS and PASS_TO_PASS tests should pass/fail and
why .

- For the PASS_TO_PASS test cases, you should carefully analyze and simulate whether the
current agent patch would break any existing functionality in the repository, and use that
to determine whether the tests would pass.

- For the FAIL_TO_PASS test cases, you should carefully analyze and simulate whether the
current agent patch can fix the repository's existing issue, and use that to determine
whether the tests would pass.

- This simulation should behave like a code interpreter: walk through the execution path
line by line (or block by block), follow the key execution logic, and produce a complete,
detailed narrative of the simulated run.

- Based on the analysis, produce the test report for the PASS_TO_PASS and FAIL_TO_PASS tests.

If all of them pass, the reward is 1; otherwise, it is 0.

B) CRITICAL CAUSALITY REQUIREMENT (NO LEAKING / NO BACKWARD EXPLANATION)

- Your reasoning MUST NOT mention that you have been given the true result.

- Your reasoning MUST NOT quote, paraphrase, or reference any concrete lines from the true
test_report”.

- Do NOT write post-hoc explanations like "we see X in the output, therefore...".

- If you mention outcomes, phrase them as expectations derived from the code, e.g.:
"This test is expected to pass because...”, "It likely fails due to...".

- Do NOT copy any distinctive strings from the True Execution Result into your reasoning.

C) After you finish the reasoning, append the provided True Execution Result JSON EXACTLY as-is.

- Do not reformat it, do not add keys, do not change whitespace, do not add extra fields.
- Do not add any extra commentary after the JSON.
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### Output Format

You must output exactly:

<sim_reasoning>

...plain-text forward simulation reasoning...

</sim_reasoning>

{PASTE_THE_PROVIDED_TRUE_EXECUTION_RESULT_JSON_HERE_EXACTLY?}

Rules:

- Inside <sim_reasoning>: plain text only (no markdown headings, no code fences).
- After </sim_reasoning>: immediately paste the JSON exactly.

- Do not output anything else.

### 1. Initial Analysis of the Problem
{initial_analysis}

### 2. Problem Description
{problem_statement}

### 3. Command to Simulate

*~“bash
{command_to_simulate}

#i## 4. Content of Code to be Executed
{exec_code_block_str}
### 5. Agent's Current Code Modifications (Patch)

TTUdiff
{agent_patch}

### 6. Gold Standard Patch (For Your Reference)

TTUdiff
{gold_patch}

#i## 7. FAIL_TO_PASS Tests (Must All Pass for reward=1)

{f2p}

#i## 8. PASS_TO_PASS Tests (Must All Pass for reward=1)

{p2p}

### 9. True Execution Result (JSON) [DO NOT USE THIS IN REASONING; ONLY COPY AT THE END]
{true_execution_result_json}

### YOUR TASK

Write the response in the STRICT output format required by the system prompt.
Remember:

* Reasoning must be a forward simulation based only on context.

* Do NOT reference/quote the true result in reasoning.
* Append the true JSON exactly after </sim_reasoning>.
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