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Abstract

Diffusion language models (DLMs) have re-
cently emerged as an alternative modeling
paradigm to autoregressive LMs, offering ad-
vantages such as parallel generation and bidi-
rectional context modeling. Despite growing
interest in their generative capabilities, the pri-
vacy risks of DLMs remain underexplored.
We identify a phenomenon termed token-level
memorization asymmetry through theoretical
analysis of diffusion training dynamics. Build-
ing on this finding, we propose Q-SKEW, a
quantile-weighted skewness-based indicator for
membership inference on finetuned DLMs. Ex-
periments across multiple fine-tuning datasets
and models show that our method outperforms
existing baselines. Moreover, we show that
Q-SKEW can also facilitate other privacy vi-
olations, such as PII extraction attacks. Our
findings reveal a previously underexplored pri-
vacy attack surface and highlight the need for
systematic privacy evaluation of DLMs.

1 Introduction

Diffusion language models (DLMs) (Nie et al.,
2025; Bie et al., 2025; Ye et al., 2025) are emerging
as a compelling alternative to autoregressive (AR)
generation. Recent advances demonstrate that dif-
fusion can be successfully adapted from continuous
domains to text, leading to practical systems such
as Gemini Diffusion (Google DeepMind, 2025),
SEED Diffusion (Song et al., 2025), and a growing
body of work from both academia (Nie et al., 2025)
and industry (Inception Labs, 2025). Unlike AR
models, which strictly generate tokens sequentially,
DLMs generate text through iterative denoising
processes that refine entire sequences over multiple
steps. This paradigm offers capabilities that AR
modeling does not naturally support, including flex-
ible decoding (De Bortoli et al., 2025), global se-
quence refinement (Nie et al., 2025), and improved
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controllability over generation dynamics (Li et al.,
2022), making diffusion an attractive generation
paradigm other than next-token generation.

Driven by ongoing research efforts, state-of-the-
art DLMs gradually achieve generative capabilities
comparable to those of AR models, both in open-
source models (Bie et al., 2025) and in commercial
SaaS services (Inception Labs, 2025). However,
few studies investigate the privacy issues of DLMs
as a new language model architecture. In this paper,
we mainly focus on Membership Inference (MI),
which aims to determine whether a given data point
is used to train the target model. On one hand, a
malicious adversary can leverage this technique
to violate the model privacy (Shokri et al., 2017).
On the other hand, membership inference can also
be used for unauthorized data auditing (DeAlcala
et al., 2024).

A series of studies have developed membership
inference methods against common (autoregres-
sive) language models (Yeom et al., 2018), or the
(vision) diffusion models. However, applying these
methods to diffusion language models poses signif-
icant challenges. First, DLMs adopt an any-order
denoising training objective rather than a single
fixed left-to-right decomposition, which acts as an
implicit Monte Carlo data augmentation mecha-
nism and reduces exact sample memorization (Ni
et al., 2025). Second, the diffusion training pro-
cess introduces randomness for each token, since
different tokens are masked with different probabil-
ities. This fundamentally breaks methods based on
lower-tail token scores, such as MinK (Shi et al.,
2023) and Min-K++ (Zhang et al., 2024). Third,
membership inference methods on vision diffusion
models (Ho et al., 2020) show degraded perfor-
mance on DLMs due to the transition of the state
space from continuous to discrete.

To address this challenge, we conduct an in-
depth analysis of diffusion training dynamics and
find that the model’s single-step memorization gain
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for each token is inversely proportional to the mask
ratio during diffusion training process. Based on
this, we theoretically derive the property of token-
level memorization asymmetry and accordingly
propose a skewness-based MI indicator: Quantile-
weighted Skewness (Q-SKEW) of the sample to-
kens. Our method can effectively distinguish mem-
ber sets from non-member sets from a data distri-
bution perspective, beyond the memorization at the
individual sample level. We conduct experiments
across different finetuning objectives, dataset do-
mains, and types of diffusion language models,
including both base and instruction-tuned diffusion
language models. Q-SKEW outperforms baselines
on average, and this superiority remains consistent
across different training epochs, with an average
AUC improvement of more than 10%. Further-
more, we show that the skewness indicator can
also enhance the effectiveness of PII (Personally
Identifiable Information) extraction.

Notably, there is a concurrent work SAMA
(Chen et al., 2026) which also focuses on mem-
bership inference. Our work differs in two aspects:
(1) we propose a new indicator beyond memoriza-
tion at the individual sample level, and (2) our
evaluation covers both instruction fine-tuning and
domain fine-tuning (same training objective with
pretraining), rather than only domain fine-tuning as
in prior works (Fu et al., 2024a; Chen et al., 2026).
Our method consistently outperforms theirs in both
settings.

In summary, our contributions are:

* We are the first to identify an inverse relation-
ship between mask ratio and token memory
gain, and theoretically characterize Token-level
Memorization Asymmetry.

* We propose Q-SKEW, a novel membership in-
ference indicator based on the inverse mask-
ratio phenomenon that outperforms baselines
across datasets and training settings.

* We provide a new perspective on privacy risks
in DLMs, showing that skewness also improves
PII extraction and highlighting fundamental dif-
ferences from AR models.

2 Background and Related Work

2.1 Diffusion Language Models

Unlike traditional autoregressive generating, diffu-
sion language models (DLMs) recover data from a
fully masked state through iterative denoising. Cur-

rently, successful large-scale DLMs are based on
the discrete masked diffusion model architecture.
Taking this as an example, we formalize the train-
ing and inference processes of DLMs as follows.
Let xo = (28,23, ..., x{) denotes a sample of the
training set Dy, consisting of L discrete tokens,
where :1;6 € V. The diffusion process is defined
on an extended vocabulary V* = V U {[MASK]}
that includes a mask token. The forward diffusion
process in DLMs is defined as a Markov chain that
gradually replaces tokens with mask tokens. Then
we can derive a closed-form solution to sample the
state x; directly at timestep ¢:

1—a; ifx! = [MASK]
q(xglzg) = § o

0 otherwise,

oo o
if 2§ =

where a; denotes the cumulative probability that
a token remains unmasked at timestep ¢. Then the
parameterized denoiser py(xo | X¢) is trained using
the following masked-position denoising objective:

LM (0) = Etmg e ﬁ 3 —logpo(ailx) |, (1
tiem,

where t ~ U(1,T), X9 ~ Digain, and Z, = {i |

x! = [MASK]} denotes indices of masked tokens

in timestamp t. During the inference process, the

model @ starts from a fully masked sequence x7,

and performs the following update steps through
iterative sampling until ¢ = 0:

Xt—1 "~ pe(Xt71|Xt)-

2.2 Membership Inference

Membership inference aims to determine whether a
given data sample belongs to the member set (train-
ing data) of a target model (Shokri et al., 2017).
This task is widely regarded as a core method for
quantifying privacy risks or auditing unauthorized
data usage (DeAlcala et al., 2024). For generative
models, the high number of parameters results in
significant fine-tuning overhead. Hence, existing
effective membership inference mainly falls under
query-based methods, which typically require a
gray-box setting, i.e., obtaining output logits.

Membership inference on DMs. Beyond the secu-
rity concerns (Zhai et al., 2023, 2024b, 2025, 2026),
privacy studies on DMs have primarily focused on
membership inference (MI). However, they mainly
focus on visual (continuous) diffusion models (Ho
et al., 2020). In the grey-box setting, these methods
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examine the characteristics of diffusion models and
design various metrics to determine member and
non-member sets, such as: (1) estimation errors of
deterministic forward process (Duan et al., 2023;
Kong et al., 2024), (2) probability fluctuations in
the presence of perturbations (Fu et al., 2024b); (3)
likelihood discrepancy with different inputs (Zhai
et al., 2024a), et al.

Membership inference on LLLMs. Many studies
explore membership inference for LLMs (Yeom
et al., 2018; Shi et al., 2023; Zhang et al., 2024).
In the fine-tuning scenario, due to the open avail-
ability of base models, methods for LLMs typically
involve an additional assumption: the attacker has
access to reference models. Watson et al. (2022)
firstly introduces this assumption and proposes Cal-
ibration Attack. SPV-MIA (Fu et al., 2024a) lever-
ages self-prompting to construct reference mod-
els, leading to more precise inference. Similarly,
the concurrent work, SAMA (Chen et al., 2026),
conducts membership inference on diffusion lan-
guage models (DLMs) following the same setting.
In contrast to our work, their empirical approach
lacks theoretical analysis of the difference between
DLMs and traditional AR language models, lead-
ing to less effectiveness in practice (Tab. 1, Tab. 2).

3 Methodology
3.1 Threat Model

In this work, we consider an adversary that aims
to infer whether a given data record was used to
train the target model 6,,. Since the pre-training
process primarily utilizes crawled public data and
is implemented by only a few third-party institu-
tions, we focus on the fine-tuning stage, which is
generally recognized as the stage that is most sus-
ceptible to privacy or copyright risks (Yu et al.; Fu
et al., 2024a; Chen et al., 2026).

We strictly follow the mainstream setting of
query-based membership inference (Shi et al.,
2023; Zhang et al., 2024; Duan et al., 2023; Watson
et al., 2022), where the adversary can only access
the output logits of the target model 6y, without
having access to the model weights or gradients.
The formalization is:

A%, 0ar) = 1 [A'(x, 0iar) > 7],

where A’ denotes an indicator function that re-
flects membership information, and 7 denotes a
tunable decision threshold. Following the state-
of-the-art reference-based membership inference
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Figure 1: Violin and jitter plots of confidence logit
differences before and after training. A smaller mask
ratio results in a higher memorization gain for the token
post-training.

methods (Meng et al., 2025; Watson et al., 2022;
Fu et al., 2024a; Huang et al., 2025), we further
assume that the adversary has access to an unfine-
tuned reference model 6.r. Then, a more precise
strategy of membership inference can be formal-
ized as:

A(Xvetar) =1 [-A,(Xyeta.ra eref) > 7—] .

Note that this setup is easily achievable for mem-
bership inference on fine-tuning scenarios due to
the availability of open-sourced base models. And
we further consider a weaker assumption involving
misaligned reference models in Section 4.3.
Fine-tuning setups. Notably, previous member-
ship inference methods on fine-tuned language
models (Fu et al., 2024a; Chen et al., 2026) con-
sider only domain fine-tuning, which shares the
same training objective as the pretraining stage
and utilizes a fixed training block size, such as 64,
128, or 256 tokens. However, we emphasize that
these evaluation setups are limited: @ they do not
represent the fine-tuning scenarios for instruction-
tuning, which constitute the primary fine-tuning
paradigm. @ they may lead to an inflated illusion of
membership inference success by failing to account
for the variable-length nature of instruction-tuning
datasets. Therefore, in our experiments, we evalu-
ate both domain fine-tuning (DFT) and instruction
fine-tuning (IFT) scenarios to align with real-world
scenarios (Section 4).

3.2 Token-level Memorization Asymmetry

The training process of DLMs distinguishes them
from AR language models and thereby introduces
unique characteristics. In this part, we provide a
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formal proof characterizing the distributional differ-
ences of token-level memorization between mem-
ber (training) data x € Dyqiy, and non-member
(test) data x € Dyet.

Let x be a sequence of tokens x = (w1, ..., wr)
in the training set Dy,.q;,,. We consider a diffusion
language model 0 trained for K epochs on Dyyqip,
and 60 denotes the original version that has not yet
been trained. Since the model’s memorization of
training data gradually accumulates as the training
progresses, we define the memorization gain G,
during the training process as the cumulative reduc-
tion in loss. For the ¢-th token w; in sequence x,
we have:

K
Guw, = L(w;;00) — L(w;; 0 ) = Zéwi,lm 2)
k=1

where the d,, ; denotes the memory gain (i.e.
marginal loss reduction) for token w; at epoch k.
Member set analysis. For the member sample x €
Dirain, a global mask rate 8y, ~ U(0, 1) is sampled
at the training epoch k. Let m,,, 1, € {0, 1} denotes
the binary indicator whether token w; is masked
(and thus trained) at epoch k& L

P(my, =1 k) = Br-

In the diffusion training progress, we find the in-
crease in token memorization is associated with the
masking ratio. Insightfully, low-23 steps may lead
to more concentrated gradient updates, resulting in
stronger single-step memory gain for w;. Hence,
we propose the following assumption:

Assumption 3.1. (Inverse Mask-Ratio Scaling)
We posit that the magnitude of the memory gain,
when a token is selected, is a function of the mask
rate:

Swi ke = Map, ki - (Wi, Br),

where ¢ : (0,1) — R denotes the update strength
function reflected by the loss and is strictly mono-
tonically decreasing.

To validate Assumption 3.1, we fine-tuned
LLaDA (Nie et al., 2025) on the XSUM (Narayan
et al., 2018) dataset for four epochs. During train-
ing, we set the mask ratio to three fixed values,
0.25, 0.50, and 0.75, with a fixed mask template

"For clarity, we do not consider the impact of parameter
updates during training on other masked tokens. In practice,
parameter changes from training on other masked tokens may
introduce noise that is unbiased on average, and thus does not
affect our subsequent conclusions.

for each data sample, instead of using a random
mask ratio. After training, we utilize the prediction
confidence to estimate the memorization of indi-
vidual tokens. It is evident from Fig. 1 that a lower
mask ratio leads to more significant token mem-
orization on average under the same number of
training epochs. We leave more experiments in Ap-
pendix B for validation. Therefore, for a member
datapoint z, the single-step gain J,,, j, obviously
follows a zero-inflated mixture distribution. We
then derive the shape properties of the cumulative
gain G.

Theorem 3.2. (Proofin Appendix A.1) Let G be the
memorization gain for token-level in the training
set. For any finite number of epochs K > 1, the
distribution of G, is strictly right-skewed:

E (G, — ElGu.))”
U(gwi)g

We further analyze and demonstrate in Ap-

pendix A.2 that this skewness specifically repre-
sents a long-tail distribution.
Non-member set analysis. For the non-member
sample X ¢ Dirgin, Gu, = Zszl €k, Where
€w, k Tepresents stochastic generalization noise.
Without the zero-inflated selection mechanism and
the monotonic inverse mask-ratio amplification as-
sumed for members, the resulting distribution typi-
cally exhibits much weaker asymmetry. In practice,
this value is often close to zero when the aggre-
gated fluctuations are approximately symmetric:
Skew (G, ) =~ 0. Recalling Eq. (1), we define the
following for diffusion language models:

Skew(Guw,) = >0 (3

E(wlﬂ 9) = Et,xo,xt [_ ].ng@(wz | Xt)] )

where x; denote the noisy sequence of x at timestep
t. We use A, as the empirical estimator of the
memorization gain G, :

Awi (Glah eref) =

Etx, [=log po, (wi | x¢)] = Kt x, [—log pa,, (wi | x:)] .
Memorization of Target Model

“)
Assuming the reference model approximates the un-
trained state, i.e. O.f = 0y, and the target model is
the trained state, i.e. O = O after K epoch train-
ing, the Ay, (Oar, Orer) shares the same distribution
properties (Theorem 3.2). Hence, the following
equation holds:

Memorization of Reference Model

Skew ({ Auer (O Ont) |6 € {1, L}})
> 0% Skew({ Dy (O Ot) | 7 € {1, L}})
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Algorithm 1 Quantile-weighted Skewness with
Cyclic Sampling

Input: sample x = (wi,...,wr), target model py,,,,
reference model py, ,, cyclic rounds R, mask ratio p, band-
width h, decision threshold Tiia
Output: membership prediction 2 and inference score ax
Sx+— @
b < max(1, |pL])
forr=1,...,Rdo
7"« Permutation({1,...,L})
Partition (" into disjoint subsets {Mpt,.oo o, My}
with M, ;| =~ b
forj=1,...,mdo
M — M, ;
Construct the unmasked context x aqc
for each i € M do
G+ —1og pa,.. (wi | Xpe)
i < —log ey, (wi | xpme)
At = L — 62
Sx — Sx U{Aim}
end for
end for
end for
Sx + Median(Sx)
ox < Std(Sx)
for each s € Sk do
F(s) <+ ECDF(s; Sx)
Compute W (s) using Eq. (9)
end for
W ﬁ ZSESX W(s)
Z <+ ]l[ax > Tmia}
return 2, ax

where Wmember,i and Wnon-member,; denote the tokens
of the member set and non-member set samples,
respectively. We define:

]I(X, Orars Qref) = Skew({Awi (9tar, Href)’i c {1, - ,L})

where x = (wy,...,wr). For a given data sam-
ple x, a reference model 6., and a target model
Oar, the indicator function I(x, Orar, Orer) serves as
a metric for membership inference. Intuitively, if
I(x, btar, Orer) exceeds a threshold 7, the sample x
is likely from the member set; otherwise, it belongs
to the non-member set.

3.3 Quantile-weighted Skewness with Cyclic
Sampling

In practice, we (1) calculate the loss difference
for every individual mask sampling instead of the
mathematical expectation, increasing the set size
for distribution estimation; (2) design a cyclic sam-
pling method to replace the random Monte Carlo
sampling of ¢, eliminating the randomness in sce-
narios with a low number of samples, ensuring
coverage uniformity; (3) design a more robust met-
ric based on Eq. (3), to distinguish between the

member set and the non-member set. We provide
the entire MI progress in Algorithm 1.
Token-level Memorization Score. Let x =
(w1, ...,wr) be an input sequence. For any mask
subset M C {1,..., L} sampled from the mask-
ing corruption process, we define the instance loss
difference A, ¢ for a masked token w; (7 € M)
as:

A = [—logpg, (Wi | Xpme)]

®
- [_ logpetar(wi | XMP)] ’

where x\c denotes the context provided by un-
masked tokens.

Cyclic Sampling. To mitigate the stochastic vari-
ance inherent in Monte Carlo sampling and en-
sure uniform token coverage, we employ a Cyclic
Sampling strategy. Instead of random replacement,
we perform R full-coverage round sampling. In
the r-th rounds, we generate a random permuta-
tion of indices 7(") = Permutation({1,...,L}).
This permutation is partitioned into a sequence of
disjoint batches B() = {M;1,..., My}, such
that Uj ./\/lr’j = {1, R ,L} and Mr,jﬁ./\/lﬁj/ =0,
where each batch has size |M| ~ pL. The final
memorization set aggregates the scores from all
disjoint batches across all cycles:

R m
Se=JUU{Aim., lieMy}. ©

r=1j=1

Quantile-weighted Skewness. In practice, ex-
treme outliers can significantly inflate the mean
of the entire set, making it difficult to distinguish
between member and non-member samples. There-
fore, we consider the median-based metric follow-
ing Pearson’s Second Skewness Coefficient:

#(Sx) — ‘§x

oS (N

where Sx denotes the median of Sx. Since different
quantiles exhibit varying impacts on membership
inference accuracy, we further define the Quantile-
weighted Skewness (Q-SKEW):

A’(x, etarv eref) =

= W(s)- (s — Sx)
_[Sx] sESx
foskew(x) = (8] T ;

()

where W is a normalization factor:
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Table 1: The main experiment results of membership inference on diffusion language models on domain fine-tuning
tasks (DFT). We bold the best results, and our method is marked in grey.

WikiText (DFT)

XSUM (DFT)

AUC TPR@10%FPR TPR@1%FPR AUC TPR@10%FPR TPR@1%FPR AUC TPR@10%FPR TPR@1%FPR

Arxiv (DFT)
Loss 61.3 16.4 5.0 60.3
Min-K% 64.5 24.1 2.7 62.5
Min-K%++ 66.4 29.0 1.3 56.9
Calibration  59.1 22.7 5.3 56.9
SecMIppm  58.0 18.8 2.0 62.4
SAMA 70.2 34.5 17.6 70.3
Q-Skew 834 66.1 50.6 80.3

17.1 2.0 61.1 15.8 1.7
24.0 8.7 65.8 29.0 4.8
16.2 23 61.2 27.3 12.0
19.7 2.0 56.4 16.8 2.0
26.0 1.7 64.8 31.7 17.3
36.4 17.2 71.0 40.5 18.2
57.7 39.7 80.7 63.6 47.2

Table 2: The main experiment results of membership inference on diffusion language models on instruction fine-
tuning (IFT) tasks. We highlight the important values as Tab. 1.

MedQA (IFT)

AUC TPR@10%FPR TPR@1%FPR AUC TPR@10%FPR TPR@1%FPR AUC TPR@10%FPR TPR@1%FPR

Loss 57.3 18.8 2.7 57.4
Min-K% 60.7 16.2 3.0 67.3
Min-K%++ 49.7 8.7 2.3 59.6
Calibration ~ 55.6 17.1 1.0 61.7
SecMIppm  54.0 11.7 2.3 51.2
SAMA 65.1 26.0 32 69.1
Q-Skew 72.8 31.6 6.7 814

Alpaca (IFT) Tulu-3 (IFT)
14.7 1.0 54.9 12.0 23
27.6 3.0 57.2 11.3 33
212 1.7 55.1 13.0 2.7
20.3 5.0 60.1 15.9 2.6
15.0 4.7 56.8 12.3 33
31.0 112 59.7 12.1 37
61.4 41.6 67.2 13.7 4.3

To mitigate the influence of outliers and focus on
informative regions, we formulate the weight func-
tion W (s) using the empirical cumulative distribu-
tion function (ECDF):

W(s) = exp (—W) + exp (—W) ,

(©))
where F(s) € [0, 1] represents the quantile posi-
tion of s within Sx, and A is a bandwidth hyperpa-
rameter (set to 0.1 in experiment). By anchoring
weights at the 15th and 85th percentiles, this metric
captures distributional asymmetry while remaining
robust to long-tailed distributions.

4 Experiments

Models and Datasets. To validate the gen-
eralizability of our method, we broadly con-
sider mainstream open-source DLMs, including
LLaDA-8B-Base (GSAI-ML, 2025a), LLaDA-
8B-Instruct (GSAI-ML, 2025b), Dream-Base-
7B (Dream-org, 2024a), and Dream-Instruct-
7B (Dream-org, 2024b), under two fine-tuning set-
tings: domain fine-tuning (DFT) and instruction
fine-tuning (IFT), as described in Section 3.1. We
also broadly consider six datasets from diverse
domains. Specifically, for (1) domain finetuning
(DFT), we finetune the Base DLMs with ArXiv
(RealTimeData, 2025a), WikiText (RealTimeData,
2025b), and XSUM (Narayan et al., 2018) datasets.

And for (2) instruction finetuning (IFT), we fine-
tune the Instruct DLMs with MedQA (Li et al.,
2023), Alpaca (Taori et al., 2023), and Tulu-3 (Lam-
bert et al., 2025) datasets.

Note that we do not consider MIMIR (Duan
et al., 2024b) used in (Chen et al., 2026), be-
cause the training (member) and test (non-member)
sets in MIMIR already exhibit a prior discrepancy
within the original model, making it unsuitable for
evaluating fine-tuning scenarios. We detail the rea-
son in Appendix D.1.

Baselines. We consider a broad range of member-
ship inference baselines from the following sources:
@ adaptations of methods targeting traditional
auto-regressive language models: Loss (Yeom
et al., 2018), Min-K% (Shi et al., 2023), Min-
K%++ (Zhang et al., 2024), Calibration (Watson
et al., 2021); @ adaptations of methods targeting
(vision) diffusion models?: SecMI (Duan et al.,
2023); and ® one concurrent work: SAMA (Chen
et al., 2026). We detail the rationale for baseline
selection and the adaptation design from their orig-
inal target models to DLMs in Appendix C.

Metrics. We consider the widely used evaluation
metrics, including the area under the receiver oper-

2Note that some baselines (Kong et al., 2024; Zhai et al.,
2024a) are not suitable for adaptation to DLMs that are not in-
cluded. For instance, the theoretical derivations of PIA (Kong
et al., 2024) are designed for continuous diffusion and differ
fundamentally from DLMs.

4118



Table 3: The MI performance on XSUM with Dream-
Base-7B for domain fine-tuning and on Tulu-3 with
Dream-7B-Instruct for instruction fine-tuning. We high-
light the important values as Tab. 1.

XSUM (DFT) Tulu-3 (IFT)

AUC TPR@10% TPR@1% AUC TPR@10% TPR@1%
Loss 55.0 10.4 22 52.7 10.2 2.1
MinK 57.1 12.0 27 53.6 10.7 25
MinK++ 564 112 3.0 51.8 8.9 2.0
Calibration ~ 53.6 9.5 2.1 55.1 12.0 2.7
SecMIpry  57.5 12.8 35 534 9.8 23
SAMA 60.7 14.5 4.4 54.8 11.1 2.8
Q-Skew 63.4 15.0 42 59.1 127 31

ating characteristic curve (AUC), the True Positive
Rate when the False Positive Rate of 10% and 1%
(TPR@10%FPR, TPR @1%FPR), following previ-
ous works (Carlini et al., 2022; Duan et al., 2023;
Fu et al., 2024a; Chen et al., 2026).
Implementation. We conduct three independent
runs and report the average of each metric to reduce
random error. We uniformly train for 6 epochs with
a batch size of 16. We also consider other training
settings in Section 4.2. For all methods, we apply
16 denoising steps per sample to ensure consistent
computational complexity. When calculating the
token-level memorization score, we set p = 0.35
for calculating Eq. (5), as this noise level maxi-
mizes the distinction between the member and non-
member sets. We also conduct ablation studies to
show the effectiveness of each component of our
method in Section 4.4.

4.1 Main Results

We evaluate our method (denoted as Q-SKEW)
and the baselines on LLaDA-8B-Base (GSAI-
ML, 2025a) and LLaDA-8B-Instruct (GSAI-ML,
2025b) across various datasets and report the re-
sults in Tab. 1 and Tab. 2. Experimental results
show that our method consistently outperforms the
baselines across different datasets and DLMs, and
training settings, including domain fine-tuning and
instruction fine-tuning.

Besides the LLaDA series, we conduct addi-
tional evaluations using the Dream-7B series mod-
els, including Dream-Base-7B (Dream-org, 2024a)
and Dream-Instruct-7B (Dream-org, 2024b) on
XSUM (Narayan et al., 2018) for domain fine-
tuning and Tulu-3 (Lambert et al., 2025) for instruc-
tion fine-tuning, respectively. The results show that
our method still achieves the best overall perfor-
mance among all baselines. Note that, compared
with the LLaDA series models, the Dream series
models exhibit lower vulnerability in membership

Arxiv (DFT)
£ %0

g5 W Q-Skew 85
—— SAMA

80 80
—— SecMI

Loss
70 70

MedQA (IFT)
—=— Q-Skew
—— SAMA
—o— SecMI
Loss

AUC

65 65

60 60
55 /0/.—’.?/4 55

50 {f 50 JF
450 45

2 4 6 8 0 2
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\0—0/’

4 6 8
Epochs

Figure 2: Effectiveness under different training epochs.

Table 4: Performance of membership inference methods
under a weaker assumption: using misaligned reference
models

Base DLM
AUC TPR@10 TPR@1
Golden Reference 83.4 66.1 50.6
Instruction Reference 78.4 (-5.0) 55.5 (-10.7) 45.5(-5.1)
Para-modification 78.4 (-5.0) 60.0 (-6.2) 45.0 (-5.6)
SAMA (w/ Ref) 70.2 34.4 17.6
Instruction DLM
AUC TPR@10 TPR@1
Golden Reference 72.8 31.6 6.7
Base Reference 71.5 (-1.3) 32.0 (+0.4) 6.0 (-0.7)
Para-modification 70.0 (-2.8) 25.0 (-6.6) 2.5(-4.2)
SAMA (w/ Ref) 65.1 26.0 32

inference. A similar observation is also reported in
concurrent work (Chen et al., 2026).

4.2 Performance on Various Training Epochs

As fine-tuning progresses, the model’s memoriza-
tion of the training data gradually increases. In
practical scenarios, the number of fine-tuning steps
by the model trainer varies. Membership inference
methods that more effectively reveal membership
information across different steps are considered
superior (Zhai et al., 2024a; Lian et al., 2025). We
evaluate the effectiveness of the membership in-
ference method across different training epochs
in Fig. 2. Experimental results demonstrate that
our method consistently outperforms the baselines
across different training steps.

4.3 Weaker Assumption of Reference Models

Although it is reasonable to assume that the MI
adversary can access an opensource unfinetuned
reference model in the finetuning setting, we addi-
tionally consider the effectiveness of our method
when the used reference model is misaligned. We
consider the following three alternative strategies
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Table 5: Performance of ablation studies on the domain
finetuning task.

AUC TPR@10%FPR TPR@1%FPR

Q-Skew 80.3 57.7 39.7
w/o Cyclic Sampling 78.5 53.0 37.0
w/o Skewness Information ~ 77.6 54.3 34.0
w/o quantile weighting 78.2 55.0 334

when the unfinetuned model corresponding to the
target model is unavailable: (1) Use an unfinetuned
base model as a substitute for the unfinetuned in-
struction model. (2) Use an unfinetuned instruc-
tion model as a substitute for the unfinetuned base
model. (3) Use a model that has been fine-tuned on
other perturbed data as a substitute for the unfine-
tuned model.

We test the situation of domain fine-tuning on
the ArXiv dataset and instruction fine-tuning on
the MedQA dataset. In Tab. 4, while the member-
ship inference performance of our method exhibits
a slight decline when the reference model is mis-
aligned, this decrease is minor, and our approach
still outperforms the best baseline. We provide
the justification of the assumption that the adver-
sary can access a reference model, although it may
not be fully aligned with the target model, in Ap-
pendix E.

4.4 Ablation Studies

We conduct an ablation study on the domain fine-
tuning task using WikiText (RealTimeData, 2025b).
We consider the following settings: (1) without the
cyclic sampling strategy. (2) replacing the skew-
ness calculation with the mean value. (3) using
the skewness metric without quantile weighting.
The experimental results in Tab. 5 show that each
component in the method is effective.

S Increase in Privacy Risks Beyond MIAs

Previously, we showed that our skewness metric im-
proves membership inference attacks. We now con-
sider a complementary privacy risk in generative
language models: data reconstruction attacks (Car-
lini et al., 2018, 2023; Hayes et al., 2024; Bider-
man et al., 2023; Lee et al., 2022; Ippolito et al.,
2023; Wang et al., 2026). Specifically, we inves-
tigate whether Q-SKEW, designed to capture the
distributional difference between seen and unseen
tokens—can be effective in extracting personally
identifiable information (PII).

5.1 Threat Model

We consider a PII reconstruction adversary (Lukas
et al., 2023; Meng et al., 2025; Nakka et al., 2024;
Kim et al., 2023) who is given a training record
with PII redacted and aims to recover the redacted
tokens via queries to the target model. For example,
given the PIl-redacted record “Insurance Member
ID: [REDACTED]”, the objective is to reconstruct
the true value “XJ45-7831-92”. The adversary
can generate candidate PII values and rank them.

5.2 PII Reconstruction for DLMs

PII reconstruction attacks have been widely stud-
ied for autoregressive language models, where at-
tackers query the model and identify memorized
sequences via high conditional probabilities. How-
ever, these approaches do not directly apply to
DLMs. (1) DLMs generate tokens through iter-
ative denoising rather than left-to-right prediction,
and thus do not expose conditional probabilities
of the form P(x; | x<). (2) Prior attacks rely
on directly prompting models to reproduce mem-
orized sequences, whereas DLMs reconstruct to-
kens within partially noisy contexts, making such
generation-based extraction less reliable.

Candidate-based PII Extraction. To adapt exist-
ing approaches, we formulate PII extraction as a
candidate ranking problem. Given a context con-
taining a masked PII record and candidate PII items
{z1, 22, ..., 2}, the attacker aims to identify the
most likely memorized candidate. Candidates are
generated via random remasking across N = 64
independent denoising process. Each candidate z;
is inserted into the masked position, and its plausi-
bility is estimated by computing the cross-entropy
loss [ g under stochastic masking. This likelihood-
based ranking serves as a baseline.

Incorporating Our Skewness Score. Previous
likelihood-based ranking provides a strong base-
line for PII extraction by measuring the recon-
struction loss of candidate completions. How-
ever, this approach primarily reflects the over-
all sequence likelihood under the model’s lan-
guage prior, which can cause different candi-
dates to appear similarly plausible. For exam-
ple, PII records such as “john.doe@gmail.com”
and “alice.bob@gmail.com” may both receive
similar [~ values because common tokens like
“gmail.com” are strongly supported by the lan-
guage prior. As a result, the ranking may be domi-
nated by generic token probabilities rather than sig-
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nals of memorization. Our skewness score (token-
level asymmetry) in contrast, captures localized
reconstruction behavior and can highlight asymme-
tries that arise from memorized sequences. This
makes it a complementary signal for candidate rank-
ing. To combine the strengths of both signals, we
compute a weighted score:

Score(z;) = — (1 — a) - Z(lcp(z))
+ (Oé) : Z(SkeWPearSOHZ(Zi))

where Z denotes z-score normalization. In prac-
tice, an adversary may have access to a few training
records and use them to estimate an effective a.. We
show the impact of « in Appendix F.1. To better
capture localized memorization effects, we com-
pute skewness over a contextual span of length X
centered on the PII record. For example, when
X =20, the span includes 8 preceding tokens, the
5 PII tokens, and 7 following tokens. For each can-
didate sequence, we generate masked variants by
randomly masking 35% of tokens. We repeat this
process for 4—-16 batches. Token-level loss differ-
ences are computed across these masked variants
and aggregated to estimate the final score.

5.3 Evaluation

We evaluate our attacks on two types of PII: phone
numbers and email addresses. We use the TREC
dataset (Wu et al., 2006), which contains 174,299
records, split into 78k, 78k, and 17k examples for
training, validation, and testing, respectively. Con-
sistent with our membership inference setup, we
fine-tune the LLaDA-8B-Base model on the train-
ing set. We identify PII instances applying regular
expressions that match email addresses and phone
numbers, and randomly sample 50 unique email
addresses and 50 unique phone numbers as targets.
The attacker generates candidate PII by inserting 20
mask tokens at the target location within a record
and running 64 independent diffusion processes
to fill them, then selects the most likely candidate
using the attack signals defined in §5.2.

Metrics and Baselines. For our baseline, we use
cross entropy loss as the candidate-scoring mech-
anism. We compute the cross-entropy loss over
the candidate PII tokens for each candidate in a
set, and then rank them. Our attack success metric,
top-1 accuracy, measures the proportion of targets
in which the ground-truth PII achieves the highest
rank. Following prior work, we report top-1 accu-
racy as a value between 0 and 100. In the case of

Table 6: ASR (%) of our attack methods on LLaDA-8B-
Base for phone numbers and email addresses. Higher is
better. The best results on Combine-@. 1 are in bold.

Our Attacks Signal ASR (%)
Phone Email
Ranking CE 30 [15/50] 20 [10/50]
Mask only PII Q-SKEwW 22[11/50] 16 8/50]
Mask only context Q-SKEWwW 10[ 5/50] 8 [ 4/50]
Combine-0.1 Both 34 [17/50] 241[12/50]

cross-entropy loss we expect the ground-truth PII
to have a lower loss compared to the candidates. In
contrast, we expect the ground-truth PII to have a
higher skewness relative to other candidates.

Results. Table 6 shows our results. We compare
four attacks: cross-entropy (CE)-based ranking
(Ranking), two skewness-based variants that mask
either only PII tokens (Mask only PII) or only
context tokens (Mask only context), and a com-
bined method (Combine-@.1) that integrates CE
and skewness signals. The skewness-based method
names reflect whether the randomly masked tokens
are applied to PII or context tokens. The value 0.1
denotes the o value used to combine the two (see
Appendix F.1 for details on how we select a).

We show that CE-based ranking serves as a
strong baseline, achieving 30% and 20% ASR on
phone numbers and emails. Skewness-based meth-
ods alone performs worse (10-22% ASR on phone
numbers and 8—16% on emails), reflecting that PII
reconstruction is primarily a ranking task rather
than pure inference. However, combining CE with
skewness produces the best results, improving ASR
to 34% for phone numbers and 24% for emails.
This suggests that the skewness helps mitigate the
influence of strong language priors acquired during
pre-training, which can bias CE-based ranking. Ad-
ditional qualitative analysis supporting this claim
is in Appendix F.2, and more ablation studies are
in Appendix F.1 due to space limits.

6 Conclusion

In this paper, we first define the token-level mem-
orization asymmetry. Based on this, we theoreti-
cally derive an MI method for fine-tuned DLMs
that outperforms existing baselines across datasets
and setups. Furthermore, we demonstrate that our
method facilitates PII reconstruction. Our work
indicates that, due to differences in the training pro-
cess, DLMs exhibit distinct characteristics from au-
toregressive (AR) LLMs, encouraging the commu-
nity to focus on the unique privacy risks of DLMs.
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Limitations

While our method advances the privacy-violating
attacks such as membership inference and PII ex-
traction in diffusion language models, several lim-
itations remain. First, because publicly available
open source diffusion language models that are
suitable for training are still limited, we mainly
evaluate our method on current mainstream models.
Moreover, diffusion language models are develop-
ing rapidly. More diverse diffusion architectures
and training mechanisms may emerge in the future,
and the generalization ability of our method to such
future models remains unknown.

Impact Statement

This work advances our understanding of privacy
risks in DLMs, an emerging class of generative
models. The proposed attack, Q-SKEW, is intended
as auditing tools to assess and mitigate privacy
risks, rather than to facilitate misuse. We believe
that exposing this vulnerability is a necessary step
toward developing effective privacy defenses and
informing the responsible deployment of DLMs.
More broadly, this work underscores the impor-
tance of evaluating privacy guarantees in emerging
model architectures and encourages the develop-
ment of privacy-preserving training and inference
techniques for diffusion-based models.
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A Theoretical Analysis

A.1 Proof of Theorem 3.2

Proof of Theorem 3.2. For brevity, we omit the to-
ken index w; for the single-epoch memory gain and
denote it as § Consider the random variable for a
single epoch 6 = m - ¢(/3) (subscripts omitted for
brevity). The marginal probability of a token being
selected is P(m = 1) = E[8] = 0.5. Conditioned
on selection (m = 1), the probability density of the
mask rate becomes:

Let V be a random variable drawn from this condi-
tional distribution, representing the update magni-
tude when a token is selected, i.e., V = ¢(3)|m=1.
We can thus rewrite the unconditional update as
0 = J -V, where the indicator J ~ Bernoulli(0.5)
is independent of V.

To determine skewness, we analyze the third
central moment p3(9). Using the definition of mo-
ments for this mixture:

ps(0) =  (2E[V?]  BEIVIE[V?] + (E[V])?)

Applying the AM-GM Inequality and Lyapunov’s
Inequality:

EV)Y? = (B2,

and given that ¢(/3) is non-constant (implying
Var(V') > 0), we obtain the strict inequality:

2E[V3] 4+ (E[V])3 > 3E[V]E[V?]
= pu3(0) >0

To extend this to the cumulative gain G,, =
Zszl dr, we note that within a short fine-tuning
window, the model parameters evolve smoothly,
i.e., 011 ~ 0. Thus, the token selection mecha-
nism, the mask-rate distribution, and the shape of
the update function ¢(3) do not drift significantly
across nearby epochs. Based on this, we assume
for analytical tractability that the token-level up-
dates ¢y, are locally approximately independent and
identically distributed (locally approximately i.i.d.)
across epochs within this window. Then the skew-
ness of the sum scales by K ~'/2, preserving the
positive asymmetry:

Skew(Gw,) = \/%Skew(é) > 0.

O]

Note that in this proof, we assume approximately
i.i.d. token-level updates across epochs. We further
provide an analysis without this approximate i.i.d.
assumption in Appendix A.3.

A.2 Long Tail Analysis

Remark A.1 (Mechanism of Tail Formation).
While Theorem 3.2 proves asymmetry, the spe-
cific "heavy-tailed" shape arises from the inter-
action between the sampling probability and the
update strength. Consider the probability den-
sity function (PDF) fy (v) of the update magni-
tude V. By the change of variables, fy(v) =
Foim=1(¢7"(v)) - |92|. Since fom_1(8) = 28,
we have:
dap

Fole) 5 |

Since ¢(/3) is monotonically decreasing, high mem-
ory gains (large v) correspond to low mask rates
(small B3). Crucially, as v — oo, § — 0. This im-
plies that the probability weight term 3(v) vanishes
for large memory updates. Physically, this means
extreme memorization events are structurally rare:
they require a low 3 to generate a large gradient,
but low /3 inherently reduces the probability of the
token being sampled. This probabilistic suppres-
sion forces the density to decay, preventing the
formation of a high-value mode (bimodality) and
instead forming a monotonically decaying long tail.

A.3 A Non-i.i.d. Extension of the Skewness
Analysis

The proof in Appendix A.1 uses a locally approx-
imately i.i.d. approximation to transfer the posi-
tive skewness of single-epoch memory gains to the
cumulative gain across epochs. This approxima-
tion leads to a clean analytical argument, but it is
slightly stronger than what holds in practice. In
this part, we relax the locally i.i.d. assumption and
analyze the more general case in which epoch-wise
token-level updates may be dependent. Although
this setting no longer yields the same closed-form
skewness scaling, the decomposition below shows
why the positive-skewness tendency should gener-
ally persist unless cross-epoch dependence intro-
duces a dominant negative third-order contribution.
More generally, for a fixed token w;, let:

K
Gu, = Z Ow; ks Ow; ke = Ow,; b — E[éwivk}'
k=1
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Figure 3: Inverse Mask-Ratio Scaling phenomenon with different metrics on XSUM (Narayan et al., 2018) datasets.

Without assuming independence across epochs, the
third central moment of the cumulative gain can be
written as:

3
113(Gu,) = (j{jaw“ )

Expanding this term gives:

13(Gu,) ZEP}+%M’
where
wz, =3 Z [ wz,a~wzvb]
1<a,b<K
a#b
6 Blfuabusiund.
1<a<b<c<K

The first term captures the marginal third cen-
tral moments of the epoch-wise gains. Under the
per-epoch zero-inflated inverse mask-ratio mecha-
nism, and under the finite third-moment and non-
degeneracy assumptions stated in Appendix A.1,
these marginal third central moments are positive.
The second term C,,, i captures the mixed third-
order central moments across epochs.

This decomposition clarifies the role of depen-
dence across epochs. Dependence alone does not
invalidate the argument. The conclusion would
fail only if the epoch-wise gains show strong neg-
ative third-order dependence. We do not expect
this to be common in our fine-tuning setting. The
denoising objective and member examples stay the
same across nearby checkpoints, while the mask
pattern is resampled in each epoch. As a result,
zero-inflated token selection and low-mask-ratio
amplification are still the main sources of asymme-
try.

Motivated by the finite fine-tuning window con-
sidered in our setting, we expect the mixed third-
order contribution not to overwhelm the positive

marginal contribution. This non-dominance rela-
tion can be written as:

> =3 5[],

which implies y3(Gy,) > 0. Since Var(G,,) > 0
under the non-degeneracy assumption, we have:

M3 (ng )

— 5 > 0.
Var(Gu,)3/2

Skew(Gy,) =

B Validation of Inverse Mask-Ratio
Scaling Assumption

We use different metrics to estimate the memoriza-
tion of individual tokens, including prediction con-
fidence, with or without softmax, and token-level
loss. We present the experimental results using vi-
olin plots with jitter plots (Fig. 3). It is evident that
a lower mask ratio leads to more significant token
memorization on average under the same number
of training epochs, across different metrics.

To further validate the broad applicability of
the inverse mask-ratio scaling assumption, we fur-
ther extend our experiments to different data do-
mains, including ArXiv (RealTimeData, 2025a)
and WikiText (RealTimeData, 2025b), and increase
the dataset size from 125 samples to 1,000 samples.
As shown in Fig. 4, the experimental results show
that this assumption widely holds across different
data domains and data scales.

C Implementation of MIA Baselines

To the best of our knowledge, SAMA (Chen et al.,
2026) is currently the only MI method specifically
designed for diffusion language models. Therefore,
we further include AR-LM MI methods and MI
methods for vision diffusion models that can be
transferred to DLMs as baselines under the same
threat models (Section 3.1). Overall, our baselines
include three categories: (1) AR-LM MI baselines:
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Loss (Yeom et al., 2018), Min-K%(Shi et al., 2023),
Min-K%++(Zhang et al., 2024), and Calibration
(Watson et al., 2021); (2) diffusion vision model MI
baselines: SecMI (Duan et al., 2023); and (3) DLM-
specific baselines: SAMA (Chen et al., 2026).

To ensure fairness, all baselines are evaluated
under the same settings and computing bud-
get, including the same member and non-member
splits, the same target and reference access, the
same ROC-based metrics, and the same denoising-
step budget of 16 forward passes for each sample.
 For the DLM-specific baseline, we strictly follow
the settings in its original paper. ® For baselines
adapted from AR-LMs or vision diffusion mod-
els, we adapt them to DLMs as closely as possible.
® For SAMA (Chen et al., 2026) we strictly fol-
low the original settings in the paper. Below, we
describe how we implement each baseline.

C.1 AR-LM MI Baselines Adapted for DLMs

Loss (Yeom et al., 2018). We use the same de-
noising ratio as our method to compute the DLM
loss. We then average the loss over 16 denoising
runs, which means that the loss is computed 16
times. A smaller average loss indicates that the
sample is more likely to belong to the member set.

Min-K% (Shi et al., 2023) and Min-K % ++
(Zhang et al., 2024). Following the original pa-
pers, we compute the Min-K% and Min-K%-++
scores from token-level log-likelihoods at each de-
noising step, using the same denoising ratio as
our method. For Min-K%, we average the log-
likelihoods of the bottom 20% tokens. For Min-

K%++, we first apply vocabulary-level normaliza-
tion and then average the bottom 20% normalized
token scores. Finally, we average the score over 16
denoising runs. A higher score indicates that the
sample is more likely to belong to the member set.

Calibration (Watson et al., 2021). Following
the original paper, we use a reference model to
calibrate sample difficulty. Specifically, we com-
pute the difference between the average loss of the
reference model and that of the target model on
masked tokens, averaged over 16 denoising runs,
and use this difference as the Calibration score. A
larger score means that the target model has a lower
loss than the reference model on the sample, so the
sample is more likely to belong to the member set.

C.2 (Vision) Diffusion MI Baselines adapted
for DLMs

SecMI (Duan et al., 2023). Following the origi-
nal paper, we strictly compute the prior difference
between steps (t+1) and (t). A lower reconstruction
error indicates a higher membership probability,
because the model can better reconstruct the tokens
it has memorized during training. In the original pa-
per, t is set to 100 steps out of 1000. For DLMs, we
set the masking ratio to 10% to remain consistent
with the original paper.

PIA (Kong et al., 2024). We do not adapt PIA
because this method relies on a derived formula
that extrapolates the result as ¢ approaches 0. For
DLMs, this derivation does not hold.
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Table 7: Performance of Loss MI on unfinetuned models
with MIMIR datasets. The high AUC values indicate
that LLaDA model possesses a strong prior on the
MIMIR training (member) set, which leads to a hallu-
cination of membership inference success.

Dataset AUC TPR@10%FPR TPR@1%FPR
Arxiv 0.70 0.32 0.05
Github 0.81 0.47 0.07
Hackernews 0.56 0.18 0.02
Pile_cc 0.53 0.13 0.02
Pubmed_central  0.65 0.22 0.01
Wikipedia_(en)  0.63 0.28 0.05
Average 0.64 0.27 0.04

CLiD (Zhai et al., 2024a). We do not adapt
CLiD because it is designed for conditional vision
diffusion models that take both text and images as
input, which does not match the setting of DLMs.

D Dataset Selection

D.1 Hallucination of MI Success on MIMIR
Dataset in Previous Works.

Note that the evaluation of membership infer-
ence (MI) on fine-tuned models differs fundamen-
tally from that on pre-trained models (Duan et al.,
2024a). For MI on pre-trained language models,
researchers perform no additional training and uti-
lize data from distinct release periods (Duan et al.,
2024b) to detect whether the model memorized
specific samples. In contrast, evaluation data for
MI during the fine-tuning stage must ensure that
the model possesses equivalent prior knowledge
for both member and non-member samples. This
consistency ensures that MI success stems from ac-
tual memory extraction rather than internal model
priors. We note that a concurrent work (Chen
etal., 2026) fine-tunes LLaDA-8B-Base on MIMIR
(Duan et al., 2024b) to evaluate its MI performance.
However, MIMIR is specifically designed for pre-
training MI analysis. We evaluate the unfinetuned
LLaDA on the MIMIR dataset using a loss-based
MI method and report the results in Tab. 7. We find
that the model exhibits strong inherent priors on
MIMIR even without any fine-tuning. This bias
suggests that seemingly successful MI results may
be independent of the inference method itself, mak-
ing MIMIR unsuitable for evaluating MI during the
fine-tuning phase.

D.2 Our Dataset Selection

To ensure a fair evaluation, we utilize recently col-
lected data (RealTimeData, 2025a,b) for the Arxiv
and Wiki datasets to guarantee that the model has
no prior knowledge of the training or test sets. For
the other dataset in Section 4, we clean the sam-
ples to prevent leakage between member and non-
member sets and to ensure that model internal pri-
ors or bias (Zhu et al., 2024) remain consistent.

E Justification of Accessing Reference
Models in Logit-based Settings.

In our paper, we follow the standard setting in mem-
bership inference (Yeom et al., 2018; Shi et al.,
2023; Zhang et al., 2024; Duan et al., 2023; Kong
et al., 2024; Zhai et al., 2024a; Chen et al., 2026;
Fu et al., 2024a), where the attacker can access the
logits of the target model (known as logit-based
methods). In addition, we assume that the adver-
sary can access a reference model, although it may
not be fully aligned with the target model, follow-
ing (Chen et al., 2026; Fu et al., 2024a).

In this part, we justify the scenario where the
attacker can access a reference model under the
logit-based threat model: (1) Knowing the archi-
tecture of the target model is natural under the
logit-based setting. Models with different archi-
tectures usually employ different tokenizers, out-
put dimensions, and token representations. For
example, LLaDA (Nie et al., 2025) and Dream (Ye
etal., 2025) use completely different tokenizers and
token representations. Therefore, under the logit-
based setting, an MI adversary can naturally infer
the architecture of the target model and then se-
lect the corresponding reference model. (2) Given
the model architecture, it is easy to obtain either
the non fine-tuned base model or a structurally
identical but misaligned reference model. Since
our method targets the fine-tuning stage, the cor-
responding base models are usually open-source.
Therefore, once the MI adversary knows the ar-
chitecture of the target model, it can easily ob-
tain the corresponding non fine-tuned base model.
Moreover, our experiments show that our method
remains effective even when the reference model
parameters are perturbed through additional fine-
tuning (Section 4.3).
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Figure 5: Ablation results of LLaDA for PII extraction. Dashed lines denote the CE-based (Ranking) method.

F Additional Results on PII Extraction
F.1 Ablation Study

Hyperparameter Investigation. We investigate
four hyperparameters affecting our combined loss-
skewness score and report the resulting ASR for
LLaDA in Fig. 5. From left to right, the plots vary:
(1) the token span X used for skewness calculation,
(2) the weighting parameter «, (3) the masking
ratio t, and (4) the number of masking batches B.
We observe only a weak relationship between token
span X and ASR, although emails show some im-
provement between spans of 20 and 30. Increasing
« consistently reduces ASR across both PII types,
highlighting the importance of the cross-entropy
loss signal in the combined score. For mask ratio ¢,
the effect is strongly PII-dependent. Higher mask
ratios reduce ASR for phone numbers, but substan-
tially improve performance for emails compared to
lower ratios such as 0.1. Finally, for the number of
masking batches B, both very small and very large
values degrade performance. We hypothesize that
excessively large B values reduce the skewness of
loss differences, weakening the membership signal.

Table 8: ASR@k (%) of different attack methods on
LLaDA-8B-Base for phone numbers and email ad-
dresses. Higher is better. Best results per column are in
bold.

Our Attacks Signal Phone Email
@1 @3 @5 @1 @3 @5
Ranking CE 30 42 4 20 36 42

Mask only PII
Mask only context
Combine-0.1

Q-SKEw 22 36 42 16 28 34
Q-SKEw 10 22 26 8§ 10 14
Both 34 38 42 24 4 52

Top-K candidate Ranking. In Table 8, we show
the top-k accuracy of different ranking methods
where k is either 1, 3, or 5. Surprisingly for phone
numbers, Ranking narrowly beats Combine-@.1
for values of k larger than 1. Interestingly, the top-
k accuracy advantage over Ranking in the case of
emails improves drastically when k is equal to 5,

with over 50% accuracy, the highest of any method
and any value of k. Unsurprisingly, Mask only
PII and Mask only context perform worse by
comparison, similar to the top-1 accuracy.

Setting . We assume that an attacker with par-
tial knowledge of the fine-tuning dataset could rea-
sonably approximate an effective o for the loss-
skewness combined attack.

60.00 1
-@- Phone (ours)

50.00
40.00 ~

24

» 30.00 1

<
20.00 ~

10.00 1

0.00 T T T
0.2 0.4 0.6

a

Figure 6: Impact of choosing « in (0, 1) on LLaDA for
phone PII reconstruction, showing strong performance
even with a small hold-out set. Higher is better.

In this scenario, we assume that the attacker has
access to a small set of full, un-redacted records
from the training dataset. In addition, we assume
that they can interact with the target model the same
way as when they target the unknown PII. To simu-
late this attacker, we select 16 records containing
phone PII, and do a sweep of the o hyperparam-
eter across Combine attacks. Critically, these 16
records form a hold-out set that does not overlap
with the set of target records and PIIs used in the
main evaluation. Fig. 6 shows that with only a
small hold-out sample of target records, an o value
of 0.1 leads to the highest ASR.

F.2 Qualitative analysis.

Our Combine-@.1 score achieves higher top-1 ac-
curacy across multiple settings, although skewness
alone never outperforms Ranking. We attribute
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Extracted by Skewness

w3c-sgml-wg
w3c-wai-ig
w3c-wai-er-ig
w3c-dist-auth

Extracted by Ranking

danny666
gclemm
jpalme
jdbryan

Figure 7: Examples of email IDs extracted exclusively
by each candidate-scoring method.

Extracted by Combine-0.1

w3c-wai-ig
wai-report
ietf-discuss
w3c-wai-er-ig
w3c-dist-auth
w3c-wai-gl
w3c-wai-gl
w3c-sgml-wg

Figure 8: Examples of email IDs extracted under
Combine-@.1 but not Ranking.

this to the two methods recovering different sub-
sets of PlIs. For email targets reconstructed only by
Ranking, the true PIIs tend to be shorter and closer
to natural language, suggesting that pretraining pri-
ors may bias loss toward these patterns. In contrast,
targets reconstructed only by skewness tend to be
longer and more structured (Fig. 7), which may
also explain the consistently higher attack success
rate on phone numbers.

For target emails extracted by Combine-0.1 but
not Ranking, Fig. 8 shows that the skewness com-
ponent helps recover more structured identifiers,
reinforcing the trend observed in Fig. 7. For phone
targets reconstructed only by Ranking, candidate
sets are generally larger, highlighting the strength
of loss for distinguishing correct in-context train-
ing data from a large non-training set. In con-
trast, skewness-only reconstructions tend to pro-
duce smaller but more token-diverse candidate sets
(Fig. 9). These skewness-only targets are also typi-
cally longer, aligning with prior observations that
longer contexts increase memorization in autore-
gressive models (Carlini et al., 2023).

Extracted by Skewness

617-983-4033
617-693-4603
617-693-4309
617-964-3073
617-693-4096
617-639-4036
617-693-4063
617-693-3034
617-693-4039
617-693-4030
617-693-4308
617-693-0433
617-693-6032
617-693-0133
617-693-4006

\.

Extracted by Ranking

212 834-8114
212 648-1814
212 864-8811
212-484-1814
212 648-8114
212 684-1844
(212) 684-1844
(212) 684-0994
(212) 684-1414
(212) 844-1814
212 258-1814
212 658-1814
221-688-1487
122 684-9411
(212) 684-1841
212 254-1814
(212) 684-1814
212-648-1814
613 289-8124
212 683-2484
718 488-1813
212 864-1814
212 684-1417
212 683-1812
212 862-1814
212-684-1814
418-268-1814
212-864-9091
617 254-1818"
212 852-1814

Figure 9: Examples of candidate sets for targets ex-
tracted exclusively by a given scoring method.
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