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Abstract

Integrating supervised fine-tuning (SFT) and
reinforcement learning (RL) has become a
common post-training paradigm for improv-
ing the reasoning capabilities of large lan-
guage models. Existing methods typically
rely on sequential SFT–RL pipelines or static
loss weights, overlooking sample-level hetero-
geneity and evolving learning states. We pro-
pose Sample Learning State (SLS), a rollout-
based characterization of each training sam-
ple using two complementary signals: sam-
ple mastery and exploration-trajectory disper-
sion. These signals estimate whether reward-
driven updates are reliable for the core task
and whether current rollouts provide informa-
tive contrast for RL optimization, respectively.
Based on SLS, we design a state-aware co-
efficient that dynamically balances SFT and
RL losses, increasing the RL weight only
when the model demonstrates sufficient core-
task competence and the sampled trajectories
provide useful reward contrast. Experiments
on Qwen2.5-Math models show that SLS
achieves state-of-the-art results on four in-
distribution and two out-of-distribution math-
ematical reasoning benchmarks. In multi-
reward settings, SLS preserves core reasoning
performance while mitigating reward hacking
induced by auxiliary rewards.

1 Introduction

Large language models (LLMs) acquire broad
knowledge during pre-training and are further
adapted through post-training (Vaswani et al.,
2017; Wei et al., 2022; Touvron et al., 2023a; Sti-
ennon et al., 2020; Ouyang et al., 2022). During
post-training, supervised fine-tuning (SFT) (Wang
et al., 2023; Chung et al., 2024; Zhang et al.,
2025b) provides stable learning signals from
demonstrations, while reinforcement learning
(RL) optimizes model behavior through reward
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Figure 1: Static SFT–RL weighting lacks adaptivity to
samples in different learning states.

feedback. For reasoning tasks with verifiable an-
swers, reinforcement learning with verifiable re-
wards (RLVR) (Zhang et al., 2025a; Shao et al.,
2024) has emerged as an effective paradigm for
improving reasoning capabilities.

SFT provides reliable guidance from demon-
strations, but excessive imitation can encourage
surface-level pattern replication and reduce gen-
eralization (Wei et al., 2021; Zhou et al., 2023;
Wu et al., 2025). In contrast, RL enables reward-
driven policy improvement through exploration,
but unreliable reward signals can lead to unsta-
ble updates or reward hacking (Skalse et al., 2022;
Gao et al., 2023). Consequently, recent post-
training pipelines often combine SFT and RL, ei-
ther sequentially (Ouyang et al., 2022) or through
interleaved stages, as in reasoning models such as
DeepSeek-R1 (DeepSeek-AI et al., 2025).

However, stage-wise pipelines still treat SFT
and RL as largely independent processes, and
RL model performance can be constrained by the
initial policy (Yue et al., 2025; Nguyen et al.,
2025). To address this limitation, recent studies
explore tighter integration, including trajectory-
guided learning (Yan et al., 2025), regularized RL
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objectives (Xu et al., 2025), and static SFT–RL
loss weighting (Zhang et al., 2025c). Although
these methods improve upon stage-wise pipelines,
they still rely on predefined fusion rules that are
not designed to adapt to individual samples or
evolving training states.

Predefined weighting limits SFT–RL synergy
because different samples require different bal-
ances between supervised guidance and reward-
driven policy improvement. To illustrate this,
we group samples by the rollout accuracy of
Qwen2.5-Math-7B, treating those with at least
three correct rollouts out of four as easy and those
with at most one as hard. Figure 1 compares SFT-
dominant and RL-dominant static fusion. The for-
mer helps hard samples but can overfit easy ones,
whereas the latter benefits easy samples but pro-
vides insufficient supervision for hard ones and
can lead to reward hacking. These results suggest
that SFT–RL integration should be conditioned on
sample learning states rather than governed by
fixed global weights.

To address this limitation, we formulate SFT–
RL integration as dynamic fusion based on sample
learning states. At each training step, the objec-
tive should emphasize supervised learning when
reward-driven updates are unreliable and empha-
size RL when rollouts provide trustworthy, in-
formative reward contrast. We introduce Sam-
ple Learning State (SLS), which captures these
conditions with two online-rollout-based signals:
sample mastery and exploration-trajectory disper-
sion. Sample mastery estimates core-task compe-
tence, while trajectory dispersion measures reward
contrast among current rollouts. Based on SLS,
we compute a safety-gated coefficient for each
sample to dynamically interpolate between SFT
and RL losses. This coefficient increases the SFT
weight for low-mastery samples where reward-
driven updates are unreliable, and increases the
RL weight only when the model has sufficiently
mastered the sample and multiple rollouts exhibit
clear reward differences. This design suppresses
unreliable RL updates in low-mastery regimes and
mitigates reward hacking.

Experiments on Qwen2.5-Math-1.5B and 7B
show that our method, SLS, achieves state-of-the-
art performance across four in-distribution (ID)
and two out-of-distribution (OOD) mathemati-
cal reasoning benchmarks, outperforming static-
weighting and hybrid baselines, and in multi-
reward settings, SLS optimizes auxiliary objec-

tives while preserving core-task performance. In
summary, our contributions are as follows:

• We propose Sample Learning State (SLS),
which characterizes sample-level learning states
via online rollout mastery and dispersion.

• We introduce a safety-gated coefficient αi(t)
that dynamically balances SFT and RL losses
for each sample.

• SLS achieves SOTA results on ID/OOD mathe-
matical reasoning benchmarks and is robust un-
der auxiliary preference rewards.

2 Related Work

Existing post-training approaches (Achiam et al.,
2023; Touvron et al., 2023b; DeepSeek-AI et al.,
2025) commonly adopt a sequential “SFT warm-
up followed by RL optimization” pipeline. Such
pipelines benefit from the stability of supervised
learning but may leave the subsequent RL phase
constrained by the initial policy and vulnerable to
objective drift during exploration.

Subsequent research has explored several forms
of SFT–RL integration. Alternating-update meth-
ods, such as ReLIFT (Ma et al., 2025) and
SASR (Chen et al., 2025), interleave RL policy
updates with supervised fine-tuning. Trajectory-
guided methods, such as LUFFY (Yan et al.,
2025), SRFT (Fu et al., 2025), and TRAPO (Su
et al., 2025), use offline expert demonstrations or
trusted trajectories to constrain RL exploration.
Loss-weighting methods, such as KDRL (Xu
et al., 2025), RPO (Liu et al., 2024), and
CHORD (Zhang et al., 2025c), integrate SFT-
related regularization or weighting terms into
RL training. Our method also belongs to the
broad family of loss-level SFT–RL integration,
but differs by replacing static global weights with
a sample-state-aware coefficient determined by
rollout-based learning states.

Recent work further suggests that SFT and
RL can be viewed under a unified gradient-
optimization perspective, differing mainly in data
sources and gradient weighting (Lv et al., 2025;
Wu et al., 2025). This view motivates more
fine-grained integration strategies. SLS follows
this direction by treating SFT–RL fusion as a
sample-wise adaptive weighting problem: super-
vised guidance dominates when RL feedback is
unreliable, while reward-driven updates receive
greater weight when the current sample provides
informative and trustworthy reward contrast.
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Figure 2: Overview of SLS-guided dynamic SFT–RL fusion. Online rollouts estimate sample mastery and trajec-
tory dispersion, which determine the sample-wise coefficient for balancing SFT and RL losses.

3 Method

In this section, we introduce the proposed Sam-
ple Learning State (SLS)-guided dynamic SFT–
RL fusion method, which consists of two compo-
nents: sample learning state estimation and SLS-
guided dynamic loss weighting. Figure 2 presents
an overview of the framework.

Let θ0 denote the initial model parameters and
θt the parameters after t updates, corresponding to
model mθt and policy πθt . Given the post-training
set S = {(xi,yi)}Ni=1, we feed each prompt xi
into the model mθt and independently sample G
rollout responses {ŷi,j}Gj=1. We define each re-
sulting input–output pair as a trajectory: the j-th
trajectory is τi,j = (xi, ŷi,j), and the trajectory
set for sample si = (xi,yi) is Ti = {τi,j}Gj=1.
Each trajectory τi,j is assigned a core-task reward
rcorei,j ∈ {0, 1} and K auxiliary preference rewards
{rki,j}Kk=1, such as format compliance.

Our goal is to determine the SFT–RL mixture
ratio for each sample under the current model pa-
rameters. Online rollouts provide two useful ob-
servations for this decision: whether the model can
reliably solve the sample, and whether the sam-

pled trajectories provide meaningful contrastive
signal for RL.

3.1 Sample Learning State
We define the Sample Learning State (SLS) of
sample si at training step t as

SLSi(t) =
(︁
Mi(t), Di(t)

)︁
, (1)

where Mi(t) estimates the model’s average com-
petence on sample si, and Di(t) measures reward
differences among its exploration trajectories. To-
gether, they characterize the sample learning state
of si. We omit t when unambiguous.

Degree of Sample Mastery Mi. The mastery
score Mi quantifies how reliably the current model
mθt solves sample si, defined as the average core-
task reward over G sampled trajectories:

Mi =
1

G

G∑︂

j=1

rcorei,j . (2)

This score provides a sample-level estimate of
competence: low-mastery samples benefit from
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Figure 3: SFT performance across sample mastery (M )
levels. Darker colors denote lower mastery.

supervised guidance, whereas high-mastery sam-
ples may receive limited or even negative returns
from excessive imitation.

To validate this relation, we divide the OpenR1-
Math and GSM8K datasets into five mastery lev-
els (Level 0–4) according to M ∈ [0, 1]. We re-
serve 100 random instances from each level for
validation and use the remaining samples for SFT
training. As shown in Figure 3, SFT gains de-
crease as mastery increases: low-mastery sam-
ples yield consistent improvements, while high-
mastery samples show diminishing gains and
sometimes performance degradation. These re-
sults suggest that SFT is most useful for samples
the model has not yet mastered, whereas contin-
ued supervision on mastered samples may reduce
generalization through surface-level overfitting.

Dispersion of Exploration Trajectories Di.
The dispersion score Di quantifies reward vari-
ability among rollouts of the same sample, defined
as the standard deviation of total rewards over G
sampled trajectories:

Di = Std
(︁
{Ri,j}Gj=1

)︁
, (3)

where Ri,j = rcorei,j +
∑︁K

k=1 r
k
i,j is the composite

reward of the j-th trajectory. Auxiliary rewards
are optional; in the core-only setting, K = 0 and
Ri,j = rcorei,j .
Di estimates the informativeness of reward

feedback. Larger dispersion indicates greater dif-
ferences among sampled trajectories, allowing RL
to extract more effective learning signals. Con-
versely, when dispersion is small, trajectories are
less distinguishable and provide limited RL signal.

To validate the role of dispersion, we use a
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Figure 4: RL performance across varying dispersion
levels (D). Accuracy and Reward denote core-task
accuracy and total reward, respectively.

composite reward combining binary core correct-
ness rcorei,j with an auxiliary format reward rformat

i,j

(Appendix C.2). We split samples from both
datasets into Low, Medium, and High groups by
equal-width intervals of the normalized disper-
sion Di/Dmax, and train RL separately on each
group. As shown in Figure 4, high-dispersion
samples achieve faster reward convergence and
more pronounced improvements in core-task abil-
ity, whereas low-dispersion samples show only
marginal reward growth and exhibit declines in
core-task ability. These findings indicate that
low-contrast trajectories provide weak RL signals,
which may bias optimization toward secondary
objectives and impair core-task ability.

Overall, these analyses show that the effective-
ness of SFT and RL varies with the learning state
of each sample. This motivates a sample-adaptive
fusion strategy that dynamically adjusts the loss
weights based on SLS.

3.2 SLS-Guided Dynamic SFT–RL Fusion
Building on Eq. (1), we formulate post-training as
a single-stage joint optimization of SFT and RL
with sample-adaptive loss fusion. At training step
t, each sample si is assigned an SLS-guided co-
efficient αi(t) ∈ [0, 1] that governs its SFT–RL
trade-off: smaller values emphasize SFT, whereas
larger values emphasize RL. We omit t when un-
ambiguous. The resulting objective is

L(i)SLS(θt) = (1−αi)L(i)SFT(θt)+αiL(i)RL(θt), (4)

For each prompt xi, the SFT term uses its demon-
stration response yi, whereas the RL term uses the
online trajectory group Ti generated by the cur-
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rent policy. SLS therefore performs sample-wise
SFT–RL interpolation instead of alternating be-
tween separate SFT and RL stages. Detailed ob-
jective definitions are provided in Appendix A.

The coefficient αi should assign more weight to
RL only when RL updates are both reliable and
informative. Reliability is captured by mastery
Mi, which reflects whether the model can solve
the core task, while informativeness is captured by
dispersion Di, which reflects trajectory-level re-
ward contrast.

Accordingly, αi should be bounded in [0, 1] and
increase with both mastery and dispersion. Im-
portantly, these two factors should interact multi-
plicatively rather than additively. In multi-reward
settings, high dispersion may arise from auxiliary
rewards instead of meaningful reasoning differ-
ences; thus, dispersion alone should not induce
strong RL updates when mastery is low. We there-
fore use the form

αi ∝ g(Mi) ·
Di

Dmax
.

We instantiate the mastery gate as g(Mi) =
eMi − 1, which is zero at Mi = 0 and increases
smoothly and convexly on Mi ∈ [0, 1]. Thus,
when mastery is low, even large dispersion con-
tributes little to the RL weight; as mastery in-
creases, dispersion is allowed to play a stronger
role. The resulting coefficient is

αi = min

(︃
1, λ

(︁
eMi − 1

)︁ Di

Dmax

)︃
, (5)

where Dmax is the maximum attainable standard
deviation for each reward configuration, and λ >
0 controls the strength of RL updates. The outer
clipping keeps αi ∈ [0, 1]. The multiplicative gate
promotes RL only when rollout reward contrast
is informative and core-task competence is suffi-
cient, while suppressing dispersion-driven RL up-
dates on low-mastery samples.

We further filter out fully saturated samples
whose rollouts all achieve the maximum com-
posite reward, i.e.,

∑︁G
j=1Ri,j = GRmax, where

Rmax denotes the maximum attainable compos-
ite reward under the current reward configuration.
These samples provide no contrastive signal for
group-relative RL, and continued supervised im-
itation on them may increase the risk of overfit-
ting. We therefore exclude them before loss com-
putation and accumulate unfiltered samples until

the effective batch size is reached, reducing re-
dundant computation and improving training ef-
ficiency. Together, SLS uses αi to adaptively bal-
ance SFT and RL for informative samples, while
the filtering rule excludes samples that no longer
provide useful training signal.

4 Experimental Setup

Datasets and Evaluation. The training set
contains 32k samples: 30k filtered instances
from OpenR1-Math-220k-Default (Hugging Face,
2025) (abbreviated as OpenR1-Math) and 2k sam-
ples from GSM8K (Cobbe et al., 2021). OpenR1-
Math uses prompts from NuminaMath1.5 (LI
et al., 2024) and responses from DeepSeek-
R1 (DeepSeek-AI et al., 2025). Unless otherwise
stated, all compared methods are trained on this
same 32k training set.

We evaluate all methods on four in-distribution
(ID) math benchmarks: AIME24, AIME25,
AMC23 (Li et al., 2024), and MATH-
500 (Hendrycks et al., 2021). We further
evaluate out-of-distribution (OOD) generaliza-
tion on MMLU-Pro (Wang et al., 2024) and
GPQA-Diamond (Rein et al., 2024), abbreviated
as GPQA. Given the relatively small test sets
of AIME24, AIME25, and AMC23, we report
avg@32 on these three benchmarks. We addi-
tionally report the standard deviation over the
32 sampled responses in Appendix B.2. This
standard deviation measures the variability of
evaluation outcomes under a fixed model. For
MATH-500, MMLU-Pro, and GPQA, we report
pass@1. All evaluations use a temperature of 0.6,
with option shuffling applied to multiple-choice
tasks to mitigate contamination.

Training Configuration. Experiments use the
Qwen2.5-Math series models (Yang et al., 2024).
Following (Yan et al., 2025), we apply RoPE scal-
ing to extend the context window to 16,384 tokens,
and use an 8,192-token limit in both training and
evaluation unless otherwise stated.

The training batch size is 32. For each sample,
we generate G = 4 trajectories with vLLM (Kwon
et al., 2023), using a sampling batch size of 32×4
and a temperature of 1.0. The learning rate is
1 × 10−5 for SFT; for RL and hybrid methods,
we follow their respective configurations and se-
lect from {1 × 10−6, 5 × 10−6}. Hybrid and
RL methods are trained for one epoch, while SFT
is trained for three epochs. For Eq. (5), we set
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Model
In-Distribution (Core Task) OOD

MATH-500 AIME24 AIME25 AMC23 Avg. MMLU-Pro GPQA

1.5B 7B 1.5B 7B 1.5B 7B 1.5B 7B 1.5B 7B 1.5B 7B 1.5B 7B

Qwen2.5-Math

Base 38.6 67.0 4.2 16.7 2.6 7.0 26.4 49.7 18.0 35.1 18.5 34.1 21.7 28.3
Instruct 71.6 82.0 9.7 9.3 7.6 7.9 44.7 49.3 33.4 37.1 30.0 45.7 30.3 32.2

Single Method

GRPO 68.7 82.6 10.0 17.5 5.2 12.8 46.5 59.5 32.6 43.1 27.1 50.0 24.2 36.3
DAPO 67.6 81.2 9.4 16.8 5.2 10.5 42.2 59.3 31.1 42.0 24.3 51.4 25.7 34.3
SFT 65.6 80.8 10.4 24.1 10.9 22.1 39.7 61.1 31.7 47.0 27.1 47.1 12.6 31.8

Hybrid Method

LUFFY 75.4 84.2 13.1 17.9 8.8 14.4 50.5 63.4 37.0 45.0 34.3 52.9 29.3 37.4
SFT-then-RL 73.5 83.1 10.7 20.5 9.0 16.8 44.6 63.1 34.5 45.9 30.3 44.4 23.2 36.5
ReLIFT 74.0 84.6 11.4 23.7 9.3 17.3 48.7 66.8 35.9 48.1 27.1 51.4 24.2 35.9
CHORD 76.2 87.2 13.1 23.2 10.5 19.3 51.3 65.8 37.8 48.9 40.0 51.4 25.8 40.4
SLS 80.2 90.0 14.8 26.9 13.3 21.3 54.2 68.8 40.6 51.8 42.9 54.3 30.8 42.4

Table 1: Overall performance on four in-distribution math benchmarks and two OOD benchmarks using Qwen2.5-
Math-1.5B and 7B models. Bold and underlined denote the best and second-best results, respectively.

λ = 2, with Dmax computed separately for each
reward configuration (Eq. (21)). All experiments
are conducted on four identical NVIDIA A800-
80GB GPUs. Additional implementation details
are provided in Appendix B.

Baseline Methods. Using Qwen2.5-Math-1.5B
and 7B as base models, we compare SLS
with single-paradigm references and hybrid base-
lines. Single-paradigm references include SFT,
GRPO (Shao et al., 2024) (group-wise relative
policy optimization), and DAPO (Yu et al., 2025),
which filters out all-correct and all-incorrect sam-
ples from the rollout buffer. The primary hybrid
comparisons include SFT-then-RL, a two-stage
pipeline in which RL (GRPO) follows an initial

Model GPU Hours Extra Demos Training Steps

1.5B 7B 1.5B 7B 1.5B 7B

SFT 6×4 20×4 32k 32k 3000 3000
GRPO 15×4 36×4 - - 1000 1000
DAPO 10×4 25×4 - - 364 396

LUFFY 20×4 47×4 32k 32k 1000 1000
ReLIFT 16×4 39×4 15k 9k 1000 1000
CHORD 24×4 56×4 32k 32k 1000 1000
SLS 17×4 44×4 17k 10k 771 574

Table 2: Training efficiency comparison. All methods
are trained on the same 32k problem set. “Extra De-
mos” denotes additional supervised demonstrations be-
yond the shared training set. GPU hours are reported as
a× 4, i.e., a hours on each of 4 GPUs.

SFT phase; LUFFY (Yan et al., 2025), which uses
online and offline policies to guide learning; Re-
LIFT (Ma et al., 2025), which performs inter-
leaved online fine-tuning on the hardest questions;
and CHORD (Zhang et al., 2025c), which fuses
SFT and RL with preset global weights. Like
SLS, these methods combine reward-driven train-
ing with offline demonstrations or SFT-style su-
pervision. All methods are trained on the same
32k problem set. In efficiency comparisons, we
report the amount of additional expert demonstra-
tions required for SFT-style supervision, together
with training steps and GPU hours.

5 Experimental Results

5.1 Main Experimental Results
Performance on Qwen2.5-Math Series. Ta-
ble 1 shows that SLS consistently outperforms
both single-method and hybrid baselines on the
Qwen2.5-Math models. It achieves the highest
average in-distribution accuracy, reaching 40.6%
with the 1.5B model and 51.8% with the 7B
model. Across both in-distribution and OOD
benchmarks, SLS consistently attains the best or
second-best performance, indicating that its gains
are robust across model sizes and are not merely
due to overfitting to the in-distribution reward.

The advantage of SLS comes from a tighter
sample-level integration of SFT and RL. Com-
pared with SFT, SLS enables RL-based explo-
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Setting Model In-Distribution (Core Task) OOD Aux.

MATH-500 AIME24 AIME25 AMC23 Avg. (∆) MMLU-Pro GPQA Score

Core
GRPO 68.7 10.0 5.2 46.5 32.6 27.1 24.2 –
CHORD 76.2 13.1 10.5 51.3 37.8 40.0 25.8 –
SLS 80.2 14.8 13.3 54.2 40.6 42.9 30.8 –

Format
GRPO 0.0 0.0 0.0 0.0 0.0 (-32.6) 0.0 0.0 90.9
CHORD 58.2 5.5 7.2 38.4 27.3 (-10.5) 32.9 27.3 91.6
SLS 79.6 17.1 12.6 50.7 40.0 (-0.6) 34.3 35.4 96.5

Type
GRPO 67.4 8.8 5.6 44.0 31.5 (-1.1) 31.4 25.3 75.8
CHORD 71.4 8.3 7.0 45.7 33.1 (-4.7) 28.6 25.8 32.3
SLS 80.4 14.7 13.3 54.2 40.7 (+0.1) 42.9 28.8 79.8

Table 3: Robustness under multi-reward settings. Parenthesized values indicate gaps relative to the Core setting.
Zero scores indicate reward-hacking collapse on the core task.

ration beyond fixed demonstrations. Compared
with pure RL methods such as GRPO and their
filtering variants such as DAPO, it provides super-
vised guidance for low-mastery samples, includ-
ing “all-incorrect” samples that would otherwise
be discarded. Additional results on models of dif-
ferent sizes and families, including Qwen2.5 and
Qwen3, are provided in Appendix Table 8.

Table 2 further shows that these gains do not
simply come from more supervision or more train-
ing. Compared with one-epoch SFT–RL fusion
baselines, SLS requires fewer additional super-
vised demonstrations and fewer training steps
while achieving better final performance, suggest-
ing that SLS-guided allocation of SFT and RL up-
dates is more efficient than static fusion schedules.

Training Dynamics and Exploration. Fig-
ure 5 illustrates the Shannon entropy dynam-
ics (Eq. (22)) of RL and SLS during training
on Qwen2.5-Math-1.5B. Under pure RL, entropy
steadily declines, suggesting reduced exploration
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Figure 5: Entropy dynamics during RL and SLS train-
ing on Qwen2.5-Math-1.5B.
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Figure 6: pass@k performance on AIME24 and
AIME25. SLS improves single-sampling accuracy and
maintains strong multi-sampling coverage.

and a progressively narrower output distribution.
In contrast, SLS first increases entropy and then
stabilizes at a higher level, indicating that it pre-
serves a broader generation space while still opti-
mizing for task reward.

Figure 6 further compares pass@k on AIME24
and AIME25. SLS improves pass@1 over RL,
indicating higher single-sampling accuracy, and
surpasses SFT at pass@32, suggesting broader
problem-solving coverage under repeated sam-
pling. Together with the entropy trends, these re-
sults show that SLS balances reliable generation
with sustained exploration.

Robustness under Multi-Reward Settings. To
evaluate robustness under multi-objective opti-
mization, we compare SLS with GRPO and
CHORD (static hybrid) using Qwen2.5-Math-
1.5B. We consider three reward configurations:
(1) Core, using only the core task reward (rcore);
(2) Format, adding format compliance (rcore +
rformat); and (3) Type, adding a problem classi-
fication objective (rcore + rtype). The correspond-
ing prompts and reward definitions are provided in
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Model In-Distribution OOD Aux.

MATH-500 AIME24 AIME25 AMC23 Avg. MMLU-Pro GPQA Format

Random 73.5 9.1 9.4 47.5 34.9 18.9 23.2 90.7
Static 75.8 11.2 9.3 45.0 35.3 27.5 21.2 87.3
M -only 78.4 14.9 12.4 52.1 39.5 30.7 23.4 94.5
D-only 77.5 13.2 12.1 48.0 37.7 31.2 24.1 95.4
M -linear 76.2 15.6 12.2 49.7 38.4 28.7 27.3 92.7
SLS 79.6 17.1 12.6 50.7 40.0 34.3 35.4 96.5

Table 4: Ablation results for different α configurations under the format-augmented reward setting. Static: αi =
0.5; Random: αi ∼ U(0, 1); M -only: αi = min(1, λ(eMi − 1)); D-only: αi = min(1, λDi/Dmax); M -linear:
αi = min(1, λMiDi/Dmax). See Appendix D.5 for details.
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Figure 7: Training dynamics of different α configurations. Left: average accuracy on the core task. Right: average
generation length. Static and Random baselines exhibit length collapse, indicating reward hacking, whereas SLS
maintains stable performance.

Appendix C.1 and Appendix C.2.
Table 3 shows that the baselines are vulnerable

to over-optimizing auxiliary objectives at the ex-
pense of core-task performance. Under the For-
mat setting, GRPO achieves a high format score
but loses its core-task performance entirely, lead-
ing to zero accuracy on all in-distribution and
OOD benchmarks. Under the Type setting, GRPO
avoids complete collapse but still degrades core-
task performance, with average accuracy dropping
from 32.6% to 31.5%.

CHORD is more stable than GRPO, but still
suffers core-task degradation after adding auxil-
iary rewards. In the Format setting, its aver-
age core-task performance drops from 37.8% to
27.3%. In the Type setting, CHORD assigns the
same category to all problems, a typical reward-
hacking pattern that yields a low auxiliary score
despite reasonable task accuracy.

In contrast, SLS maintains nearly unchanged
core performance across all three settings (Core:
40.6%, Format: 40.0%, Type: 40.7%) while still

achieving high auxiliary scores, reaching 96.5%
for Format and 79.8% for Type. Thus, SLS can
fit auxiliary preference objectives while preserv-
ing core-task performance.

These results are consistent with the safety-
gated design of SLS. Auxiliary rewards can in-
duce large trajectory dispersion on low-mastery
samples, which pure RL or static fusion meth-
ods may over-amplify. SLS uses mastery to gate
this signal, so the RL weight increases only when
core-task competence is sufficiently established,
thereby preventing auxiliary-reward contrast from
dominating early optimization.

5.2 Ablation Study
Impact of Different α Configurations. We
conduct ablation experiments on Qwen2.5-Math-
1.5B under the rcore + rformat reward setting to
isolate the contribution of each component in the
adaptive coefficient.

As shown in Table 4, the full SLS model
achieves the highest average performance (40.0%)
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Model In-Distribution (Core Task) OOD Cost
(GPU / Extra Demos / Steps)MATH-500 AIME24 AIME25 AMC23 Avg. MMLU-Pro GPQA

SLS w/o Filtering 72.6 7.2 10.7 40.3 32.7 38.6 27.7 22×4 / 24k / 1000
SLS w/ Filtering 80.2 14.8 13.3 54.2 40.6 42.9 30.8 17×4 / 17k / 771

Table 5: Ablation on sample filtering. All variants use the same 32k problem set. “Extra Demos” denotes additional
expert demonstrations used for supervised learning.

Model In-Distribution (Core Task) OOD Aux. Training

MATH-500 AIME24 AIME25 AMC23 Avg. MMLU-Pro GPQA Format Steps

λ = 1 78.6 14.5 12.9 50.1 39.0 33.5 26.3 94.4 855
λ = 3 69.8 11.1 9.9 40.6 32.9 32.9 14.1 95.7 913
SLS (λ = 2) 79.6 17.1 12.6 50.7 40.0 34.3 35.4 96.5 779

Table 6: Effect of λ on Qwen2.5-Math-1.5B under the rcore+rformat reward setting. Bold and underlined indicate
the best and second-best results, respectively.

and the strongest OOD results. By contrast, the
Static and Random baselines suffer from degraded
core-task performance and output-length collapse
(Figure 7), suggesting that policies that do not con-
dition on sample learning states are more suscep-
tible to noisy signals from trajectory differences,
leading to degraded performance.

The ablation results further confirm that both
components of SLS are necessary. The M -only
variant (39.5%) lacks reward-feedback informa-
tiveness, limiting gains from high-dispersion sam-
ples, whereas the D-only variant (37.7%) lacks the
mastery gate and is more vulnerable to auxiliary-
reward-induced dispersion. The M-linear variant
preserves multiplicative coupling but delays RL-
weight amplification after competence improves.
By combining nonlinear competence gating with
reward-feedback informativeness, the full SLS co-
efficient enables a more effective and robust allo-
cation of RL weight.

Effect of Sample Filtering. To isolate the effect
of sample filtering, we compare the default SLS
configuration with a full-data variant on Qwen2.5-
Math-1.5B. The full-data variant retains fully sat-
urated samples, for which all rollouts obtain the
maximum composite reward. Such samples pro-
vide no contrastive signal for the group-relative
RL update, and continuing to apply SFT supervi-
sion may perturb the current policy.

In the full-data variant, fully saturated samples
are retained and assigned a fixed fusion coefficient
of αi = 0.5. Compared with the default SLS con-
figuration, retaining these samples degrades both
in-distribution performance and OOD generaliza-

tion while requiring more GPU hours, additional
demonstrations, and training steps. This shows
that filtering saturated samples removes uninfor-
mative computation and improves both effective-
ness and efficiency.

Impact of Scaling Factor λ. We evaluate λ ∈
{1, 2, 3} on Qwen2.5-Math-1.5B under the rcore+
rformat reward setting. As shown in Table 6, λ = 2
achieves the best ID average of 40.0% and the
strongest OOD performance among the tested val-
ues. In contrast, λ = 1 limits reward-driven up-
dates, while λ = 3 over-amplifies noisy or aux-
iliary reward signals and degrades core-task and
OOD performance. These results indicate that
λ = 2 provides a balanced scale for allocating RL
weight after mastery gating.

6 Conclusion

We propose Sample Learning State (SLS), a
rollout-based characterization of sample mastery
(Mi(t)) and trajectory dispersion (Di(t)). Based
on this state, SLS derives a sample-wise coeffi-
cient αi(t) to balance supervised guidance and
reward-driven exploration. By increasing the RL
contribution only when core-task competence and
rollout contrast are sufficient, SLS avoids unre-
liable updates in low-mastery regimes. Within
the evaluated mathematical RLVR settings, exper-
iments show that SLS improves reasoning perfor-
mance, mitigates reward hacking, and remains ef-
fective across model scales and model families.
These results support sample-state-aware dynamic
control as an effective alternative to fixed global
SFT–RL trade-offs.
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7 Limitations

Our method is primarily developed for RL with
verifiable rewards (RLVR), where the sample mas-
tery score Mi(t) relies on deterministic binary
core rewards. Such outcome-level rewards provide
clear correctness signals but do not assess inter-
mediate reasoning quality. When a model reaches
the correct answer through unreliable reasoning,
the corresponding sample may be treated as mas-
tered, which can affect the learning of core reason-
ing skills. The stability and effectiveness of SLS
should therefore be further validated with interme-
diate feedback or process-level supervision. Our
empirical evidence is also concentrated on math-
ematical reasoning tasks, and extending SLS to
instruction-alignment scenarios without verifiable
objectives remains future work. Finally, although
our experiments cover multiple model scales and
families, larger-scale evaluations are needed to
better understand the scaling behavior of SLS.
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A Method Details

This appendix provides additional details on the
method, experimental protocols, supplementary
results, and qualitative analyses.

A.1 Training Objectives
Supervised Fine-Tuning (SFT) Loss. For sam-
ple si = (xi,yi), SFT minimizes the negative log-
likelihood of the reference reasoning sequence yi.
Let yi,l denote the l-th token of yi, and let yi,<l

denote the preceding tokens:

L(i)SFT(θt) = −
1

|yi|

|yi|∑︂

l=1

log πθt(yi,l | xi, yi,<l).

(6)

Reinforcement Learning (RL) Loss. We
use Group Relative Policy Optimization
(GRPO) (Shao et al., 2024) as the RL loss.
Following (Cui et al., 2025; Yu et al., 2025;
Hu et al., 2025), we remove the KL-divergence
regularizer to avoid additional constraints on
policy-update magnitudes during exploration.

For input xi, we generate G trajectories Ti =
{τi,1, . . . , τi,G} from the rollout policy πθold ,
where τi,j = (xi, ŷi,j). Here, πθold denotes
the policy distribution used for rollout sampling,
while πθt denotes the current policy distribution
being optimized during the parameter update. For
compactness, we write the PPO-clipped GRPO
objective in a trajectory-level form:

L(i)RL(θt) = −
1

G

G∑︂

j=1

min
(︂
ρi,jÂi,j ,

clip(ρi,j , 1− ϵclip, 1 + ϵclip)Âi,j

)︂
,

(7)
where ϵclip = 0.2. The response-sequence impor-
tance ratio for the j-th trajectory ρi,j is:

ρi,j =
πθt(ŷi,j | xi)
πθold(ŷi,j | xi)

. (8)

The advantage Âi,j is computed from rewards
within the same trajectory group Ti:

Âi,j =
Ri,j − R̄i

σi + ϵA
,

R̄i =
1

G

G∑︂

ℓ=1

Ri,ℓ,

σi =

⌜⃓
⎷⃓ 1

G

G∑︂

ℓ=1

(︁
Ri,ℓ − R̄i

)︁2
.

(9)
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We set ϵA = 10−8 for numerical stability, pre-
venting division by zero when the group-level re-
ward standard deviation σi is zero. In this case, all
trajectories receive identical rewards and the nor-
malized advantages are zero, so the RL term pro-
vides no policy-gradient signal. Consistently, SLS
assigns such samples Di = 0 and hence αi = 0,
leaving them to be handled by the SFT component
unless they are saturated and removed by the fil-
tering rule. When computed on the same rollout
group, σi is identical to the dispersion score Di.

A.2 Gradient-Level View of SFT–RL Fusion
A unified gradient-level view. SFT and RL up-
dates can be interpreted under a common log-
probability-gradient view.

For SFT, the loss for a single sample is:

L(i)SFT(θ) = −
1

|yi|

|yi|∑︂

l=1

log πθ(yi,l | xi, yi,<l).

(10)
Its gradient is

∇θL(i)SFT(θ)

= − 1

|yi|
∑︂

l

∇θ log πθ(yi,l | xi, yi,<l).
(11)

This corresponds to a log-probability gradient
with a constant weight.

For RL, the GRPO objective in Eq. (7) uses
an importance ratio and clipping. Ignoring clip-
ping for interpretation and taking the ratio locally
around 1, the update has the following first-order
form:

∇θL(i)RL(θ) ≈ −
1

G

G∑︂

j=1

Âi,j∇θ log πθ(ŷi,j | xi).

(12)
Here, the response log-probability for the tra-

jectory τi,j = (xi, ŷi,j) decomposes as

log πθ(ŷi,j | xi) =
∑︂

l

log πθ(ŷi,j,l | xi, ŷi,j,<l).

(13)
Thus, RL has the same basic response log-

probability-gradient structure as SFT, but uses
trajectory-level advantage weights.

The SLS objective is

L(i)SLS(θ) = (1− αi)L(i)SFT(θ) + αiL(i)RL(θ), (14)

where αi is computed from the sample learning
state (Mi, Di) and treated as a stop-gradient scalar

during the corresponding parameter update. The
resulting gradient is:

∇θL(i)SLS(θ) = (1−αi)∇θL(i)SFT(θ)+αi∇θL(i)RL(θ).
(15)

This shows that SLS can be interpreted as a state-
conditioned interpolation between a constant-
weight supervised update and an advantage-
weighted policy update.

This view also clarifies the role of αi =
f(Mi, Di). When mastery and dispersion are low,
reward differences across trajectories are weak or
unreliable, so a smaller αi favors the supervised
signal. When mastery is high and dispersion is
informative, a larger αi increases the RL contribu-
tion and exploits stronger contrastive signals from
exploration.

A.3 Sample Learning State Details
Degree of Sample Mastery (Mi(t)). In the
main RLVR setting, we compute the mastery of
sample si at step t as the average binary core re-
ward over G rollouts. We also present a normal-
ized form for possible extensions to non-binary re-
ward settings:

Mi(t) =
1

G

G∑︂

j=1

r̃corei,j , (16)

where r̃corei,j ∈ [0, 1] is the normalized core re-
ward. In our experiments, rcorei,j ∈ {0, 1}, so
r̃corei,j = rcorei,j . For continuous or otherwise non-
comparable core rewards, rcorei,j can be mapped to
[0, 1] using thresholds τlow < τhigh:

r̃corei,j =

⎧
⎪⎪⎪⎨
⎪⎪⎪⎩

0, rcorei,j < τlow,

rcorei,j − τlow

τhigh − τlow
, τlow ≤ rcorei,j < τhigh,

1, rcorei,j ≥ τhigh.
(17)

This makes Mi(t) comparable across reward spec-
ifications beyond binary RLVR. Here, t indexes
the current model state mθt . When it is clear from
context, we omit t and write αi, Mi, and Di.

Dispersion of Exploration Trajectories (Di(t)).
We measure trajectory dispersion for sample si at
step t by the standard deviation of composite re-
wards across G independent rollouts:

Di(t) = Std
(︁
{Ri,j}Gj=1

)︁
, (18)
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where the composite reward of the j-th trajectory
is:

Ri,j = rcorei,j +
K∑︂

k=1

rki,j . (19)

The standard deviation is computed as

Std
(︁
{Ri,j}Gj=1

)︁
=

⌜⃓
⎷⃓ 1

G

G∑︂

j=1

(︁
Ri,j − R̄i

)︁2
,

R̄i =
1

G

G∑︂

j=1

Ri,j .

(20)

A.4 Fusion Coefficient Details
Granularity of the fusion coefficient. SLS de-
fines the fusion coefficient at the sample level
because both of its state variables are sample-
level quantities. The mastery score Mi is com-
puted from final-task rewards over rollouts, while
the dispersion score Di measures reward variation
among multiple trajectories generated for the same
prompt. This design also matches the reward gran-
ularity in RLVR, where supervision from rewards
is typically available only as sequence-level out-
comes. Applying the SFT–RL trade-off at the to-
ken level would instead couple the coefficient to
local token losses, introducing a mismatch with
the sequence-level reward signal and potentially
making credit assignment less stable. Therefore,
SLS adjusts the SFT–RL balance at the sample
level.

Dmax for normalization. In Eq. (5), Di is
normalized by Dmax, which is computed sepa-
rately for each reward configuration. Suppose
each reward component is bounded, with rcore ∈
[rcoremin , r

core
max] and rk ∈ [rkmin, r

k
max]. Then the com-

posite reward Ri,j = rcorei,j +
∑︁K

k=1 r
k
i,j is bounded

by Ri,j ∈ [Rmin, Rmax], where

Rmin = rcoremin +

K∑︂

k=1

rkmin,

Rmax = rcoremax +
K∑︂

k=1

rkmax.

Let ∆ = Rmax−Rmin. For G rollouts, the largest
attainable standard deviation of a bounded vari-
able in this range is obtained when the samples are
split as evenly as possible between the two end-
points. Thus,

Dmax = ∆

√︃
⌈G/2⌉⌊G/2⌋

G2
. (21)

Because Dmax is determined by the reward range
rather than minibatch statistics, the normalized
quantity Di/Dmax remains comparable across dif-
ferent reward settings. In our experiments with
G = 4, this yields Dmax = 0.5 for the Core
setting, Dmax = 1.55 for the Core+Format set-
ting with rformat

max = 2.1, and Dmax = 1.0 for the
Core+Type setting.

Functional form of the fusion coefficient. The
fusion coefficient αi is designed to satisfy four
properties: it should (1) lie in [0, 1], (2) increase
with sample mastery Mi, (3) increase with infor-
mative trajectory dispersion Di, and (4) suppress
RL updates when mastery is low, even if auxiliary
rewards create superficial trajectory variation. The
last property is particularly important in multi-
reward settings, where a large Di may reflect
auxiliary-reward differences rather than meaning-
ful progress on the core task.

These requirements motivate a multiplicative
coupling between mastery and dispersion. An ad-
ditive scoring form,

fadd(Mi, Di) = ag(Mi) + b
Di

Dmax
, b > 0,

does not provide such a safety gate. Even if
g(0) = 0, a sample with Mi = 0 and Di > 0
still receives fadd(0, Di) = bDi/Dmax > 0, al-
lowing auxiliary-reward-induced dispersion to in-
crease the RL weight before the model has demon-
strated any core-task competence.

SLS instead uses a multiplicative form,

αi ∝ g(Mi) ·
Di

Dmax
,

where mastery gates the contribution of disper-
sion. With g(0) = 0, samples with no successful
core-task rollout receive zero RL weight regard-
less of auxiliary-reward dispersion. Thus, disper-
sion can promote RL only after the model has ac-
quired sufficient competence on the sample.

We instantiate the mastery gate as

g(Mi) = eMi − 1.

The gate satisfies g(0) = 0, with g′(Mi) =
g′′(Mi) = eMi > 0 on Mi ∈ [0, 1]. It is therefore
zero when mastery is absent, monotonic, and con-
vex. The zero value suppresses RL updates when
no rollout solves the core task, while the convex
growth increasingly amplifies the effect of trajec-
tory dispersion as mastery improves.
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Combining these components gives Eq. (5):
g(Mi) serves as the mastery gate, Di/Dmax mea-
sures normalized trajectory contrast, λ controls the
overall RL scale, and the outer clipping operation
keeps αi bounded in [0, 1].

A.5 Training Procedure
Algorithm 1 summarizes the SLS-guided training
procedure. A key implementation detail is the use
of an effective sample buffer. Fully saturated sam-
ples, whose rollouts all obtain the maximum com-
posite reward, are filtered out because they provide
no contrastive signal for the group-relative RL up-
date and continuing to apply SFT supervision may
perturb the current policy. Since the number of
valid samples obtained from each rollout collec-
tion may vary, samples that exceed the current up-
date batch size are retained in the buffer together
with their rollout statistics and fusion coefficients
computed at collection time.

When the buffer does not contain enough valid
samples, the procedure collects online rollouts,
filters fully saturated samples, estimates sample
learning states, and assigns sample-wise fusion
coefficients before updating the model. The effec-
tive buffer improves sample utilization by retain-
ing valid samples that exceed the current update
batch size.

B Experimental Setup Details

B.1 Data, Models, and Hyperparameters
Dataset. The training set contains 32k sam-
ples, consisting of 30k filtered samples from
OpenR1-Math-220k-Default (Hugging Face,
2025) and 2k randomly sampled instances
from GSM8K (Cobbe et al., 2021). Unless
otherwise stated, the two sources are mixed
uniformly during training. We abbreviate
OpenR1-Math-220k-Default as OpenR1-Math.
For OpenR1-Math, we filter samples according
to four criteria: (i) answer correctness verified
by math-verify (Face, 2024), (ii) format com-
pliance, (iii) response length shorter than 8,192
tokens, and (iv) absence of hyperlinks.

Models. For Qwen2.5-Math models, we fol-
low (Yan et al., 2025) and apply RoPE scaling by
increasing the RoPE base from 10,000 to 40,000,
which extends the supported context window to
16,384 tokens. Unless otherwise stated, we use an
8,192-token limit for both training and evaluation.
In addition to Qwen2.5-Math models, we evaluate

Algorithm 1 SLS-Guided Dynamic SFT–RL
Training

Require: Training set S = {(xi,yi)}Ni=1, initial
policy πθ0 , number of rollouts G, scaling fac-
tor λ, composite reward upper bound Rmax,
normalization constant Dmax, batch size B

1: Initialize effective buffer Qeff ← ∅
2: for each training step t do
3: if |Qeff | < B then
4: repeat
5: Sample candidate batch Bcand

from S
6: for each sample si ∈ Bcand do
7: Generate rollout responses
{ŷi,j}Gj=1 using πθt and form trajectories
Ti = {τi,j}Gj=1 with τi,j = (xi, ŷi,j)

8: Compute composite rewards
Ri,j = rcorei,j +

∑︁K
k=1 r

k
i,j

9: Compute sample learning state
(Mi(t), Di(t))

10: if
∑︁G

j=1Ri,j = GRmax then
11: Discard si
12: else
13: Compute αi(t) =

min
(︂
1, λ(eMi(t) − 1)Di(t)

Dmax

)︂

14: Add
(si, Ti, {Ri,j}Gj=1, αi(t)) to Qeff

15: end if
16: end for
17: until |Qeff | ≥ B
18: end if
19: Pop B samples from Qeff to form Beff
20: Update θt on Beff using LSLS with the

stored coefficients αi

21: end for

the generality of our method on Qwen2.5-7B and
Qwen3-4B-Base (Yang et al., 2025).

Hyperparameters. We use AdamW with β1 =
0.9, β2 = 0.999, ϵ = 10−8, no weight decay, a
constant learning rate, and no warmup steps. For
SFT, the learning rate is set to 1 × 10−5. For
RL-based and hybrid baselines, we follow their re-
spective original configurations where applicable,
using 1×10−6 for GRPO, DAPO, LUFFY, and Re-
LIFT, and 5×10−6 for CHORD and SLS. For RL-
based methods, trajectories are sampled with tem-
perature 1.0. We set the per-update prompt batch
size to 32 and generate G = 4 rollouts per prompt,
resulting in 32× 4 trajectories per update.
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Model
AIME24 AIME25 AMC23

1.5B 7B 1.5B 7B 1.5B 7B

avg@32 std avg@32 std avg@32 std avg@32 std avg@32 std avg@32 std

Qwen2.5-Math

Base 4.2 3.0 16.7 4.0 2.6 2.7 7.0 3.8 26.4 5.0 49.7 4.0
Instruct 9.7 3.6 9.3 2.7 7.6 3.3 7.9 3.2 44.7 5.6 49.3 5.1

Single Method

GRPO 10.0 2.9 17.5 5.7 5.2 3.3 12.8 3.2 46.5 5.4 59.5 4.5
DAPO 9.4 2.4 16.8 5.2 5.2 3.3 10.5 3.6 42.2 5.1 59.3 4.5
SFT 10.4 3.0 24.1 4.4 10.9 4.0 22.1 4.4 39.7 6.0 61.1 4.9

Hybrid Method

LUFFY 13.1 4.0 17.9 4.5 8.8 4.1 14.4 4.1 50.5 5.8 63.4 4.1
SFT-then-RL 10.7 3.3 20.5 4.9 9.0 3.7 16.8 4.7 44.6 5.6 63.1 4.6
ReLIFT 11.4 3.7 23.7 4.7 9.3 3.6 17.3 4.3 48.7 6.0 66.8 4.8
CHORD 13.1 4.0 23.2 4.6 10.5 3.6 19.3 3.2 51.3 4.5 65.8 3.7
SLS 14.8 3.3 26.9 4.1 13.3 3.1 21.3 3.6 54.2 4.8 68.8 5.8

Table 7: avg@32 and corresponding standard deviations over 32 sampled responses on AIME24, AIME25, and
AMC23. Bold and underlined denote the best and second-best avg@32 results, respectively.

Evaluation. We use a unified evaluation proto-
col with sampling temperature 0.6 and a max-
imum generation length of 8,192 tokens. An-
swer correctness is verified by math-verify.
For AIME24, AIME25, and AMC23, we report
avg@32 accuracy by generating 32 responses per
problem and averaging the correctness over all
generated responses. For MATH-500, MMLU-
Pro, and GPQA, we report pass@1 accuracy using
a single sampled response per problem. All base-
lines are evaluated under the same settings. In Fig-
ure 6, pass@k denotes the probability that at least
one of k sampled responses solves the problem.

B.2 Sampling Variability on Small
Benchmarks

Table 7 reports avg@32 and the corresponding
standard deviation over the 32 sampled responses
on AIME24, AIME25, and AMC23. Because
these benchmarks have relatively small test sets,
their evaluation results can vary noticeably across
sampled responses. We therefore additionally re-
port the standard deviations to provide context for
the avg@32 results in Table 1.

B.3 Analysis Metrics
Shannon Entropy (H). To analyze output di-
versity during training, we compute the mean
token-level Shannon entropy of each rollout re-
sponse. For the response sequence ŷi,j =

(ŷi,j,1, . . . , ŷi,j,|ŷi,j |) in the j-th trajectory τi,j =
(xi, ŷi,j) generated for sample si under policy πθt ,
the entropy is defined as

H(ŷi,j) = −
1

|ŷi,j |

|ŷi,j |∑︂

l=1

∑︂

v∈V
πθt(v |xi, ŷi,j,<l)

· log πθt(v |xi, ŷi,j,<l) .
(22)

Here, V denotes the vocabulary, and ŷi,j,<l de-
notes the prefix tokens before position l in the
generated response. We report the average en-
tropy over sampled rollout responses as an auxil-
iary metric for tracking changes in exploration and
output diversity.

C Prompts and Reward Functions

C.1 System Prompts
We use task-specific system prompts and keep
them fixed across training and evaluation. The
prompts for the three reward configurations are
listed below.
Core Reward Only.

You are a helpful AI assistant that provides
detailed thought processes and correct
answers. Your final answer must be placed
within \boxed{}.

Core + Format Reward.
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You are a helpful AI assistant that provides
detailed thought processes and correct
answers. Please respond in the following
format:
<think>
[Your step-by-step thinking process here]
</think> <answer>
[Your clear solution and answer here, with
the answer in \boxed{}]
</answer>

Core + Problem-Type Reward.

You are a helpful AI assistant that provides
detailed thought processes and correct
answers. Your final answer must be placed
within \boxed{}.
After answering, select the most appropriate
category from: Algebra, Geometry, Number
Theory, Combinatorics, Primary Math,
Calculus, Logic and Puzzles, Inequalities,
or Other. End your response strictly with:
This is a [Category] question.

C.2 Reward Functions
Unless otherwise specified, we use the following
reward configurations in our training experiments.

Core Task Reward. We use a binary outcome
reward to measure mathematical correctness:

rcore =

{︄
1, if the answer is correct,
0, otherwise.

(23)

Format Compliance Reward. To en-
courage a “Think-then-Answer” response
format, the output is expected to follow
<think>. . . </think><answer>. . .</answer>.
Let Z = (z1, z2, z3, z4) denote the four re-
quired tags <think>, </think>, <answer>, and
</answer>. To reduce reward sparsity, especially
for smaller models, we use a dense format reward:

rformat = w1

4∑︂

q=1

I(Cexist
q )

+ w2

4∑︂

q=1

I(Cunique
q )

+ w3

4∑︂

q=1

I(Cstruct
q )

+ w4I(Cans),

(24)

where I(·) denotes the indicator function. Here,
Cexist
q and Cunique

q check whether tag zq appears

and appears exactly once, respectively. The struc-
tural constraints Cstruct

q check whether z1 pre-
cedes z2, z2 precedes z3, z3 precedes z4, and
no extra content appears after z4. Finally, Cans

checks whether the final answer is placed inside
the <answer>. . .</answer> span. The reward
consists of the following components:

w1 = 0.075, C1 : tag existence,

w2 = 0.10, C2 : tag uniqueness,

w3 = 0.10, C3 : structure,

w4 = 1.00, C4 : answer placement.

Since there are four required tags, four unique-
ness constraints, four structural constraints, and
one answer-placement constraint, the maximum
format reward is

rformat
max = 4× 0.075 + 4× 0.10

+ 4× 0.10 + 1.00

= 2.1.

Format tags are already present in the OpenR1
dataset and are manually annotated for GSM8K.

Problem-Type Reward. To simulate auxiliary
preference alignment, we introduce a problem-
type classification objective. We use the OpenR1
problem types as labels and assign Primary Math
as the default label for GSM8K:

rtype =

{︄
1 if prediction matches label,
0 otherwise.

(25)

Role of Auxiliary Rewards. Auxiliary rewards
represent secondary preferences rather than the
primary task objective. The format reward en-
courages well-structured responses, while the
problem-type reward encourages consistency with
problem-type annotations. These rewards are in-
tended to complement, not replace, core correct-
ness; therefore, improvements on auxiliary objec-
tives are meaningful only when core-task perfor-
mance is preserved.

D Analysis Protocols and Ablation
Variants

This section describes the experimental protocols
used for the motivation and analysis results in Sec-
tions 1 and 3.
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D.1 Dataset Construction and Mastery
Grouping

We use the full OpenR1-Math and GSM8K train-
ing sets as the data source. Using Qwen2.5-Math-
7B, we generate G = 4 rollouts for each sample
and compute its rollout correctness ratio. Samples
are then stratified into five mastery levels: Level
0 for [0, 0.2), Level 1 for [0.2, 0.4), Level 2 for
[0.4, 0.6), Level 3 for [0.6, 0.8), and Level 4 for
[0.8, 1.0].

We randomly sample 100 instances from each
level to construct a 500-sample validation set,
which is excluded from training. The remaining
samples are used for the following analysis exper-
iments.

D.2 Static Weight Analysis
Figure 1 evaluates how static SFT–RL weights be-
have on samples in different learning states. We
first group samples according to their rollout cor-
rectness ratio under Qwen2.5-Math-7B. Follow-
ing Section 1, easy samples are those with at
least 3 correct rollouts out of 4, while hard sam-
ples are those with at most 1 correct rollout. For
each static-weight experiment, we filter the train-
ing data and select the corresponding easy or hard
subset, allowing us to isolate how fixed SFT–RL
weights behave under different sample learning
states.

We train Qwen2.5-Math-7B on the selected
subset with both core-task and format rewards, us-
ing an online replay buffer of filtered trajectories.
The loss follows Eq. (4) under two fixed-weight
configurations:
• SFT-dominant (α = 0.1): high SFT weight and

low RL weight.

• RL-dominant (α = 0.9): low SFT weight and
high RL weight.

We train each configuration for 120 update steps
and evaluate checkpoints every 20 steps on the
500-sample validation set. We separately report
the performance trajectories of models trained on
the easy and hard subsets to illustrate the failure
modes of fixed SFT–RL weighting.

D.3 Analysis of Sample Mastery Mi(t)

Figure 3 analyzes the relationship between sam-
ple mastery Mi(t) and the effectiveness of super-
vised fine-tuning. We conduct five independent
SFT experiments, each using samples from one
mastery level (Level 0–4), while keeping the same

hyperparameters as the main SFT baseline. Per-
formance is evaluated on the 500-sample valida-
tion set.

D.4 Analysis of Trajectory Dispersion Di(t)

Figure 4 analyzes how trajectory dispersion Di(t)
affects RL optimization. We train with both core-
task and format rewards and monitor total reward
and core-task accuracy on the 500-sample valida-
tion set. Since Di is normalized by the maximum
attainable dispersion Dmax, we divide the normal-
ized dispersion Di/Dmax into three equal-width
intervals: Low for [0, 1/3), Medium for [1/3, 2/3),
and High for [2/3, 1].

D.5 Ablation Variants of the Fusion
Coefficient

The ablation study in Section 5.2 uses Qwen2.5-
Math-1.5B with the reward configuration rcore +
rformat. All variants follow the same SLS training
protocol and differ only in how the fusion coeffi-
cient αi is computed.

Random. The Random variant assigns a uni-
formly sampled fusion coefficient to each sample:

αi ∼ U(0, 1).

This baseline tests whether arbitrary sample-wise
variation in the SFT–RL mixture is sufficient.

Static. The Static variant uses a fixed global co-
efficient for all samples:

αi = 0.5.

This corresponds to a non-adaptive SFT–RL mix-
ture with equal weighting.

M-only. The M-only variant uses only sample
mastery and removes the dispersion term:

αi = min
(︁
1, λ(eMi − 1)

)︁
.

This variant tests whether core-task competence
alone is sufficient for deciding the RL weight.

D-only. The D-only variant uses only trajectory
dispersion and removes the mastery gate:

αi = min

(︃
1, λ

Di

Dmax

)︃
.

This variant tests whether reward contrast alone
can safely guide the SFT–RL balance.
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Model In-Distribution (Core Task) OOD

MATH-500 AIME24 AIME25 AMC23 Avg. MMLU-Pro GPQA

Qwen2.5-14B

Qwen2.5-14B 63.4 4.3 3.8 35.8 26.8 55.7 28.3
SFT 81.0 23.6 21.9 60.0 46.6 72.9 32.3
GRPO 82.2 16.8 14.7 62.5 44.1 58.6 36.4
SLS (Ours) 85.6 24.6 23.3 65.2 49.7 77.1 38.4

Qwen2.5-7B

Qwen2.5-7B 57.4 7.1 4.8 36.7 26.5 44.2 25.8
Qwen2.5-7B-Instruct 77.0 10.5 7.1 50.8 36.4 62.9 34.3
SFT 69.8 12.6 14.1 40.0 34.1 50.0 18.1
GRPO 75.4 12.1 6.6 52.0 36.5 57.6 33.8
SLS (Ours) 82.0 15.0 12.8 56.9 41.7 64.3 34.8

Qwen3-4B-Base

Qwen3-4B-Base 69.4 9.7 7.6 45.0 32.9 54.2 32.8
SFT 75.0 16.8 19.1 51.4 40.6 62.9 24.7
GRPO 82.6 19.0 15.1 60.1 44.2 68.6 39.9
ReLIFT 83.5 18.6 15.4 59.7 44.3 66.4 40.9
CHORD 83.1 18.9 15.2 61.4 44.7 69.8 41.3
SLS (Ours) 84.4 19.1 16.3 62.3 45.5 72.9 42.4

Table 8: Results on larger-scale and additional base models. We report results on Qwen2.5-14B to evaluate scaling
behavior, and on Qwen2.5-7B and Qwen3-4B-Base to evaluate transfer beyond the Qwen2.5-Math family. Bold
and underlined denote the best and second-best results, respectively.

D.6 Results on Additional Base Models
M-linear. The M-linear variant keeps the multi-
plicative structure but replaces the nonlinear mas-
tery gate eMi − 1 with a linear gate Mi:

αi = min

(︃
1, λMi

Di

Dmax

)︃
.

This variant isolates the effect of nonlinear mas-
tery gating.

SLS. The full SLS variant uses the proposed
nonlinear mastery gate and normalized trajectory
dispersion:

αi = min

(︃
1, λ(eMi − 1)

Di

Dmax

)︃
.

This variant combines competence gating with
reward-contrast estimation.

E Additional Results and Ablations

This section reports additional results across
model scales and families and examines the effect
of data-mixing choices.

To assess the generality of SLS beyond
Qwen2.5-Math, we evaluate it across differ-
ent model scales and model families, includ-
ing Qwen2.5-14B, Qwen2.5-7B, and Qwen3-4B-

Base. As shown in Table 8, SLS shows trends con-
sistent with the main experiments. On Qwen2.5-
7B, SLS achieves the strongest OOD performance
while remaining competitive on in-distribution
benchmarks. On Qwen3-4B-Base, it obtains the
best in-distribution average and the strongest OOD
results, outperforming SFT, RL, and hybrid base-
lines such as ReLIFT and CHORD. Results on
Qwen2.5-14B further indicate that the benefits of
SLS persist as model capacity increases.

E.1 Robustness to Data Mixing
Configurations

The two training sources exhibit a clear difficulty
gap: on the base model, OpenR1-Math achieves
only 12.28% accuracy, whereas GSM8K reaches
57.43%. To examine whether SLS depends on
the order and proportion of training samples, we
compare three data mixing strategies: (1) ran-
dom sampling, (2) curriculum learning from eas-
ier to harder samples, and (3) uniform mixing. As
shown in Table 9, the three strategies obtain the
same in-distribution average accuracy of 40.6%,
with only modest variation in OOD performance
and training steps. Unless otherwise stated, we use
uniform mixing as the default configuration.

These results indicate that the effectiveness of

42816



Mixing Strategy In-Distribution (Core Task) OOD Training

MATH-500 AIME24 AIME25 AMC23 Avg. MMLU-Pro GPQA Steps

Random Sampling 79.6 16.4 12.2 54.0 40.6 40.0 30.3 744
Curriculum Learning 79.8 14.7 13.1 54.6 40.6 38.5 27.8 754
Uniform (SLS) 80.2 14.8 13.3 54.2 40.6 42.9 30.8 771

Table 9: Impact of data mixing configurations on Qwen2.5-Math-1.5B. All variants use the same training sources
and differ only in the sampling schedule.

SLS mainly comes from sample-level adaptive
weighting rather than from a carefully tuned data
curriculum. By estimating the learning state of
each sample under the current policy, SLS dynam-
ically adjusts the SFT–RL balance during train-
ing, reducing the need for manually designed
curriculum-learning or data-mixing schedules.

F Qualitative Case Studies

This section provides qualitative examples that il-
lustrate the failure modes observed in the multi-
reward robustness experiments and the corre-
sponding behavior of SLS under the same auxil-
iary objectives.

F.1 Failure Modes under Multi-Reward
Settings

Appendix C.1 and Appendix C.2 specify the
prompts and reward definitions used in the multi-
reward settings. We present two representative
failure cases corresponding to the patterns in Ta-
ble 3. Response lengths are measured by the tok-
enizer used for model generation.

Shared Query. If A and B are vertices of a polyhe-
dron, define the distance d(A,B) to be the minimum
number of edges of the polyhedron one must traverse
in order to connect A and B. For example, if AB is
an edge of the polyhedron, then d(A,B) = 1, but if
AC and CB are edges and AB is not an edge, then
d(A,B) = 2. Let Q, R, and S be randomly chosen
distinct vertices of a regular icosahedron (regular poly-
hedron made up of 20 equilateral triangles). Find the
probability that d(Q,R) > d(R,S). The final answer
can be written in the form m

n
, where m and n are rela-

tively prime positive integers. What is m+ n?
Problem type. Combinatorics
Gold answer. 7

22
, hence m+ n = 29.

GRPO reward-hacking case under the Format
setting. Under the Format setting, pure RL can
obtain the auxiliary format reward by reproducing
the required response template rather than solving
the task. A representative GRPO reward-hacking
output is shown below.

Method: GRPO
Response length: ~40 tokens
Output:
You are a helpful AI assistant that provides
detailed thought processes and correct
answers. Please respond in the following
format:
<think> [Your step-by-step thinking process
here] </think>
<answer> [Your clear solution and answer here,
with the answer in \boxed{}] </answer>

The output matches the required surface struc-
ture but contains no task-specific reasoning or
valid final answer. It can therefore receive a high
format reward while failing the core task, illus-
trating the reward-hacking collapse observed for
GRPO in Table 3.

CHORD label-collapse case under the Type
setting. Under the Type setting, the model re-
ceives an auxiliary reward for predicting the prob-
lem category. This objective can lead to label
collapse, where the model repeatedly emits an
easy or dominant category instead of perform-
ing problem-specific classification. In our obser-
vation, CHORD collapses toward predicting Pri-
mary Math across queries. For the shared query
above, this prediction is incorrect; the problem is
a combinatorics problem. CHORD also produces
inconsistent reasoning, as shown below.

Method: CHORD
Response length: ~203 tokens
Output excerpt:
This is a Primary Math question.
. . . the possible distances are 1, 2, 3, 4,
and 5 edges . . .
. . . later: the possible distances are 1, 2,
3, and 4 . . .
. . . exact calculation shows that the
probability is \boxed{1} . . .

In this example, CHORD fails both the auxil-
iary type prediction and the core mathematical rea-
soning, consistent with the degradation observed
under auxiliary rewards.
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F.2 SLS Cases under Multi-Reward Settings
The previous cases show that auxiliary rewards
can dominate optimization when reward-driven
updates are applied without sufficient sample-level
safeguards. In contrast, SLS adjusts the SFT–RL
balance according to the current sample learning
state, allowing auxiliary rewards to improve re-
sponse preferences without overriding core-task
correctness.

SLS under the Format setting. Under the
Format setting, SLS satisfies the required re-
sponse structure while preserving task-grounded
reasoning. The model follows the <think> and
<answer> format, but the generated content re-
mains tied to the mathematical problem rather than
collapsing into template repetition. A representa-
tive output excerpt is shown below.

Method: SLS
Response length: ~260 tokens
Output excerpt:
<think>
. . . for each fixed R, there are 35 valid
ordered pairs (Q,S) out of 110 total . . .
. . . the probability is 35/110 = 7/22 . . .
</think>
<answer>
. . . m+n = 7+22 = 29, so the final answer
is \boxed{29}.
</answer>

This example satisfies the auxiliary format pref-
erence without collapsing into template repetition.
Unlike the GRPO failure case, the output contains
task-specific reasoning and reaches the correct fi-
nal answer.

SLS under the Type setting. Under the Type
setting, SLS predicts the correct problem category
and preserves the core mathematical solution.

Method: SLS
Response length: ~171 tokens
Output excerpt:
This is a Combinatorics question.
. . . for each fixed R, there are 35 valid
ordered pairs (Q,S) . . .
. . . the probability is 7/22, and therefore
\boxed{m+ n = 29} . . .

In this example, SLS preserves both the aux-
iliary type prediction and the final answer. To-
gether with the Format-setting case, these exam-
ples illustrate that SLS can satisfy auxiliary pref-
erences while maintaining core-task performance,
whereas GRPO and CHORD are more susceptible
to auxiliary-objective interference.
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