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Abstract

Function routing — selecting the correct API
call from a fixed catalog given a natural-
language request — is a deployment problem
where small students are attractive but knowl-
edge distillation gains are typically reported
single-seed, at scales where seed variance is
unknown. On a 736-instance healthcare API
routing task with a 1.5B Qwen student and a
20B teacher, we compare eight KD variants
against supervised cross-entropy, using three
to six seeds for key configurations. We find:
(i) per-seed standard deviation ranges from 2.8
to 48.7 percentage points, swallowing every
claimed KD gain below five points; (ii) three
of seven KD variants exhibit bimodal collapse,
with at least one in three to five seeds falling
below 55% accuracy while the others train nor-
mally, and a fourth showing elevated variance;
(iii) collapse has distinct modes — wrong-
function selection for ce_kd and ce_para, and
a previously undocumented output-truncation
mode for reasoning_kd, where the model
emits reasoning but terminates before produc-
ing a function name (0.9% accuracy); (iv) only
progressive_kd and rank_kd avoid collapse
across observed seeds, with o < 3.9 pp; (v) a
naive cross-split +3.78 pp gain from input en-
richment reverses to —2.70 pp under controlled
within-split multi-seed re-testing. Single-seed
evaluation is therefore unable to detect central
failure modes in small-model KD.

1 Introduction

Deploying small language models for function rout-
ing is attractive in latency- and cost-constrained
settings, but these models frequently degrade un-
der paraphrase variation and other forms of lin-
guistic shift. The standard remedy is knowledge
distillation (Hinton et al., 2015): a growing lit-
erature proposes increasingly sophisticated objec-
tives (confidence-gated KD, selective distillation,
contrastive distillation, progressive curricula), each
reporting improvements of 1-5 percentage points

over a supervised baseline. We argue these gains
are, in large part, artifacts of single-seed evalua-
tion, and that the field is systematically missing
two more interesting phenomena: KD-induced
bimodal collapse, and qualitatively distinct col-
lapse modes across seemingly related KD losses.

On a 736-instance healthcare API routing
task, we distill a 20B-parameter teacher into a
1.5B Qwen student and compare eight KD vari-
ants against a supervised cross-entropy baseline
(ce_only). Five conditions are run with four to six
seeds; the remaining KD variants are reported with
three seeds. We make five findings.

(1) Per-seed standard deviation at this scale is
large (0=2.8-48.7 percentage points (pp) across
conditions), comparable to or larger than the gaps
between methods that the literature treats as mean-
ingful.

(i1) Three of the seven multi-seed KD configu-
rations exhibit bimodal collapse: under identical
data, model, and hyperparameters, at least one in
three to five random seeds drives the student to
below 55% accuracy while the other seeds train
to within a point or two of the baseline. A fourth
(gated_kd) shows elevated variance (o = 10.5 pp)
without crossing the 55% threshold in our sample.
This is a qualitatively different failure mode from
gradual degradation, and it is invisible to single-
seed evaluation.

(iii) Collapse is not a single phenomenon. We
document at least two qualitatively distinct modes.
ce_kd and ce_para collapses produce wrong-
function selection: the model still outputs valid
function names but selects the wrong one at high
confidence. reasoning_kd on seed 7 instead pro-
duces output truncation: the model emits a struc-
turally valid reasoning chain but terminates on a
learned-substitute EOS token (a single CJK char-
acter, U+622A, meaning “cut/intercept”) before
producing a function name, yielding 0.9% accu-
racy because it never commits to a prediction. The
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two modes have different implications for what is
going wrong during training.

(iv) Only progressive_kd (delayed-onset KD,
o = 2.8 pp over four seeds) and rank_kd (order-
only KD, o = 3.9 pp over four seeds) avoid col-
lapse across all observed seeds. Both interventions
share a property: they remove the full-strength KL
gradient from the start of training, either by delay-
ing it or by replacing it with a weaker pairwise
margin signal.

(v) A cross-split comparison appears to show
a strong +3.78 pp gain from adding function de-
scriptions to the prompt. A controlled within-
split re-test with three seeds reverses this finding
(A = —2.70 pp, ¢ = 6-11 pp), exposing it as a
subset-selection artifact and providing a worked
example of why single-seed cross-split evaluations
produce unreliable headlines.

Our major contributions in this paper are as
follows.

* Eight KD variants versus ce_only in a single
controlled study, with three to six seeds per
condition.

¢ Identification of bimodal seed collapse as a
failure mode of auxiliary-loss KD at small
student scale, observed in three independent
loss configurations (ce_kd (cross-entropy
plus KL-divergence knowledge distillation),
ce_para (cross-entropy plus paraphrase-
consistency loss), reasoning_kd), with a
fourth (gated_kd) showing elevated variance
but no sub-55% seed in our sample.

* Identification of a previously undocu-
mented output-truncation collapse mode in
reasoning_kd, qualitatively distinct from
the wrong-function mode in ce_kd.

* A paired worked example: naive cross-split
shows +4-3.78 pp from input enrichment; con-
trolled within-split shows —2.70 pp. The
reversal demonstrates concretely why multi-
seed reporting is needed.

2 Related Work

Knowledge distillation. The standard formula-
tion (Hinton et al., 2015) trains a student to match
the temperature-softened softmax distribution of
a larger teacher, combining a hard cross-entropy
term with a soft KL-divergence term. Extensions to

language models include DistilBERT (Sanh et al.,
2020) and sequence-level distillation (Kim and
Rush, 2016). More recent work distills reasoning
capabilities via chain-of-thought rationales (Mag-
ister et al., 2023; Hsieh et al., 2023). Stanton
et al. (2021) showed that students trained with
KL-divergence often produce predictions that di-
verge from the teacher despite low loss, suggest-
ing that the standard objective measures the wrong
thing. Our work extends this skeptical line: we
show that in small-data structured classification,
KD-augmented objectives exhibit bimodal seed be-
havior — normal training in most seeds, qualita-
tively distinct collapses in others — that single-
seed reporting cannot detect.

A separate line studies how to mitigate harmful
teacher signal. Confidence-based gating modulates
KD weight by teacher entropy; selective distillation
(Wang et al., 2021) uses only high-confidence or
high-agreement teacher predictions. Progressive or
curriculum-style KD schedules (Jafari et al., 2021)
delay or anneal the teacher signal. We test vari-
ants from each of these families and find that the
curriculum approach (delayed onset) is alone in
eliminating collapse without sacrificing accuracy.

Function calling and tool use. Recent work has
emphasized scaling the function catalog and rea-
soning about multi-step invocation. Gorilla (Patil
et al., 2024) and ToolLLM (Qin et al., 2024) tar-
get catalogs of thousands of APIs; APIGen (Liu
et al., 2024) generates verifiable function-calling
datasets at scale; the Berkeley Function Calling
Leaderboard (Patil et al., 2025) has become a stan-
dard evaluation. Most of this work focuses on cata-
log breadth. We study the complementary regime:
a fixed, modest catalog where the bottleneck is
per-query routing accuracy under linguistic varia-
tion. Chen and Li (2024) and Erdogan et al. (2024)
demonstrate that sub-2B models can achieve strong
function-calling accuracy. Our methodological con-
tribution is orthogonal: we ask whether the re-
ported differences between fine-tuning strategies at
this scale are reliable.

Seed variance and small-data evaluation.
Dodge et al. (2020) showed that BERT fine-tuning
on small datasets exhibits seed-to-seed standard
deviations of several points on GLUE benchmarks
and that random restarts substantially change con-
clusions. Mosbach et al. (2021) and Reimers and
Gurevych (2017) make analogous arguments for
sentence-level classifiers and sequence labeling. To
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our knowledge, no published comparison of small-
model knowledge distillation variants has reported
the bimodal collapse phenomenon we document,
the qualitatively distinct collapse modes we iden-
tify, or per-seed variance in the magnitude we mea-
sure (o up to 48.7 pp).

3 Setup and Methods
3.1 Task definition

We study candidate function selection: given a
natural-language user instruction = and a candidate
set of K function names { f1, ..., fx}, predict the
single correct function f* € {f1,..., fx}. We do
not study argument generation or multi-step tool
use. K ranges from 2 to 4 (mean 3.02).

3.2 Data

A routing benchmark constructed by the authors
from publicly documented API schemas in the
healthcare, insurance, and fitness domains. Instruc-
tions are synthetic natural-language paraphrases of
the canonical intents each API covers, written by
the authors with the assistance of a large language
model and reviewed by the authors; no real user
queries or patient data are involved (see also the
Ethics Statement). Gold labels were not annotated
by hand. For each instruction we score every can-
didate function against it with a lexical-matching
heuristic and take the highest-scoring candidate
as gold; where the margin between the top two
candidates is small, the instance is flagged as low-
confidence. This flags 89 of 736 instances (12.1%),
which we retain in the benchmark rather than dis-
card. Section 6 discusses what this means for inter-
preting teacher—gold agreement. The benchmark is
partitioned by paraphrase family: distinct phras-
ings of the same intent are placed in the same split,
so the test set contains rephrasings never seen dur-
ing training. Two split variants are used: V1 splits
(515 train/ 110 dev / 111 test), and V2 splits (362
train / 81 dev / 78 test), where V2 is a subset of V1
restricted to instructions whose candidate functions
all have catalog descriptions available.

3.3 Student and teacher

Student. A 1.5B Qwen2.5-Instruct (Yang et al.,
2025) fine-tuned with QLoRA (Dettmers et al.,
2023) (r = 32, a = 64, dropout 0.05) targeting
all linear projections. The base model is frozen at
4-bit precision; only LoRA adapters and a small
ranking head are trained.

Teacher. A 20B-parameter open-weight Mixture-
of-Experts language model with native function-
calling pretraining, fine-tuned on our training set.
Teacher annotations are generated once and stored
offline. The teacher achieves 83.1% agreement
with gold on V1 training samples.

Training. Effective batch size 16 (4 x 4 gradi-
ent accumulation), AdamW (31=0.9, 52=0.999,
e=10"%) with cosine schedule and 5% linear
warmup, peak LR 2x 10~%, weight decay 0.01, gra-
dient clipping at 1.0, 10 epochs with early stopping
(patience 3) on dev loss. Mixed precision (bfloat16)
with gradient checkpointing on the frozen base
model. The ranking head is a 2-layer MLP (hid-
den 512, ReL.U, dropout 0.1) over mean-pooled
final hidden states. Each training run took 35-50
minutes on a single RTX A6000 or comparable
16 GB consumer card; the full multi-seed sweep
across eight conditions consumed approximately
30 GPU-hours.

Seeding. The reported seed controls (a) numpy
and PyTorch RNGs, (b) the LoRA adapter initial-
ization, (c) the ranking-head initialization, and (d)
the per-epoch data shuffle order. The same seed
reproduces identical results bit-for-bit on the same
hardware. Tokenization, the candidate-set order,
and the teacher annotations are seed-independent
(computed once offline).

3.4 Student input representations

We used two input formats: names-only (candidate
function names listed) and descriptions (each can-
didate annotated with a one-line description and
typed parameter list). The main multi-seed com-
parison uses names-only on V1. Section 4.5 runs
a controlled within-split test toggling only this for-
mat.

3.5 Teacher annotations

Teacher supervision is produced by a single pro-
cedure, JSON self-report: the teacher emits a
JSON object containing candidate_scores, a
chosen_function, and a 3-step reasoning chain.
Mean entropy 0.385 nats. Every configuration
we report consumes these same annotations. We
note that these scores are the teacher’s stated confi-
dences rather than probabilities read from its out-
put logits; a controlled comparison against log-
probability-harvested targets is left to future work
(see Limitations).
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3.6 Loss formulations

All nine loss configurations we evaluate share a
common skeleton Liotal = Lim + Lselect, Where
Lim is causal-LM cross-entropy on the target
string and Lgeject Varies across configurations. The
student includes a 2-layer MLP candidate ranking
head over pooled hidden states. We compare nine
configurations; pr is the teacher’s candidate distri-
bution, zg the student’s candidate logits.

ce_only. CE(zg,y"). Primary baseline.

ce_kd. CE+\xpT?KL(pr|softmax(zs/T));
Arp=1.0, T=2.

ce_para. CE+\pura(1—cos(hg, h;)) onin-batch
paraphrase pairs; Apara=0.5.

full. CE + Agp KL7 + Apara(1— cos).
rank_kd. CE plus pairwise margin
over  teacher-preferred  candidate  pairs:

ﬁ > (apyepmax(0, m — (zsa—2sp)), m=0.5.
Only teacher ranking order matters.

gated_kd. CE plus KL weighted by teacher con-
fidence: (1 — H(pT)) . A[(Djj2 KLT

progressive_kd. CE-only for epochs 1-4; KD
weight linearly ramped epochs 5-7; full KD epochs
8-10.

reasoning_kd. KL applied only on samples
where the teacher’s argmax matches gold; CE only
on disagreements.

contrastive_kd. InfoNCE (van den Oord et al.,
2019) with paraphrase as positive, in-batch samples
as negatives (7=0.07), plus CE on the candidate
head.

3.7 Evaluation

On the held-out test split, we report three metrics.
Accuracy is measured on the student’s generated
output, not on the ranking head: we decode the
completion and extract the selected function from
the Chosen function: line, falling back to the
candidate name occurring last in the generation
when that line is absent or unparseable. This mat-
ters — Section 4.7 shows the fallback can credit a
model that never commits to a choice. Macro F1
is computed over the same extracted predictions.
Paraphrase consistency (PC) is the fraction of
paraphrase families on which the model predicts
the identical function name across all family mem-
bers; the test split contains 14 families with two or

Method n Mean +o Collapse
ce_only 6 82.6 £ 4.8 —
progressive_kd 4 82.5£2.8 none
rank_kd 4 80.9+39 none
full 4 78.2+£6.6 none
ce_para 5 T75.7+134 1/5
gated_kd 4 7394105  nonet
ce_kd 5 61.1+£221 2/5
reasoning_kd 3 5714487 1/3

Table 1: Multi-seed V1 test accuracies (%), names-
only prompts, ranked by mean. Collapse = num-
ber of seeds with test accuracy < 55%. Three of
seven KD configurations exhibit collapse; a fourth
(gated_kd) shows elevated variance without a sub-
55% seed. Only progressive_kd and rank_kd are
stable across all observed seeds. Per-seed values in
Appendix B. freasoning_kd seed 7 collapses to 0.9%
via a qualitatively distinct output-truncation mode (Sec-
tion 4.2), not wrong-function selection. *gated_kd seed
123 does not cross the 55% accuracy threshold, but
emits no format-compliant function choice on any test
instance; its 67.6% is an artifact of extraction fallback
(Section 4.7). Accuracy thresholds alone do not identify
every collapsed run.

more members. PC is strict (all-same) and noisy at
this sample size, and Section 4.1 flags a case where
it reaches 1.0 vacuously; Section 4.7 introduces a
truncation-aware form that does not.

4 Results

4.1 Multi-seed V1 results: bimodal collapse

Table 1 reports the eight conditions for which we
ran three or more seeds. Per-seed values are in
Appendix B.

Bimodal collapse in auxiliary-loss KD. ce_kd
collapses on 2 of 5 seeds (31.5%, 48.7%), with the
remaining three seeds (62.2, 81.1, 82.0) clustered
near or slightly below baseline. Its standard devia-
tion, o = 22.1 pp, is more than four times the base-
line’s. ce_para shows the same pattern at lower
frequency: one seed at 52.3%, four seeds between
77 and 86%. reasoning_kd produces the most ex-
treme collapse, with one of three seeds at 0.9% — a
qualitatively different failure mode we examine sep-
arately in Section 4.2. The other auxiliary-loss con-
figurations (gated_kd, full) show elevated vari-
ance (o0 = 10.5 and 6.6) without sub-55% seeds
in our sample, suggesting milder versions of the
same instability. This is invisible to single-seed
evaluation: depending on which seed is drawn, the
same training recipe would be reported as “ties
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with baseline” or “catastrophic failure.”

Two methods stable across all seeds.
progressive_kd (delayed KD onset) achieves
o = 2.8 pp across four seeds (79.3-85.6),
with no seed below 79% accuracy. rank_kd
(order-only KD) achieves o = 3.9 pp across four
seeds (77.5-84.7). Both interventions share a
structural property: they remove the full-strength
KL-divergence gradient from the start of training,
either by delaying it (progressive_kd) or by
replacing it with a weaker pairwise margin signal
that uses only teacher rankings, not magnitudes
(rank_kd). Neither significantly beats the baseline
on mean accuracy (—0.1 and —1.7 pp), but both
achieve sub-baseline variance.

Method ranking depends on  the
seed. Under seed 42, the top three are
ce_only/full/progressive_kd clustered at
85.6%. Under seed 123, ce_kd (82.0) and
ce_para (80.2) outrank ce_only (75.7). Under
seed 7, reasoning_kd drops to 0.9% while
rank_kd reaches 83.8%. No two seeds produce
the same ranking. Single-seed comparison of these
methods is, by direct measurement, uninformative
about which is better.

4.2 Distinct collapse modes

The collapses in Table 1 are not a single phe-
nomenon. We identify at least two qualitatively
distinct modes by inspecting raw outputs from the
collapsed checkpoints (Figure 1).

Wrong-function selection (ce_kd, ce_para).
On collapsed seeds, the trained student emits
structurally valid outputs — a reasoning chain fol-
lowed by a function name — but selects the wrong
function with high confidence. Per-class confusion
matrices for the worst ce_kd seed (31.5%)
show errors concentrated on a small subset of
intent families: return_equipment predicted as
get_equipment_list, view_medical_records
as search_patients, add_remedy as
search_remedies. The student has learned
a degenerate mapping that aliases related-but-
distinct intents.

Output truncation (reasoning_kd). On seed 7,
reasoning_kd collapses to a different mode en-
tirely. The model produces 1 correct prediction
out of 111. Inspection of the raw outputs reveals
that 107 of the 110 wrong predictions are None

— the regular expression that extracts the func-
tion name from the reasoning chain returns no
match. The model outputs a structurally valid two-
step reasoning chain (reasoning_coverage=1.0,
avg_reasoning_steps=2.07) and then terminates
on a single CJK character (Unicode codepoint
U+622A, meaning “cut” or “intercept”) before
producing the required “Chosen function:” line.
The character acts as a learned EOS substi-
tute: the optimizer has converged on a fixed
point that produces fluent-looking reasoning but
never commits to a prediction. We note that
paraphrase_consistency for this collapsed seed
is 1.0 — vacuously, since every paraphrase variant
hits the same truncation pattern.

Why this matters. The two modes have different
mechanistic implications. Wrong-function selec-
tion (panel a) is consistent with the model finding
a degenerate minimum where teacher and gold sig-
nals partially cancel, producing high-confidence
aliasing on intent-family clusters. Output trun-
cation (panel b) is consistent with the optimizer
learning to short-circuit the output sequence to
avoid penalty entirely. Notably, reasoning_kd —
which applies KL only on teacher-gold-agreeing
samples, and is therefore the variant with the least
noisy KD signal in our study — produces the most
extreme failure. This refutes a simple “teacher
noise amplification” explanation: it is not the
disagreement-driven 16.9% of training samples that
destabilizes training, since removing them entirely
makes things worse. We return to mechanism in
Section 5.1, with the caveat that our data identify
which interventions correlate with stability (delay-
ing KD onset, replacing KL with a pairwise margin)
but do not isolate a single causal mechanism.

4.3 V2 results (descriptions prompt, single
seed)

We ran four conditions on the V2 split with a single
seed; results are in Appendix A. The 19 pp drop
of full there is consistent with a single-seed draw
from the high-variance distribution characterized
on V1 (o = 6.6, range 70.3—-85.6), and we do not
interpret it as a stable per-method effect. Given the
seed variance documented above, single-point re-
sults on this split are not informative about method
ranking.
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(a) Wrong-function collapse

(b) Output-truncation collapse

return_equipment -> get_equipment_list . 107
=
get _insurance plans -> get plan_details :
S
update vaccine record -> get vaccine schedule g
- - - - S Output ends
=} on U+622A
register notification -> search_drug_recall %
5
get medication_reminders -> find_nearby hospital -
&
view medical records -> search_patients 3 1
k T T T T T
0 1 2 3 None Wrong Correct
(truncated) function function

Count of mispredictions

Figure 1: Two qualitatively distinct collapse modes. (a) Wrong-function collapse in ce_kd seed 456 (31.5%
accuracy): the model emits valid function names but consistently aliases related intents (each row: gold — predicted,
two test instances per row). (b) Output-truncation collapse in reasoning_kd seed 7 (0.9% accuracy): 107 of 111
test predictions return None because the output terminates on a learned single-character EOS surrogate (Unicode
codepoint U+622A, meaning “cut/intercept”) before the model commits to a function name.

Arm Acc (mean +o0) A
V1, names-only 82.9+6.3 —
V1, descriptions 80.2 +10.9 —2.70

Table 2: Controlled within-split prompt-format compar-
ison, 3 seeds per arm (per-seed values in Appendix B).
Descriptions show a —2.70 pp mean difference, with
both arms exhibiting standard deviations larger than the
difference. The naive +3.78 pp finding does not sur-
vive.

4.4 The apparent input-enrichment effect

A naive cross-split comparison of ce_only sug-
gests that adding function descriptions to the stu-
dent prompt produces a +3.78 pp gain (84.7 to
88.5; Macro F1 +5.20, PC 412.34), larger than
any KD-design mean effect we measured. The
comparison is confounded along two axes: prompt
format and data subset. We initially read it as a real
effect, then ran the controlled experiment below,
and the apparent effect did not survive.

4.5 Controlled within-split test

We fix the data split to V1 and vary only the prompt
format. Three seeds (42, 123, 7) per arm, ce_only
loss, all other settings identical.

Two findings, methodologically central. First,
the +3.78 pp apparent effect from the naive cross-
split comparison reverses sign under controlled
within-split conditions (—2.70 pp; Figure 2), sug-
gesting that the V2 subset is intrinsically easier —
not that the prompt format itself helps. Second, the
per-seed variance is large: o = 6.3 for names-only
and o = 10.9 for descriptions, with individual seed

(a) Naive cross-split, single seed (b) Controlled within-split, 3 seeds
0 1104

A=-270

05 ] w0 ,,(A=2270¢P)

o __A =+3.78 pp = +6.3 80.2
S 3 5.3

< 90+ 88.5 S 90 =9
£ 84, g =_

3 85 1 2 80 4 s ,/VJ_

g g S

g 804 g 709 S

&= &=

75 4 60 o

70 50

T T T
V1 split V1, names-only V1, descriptions

names-only

V2 split
descriptions

Figure 2: The cross-split reversal. (a) A naive single-
seed comparison across two splits suggests a +3.78 pp
gain from adding function descriptions to the student
prompt. (b) The same intervention re-tested under a
controlled within-split protocol with three seeds per arm
reverses sign (—2.70 pp). Dots are individual seed runs;
bars and error bars show arm mean =+ one standard
deviation. Both arms’ standard deviations are larger
than the difference between their means: the apparent
effect was a subset-selection artifact, and the within-
split data do not support a description effect of either
sign at this scale.

runs spanning 67.6% to 87.4% on the same 111-
instance test split. The 2.70 pp arm-mean differ-
ence is well within both arms’ standard deviations;
we do not claim descriptions hurt either. We claim
only that the data do not support a description effect
of either sign at this scale.

4.6 An independent replication sweep

The results above use seed set
{42,123,7,456, 789, 1729, 2024, 2025} To
test whether the phenomenon survives a different
seed grid, and to address whether teacher-
annotation noise drives it, we ran a second
sweep of 58 runs on seeds {1,...,6} with the
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Method n  Mean+o |gls0
contrastive_kd 4 85.4+20 4.98
progressive_kd 5 85.0+3.4 5.04
ce_only 5 84.0£22 5.04
full 4 809+6.4 11.21
gated_kd 5 789+37 9.66
rank_kd 5 76.9+11.1 8.27
reasoning_kd 4 76.6+11.0 12.74
ce_kd 5 7284135 1145

Table 3: Independent sweep on seeds {1,...,5}, dis-
joint from the seed set used in Table 1. ||g||50 is the
mean gradient norm over the first 50 optimizer steps.
ce_kd again produces the only sub-55% run (49.5%).
reasoning_kd does not collapse under this seed set,
while it produced our most extreme collapse under the
other — direct evidence that which seeds are drawn
determines what a study reports.

same data, student, teacher annotations, and
QLoRA configuration. Seed sets are disjoint,
so the numbers in this section are not directly
comparable to Table 1; they are an independent
sample of the same experiment.

Collapse is seed-set dependent. Table 3 reports
the eight objectives under the new seed set. ce_kd
again yields the only sub-55% run. reasoning_kd,
which produced the 0.9% truncation collapse in
Section 4.2, trains normally on all four of these
seeds (63.1-88.3%). We regard this as confirming
rather than weakening the central claim: the same
recipe reports “catastrophic failure” or “competi-
tive with baseline” depending on which seeds are
sampled, which is precisely the hazard of single-
seed evaluation. It also means neither sweep alone
licenses a collapse-rate estimate.

Early-training gradient signatures. The right-
most column of Table 3 measures the mechanism
proposed in Section 5.1 directly rather than in-
ferring it. The objectives separate cleanly into
two bands. Those applying full-strength KL from
step one (reasoning_kd 12.74, ce_kd 11.45, full
11.21) carry roughly twice the early gradient norm
of the baseline (ce_only 5.04), with the partial in-
terventions in between (gated_kd 9.66, rank_kd
8.27). The two objectives that match the base-
line exactly are the two that avoid early KL:
progressive_kd (5.04, identical to the baseline
because its first four epochs are the baseline ob-
jective) and contrastive_kd (4.98, which carries
no KL term at all). This resolves a question raised
in review about why contrastive_kd behaves un-
like the collapsing variants despite also supplying

Method Condition n  Mean £0  Collapse
ce_kd full 5 7284135 1/5
ce_kd clean 6 69.14+14.8 1/6
ce_kd randctl 6 74.0£5.6 0/6
ce_only full 5 84.0£2.2 0/5
ce_only clean 3 835+t14 0/3
ce_only randctl 3 814427 0/3

Table 4: Noise-removal ablation, seeds {1,...,6}. Re-
moving every teacher-disagreeing training instance does
not remove the collapse (ce_kd clean still produces a
43.2% seed). The supervised baseline never collapses
under any condition. Collapse = seeds below 55%.

a soft signal: its early gradient scale is that of plain
Cross-entropy.

We are deliberately careful about what this does
not show. Across all 56 runs with both mea-
surements, the correlation between first-50-step
gradient norm and final accuracy is r = —0.55,
but only two runs collapsed, so this correlation is
carried mainly by between-objective differences.
Within ce_kd (n = 17) the relationship holds
(r = —0.68); within rank_kd and gated_kd it
reverses sign. Early gradient norm is therefore a
signature of the objective, not a validated per-run
early warning for which seed will fail.

Teacher noise does not explain collapse. To test
whether the instability follows from our annota-
tions rather than from the objective, we retrained
ce_kd and ce_only on three matched training sets:
full (unchanged), clean (the 87 teacher-disagreeing
instances, 16.9%, removed), and randctl (a ran-
dom subset of the same reduced size with noise
retained, controlling for training-set size).

Removing the noisy instances did not remove
the collapse: ce_kd still produced a 43.2% seed on
noise-free data, at approximately the original fre-
quency, while ce_only stayed within 81.4-84.0%
mean across all three conditions and never fell be-
low 55%. We do not read the O-versus-1 difference
between clean and randctl as meaningful at six
seeds. The claim we make is the sample-safe one:
noise removal does not eliminate collapse, and the
baseline is stable on identical data in every con-
dition, so annotation noise is not the explanatory
variable. This is consistent with the reasoning_kd
evidence in Section 4.2, where restricting KD to
teacher-gold-agreeing samples made matters worse
rather than better.
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Method Seed PC PC* Compliant
reasoning_kd 7 1.000 0.000 0/111
gated_kd 123 0.571 0.000 0/111
ce_kd 789 0.500 0.071  35/111
ce_kd 456 0.429 0.214  54/111
progressive_kd 1729 0.857 0.857 111/111

Table 5: Paraphrase consistency versus its truncation-
aware form on selected runs. PC rewards uniform fail-
ure; PC* does not. Full results for all 22 runs with
retained generations are released with the code.

4.7 Truncation-aware evaluation

Section 4.2 showed that paraphrase consistency
reaches 1.0 vacuously when a model fails iden-
tically on every family member. That is a prop-
erty of the metric, not an accident of one run, so
we report a corrected form. We call a generation
format-compliant if it contains a literal Chosen
function: line naming one of the instance’s can-
didates — the only evidence that the student com-
mitted to a routing decision in the required out-
put format. Truncation-aware consistency (PC*)
scores a paraphrase family as inconsistent unless
all its members agree and all are format-compliant.

Table 5 shows the gap. The collapsed
reasoning_kd seed moves from a perfect PC of
1.0 to 0.0. More consequentially, gated_kd seed
123 — a run we report at 67.6% accuracy and clas-
sify as non-collapsed in Table 1 — turns out never
to emit a format-compliant function choice on any
of the 111 test instances. It writes the Chosen
function: header and then continues in conversa-
tional prose, drifting into generating further user
turns; its mean generation is 750 characters against
477 for a healthy run. Its reported accuracy is recov-
ered entirely by our extraction routine’s fallback,
which returns whichever candidate name appears
last anywhere in the generation, including inside
the model’s own reasoning text. Under strict format
compliance the run scores 0%.

A deployment consuming this model’s output
would obtain no parseable function call, so 67.6%
does not describe usable behaviour. More gener-
ally, an extraction fallback that reads the model’s
own reasoning can manufacture apparent accuracy
from a model that never commits. We recommend
reporting format compliance alongside accuracy
for any generation-based routing evaluation, and
release the script that computes both.

55%
ce only - o P, n=6
progressive kd A .f: n=4
rank_kd - ele s
full - | n=4
ce para - > "'» n=>5
gated kd A | n=4
ce kd A o o, L ° n=>5
reasoning _kd | e | o n=3

0 25 50 75 100
Test accuracy (%)

Figure 3: Per-seed test accuracy (%) for the multi-seed
V1 conditions in Table 1. Dots are individual seed runs;
vertical ticks show means. Sub-55% seeds (the collapse
region, dashed line) appear in three of seven KD configu-
rations; reasoning_kd’s 0.9% point reflects the output-
truncation mode (Section 4.2), not wrong-function se-
lection. Only progressive_kd and rank_kd keep their
full seed range above the baseline’s worst seed.

4.8 Summary of findings

Seven findings emerge: (i) per-seed variance dom-
inates between-method differences at this scale;
(ii) auxiliary-loss KD variants exhibit bimodal col-
lapse on 1-in-3 to 2-in-5 seeds; (iii) collapse has
at least two qualitatively distinct modes (wrong-
function selection and output truncation; Figure 1);
(iv) only delayed-onset and order-only KD avoid
collapse across all observed seeds; (v) a naive
cross-split prompt-format gain reverses sign un-
der controlled within-split re-testing (Figure 2);
(vi) an independent sweep on a disjoint seed set
reproduces variant-selective collapse, shows the
proposed mechanism as a measurable gradient-
norm separation between objectives, and rules out
teacher-annotation noise as the driver (Section 4.6);
(vii) a format-compliance check exposes a further
silently collapsed run that accuracy and paraphrase
consistency both scored as healthy (Section 4.7).

5 Discussion
5.1 What the collapse modes suggest about
mechanism

The most informative comparison in our data is
between ce_kd and reasoning_kd. Both apply
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full-strength KL-divergence between teacher and
student distributions; they differ only in which train-
ing examples receive the KD signal. ce_kd applies
KL to every example, including the 16.9% where
the teacher disagrees with gold. reasoning_kd
applies KL only on the 83.1% where teacher and
gold agree — so by construction, the KD signal
it receives is denoised. If teacher noise were the
primary driver of collapse, reasoning_kd should
be more stable than ce_kd. Empirically, it is not:
reasoning_kd produces the most extreme collapse
we observe (0.9% accuracy, 0=48.7), and into a
different failure mode than ce_kd. Teacher noise
alone is not sufficient to explain the collapse pat-
tern.

A second comparison provides positive evi-
dence. progressive_kd delays the KL gradient
until epoch 5; rank_kd replaces the KL gradi-
ent with a much weaker pairwise margin signal.
Both avoid collapse entirely across all observed
seeds. Both interventions share a structural prop-
erty: they alter the timing or strength of the KL
gradient at training onset. Combined with the
reasoning_kd null result, the natural hypothesis
is that bimodal collapse is driven by early-training
interaction between the full-strength KL gradient
and the randomly-initialized ranking head, rather
than by teacher noise per se.

Counterexamples that complicate the story.
Two observations resist this clean reading. First,
full applies full-strength KL from epoch 1 along-
side CE and paraphrase losses, yet did not collapse
in our four seeds (¢ = 6.6, no sub-55% seed). This
may be a sample-size effect — collapse rates of
1-in-5 to 1-in-3 in collapsing configurations leave
a 30-50% probability that four seeds would all
train normally even if full shared the same fail-
ure distribution — or it may indicate that mixing
KL with other auxiliary objectives is genuinely
protective. Second, gated_kd applies confidence-
weighted KL from epoch 1 and shows high variance
(o = 10.5) without a sub-55% seed in our sample.
Both observations are consistent with collapse be-
ing a probabilistic outcome whose rate depends on
a configuration-specific interaction we have not iso-
lated. The two collapse modes (Figure 1) further
suggest the optimizer can be driven into more than
one degenerate basin; isolating which basin a given
seed-configuration combination will land in would
require gradient-trajectory and loss-landscape mea-
surements that we leave to future work.

5.2 Practical implications

For practitioners at this scale: treat ce_only
as a strong baseline; prefer progressive_kd or
rank_kd when KD is desired (variance reduction
at no expected-mean cost); avoid configurations
applying full-strength KL from epoch 1, including
agreement-conditioned variants; run at least three
seeds before reporting improvements below 5 pp;
and check raw generations for format compliance,
not just argmax accuracy, since two of the collapse
modes in our data are invisible to standard scoring.

6 Conclusion

We compared nine loss configurations on a 736-
instance function routing task with three to six
seeds each, then repeated the comparison on a
disjoint seed set. Auxiliary-loss KD variants ex-
hibit bimodal seed collapse: one in three to five
random seeds drives the student below 55% ac-
curacy while the others train normally on iden-
tical data. Collapse is not one phenomenon.
ce_kd and ce_para produce wrong-function selec-
tion, reasoning_kd produces an output-truncation
mode in which the model emits fluent reasoning
but never commits to a function, and a format-
compliance check exposes a third collapsed run that
both accuracy and paraphrase consistency scored
as healthy. Only progressive_kd and rank_kd
avoid collapse across all observed seeds — and
gradient-norm measurements show these are ex-
actly the objectives whose early training matches
the supervised baseline, while removing teacher-
disagreeing training instances does not prevent col-
lapse. An apparent +3.78 pp gain from a non-KD
intervention reverses to —2.70 pp under controlled
multi-seed re-testing. For the field: multi-seed re-
porting at small scale is not optional, and aggregate
metrics alone will not reveal when a distilled stu-
dent has stopped answering at all.

Limitations

Uneven seed counts across conditions. Seed
counts are not equal across configurations (Ta-
ble 1: n = 3 ton = 6). Experiments were run
incrementally as compute became available over a
four-day window, with seed allocation prioritized
by the information each new run was expected to
add: more seeds for the most-controlled compar-
isons (ce_only, progressive_kd), fewer for ab-
lations that turned out to be qualitatively decisive
on their first observation (reasoning_kd, where
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seed 7’s 0.9% collapse arrived in the final batch).
All seeds we ran are reported; none were dropped.
The bimodal collapse and output-truncation find-
ings are robust to the variation in n — they would
survive any reasonable reweighting of the seeds
we collected — but precise ¢ estimates for con-
ditions with n = 3, in particular reasoning_kd’s
o = 48.7, should be read as preliminary indicators
of high variance rather than as tight population es-
timates. We recommend that follow-up work treat
our n = 3 values as load-bearing for the qualitative
finding (collapse mode exists, distinct from wrong-
function mode) but not for quantitative ranking
against other conditions.

Three seeds is a low bar. Even our best-sampled
conditions (n = 6) are below the seed counts
Dodge et al. (2020) and Mosbach et al. (2021) rec-
ommend for stable BERT-fine-tuning variance es-
timates (n > 10). Our results therefore document
the existence and qualitative shape of bimodal col-
lapse but do not pin down the precise collapse-rate
distribution for any single configuration.

A single teacher-annotation procedure. All
configurations we report consume the same JSON
self-report annotations (Section 3.5). Because ev-
ery configuration draws on identical targets, differ-
ences in seed variance across configurations cannot
be attributed to the annotation procedure. We do
not, however, establish how the collapse behaviour
would change under log-probability-harvested soft
targets, which carry higher entropy; that compar-
ison is the clearest remaining test of whether the
shape of the teacher distribution modulates the in-
stability, and we leave it to future work.

Gold labels are heuristically derived. Gold la-
bels come from lexical matching over the candi-
date set (Section 3.2), not human annotation, so
the teacher—gold agreement we report is agreement
with a heuristic reference. Labels are held fixed
across all runs, so this cannot explain seed-selective
collapse.

Scope of claims. A  single  health-
care/insurance/fitness domain  with  ~700
training examples and a 1.5B student. Bimodal
collapse may not transfer to larger catalogs, other
domains, or datasets with ~ 10°+ examples. Our
teacher has 16.9% disagreement with gold; a more
capable teacher could shift the comparison.

Mechanism is only partly measured. The
early-training KL-interaction hypothesis in Sec-
tion 5.1 is supported by two converging abla-
tions (progressive_kd, rank_kd), one informa-
tive null result (reasoning_kd), and the gradient-
norm measurements in Section 4.6, which show the
predicted separation between objectives applying
full-strength early KL and those that do not. It re-
mains complicated by two counterexamples (full
and gated_kd), and gradient norm does not predict
which seed of a given objective will fail. We have
not measured loss-landscape geometry or per-seed
gradient trajectories, so we identify an objective-
level signature rather than a per-run causal account.

PC metric. Paraphrase consistency is computed
over only 14 families and can reach 1.0 vacuously,
as in the reasoning_kd truncation case. Sec-
tion 4.7 reports a truncation-aware form that re-
moves the vacuous case, but the 14-family base is
unchanged and individual values of either metric
should not be over-interpreted.

Output inspection is partial. Our original in-
spection covered only the most extreme collapsed
checkpoints. Automating the format-compliance
check over all runs whose generations we retained
(22 of 30) revealed a pathology we had missed
in gated_kd seed 123 (Section 4.7). Generations
were not retained for the remaining eight runs, so
we cannot rule out further undetected cases; the ag-
gregate metrics we report for those runs are, by the
argument of Section 4.7, upper bounds on usable
behaviour rather than descriptions of it.

Ethics Statement

This work studies training stability of small lan-
guage model students on a function routing task
over public-style healthcare, insurance, and fitness
API schemas. We do not collect new human data;
the dataset consists of synthetic instruction-tool
pairs without personal information. The healthcare-
themed API schemas are illustrative templates, not
connected to any real patient records or clinical
systems, and our trained models are not intended
for deployment in clinical or patient-facing settings
without independent safety evaluation. All model
and dataset artifacts were used in accordance with
their stated licenses, terms of use, and redistribu-
tion restrictions

Our central finding — that small-model knowl-
edge distillation exhibits bimodal seed collapse
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including silent output-truncation failures — has
a direct safety implication: a single-seed deploy-
ment of any of the auxiliary-loss KD variants we
test could, with non-trivial probability, produce a
model that emits fluent reasoning but fails to com-
mit to a function call, or that confidently routes user
requests to the wrong API. In settings where the
routed function has real-world consequences (med-
ication look-up, appointment booking, claim sub-
mission), this is a deployment risk worth flagging.
We recommend practitioners run multi-seed eval-
uation and inspect raw outputs — not just argmax
accuracy — before shipping any KD-trained small
student in a function-routing role.

Compute usage for the full multi-seed sweep is
approximately 30 GPU-hours on a single consumer-
grade 16 GB card. We release the training and
evaluation code, per-seed result logs, and prompt
templates with the paper to enable independent
replication.

We used Al assistants during this work in three
ways: to draft the synthetic instructions in the
benchmark (Section 3.2), which the authors then
reviewed; for coding support; and for writing assis-
tance. The benchmark’s instructions are therefore
model-generated text, not collected human utter-
ances, and carry the distributional regularities that
implies — we flag this in the Limitations as a con-
straint on how far the results should be read.
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A V2 single-seed results

Method Acc F1 PC
ce_only (baseline) 88.5 79.2 90.9
ce_kd 859 729 727
ce_para 84.6 694 818
full 69.2 525 455

Table 6: V2 condition results, single seed (n = 78 test),
moved here because we do not interpret them as per-
method effects. Given the seed variance documented for
V1, single-point V2 numbers should be read as samples
from high-variance distributions rather than stable per-
method effects.

B Per-seed accuracy values

Method Per-seed test accuracy (%)
ce_only 87.4,85.6,75.7, 85.6, 83.8, 77.5
progressive_kd 85.6, 81.1, 83.8,79.3

rank_kd 83.8,77.5,71.5, 84.7

full 85.6,75.7,70.3, 81.1

ce_para 717.5, 80.2, 52.3, 85.6, 82.9
gated_kd 74.8,64.9, 67.6, 88.3

ce_kd 81.1, 82.0,48.7, 31.5, 62.2

reasoning_kd 86.5, 83.8,0.9

Controlled prompt-format comparison (Section 4.5)
V1, names-only  85.6,75.7, 87.4
V1, descriptions  86.5, 67.6, 86.5

Table 7: Per-seed accuracies for all multi-seed condi-
tions. Seed assignments use the base set 42, 123, 7;
additional seeds (456, 789, 1729, 2024, 2025) were
added incrementally.
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