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Abstract

While token-level entropy is commonly rec-
ognized as effective for credit assignment in
text-only reinforcement learning with verifiable
rewards (RLVR), it remains unclear whether
this mechanism still holds in visual reasoning.
Our controlled study shows that this mecha-
nism collapses in visual reasoning due to the
omission of vision-sensitive tokens with nat-
urally low entropy. Although existing multi-
modal RL methods increasingly acknowledge
the importance of visual perception, they strug-
gle to satisfy the inherent demand for inter-
leaving precise perceptual grounding with se-
mantic reasoning, either lacking systematic vi-
sual measurements or overlooking that token
entropy primarily drives semantic exploration.
To address this, we introduce VEPO (Vision-
Entropy token-selection for Policy Optimiza-
tion), an effective RL framework explicitly in-
tegrating visual sensitivity with token entropy
via an information-theoretically motivated mul-
tiplicative coupling, where VEPO redirects gra-
dient credit toward tokens which are simultane-
ously visually grounded and highly informative.
Extensive experiments demonstrate VEPO’s
leading performance, consistently outperform-
ing the strongest RL baseline at 7B-scale and
3B-scale. Ablations further substantiate the
soundness of our method'.

1 Introduction

Reinforcement learning with verifiable rewards
(RLVR) (Lambert et al., 2024; Shao et al., 2024;
Yu et al., 2026) has rapidly emerged as a pivotal
paradigm for incentivizing complex reasoning abil-
ities in Large Language Models (LLMs). A fun-
damental challenge is how to effectively allocate
credit across individual tokens within long reason-
ing trajectories (Zhong et al., 2024; Wang et al.,
2026). Recent work in text-only RL converges on a
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(b) Performance of different token-selection mechanisms on
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Figure 1: The entropy-based token selection mechanism
collapses on visual reasoning: A small subset of high-
entropy token training outperforms Full and substan-
tially exceeds Random-k on math reasoning. But on vi-
sual reasoning, entropy-based selection only marginally
beats Random-k and falls below Full.

compelling empirical regularity: a small fraction of
high-entropy tokens, dubbed forking tokens (Wang
et al., 2026; Bigelow et al., 2025), act as pivotal
decision points and account for nearly all of the
performance gains in RLVR (Wang et al., 2026);
follow-up analyses corroborate that sustained gains
concentrate on updates at these high-entropy po-
sitions (He et al., 2026). Token-level entropy has
therefore been used as an uncertainty signal to mod-
ulate credit assignment (Wang et al., 2025¢c). At
the policy level, entropy is highly predictive of
downstream performance (Cui et al., 2025), and its
collapse is accompanied by a loss of exploration
(Cui et al., 2025; Xi et al., 2026).

While this entropy-driven mechanism proves
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highly effective for text-only reasoning tasks,
whether it generalizes to visual reasoning remains
a critical open question (Li et al., 2025). We
investigate this through a controlled study (Sec-
tion 2.1) and observe a striking divergence: the en-
tropy mechanism collapses once the visual modal-
ity is introduced (Figure 1b). On math reasoning
(AIME’24), we reproduce the prior findings (Wang
et al., 2026), yet the identical mechanism under-
performs the full-token GRPO baseline on visual
reasoning tasks, even yielding marginal gains over
the random selection strategy. We further probe
the underlying cause and identify a previously
uncharacterized phenomenon (Section 2.2): the
pure entropy-based token selection inadequately
captures genuinely vision-sensitive tokens (Fig-
ure 2) that possess naturally low entropy (Favero
et al., 2024; Leng et al., 2024). Quantitatively, at
k=0.2, top-entropy selection recovers merely 59%
of tokens flagged by the vision-sensitive metrics,
thereby we argue that token entropy alone remains
insufficient for identifying the critical tokens in
visual reasoning. Qualitative cases are deferred
to Figure 2(c)(d) and Appendix J.

Unlike text-only reasoning tasks, visual reason-
ing intrinsically requires interleaving precise per-
ceptual grounding with semantic reasoning (Gu
et al., 2025; Su et al., 2025b). While recent work
in multimodal RL (Liu et al., 2025b; Wang et al.,
2025d; Li et al., 2026b) has increasingly recognized
the importance of visual perception, they either rely
on a single indirect visual proxy (e.g., hidden-state
similarity) rather than a distributional measurement
of visual dependency (Li et al., 2026b), or do not
couple visual signals with the fact that entropy pri-
marily serves as a proxy of semantic exploration
(Huang et al., 2025; Ye et al., 2026), which visual
modalities cannot effectively resolve.

Motivated by above analysis, we propose
VEPO (Vision-Entropy token-selection for Pol-
icy Optimization), an effective token-level credit-
assignment RL framework that explicitly couples
vision-sensitivity with token entropy, redirecting
gradient credit toward tokens that serve a true func-
tional purpose in visual reasoning. Concretely,
VEPO performs a counterfactual forward pass with
a noise-perturbed image and quantifies token-level
visual dependency by multiplicatively coupling two
complementary signals: (i) the Jensen—Shannon di-
vergence (JSD) (Menéndez et al., 1997) for distribu-
tional shift, and (ii) the absolute entropy gap |A Hy|
for direction-agnostic shifts. This joint formulation

is conceptually inspired by the aleatoric—epistemic
uncertainty decomposition (Houlsby et al., 2011;
Depeweg et al., 2018; Kendall and Gal, 2017), es-
tablishing distributional divergence and predictive
confidence as complementary axes. Furthermore,
the multiplicative coupling acts as a noisy-OR-
inspired (Xu et al., 2026; Pearl, 2014), guarantee-
ing the comprehensive capture of visually sensi-
tive signals by preventing the omission of tokens
that spike along either axis (Appendix G). Ulti-
mately, by modulating this fused signal with token
entropy, VEPO ensures policy updates are driven
exclusively by visual forking tokens that are simul-
taneously visually grounded and highly informa-
tive.

We evaluate VEPO with Qwen2.5-VL-7B/3B-
Instruct (Bai et al., 2025). Experimental results
demonstrate that VEPO achieves leading perfor-
mance at the 7B scale, outperforming the top-
entropy baseline by +2.28, with consistent gains
extending to the 3B scale. Moreover, we conduct
comprehensive ablation studies and analysis (Sec-
tion 5) to validate the soundness and effectiveness
of our proposed method.

Our contributions are summarized as follows:

* We provide a comprehensive diagnosis re-
vealing why the top-entropy token selection
mechanism collapses in visual reasoning, at-
tributing to its inherent omission of visually
grounded tokens.

* We propose VEPO, a novel token-level credit-
assignment framework that integrates visual
sensitivity and token entropy to achieve a vi-
sually grounded and highly informative op-
timization.

* Extensive experiments across seven bench-
marks and two model scales, alongside com-
prehensive ablation studies, demonstrate the
effectiveness and soundness of VEPO.

2 Preliminary Experiments

Recent works on math reasoning have uncovered a
striking empirical observation: emphasizing high-
entropy tokens yields non-trivial benefits (Wang
et al., 2026; He et al., 2026; Wang et al., 2025b).
Building upon this, we reproduce the experiments
and further investigate whether this mechanism
generalizes to visual reasoning tasks. Our empir-
ical findings and analyses are elaborated in the
subsequent sections, while detailed experimental
setup is deferred to Appendix A.
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Figure 2: (a) Many high-JSD / high-| A H| tokens lie in the low-entropy region. (b) Top-Entropy selection misses
41% of Top-JSD tokens at k =20%, alongside a comparable proportion of Top-|A H | tokens. (c,d) Tokens flagged
by JSD / |AH| (red triangles) frequently fall in entropy valleys and are missed by Top-Entropy selection.

2.1 The entropy mechanism collapses on
visual reasoning

The entropy-based token-selection mechanism col-
lapses when transferred from text to visual reason-
ing (Figure 1). On math reasoning (AIME’24),
selecting a small fraction of high-entropy tokens
(Top-10%/20%) exceeds the Full-token baseline,
while substantially outperforming Random-% selec-
tion across all fractions. This empirically verifies
the conjecture presented in (Wang et al., 2026). In
contrast, on visual reasoning, we find: 1) Top-k
entropy selection consistently falls below the Full-
token baseline and yields only marginal gains over
Random-£ selection. 2) Both the absolute perfor-
mance and the Top/Random selection gaps remain
consistent regardless of the fractions k. These re-
sults indicate that token entropy fails to precisely
identify critical reasoning decision points once vi-
sual evidence is introduced. Detailed results are
deferred to Appendix B.

2.2 Unpacking the collapse: The deficiency of
visual signals

Drawing inspiration from recent studies that high-
light visual evidence during reasoning (Jian et al.,
2025; Huang et al., 2025), we hypothesize that
high-entropy tokens are sometimes misaligned with
critical, visually-grounded decision points. To
probe this, we measure two token-level visual de-
pendence signals: the Jensen—Shannon divergence
(JSD) (Menéndez et al., 1997) and the entropy gap
|AH;| (Detailed definitions are provided in Sec-
tion 3.1) between the model’s predictive distribu-
tion with and without the image noise.

We make several intriguing observations (illus-
trated in Figure 2): First, a substantial fraction
of high-JSD and high-|AH | tokens concentrates
in the low-entropy region (Figure 2(a)). Mecha-
nistically, visual evidence rules out distractor con-

tinuations and sharpens the posterior, so visually-
grounded tokens sometimes become more confi-
dent, manifesting as lowered entropy (Favero et al.,
2024; Leng et al., 2024). Meanwhile, high-entropy
tokens are driven more by linguistic indeterminacy
(Bigelow et al., 2025; Park and Lei, 2026). Sec-
ond, Figure 2(b) quantifies the representational gap:
at retention ratio k£ = 0.2, Top-Entropy selection
recovers a mere 59% of Top-JSD tokens, and sim-
ilarly, a comparable proportion of Top-|AH| to-
kens. As k grows, this recall scales in lockstep
with the accuracy curve shown in Figure 1(b), grad-
ually approaching the full-token baseline. Perfor-
mance peaks at k = 0.4, where coverage is suffi-
cient and noise remains bounded. At &k = 0.8, the
marginal gain vanishes as the selection is diluted
with linguistically-uncertain but visually-irrelevant
tokens. Figure 2(c)(d) are two qualitative cases
demonstrate how purely entropy-based selection
inadequately captures vision-sensitive tokens.

3 Method: VEPO

Motivation. From our findings and analysis in
Section 2, we argue that token entropy alone is
insufficient to identify critical forking tokens in
visual reasoning. Following recent works that em-
phasize visual evidence in the reasoning process
(Liu et al., 2025b; Yang et al., 2026; Ou et al.,
2026; Li et al., 2026a), we aim to highlight the role
of visual signals in evaluating token uncertainty.
Hence, we propose VEPO, an effective RL train-
ing algorithm driven by a joint visual sensitivity
and entropy token-selection mechanism. We elab-
orate on the metrics used to measure token visual
sensitivity in Section 3.1, followed by our selection
mechanism and training method in Section 3.2 and
Section 3.3, all of which are illustrated in Figure 3.
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Figure 3: The main training pipeline. VEPO performs a counterfactual forward pass with a noise perturbed image
and quantifies token-level visual dependency by multiplicatively coupling two complementary signals: JSD and
| A H¢|, which are then modulated with token entropy for simultaneously visually grounded and informative

optimization. The detailed algorithm is in Appendix I.
3.1 Token-Level Visual Sensitivity

Given a vision-language policy model parameter-
ized by 7y, as shown in Figure 3, we perform
two forward passes for each generated response
o = (o1,...,0r), yielding a pair of symmetric
full-vocabulary next-token distributions at each po-
sition ¢:

P() =
Qt() =

71'9(' ‘ q7IaO<t)7 (1)
71—0(' ‘ q, Il? 0<t)7
where P; and (Q; denote the token distributions con-
ditioned on the original image I and the noisy im-
age I', respectively, with the same response prefix
o«¢. Their discrepancy therefore isolates the effect
of visual corruption. To quantify this distributional
change, we use the Jensen—Shannon divergence
(JSD) (Menéndez et al., 1997):

1 1
JSD; = 5 Dy, (Py|| My) + 3 Dy (Q¢]|My), (2)

where

1
My = 5(B+ Q). 3)
Detailed comparisons and analysis of JSD and KL-
based variants are provided in section 5.2.
We further compute the entropy gap of the two

distributions to characterize the model’s token pre-

dictive uncertainty:

Hy=-) Pv)logP(v), &
veY

H™K = =3 " Qi(v)log Qu(v),  (5)
vey

where H; and H{“"*Sk denote the entropy under the
original image and the corrupted image. We define
the entropy gap as

AH, = H™¥ _ [, (6)
whose magnitude |AH;| measures how strongly
visual corruption changes predictive uncertainty at
position ¢. We therefore use |AH;| as a direction-
agnostic signal of visual sensitivity. Further analy-

sis is provided in section 5.2.

3.2 Joint Vision-Entropy for Token Selection

We first define a joint vision—entropy score for
token-level credit assignment to select both visu-
ally dependent and highly informative tokens. Fol-
lowing prior token-importance formulations, we
combine two visual signals with a probabilistic OR
(Xu et al., 2026; Pearl, 2014).

Definition 3.1 (Vision-Entropy Token Selection
Score). Let j; € [0,1], |AH,| € [0,1], and h; €
[0, 1] denote the per-response min-max normalized
JSD, absolute entropy gap, and entropy at position
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t. We define the score of token ¢ as

c = (1 — (1= Jo)*(1 = |@t\)1_a> e, (D)

gt

where o € [0, 1] controls the trade-off between
JSD and |A Hy|.

Here g is a joint visual-dependency score that
combines two complementary signals, J¢ and
|AH,|. By eq. (7), it increases with either signal
and peaks when both are strong. The entropy term
h; then acts as a modulation factor, constrained
by the visual signal, ensuring that we prioritize
tokens that are both visually sensitive and highly
informative. We provide an information-theoretic
interpretation of this formulation in Appendix G.
Detailed ablations are provided in Section 5.1.

As shown in Figure 3, we then select the top-
k fraction of tokens within each response. For a
response of length T', we define the binary mask:

Ce = 1[cr € Top- [KT] ({er}1=1)] . (®)

where only tokens with C; = 1 are used for the
policy gradient update.

3.3 Reinforcement Enhanced Visual
Reasoning

Standard GRPO (Shao et al., 2024) computes the
policy gradient loss over all valid response tokens.
We modify it by restricting the update to the se-
lected subset indicated by C;:

Zthl by -my - Cy
Simi -G

where m; is the standard response mask. The per-
token clipped policy gradient loss is:

; (©))

LyvEpPo =

ét = max(—A * Tty —A- 7215),

10
7 = clip(re, 1—e, 1+e€), (10

with importance ratio:
ry = o0t |5t (an

7]—901(1 (Ot ’ St) .

By replacing m; with m; - C;, VEPO concentrates
gradient updates on visual forking tokens.

4 Experiment

4.1 Experiment Setup

Dataset and Evaluation. We construct the train-
ing set from subsets of Geometry3K (Lu et al.,

2021) and MMK12 (Meng et al., 2025), resulting
in approximately 4.2K training samples. We evalu-
ate the model on both in-domain and out-of-domain
benchmarks: the Geometry3K and MMK12 valida-
tion splits serve as in-domain evaluation, while a set
of public visual reasoning benchmarks is used to as-
sess out-of-domain generalization. Detailed bench-
mark descriptions are provided in Appendix C.

Implementation. We use the EasyR1 framework
(Zheng et al., 2025) as the reinforcement learn-
ing framework for vision-language model training.
The policy models are initialized from Qwen2.5-
VL-3/7B-Instruct?, followed by fine-tuning on our
custom dataset. More implementation details can
be found in Appendix C.

Baseline. We compare our method with several
baselines: closed-source multimodal models, open-
source large-scale VLMs, visual-focused RL fine-
tuning methods, and top-entropy token selection
methods. For RL-based and entropy-based selec-
tion baselines, we retrain these methods under the
same 4.2K mixed training set for fair comparison.
More details can be found in Appendix C.

4.2 Main Results

The main results are presented in Table 1. We pri-
marily analyze the model performance compared
with top-entropy selection methods and effective
visual-focused RL fine-tuning methods. We also
included the scaling experiments on the 3B model.
To assess training stability, we further conduct
multi-seed experiments for VEPO at both the 7B
and 3B scales, with detailed results reported in Ta-
bles 9 and 10.

Comparison with Top-Entropy selection. We
first compare VEPO against entropy-based meth-
ods. As shown at the bottom of Table 1, both
entropy-only variants (top-20% / top-40%) under-
perform the full-token GRPO baseline on average
(56.54 / 56.50 vs. 57.11), corroborating our pre-
liminary observation in Section 2 that token en-
tropy alone is an insufficient selection signal for
visual reasoning tasks. By further incorporating the
visual-sensitivity criterion, VEPO reaches a +2.28
gain over the strongest entropy-only variant and
outperforms full-token GRPO by +1.71. The ben-
efits are more notable on in-domain benchmarks
(Geo3K +4.16, MMK 12 +4.38) and transfer con-
sistently to all out-of-domain tasks except for a

thtps ://huggingface.co/collections/Qwen/qwen25-v1
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Model / Dataset Geo3K MMK12 HalluBench MathVista We-Math MathVerse MathVision Avg.
Closed-source Models
GPT-40 (OpenAl et al., 2024) 37.60 49.40 72.10 62.60 69.50 47.70 33.90 53.26
ol (OpenAl et al., 2026) 63.20 65.90 74.50 73.90 98.70 57.00 60.30 70.50
Claude-3.7-Sonnet (Anthropic, 2025a) - 55.30 - 66.80 72.60 52.00 41.30 -
Claude-4-Sonnet (Anthropic, 2025b) 50.40 71.30 74.10 74.70 81.50 51.30 51.10 64.91
Gemini-2.0-Flash (Gemini Team, Google, 2025) - 65.20 - 70.40 71.40 59.30 41.30 -
Gemini-2.5-Flash (Gemini Team, Google, 2025) 53.70 57.10 72.70 71.10 73.40 49.80 44.90 60.39
Open-source Models
Qwen2.5-VL-32B (Bai et al., 2025) 50.10 66.80 71.80 74.70 69.10 49.90 40.10 60.36
InternVL2.5-38B (Chen et al., 2025b) 44.30 58.00 56.80 71.90 67.50 49.40 31.80 54.24
Qwen2.5-VL-72B (Bai et al., 2025) 51.20 70.50 72.90 74.80 72.40 57.60 38.10 62.50
QvQ-72B-Preview (Team, 2024) 34.60 61.50 66.40 71.40 65.40 48.20 35.90 54.77
InternVL2.5-78B (Chen et al., 2025b) 47.30 61.60 67.40 72.30 66.30 51.70 32.20 56.97
Visual-focused RL Fine-tuning Methods (7B)
NoisyRollout-7B (Liu et al., 2025b) 48.42 66.05 7129 71.70 69.20 49.16 2891 57.82
PAPO-DAPO-7B (Wang et al., 2025d) 50.08 66.05 72.24 73.10 68.69 48.07 26.23 57.78
VPPO-7B (Huang et al., 2025) 50.42 69.02 70.14 72.10 69.43 48.21 28.19 5822
R1-ShareVL (Yao et al., 2026) 46.59 65.68 69.93 68.10 70.17 47.39 27.27 56.45
Our Method
Qwen2.5-VL-7B-Instruct (Bai et al., 2025) 35.94 53.66 63.51 66.87 62.13 43.27 25.10 50.07
+ GRPO 49.42 65.18 70.45 71.60 67.18 48.53 27.40 57.11
+ GRPO (Top 20% high entropy) 47.59 64.93 68.56 70.40 67.13 48.25 28.95 56.54
+ GRPO (Top 40% high entropy) 46.76 63.44 69.09 71.40 68.45 48.86 27.53 56.50
+ VEPO" 51.75 (£0.76)  69.31 (£0.47) 71.12 (£0.63) 72.37 (+£0.32) 69.62 (+£0.09) 49.15 (£1.18) 28.42(£0.20) 58.82 (+0.09)
A vs. GRPO (Top 20% high entropy) (+4.16) (+4.38) (+2.56) +1.97) (+2.49) (+0.90) (—0.53) (+2.28)

Table 1: The main experimental results across multiple visual math and hallucination benchmarks. Models are
trained on the Geo3K and MMK12 datasets, which serve as in-domain evaluations, while the remaining datasets
assess out-of-domain generalization. Our proposed VEPO (bottom) demonstrates superior overall performance
compared to the corresponding baselines. Best and second-best results are determined only among the visual-focused
RL fine-tuning methods and our methods, and are highlighted in bold and underlined, respectively. Results for
models marked with * are reported as mean (= standard deviation) over multiple training runs with different random

seeds.

marginal -0.53 drop on MathVision. These results
suggest that visual sensitivity serves as an effective
complementary signal to token entropy, helping
to identify the effective decision points in visual
reasoning.

Comparison with Visual-focused RL methods.
We further compare VEPO with representative
visual-focused RL fine-tuning methods. As shown
in the middle of Table 1, VEPO attains the highest
average of 58.82, consistently surpassing all base-
lines. Among these, VPPO (Huang et al., 2025)
is the most competitive one, leveraging the KL di-
vergence between clear and perturbed images for
token selection. While we acknowledge the cru-
cial role of visual signals in visual reasoning, the
reasoning trajectory itself remains predominantly
textual. Broad exploration (Cheng et al., 2026)
along this textual reasoning chain is essential for
pushing beyond performance ceiling, token entropy
therefore remains an indispensable signal. This
motivation lies at the heart of VEPO, which cou-
ples visual sensitivity with token entropy through
a multiplicative scoring mechanism. A more com-
prehensive analysis is deferred to Section 5.1.

Results across Different Model Scales. To ver-
ify VEPO’s scalability, we evaluate it on Qwen2.5-

VL-3B-Instruct (Table 6), yielding consistent con-
clusions. Details are deferred to Appendix D.
Furthermore, VEPO-7B outperforms several open-
source multimodal models that are approximately
5-11x larger in terms of average performance, in-
cluding InternVL2.5-38B, InternVL2.5-78B, and
QvQ-72B-Preview. On MMK12, VEPO (69.31)
surpasses Qwen2.5-VL-32B (66.80) and both In-
ternVL2.5 variants (58.00/61.60), while remaining
competitive with Qwen2.5-VL-72B (70.50). On
MathVista, VEPO (72.37) surpasses InternVL2.5-
38B (71.90), InternVL2.5-78B (72.30), and QvQ-
72B-Preview (71.40). These results further corrob-
orate the effectiveness of VEPO.

S5 Ablation Study and Analysis

5.1 Ablation Study

Signals of VEPO Token Selection Mechanism.
We first ablate the three signals in our joint selec-
tion mechanism (Equation (7)). As shown in Ta-
ble 2, removing any signal degrades average perfor-
mance, confirming their complementary roles. The
two visual signals (JSD and |A H;|) contribute the
most, with their removal causing nearly identical
drops of —2.68 and —2.71, respectively. Although
omitting the entropy signal hy yields a milder av-
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Variant Geo3K MMK12 HalluBench MathVista We-Math MathVerse Math Vision Avg.
Full VEPO™ 51.75 69.31 71.12 72.37 69.62 49.15 28.42 58.82
Ablation on VEPO token selection signals
w/o JSD 46.26 66.67 69.40 68.70 66.84 47.82 27.30 56.14
w/o Entropy Gap 46.42 65.43 68.35 70.80 66.67 48.32 26.78 56.11
w/o Entropy 47.75 69.02 70.35 72.30 69.48 48.98 27.34 57.89

Ablation and Analysis on variants of VEPO token selection mechanism
Replacing JSD with KL 50.42 69.27 69.30 71.60 68.22 49.87 27.73 58.06
Bottom 80% 41.60 60.97 68.45 66.40 67.53 43.89 26.38 53.60
max(AH¢,0) 50.42 67.78 69.71 71.40 68.67 49.74 28.42 58.02
Additive Fusion 49.75 70.01 68.66 71.60 67.99 50.23 28.68 58.13

Table 2: Ablation and analysis of VEPO token selection variants. Full VEPO denotes the complete joint selection
and is reported as the multi-seed average, consistent with the main results. The upper block ablates each signal
individually (JSD, entropy gap, or entropy), while the lower block examines alternative formulations of the VEPO’s
selection mechanism. Additive Fusion replaces the multiplicative aggregation of two visual signals with linear

interpolation: g, = aj, 4+ (1— a)|@| Results marked with * are averaged over multiple training runs with

different random seeds.

erage decline (—0.93), we find it severely impacts
benchmarks dominated by long textual reasoning
chains (Geo3K, MathVision) while remaining neu-
tral on perception-heavy ones (MathVerse, Math-
Vista). This empirically validates that entropy and
visual sensitivity are complementary signals rather
than competing alternatives.

Visual Sensitivity o and Token Fraction k.
We further investigate the effects of two key
hyperparameters: the visual sensitivity balanc-
ing coefficient o and the token retention ratio k.
As illustrated in Figure 4, we summarize sev-
eral key findings: 1) The optimal configuration
is (k=0.2,a=0.7), yielding the highest average
score. 2) The dense retention ratio k=0.4 uni-
formly underperforms the sparser settings across
all «, confirming that retaining too many tokens
introduces weakly grounded positions into the pol-
icy update, consistent with (Wang et al., 2026). 3)
Performance peaks at a=0.7 and degrades sharply
at either extreme (a=0.1 or a=0.9), empirically
confirming that JSD and |A Hy| serve as comple-
mentary visual signals, with JSD playing a more
prominent role. 4) Interestingly, the optimal k
adapts to the strength of . When « is small to
moderate (0.1 ~ 0.5), k=0.3 outperforms k=0.2,
as a weaker JSD signal benefits from a broader to-
ken pool. Conversely, at «>0.7, k=0.2 becomes
optimal as the stronger JSD signal enables reliable
selection from a sparser set. Detailed results on
each benchmark are deferred to Appendix E.1.

5.2 Analysis

Comparison with visual signal variants. @ We
compare our visual signal formulation against three

—O— k=02
59.0 Best
Q

58.5 /
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w w w w
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Figure 4: Ablations on the balancing coefficient « and
the token selection ratio k.

information-theoretically motivated alternatives.
(1) Replacing JSD with KL, the metric utilized
in VPPO (Huang et al., 2025), decreases the av-
erage by 0.76 points. Unlike VPPO’s trajectory-
level advantage reweighting, VEPO employs token-
level selection driven by a multiplicative coupling
Vg = Gp- ﬁt. This makes unbounded signals like KL
highly susceptible to outlier tokens, whereas JSD
remains bounded and symmetric (Menéndez et al.,
1997; Lin, 1991). (2) Substituting |AH;| with
max(AHy,0) incurs a 0.80 drop. This confirms
that tokens whose entropy decreases upon visual
conditioning (where the image successfully disam-
biguates an uncertain prediction) serve as equally
informative cues for visual dependency (Nam et al.,
2025). (3) Replacing the multiplicative aggrega-
tion with additive fusion drops by 0.69 points.
The multiplicative form implements a noisy-OR-
inspired weighted aggregation (Pearl, 2014) that
saturates when either signal is strong, while addi-
tive fusion under-learns non-additive interactions
(Jayakumar et al., 2020). These results validate
VEPO’s bounded, direction-agnostic, and multi-
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Figure 5: (a)(b) The training dynamics of VEPO and top-entropy and visual-focused RL methods (VPPO (Huang
et al., 2025) removes format reward, we follow the default setting). (c) At k=20%, VEPO covers more vision-
sensitivity tokens, reducing miss rate to 20%. (d) Per-step wall-clock time of VEPO and GRPO baselines.

plicatively aggregated visual signals as information-
theoretically motivated selection choices. More
analysis about the visual perturbation is deferred
to Appendix E.2.

Impact of High-JSD, Low-Entropy Tokens.
Our diagnostic experiments in Section 2 find that
entropy alone is insufficient in visual reasoning.
To evaluate whether VEPO-exclusive tokens con-
tribute directly to downstream performance, we de-
fine D = Syepo \ SEntropy, Where both methods
select 20% of tokens, we remove D from Sygpo
and replace it with an equal number of randomly se-
lected tokens from the unselected 80%, preserving
the total update budget. As reported in Table 11,
this subset constitutes approximately 14.57% of the
tokens selected by VEPO. Replacing these tokens
reduces the average performance from 58.82 to
57.30. This result demonstrates that the additional
positions identified by VEPO are functionally im-
portant rather than incidental selection differences.

Training dynamic and efficiency. Figure 5 (a)
and (b) illustrate the training dynamics of VEPO
and corresponding baselines. We observe that
visual-focused RL is prone to premature conver-
gence and optimization instability, whereas our
method maintains stable training dynamics, yields
higher rewards, thereby exhibits superior scalabil-
ity (Khatri et al., 2025). Figure 5(c) explains this
gap mechanistically: at k=0.2, top-entropy selec-
tion misses ~40% of vision-sensitive (Top-JSD /
|AH,|) tokens. In contrast, VEPO reduces this to
just 20%. By incorporating more visually sensitive
tokens, VEPO enables the model to strike an op-
timal balance between perceptual grounding and
reasoning informativeness. Figure 5 (d) reports
per-step wall-clock time: by restricting gradient
updates to top-k tokens, VEPO is ~ 10% faster
than Full-token GRPO and ~ 16% slower than
Top-Entropy selection, which is a modest trade-off
between computation and performance.

Qualitative Analysis. Figure 6 and Figure 7
in Appendix J illustrate the distinct token selection
patterns between VEPO and the top-entropy mech-
anism. Both methods identify canonical reasoning
anchors (“Initialize”, “condition’), confirm-
ing a shared foundational baseline. Beyond this
base, entropy-only selections drift to LaTeX scaf-
folding (“\frac”, “\boxed”) and discourse fillers
(“follows”, “we”), where uncertainty stems from
linguistic variability rather than visual dependency.
In contrast, VEPO uniquely recovers visually-
grounded content tokens, like variables and op-
erators tied to the code (“a”, “+”) and condition
keywords referencing the flowchart (“greater”,
“when”). This demonstrates VEPO’s ability to accu-
rately redirect credit toward tokens that genuinely
ground the textual reasoning in the visual input.

6 Related Work

Entropy Mechanism and Credit Assignment .
In text-only reinforcement learning (RL), entropy
is a well-formalized proxy for policy performance
(Cui et al., 2025), where a small minority of high-
entropy tokens dominates exploration and provides
the primary gradient signals (Wang et al., 2026; Yu
et al., 2026; Xi et al., 2026). Whether this princi-
ple transfers to the multimodal setting, however,
remains underexplored (Li et al., 2025): in visual
reasoning, token uncertainty arises from heteroge-
neous sources spanning reasoning (Chung et al.,
2025), visual perception and image noise (Fang
et al., 2026). Existing multimodal RL frameworks
either conflate general high entropy with genuine
visual dependency (Ou et al., 2026; Chen et al.,
2026), or, as in VPPO (Huang et al., 2025) and
PGPO (Ye et al., 2026), quantify per-token visual
sensitivity via KL divergence between distributions
conditioned on the original and a perturbed image
(Huang et al., 2025), whereas PAPO (Wang et al.,
2025d) introduces visual KL as an auxiliary per-
ception objective. We bridge this gap with VEPO,
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which couples the vision-sensitivity with entropy
to identify pivotal token-level decision points in
visual reasoning.

Visual Perception Enhancement. Unlike the
strong reasoning shown in text-only domains such
as math and code (Guo et al., 2025; OpenAl et al.,
2026; Chen et al., 2025a), MLLMs still lag on com-
plex visual reasoning, a gap recently attributed to
inadequate visual perception and grounding rather
than reasoning itself (Ou et al., 2026). Current
multimodal RL approaches fall into three lines: (i)
shaping visual attention via auxiliary rewards (Jian
et al., 2025; Ou et al., 2026), auxiliary training
objectives (Wang et al., 2025d; Li et al., 2026a),
or auxiliary visual-contrast signals (Wang et al.,
2024a; Liu et al., 2025a; Huang et al., 2025; Ye
et al., 2026; Li et al., 2026b); (ii) multi-stage
workflows or curated visually-grounded data (Yang
et al., 2026; Wang et al., 2025a); and (iii) tool-
augmented reasoning with external visual opera-
tions such as zooming or cropping (Zheng et al.,
2026; Hong et al., 2026; Su et al., 2025a). These
methods, however, often optimize visual perception
separately from semantic exploration or rely on ex-
ternal tool scaffolding. (Liu et al., 2025¢) show that
correctly localized visual evidence does not neces-
sarily yield correct answers, highlighting the need
for effective token-level credit assignment. Moti-
vated by this, VEPO reframes visual grounding as
a token-level credit-assignment problem. Rather
than relying on a single visual proxy, it jointly cap-
tures distributional visual dependency through JSD,
predictive-confidence changes through the entropy
gap, and reasoning informativeness through token
entropy. Its key distinction therefore lies in joint
signal composition and credit allocation for visual
reasoning.

7 Conclusion

In this paper, we revisit entropy-driven token selec-
tion in visual reasoning and show a counterintuitive
failure mode: this mechanism sometimes overlooks
vision-sensitive tokens that naturally exhibit low
entropy but carry crucial visual evidence. Build-
ing on this diagnosis, we propose VEPO, a novel
RL framework that explicitly couples visual sensi-
tivity with token entropy through a multiplicative
aggregation, redirecting gradient credit toward to-
kens that are simultaneously visually grounded and
informative. Extensive experiments and ablations
confirm VEPO’s effectiveness. It achieves leading

performance at comparable scales, surpassing the
entropy-only baseline by +2.28 and +3.11 points
on 7B and 3B models. We hope this work mo-
tivates further investigation into modality-aware
credit assignment in multimodal reasoning.

Limitations

Our work has a few limitations that warrant further
investigation. First, the auxiliary forward pass re-
quired for visual perturbation introduces additional
training overhead, though this could potentially
be mitigated by advanced KV-cache reuse. Sec-
ond, while Gaussian noise is an effective default
counterfactual and we explicitly evaluated the no-
image condition (Appendix E.2) as an alternative
perturbation, current computational limitations re-
stricted our exploration of broader noise variants
and sophisticated scheduling techniques like an-
nealing (Liu et al., 2025b). Lastly, while VEPO
demonstrates strong performance and we offer an
intuitive interpretation for its empirical effective-
ness, providing a rigorous theoretical foundation
for why visual-sensitive token selection improves
multimodal RL optimization is left for future work.

Ethical Considerations

This work uses publicly available datasets and
open-source vision-language models for training,
as well as proprietary models for comparison and
automatic evaluation. We adhere to the ACL Ethics
Policy and applicable licenses and terms of use.
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tial ethical and privacy risks. We emphasize the
responsible use of LLMs to reduce the risk of harm-
ful or biased outputs. Finally, our reinforcement
learning experiments require substantial computa-
tional resources, resulting in energy consumption
and associated environmental impacts.
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A Preliminary Experiment Setup

A.1 Setup for Preliminary Experiments in
Section 2.1

Setup. We compare three token selection strate-
gies under the 80/20 rule (Wang et al., 2026) in the
standard GRPO(Shao et al., 2024) setting: (1) Full-
token, where all valid response tokens participate
in the policy gradient update; (2) High-entropy,
which retains only the top-k fraction of tokens
ranked by policy entropy; and (3) Random, which
keeps each valid token independently with probabil-
ity p via Bernoulli sampling. For the high-entropy
and random strategies, we sweep the retention ratio
over k € {0.1,0.2,0.4,0.8}, and compare them
against the full-token baseline (k = 1.0).

We conduct experiments on both LLMs and
VLMs. For the LLM setting, we train Qwen2.5-VL-
7B on a 54.4K mathematical reasoning dataset us-
ing the DAPO (Yu et al., 2026) , with 8 HS800 GPUs,
a batch size of 256, 8 rollouts per prompt, and a
maximum response length of 10,240 tokens. We
evaluate on AIME’24 . For the VLM setting, we
follow the NoisyRollout setup for fair comparison
and train Qwen2.5-VL-7B-Instruct on MMK12-
mini (2.1K samples) using EasyR1(Zheng et al.,
2025), with 8 GPUs, a global batch size of 128,
12 rollouts per prompt, and a maximum response
length of 2,048 tokens, while keeping the vision
encoder frozen throughout training. We evaluate all
settings on MathVerse (Zhang et al., 2024), Math-
Vision (Wang et al., 2024b), MathVista (Lu et al.,
2024), We-Math (Qiao et al., 2024), and Hallu-
sionBench (Guan et al., 2024). Both the LLM and
VLM settings use a learning rate of 1 x 1076 and
token-mean loss aggregation.

A.2  Setup for Preliminary Experiments in
Section 2.2

Experiment Setup. To empirically investigate
the relationship between policy entropy and vi-
sual dependency at the token level, we conduct
an inference-time analysis using the same setup as
Appendix A.1. For each sample, we perform au-
toregressive generation with greedy decoding (tem-
perature=0, top-k=1.0) and a maximum generation
length of 256 tokens.

Visual Dependence Metrics. During generation,
we maintain two parallel decoding streams that
share the same generated token sequence but differ
in visual input: (1) a factual stream conditioned

on the original image I, and (2) a counterfactual
stream conditioned on a perturbed image I’. At
each decoding step, we record three token-level
signals: (i) the Jensen-Shannon divergence (JSD)
between the factual distribution P; and the counter-
factual distribution @) over the full vocabulary, (ii)
the Shannon entropy H; of the factual distribution,
and (iii) the entropy gap

AH; = H™% _ H,,

which measures how degraded visual evidence
changes model uncertainty.

Analysis Protocol. We aim to quantify how well
policy entropy serves as a proxy for visual depen-
dency. For each token selection ratio k, we first con-
struct an entropy-based selection set Aep¢ by taking
the top-k fraction of tokens ranked by entropy. We
then compare it against two visual-dependency sets,
denoted by A,is, which are defined as the top-£ to-
kens ranked by JSD and by |A H |, respectively. We
measure the overlap using recall, defined as

‘Aent N Avis‘

Recall = ,
’Avis ’

where |Aent N Ayis| denotes the number of tokens
selected by both methods, and | Ay;s| is the size of
the visual-dependency set.

B More Detailed Results on Preliminary
Experiments

Table 3 and Table 4 report preliminary comparisons
of different token selection strategies across three
independent runs in the LLM and VLM settings,
respectively, including full-token training, entropy-
based Top-k% selection, and random selection.

We first examine the LLM setting. The results
clearly support the 80/20 rule in language-only rea-
soning: entropy-based Top-k% selection consis-
tently outperforms Random-k%, and the gains are
most pronounced when k is small. In particular,
sparse selection performs best, and both Top-10%
and Top-20% surpass the full-token baseline. This
suggests that, in LLM reasoning, a small subset of
high-entropy tokens indeed contributes dispropor-
tionately to exploration and optimization.

In contrast, the VLM setting exhibits a markedly
different pattern. Here, entropy-based token selec-
tion provides only limited and unstable benefits: its
performance is generally close to that of random
selection and does not consistently outperform the
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Dataset / Setting Full Top-0.1 Random-0.1 Top-0.2 Random-0.2 Top-0.4 Random-0.4 Top-0.8 Random-0.8

AIME’24 Turn 1 19.95 21.21 13.40 21.63 16.45 19.96 16.75 19.15 17.50

AIME’24 Turn 2 20.62 19.75 16.30 22.49 15.62 20.58 15.80 20.10 17.90

AIME’24 Turn 3 19.38 21.04 12.70 20.01 17.20 19.30 15.63 19.58 16.80
Avg.(Std.)

Avg.(Std.) ‘ 19.98(+0.62)  20.67(+0.80) 14.13(x1.91)  21.38(+1.26) 16.42(0.79) 19.95(+0.64) 16.06(x0.60) 19.61(+0.48) 17.40(x0.56)

Table 3: Preliminary comparison of different token selection strategies in the LLM setting across three independent
training runs. We compare full-token training, entropy-based Top-k% selection, and random token selection under
multiple retention ratios, and additionally report the mean and standard deviation across runs. The results clearly
exhibit the 80/20 effect in language-only reasoning: entropy-based selection consistently outperforms random
selection and achieves the best performance under sparse token retention.

Dataset / Setting ‘ Full Top-0.1 Random-0.1 Top-0.2 Random-0.2 Top-0.4 Random-0.4 Top-0.8 Random-0.8
Turn 1
HalluBench 71.60 68.77 70.91 69.30 69.19 69.30 68.98 69.51 69.19
MathVista 71.10 71.90 70.70 71.10 70.40 71.70 71.50 70.20 70.30
We-Math 66.78 64.71 65.40 66.61 65.63 66.90 66.03 66.49 65.57
MathVerse 47.16 46.90 45.96 46.68 47.79 47.66 46.52 47.21 47.23
MathVision 27.20 27.39 26.32 27.20 27.53 27.73 2791 28.22 27.62
Avg. 56.77 55.93 55.86 56.18 56.11 56.66 56.19 56.33 55.98
Turn 2
HalluBench 68.24 70.03 70.98 70.14 69.61 69.61 70.35 69.40 69.30
MathVista 69.90 69.50 69.07 70.10 69.80 71.00 70.30 70.70 70.20
We-Math 68.10 65.00 65.92 66.09 65.98 67.82 64.48 65.23 67.30
MathVerse 46.88 47.84 45.63 47.06 47.01 48.30 46.32 46.88 46.29
MathVision 28.66 28.30 27.77 26.84 27.93 27.48 27.51 27.76 27.35
Avg. 56.36 56.13 55.87 56.05 56.07 56.84 55.79 55.99 56.09
Turn 3
HalluBench 68.66 69.19 69.40 69.51 69.30 69.51 69.93 69.19 68.77
MathVista 71.10 71.00 70.70 70.70 70.60 69.60 70.90 70.70 69.90
We-Math 67.01 66.03 65.29 66.44 65.92 66.67 66.15 65.80 66.72
MathVerse 47.26 47.18 46.02 47.92 46.73 46.83 46.83 47.31 47.39
MathVision 28.27 28.06 26.25 27.91 27.16 27.62 27.25 28.36 28.03
Avg. 56.46 56.29 55.53 56.50 55.94 56.05 56.21 56.27 56.16
Avg.(Std.)
Avg.(Std.) ‘ 56.53(x0.21)  56.12(x0.18)  55.75(x0.19)  56.24(+0.23)  56.04(+0.09)  56.51(x0.43)  56.06(x0.24)  56.20(+0.18)  56.08(+0.09)

Table 4: Preliminary comparison of different token selection strategies in the VLM setting across three independent
training runs. We compare full-token training, entropy-based Top-k% selection, and random token selection under
multiple retention ratios, and additionally report the mean and standard deviation across runs. Overall, entropy-based
selection provides only limited and unstable gains in the VLM setting, remaining close to random selection and
generally failing to consistently surpass the full-token baseline.

full-token baseline. A representative phenomenon
is that the best entropy-based variant remains only
on par with, or slightly below, the full-token set-
ting, while the gap between Top-k£% and Random-
k% remains small across different retention ratios.
This indicates that, for multimodal reasoning, token
entropy alone is not a reliable proxy for visually
critical positions.

Overall, these preliminary results reveal a clear
discrepancy between the two settings: while
entropy-based token selection is effective in pure
language reasoning and follows the 80/20 rule
(Wang et al., 2026), its advantage becomes much
weaker in visual reasoning, where token impor-
tance must additionally reflect visual dependency
rather than uncertainty alone.

C Implementation Details of VEPO

Hyperparameter Value
Global batch size 128
Rollout batch size 512
Rollout number 12
Rollout temperature 1.0
Freeze vision tower True
KL loss False
Learning rate 1.0x107°
Weight decay 1.0 x 1072
Noisy augmentation Gaussian
Noise step 500

Table 5: Main training configurations for VEPO.

The main training configurations are summarized
in Table 5. We use a global batch size of 128
and a rollout batch size of 512, with 12 rollouts
per prompt at a rollout temperature of 1.0. The
policy model is optimized using a learning rate
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Model / Dataset Geo3K MMK12 HalluBench MathVista ‘We-Math MathVerse MathVision Avg.
Visual-focused RL Fine-tuning Methods (3B)

NoisyRollout-3B (Liu et al., 2025b) 42.26 58.12 63.85 62.20 61.78 40.94 25.07 50.60

PAPO-DAPO-3B (Wang et al., 2025d) 42.60 58.65 62.32 63.25 6247 40.65 25.00 50.71

VPPO-3B (Huang et al., 2025) 42.15 58.16 58.60 64.20 62.30 41.56 24.51 50.21

R1-ShareVL (Yao et al., 2026) 39.93 56.26 61.41 60.30 61.26 40.40 25.23 49.26

Our Method

Qwen2.5-VL-3B-Instruct (Bai et al., 2025) 26.96 45.35 60.88 56.50 53.97 32.90 21.78 42.62
+ GRPO 4343 57.37 59.52 62.16 61.15 40.95 25.57 50.02
+ GRPO (Top 20% high entropy) 38.28 56.81 59.20 61.40 59.66 37.74 24.18 48.18
+ GRPO (Top 40% high entropy) 40.77 54.52 59.73 62.60 59.77 38.78 24.05 48.60
+ VEPO" 44.32 (£1.51) 59.44 (£1.11) 60.50 (£0.06) 63.07 (£1.52) 62.59 (£0.53) 43.16 (£0.25) 25.93 (£0.39) 51.29 (+0.13)
A vs. GRPO (Top 20% high entropy) (+6.04) (+2.63) (+1.30) (+1.67) (+2.93) (+5.42) (+1.75) (+3.11)

Table 6: Additional results on the 3B model. Consistent with our main findings, VEPO (bottom) outperforms all
corresponding baselines at this scale. Results for models marked with * are reported as mean (& standard deviation)
over multiple training runs with different random seeds. Best and second-best results are determined only among the
visual-focused RL fine-tuning methods and our methods, and are highlighted in bold and underlined, respectively.

o / Dataset ‘ Geo3K MMK12 HalluBench MathVista We-Math MathVerse MathVision Avg.
k=02
a=0.1 47.09 67.53 68.77 69.30 66.44 48.32 28.13 56.51
a=03 48.25 67.78 68.24 71.30 67.24 48.43 27.20 56.92
a=05 49.42 68.65 68.45 70.80 67.99 4891 27.27 57.36
a=0.7 51.75 69.31 71.12 72.37 69.62 49.15 28.42 58.82
a=09 50.08 67.53 68.45 71.30 67.36 50.10 27.86 57.53
k=03
a=0.1 49.25 66.17 68.03 70.00 65.46 48.91 26.91 56.39
a=03 50.75 68.65 70.70 71.70 68.10 49.82 28.22 58.28
a=05 50.92 68.16 71.29 70.30 68.28 49.90 28.12 58.14
a=0.7 52.08 68.40 69.51 71.50 68.16 48.55 27.70 57.99
a=09 48.92 68.03 67.51 69.80 67.99 48.20 27.50 56.85
k=04
a=0.1 47.42 66.42 67.30 68.90 67.07 44.31 28.79 55.74
a=03 48.25 66.91 69.30 64.50 67.36 48.15 25.93 55.77
a=05 48.25 64.81 67.19 70.30 68.39 46.27 26.61 55.97
a=0.7 51.25 68.77 68.56 69.60 67.76 47.66 28.06 57.38
a=09 48.92 67.66 67.82 68.90 66.55 46.98 27.07 56.27

Table 7: Detailed numerical results for the ablation on the token selection ratio k and the balancing coefficient «v. The
table reports the performance on each benchmark together with the overall average for every (k, ) configuration.
The default VEPO setting (k=0.2, «=0.7) is reported as the multi-seed average, consistent with the main results.

of 1.0 x 107% and a weight decay of 1.0 x 1072,
To improve efficiency and stability, we freeze the
vision tower, disable KL loss, and adopt tensor par-
allelism with size 4 on 8 H800 GPUs. For noisy
visual augmentation, we apply Gaussian perturba-
tion at diffusion step 500 and use a sigmoid decay
schedule with coefficient 30 and midpoint step 40.
For automatic evaluation, we use an external judge
model (gpt-40-mini) to parse model outputs and
score final answers.

Dataset and Benchmark Details. For in-domain
evaluation, we report results on the validation splits
of Geometry3K (Lu et al., 2021) and MMK12
(Meng et al., 2025), which measure performance
within the training distribution. For out-of-domain
evaluation, we use five public benchmarks to assess

generalization beyond the training domains: four
visual mathematical reasoning benchmarks, includ-
ing MathVerse (Zhang et al., 2024), MathVision
(Wang et al., 2024b), MathVista (Lu et al., 2024),
and We-Math (Qiao et al., 2024), together with
the visual perception benchmark HallusionBench
(Guan et al., 2024).

Baseline. We compare our method against four
groups of baselines: (1) closed-source multi-
modal models, including GPT-40 (OpenAl et al.,
2024), ol (OpenAl et al., 2026), Claude-3.7-Sonnet
(Anthropic, 2025a), and Gemini-2.0-Flash (Gem-
ini Team, Google, 2025); (2) open-source large-
scale vision-language models, including QVQ-
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Variant Geo3K MMKI12 HalluBench MathVista We-Math MathVerse MathVision Avg.
Qwen2.5-VL-7B-Instruct | 35.94 53.66 63.51 66.87 62.13 43.27 25.10 50.07
GRPO 49.42 65.18 70.45 71.60 67.18 48.53 27.40 57.11
Ours w/ Masked Image 52.58 68.65 71.19 71.60 68.65 49.21 27.93 58.54
Ours w/ Gaussian Noise 51.75 69.31 71.12 72.37 69.62 49.15 28.42 58.82

Table 8: Ablation on the role of visual perturbation in VEPO. We compare the base model, standard GRPO, our
method with masked image input, and the full VEPO variant with Gaussian perturbation. The Gaussian variant is
reported as the multi-seed average, consistent with the main results.

72B-Preview (Team, 2024), Qwen2.5-VL-32B>
(Bai et al., 2025), Qwen2.5-VL-72B (Bai et al.,
2025), InternVL2.5-38B (Chen et al., 2025b), and
InternVL2.5-78B (Chen et al., 2025b); (3) visual-
focused RL fine-tuning methods, including VPPO
(Huang et al., 2025), PAPO-DAPO (Wang et al.,
2025d), R1-ShareVL (Yao et al., 2026), and Noisy-
Rollout (Liu et al., 2025b), which are trained on
the same 4.2K mixed training set for a fair compar-
ison; and (4) two baselines that isolate the effect
of entropy-based token selection: the top-entropy
variant 80/20 Rule (Wang et al., 2026) and the
full-token GRPO (Shao et al., 2024) baseline.

D Results on Qwen2.5-VL-3B-Instruct

VEPO achieves the best average of 51.29, sur-
passing the strongest visual-focused RL baseline
PAPO-DAPO-3B (50.71, based on DAPO (Yuetal.,
2026)) and exceeding VPPO-3B by +1.08, also im-
proving over the GRPO (Top 20% high entropy)
baseline by +3.11, while ranking first on five of
seven benchmarks.

E More Ablation Studies and Analysis

E.1 Detailed Ablation Results for o and &

The coefficient « balances the contribution of the
distribution-shift signal JSD and the entropy-gap
signal |AH |, while k controls the fraction of top-
ranked tokens selected for policy updates in each
response. We vary «in {0.1,0.3,0.5,0.7,0.9} and
K in {0.2,0.3,0.4} to examine the impact of differ-
ent scoring preferences and selection granularities.
The extreme cases o = 0 and o = 1 are excluded
here, as they correspond to component-wise vari-
ants and are analyzed separately in our scoring
component ablation. Table 7 reports the detailed
numerical results of the hyperparameter ablation
on the token selection ratio k and the balancing

3Qwen2.5-VL-32B is a later release in the same series
(March 2025) and is not covered by the technical report, which
documents only the 3B, 7B, and 72B variants.

coefficient a. These results complement the trends
summarized in Figure 4 in the main text.

E.2 Ablations on Visual Perturbation

We further analyze the role of visual perturba-
tion by comparing two VEPO variants: one using
masked image input and the other using Gaussian-
noise perturbation. As shown in Table 8, the Gaus-
sian variant achieves the best overall average per-
formance (58.82 vs. 58.54) and outperforms the
masked-image variant on four of the seven bench-
marks, including MMK12, MathVista, We-Math,
and MathVision. The gains are especially consis-
tent on benchmarks that require stronger visual per-
ception and fine-grained grounding, such as Math-
Vision.

This pattern suggests that the form of pertur-
bation plays an important role in token selection.
Compared with masked image input, Gaussian
noise perturbs the visual evidence while largely
preserving the global image structure. As a re-
sult, the discrepancy between the original-image
and perturbed-image predictions more faithfully
reflects fine-grained visual dependency, rather than
a broader degradation caused by an uninformative
visual input. In this sense, Gaussian perturbation
provides a more informative counterfactual signal
for identifying visually dependent tokens.

Overall, this comparison supports the design
choice in VEPO: the benefit comes not merely from
contrasting two visual conditions, but from using
a perturbation that preserves enough structure to
reveal meaningful token-level visual sensitivity.

F Templates

e N
System Prompt:

You FIRST think about the reasoning process
as an internal monologue and then provide
the final answer. The reasoning process MUST
BE enclosed within <think> </think> tags.
The final answer MUST BE put in \boxed{}.
User Input:

{question}
N
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Model / Dataset Geo3K MMK12 HalluBench  MathVista We-Math MathVerse  MathVision Avg. Avg. (w/o Geo3K, MMK12)
GRPO 49.42 65.18 70.45 71.60 67.18 48.53 27.40 57.11 57.03
50.58 66.44 68.24 69.90 68.10 48.02 27.70 57.00 56.39
49.08 67.29 68.98 70.40 67.99 47.31 27.66 56.96 56.47
Avg. (Std.) 49.69 (£0.79) 66.30 (£1.06) 69.22 (£1.12) 70.63 (£0.87) 67.76 (£0.50) 47.95 (£0.61) 27.59 (£0.16) 57.02 (+0.08) 56.63 (£0.35)
PAPO-DAPO-7B 50.08 66.05 72.24 73.10 68.69 48.07 26.23 57.78 57.66
49.75 66.67 71.08 72.30 67.99 48.45 27.30 57.65 57.42
50.42 66.79 71.19 72.10 68.79 48.20 27.51 57.86 57.56
Avg. (Std.) 50.08 (+£0.34) 66.50 (£0.40) 71.50 (£0.64) 72.50 (£0.53) 68.49 (£0.44) 48.24 (+0.19) 27.01 (£0.69) 57.76 (£0.11) 57.55 (£0.12)
VPPO-7B 50.42 69.02 70.14 72.10 69.43 48.21 28.19 58.22 57.61
50.58 68.65 70.03 71.10 69.43 48.25 27.89 57.99 57.34
50.58 66.67 71.40 71.30 67.93 49.92 27.80 57.94 57.67
Avg. (Std.) 50.53 (+£0.09) 68.11 (£1.26) 70.52 (£0.76) 71.50 (+£0.53) 68.93 (+0.87) 48.79 (+0.98) 27.96 (£0.20) 58.05 (£0.15) 57.54 (£0.18)
VEPO-7B 51.58 69.64 71.71 72.00 69.54 48.93 28.31 58.82 58.10
52.58 68.77 71.19 72.60 69.60 48.10 28.29 58.73 57.96
51.08 69.52 70.45 72.50 69.71 50.43 28.65 58.91 58.35
Avg. (Std.) 51.75 (£0.76) 69.31 (£0.47) 71.12 (£0.63) 72.37 (£0.32) 69.62 (£0.09) 49.15 (+1.18) 28.42 (£0.20) 58.82 (£0.09) 58.14 (£0.20)

Table 9: Multi-seed results for the 7B setting. Each method is trained using three random seeds, with the mean and
standard deviation reported in the final row of each block.

Model / Dataset Geo3K MMK12 HalluBench  MathVista ‘We-Math MathVerse = MathVision Avg. Avg. (w/o Geo3K, MMK12)
PAPO-DAPO-3B 42.76 58.85 62.36 63.56 62.30 40.79 25.10 50.82 50.82
42.60 58.12 61.93 63.20 62.64 41.02 25.33 50.69 50.82
4243 58.98 62.67 63.00 62.47 40.15 24.57 50.61 50.57
Avg. (Std.) 42.60 (£0.17) 58.65 (£0.46) 62.32 (£0.37) 63.25 (£0.28) 62.47 (+0.17) 40.65 (£0.45) 25.00 (£0.39) 50.71 (£0.11) 50.74 (£0.14)
VPPO-3B 42.10 58.24 58.46 64.20 62.64 41.57 24.54 50.25 50.28
4243 57.74 58.89 63.90 61.95 41.73 24.01 50.09 50.10
41.93 58.49 58.46 64.50 62.30 41.37 24.97 50.29 50.32
Avg. (Std.) 42.15 (£0.25) 58.16 (+0.38) 58.60 (+0.25) 64.20 (£0.30) 62.30 (+0.35) 41.56 (+0.18) 24.51 (£0.48) 50.21 (+0.11) 50.23 (+0.12)
VEPO-3B 44.93 58.86 60.46 62.80 62.70 43.32 26.25 51.33 51.11
42.60 58.74 60.57 64.70 62.01 43.30 26.05 51.14 51.33
4542 60.72 60.46 61.70 63.05 42.87 25.49 51.39 50.71
Avg. (Std.) 44.32 (£1.51) 59.44 (£1.11) 60.50 (£0.06) 63.07 (£1.52) 62.59 (£0.53) 43.16 (£0.25) 25.93 (£0.39) 51.29 (+0.13) 51.05 (£0.31)

Table 10: Multi-seed results for the 3B setting. Each method is trained using three random seeds, with the mean and
standard deviation reported in the final row of each block.

Model / Dataset|  Geo3K MMKI12  HalluBench MathVista ~ We-Math  MathVerse MathVision (:i.f %;Z;’Tf;‘;*l’fs) Avg.
Turn 1 48.59 66.67 69.61 71.60 68.16 4871 2783 152 5731
Turn 2 48.75 66.54 70.98 71.20 67.76 48.05 28.09 13.7 57.34
Turn 3 4925 67.16 69.61 71.00 67.70 48.12 27.93 14.8 57.25
Avg. (Std.) 48.86 (£0.34) 66.79 (10.33) 70.07 (£0.79) 7127 (£0.31) 67.87 (£0.25) 48.29 (£0.36) 27.95 (+:0.13) 14.57 57.30 (:0.05)
VEPO 51.75 (£0.76) 69.31 (£0.47) 71.12 (£0.63) 7237 (£0.32) 69.62 (£0.09) 49.15 (+1.18) 28.42 (+0.20) - 58.82 (+0.09)

Table 11: Downstream performance under targeted ablation of high-JSD, low-entropy tokens. Each turn removes
the high-JSD, low-entropy subset from the VEPO selection. We report three independent runs together with the
mean and standard deviation. VEPO results are the multi-seed averages from the main experiments.

G Theoretical Interpretation via G.1 Preliminaries
Aleatoric—.E.pistemic Uncertainty Setup. Recall from Eq. (1) that VEPO performs
Decomposition two forward passes at each token position ¢:

Pt() = 779(' | Q7I7 O<t)7
Qt() = 779(' | Q7I,a0<t)7
In this appendix, we provide an information- where [ is the original image and I’ is its noise-

theoretic interpretation of VEPO’s joint vision- ~ Perturbed counterpart.
entropy token selection design (Eq. 7 in the main

(12)

- ~ Visual condition. We introduce a binary vari-
paper). In particular, we show that the two vi- 10 ©, € {I,I'} indicating whether the next-
sual s/1gnals: Jensen—Shannon Divergence (JSD,  (sken prediction is conditioned on the original
(Menéndez et al., 1997)) and the absolute entropy . perturbed image. Assuming a uniform prior
gap |AHy| can be 1nterpretec} as capturing two com- @, =1) = p(Q,=I') = % the marginal predic-
plementary aspects of predictive change under vi-  ye distribution of the next token Y; is
sual perturbation. We further show that the multi-

plicative aggregation in g; admits a soft noisy-style My(-) = Ee,[ma(- | ¢, O, 0<t)]
OR (Pearl, 2014). = %(Pt + Qt)’
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which coincides with the mixture distribution used
in the definition of JSD (Eq. 2).

Uncertainty decomposition. Following the stan-
dard aleatoric—epistemic decomposition (Depeweg
et al., 2018; Houlsby et al., 2011; Kendall and Gal,
2017), the predictive uncertainty of Y; under this
visual-condition mixture can be decomposed as

H(Y; [ q0<t) = 1(Y;00 | g 0<t)
Total Uncertainty (TU), Epistemic Component (EU),
+Eo,[H(Y: | ¢,00,0<)] .
Aleatoric Uncertainty (AU),

(14)

Here, the aleatoric term captures the residual uncer-

tainty within each fixed visual condition, while the

epistemic term captures the reducible disagreement

across visual conditions.

G.2 Proposition 1: JSD as a Visual-Condition
Epistemic Component

Proposition G.1 (JSD as conditional mutual in-
formation). Under the setup of §G.1, the Jensen—
Shannon Divergence between P; and Q) is exactly
the conditional mutual information between the
next token and the visual condition:

JSD(P; || Qr) = I(Ys: O, | ¢,01).  (15)

Proof. By the definition of mutual information,
I(n; @U ’ q, 0<t)
- H(K& ‘ Q70<t) - H(E ’ q, @U70<t)
- H(Mt) - EGU[H(Y% | q, @”Uv O<t)]
= H(M;) — 3 [H(P) + H(Q1)]. (16)

Meanwhile, the Jensen—Shannon Divergence with
uniform mixing weights (Lin, 1991) satisfies

JSD(P; || Q¢) = H(My)
which matches Eq. (16). ]

a7

Remark. Proposition G.1 shows that JSD is ex-
actly the mutual information between the next to-
ken and the visual condition. In this sense, JSD
quantifies how strongly the next-token prediction
depends on the visual input.

G.3 Proposition 2: |A H;| as Condition-Wise
Aleatoric Change

Proposition G.2 (|A H,| as aleatoric change). The
absolute entropy gap |AH;| defined in Eq. (6) mea-
sures the magnitude of the change in conditional

predictive entropy induced by visual perturbation:

|AH| = |H(Y; | q,0,=1I",04)

(18)
- H(Y;f | q>@v:I’O<t)"

Proof. Under each fixed visual condition, the con-
ditional predictive entropy is

H(Yt ‘ q, 91):[’ O<t) = H(Pt)v

19

H(Y: |0.0,~T\0c) = HQ).
Therefore, by Eq. (6),

AHy = H(Q:) — H(P), (20)

and its absolute value equals the magnitude of the
condition-wise entropy change. 0

Remark. Unlike the aleatoric term in Eq. (14),
which averages uncertainty across visual condi-
tions, |AH;| measures how much the predictive
entropy changes between them. A large |AH|
therefore indicates that the token is sensitive to the
visual input, whether the perturbation makes the
model more confident or less confident.

G.4 Proposition 3: Non-Equivalence and
Complementarity of JSD and |A H,|

Proposition G.3 (Non-equivalence and comple-
mentarity). The two visual signals JSD(P;||Q;)
and |AH;| = |H(Q¢) — H(FP;)| capture comple-
mentary aspects of the predictive shift between
P; and Q). In particular, neither signal deter-
mines the other alone: (i) |A H;| may vanish while
JSD(P;||@Q¢) remains strictly positive, and (ii) dis-
tinct pairs of distributions may share the same
| A H;| while exhibiting different JSD values.

Proof by construction. We provide two examples
on a 3-symbol vocabulary V = {vy, ve, v3}.

Case (a): Zero entropy gap but positive JSD.
Let

P, =(1,0,0), Q;=(0,1,0).

Then both distributions are deterministic, so

H(P) = H(Q:) =0,
AH| = |H(Qq) — H(P)| = 0.

However, P; and (); place all probability mass on
different tokens, so
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Case (b): Same entropy gap but different JSD.

Consider the two pairs:

Pt(l) = (17 07 0)7

and
2 2
Pt():(ov()?l)’ Qg)—(%,%,O)
For both pairs,
H(PY) = H(PP) =0,
H(QY) = H(Q”) =1log2
Hence,

IAHY | = |AHP) | = log2.

However, their Jensen—Shannon divergences differ:

3 4
18DV [QY) = Jlog 5.
ISD(PP Q) = log?2.

Thus, the same entropy gap may correspond to
substantially different distributional disagreement.

Taken together, these examples show that
JSD(P||Q¢) and |AH,| are non-equivalent and
complementary: one may vanish while the other is
positive, and even when the entropy gap is fixed,
JSD can still vary substantially. O

Remark. Proposition G.3 clarifies the role of the
two visual signals in VEPO. JSD captures disagree-
ment between the predictive distributions under dif-
ferent visual conditions, whereas |A H;| measures
how much the corresponding predictive uncertainty
changes. Because these signals encode different
aspects of the predictive shift, relying on only one
of them may fail to recover all visually sensitive
tokens. This is consistent with the ablation results
in Table 2, where removing either signal degrades
performance.

G.5 Proposition 4: g; as a Soft
Noisy-OR-Style Aggregation

Proposition G.4 (Soft noisy-OR aggregation). The
joint visual-dependency score:

g =1—(1-75)*Q—JAH)"™™ (@21
admits a noisy-OR-style interpretation as a soft
union over two complementary visual-sensitivity
cues.

Proof. For two independent binary events A and B
with marginal probabilities p 4 and pp, the classical
noisy-OR-style takes the form:
P(AUB)=1-(1-pa)(1—-pp). (22)
VEPO’s score in Eq. (21) has the same
complement-product structure, while introducing
weights o and 1 — « to control the relative empha-
sis placed on JSD and |AH;|. Asa — 1, gt — I
asa— 0, g — |E{tl Thus, g; can be viewed as
a soft union operator that prioritizes tokens that are
salient under either visual cue, while still allowing
one cue to dominate when appropriate. O

Remark. Proposition G.4 provides a probabilis-
tic intuition for the multiplicative aggregation in
VEPO. Unlike additive fusion, aj; + (1—a)|AHy|,
the complement-product form saturates more nat-
urally when either cue is strong, making it better
suited for retaining tokens that spike along one
visual-sensitivity axis but not necessarily the other.
This interpretation is consistent with our empiri-
cal observation (Table 2) that replacing the multi-
plicative aggregation with additive fusion degrades
performance.

G.6 Putting It Together: The Full Scoring
Function

Combining Propositions G.1-G.4, VEPO’s per-
token score

(23)

Here, the bracketed term acts as a soft union over
the two complementary visual cues, while h; mea-
sures token informativeness. This score admits a
three-layer interpretation:

(i) j; captures visual-condition disagreement
through conditional mutual information
(Proposition G.1);

(ii) |ﬁ{ ¢| captures the magnitude of condition-
wise predictive-entropy change (Proposi-
tion G.2);

(iii)) g combines these complementary cues
through a noisy-OR-style soft union, while
multiplication by hy further prioritizes tokens
that are also informative under the original
(unperturbed) distribution.
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This interpretation helps explain why VEPO’s joint
vision-entropy token selection strategy is effective
at identifying visually grounded and highly infor-
mative tokens.

H LLM Usage Statement

We used Large Language Models (LLMs) as auxil-
iary tools to assist with the writing process. They
were used solely to polish the language and im-
prove readability, with no influence over the re-
search design, experimental implementation or
analysis. We conceived and executed all method-
ological contributions, experiments, and conclu-
sions independently.
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I Algorithm

Algorithm 1 summarizes the VEPO pipeline. It first generates responses with standard rollout, then
computes token-level visual-dependency signals by comparing model predictions under the original and
perturbed images. Based on the resulting token scores, only the top-k fraction of tokens is retained for

policy gradient updates.

Algorithm 1 VEPO: Vision-Entropy Token Selection for Policy Optimization

Require: Policy model 7y; prompt set D; original image I; noise step 7; score weight «; retention ratio k

Ensure: Updated policy my

1: for each training iteration do

2:  //Stage I: Rollout with original image

3: Sample responses {o®)}1_ ~ (- | ¢, 1)

4:  Compute reward r(*) and group-relative advantage A*)

5 // Stage 2: Counterfactual forward pass
6:  Construct perturbed image
7
8
9

' VI +VT-are e~ N(OI)

for each response 0 = (01, ...,0r) do
: for each token positiont =1,...,7 do
10: Pt<—7l'9(' ‘ q,I,O<t)
1 Qr (- | ¢, 1", 0<t)
12: end for

13:  end for
14:  // Stage 3: Compute token-level visual dependency signals
15:  for each token positiont =1,...,7 do

16: M; < 3(P + Q)

17: JSD; < 3KL(P||My) + $KL(Q4[|M;)
18: Hy + =3, Pi(v)log Pi(v)

19: HP =37 Qi(v) log Qi (v)

20: AH; + HpPask — H,

21:  end for

22:  // Stage 4: Score computation and token selection
23 i, ]E-It\, h; < MinMaxNorm(JSD;, |AH;|, Hy)
24:  for each token positiont =1,...,7T do
25: g 1= (1= ) (1= |AH,|)} e
26: Ct < Gt - Bt
27:  end for
28:  Cp<+1 [ct € Top-[k - T]({CT}ZZI)]
29:  //Stage 5: Masked policy gradient update
i bomi Gy
>y e Cr
31: Update 0+ 60— nVQZ:VEpo
32: end for

30: ACVEPO —

/[ original image forward
/I perturbed image forward

/] per-response

// joint visual-dependency signal
// entropy-gated score

// binary mask
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J Qualitative Cases

Qualitative Case 1: VEPO vs. Top-Entropy

Question: The running result of the following programis ___.

1
Ground truth: 39
Py 1 Legend. ’ Both ‘ ’ VEPO-only ‘ ’ Entropy-only
a=Z
| = Generated response.
[b=3

i}
lc=4 . The m’ W is as follows:

1. [Initialize | the [ variables | a = 2, [ \quad|p = 3, c =4

b=c+2 2. bto@:a:b:i&

le=b+4 3. 2t0@:b=c+2:4+2:6

|d=(a+b+c)/3 4. W@.4teﬂ'c=b+4=6+4=10

PRINT “d—".d 5 [Calculate]d|[)][as][the][average]of a, b, and c: d = [\fracl{a +b +

| c}H{3} = 3+6“° =%
|END | MValueofd d= %

</[think > \[boxed [ 2}

Representative Token Selections.

Both: | Initialize | | variables | | Assign | | Assign | | Calculate | | Print
VEPO-onty: 2] [¢] (5] [8] [0] [+] [<] (5] [be] [te]
Entropy-only: | think | | reasoning | | :\n\n ’quad‘ ‘)\n‘ - ]\n\n M boxed

- J

Figure 6: A qualitative comparison between VEPO and Top-Entropy on a visually grounded program-tracing
example. The upper panel shows the program image and generated response, while the lower panel groups
representative token selections into shared, VEPO-only, and entropy-only categories.

44425



Qualitative Case 2: VEPO vs. Top-Entropy

Question: As shown in the figure, according to the given program, if the input is = = /3, then the output result is

G_r(;und truth:

Legend. ‘ Both ‘ ’ VEPO-only ‘ ‘ Entropy-only ‘
- Generated response.
2l <thine
Y=L Sl Y=Ll The‘ reasoning || process ‘ is as‘ follows ‘:
A 14 5 Since the | input |is z = v/3, we | check the‘ condition|a > @1. Here, /3 =~

1.732,|which |is | greater || than | 1. Therefore, the | condition ‘x > 1is true.

According to the | flowchart |, ’ when ‘ x > 1, the | value |of y is | given |by y =

22 — 1. So, substitute = /3 into the | equation |

y=(H3)?-1=3-1=2

Thus, the‘ output H result ‘is 2.</’ think ‘> \boxed {2}

Representative Token Selections.

Both: ‘ reasoning‘ ‘ process ‘ ‘ input ‘ ‘ check ‘ ‘ condition ‘ ‘ flowchart ‘ ‘ value ‘ ‘ output ‘ ‘ result ‘

VEPO-only: ’ greater ‘ ’ than ‘ ’when ‘ ’ given ‘ ’ equation ‘

Entropy-only: ‘ follows ‘ @ ’ which ‘

S J

Figure 7: Another qualitative comparison between VEPO and Top-Entropy on a visually grounded program-tracing
example.
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