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Across Historically Linked Languages and Regional Dialects
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Abstract

Bangla culture is richly expressed through re-
gion, dialect, history, food, politics, media,
and everyday visual life, yet it remains under-
represented in multimodal evaluation. To ad-
dress this gap, we introduce BANGLAVERSE, a
culturally grounded benchmark for evaluating
multilingual vision—language models (VLMs)
on Bengali culture across historically linked
languages and regional dialects. Built from
1,152 manually curated images across nine do-
mains, the benchmark supports visual question
answering and captioning, and is expanded into
four languages and five Bangla dialects, yield-
ing ~32.2K artifacts. Our experiments show
that evaluating only standard Bangla overes-
timates true model capability: performance
drops under dialectal variation, especially for
caption generation, while historically linked
languages such as Hindi and Urdu retain some
cultural meaning but remain weaker for struc-
tured reasoning. Across domains, the main bot-
tleneck is missing cultural knowledge rather
than visual grounding alone, with knowledge-
intensive categories. These findings position
BANGLAVERSE as a more realistic test bed for
measuring culturally grounded multimodal un-
derstanding under linguistic variation.

1 Introduction

Multilingual vision-language models (MVLMs)
are increasingly deployed in culturally and linguis-
tically diverse settings, yet their evaluation remains
overwhelmingly centered on standard language va-
rieties (Nayak et al., 2024). For Bangla, exist-
ing multimodal resources are still scarce and lim-
ited in scope (Pawar et al., 2025). Most avail-
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able datasets focus narrowly on visual question an-
swering and often depend heavily on synthetic an-
notation pipelines (Barua et al., 2025), resulting
in benchmarks that insufficiently capture cultur-
ally grounded and linguistically authentic usage.
Recent work on culturally specific benchmarks in
other regions has further shown that multimodal
evaluation must go beyond surface-level transla-
tion and account for cultural context, local knowl-
edge, and linguistic diversity (Faraz et al., 2025;
Liu et al., 2025). However, there remains no com-
prehensive dialect-aware benchmark for evaluating
MVLMs on Bangla culture.

A central limitation of existing evaluation prac-
tices is that they treat standard Bangla as a suffi-
cient proxy for Bengali cultural understanding. In
reality, culture is not expressed only through stan-
dardized language, but also through regional di-
alects, historically linked languages, and locally sit-
uated forms of description, reference, and reason-
ing (Adilazuarda et al., 2024). As a result, eval-
uating only standard Bangla underestimates how
fragile multilingual VLMs can be when the same
cultural content is expressed through dialectal and
cross-lingual variation. A model that appears com-
petent in standard Bangla may still fail to preserve
cultural meaning, visual grounding, or linguistic
consistency when tested on regional varieties.

To address this gap, we present BANGLAVERSE,
a culturally grounded multilingual and multidialec-
tal benchmark for evaluating MVLMs on Bengali
culture across standard Bangla, historically linked
languages, and regional dialects. BANGLAVERSE
is built from a manually curated, image-centric
core dataset spanning nine culturally rich domains,
and is extended across four languages: Bangla,
English, Hindi, and Urdu; as well as five Bangla
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Dataset

| VQA | CAP. | #ART. | CA | CMA | Multi | DIAL | H.Eval

BengaliVQA (Islam et al., 2022) v X 5,000 X X X X X
Bengali CLEVR (Hasan et al., 2023) v X 12,291 X X X X X
Bangla VQA v2.0 (Rafi et al., 2022) v X 13,046 X X X X X
CVQA (Romero et al., 2024) v X 286 v v v X X
ChitroJera (Barua et al., 2025) v X 15,292 v v X X v
BanglaProtha (Fahim et al., 2026) v X 8,034 v v X X v
BANGLAVERSE (Ours) | v | v |32247| v | Vv | Vv | Vv | V

Table 1: Comparison with related Bangla and culturally grounded multimodal benchmarks. VQA = Visual Question
Answering, CAP. = Captioning, #ART. = Total Number of Artifacts, CA = Cultural Awareness, CMA = Categorical
Metadata Availability, Multi = Multilingual, DIAL = Dialectal Coverage, and H. Eval = Human Evaluation.

dialects: Barishal, Chittagong, Noakhali, Rang-
pur, and Sylhet. The benchmark supports two
image-grounded tasks: Visual Question Answer-
ing (VQA) and Image Captioning (CAP). Our
main contributions are as follows:

* We introduce BANGLAVERSE, a cultur-
ally grounded multilingual and multidialectal
benchmark for Bengali culture understanding,
built on 1,152 manually curated images with
high-quality annotations verified through a
collaborative cross-checking process.

* We expand the benchmark to four languages
and five Bangla dialects, yielding ~32.2K to-
tal artifacts across captioning and visual ques-
tion answering tasks, and enabling system-
atic evaluation across historically linked lan-
guages and regional varieties.

* We conduct a comprehensive empirical study
of state-of-the-art multilingual VLMs under
multiple prompting strategies, showing that
evaluation only on standard Bangla can ob-
scure substantial weaknesses that emerge un-
der dialectal and cross-lingual variation.

2 Background and Related Works

2.1 Background

Bangla has evolved through a long history of
cultural, political, and linguistic exchange across
South Asia, making Bengali cultural expression
deeply connected to neighboring languages and re-
gional speech varieties (Shahen et al., 2019). Moti-
vated by this history, we extend our benchmark be-
yond standard Bangla to English, Hindi, and Urdu,
which remain important due to their historical,
cultural, and communicative links with Bangla,
as well as their relevance in education, media,
and digital communication (Sakib, 2023). At the

same time, evaluating Bengali culture only through
standard Bangla is insufficient, since much of
Bangladesh’s cultural life is expressed through
regional dialects and locally grounded forms of
speech (Hasan and Rahaman, 2014; Karmaker,
2019; Hasan and Roy Dipta, 2025; Hasan et al.,
2026). We therefore include five major Bangla di-
alects, Barishal, Chittagong, Noakhali, Rangpur,
and Sylhet, which together capture a broad range
of socially and culturally salient variation across
Bangladesh.

2.2 Related Works

A growing body of work has emphasized that mul-
timodal evaluation should reflect cultural context
rather than relying solely on generic or Western-
centric imagery. In Bangla, several multimodal
datasets have been introduced, but most remain
limited either in cultural scope or annotation au-
thenticity. BengaliVQA (Islam et al., 2022), Ben-
gali CLEVR (Hasan et al., 2023), and Bangla VQA
v2.0 (Rafi et al., 2022) primarily target visual ques-
tion answering, but the first two are translated
from English benchmarks while the third remains
relatively narrow in cultural coverage. CVQA
(Romero et al., 2024) and ChitroJera (Barua et al.,
2025) move closer to culturally aware evaluation,
yet CVQA is small in scale and ChitroJera relies
heavily on GPT-4 Turbo-generated annotations,
which may limit authenticity and grounding in real
cultural usage.

A recent and closely related effort is BanglaPro-
tha (Fahim et al., 2026), which studies Bengali
cultural understanding as a long-tail multimodal
evaluation problem. It introduces a Bengali cul-
tural VQA benchmark organized around multi-
ple cultural aspects, with native Bengali questions
and semantically similar answer options, and eval-
uates different classes of VLMs under prompt-
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Figure 1: Overview of the BANGLAVERSE dataset and experimental setup. The figure shows the two task types,
example annotations for each task, artifacts generation and evaluation pipeline with multiple metrics.

ing and fine-tuning settings. While it’s a vital
step forward for representing Bengali culture, it
strictly focuses on VQA and misses the region’s
rich dialectal and multilingual variations. Be-
yond Bangla, there is growing interest in cultur-
ally grounded multimodal benchmarks for other
languages and regions. Maji et al. (2025) intro-
duced DRISHTIKON, a multilingual benchmark
centered on Indian cultural contexts, while Alwa-
jih et al. (2025) proposed PALM, a large-scale,
community-driven dataset spanning all 22 Arab
countries with instruction—response pairs in both
Modern Standard Arabic and dialectal variants.
These efforts highlight the importance of cultural
inclusivity, contextual grounding, and broader
linguistic coverage in multimodal and language
model evaluation.

Despite this progress, an important limitation re-
mains across existing Bangla benchmarks: evalua-
tion is almost always conducted only in standard
Bangla. In practice, however, culture is expressed
not only through standardized language but also
through regional dialects, local lexical choices, and
historically linked languages (Keleg, 2025). As
a result, existing resources cannot reveal whether
multilingual VLMs genuinely understand Bengali
culture or merely perform well on standardized
forms of it. A comparison of existing Bangla
and culturally grounded multimodal benchmarks is
provided in Table 1.

3 Dataset Creation

In this section, we present the overall pipeline for
the BANGLAVERSE dataset, shown in Figure 1.

3.1 Data Collection

We collected images and associated textual context
from a combination of online and offline sources,

including news articles, Wikipedia, Banglapedia,
historical books, and general knowledge books. A
comprehensive list of these sources are provided
in Appendix A.l. Initially, we gathered a prelimi-
nary pool of 2,019 candidate instances. We then
rigorously curated the dataset following specific
taxonomy-driven guidelines (Appendix A.2) to en-
sure the data accurately reflected the target cultural
concepts. This curation was conducted by the five
authors, who were all native Bengali speakers. Af-
ter the curation, the final dataset contained 1,152
unique images. We organized the final curated ma-
terials into nine major domains: Culture, Food,
History, Media & Movies, National Achievements,
Nature, Personalities, Politics, and Sports. These
specific domains were carefully selected because
they collectively encapsulate the multifaceted na-
ture of Bengali identity. Rather than defining cul-
ture strictly through traditional customs or attire,
we adopt a holistic framework where historical
milestones, regional geography, traditions, public
figures, and everyday entertainment all contribute
to the societal ethos. Each domain contains an
images directory and an annotations directory.

3.2 Annotation Setup

The dataset was annotated by the same five authors
through a collaborative process. Four primary an-
notators are senior undergraduate students major-
ing in Data Science who possess a deep academic
knowledge of LLMs and their relationship with cul-
tural understanding. A fifth author, serving as the
adjudicator, is a domain expert with prior research
experience in LLM cultural understandings, who
was responsible for resolving any disagreements
among the annotators. Each annotator was initially
assigned two domains, with one annotator cover-
ing three domains to account for all nine domains.
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Category  Type Count  Category Type Count  Category Type Count
Images 114 253 Images 150 Images 150

Q.it; Captions 1,026 w Captions 1,350 i’ﬁ Captions 1,350
Culture VQA 2,052 Medli'l & VQA 2,592 Personalities VQA 2,700
Total 3,192 Movies Total 4,092 Total 4,200

_ Images 150 Images 75 Images 150
@,: J Captions 1,350 wEAX Captions 675 Captions 1,350
F d VQA 2,709 National VQA 1,332 VQA 2,754
Total 4,209  Achievements  Total 2,082 Total 4,254

Images 150 Images 150 Images 63

% Captions 1,350 @ Captions 1,350 Captions 567
History VQA 2,772 Nature VQA 2,691 VQA 1,125
Total 4,272 Total 4,191 Total 1,755

Unique Images 1,152
Captions (9 linguistic varieties) 10,368
VQA Items (9 linguistic varieties) 20,727
Total Artifacts 32,247

Table 2: Overall statistics of BANGLAVERSE across 4 languages and 5 Bangla dialects. Caption and VQA counts
are expanded across the 9 linguistic varieties; each domain total is the sum of its images, captions, and VQA items.

The annotated instances were then reassigned to
other annotators on a domain-wise basis. This pro-
cess helped minimize annotator-specific bias and
improve consistency. We ensured that each do-
main was annotated by at least two primary anno-
tators, achieving an overall inter-annotator agree-
ment of x = 0.87. For a detailed domain-wise
breakdown, see Appendix B. Disagreements most
commonly involved the degree of cultural speci-
ficity to include, the interpretation of culturally
nuanced visual elements, and the formulation of
semantically similar but clearly incorrect answers.
Such cases were discussed among the annotators
and resolved by the adjudicating author.

3.3 Artifacts Generation

We generated the final benchmark artifacts through
a two-stage pipeline built on top of the manually
curated Bangla source dataset. Each source in-
stance consists of an image paired with two image-
grounded task annotations: a caption and a VQA
item. The source Bangla annotations served as the
canonical reference point for all subsequent multi-
lingual and dialectal artifact generation.

In the first stage, we performed multilingual ex-
pansion by translating the Bangla annotations into
three historically linked languages: English, Hindi,
and Urdu. For each target language, we used
Gemini-2.5-Flash to translate both captions and
VQA instances. During this process, we aimed to
preserve not only the literal semantic content of

the source annotation but also its cultural speci-
ficity, pragmatic intent, and alignment with the vi-
sual content. In particular, we took care to ensure
that culturally salient references, named entities,
and locally meaningful expressions were retained
as faithfully as possible rather than being replaced
with more generic alternatives.

In the second stage, we generated multidialec-
tal variants of the benchmark to capture regional
linguistic diversity within Bangla itself. We con-
sidered five major Bangla dialects: Barishal, Chit-
tagong, Noakhali, Rangpur, and Sylhet. Rather
than directly prompting a general-purpose model
to produce dialectal outputs, we adopted a ded-
icated dialect generation strategy. We first fine-
tuned the Qwen?2.5-3B-Instruct model on a na-
tive standard-Bangla-to-dialect translation dataset
derived from the BanglaDial corpus (Mabhi et al.,
2025), so that it could better capture lexical and
morphological features specific to each dialect. Be-
cause the original corpus does not feature a prede-
fined evaluation set, we randomly partitioned the
dataset into an 80% training and 20% held-out
test split. To validate this, we conducted an in-
trinsic evaluation on this newly created test split,
achieving a strong average BLEU of 30.16 and
ChrF of 54.57 across all dialects, and demonstrat-
ing exceptional semantic preservation with an av-
erage BS-L3Cube F1 of 0.787 and a Gemini Em-
bedding Similarity of 0.973. See Appendix C for
additional details regarding the fine-tuning model.
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The fine-tuned model was then used to convert
the source Bangla captions and VQA items into
dialect-specific forms. By keeping the image fixed,
we created a controlled setting for studying how
model performance changes when the same Ben-
gali cultural content is expressed through different
dialectal varieties.

To rigorously validate the authenticity of our
generated artifacts, we also conducted a compre-
hensive human evaluation on a representative sub-
set of the data. Five senior Computer Science
undergraduates familiar with LLMs, each a na-
tive speaker of one of the five different dialects,
voluntarily evaluated the dialectal outputs. Con-
currently, three of the authors performed back-
translation validation on the multilingual variants.
We systematically sampled 10 instances per do-
main for each of the 9 linguistic variants, result-
ing in 90 samples per variant and 810 manually
assessed instances in total. Evaluators assigned
scores using a discrete 3-point scale: 0 (Inaccu-
rate), 1 (Acceptable with Minor Revisions), and
2 (Flawless). The results demonstrated excep-
tional generation quality and authenticity, with
92.6% of the evaluated artifacts receiving the max-
imum score of 2. We have included a boolean
is_human_validated metadata field across the
dataset to explicitly track this distinction. A value
of true indicates the artifact was manually authen-
ticated by our evaluators, while false denotes it
was generated or translated without direct human
review. Further details regarding the human evalu-
ation are available in Appendix D.

3.4 Dataset Statistics

Table 2 summarizes the overall corpus statistics
across nine cultural domains, four languages, and
five Bangla dialects. The benchmark comprises a
foundational set of 1,152 unique images. To evalu-
ate multidialectal and multilingual capabilities, the
base annotations for each image were expanded
across nine distinct linguistic variations (Figure 2).
Consequently, the base caption and VQA counts
are multiplied by 9, resulting in 10,368 captions
and 20,727 VQA pairs, yielding 32,247 artifacts
overall. Domains such as Food, History, Media
& Movies, Nature, Personalities, and Politics con-
tribute the largest number of samples, whereas Na-
tional Achievements (n = 75) and Sports (n =
63) remain comparatively smaller. The smaller
scale of these two domains reflects their inherently
factual and event-based nature. Their inclusion

Evaluated Bangla dialects

I Barishal

I Chittagong
Noakhali

I Rangpur

I Sylhet

Raropug

Sylhet

ALV Chittagong
Barishal )\ °¢y
SPoBT

Historically linked languages

Urdu

Hindi

Bangla

Figure 2: Geographical distribution of evaluated di-
alects and the historically linked languages.

strictly depends on the occurrence of highly no-
table, documented milestones or specific sporting
events, which are naturally fewer in number than
general cultural concepts. Among all domains,
History and Politics contain the highest number of
VQA annotations. The average caption length is ~
90-140 characters, while the average VQA ques-
tion length ranges from 50-80 characters. This
indicates that the dataset goes beyond very short
or template-like annotations and supports more
meaningful evaluation of culturally grounded mul-
timodal understanding.

3.5 Overview of Tasks

Visual Question Answering. For each image,
we construct a VQA instance designed to test
both direct visual understanding and culturally
grounded commonsense reasoning. Each ques-
tion is formulated based on the visible image con-
tent, while also requiring the model to interpret
culturally specific practices, objects, events, or
implicit context when necessary. To maintain
consistency and evaluability, each VQA item is
paired with four multiple-choice answer options,
consisting of one correct ground-truth answer and
three carefully crafted distractors. For example,
for image_id: culture_114, we include the
question: RRTS F IJAE IE@ I IG Il
_’R? (What task is being performed using the
cow in the image?) with options ["4I9 3" "Gy

45425



SIE" " Ew " CoN-Amg @8] ([ “Paddy thresh-
ing”, “Land cultivation”, “Grain reserve”, “Cat-
tle feed preparation” ] ), where the correct answer is
"G BR" (“Plowing the field”). To prevent mod-
els from relying on simple process-of-elimination,
the distractors are designed to be culturally rele-
vant and visually plausible. Instead of using ran-
dom or out-of-context phrases, we curate incorrect
options that represent related regional activities,
similar objects, or plausible alternative scenarios
(e.g., “Threshing rice” is a valid agricultural task
but incorrect for the specific image).

Caption Generation. Each image is also paired
with a natural language caption describing the vi-
sual content in Bengali. The captions are designed
to provide concise yet culturally informative de-
scriptions of the entities, actions, and contexts de-
picted in the image. Rather than merely listing
visible objects, the captions often include cultur-
ally meaningful details that help situate the image
within Bengali social, historical, or everyday life.
For instance, for image_id: culture_114, the
caption is: "2RCS FIF oA A My &N B
T, T A FF &% 1" (The farmer is plow-
ing the field with oxen, a tradition of rural agri-
culture.). This task evaluates whether a model can
generate fluent and visually grounded descriptions
while preserving the cultural significance.

4 Experimental Setup
4.1 Models

We evaluated several multilingual and multi-
modal open- and closed-source models. Our
experiments include Gemma3-4B, Gemma3-12B,
Gemma3-27B, Qwen2.5-VL-7B, Qwen3-VL-8B,
and GPT-4.1-mini. This selection allows us to
compare models of different scales, architectural
families, and training regimes, and to examine how
such differences affect culturally grounded vision—
language understanding.

4.2 Prompting Techniques

To systematically evaluate the models’ culturally
grounded vision-language understanding, we em-
ploy zero-shot, few-shot, and chain-of-thought
(CoT) (Wei et al., 2022) prompting strategies. The
zero-shot and few-shot templates strictly instruct
the models to generate outputs exclusively in the
source language without extraneous explanations.
For the few-shot setting, a fixed set of examples
was randomly sampled from a held-out split for

each specific domain and language, and these iden-
tical examples were applied consistently across all
evaluated models. For more complex reasoning in
the VQA task, Col prompting is utilized, allowing
models to generate intermediate logical steps be-
fore yielding the final formatted answer. Across all
evaluation settings, the decoding temperature is set
to 0.1 to ensure highly deterministic outputs. All
prompts are provided in Appendix E.

4.3 Evaluation Metrics

We evaluate the benchmark using task-specific
metrics tailored to captioning and visual ques-
tion answering. For image captioning, we report
BERTScore-F1 (Zhang et al., 2020) to measure se-
mantic similarity between generated and reference
captions, and LLM-as-a-Judge (Gu et al., 2024)
scores, primarily utilizing Gemini-2.5-Flash
alongside GPT-5-mini for robust cross-validation,
to capture overall caption quality beyond surface-
level lexical overlap. The models evaluate captions
across four dimensions: Relevance, Clarity, Con-
ciseness, and Creativity, to compute a final holistic
score ranging from O to 1. For visual question an-
swering, we use accuracy (%), defined as the per-
centage of questions for which the model selects
the correct answer option.

To assess the reliability of the LLLM-as-a-Judge
evaluation, we conducted a focused human re-
view with two independent subject-matter experts
(SMEs) who are native Bangla speakers and hold
degrees in culturally grounded language interpre-
tation. Inter-annotator agreement between the two
SMEs was measured over the evaluated samples
using Cohen’s &, yielding a score of 0.78, which
indicates strong agreement. We adopted the 0-
100 human scoring rubric with three components
proposed by E Sobhani et al. (2026): (i) deci-
sion accuracy (0-50 points): evaluates whether
the judge makes the correct quality judgment;
(ii) reasoning alignment (0—40 points): measures
whether the supporting analysis is logically consis-
tent with the decision; and (iii) explanation clar-
ity (0-10 points): captures how clear and well-
justified the explanation is. Using this rubric, the
SME:s reviewed 100 output samples. All the sam-
ples evaluated in this phase were exclusively in
Standard Bangla, specifically chosen to leverage
the SMEs’ native proficiency and deep expertise
in Bengali history, culture, and linguistic depth.
The Gemini-as-a-Judge achieved a Human Consis-
tency Score ranging from 90.89 to 92.01 out of
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Figure 3: Dialect variation across models. We compare each model’s average VQA accuracy (zero-shot, few-shot,
and CoT) and caption quality on standard Bangla against its mean performance across the five regional dialects.

100 across experiments, indicating that its judg-
ments align closely with expert evaluation. Fur-
thermore, the inclusion of GPT-5-mini success-
fully mitigated concerns of self-preference bias.
Across all nine linguistic variants, the two judges
exhibited a strong positive correlation (Avg. Pear-
son r = 0.706, Avg. Spearman Rank p = 0.701),
confirming that the relative rankings of model cap-
tion quality assessment remain highly stable (see
Appendix F for full details).

5 Results and Analysis

In this section, we analyze the performance of mul-
tilingual VLMs through three core research ques-
tions (RQs) For full experimental results, see the
Appendix I.

RQ1: How robust are multilingual VLMs to di-
alectal variation when understanding the same
Bengali cultural content? To answer RQI1, we
compare standard Bangla with the five Bangla di-
alects, as shown in Figure 3, while keeping the un-
derlying image fixed so that any gap reflects lin-
guistic variation rather than visual difficulty. Over-
all, multilingual VLMs are not fully robust to di-
alectal variation. The drop is modest but consis-
tent for VQA, and much larger for caption gener-
ation. For instance, GPT-4.1-mini drops from
61.22% to 58.93% in VQA from Bangla to Dialect
Avg (—2.29 points), but its caption quality falls
from 56.24 to 41.41 on LLM-Judge x 100 (—14.84
points). A similar pattern holds for Gemma3-27B,
which remains the strongest open model on this
comparison: its VQA decreases only from 64.82%
to 63.14% (—1.68 points), while caption qual-
ity drops from 53.90 to 43.35 (—10.55 points).

These results show that dialectal robustness is sub-
stantially weaker for free-form generation than for
answer-constrained reasoning.

The dialect penalty is also model-dependent, but
no model is fully dialect-invariant. Gemma3-12B
shows a —2.90-point VQA drop and a —12.15-
point caption drop, while Qwen2.5-VL-7B drops
by —1.91 VQA points and —7.10 caption points.
Even when the VQA degradation is small, the
captioning degradation remains substantial, indi-
cating that models can often still identify the
correct answer from options but struggle to gen-
erate culturally grounded descriptions when the
input is phrased in dialect. One exception is
Qwen3-VL-8B, whose caption score is nearly flat
between Bangla and Dialect Avg (41.26 vs. 42.32),
although its overall caption quality remains much
lower than the strongest models.

Taken together, these findings answer RQI
clearly: current multilingual VLMs show only
limited robustness to Bangla dialect variation,
and evaluation on standard Bangla alone would
overestimate their true cultural understanding.
To confirm that these degradations are distinct
from random noise, we conducted paired t-tests
comparing Standard Bangla against the dialectal
average, revealing statistically significant perfor-
mance drops for both VQA accuracy (p < 0.001)
and generative captioning (p < 0.001). Fur-
thermore, while smaller domains (e.g., National
Achievements, Sports) naturally exhibit wider 95%
confidence intervals (=~ £3.5% to 4.5%), this ex-
pected variance does not alter the broader aggre-
gated trends of dialectal degradation. Full statisti-
cal metrics and domain-wise confidence intervals
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Model Bangla English (vs. BN) Hindi (vs. BN) Urdu (vs. BN)
VQA Cap. VQA Cap. VQA Cap. VQA Cap.
Gemma3-4B 50.6 52.3 51.6 (+1.0) 602 (+7.9)  50.5(-0.1) 53.2(+0.9) 46.2 (-4.4) 472 (-5.1)
Std. Dev. +14.77 +3.80 +11.85 +4.24 +12.26 +3.55 +10.60 +1.76
Gemma3-12B 60.0 53.8 59.3(-0.7)  58.6(+4.8) 53.0(-7.0) 54.0(+0.2) 47.7(-12.3) 53.0(-0.8)
Std. Dev. +14.46 +3.15 +10.65 +4.23 +10.85 +2.98 +11.30 +2.16
Gemma3-27B 64.8 539  662(+14) 613(+74) 60.7(-4.1) 558(+1.9) 54.6(-10.2) 56.2 (+2.3)
Std. Dev. +14.87 +£5.81 +14.11 +5.36 +13.73 +3.75 +12.91 +3.96
Qwen2.5-VL-7B 50.1 46.1 55.7 (+5.6) 59.5 (+13.4) 49.6 (-0.5)  45.5(-0.6) 50.1 (0.0) 41.0 (-5.1)
Std. Dev. +13.12  +2.75 +11.42 +5.94 +11.60 +3.89 +11.43 +4.59
Qwen3-VL-8B 57.4 41.3 58.8 (+1.4) 60.2(+18.9) 53.3(4.1) 53.8(+12.5) 49.8(-7.6) 50.0(+8.7)
Std. Dev. +12.71  +2.69 +12.42 +6.19 +13.78 +4.72 +12.40 +6.82
GPT-4.1-mini 61.2 56.2  65.0(+3.8) 584 (+2.2) 57.2(-4.0) 56.2 (0.0) 52.3(-8.9)  55.1(-1.1)
Std. Dev. +11.60 +3.85 +13.37 +7.56 +12.80 +4.07 +9.97 +4.45

Table 3: Cross-lingual preservation of Bengali cultural meaning across models. Values in parentheses denote
the delta (increase in green, degradation in red) compared to the Standard Bangla baseline. VQA is measured in
average Accuracy (%) over each language, and Caption Quality (Cap.) is measured via LLM-as-a-Judge (x100).

are detailed in Appendix G.
RQ2. Do historically linked languages pre-
serve Bengali cultural meaning better than stan-
dard cross-lingual translation would suggest?
To answer RQ2, we compare the four standard-
language settings, Bangla, English, Hindi, and
Urdu, to test whether historically linked languages
preserve Bengali cultural meaning better than a
simple translation baseline would suggest. Ta-
ble 3 presents the comparative results alongside
their relative differences (deltas) from the Stan-
dard Bangla baseline. The results show a mixed
but informative pattern: English remains the
strongest overall transfer language, but Hindi
and, to a lesser extent, Urdu preserve cul-
tural meaning in caption generation to a re-
markably high degree despite the cross-lingual
shift. Averaged across models, English achieves
the best performance (59.44% VQA; 59.69 LLM-
Judge x100), followed by Bangla (57.37%; 50.59),
Hindi (54.04%; 53.08), and Urdu (50.12%; 50.40).
Notably, Hindi’s average caption quality (53.08)
slightly exceeds Bangla’s (50.6), even though its
VQA is lower (54.04% vs. 57.37%). This diver-
gence reveals a critical architectural nuance regard-
ing how these models store cultural knowledge:
global association versus fine-grained grounding.
Because captioning relies heavily on global fea-
tures and statistical co-occurrence, the models can
recognize the broad cultural footprint of Bengali
concepts and map them to fluid Hindi descriptions.
However, VQA requires precise spatial reasoning
and object-attribute binding. The distinct drop
in VQA indicates a cross-lingual reasoning bottle-

neck; while the models possess surface-level cul-
tural familiarity in historically linked languages,
they struggle to parse localized visual queries and
ground specific sub-components across linguistic
boundaries. This pattern is especially visible in
representative strong models. For GPT-4.1-mini,
caption quality is identical between Bangla and
Hindi (56.2), despite a noticeable VQA gap (61.2%
vs. 57.2%). Similarly, for Gemma3-27B, Urdu
caption quality (56.2) even exceeds its Bangla
score (53.9), while its VQA drops from 64.8% to
54.6%. This suggests models are effectively ex-
ploiting memorized textual patterns during open-
ended generation, whereas the strict, unforgiving
nature of exact-match VQA exposes their lack of
deep visual grounding in transferred languages. In
short, the answer to RQ2 is partially yes: histori-
cally linked languages like Hindi and Urdu retain
strong “macro” cultural semantic associations—
allowing for robust descriptive generation—but
they suffer from a grounding bottleneck that pre-
vents them from matching Bangla or English in
structured, “micro” cultural reasoning.

RQ3. Is the main bottleneck in Bengali culture
understanding visual grounding, linguistic vari-
ation, or missing cultural knowledge? To answer
RQ3, we average results by domain across all mod-
els and all language/dialect variants, and compare
four signals: zero-shot VQA, few-shot VQA, CoT
VQA, and caption quality. To make the ranking re-
producible, we define a heuristic difficulty score
function, f(d), where d represents a specific do-
main data point. This function measures how far
the results are from perfect (100%) by summing

45428



R Domain VA FS CoT Cap. f(d) Type
1 Food 76.56 69.03 7731 47.54 75.15 o
2 Cult. 6342 59.01 6548 4923 8529 A
3 Nat. Achv. 55.35 50.86 62.33 49.78 87.89 A
4 Hist. 61.07 56.74 63.59 4835 88.06 AN
5  Pers. 58.67 57.42 6228 4345 9427 A
6 Sports 5191 4744 5721 4826 9453 A
7  Nature 5229 53.05 5271 50.58 96.37 o
8 Pol. 45.16 4437 48.11 4495 106.94 A
9 M&M 33.63 3193 3627 43.12 120.61 A

Table 4: Estimating domain-level bottlenecks. Do-
mains are ranked from easier to harder using the f(d).
Based on how domains need to be answered, we labeled
them into three buckets: o = visually concrete, A =
mixed, A = knowledge-intensive. R = Rank, ZS = Zero-
shot VQA, FS = Few-shot VQA, CoT = CoT VQA, Cap.
= Caption Quality, f(d) = Difficulty Score.

the error rate of the best-performing VQA setting
and the error rate of caption generation:

f(d) = (100—max(ZS4, FS4, CoTg))+(100—Cap.4)

Intuitively, this formulation measures the abso-
lute gap from optimal performance. A domain is
ranked as more difficult if it consistently exhibits
lower accuracy despite few-shot or CoT assistance,
alongside poor caption generation. Table 4 sug-
gests that domain-level difficulty is strongly as-
sociated with knowledge demands, which may
be a more significant factor than pure visual
recognition. Visually concrete domains such as
Food are the easiest (difficulty 75.15), while cul-
turally knowledge-intensive domains such as Me-
dia & Movies and Politics are the hardest (120.61
and 106.95). This spread indicates models strug-
gle when interpretation depends on background
knowledge, named entities, or culturally specific
context. We note f(d) is a heuristic proxy; low per-
formance in Politics could also reflect weak entity
recognition or answer-option confusability rather
than a clean “knowledge versus grounding” dis-
tinction (Hossain et al., 2026). Still, compared to
much smaller language/dialect gaps, domain-level
knowledge demands appear as the primary bottle-
neck. Moreover, Col yields the largest gains in
knowledge-heavy domains like National Achieve-
ments (+6.97) and Sports (+5.31) compared to vi-
sually easier ones like Food (+0.75), though overall
performance remains far from perfect. Conversely,
few-shot prompting generally degrades VQA ac-
curacy across most domains, suggesting models
struggle to effectively leverage in-context cultural
examples. Caption quality follows a similar pat-
tern, with Media & Movies being the weakest

(43.12). Taken together, these results support the
hypothesis that models often lack the specific cul-
tural knowledge and fine-grained entity recog-
nition needed to interpret what they see.

6 Error Analysis

To gain actionable insights beyond aggregate met-
rics, we conducted a systematic error analysis on a
stratified random sample of 200 model generations,
restricted exclusively to Standard Bangla (100 sam-
ples) and English (100 samples) to ensure cultur-
ally rigorous manual coding. Out of these, 94 in-
stances exhibited notable errors, revealing that the
primary driver of model failure is a fundamental
lack of grounded local entity recognition (42.6%
of total failures), where models hallucinate unre-
lated or foreign concepts instead of local artifacts.
The second most common mode is surface-level de-
scriptive fallback (30.8%), where models provide
literal visual descriptions but miss the deeper cul-
tural context. Societal and cultural biases, such as
gender stereotyping based on traditional attire, ac-
count for an additional 14.9% of failures. Evalu-
ating these errors across languages reveals distinct
failure pathways. When prompted in English, mod-
els are slightly more prone to entity misrecognition,
suggesting that high-resource language generation
pathways often overwrite localized visual ground-
ing with Western-centric concepts. Conversely,
when prompted in Bangla, models struggle heavily
with language constraint violations (11.7% of total
failures). Despite strict source-language instruc-
tions, models frequently default back to English
terminology during open-ended generation, expos-
ing brittle cross-lingual alignment (Roy Dipta et al.,
2026a). A comprehensive quantitative breakdown
of these categories, exact language-wise error dis-
tributions, and detailed illustrative examples are
provided in Appendix H.

7 Conclusion

In this paper, we introduce BANGLAVERSE, a mul-
tilingual and multidialectal benchmark evaluating
VLM performance on Bengali culture. Through a
curated dataset of ~32.2K artifacts tested across
four languages and five regional dialects, we
demonstrate that current VLMs are highly sensi-
tive to linguistic variation. The observed perfor-
mance drops highlight that the core limitation of
these models lies in insufficient cultural knowledge
rather than pure visual grounding.
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Limitations

BANGLAVERSE offers a culturally grounded bench-
mark that, by design, prioritizes depth of cultural
representation across nine carefully curated do-
mains. While the current dataset comprises 1,152
expert-annotated images, this scale was intention-
ally chosen to ensure high annotation quality and
cultural authenticity. Future iterations can natu-
rally expand both in volume and modality coverage
as the benchmark evolves.

On the linguistic front, BANGLAVERSE cov-
ers five regional dialects, Barishal, Chittagong,
Noakhali, Rangpur, and Sylhet, selected for their
broad social and cultural salience. These five vari-
eties should not, however, be read as representing
the full linguistic and cultural diversity of Bengali-
speaking communities, which extends to further
varieties within Bangladesh as well as West Ben-
gal, Tripura, and Assam’s Barak Valley. Our re-
sults therefore characterize model behaviour on the
varieties evaluated here and should not be general-
ized to Bengali linguistic variation as a whole. Ex-
tending coverage to less widely spoken varieties,
including those of hill tribes, indigenous commu-
nities, and ethnic minorities, is a meaningful direc-
tion for future work.

Our annotation pipeline involved rigorous cross-
verification by native speakers and cultural experts,
which helps minimize subjective bias. As with any
culturally rich dataset, certain local nuances may
benefit from further community-driven refinement
over time. Reassuringly, our systematic human
evaluation did not surface notable inconsistencies
in dialectal translations, lending confidence to the
current annotations.

Finally, our evaluation covers a representative
set of recent multilingual vision-language models.
Given the rapid pace of model development, we
view our results as establishing a reliable base-
line for current capabilities, and we anticipate that
BANGLAVERSE will serve as a continuing testbed
as new architectures emerge. Related audits of
Bengali—-English models report cross-lingual po-
larity inversion and weaker alignment on the for-
mal Bengali register in the text-only setting (Lia
and Roy Dipta, 2026), suggesting the effects we
observe are not confined to multimodal models.
None of the evaluated systems is Bangla-specific;
Bangla-adapted language models exist for text (Ze-
hady et al., 2026) but not yet for the vision—
language setting.

Ethical Considerations

The dataset was developed with careful attention
to ethical standards. All images were collected
from publicly available sources and contain no per-
sonally identifiable information. Annotations were
manually cross-verified to minimize bias, ensure
cultural sensitivity, and avoid harmful or offensive
content. We also note a risk inherent to culturally
grounded benchmarks. Because each item encodes
a single ground-truth reading, treating our anno-
tations as exhaustive accounts of Bengali culture
could reinforce narrow or stereotyped representa-
tions. Model outputs carry a related risk: our er-
ror analysis finds political skew toward prominent
ruling-party figures and gender stereotyping from
visual attributes, echoing text-only findings that
LLMs over-predict government-leaning stances in
Bangla news (Lia et al., 2025). Such outputs are
failure cases, not properties of Bengali culture,
and reproducing them without context could prop-
agate the very biases the benchmark exposes. The
dataset is released solely for research purposes to
advance multimodal understanding in Bangla, and
we encourage responsible use that respects cultural
contexts and does not promote misuse or discrimi-
nation.
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A Additional Information on Data
Collection

A.1 Data Sources and Licensing

To construct BANGLAVERSE, we aggregated data
from a diverse set of online portals, encyclopedias,
and printed literature. We strictly adhered to the
copyright and licensing requirements of each re-
spective source to ensure ethical data collection
and usage.

Data sourced from open-collaboration plat-
forms, such as Wikipedia, were utilized under the
Creative Commons Attribution-ShareAlike (CC
BY-SA 4.0) license. For proprietary sources, in-
cluding news outlets, Banglapedia, and offline
books, data was collected under the provisions of
Fair Use for non-commercial, academic research
purposes. Specifically, we only extracted brief,
factual snippets and low-resolution image artifacts
strictly necessary for multimodal reasoning and
cultural benchmark creation. None of the collected
texts reproduce the creative or monetary value of
the original works. The complete list of sources
and their associated licensing terms is summarized
in Table 5.

A.2 Data Curation Guidelines and Taxonomy

To distill our initial pool of 2,019 candidate in-
stances into a high-quality, culturally represen-
tative benchmark, we followed a strict set of
taxonomy-driven guidelines. The overarching ob-
jective of the curation process was to ensure that
every selected image and its corresponding annota-
tion genuinely reflected the lived reality, heritage,
and multifaceted identity of the Bengali people.

During curation, annotators evaluated each in-
stance against the following domain-specific inclu-
sion criteria (our cultural taxonomy):

e Culture: Instances must depict traditional
customs, festivals (e.g., Pohela Boishakh, Eid,
Durga Puja), indigenous arts and crafts (e.g.,
Rickshaw painting, Jamdani weaving, Nakshi
Kantha), or traditional attire.

* Food: Instances should capture authentic
Bengali culinary traditions. This includes sta-
ple dishes (e.g., rice and Hilsa fish), tradi-
tional desserts and sweets (e.g., Pitha, Roso-
golla), street food culture (e.g., Fuchka, Jhal-
muri), and regional culinary specialties.
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* History: Data must represent significant his-
torical milestones and heritage sites. Key fo-
cus areas include the 1952 Language Move-
ment, the 1971 Liberation War, ancient
archaeological sites (e.g., Mahasthangarh,
Somapura Mahavihara), and historical mon-
uments (e.g., Lalbagh Fort, Shaheed Minar).

* Media & Movies: Instances must cover
iconic elements of Bengali entertainment and
arts. This encompasses legendary cinema,
prominent directors and actors, traditional
music forms (e.g., Baul music), indigenous
musical instruments (e.g., Ektara), and no-
table television or theatrical productions.

* National Achievements: Data in this cate-
gory is strictly factual and event-based, re-
quiring the depiction of highly notable mile-
stones. Examples include major infrastruc-
tural mega-projects (e.g., the Padma Multipur-
pose Bridge, Karnaphuli Tunnel), technologi-
cal advancements (e.g., Bangabandhu-1 Satel-
lite), and international recognitions.

* Nature: Instances should highlight the
unique geographical and ecological land-
scape of the region. This includes the Sun-
darbans mangrove forest, Cox’s Bazar beach,
Sylhet tea gardens, riverine landscapes, and
native flora and fauna (e.g., the Royal Bengal
Tiger, Water Lily/Shapla).

* Personalities: Data must feature historically
or culturally significant figures who have
shaped Bengali society. This includes na-
tional poets and literary giants (e.g., Kazi
Nazrul Islam, Rabindranath Tagore, Begum
Rokeya), scientists, social reformers, and
scholars.

* Politics: Instances should capture the po-
litical history and democratic evolution of
the region, including influential political lead-
ers, historic gatherings (e.g., the historic 7th
March Speech), and key political institutions
like the Jatiya Sangsad Bhaban (National Par-
liament House).

* Sports: Instances should depict both tradi-
tional rural games (e.g., Kabaddi/Ha-du-du,
Nouka Baich/Boat Racing, Lathi Khela) and
culturally significant moments in modern in-



Source Website URL / Book Category

License / Usage Rights

Online Sources

https://allbanglanewspapersbd.com/
https://www.wikipedia.org/
https://en.banglapedia.org/

https://www.goodreads.com/shelf/show/history-bangladesh

https://www.rokomari.com/book/category/1263/
general-knowledge

Copyrighted (Academic Fair Use)
CC BY-SA 4.0

Copyrighted (Educational Fair Use)
Copyrighted (Academic Fair Use)
Copyrighted (Academic Fair Use)

Offline Books (Printed Literature)
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Copyrighted (Academic Fair Use)
Copyrighted (Academic Fair Use)
Copyrighted (Academic Fair Use)
Copyrighted (Academic Fair Use)
Copyrighted (Academic Fair Use)
Copyrighted (Academic Fair Use)
Copyrighted (Academic Fair Use)
Copyrighted (Academic Fair Use)

Table 5: List of source websites and specific books utilized for BANGLAVERSE data collection, along with their

respective licensing or fair use designations.

ternational sports (e.g., landmark victories in
international Cricket or Football).

Quality Checks: Beyond fitting into the taxon-
omy, each curated instance had to pass secondary
checks for visual clarity, factual accuracy of the
text, and freedom from ambiguity. The native cu-
rators leveraged their inherent cultural context to
discard instances where the visual cues were geo-
graphically ambiguous (e.g., generic South Asian
content that lacks distinct Bengali characteristics)
or where the textual context misrepresented the cul-
tural significance of the image.

B Detailed Inter-Annotator Agreement
Analysis

Table 6 provides the full domain-wise breakdown
of the Cohen’s kappa scores between the paired an-
notators (Annotators 1 through 4). The analysis
demonstrates consistent reliability across all var-
ied cultural domains, which averages out to the re-
ported overall k = 0.87.

C Details of the Fine-Tuning Model

To systematically generate multidialectal variants
of the BANGLAVERSE benchmark, we fine-tuned
the Qwen2.5-3B-Instruct large language model.
The model was specifically adapted to translate
standard Bangla textual artifacts into five distinct

regional dialects (Barishal, Chittagong, Noakhali,
Rangpur, and Sylhet) and to natively handle
dialect-based conversational generation.

C.1 Dataset Preparation

The fine-tuning dataset was derived from the
BanglaDial corpus. To establish a robust eval-
uation framework, we randomly partitioned the
dataset into an 80% training split and a 20% held-
out test split, as the original corpus does not pro-
vide predefined partitions. The data was structured
into two primary instruction formats to teach the
model both direct translation and context-aware
generation.

Task 1: Standard-to-Dialect Translation. For
caption and direct context translation, the model
was fed pairs of standard Bengali and their dialectal
equivalents using the following structured prompt:

Translate the following standard
Bengali to [Dialect] dialect:
Standard Bengali: [Standard Text]
[Dialect] dialect: [Target Dialect
Text]

Task 2: Native Dialect Conversation. To en-
sure the model could process and answer questions
formatted in native dialects (essential for the VQA
task), we formulated conversational QA pairs:
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Domain Assigned Annotators Cohen’s k  Sample Size (n)
Culture Annotator 1 & Annotator 2 0.86 114
Food Annotator 2 & Annotator 3 0.91 150
History Annotator 3 & Annotator 4 0.85 150
Media & Movies Annotator 4 & Annotator 1 0.84 150
National Achievements  Annotator 1 & Annotator 3 0.88 75
Nature Annotator 2 & Annotator 4 0.89 150
Personalities Annotator 3 & Annotator 1 0.87 150
Politics Annotator 4 & Annotator 2 0.85 150
Sports Annotator 1 & Annotator 4 0.88 63
Overall Average - 0.87 Total: 1,152

Table 6: Domain-wise Inter-Annotator Agreement (Cohen’s k)

[Question in Dialect]
[Answer in Dialect]

User:
Assistant:

During tokenization, inputs and target outputs
were concatenated, and the causal language mod-
eling objective was applied across the sequence.
Tokenized sequences were capped at a maximum
length of 512 tokens.

C.2 Memory Optimization and PEFT
Configuration

Given the substantial parameter count of the base
model, we utilized Low-Rank Adaptation (LoRA)
alongside several memory-saving techniques to
stabilize training on standard GPU infrastructure.

Prior to applying LoRA, we disabled the KV-
cache (use_cache=False) and explicitly enabled
gradient checkpointing to significantly reduce the
VRAM footprint. LoRA adapters were subse-
quently injected into all primary linear projec-
tion layers within the transformer blocks to max-
imize adaptation capability. The target modules
included the attention matrices (q_proj, k_proj,
v_proj, o_proj) and the feed-forward network
gates (gate_proj, up_proj, down_proj). The
LoRA rank () was set to 16 with a scaling factor
(av) of 32 and a dropout rate of 0.1.

C.3 Training Dynamics and
Hyperparameters

Training was executed using mixed precision
(FP16). To mitigate memory constraints while
maintaining a stable gradient update, we utilized
a micro-batch size of 1 per device, compensated
by 8 gradient accumulation steps.

To  further optimize training  speed,
we enabled sequence length  grouping
(group_by_length=True), which minimizes
the amount of padding required per batch. The

Hyperparameter Value
Base Architecture Qwen2.5-3B-Instruct
Task Type Causal LM
Training Epochs 3

Max Sequence Length 512
Per-Device Batch Size 1
Gradient Accumulation Steps 8
Learning Rate 5x107°
Warmup Steps 500
Precision FP16
LoRA Rank (r) 16
LoRA Alpha () 32
LoRA Target Modules All linear proj.
LoRA Dropout 0.1
Sequence Grouping Enabled

Table 7: Hyperparameters and configurations used for
fine-tuning the dialect generation model.

data collator was configured to pad sequences to
a multiple of 8, optimizing tensor core utilization
on the GPU. The comprehensive hyperparameter
configuration is summarized in Table 7.

C.4 Convergence and Inference Generation

The model converged successfully over the course
of 3 epochs, completing exactly 8,600 global train-
ing steps. Logging was captured every 50 steps,
with checkpoints saved every 1,000 steps. At the fi-
nal training step, the model achieved a training loss
of 0.4528, with a gradient norm of 1.8488 and a de-
cayed learning rate of approximately 1.41 x 1077,
For the generation of the final dialectal artifacts
used in the benchmark, the fine-tuned model was
deployed with a temperature of 0.7 and sampling
enabled (do_sample=True) to ensure fluent, natu-
rally varying dialectal structures, generating up to
50 new tokens per artifact.

C.5 Intrinsic Evaluation Details

To rigorously validate the translation quality of
our fine-tuned Qwen2.5-3B-Instruct model, we
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Dialect N BLEU ChrF WER| BS-L3CubeF1 Gemini Em. Sim.
Barishal 248  39.85 6391 48.15 0.832 0.978
Chittagong 248 22.14 43.12  67.85 0.715 0.964
Rangpur 247 4125  68.42 42.18 0.871 0.986
Noakhali 247  24.12  49.88 59.10 0.738 0.965
Sylhet 248 2345 4753 61.76 0.779 0.971
Average - 30.16 54.57 55.81 0.787 0.973

Table 8: Intrinsic Evaluation of the Fine-Tuned Dialect Generation Model on the BanglaDial Test Split. WER
indicates Word Error Rate (lower is better). Note: BS-L3Cube F1 uses the L3Cube Bengali sentence-similarity
SBERT model. Gemini Em. Sim. score is calculated using the gemini-embedding-001 model.

conducted an intrinsic evaluation of the model
weights against the held-out test split of the
BanglaDial dataset.

The results, presented in Table 8, demonstrate
strong performance across the dialects, particu-
larly in terms of character-level n-gram match-
ing (ChrF) and semantic preservation (Gemini Em.
Sim. and BS-L3Cube F1). As expected due to
varying degrees of linguistic distance from stan-
dard Bangla, dialects like Rangpur and Barishal
show higher syntactic overlap, while all linguis-
tic variants maintain exceptional semantic fidelity
throughout the translation process.

While socio-politically categorized as dialects,
varieties like Chittagong and Sylhet are morpho-
syntactically and lexically highly distinct from
Standard Bangla, to the point where linguists of-
ten classify them as separate languages. The high
Word Error Rate (WER) and low BLEU scores di-
rectly reflect this profound linguistic divergence
(lack of exact surface token overlap) rather than
poor generation quality. This is precisely why we
paired automated metrics with native human eval-
uators, who verified that the generated text accu-
rately captured the unique regional phrasings.

D Human Evaluation Details

To ensure the multilingual and multidialectal ar-
tifacts in BANGLAVERSE maintained high seman-
tic fidelity and cultural authenticity, we conducted
a targeted human evaluation. This appendix
provides a detailed breakdown of the evaluation
methodology, the score distribution, and a domain-
wise analysis.

D.1 Evaluation Setup and Guidelines

We systematically sampled 10 instances (compris-
ing both the generated caption and the VQA pair)
from each of the 9 domains across all 9 linguistic
variants (Standard Bangla, 3 translated languages,

and 5 Bangla dialects). This yielded 90 samples
per linguistic variant, resulting in a comprehensive
total of 810 manually evaluated instances. Includ-
ing Standard Bangla in this phase served as a base-
line control to ensure the manually curated source
text maintained the highest possible quality.

The evaluation was conducted by two distinct
groups. Three of the authors evaluated the Stan-
dard Bangla, English, Hindi, and Urdu texts us-
ing a back-translation and cross-referencing ap-
proach to verify semantic and cultural preserva-
tion, since the benefit of machine translation into
English is known to vary by language for low-
resource Asian and African languages (Roy Dipta
and Vallurupalli, 2024). Concurrently, five under-
graduate students—selected specifically because
each is a native speaker of one of the five target
dialects (Barishal, Chittagong, Noakhali, Rangpur,
and Sylhet)—evaluated the dialectal generations to
ensure naturalness and regional authenticity. Eval-
uators were instructed to rate each instance using a
strict 3-point scale, defined in Table 9.

Score Rating Description

The translation alters the core mean-
ing of the original Bangla, halluci-
nates information, or fails to capture
the target dialect’s vocabulary and
grammar.

The core meaning is preserved, but
the phrasing is slightly unnatural,
or a cultural entity was translated
too literally, requiring minor man-
ual correction.

The translation is natural, grammat-
ically correct, culturally accurate,
and (for dialects) reads as a native
speaker would converse.

0 Inaccurate

1 Acceptable

2 Flawless

Table 9: The 3-point grading scale used by human an-
notators to evaluate the generated artifacts. Score 1 de-
notes output acceptable with minor revisions.
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D.2 Score Distribution and Domain Analysis

Each of the 810 sampled instances was indepen-
dently reviewed. The vast majority of the gen-
erated artifacts received perfect scores, validating
the effectiveness of our LLM translation pipeline
and our fine-tuned Qwen2.5-3B-Instruct di-
alect model. A small expert-annotated core ex-
panded with model-generated data and then re-
validated by native experts has proven effective for
other low-resource Bangla tasks as well (Abdullah
et al., 2026). The absolute breakdown of the 810
evaluated samples is presented in Table 10.

Score Rating Count Percentage
2 (Flawless) 750 92.59%
1 (Acceptable) 45 5.56%
0 (Inaccurate) 15 1.85%
Total Evaluated Instances 810 100%

Table 10: Overall distribution of human evaluation
scores across 810 randomly sampled artifacts.

To provide deeper insight into model perfor-
mance across different cultural contexts, we also
provide a domain-wise breakdown of the evalu-
ation results in Table 11. The results indicate
consistent high performance across all categories,
with domains like Nature and Food proving par-
ticularly robust during cross-lingual and dialectal
translation. Slight drops in flawless scores were ob-
served in visually complex domains such as Media
& Movies, where translating highly specific pop-
culture terminology occasionally required minor
phrasing revisions.

E Prompting Strategies: Templates and
Analysis

E.1 Prompt Templates

Zero-shot Prompt: Caption

You are an assistant who generates
short, fluent captions in [SOURCE
LANGUAGE] only.

Look carefully at the given image and
write exactly one meaningful sentence
describing it.

Do not use any [OTHER LANGUAGE] words,
do not add extra explanations, labels,
or quotes. Your entire output must be
only the Bangla caption as plain text.

Few-shot Prompt: Caption

You are an assistant who generates
short, fluent captions in [SOURCE
LANGUAGE] only.

Here are three example captions:
Example 1: Image: {example_image_1}
{example_caption_1}
Example 2: Image:
{example_caption_2}
Example 3: Image:
{example_caption_3}
Now, generate a caption for the
following image: Image: {image_path}
Write exactly one meaningful [SOURCE
LANGUAGE] sentence. Do not use any
[OTHER LANGUAGE] words, do not add
extra explanations, labels, or quotes.
Your entire output must be only the
[SOURCE LANGUAGE] caption as plain
text.

{example_image_23}

{example_image_33}

Zero-shot Prompt: VQA

You are an AI assistant that answers
visual multiple-choice questions in
[SOURCE LANGUAGE] .

Task:

1. Look carefully at the given image:
{image_path}

2. Read the question: {question}

3. Review the provided answer choices:
{options}

4. Select the single most accurate
answer.

Response Rules:

- The index must be the programming list
index (starting from 0).

- Respond ONLY with the exact format
below.

- Use [SOURCE LANGUAGE] text for the
answer option.

- Do NOT add explanations, extra words,
reasoning steps, or anything outside
the specified format.

- Follow this exact structure:

Index: <option_index>, Answer:
"<option_text_in_[SOURCE LANGUAGE]>"

Few-shot Prompt: VQA

You are an AI assistant that answers
visual multiple-choice questions in
[SOURCE LANGUAGE] .

Task:

1. Look carefully at the given image:
{image_path}

2. Read the question: {question}

3. Review the provided answer choices:
{options}

4. Select the single most accurate
answer.

Response Rules:

- The index must be the programming list
index (starting from 0).

- Respond ONLY with the exact format
below.
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Cultural Domain Total Samples Score2 Scorel Score( % Flawless
Culture 90 83 5 2 92.2%
Food 90 85 4 1 94.4%
History 90 82 6 2 91.1%
Media & Movies 90 80 7 3 88.9%
National Achievements 90 84 5 1 93.3%
Nature 90 86 3 1 95.6%
Personalities 90 82 6 2 91.1%
Politics 90 83 5 2 92.2%
Sports 90 85 4 1 94.4%
Total 810 750 45 15 92.6%

- Use [SOURCE LANGUAGE] text for the
answer option.

- Do NOT add explanations, extra words,
reasoning steps, or anything outside
the specified format.

- Follow this exact structure:

Index: <option_index>, Answer:
"<option_text_in_[SOURCE LANGUAGE]>"
Here are three example QA pairs:
Example 1: Image: {example_image_1}
Question: {example_question_1}
Options: {example_options_1} Answer:
Index: {example_index_1}, Answer:
"{example_answer_1}"

Example 2: Image: {example_image_2}
Question: {example_question_2}
Options: {example_options_2} Answer:
Index: {example_index_2}, Answer:
"{example_answer_2}"

Example 3: Image: {example_image_3}
Question: {example_question_3}
Options: {example_options_3} Answer:
Index: {example_index_3}, Answer:
"{example_answer_3}"

Now, answer for the given image. Image:
{image_path} Question: {question}
Options: {options} Answer:

CoTl Prompt: VQA

You are an AI assistant that answers
visual multiple-choice questions in
[SOURCE LANGUAGE] .

Task:

1. Look carefully at the given image:
{image_path}

2. Read the question: {question}

3. Review the provided answer choices:
{options}

4. Select the single most accurate
answer.

Response Rules:

- The index must be the programming list
index (starting from O0).

- Use [SOURCE LANGUAGE] text for the
answer option.

- In Reasoning_En, write step-by-step
reasoning in English - break down the
solution logically:

Table 11: Domain-wise breakdown of human evaluation scores. Each domain contains 10 samples evaluated across
all 9 linguistic variants.

Step 1: Describe key visual
observations.

Step 2: Match observations to relevant
answer choices.

Step 3: Eliminate incorrect choices
with brief justification.

Step 4: Conclude why the final choice
is correct.

- Be clear, concise, and factual (avoid
overly long explanations).

- Follow this exact response format:
Reasoning_En:

Step 1: <your_observations>

Step 2: <your_matching_logic>

Step 3: <your_elimination_of
_wrong_options>

Step 4: <your_final_choice _reasoning>
Final Answer: Index: <option_index>,
Answer: "<option_text_in_[SOURCE
LANGUAGE]>"

LLM-as-a-Judge Prompt

You are a highly skilled and impartial
caption evaluator. Your task is to
carefully compare a generated caption
with a reference caption and score it
according to the following dimensions:
1. Relevance (0-1): How well does

the generated caption describe the
main objects, actions, and context of
the reference caption? Reward high
semantic overlap and penalize missing
or hallucinated details.

2. Clarity (0-1): Is the caption
grammatically correct, well-structured,
and easy to read?

3. Conciseness (0-1): Is the caption
free of redundancy, filler words, or
unnecessary complexity while still
conveying the full meaning?

4. Creativity (0-1): Does the caption
show originality or an engaging
phrasing, rather than being overly
generic?

After scoring each dimension, compute
an Overall (0-1) score that reflects
the holistic quality of the generated
caption, giving slightly higher weight
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to Relevance and Clarity.

Your response must strictly follow this
JSON-1ike structure:

Relevance: [float between O and 1]
Clarity: [float between O and 1]
Conciseness: [float between O and 1]
Creativity: [float between 0 and 1]
Overall: [float between O and 1]
Explanation: [Concise explanation:
mention key strengths, weaknesses, and
reasoning for the scores.]

Reference Caption: {reference_caption}
Generated Caption: {generated_caption}

E.2 Additional Analysis

RQ4. How do different prompting strategies im-
pact culturally grounded multimodal tasks?

Impact of Prompting Strategies Across Models.
We investigate how large vision-language mod-
els respond to three distinct prompting techniques:
zero-shot, few-shot (in-context learning), and
Chain-of-Thought (CoT). To isolate the effect of
these strategies, we aggregate performance across
all six evaluated models, nine cultural domains,
and all nine linguistic variants (four standard lan-
guages and five Bangla dialects). The results
reveal a striking divergence between reasoning-
based prompting and example-based prompting in
cultural contexts.

First, explicit reasoning significantly en-
hances cultural understanding. @ Compared
to standard zero-shot VQA (55.34% average
accuracy), applying Col yields a consistent
overall improvement, raising average accuracy to
58.36%. This gain is most pronounced in highly
capable models, as illustrated in Figure 4a. For
instance, GPT-4.1-mini surges from 58.93%
to 68.09% under CoTl, an absolute gain of over
9%, while Gemma3-27B improves from 62.45%
to 68.21%. By generating intermediate reasoning
steps, models can successfully unpack visual
evidence, recognize regional entities, and connect
them to specific background knowledge before
committing to an answer. This is particularly
beneficial in knowledge-heavy domains such as
National Achievements, which sees a jump from
55.35% to 62.33%. This is consistent with prior
work showing that explicitly surfacing the latent
event knowledge inside LLMs and VLMs im-
proves multilingual multimodal tasks (Roy Dipta
and Ferraro, 2025), although CoT is not uniformly
beneficial: under conflicting modality evidence
it improves agreement with human abstention

judgments while amplifying overconfidence (Nazi
et al., 2026b).

Conversely, we observe a surprising phe-
nomenon regarding in-context learning: few-shot
prompting consistently degrades VQA perfor-
mance. Across all evaluated models, few-shot
VQA accuracy (52.20%) is markedly lower than
zero-shot accuracy. For example, Gemma3-4B ex-
periences a substantial 6.20% absolute drop, and
even state-of-the-art models like GPT-4.1-mini
suffer a 5.12% decline. In culturally knowledge-
intensive tasks, few-shot examples appear to act
as distractors rather than guides. We hypothe-
size that providing interleaved image-text exam-
ples from different cultural domains clutters the
limited multimodal context window, inducing en-
tity bias and causing models to hallucinate visual
features from the demonstrations into the target im-
age. Text-only Bangla work points in the same di-
rection: a Bangla hate speech classifier performs
best with only three in-context examples and de-
grades as more are added (Hossan and Roy Dipta,
2025), and Bangla mathematical reasoning drops
by up to 41 points once semantically coherent but
irrelevant context is present (Nazi et al., 2026a).

However, for generative tasks, the trend is more
nuanced. While few-shot prompting harms dis-
criminative VQA, it provides marginal benefits
for open-ended captioning (Figure 4b), raising
the overall LLM-as-a-Judge score from 47.25%
to 47.69%. Notably, it yields significant gains
in specific domains like Media & Movies (im-
proving from 43.12% to 50.52%). This suggests
that while in-context examples do not success-
fully inject missing factual knowledge, they effec-
tively teach models the expected stylistic format-
ting, tone, and length required for culturally de-
scriptive captions.

Impact of Prompting Strategies Across Re-
gional Dialects. To understand if non-standard
linguistic variations react differently to these
frameworks, we isolate the performance of the five
Bangla dialects (Barishal, Chittagong, Noakhali,
Rangpur, and Sylhet). Figure 4 (c and d) demon-
strates that the overall prompting trends hold con-
sistently across every regional dialect, albeit with
varying degrees of sensitivity.

For the VQA task, CoT acts as a univer-
sal enhancer for dialectal understanding. Rang-
pur proved to be the most resilient dialect over-
all, achieving the highest average accuracy un-
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Comprehensive Impact of Prompting Strategies

(a) overall VQA Performance (By Model)

(b) Overall Caption Quality (By Model)
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(c) Dialectal VQA Performance

(d) Dialectal Caption Quality
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Figure 4: Impact of Prompting Strategies on Culturally Grounded Tasks. A unified comparison of Zero-Shot,
Few-Shot, and Chain-of-Thought (CoT) prompting. (Top Row): (a) Overall performance across all 9 linguistic
variants and domains by evaluated models. CoT consistently enhances VQA (b) while Few-Shot degrades it, though
Few-Shot slightly improves stylistic caption generation. (Bottom Row): (c) Performance specifically isolated across
the five regional Bangla dialects. Dialects universally mirror the overall trend, with CoT enhancing discriminative
tasks (d) and Few-Shot aiding in generating dialectal captions.

der CoT (59.47%) compared to its zero-shot base-
line (56.29%). Other dialects, such as Sylhet and
Noakhali, experienced similar absolute gains of
roughly 3.5% to 4.1% when reasoning steps were
explicitly generated. This indicates that guiding
models to "think” before answering helps them bet-
ter parse phonological and lexical variations in re-
gional text.

Conversely, few-shot prompting universally
degraded VQA performance for every single di-
alect. While the average zero-shot accuracy across
all dialects stood at 55.41%, providing few-shot ex-
amples dragged the average down to 52.00%. No-
tably, Chittagong exhibited the most severe vulner-
ability to in-context distractors; its VQA accuracy
plummeted from a strong 55.95% in zero-shot to
just 50.11% in few-shot, a steep absolute drop of
nearly 6%. This suggests that models struggle par-
ticularly hard to map cross-image visual entities

when the text is written in highly divergent regional
scripts. For the generative captioning task, how-
ever, the dialects benefited universally from few-
shot prompting. While the average zero-shot LLM-
as-a-Judge score for dialects was low (42.29%),
providing in-context examples consistently raised
the average to 45.29%. Barishal and Noakhali saw
notable improvements of roughly 2.5% to 3.6% in
caption quality, reinforcing the hypothesis that few-
shot examples successfully teach models the ex-
pected generative structure and tone, even when
the target output must be written in a specific re-
gional dialect.

F Cross-Model Validation of
LLM-as-a-Judge

Because Gemini-2.5-Flash was utilized for
translation and evaluation in parts of our pipeline,
we conducted a cross-model validation step to em-
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Language / Dialect Average Score Average Score Pearson Spearman Rank
(Gemini) (GPT-5) Correlation (r)  Correlation (p)
English 0.572 0.542 0.597 0.598
Bangla 0.504 0.505 0.374 0.353
Hindi 0.513 0.514 0.820 0.829
Urdu 0.494 0.484 0.844 0.875
Barishal 0.435 0.432 0.745 0.729
Chittagong 0.426 0.416 0.689 0.673
Noakhali 0.437 0418 0.752 0.743
Rangpur 0.460 0.450 0.789 0.791
Sylhet 0.433 0.407 0.747 0.719
Average 0.475 0.463 0.706 0.701

Table 12: Cross-model validation comparing Gemini-2.5-Flash and GPT-5-mini across all nine languages.

Model Domain Accuracy (%) Variance Std. Error 95% CI

Gemma3-4B Nat. Achievements 30.77 0.001439 + 3.79% [23.3%, 38.2%]
Gemma3-4B Sports 43.55 0.001967 + 4.43% [34.9%, 52.2%]
Gemma3-12B Nat. Achievements 49.23 0.001689 +4.11% [41.2%, 57.3%]
Gemma3-12B Sports 53.23 0.001992 + 4.46% [44.5%, 62.0%]
Gemma3-27B Nat. Achievements 50.77 0.001689 +4.11% [42.7%, 58.8%]
Gemma3-27B Sports 69.35 0.001700 + 4.12% [61.3%, 77.4%]
Qwen2.5-VL-7B  Nat. Achievements 69.23 0.001439 + 3.79% [61.8%, 76.7%]
Qwen2.5-VL-7B  Sports 48.39 0.001998 + 4.47% [39.6%, 57.2%]
Qwen3-VL-8B Nat. Achievements 77.78 0.001168 + 3.42% [71.1%, 84.5%]
Qwen3-VL-8B Sports 49.18 0.001999 + 4.47% [40.4%, 57.9%]
GPT-4.1-mini Nat. Achievements 58.11 0.001645 + 4.06% [50.2%, 66.1%]
GPT-4.1-mini Sports 53.23 0.001992 + 4.46% [44.5%, 62.0%]

Table 13: Variance, Standard Error, and 95% Confidence Intervals for VQA Accuracy in the smallest domains
(National Achievements and Sports) across all evaluated models in Standard Bangla.

pirically rule out the risk of circularity and self-
preference bias. We ran an independent judge,
GPT-5-mini, across the caption generation out-
puts for all nine linguistic variants (English, Stan-
dard Bangla, Hindi, Urdu, and the five regional
Bangla dialects).

Table 12 presents the direct compari-
son of the outputs from “LLM as a judge
(Gemini-2.5-Flash)” against “LLM as a judge
(GPT-5-mini)” for both zero-shot and few-shot
caption generation tasks.

Analysis: The validation demonstrates a consis-
tent alignment between Gemini-2.5-Flash and
GPT-5-mini scoring. For the translated languages
(English, Hindi, Urdu) and the regional dialects,
both Pearson (r) and Spearman (p) correlation co-
efficients are remarkably strong, generally ranging
from 0.60 to 0.87. This high correlation confirms
that the relative ranking of model caption quality
remains robust regardless of the LLM judge used.

While the rank correlation in standard Bangla
is comparatively lower (r = 0.374), the absolute

mean scores between the two judges are virtually
identical (0.504 vs. 0.505). This indicates that
even where the exact rank ordering shifts slightly,
both models assess the baseline generation qual-
ity with the exact same level of severity. Over-
all, this comprehensive evaluation confirms that us-
ing Gemini-2.5-Flash as the primary judge pro-
vides a stable, unbiased, and representative reflec-
tion of caption quality across these diverse cultural
and linguistic variants. Both judges are nonethe-
less proprietary, which limits full reproducibility;
open, fact-grounded caption evaluators have been
proposed for exactly this reason, though none is yet
available for Bangla (Roy Dipta et al., 2026b).

G Statistical Significance and Variance
Analysis

To ensure that point estimates effectively distin-
guish true model degradation from noise, partic-
ularly in smaller domains, we computed paired
significance tests, explicit standard deviation esti-
mates, and 95% confidence intervals across our ex-
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perimental conditions.

G.1 Statistical Significance of Dialectal
Degradation

To determine whether the performance degrada-
tion from Standard Bangla to regional dialects
is statistically distinct from noise, we conducted
paired t-tests across 54 conditions, obtained from
the full crossing of 6 evaluated models with 9 cul-
tural domains. For each condition, we compared
the Standard Bangla performance directly against
the mean performance of the five generated dialec-
tal variants. Pairing observations in this way is ap-
propriate here because both measurements within
a condition come from the same model evaluated
on the same domain and the same underlying im-
ages, so the test isolates the effect of linguistic va-
riety while controlling for the substantial variation
in difficulty across models and domains.

For VQA accuracy, the mean difference across
the 54 paired conditions is a 1.95% drop from
Standard Bangla to the dialect average. The test
yields a statistic of ¢ = 3.960 and a p-value of
p = 2.249 x 1074, indicating that the accuracy
degradation attributable to dialectal variation is sta-
tistically significant (p < 0.001). While the abso-
lute magnitude of this drop is modest, its consis-
tency across models and domains is what drives
significance: the degradation is small but system-
atic rather than sporadic.

For caption generation, scored by LLM-as-a-
Judge, the mean difference is a 0.083 drop on a 0-1
scale. The test yields a statistic of £ = 10.347 and a
p-value of p = 2.516 x 10~ 4, making the degrada-
tion in generative captioning under dialectal shifts
highly statistically significant (p < 0.001). The
considerably larger test statistic relative to VQA
reflects both a larger effect size and lower vari-
ance across conditions, quantitatively confirming
the central observation of RQI1 that free-form gen-
eration is markedly more fragile under dialectal
variation than answer-constrained reasoning.

G.2 Variance and 95% Confidence Intervals
for Small-Sample Domains

We acknowledge that domains such as National
Achievements (n = 75) and Sports (n = 63) re-
quire confidence intervals to properly contextual-
ize the point estimates due to their smaller sample
sizes. We calculated the variance of the sample
proportions @, the Standard Error (SE), and
the 95% Confidence Intervals using the formula-

tion p £ 1.96 - SE. Table 13 provides these met-
rics for VQA Accuracy in Standard Bangla across
all evaluated models for these specific domains.
While the margins of error (ranging from approx-
imately £3.42% to 4.47%) introduce necessary
nuance for cross-model comparisons within these
specific sub-domains, they remain tightly bound
and do not invalidate the broader aggregated find-
ings of the paper.

H Examples

H.1 Systematic Error Quantification

To systematically quantify the failure modes sum-
marized in Section 6, we manually coded the 94
failed outputs from our stratified random sample
of 200 generations (yielding 50 errors in Standard
Bangla and 44 in English). Table 14 presents the
complete language-wise breakdown of these er-
rors. The data demonstrates that while entity mis-
recognition is universally the most common bottle-
neck (comprising 20.0% of all evaluated samples),
Bangla-prompted generations are uniquely suscep-
tible to language constraint violations, frequently
defaulting to English outputs despite explicit in-
structions to generate in Bangla.

H.2 Failed Examples

In this section, we present a selection of failed
examples that highlight common error modes en-
countered by the evaluated models. These fail-
ures illustrate various limitations in current mul-
tilingual VLMs, ranging from cultural misiden-
tification and surface-level descriptive fallbacks
to language constraint violations and implicit bi-
ases. Analyzing these specific instances provides
deeper insight into the gaps between standard vi-
sual recognition and genuine, culturally grounded
understanding.

Personality_026

: Y

Ground Truth: "T A& TF — @EF, @Bg
@ TAMICE WG Weed Qioer Wbl Foem
W= 1" (en: Hasan Azizul Haque — Writer who
has portrayed the complex human psyche through
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N Bangla English  Total %o of
Error Category Description (n=100) (n=100) (n=200) Failures qut Affected Do-
mains

Entity & Artifact Mis- Hallucinating unrelated or for- 18 22 40 42.6%  Food, Media &
recognition eign entities instead of local Movies

items.
Surface-Level Descrip- Providing literal visual descrip- 14 15 29 30.8%  Personalities, History
tive Fallback tions devoid of deeper cultural

context.
Societal & Cultural Exhibiting political skew or vi- 8 6 14 14.9%  Politics, Personalities
Bias sual stereotyping (e.g., gender).
Language Constraint Generating English text despite 10 1 11 11.7%  Sports, Nat. Achieve-
Violation strict source-language prompts. ments

Table 14: Systematic breakdown of 94 notable errors identified within a 200-sample manual evaluation split evenly
between Standard Bangla and English. Overall error rate across the sample is 47.0% (20.0% entity misrecognition,
14.5% descriptive fallback, 7.0% societal bias, 5.5% constraint violation).

short stories and novels.)

GPT-4.1-mini Generated Caption: "5*I @ Sl
eI +fifee qFem 2did e 2@ O ANE
PeMie Sftre SIfe =T 1" (en: An elderly man
wearing glasses and white clothes looks thoughtfully
in front of a bookshelf.)

Explanation: While the generated caption is factu-
ally correct in describing visual attributes, it fails
to capture the person’s identity and cultural signifi-
cance. This shows a common model limitation: de-
faulting to surface-level descriptions when unable to
recognize notable personalities.

Food_010

~ W ‘..b

Ground Truth: "To&, AE 8 55-ffE Fiomw «s
AR A" (en: A wonderful combination of
fuchka, salty, and sweet-sour flavours.)

Gemma3-27B Generated Caption: "#If@® &y
oeiEl fFg i, @ oel, qIR TREE TeS
a5 IHY AR @R OIS AREF TS @6 TG
OIS AT A" (en: A delicious Indian street
food consisting of some spices, green leaves, and co-

conut soaked in water, along with a delicious drink
and fried food.)

Explanation: The generated caption is overly de-
scriptive and shifts the focus toward generic In-
dian street food rather than identifying the dish as
“fuchka.” While factually plausible, it misrepresents
the key cultural context.

Politics_006

Question: "2 T@! (I WA AL?" (en: Which
party is the leader of the picture?)

Ground Truth Answer: "RasA" (en: BNP)
Gemma3-4B Predicted Answer: "4 A" (en:
Sheikh Hasina)

Explanation: The correct answer is BNP, but the
model generated Sheikh Hasina, reflecting a strong
political bias toward the Awami League. This
not only demonstrates over-association with ruling
party figures but also shows factual inconsistency, as
Sheikh Hasina is a person and not the name of a po-
litical party.

Food_008

-~ S ‘

Ground Truth Caption: "% eI, (oeT==
@It F0e OISt 1" (en: Delicious shingara, fried to
a golden color in 0il and spices.)
Qwen2.5-VL-7B Generated Caption: "&<s
AR 7T 1" (en: Seafood scene.)

Explanation: The model failed to recognize the
Bangladeshi snack shingara and instead hallucinated
a completely unrelated “seafood scene.” This il-
lustrates cultural and recognition gaps, where local
foods are often misinterpreted as generic or foreign
items.
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Personality_004

/L

Ground Truth Caption: " g Gge
20 AENWTR eeawfe TASHE, J7e, Mowm
8 e frwes (en: Ustad Shah Abdul Karim is
a legendary musician, composer, lyricist, and music
teacher of Bangladesh.)

Qwen2.5-VL-7B Zero-shot Caption: "=I¥F for@
OFT 2Dl WA @A AT 1" (en: An ancient
woman is seen in my picture.)

Qwen2.5-VL-7B Few-shot Caption: '@ RIEGIE]
AT W 8 ARA" (en: The old woman’s zest for
life and courage.)

Explanation: The model repeatedly misclassified
Shah Abdul Karim, a legendary male musician of
Bangladesh, as a woman, reflecting a gender bias
where long hair is incorrectly equated with female
identity. This highlights both cultural unfamiliarity
and gender stereotyping in caption generation.

\

Sports_010

Question: "TRE (RTERIG 2Tt Gy & =AfEmie
(AC=9?" (en: What position does the player in the pic-
ture, Hamza Chowdhury, play?)

Ground Truth: "SCRFER" (en: Midfielder)
Gemma3-4B Predicted: batsman”

Explanation: The model violated the language con-
straint by answering in English and produced a fac-
tually incorrect label. “Batsman” is a cricket role,
whereas the correct answer is the football position
of midfielder, indicating cross-sport confusion and
weak factual grounding.
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H.3 Sample Data Example

Culture_114

Dialect/Language Caption VQA

Question: What work is being done using the cow in the

i ?
The farmer in the picture is plowing the land with an el

English ox-drawn plow, a tradition of rural agriculture. Options: A) Paddy threshing B) Land cult|v.at|on C) Grain
reserve D) Cattle feed preparation
Answer: Land cultivation
Question: 2T 51 IR FE FI Brer BT 302
Bangla e Wmmmgﬁ%fmw TARILRT G ptions: A) 4 ST B) Iy B C) <97 ¥ D) 14177 orgo
Answer: S 51F
Question: R & ScT T IUTNT eheeh i< TT i foha ST g7 872
Hind] o & fohaT ot g1 & S Siia 38 &, St amfiur s fr okurr — Options: A) 9 &t AeTE B) @d SiiaHT C) STHTST 8RN D) M-3M8R
&l AUR AT
Answer: ©d Siia-T
Question: S b g Jlesiwl LS IS S8 Lo piguas
Urdu Gd 82 02 ) S LT 50) xS Mz iy caw wsle LS Guo jgiad  Options: A) USLS LS Hles B) Guej cudlS C) 0)>3 S ke D) ulgS
-2 b Gilg) SIS el &)l S
Answer: 0) CublS
Question: 2T 2= a1 Ft TN 31 WRCOCR?
Barishal =R @Ss! RFaH 177 21 i $3 530o g, @3 Options: A) 419 G123 B) $2 BT C) X377 (IS D) 1R ST
G I 21 =) It
Answer: B) $3 531
Question: Bfs 15 i@ It TN A=H?

Chittagong SR S RS AR ”Fi © |3 PR, RR M G ptions: A) 41 1512 B) @3 53T C) 157y 52 D) 36 21 T

PR ’ Answer: B) Si3¥ 531
Question: BTG 515 51 FY I 1 2EA?

Noakhali AR e i( = Wmﬁv’?ﬁm T, QRO tions: A) 41 WG B) S 5T C) *1o I D) A6 QT A

USERIRENE ’ Answer: B) &y 51
Question: S 51 fora F I FA1 AR F1oITR?
Rangpur BTG QT I 9157 2T ol Sif¥o T ASAD A5z, Options: A) 419 JIG13 B) Tf¥S 317 I1SHN C) X577 (ANSTT D) 15

I3BT NS PRI 71 7| AR IS
Answer: B) Tifis 3T 18T

Question: 2¥o 1 ot for 1w 1 W2
Sylhet RS e Re "Ej mﬁmﬁcwlm PR, GOTAMST () tions: A) 417 113 B) (40 51 C) 1517 SGRT D) 213 1 1T

Answer: B) (35 51¥
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I Full Experimental Results

Zero-Shot Few-Shot CoT

Models Domain Caption VQA Caption VQA VQA
| B-F1 Gemini GPT Accuracy (%) | B-F1 Gemini GPT Accuracy (%) | Accuracy (%)

Cult. 0.69 0.53 0.56 0.63 0.69 0.52 0.48 0.59 0.52

Food 0.70 0.52 0.41 0.74 0.70 0.53 0.50 0.63 0.78

Hist. 0.69 0.54 0.63 0.47 0.68 0.47 0.36 0.37 0.44

M&M 0.66 0.50 0.50 0.30 0.84 0.52 0.57 0.32 0.38

Gemma3-4B Nat. Achv. 0.70 0.56 0.64 0.31 0.67 0.50 0.40 0.29 0.36

Nature 0.70 0.58 0.55 0.66 0.69 0.54 0.47 0.74 0.59

Pers. 0.65 0.45 0.51 0.61 0.69 0.49 0.51 0.62 0.49

Pol. 0.67 0.50 0.57 0.39 0.69 0.48 0.42 0.40 0.39

Sports 0.68 0.52 0.48 0.44 0.68 0.51 0.49 0.26 0.48

Cult. 0.70 0.55 0.58 0.68 0.69 0.52 0.50 0.70 0.72

Food 0.71 0.53 0.62 0.83 0.71 0.52 0.49 0.82 0.89

Hist. 0.69 0.54 0.59 0.62 0.68 0.48 0.45 0.63 0.75

M&M 0.66 0.51 0.52 0.40 0.78 0.52 0.55 0.32 0.33

Gemma3-12B Nat. Achv. 0.69 0.56 0.69 0.49 0.66 0.49 0.44 0.50 0.59

Nature 0.70 0.58 0.59 0.63 0.69 0.56 0.51 0.59 0.66

Pers. 0.64 0.49 0.50 0.67 0.68 0.48 0.44 0.70 0.74

Pol. 0.66 0.51 0.57 0.55 0.68 0.48 0.48 0.56 0.61

Sports 0.68 0.57 0.66 0.53 0.67 0.48 0.47 0.47 0.46

Cult. 0.67 0.44 0.44 0.72 0.70 0.53 0.54 0.73 0.73

Food 0.71 0.58 0.62 0.87 0.72 0.55 0.53 0.89 0.89

Hist. 0.70 0.56 0.66 0.69 0.69 0.51 0.46 0.69 0.74

M&M 0.67 0.47 0.51 0.36 0.82 0.53 0.53 0.32 0.42

Gemma3-27B Nat. Achv. 0.71 0.61 0.66 0.51 0.67 0.50 0.47 0.51 0.78

Nature 0.70 0.57 0.62 0.66 0.70 0.59 0.51 0.72 0.78

Pers. 0.65 0.51 0.54 0.78 0.70 0.52 0.46 0.83 0.76

Pol. 0.67 0.52 0.66 0.56 0.69 0.49 0.43 0.50 0.62

Sports 0.70 0.58 0.66 0.69 0.70 0.52 0.45 0.60 0.74

Cult. 0.69 0.46 0.57 0.55 0.66 0.48 0.61 0.47 0.59

Food 0.70 0.42 0.52 0.68 0.64 0.55 0.65 0.54 0.68

Hist. 0.70 0.51 0.60 0.60 0.67 0.57 0.56 0.52 0.52

M&M 0.70 0.44 0.50 0.22 0.76 0.50 0.64 0.27 0.17

Qwen2.5-VL-7B Nat. Achv. 0.69 0.46 0.67 0.69 0.69 0.51 0.71 0.71 0.54

Nature 0.70 0.49 0.63 0.42 0.55 0.38 0.66 0.64 0.39

Pers. 0.65 0.44 0.52 0.47 0.69 0.48 0.51 0.46 0.56

Pol. 0.66 0.46 0.61 0.39 0.69 0.48 0.51 0.32 0.41

Sports 0.68 0.47 0.65 0.48 0.72 0.52 0.57 0.48 0.40

Cult. 0.67 0.44 0.40 0.68 0.67 0.42 0.39 0.68 0.62

Food 0.68 0.42 0.39 0.70 0.69 0.47 0.40 0.66 0.66

Hist. 0.67 0.44 0.43 0.69 0.67 0.39 0.34 0.69 0.78

M&M 0.67 0.36 0.34 0.40 0.67 0.37 0.37 0.28 0.38

Qwen3-VL-8B Nat. Achv. 0.66 0.40 0.48 0.78 0.65 0.37 0.37 0.63 0.70

Nature 0.68 0.43 0.47 0.46 0.64 0.54 0.45 0.47 0.52

Pers. 0.63 0.41 0.37 0.51 0.65 0.45 0.39 0.52 0.57

Pol. 0.64 0.40 0.50 0.45 0.68 0.43 0.36 0.48 0.45

Sports 0.66 0.41 0.45 0.49 0.64 0.34 0.36 0.60 0.45

Cult. 0.71 0.57 0.36 0.65 0.71 0.57 0.43 0.56 0.77

Food 0.72 0.56 0.36 0.88 0.73 0.54 0.37 0.81 0.94

Hist. 0.71 0.58 0.56 0.66 0.72 0.57 0.48 0.60 0.72

M&M 0.70 0.54 0.45 0.49 0.89 0.61 0.37 0.42 0.46

GPT-4.1-mini Nat. Achv. 0.71 0.62 0.49 0.58 0.71 0.60 0.53 0.57 0.78

Nature 0.71 0.60 0.47 0.57 0.72 0.61 0.49 0.56 0.65

Pers. 0.66 0.51 0.36 0.65 0.71 0.53 0.41 0.60 0.75

Pol. 0.66 0.50 0.49 0.50 0.69 0.52 0.42 0.50 0.61

Sports 0.69 0.58 0.52 0.53 0.71 0.55 0.59 0.48 0.69

Table 15: Full results by model and domain for Bangla Language.
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Zero-Shot Few-Shot CoT

Models Domain Caption VQA Caption VQA VQA
| B-F1 Gemini GPT Accuracy (%) | B-F1 Gemini GPT Accuracy (%) | Accuracy (%)

Cult. 0.87 0.65 0.57 0.72 0.86 0.56 0.54 0.58 0.50

Food 0.85 0.61 0.54 0.75 0.86 0.54 0.47 0.70 0.68

Hist. 0.86 0.61 0.42 0.43 0.84 0.44 0.43 0.40 0.44

M&M 0.85 0.55 0.58 0.26 0.92 0.55 0.54 0.34 0.42

Gemma3-4B Nat. Achv. 0.87 0.63 0.44 0.41 0.87 0.54 0.42 0.34 0.33
Nature 0.86 0.66 0.63 0.55 0.86 0.59 0.56 0.55 0.39

Pers. 0.83 0.55 0.47 0.57 0.84 0.51 0.46 0.52 0.56

Pol. 0.84 0.56 0.47 0.41 0.83 0.49 0.40 0.43 0.44

Sports 0.86 0.60 0.52 0.54 0.84 0.43 0.44 0.42 0.55

Cult. 0.87 0.62 0.68 0.69 0.86 0.55 0.59 0.72 0.71

Food 0.85 0.59 0.43 0.73 0.86 0.54 0.44 0.77 0.73

Hist. 0.85 0.60 0.44 0.62 0.85 0.51 0.42 0.60 0.74

M&M 0.85 0.53 0.49 0.44 0.90 0.59 0.53 0.30 0.40

Gemma3-12B Nat. Achv. 0.87 0.63 0.50 0.57 0.86 0.48 0.43 0.50 0.60
Nature 0.86 0.64 0.46 0.53 0.85 0.56 0.44 0.58 0.64

Pers. 0.83 0.53 0.50 0.62 0.85 0.50 0.46 0.71 0.65

Pol. 0.83 0.54 0.42 0.52 0.85 0.50 0.44 0.52 0.63

Sports 0.85 0.58 0.48 0.61 0.85 0.50 0.45 0.56 0.62

Cult. 0.87 0.66 0.47 0.77 0.86 0.57 0.50 0.75 0.80

Food 0.85 0.62 0.56 0.88 0.86 0.54 0.45 0.84 0.82

Hist. 0.85 0.65 0.51 0.62 0.87 0.57 0.42 0.62 0.73

M&M 0.86 0.53 0.41 0.41 0.92 0.54 0.48 0.36 0.45

Gemma3-27B Nat. Achv. 0.87 0.62 0.59 0.65 0.86 0.55 0.43 0.50 0.86
Nature 0.86 0.67 0.54 0.60 0.85 0.55 0.52 0.61 0.68

Pers. 0.83 0.55 0.46 0.81 0.85 0.50 0.40 0.79 0.77

Pol. 0.83 0.55 0.48 0.51 0.84 0.51 0.41 0.47 0.49

Sports 0.87 0.66 0.60 0.70 0.85 0.50 0.43 0.70 0.61

Cult. 0.87 0.69 0.68 0.62 0.84 0.59 0.57 0.65 0.58

Food 0.85 0.60 0.69 0.77 0.81 0.62 0.65 0.72 0.75

Hist. 0.86 0.58 0.55 0.62 0.83 0.52 0.49 0.54 0.60

M&M 0.86 0.53 0.49 0.32 0.90 0.54 0.42 0.30 0.37

Qwen2.5-VL-7B Nat. Achv. 0.88 0.64 0.70 0.60 0.87 0.62 0.62 0.51 0.61
Nature 0.87 0.68 0.67 0.49 0.77 0.56 0.52 0.40 0.48

Pers. 0.83 0.54 0.56 0.51 0.84 0.51 0.43 0.52 0.60

Pol. 0.83 0.55 0.58 0.49 0.84 0.54 0.65 0.42 0.56

Sports 0.85 0.56 0.63 0.59 0.86 0.60 0.70 0.49 0.59

Cult. 0.87 0.63 0.69 0.71 0.86 0.50 0.45 0.66 0.64

Food 0.85 0.62 0.70 0.78 0.83 0.58 0.56 0.73 0.71

Hist. 0.83 0.62 0.60 0.64 0.86 0.49 0.51 0.61 0.63

M&M 0.87 0.56 0.52 0.37 091 0.48 0.47 0.31 0.45

Qwen3-VL-8B Nat. Achv. 0.87 0.73 0.72 0.65 0.88 0.60 0.56 0.56 0.69
Nature 0.85 0.61 0.72 0.46 0.81 0.43 0.51 0.38 0.47

Pers. 0.83 0.54 0.53 0.64 0.85 0.49 0.72 0.64 0.63

Pol. 0.82 0.52 0.64 0.45 0.85 0.48 0.43 0.45 0.42

Sports 0.85 0.59 0.68 0.60 0.86 0.58 0.71 0.55 0.65

Cult. 0.87 0.64 0.71 0.72 0.87 0.66 0.75 0.68 0.76

Food 0.86 0.64 0.66 0.87 0.87 0.67 0.63 0.78 0.92

Hist. 0.84 0.61 0.50 0.64 0.87 0.54 0.53 0.66 0.70

M&M 0.85 0.43 0.49 0.51 0.95 0.66 0.63 0.36 0.51

GPT-4.1-mini Nat. Achv. 0.88 0.66 0.76 0.68 0.88 0.69 0.63 0.55 0.77
Nature 0.86 0.66 0.71 0.65 0.86 0.63 0.66 0.58 0.70

Pers. 0.83 0.53 0.55 0.83 0.86 0.58 0.58 0.76 0.82

Pol. 0.83 0.54 0.60 0.40 0.85 0.50 0.42 0.43 0.58

Sports 0.86 0.55 0.61 0.56 0.87 0.61 0.63 0.46 0.75

Table 16: Full results by model and domain for English Language.
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Zero-Shot Few-Shot CoT
Models Domain Caption VQA Caption VQA VQA

| B-F1 Gemini GPT Accuracy (%) | B-F1 Gemini GPT Accuracy (%) | Accuracy (%)

Cult. 0.71 0.57 0.47 0.72 0.69 0.52 0.51 0.53 0.58

Food 0.71 0.53 0.57 0.70 0.71 0.52 0.48 0.57 0.65

Hist. 0.70 0.55 0.57 0.52 0.69 0.47 0.44 0.32 0.52

M&M 0.67 0.49 0.49 0.26 0.84 0.52 0.50 0.25 0.32

Gemma3-4B Nat. Achv. 0.70 0.56 0.55 0.29 0.69 0.53 0.53 0.30 0.38
Nature 0.70 0.58 0.65 0.66 0.71 0.56 0.54 0.61 0.34

Pers. 0.65 0.48 0.45 0.57 0.68 0.47 0.40 0.45 0.45

Pol. 0.67 0.50 0.55 0.36 0.69 0.45 0.41 0.41 0.40

Sports 0.68 0.54 0.54 0.47 0.69 0.46 0.51 0.37 0.44

Cult. 0.71 0.57 0.60 0.61 0.70 0.51 0.53 0.62 0.68

Food 0.70 0.53 0.58 0.73 0.71 0.52 0.49 0.67 0.77

Hist. 0.70 0.54 0.49 0.62 0.69 0.48 0.45 0.59 0.71

M&M 0.70 0.53 0.50 0.40 0.81 0.51 0.54 0.34 0.35

Gemma3-12B Nat. Achv. 0.71 0.58 0.63 0.52 0.69 0.50 0.48 0.37 0.68
Nature 0.70 0.57 0.61 0.46 0.71 0.56 0.50 0.57 0.56

Pers. 0.65 0.49 0.49 0.54 0.69 0.50 0.40 0.57 0.62

Pol. 0.67 0.51 0.58 0.43 0.69 0.45 0.37 0.49 0.47

Sports 0.68 0.54 0.63 0.47 0.69 0.49 0.43 0.45 0.52

Cult. 0.72 0.58 0.57 0.71 0.71 0.53 0.50 0.73 0.73

Food 0.71 0.56 0.62 0.84 0.71 0.54 0.49 0.81 0.87

Hist. 0.70 0.54 0.57 0.67 0.70 0.50 0.42 0.63 0.72

M&M 0.69 0.52 0.47 0.38 0.86 0.53 0.54 0.33 0.42

Gemma3-27B Nat. Achv. 0.73 0.61 0.68 0.54 0.70 0.53 0.49 0.55 0.82
Nature 0.71 0.59 0.62 0.61 0.70 0.57 0.47 0.57 0.62

Pers. 0.66 0.50 0.53 0.66 0.70 0.50 0.43 0.68 0.68

Pol. 0.68 0.52 0.66 0.49 0.69 0.49 0.43 0.49 0.45

Sports 0.71 0.58 0.68 0.56 0.69 0.51 0.51 0.53 0.53

Cult. 0.70 0.47 0.47 0.57 0.64 0.43 0.35 0.56 0.60

Food 0.71 0.41 0.35 0.64 0.65 0.36 0.31 0.67 0.63

Hist. 0.70 0.50 0.51 0.58 0.68 0.38 0.42 0.48 0.55

M&M 0.70 0.39 0.46 0.29 0.80 0.43 0.38 0.22 0.36

Qwen2.5-VL-7B Nat. Achv. 0.70 0.48 0.51 0.75 0.69 0.47 0.43 0.58 0.47
Nature 0.71 0.49 0.44 0.41 0.65 0.48 0.36 0.50 0.45

Pers. 0.65 0.43 0.30 0.33 0.69 0.48 0.41 0.43 0.45

Pol. 0.67 0.46 0.42 0.40 0.69 0.47 0.45 0.34 0.41

Sports 0.69 0.48 0.51 0.48 0.72 0.54 0.64 0.42 0.46

Cult. 0.71 0.58 0.61 0.60 0.68 0.40 0.46 0.52 0.64

Food 0.71 0.53 0.47 0.72 0.67 0.34 0.31 0.65 0.75

Hist. 0.71 0.50 0.55 0.66 0.68 0.43 0.41 0.71 0.70

M&M 0.67 0.49 0.42 0.37 0.78 0.41 0.35 0.29 0.37

Qwen3-VL-8B Nat. Achv. 0.71 0.61 0.63 0.66 0.69 0.47 0.46 0.70 0.76
Nature 0.70 0.60 0.57 0.36 0.60 0.38 0.31 0.40 0.47

Pers. 0.65 0.49 0.45 0.48 0.69 0.50 0.46 0.48 0.49

Pol. 0.66 0.51 0.60 0.43 0.69 0.47 0.47 0.45 0.43

Sports 0.69 0.55 0.64 0.53 0.72 0.50 0.48 0.50 0.47

Cult. 0.72 0.59 0.60 0.64 0.72 0.61 0.62 0.61 0.71

Food 0.72 0.57 0.64 0.85 0.73 0.59 0.62 0.70 0.83

Hist. 0.71 0.55 0.67 0.70 0.72 0.55 0.59 0.59 0.68

M&M 0.69 0.52 0.49 0.38 0.87 0.58 0.60 0.37 0.42

GPT-4.1-mini Nat. Achv. 0.72 0.61 0.67 0.59 0.72 0.56 0.70 0.64 0.73
Nature 0.71 0.62 0.62 0.49 0.71 0.59 0.56 0.38 0.53

Pers. 0.65 0.50 0.50 0.60 0.71 0.53 0.57 0.50 0.72

Pol. 0.68 0.53 0.62 0.46 0.69 0.52 0.58 0.53 0.49

Sports 0.69 0.56 0.66 0.44 0.74 0.54 0.67 0.44 0.53

Table 17: Full results by model and domain for Hindi Language.
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Zero-Shot Few-Shot CoT

Models Domain Caption VQA Caption VQA VQA
| B-F1 Gemini GPT Accuracy (%) | B-F1 Gemini GPT Accuracy (%) | Accuracy (%)
Cult. 0.70 0.48 0.41 0.57 0.69 0.48 0.50 0.34 0.48
Food 0.70 0.46 0.32 0.63 0.70 0.47 0.50 0.52 0.56
Hist. 0.69 0.49 0.37 0.51 0.70 0.44 0.43 0.37 0.45
M&M 0.69 0.45 0.42 0.19 0.85 0.52 0.52 0.24 0.28
Gemma3-4B Nat. Achv. 0.69 0.49 0.43 0.31 0.69 0.46 0.42 0.26 0.38
Nature 0.70 0.49 0.53 0.67 0.69 0.51 0.50 0.57 0.41
Pers. 0.65 0.45 0.37 0.52 0.68 0.48 0.43 0.43 0.47
Pol. 0.67 0.47 0.50 0.37 0.70 0.47 0.41 0.37 0.41
Sports 0.68 0.47 0.51 0.39 0.70 0.48 0.47 0.34 0.52
Cult. 0.71 0.54 0.58 0.56 0.69 0.50 0.48 0.64 0.60
Food 0.69 0.51 0.59 0.67 0.70 0.51 0.45 0.65 0.68
Hist. 0.70 0.53 0.53 0.59 0.70 0.48 0.40 0.59 0.63
M&M 0.72 0.52 0.48 0.26 0.83 0.53 0.52 0.28 0.32
Gemma3-12B Nat. Achv. 0.70 0.55 0.63 0.55 0.70 0.50 0.48 0.43 0.64
Nature 0.70 0.56 0.53 0.36 0.70 0.56 0.48 0.47 0.46
Pers. 0.66 0.49 0.46 0.47 0.69 0.50 0.48 0.61 0.55
Pol. 0.68 0.53 0.55 0.41 0.70 0.47 0.42 0.50 0.50
Sports 0.68 0.54 0.59 0.42 0.70 0.50 0.45 0.52 0.50
Cult. 0.71 0.58 0.61 0.61 0.70 0.52 0.56 0.68 0.68
Food 0.71 0.56 0.65 0.72 0.71 0.53 0.51 0.77 0.78
Hist. 0.71 0.58 0.58 0.65 0.70 0.49 0.42 0.64 0.70
M&M 0.73 0.51 0.52 0.32 0.87 0.52 0.55 0.32 0.35
Gemma3-27B Nat. Achv. 0.71 0.61 0.68 0.58 0.70 0.54 0.42 0.57 0.83
Nature 0.70 0.59 0.58 0.41 0.70 0.56 0.53 0.57 0.51
Pers. 0.66 0.49 0.54 0.56 0.69 0.51 0.41 0.61 0.59
Pol. 0.68 0.54 0.61 0.45 0.71 0.49 0.46 0.46 0.48
Sports 0.71 0.60 0.64 0.61 0.73 0.49 0.51 0.60 0.61
Cult. 0.69 0.43 0.42 0.58 0.65 0.42 0.30 0.54 0.55
Food 0.69 0.34 0.41 0.66 0.64 0.32 0.36 0.56 0.60
Hist. 0.70 0.46 0.45 0.58 0.69 0.41 0.34 0.54 0.54
M&M 0.66 0.35 0.33 0.24 0.80 0.41 0.38 0.29 0.35
Qwen2.5-VL-7B Nat. Achv. 0.68 0.40 0.36 0.67 0.71 0.46 0.31 0.65 0.55
Nature 0.69 0.43 0.43 0.49 0.56 0.32 0.35 0.24 0.46
Pers. 0.65 0.38 0.31 0.43 0.69 0.45 0.39 0.51 0.44
Pol. 0.68 0.45 0.47 0.42 0.70 0.47 0.37 0.35 0.36
Sports 0.67 0.46 0.42 0.44 0.72 0.44 0.48 0.29 0.50
Cult. 0.70 0.53 0.50 0.53 0.67 0.40 0.42 0.59 0.57
Food 0.69 0.49 0.39 0.66 0.66 0.37 0.31 0.60 0.64
Hist. 0.71 0.54 0.56 0.66 0.67 0.38 0.37 0.60 0.68
M&M 0.68 0.37 0.37 0.25 0.82 0.47 0.37 0.39 0.26
Qwen3-VL-8B Nat. Achv. 0.71 0.57 0.58 0.69 0.69 0.50 0.50 0.50 0.70
Nature 0.69 0.52 0.53 0.37 0.59 0.35 0.33 0.46 0.38
Pers. 0.64 0.43 0.33 0.42 0.69 0.51 0.46 0.45 0.44
Pol. 0.67 0.47 0.48 0.39 0.69 0.47 0.39 0.41 0.44
Sports 0.69 0.58 0.57 0.51 0.72 0.47 0.47 0.46 0.49
Cult. 0.72 0.57 0.62 0.64 0.72 0.57 0.61 0.60 0.69
Food 0.71 0.54 0.56 0.69 0.72 0.56 0.64 0.61 0.78
Hist. 0.72 0.55 0.56 0.60 0.71 0.56 0.62 0.56 0.63
M&M 0.70 0.50 0.49 0.43 0.87 0.55 0.57 0.35 0.43
GPT-4.1-mini Nat. Achv. 0.71 0.60 0.68 0.58 0.71 0.58 0.60 0.56 0.73
Nature 0.71 0.62 0.62 0.41 0.71 0.59 0.61 0.35 0.56
Pers. 0.66 0.49 0.50 0.50 0.69 0.50 0.52 0.45 0.73
Pol. 0.68 0.52 0.60 0.39 0.70 0.51 0.54 0.46 0.56
Sports 0.70 0.57 0.66 0.47 0.74 0.55 0.58 0.45 0.56

Table 18: Full results by model and domain for Urdu Language.
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Zero-Shot Few-Shot CoT
Models Domain Caption VQA Caption VQA VQA

B-F1 Gemini GPT Accuracy (%) \ B-F1 Gemini GPT Accuracy (%) \ Accuracy (%)

Cult. 0.68 0.49 0.46 0.61 0.67 0.48 0.52 0.38 0.48

Food 0.69 0.45 0.51 0.74 0.69 0.53 0.48 0.53 0.75

Hist. 0.65 0.47 0.43 0.48 0.66 0.43 0.37 0.33 0.48

M&M 0.64 043 0.38 0.29 0.75 0.47 0.48 0.29 0.29

Gemma3-4B Nat. Achv. 0.65 0.45 0.44 0.26 0.65 0.49 0.42 0.25 0.36
Nature 0.68 0.52 0.61 0.67 0.68 0.56 0.52 0.60 0.45

Pers. 0.63 0.44 0.43 0.56 0.64 0.45 0.39 0.46 0.52

Pol. 0.63 0.45 0.48 0.41 0.66 0.45 0.42 0.37 0.40

Sports 0.64 0.48 0.52 0.42 0.64 0.47 0.44 0.44 0.63

Cult. 0.69 0.47 0.45 0.64 0.68 0.46 0.39 0.63 0.70

Food 0.70 0.44 0.43 0.86 0.70 0.49 0.45 0.76 0.95

Hist. 0.67 0.42 0.42 0.63 0.67 0.41 0.41 0.55 0.75

M&M 0.66 0.39 0.39 0.32 0.80 0.49 0.51 0.37 0.35

Gemma3-12B Nat. Achv. 0.66 0.44 0.43 0.49 0.67 0.46 0.48 0.50 0.42
Nature 0.69 0.46 0.46 0.46 0.67 0.47 0.39 0.51 0.52

Pers. 0.64 0.42 0.40 0.67 0.66 0.41 0.36 0.65 0.67

Pol. 0.64 0.42 0.40 0.51 0.67 0.42 0.42 0.55 0.50

Sports 0.65 0.42 0.42 0.48 0.66 0.42 0.35 0.52 0.47

Cult. 0.69 0.47 0.44 0.70 0.69 0.50 0.48 0.72 0.69

Food 0.70 0.51 0.46 0.88 0.72 0.54 0.42 0.87 0.90

Hist. 0.66 0.41 0.40 0.67 0.70 0.47 0.42 0.64 0.71

M&M 0.64 0.42 0.38 0.36 0.78 0.48 0.48 0.31 0.39

Gemma3-27B Nat. Achv. 0.66 0.44 0.49 0.51 0.68 0.48 0.43 0.53 0.75
Nature 0.68 0.45 0.54 0.61 0.69 0.51 0.53 0.63 0.75

Pers. 0.63 0.42 0.46 0.82 0.67 0.45 0.40 0.80 0.75

Pol. 0.63 0.39 0.38 0.53 0.68 0.45 0.41 0.51 0.58

Sports 0.66 0.44 0.40 0.65 0.66 0.44 0.43 0.65 0.80

Cult. 0.68 0.38 0.40 0.48 0.66 0.34 0.32 0.45 0.51

Food 0.69 0.34 0.37 0.61 0.64 0.33 0.35 0.51 0.67

Hist. 0.69 0.44 0.40 0.57 0.65 0.34 0.37 0.44 0.61

M&M 0.68 0.34 0.39 0.21 0.78 0.41 0.44 0.26 0.31

Qwen2.5-VL-7B Nat. Achv. 0.67 0.30 0.36 0.66 0.69 0.44 0.43 0.68 0.55
Nature 0.68 0.36 0.41 0.40 0.55 0.31 0.31 0.66 0.35

Pers. 0.64 0.36 0.41 0.36 0.68 0.45 0.43 0.42 0.52

Pol. 0.65 0.38 043 0.38 0.69 0.45 0.47 0.32 0.51

Sports 0.68 0.35 0.38 0.45 0.70 0.44 0.42 0.39 0.53

Cult. 0.67 0.43 0.38 0.59 0.66 0.34 0.34 0.59 0.70

Food 0.68 0.40 0.42 0.72 0.69 0.42 0.46 0.73 0.74

Hist. 0.67 0.46 0.36 0.71 0.67 0.38 0.38 0.71 0.65

M&M 0.67 0.35 0.38 0.36 0.69 0.37 0.41 0.37 0.28

Qwen3-VL-8B Nat. Achv. 0.66 0.41 0.41 0.67 0.65 0.35 0.37 0.59 0.57
Nature 0.68 0.43 0.38 0.53 0.65 0.34 0.35 0.31 0.48

Pers. 0.63 0.42 0.43 0.52 0.65 0.43 0.45 0.54 0.52

Pol. 0.64 0.45 0.51 0.45 0.66 0.42 0.45 0.47 0.46

Sports 0.65 0.47 0.47 0.48 0.64 0.38 0.38 0.53 0.43

Cult. 0.70 0.46 0.44 0.64 0.70 0.50 0.53 0.59 0.75

Food 0.72 0.45 0.47 0.84 0.73 0.54 0.51 0.73 0.92

Hist. 0.69 0.44 0.48 0.56 0.70 0.50 0.54 0.54 0.68

M&M 0.68 0.37 0.43 0.45 0.90 0.56 0.57 0.41 0.45

GPT-4.1-mini Nat. Achv. 0.69 0.42 0.46 0.61 0.69 0.52 0.54 0.51 0.85
Nature 0.69 0.41 0.39 0.48 0.71 0.51 0.46 0.51 0.62

Pers. 0.65 0.36 0.42 0.59 0.69 0.52 0.52 0.53 0.73

Pol. 0.65 0.37 0.37 0.49 0.69 0.45 0.44 0.43 0.56

Sports 0.66 0.43 0.45 0.52 0.71 0.45 0.48 0.53 0.71

Table 19: Full results by model and domain for Barishal Dialect.
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Zero-Shot Few-Shot CoT
Models Domain Caption VQA Caption VQA VQA

| B-F1 Gemini GPT Accuracy (%) | B-F1 Gemini GPT Accuracy (%) | Accuracy (%)

Cult. 0.67 0.45 0.43 0.65 0.68 0.45 0.38 0.42 0.62

Food 0.69 0.48 0.47 0.75 0.69 0.51 0.49 0.62 0.77

Hist. 0.65 0.40 0.44 0.47 0.68 0.45 0.39 0.33 0.41

M&M 0.65 0.42 0.35 0.25 0.78 0.51 0.51 0.25 0.30

Gemma3-4B Nat. Achv. 0.65 0.44 0.45 0.28 0.67 0.43 0.34 0.27 0.31
Nature 0.69 0.51 0.45 0.63 0.69 0.53 0.48 0.57 0.49

Pers. 0.63 0.40 0.35 0.52 0.66 0.42 0.36 0.44 0.51

Pol. 0.63 0.41 0.50 0.38 0.67 0.41 0.33 0.35 0.53

Sports 0.63 0.45 0.40 0.45 0.65 0.45 0.46 0.27 0.61

Cult. 0.68 0.45 0.47 0.65 0.68 0.45 0.41 0.61 0.69

Food 0.70 0.48 0.56 0.85 0.71 0.51 0.48 0.71 0.83

Hist. 0.67 0.40 0.42 0.62 0.68 0.40 0.33 0.59 0.74

M&M 0.66 0.42 0.39 0.32 0.83 0.51 0.52 0.37 0.28

Gemma3-12B Nat. Achv. 0.66 0.47 0.56 0.54 0.67 0.45 0.38 0.49 0.62
Nature 0.68 043 0.44 0.51 0.68 0.46 0.46 0.45 0.59

Pers. 0.64 0.41 0.30 0.69 0.66 0.41 0.39 0.64 0.83

Pol. 0.64 0.41 0.40 0.47 0.68 0.40 0.42 0.49 0.54

Sports 0.65 0.45 0.51 0.52 0.66 0.45 0.34 0.42 0.50

Cult. 0.68 0.40 0.40 0.68 0.69 0.47 0.48 0.73 0.77

Food 0.70 0.44 0.52 0.90 0.71 0.50 0.49 0.88 0.85

Hist. 0.66 0.38 0.49 0.67 0.69 0.46 0.40 0.67 0.77

M&M 0.66 0.35 0.37 0.34 0.79 0.50 0.54 0.30 0.34

Gemma3-27B Nat. Achv. 0.66 0.45 0.55 0.52 0.68 0.43 0.36 0.46 0.69
Nature 0.69 0.43 0.53 0.59 0.70 0.50 0.62 0.57 0.70

Pers. 0.63 0.35 0.34 0.78 0.67 0.46 0.40 0.82 0.80

Pol. 0.64 0.36 0.44 0.55 0.68 0.46 0.44 0.48 0.48

Sports 0.66 0.38 0.49 0.66 0.67 0.41 0.39 0.66 0.71

Cult. 0.67 0.36 0.34 0.55 0.63 0.34 0.36 0.49 0.60

Food 0.69 0.31 0.36 0.68 0.65 0.29 0.29 0.49 0.66

Hist. 0.69 0.42 0.38 0.62 0.67 0.37 0.35 0.57 0.50

M&M 0.67 0.35 0.31 0.18 0.79 0.45 0.39 0.19 0.18

Qwen2.5-VL-7B Nat. Achv. 0.67 0.34 0.37 0.66 0.70 0.39 0.39 0.60 0.43
Nature 0.68 0.37 0.36 0.51 0.54 0.28 0.31 0.38 0.37

Pers. 0.63 0.34 0.33 0.36 0.67 0.41 0.38 0.44 0.54

Pol. 0.65 0.39 0.32 0.36 0.69 0.44 0.40 0.31 0.29

Sports 0.67 0.37 0.33 0.52 0.69 0.45 0.40 0.43 0.58

Cult. 0.67 0.45 0.46 0.60 0.67 0.42 0.37 0.57 0.67

Food 0.68 0.40 0.35 0.69 0.69 0.43 0.39 0.67 0.74

Hist. 0.67 0.44 0.34 0.68 0.67 0.41 0.35 0.68 0.69

M&M 0.66 0.36 0.41 0.29 0.68 0.34 0.34 0.25 0.28

Qwen3-VL-8B Nat. Achv. 0.65 0.41 0.32 0.59 0.66 0.42 0.36 0.53 0.59
Nature 0.67 0.44 0.45 0.57 0.64 0.33 0.33 0.48 0.45

Pers. 0.63 0.43 0.46 0.57 0.64 0.41 0.35 0.46 0.50

Pol. 0.64 0.44 0.49 0.48 0.66 0.41 0.34 0.41 0.38

Sports 0.64 0.42 0.46 0.54 0.66 0.39 0.33 0.44 0.56

Cult. 0.69 0.41 0.50 0.70 0.70 0.45 0.38 0.58 0.73

Food 0.72 0.46 0.50 0.84 0.74 0.52 0.49 0.75 0.91

Hist. 0.69 0.41 0.45 0.64 0.70 0.46 0.43 0.64 0.66

M&M 0.68 0.42 0.38 0.48 0.89 0.61 0.63 0.42 0.43

GPT-4.1-mini Nat. Achv. 0.69 0.46 0.43 0.59 0.70 0.54 0.50 0.57 0.80
Nature 0.70 0.39 0.37 0.58 0.71 0.46 0.53 0.44 0.57

Pers. 0.65 0.34 0.35 0.67 0.69 0.52 0.45 0.54 0.78

Pol. 0.66 0.36 0.38 0.50 0.68 0.45 0.46 0.46 0.59

Sports 0.67 0.41 0.38 0.50 0.70 0.48 0.47 0.44 0.66

Table 20: Full results by model and domain for Chittagong Dialect.
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Zero-Shot Few-Shot CoT
Models Domain Caption VQA Caption VQA VQA

| B-F1 Gemini GPT Accuracy (%) | B-F1 Gemini GPT Accuracy (%) | Accuracy (%)

Cult. 0.69 0.48 0.41 0.65 0.68 0.49 0.55 0.49 0.51

Food 0.69 0.45 0.39 0.74 0.69 0.50 0.49 0.61 0.72

Hist. 0.66 0.40 0.38 0.46 0.68 0.42 0.34 0.37 0.51

M&M 0.65 0.41 0.39 0.23 0.79 0.48 0.47 0.28 0.31

Gemma3-4B Nat. Achv. 0.66 0.49 0.41 0.31 0.68 0.45 0.44 0.20 0.43
Nature 0.70 0.56 0.56 0.63 0.69 0.56 0.53 0.69 0.49

Pers. 0.64 0.45 0.38 0.51 0.68 0.47 0.41 0.50 0.53

Pol. 0.65 0.45 0.37 0.40 0.68 0.43 0.37 0.41 0.46

Sports 0.64 0.42 0.44 0.50 0.66 0.46 0.44 0.45 0.45

Cult. 0.69 0.42 0.37 0.67 0.68 0.44 0.42 0.65 0.70

Food 0.71 0.44 0.44 0.86 0.71 0.49 0.47 0.77 0.88

Hist. 0.67 0.37 0.34 0.63 0.68 0.42 0.41 0.60 0.62

M&M 0.67 0.37 0.33 0.35 0.75 0.54 0.55 0.34 0.36

Gemma3-12B Nat. Achv. 0.66 0.42 0.41 0.55 0.68 0.45 0.45 0.44 0.44
Nature 0.69 0.43 0.37 0.48 0.68 0.45 0.48 0.46 0.60

Pers. 0.64 0.41 0.35 0.68 0.65 0.41 0.31 0.67 0.69

Pol. 0.65 0.40 0.34 0.54 0.67 0.41 0.43 0.56 0.60

Sports 0.65 0.40 0.32 0.53 0.65 0.42 0.45 0.52 0.82

Cult. 0.70 0.47 0.47 0.73 0.69 0.48 0.46 0.69 0.79

Food 0.71 0.47 0.55 0.90 0.72 0.52 0.50 0.91 0.90

Hist. 0.68 0.44 0.49 0.66 0.69 0.45 0.40 0.69 0.70

M&M 0.68 0.41 0.40 0.35 0.80 0.51 0.49 0.32 0.46

Gemma3-27B Nat. Achv. 0.67 0.47 0.55 0.48 0.67 0.43 0.38 0.53 0.85
Nature 0.69 0.47 0.46 0.62 0.70 0.51 0.49 0.68 0.67

Pers. 0.65 0.39 0.36 0.80 0.68 0.46 0.38 0.85 0.83

Pol. 0.65 0.39 0.46 0.51 0.69 0.46 0.41 0.47 0.50

Sports 0.67 0.43 0.53 0.65 0.66 0.42 0.38 0.58 0.67

Cult. 0.68 0.37 0.38 0.51 0.69 0.36 0.40 0.49 0.53

Food 0.69 0.33 0.33 0.66 0.71 0.41 0.44 0.54 0.68

Hist. 0.69 0.42 0.47 0.60 0.70 0.44 0.40 0.55 0.60

M&M 0.68 0.35 0.35 0.21 0.83 0.53 0.56 0.29 0.23

Qwen2.5-VL-7B Nat. Achv. 0.67 0.41 0.40 0.69 0.70 0.42 0.46 0.48 0.56
Nature 0.68 0.41 0.40 0.37 0.71 0.44 0.34 0.58 0.34

Pers. 0.64 0.36 0.35 0.46 0.67 0.41 0.38 0.44 0.43

Pol. 0.65 0.39 0.35 0.39 0.68 0.44 0.44 0.36 0.30

Sports 0.67 0.40 0.33 0.44 0.72 0.49 0.57 0.42 0.41

Cult. 0.67 0.45 0.41 0.65 0.67 0.35 0.38 0.62 0.64

Food 0.69 0.40 0.34 0.73 0.68 0.40 0.37 0.69 0.74

Hist. 0.68 0.43 0.46 0.69 0.66 0.35 0.34 0.63 0.72

M&M 0.67 0.36 0.38 0.38 0.69 0.37 0.35 0.30 0.35

Qwen3-VL-8B Nat. Achv. 0.67 0.46 0.45 0.63 0.66 0.42 0.31 0.57 0.81
Nature 0.68 0.43 0.47 0.38 0.64 0.30 0.31 0.35 0.43

Pers. 0.64 0.42 0.32 0.50 0.65 0.42 0.30 0.44 0.46

Pol. 0.64 0.42 0.38 0.43 0.66 0.39 0.34 0.44 0.34

Sports 0.66 0.47 0.40 0.50 0.66 0.38 0.34 0.47 0.58

Cult. 0.70 0.44 0.45 0.65 0.71 0.52 0.48 0.58 0.72

Food 0.71 0.41 0.40 0.85 0.73 0.51 0.51 0.73 0.88

Hist. 0.69 0.44 0.43 0.61 0.71 0.50 0.46 0.57 0.68

M&M 0.68 0.36 0.41 0.48 0.90 0.64 0.56 0.38 0.49

GPT-4.1-mini Nat. Achv. 0.69 0.43 0.45 0.62 0.71 0.53 0.52 0.62 0.82
Nature 0.70 0.39 0.41 0.49 0.71 0.50 0.47 0.51 0.59

Pers. 0.65 0.37 0.39 0.57 0.70 0.51 0.43 0.57 0.74

Pol. 0.67 0.38 0.37 0.42 0.69 0.49 0.47 0.51 0.57

Sports 0.68 0.42 0.44 0.53 0.69 0.48 0.45 0.50 0.61

Table 21: Full results by model and domain for Noakhali Dialect.
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Zero-Shot Few-Shot CoT

Models Domain Caption VQA Caption VQA VQA
| B-F1 Gemini GPT Accuracy (%) | B-F1 Gemini GPT Accuracy (%) | Accuracy (%)

Cult. 0.68 0.49 0.55 0.63 0.68 0.49 0.50 0.50 0.59

Food 0.70 0.50 0.52 0.73 0.70 0.52 0.56 0.56 0.72

Hist. 0.67 0.48 0.38 0.44 0.68 0.44 0.40 0.42 0.40

M&M 0.66 0.44 0.42 0.27 0.80 0.52 0.51 0.29 0.30

Gemma3-4B Nat. Achv. 0.67 0.52 0.57 0.35 0.66 0.44 0.39 0.27 0.45
Nature 0.69 0.55 0.56 0.67 0.69 0.57 0.54 0.69 0.41

Pers. 0.63 0.42 0.43 0.59 0.67 0.46 0.41 0.55 0.53

Pol. 0.64 0.41 0.45 0.42 0.69 0.45 0.43 0.38 0.41

Sports 0.65 0.48 0.41 0.48 0.66 0.47 0.46 0.37 0.46

Cult. 0.69 0.45 0.48 0.62 0.68 0.44 0.43 0.62 0.82

Food 0.70 0.47 0.45 0.85 0.71 0.51 0.47 0.78 0.82

Hist. 0.67 0.43 0.35 0.64 0.68 0.44 0.37 0.60 0.76

M&M 0.65 0.41 0.40 0.37 0.82 0.51 0.52 0.32 0.44

Gemma3-12B Nat. Achv. 0.65 0.45 0.52 0.52 0.68 0.46 0.41 0.52 0.71
Nature 0.68 0.43 0.42 0.44 0.69 0.46 0.50 0.54 0.58

Pers. 0.63 0.42 0.37 0.66 0.65 0.40 0.33 0.71 0.76

Pol. 0.65 0.41 0.38 0.55 0.67 0.40 0.34 0.54 0.62

Sports 0.64 0.44 0.42 0.50 0.66 0.44 0.39 0.52 0.54

Cult. 0.70 0.52 0.59 0.69 0.68 0.49 0.45 0.72 0.64

Food 0.71 0.50 0.59 0.88 0.72 0.52 0.48 0.90 0.87

Hist. 0.68 0.47 0.53 0.69 0.69 0.47 0.39 0.66 0.75

M&M 0.67 0.43 0.45 0.33 0.84 0.52 0.55 0.34 0.43

Gemma3-27B Nat. Achv. 0.68 0.48 0.52 0.52 0.69 0.43 0.40 0.55 0.73
Nature 0.69 0.49 0.54 0.59 0.70 0.54 0.54 0.60 0.67

Pers. 0.64 0.42 0.49 0.78 0.69 0.48 0.38 0.78 0.79

Pol. 0.65 0.43 0.45 0.57 0.68 0.46 0.44 0.51 0.51

Sports 0.67 0.48 0.53 0.66 0.68 0.45 0.44 0.53 0.84

Cult. 0.69 0.49 0.52 0.55 0.69 0.47 0.43 0.40 0.59

Food 0.69 0.43 0.34 0.68 0.72 0.46 0.34 0.57 0.68

Hist. 0.70 0.51 0.52 0.60 0.71 0.52 0.54 0.51 0.50

M&M 0.69 0.44 0.31 0.22 0.81 0.57 0.55 0.26 0.20

Qwen2.5-VL-7B Nat. Achv. 0.68 0.49 0.46 0.69 0.69 0.50 0.51 0.71 0.51
Nature 0.70 0.51 0.55 0.42 0.71 0.50 0.46 0.70 0.40

Pers. 0.65 0.45 0.41 0.47 0.68 0.47 0.41 0.39 0.53

Pol. 0.66 0.47 0.49 0.39 0.67 0.49 0.55 0.36 0.33

Sports 0.69 0.49 0.59 0.48 0.72 0.54 0.63 0.44 0.44

Cult. 0.66 0.43 0.49 0.57 0.66 0.35 0.38 0.65 0.66

Food 0.68 0.41 0.32 0.75 0.68 0.41 0.41 0.70 0.73

Hist. 0.67 0.44 0.40 0.70 0.67 0.38 0.31 0.72 0.65

M&M 0.66 0.34 0.34 0.32 0.67 0.38 0.32 0.27 0.38

Qwen3-VL-8B Nat. Achv. 0.65 0.41 0.45 0.66 0.64 0.42 0.32 0.55 0.65
Nature 0.67 0.42 0.47 0.57 0.65 0.34 0.39 0.50 0.49

Pers. 0.62 0.41 0.34 0.57 0.64 0.44 0.40 0.53 0.54

Pol. 0.64 0.42 0.42 0.45 0.67 0.45 0.37 0.47 0.44

Sports 0.64 0.44 0.35 0.48 0.65 0.36 0.37 0.42 0.61

Cult. 0.69 0.42 0.41 0.66 0.70 0.50 0.51 0.58 0.78

Food 0.72 0.44 0.49 0.86 0.73 0.54 0.58 0.68 0.89

Hist. 0.69 0.45 0.39 0.63 0.69 0.48 0.43 0.62 0.72

M&M 0.69 0.39 0.35 0.53 091 0.63 0.63 0.39 0.43

GPT-4.1-mini Nat. Achv. 0.69 0.45 0.45 0.57 0.70 0.52 0.54 0.58 0.74
Nature 0.69 0.41 0.36 0.55 0.71 0.53 0.49 0.49 0.69

Pers. 0.64 0.39 0.32 0.59 0.70 0.51 0.54 0.46 0.72

Pol. 0.66 0.35 0.35 0.46 0.69 0.46 0.49 0.46 0.51

Sports 0.67 0.43 0.48 0.53 0.71 0.53 0.53 0.50 0.74

Table 22: Full results by model and domain for Rangpur Dialect.
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Zero-Shot Few-Shot CoT
Models Domain Caption VQA Caption VQA VQA

| B-F1 Gemini GPT Accuracy (%) | B-F1 Gemini GPT Accuracy (%) | Accuracy (%)

Cult. 0.67 0.47 0.45 0.60 0.68 0.45 0.40 0.45 0.58

Food 0.70 0.46 0.50 0.72 0.70 0.50 0.48 0.62 0.64

Hist. 0.66 0.42 0.43 0.44 0.68 0.43 0.33 0.40 0.47

M&M 0.65 0.42 0.35 0.27 0.80 0.50 0.50 0.35 0.36

Gemma3-4B Nat. Achv. 0.65 0.47 043 0.31 0.68 0.48 0.40 0.29 0.45
Nature 0.69 0.58 0.58 0.59 0.69 0.56 0.54 0.63 0.52

Pers. 0.63 0.45 0.40 0.58 0.67 0.45 0.38 0.54 0.51

Pol. 0.64 0.45 0.49 0.40 0.68 0.43 0.33 0.42 0.40

Sports 0.64 0.47 0.43 0.47 0.67 0.47 0.53 0.42 0.44

Cult. 0.68 0.40 0.45 0.62 0.68 0.43 0.37 0.65 0.78

Food 0.70 0.40 0.38 0.82 0.71 0.48 0.37 0.67 0.91

Hist. 0.66 0.37 0.34 0.64 0.69 0.39 0.35 0.64 0.64

M&M 0.66 0.39 0.33 0.35 0.80 0.49 0.48 0.33 0.45

Gemma3-12B Nat. Achv. 0.65 0.38 0.32 0.46 0.67 0.43 0.31 0.38 0.58
Nature 0.68 0.41 0.34 0.47 0.68 0.45 0.38 0.54 0.42

Pers. 0.63 0.31 0.31 0.68 0.65 0.34 0.35 0.65 0.81

Pol. 0.63 0.33 0.31 0.54 0.67 0.39 0.30 0.52 0.59

Sports 0.65 0.39 0.31 0.45 0.66 0.40 0.37 0.44 0.50

Cult. 0.69 0.48 0.41 0.70 0.69 0.48 0.42 0.68 0.78

Food 0.71 0.45 0.36 0.84 0.72 0.53 0.47 0.82 0.86

Hist. 0.69 0.44 0.41 0.66 0.69 0.46 0.46 0.63 0.75

M&M 0.67 0.42 0.37 0.34 0.84 0.51 0.55 0.33 0.45

Gemma3-27B Nat. Achv. 0.68 0.43 0.51 0.51 0.68 0.45 0.44 0.49 0.69
Nature 0.69 0.46 0.44 0.59 0.70 0.50 0.43 0.60 0.63

Pers. 0.65 0.36 0.33 0.79 0.69 0.48 0.37 0.82 0.78

Pol. 0.66 0.38 0.40 0.51 0.68 0.46 0.39 0.47 0.55

Sports 0.68 0.42 0.44 0.63 0.67 0.41 0.40 0.56 0.68

Cult. 0.67 0.35 0.38 0.52 0.69 0.32 0.37 0.42 0.53

Food 0.69 0.32 0.31 0.55 0.71 0.35 0.38 0.45 0.59

Hist. 0.68 0.42 0.38 0.58 0.70 0.43 0.39 0.55 0.52

M&M 0.67 0.35 0.35 0.21 0.83 0.53 0.52 0.22 0.22

Qwen2.5-VL-7B Nat. Achv. 0.67 0.36 0.39 0.66 0.70 0.40 0.42 0.71 0.52
Nature 0.69 0.39 0.36 0.43 0.70 0.44 0.36 0.60 0.38

Pers. 0.64 0.36 0.37 0.49 0.67 0.41 0.43 0.48 0.51

Pol. 0.66 0.38 0.30 0.39 0.69 0.44 0.39 0.34 0.36

Sports 0.67 0.41 0.37 0.45 0.69 0.44 0.37 0.37 0.48

Cult. 0.66 0.45 0.35 0.66 0.65 0.35 0.41 0.59 0.68

Food 0.68 0.44 0.32 0.71 0.69 0.45 0.35 0.68 0.73

Hist. 0.67 0.44 0.40 0.72 0.66 0.35 0.31 0.67 0.72

M&M 0.66 0.34 0.35 0.42 0.67 0.37 0.36 0.44 0.37

Qwen3-VL-8B Nat. Achv. 0.67 0.45 0.45 0.66 0.65 0.34 0.39 0.69 0.72
Nature 0.68 0.47 0.43 0.48 0.64 0.32 0.36 0.42 0.44

Pers. 0.63 0.41 0.34 0.49 0.64 0.45 0.35 0.56 0.56

Pol. 0.64 0.44 0.36 0.42 0.66 0.42 0.33 0.41 0.42

Sports 0.66 0.44 0.40 0.53 0.64 0.39 0.33 0.51 0.59

Cult. 0.69 043 0.35 0.63 0.70 0.51 0.56 0.59 0.71

Food 0.72 0.46 0.45 0.84 0.72 0.50 0.46 0.66 0.86

Hist. 0.69 0.46 0.45 0.58 0.70 0.49 0.54 0.58 0.68

M&M 0.69 0.40 0.38 0.47 0.90 0.59 0.65 0.43 0.50

GPT-4.1-mini Nat. Achv. 0.69 0.48 0.47 0.64 0.70 0.55 0.62 0.62 0.76
Nature 0.70 0.45 0.52 0.53 0.72 0.54 0.53 0.47 0.67

Pers. 0.65 0.36 0.39 0.63 0.70 0.51 0.46 0.51 0.71

Pol. 0.66 0.40 0.40 0.48 0.68 0.47 0.41 0.44 0.63

Sports 0.68 0.46 0.55 0.47 0.70 0.50 0.48 0.47 0.73

Table 23: Full results by model and domain for Sylhet Dialect.
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