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Abstract research) where users require not just an answer

Chain-of-thought (CoT) reasoning sometimes
fails to faithfully reflect the true computation of
a large language model (LLM), hampering its
utility in explaining how LLMs arrive at their
answers. Moreover, optimizing for faithfulness
and interpretability in reasoning often degrades
task performance. To address this tradeoff and
improve CoT faithfulness, we propose Reason-
ing Execution by Multiple Listeners (REMUL),
a multi-party reinforcement learning approach.
REMUL builds on the hypothesis that reason-
ing traces which other parties can follow will
be more faithful. A speaker model generates a
reasoning trace, which is truncated and passed
to a pool of listener models who “execute” the
trace, continuing the trace to an answer. Speak-
ers are rewarded for producing reasoning that
is clear to listeners, with additional correctness
regularization via masked supervised finetun-
ing to counter the tradeoff between faithful-
ness and performance. On multiple reasoning
benchmarks (BIG-Bench Extra Hard, MuSR,
Zebral.ogicBench, and FOLIO), REMUL con-
sistently and substantially improves three mea-
sures of faithfulness — hint attribution, early
answering area over the curve (AOC), and mis-
take injection AOC — while also improving ac-
curacy. Our analysis finds that these gains are
robust across training domains and are associ-
ated with shorter and more direct CoTs.!

1 Introduction

While current reasoning large language models
(LLMs) produce chain-of-thought (CoT) outputs
that ostensibly reflect their reasoning, it remains
unclear to what extent these outputs faithfully rep-
resent the model’s true computational process (Lan-
ham et al., 2023; Barez et al., 2025; Chen et al.,
2025). This gap limits the reliability of LLMs and
makes verifying their answers challenging, espe-
cially in domains (e.g., medicine, law, scientific

'Code: https://github.com/nsivaku/remul

but a faithful explanation of how that answer was
reached (Sitaraman, 2025; Mashraqi and Allehyani,
2022; Rajpurkar et al., 2022; Resnik and Hosseini,
2025; Schwarcz et al., 2025). Moreover, a line
of prior work points to a tension between perfor-
mance and reasoning faithfulness, with accuracy
improvements often coming at a cost to reasoning
faithfulness or interpretability (Arrieta et al., 2020;
Kenny and Shah, 2024; McMillan et al., 2025).

In the context of LLM reasoning, the risk of
unfaithful reasoning is compounded by reinforce-
ment learning (RL)-based approaches, which typ-
ically reward the final answer’s accuracy but not
the model’s reasoning faithfulness (Lambert et al.,
2024). Indeed, past work has found that outcome-
only RL can lead to unfaithful or uninterpretable
outputs (Guo et al., 2025; Kirchner et al., 2024;
Jose, 2025). Unlike correctness, which can be ob-
jectively defined, we argue that faithfulness is a
multi-party property: a faithful explanation is one
which enables a listener to come to the same conclu-
sion as the speaker, without access to the speaker’s
answer. For example, in Figure 1(A), we see that
when we truncate a reasoning chain from a speaker
model to exclude its final few steps and answer,
listener models given this reasoning prefix come
to different conclusions, indicating that the prefix
does not clearly lead to the speaker’s answer. We
frame this as reasoning executability: a reasoning
chain is executable if a similarly capable listener
can recover the same conclusion from it, where
execution refers to a “soft execution”, i.e., a prefix
of the speaker’s reasoning chain is provided to the
listener, who continues it. Executability and faith-
fulness are intuitively linked: if a prefix reliably
leads independent listeners to come to the same
answer as the speaker, the speaker’s verbalized
steps are more likely to contain the actual reasoning
steps that determined the answer. With this fram-
ing, we propose Reasoning Execution by Multiple
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(A) Base Model: Unfaithful and Inexecutable Reasoning

(B) REMuL: Faithful and Executable Reasoning

Query: Determine whether the conclusion is A) True, B) Uncertain, or C) False.

Premises: (1) Diamond Mine is a professional wrestling stable formed in WWE. (2) Roderick Strong leads Diamond Mine. (3) Diamond Mine includes the Creed
Brothers and Ivy Nile. (4) Imperium has a feud with Diamond Mine. Conclusion: Roderick Strong leads the Creed Brothers.

l Speaker CoT (shown) aQ_ Speaker CoT (truncated)

<think> Okay, let's try to figure this ou
/-
o

step by step....
First, I need to list out all the
Speaker
Model

...This is tricky. Without knowing the
exact structure of the stable, it's
possible that the Creed Brothers have
their own leader...

Therefore, the safest logical
conclusion is UNCERTAIN (Option B).

premises...

If Diamond Mine is a stable, then the
leader of the stable would
resumably be the overall leader...

Listener Models

...The answer could be uncertain
because while Roderick leads the
stable that includes the Creed
Brothers, it's not confirmed he leads
them individually. There's no
contradiction either, so it's not false.
Hence, uncertain.

<think> Okay, let's try to figure this
out...

we know Roderick Strong is the leader
of Diamond Mine...

But does being part of the same
group mean that Roderick leads
them specificall;

l REMulL Speaker CoT (shown) %I;EMUL Speaker CoT (truncated)

Listener Models

% <think> Okay, let's try to figure A3 <think> Okay, let's try to figure 3 <think> Okay, let's try to figure
this out....overall leader... this out....overall leader... this out....overall leader...
|1 Execute Speaker CoT [ Execute Speaker CoT M= Execute Speaker CoT

L- W"..But in logical terms, if A is Y.Thus, if they belong to X'/-‘:. We cannot confirm or deny
part of B, and X leads B, then X Diamond Mine and Roderick leads | | whether Roderick Strong leads the
leads A, unless stated otherwise. | | Diamond Mine, it follows logically | | Creed Brothers based solely on
Therefore, | think the correct that he also leads the Creed the premises, hence the
answer is Option A: Brothers. Answer: Option A~ conclusion is *uncertain**

% <think> Okay, let's try to figure 3 <think> Okay, let's try to figure
this out....overall leader... this out....overall leader...

% <think> Okay, let's try to figure
this out....overall leader...

1 Execute Speaker CoT I Execute Speaker CoT /B Execute Speaker CoT
W |+..don’t establish a direct 2. Brothers is an element, but | |*YY/™..However, the information
leadership relationship between Rod. Strong leads Creed Brothers. | | provided does not explicitly
Roderick and the Creed Brothers | | No caveat s provided...Therefore, | | indicate that Roderick Strong
without additional context. the conclusion appears to be directly leads the Creed Brothers

Option B: Uncertain uncertain themselves...Option B: Uncertain

X Diverging Reasoning Execution
Listener models take inconsistent steps in reasoning and fail to consistently reach the speaker model’s answer.

v Consistent Reasoning Execution

cut

Listener models €

e similar reasoning steps and reach the same answer as the speaker model

Figure 1: Existing reasoning models are prone to producing reasoning that is unfaithful and hard to follow. Thus,
when given a reasoning chain prefix (blue) from a base speaker model (A), listener models are often unable to
reproduce the speaker’s final decision, i.e., their soft execution suffix (white) diverges. REMUL rewards speakers
for inducing consistent reasoning in the listener pool. With REMUL, the speaker’s reasoning is more faithful and
easier for the listeners to follow consistently, with all listeners reaching the same conclusion as the speaker. Note
that reasoning here is elided, and the shown prefix and truncated suffix are not by necessity the same length.

Listeners (REMUL), which simultaneously trains
models for both faithfulness and correctness.

Concretely, we train a speaker policy using
Group Relative Policy Optimization (GRPO; Guo
et al., 2025) where the speaker generates a rea-
soning trace, which we then truncate to produce
a prefix, as illustrated in Figure 1 and Figure 2.
Multiple independent listeners then execute this
prefix, producing answers. As shown in Figure 2
(top), the speaker is rewarded proportionally to the
consensus of the speaker and listener agents. Note
that this process does not necessarily require the
listener models to converge to a correct answer,
but only to match the speaker’s answer. Consis-
tent with prior work (Arrieta et al., 2020; Kenny
and Shah, 2024; McMillan et al., 2025), we find
that increasing faithfulness alone comes at a cost
to correctness. To offset this, we incorporate cor-
rectness training into REMUL: we optimize for
faithfulness via RL and optimize for correctness us-
ing supervised finetuning (SFT) with a LoRA (Hu
et al., 2021) adapter, shown in Figure 2 (bottom).

After training on data from BIG-Bench Hard
(BBH; Suzgun et al., 2023), we evaluate REMUL
on challenging reasoning problems from BIG-
Bench Extra Hard (Kazemi et al., 2025), logic
puzzles from ZebralL.ogicBench (Lin et al., 2025),
multi-step logical deduction puzzles from MuSR
(Sprague et al., 2024), and first-order logic ques-
tions from FOLIO (Han et al., 2024). We mea-
sure faithfulness using intervention-based area over

the curve (AOC) metrics (Lanham et al., 2023) as
well as hint usage (Chen et al., 2025), which tests
whether model outputs faithfully verbalize changes
in answers due to user-provided hints. Here, we
find that REMUL improves hint attribution by up
to 3.1% on Qwen3 and 3.4% on Phi4, while also
boosting accuracy by up to 3.1% and 3.2%, respec-
tively. We also observe gains of up to 4.8 AOC
points for early answering from truncated CoT (a
faithfulness measure from Lanham et al. (2023)).

We analyze REMUL’s impact on several dimen-
sions of model behavior and justify key design
choices. First, we perform an ablation study on
our speaker-listener setup to demonstrate the im-
portance of having multiple diverse listeners during
training. Without either, we see diminished gains in
both accuracy and faithfulness measures. We also
observe a conflict in correctness and faithfulness
reward signals when jointly optimized under a sin-
gle reward, explaining the tradeoff observed under
joint optimization and further motivating our multi-
loss approach, which optimizes for correctness and
faithfulness via distinct mechanisms. Finally, we
qualitatively examine the difference in reasoning
before and after training, finding that our training
makes reasoning chains more linear and concise.
We add further analyses in our appendix, showing
that REMUL results in greater legibility and that
while training on in-domain data boosts accuracy,
it does not necessarily improve faithfulness.
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2 Method
2.1 Problem Setup

Given an input prompt z, a speaker model S gener-
ates an explicit reasoning trace ¢ and a final answer
a, yielding an output y. Our goal is to train S to
produce more faithful reasoning. More specifically,
the produced trace ¢ should better reflect the pro-
cess required to reach the answer a. We formalize
this computation via the notion of soft executability
by a listener model L.

2.2 Cross-model Soft Reasoning Execution

More formally, let t = (t1,ta,...,t,) be a reason-
ing chain with n steps, leading to answer a. We
define a soft execution of ¢ as M (z,t1,,) = d/,
where M is a model, x is an input prompt, t1 ,,
m < n is a partial reasoning chain, and a’ is the
listener model response.? Note that in this formula-
tion, M completes the remaining reasoning steps to
reach a potentially different answer a’. We define
our faithfulness reward as I[L(x,t1 ) = S(z,1)]
(or, equivalently, I[a’ = a]) i.e. the degree to which
a listener model L reaches the same answer as the
original speaker reasoning model S. This process
is illustrated in Figure 1, where the speaker model’s
partial chain is passed to multiple listeners.

As illustrated in Figure 2 (top), REMUL uses
cross-model execution as a training signal. We
generate an initial response to input x using S and
generate reasoning trace ¢ and final answer a. We
then truncate ¢ to 25%, 50%, and 75% of its length
(split on newlines) to get 77 = {t1, t2,t3}. Then,
given a set of listener models M, for each listener
model L; € M, we obtain a finished reasoning
trace starting from ¢; € 7" and final listener answer
of a’. We compute a matching reward across the

J
pool by the formula:

Tmatch = Z Z ]I[CL; = a] (D

L,eM t; €T’

Based on this continued generation process, we
reward the speaker policy using 7,,,4¢c. The main
assumption is that if the speaker policy’s reasoning
is logically sound, listener models should be more
likely to converge to the same answer when contin-
uing from the trace. Note that when training with
Tmatch, We use full-rank updates.

We take executability as a tractable training sig-
nal for faithfulness. If a truncated CoT reliably

2We refer to this execution as “soft” to distinguish it from
programmatic execution, e.g., Lyu et al. (2023).

REMuL: Reasoning Execution by Multiple Listeners
Multi-Listener Faithfulness RL

about this.. o Listerier Pool

But wait.. Speaker N N N
Actually.. Model
\ Final
'\ | Answer: true [...F'LnaL Answer: [._Answer:im Conclusion:

Trye False

<think>
Let’s start
thinking

—
SuTuosead a3ndax3

~
S~
=== Consensus Reward: 1/3

Low-rank
Adapter
11

e e e

0k
Masked SFT Update Y

Speaker
Model <think> Okay let’s think.. There’s no contradiction, so True

Masked Correctness SFT

<think> Let me repeat.. leading a group means being leader, False 0

<think> We know Roderick.. that would make him a follower, False 0

L Y J

Mask first k response tokens Unmask answer

€

Figure 2: REMUL consists of two components: (Top)
A speaker-listener reasoning execution reward, where
listeners execute reasoning prefixes from a speaker, who
is rewarded for listener consensus. The speaker’s final
answer is only used for reward computation and not seen
by the listeners. (Bottom) A masked supervised fine-
tuning step to maintain correctness via a LoRA adapter,
with loss computed only on answer tokens.

leads independent listeners to the speaker’s answer,
then the verbalized steps carry the information that
determines that answer, making it more likely that
they reflect the speaker’s underlying computation.
Conversely, if the verbalized reasoning diverges
from the process that produced the answer, the pre-
fix carries less of the information needed to reach it,
and listeners are more likely to diverge. Rewarding
executability therefore pushes the model to include
the reasoning that determined its answer — which
others can follow — in its output.

2.3 Incorporating Correctness

Due to observed accuracy tradeoffs (see Sec-
tion 3.4) when optimizing only for faithfulness,
we test a variety of methods to improve correctness
results during training.

Balanced Rewards. We train .S with a reward that
combines matching under cross-model execution
and correctness term based on ground truth label g.
Under the balanced reward, the full reward function
is as follows:

Tbal(l'y Z/) = Tmatch T A H[CL = 9]7 (2)

where A is defined as the number of listener models
(i.e., |M]). This balanced reward is then used
when doing GRPO on our training data.
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Correctness Supervised Finetuning. We ex-
plore a supervised finetuning (SFT) strategy to mit-
igate accuracy drops while optimizing for faithful-
ness. In this approach, as illustrated in Figure 2
(bottom), we add a standard SFT loss to supervise
only the final answer tokens while masking the rea-
soning trace, similar to Fang et al. (2025). This
isolates the correctness signal to the answer chan-
nel and avoids directly altering the reasoning trace.
In other words, our loss is given by:

Lans(0) = = logpa(yi | z,y<i), (3
€A

where A indexes the token positions corresponding
to the final answer and token positions belonging
to t receive zero loss. Intuitively, this preserves
the reasoning behaviors learned during faithfulness
training (since we do not explicitly force a partic-
ular chain-of-thought), while still correcting the
final decision boundary.

2.4 Training Procedure

We first optimize the original speaker model .S us-
ing Group Relative Policy Optimization (GRPO)
(Guo et al., 2025). For each prompt z, we sample a
group of G outputs {y;}& ; from S; then, for each
y; we apply truncation, pass the truncated traces
through the population of listeners M, and com-
pute the reward r,,4.cn. When using a balanced
reward that accounts for correctness, we instead
use 7'pq7, an augmented version of 7,44, defined
in Equation (2). This reward iteratively teaches the
speaker policy S to output more executable — and
therefore more faithful — traces.

Separately, we finetune LoRA parameters us-
ing the masked correctness loss on top of the
faithfulness-trained speaker checkpoint. We then
merge the resulting trained LoRA adapter back into
the original speaker checkpoint. Empirically, we
find that this approach is especially effective for
recovering accuracy while maintaining the behav-
iors induced by our multi-party training. Note that
at test-time, only a single model (the speaker) is
required, making the requirement for multiple mod-
els a fixed, training-time cost.

3 Experiments and Results

3.1 Experimental Setup

Training data. We train on a subset of Big-
Bench Hard (BBH) consisting of five tasks chosen
because they reliably benefit from chain-of-thought

(CoT) reasoning (Suzgun et al., 2023): (1) Logical
deduction — 5 objects, (2) Navigate, (3) Temporal,
(4) Sports understanding, and (5) Shuffled objects.
We train Qwen3-14B (Yang et al., 2025) and Phi4
(Abdin et al., 2025) with thinking enabled for 3
epochs on this subset of 1250 QA pairs.

Evaluation datasets. We evaluate on four multi-
step reasoning benchmarks: Big-Bench Extra Hard
(BBEH; Kazemi et al., 2025), ZebralL.ogicBench
(ZLB; Lin et al., 2025), FOLIO (Han et al., 2024),
and MuSR (Sprague et al., 2024). For BBEH, we
filter to include only multiple-choice questions to
match the other evaluation setups, yielding 120
questions. For MuSR, we use the 250 question
murder mysteries split. For ZLB and FOLIO, we
use the full multiple-choice splits with 3,259 and
202 questions. All domains require multi-step in-
ference and are designed to test reasoning.

Implementation details. Our training procedure
follows the multi-party GRPO scheme described
in Section 2, where listener models provide a
matching-based learning signal via cross-model
execution. To construct truncated reasoning traces,
we split the model’s reasoning (contained between
the <think> tag) by newline characters and take
the first p% of lines as the truncated reasoning trace
tj. Listener models M are prompted to continue
from this truncated reasoning and produce a final
answer, which we use to compute matching re-
wards. The listener models we use are Ministral-3-
14B-Reasoning (Liu et al., 2026), Phi-4-reasoning-
plus 14B (Abdin et al., 2025), and Qwen3-14B
(Yang et al., 2025). Across all methods, we keep
prompts and answer formatting consistent within
each dataset and evaluate each model under the
same truncation and answer parsing rules. Details
about individual model configurations are provided
in Appendix A. Prompts are given in Appendix D.

3.2 Metrics

We report end-task performance in terms of accu-
racy, as well as the following faithfulness metrics:

Hint Usage. We measure faithfulness using the
hint-injection protocol from Chen et al. (2025). For
each example, we evaluate the model on the orig-
inal prompt and a modified prompt containing an
explicit hint. We use the sycophantic hint outlined
in Chen et al. (2025) (e.g., “Hint: I think the an-
swer is Option A: True. What do you think?"). 1f
the model’s final answer changes between the two
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prompts, we check whether the model attributes the
change to the hint in its explanation (rather than pre-
senting the new answer as independently derived).
The intuition is that if a model changed its answer
from its original response without referencing the
hint, then it is not faithfully expressing its decision
making process, which depends on the hint. Inher-
ently, this metric can only consider examples where
the model changed its answer. We report hint usage
as the percentage of changed-answer cases where
the model explicitly cites the hint as the reason for
the change. We detect hint usage by checking for a
set of tokens listed in Appendix A.

AOC Metrics. Here, we use the early answering
and adding mistakes area-over-the-curve (AOC)
metrics from Lanham et al. (2023). This metric
truncates CoT reasoning at various split-points. For
the “Truncated CoT Answering” setting, we force
the model to answer at each point, measuring the
accuracy. The higher the AOC is, the more of the
reasoning chain is required to correctly answer, i.e.,
an AOC of 1 indicates that the model cannot answer
correctly until the full reasoning is achieved. On
the other hand, a lower AOC indicates that most of
the reasoning is post-hoc rationalization, and that
the answer is already inevitable early on in the rea-
soning chain. For the “Adding Mistakes” setting,
we corrupt the reasoning chain by inserting errors
at each split-point and allow the model to continue
generating from the corrupted point onward. A
higher AOC indicates that the model’s final answer
is more sensitive to mistakes in its reasoning, sug-
gesting it is faithfully conditioning on its chain of
thought. Conversely, a lower AOC suggests the
model arrives at the correct answer despite the in-
troduced errors, indicating that the reasoning is not
being faithfully followed. In our experiments, we
measure accuracy at evenly spaced 20% increments
along the original reasoning chain.

3.3 Baselines

We compare REMUL to the following baselines:

* Original: the model before training.

 Faithfulness Only: the model trained with only
a matching reward using GRPO.

* Correctness Only: the model trained with only
a correctness reward, using GRPO.

» Hint optimization: here, we directly optimize
for hint usage via GRPO, i.e., directly optimize
for the test metric; therefore, we treat this as a
ceiling for hint usage.

* MAT-Steer: introduced by Nguyen et al. (2025),
a steering approach that enables steering for mul-
tiple, potentially conflicting objectives. We pro-
duce steering vectors for correctness and faithful-
ness by collecting positive and negative samples
in BIG-Bench Hard for these traits (i.e., final an-
swers for correctness and presence of hints for
prompts including hints) and apply MAT-Steer
to layer 16 for both Qwen3 and Phi4, following
Nguyen et al. (2025). This represents a strong
training-free baseline.

3.4 Main Results

Faithfulness improves with multi-party train-
ing, but naive optimization reduces correctness.
Table 1 shows accuracy and hint usage across the
four reasoning tasks. Optimizing for faithfulness
alone (via speaker-listener RL) consistently leads
to the highest hint usage, with a 4.1% and 3.7%
average increase compared to the base model for
Qwen3 and Phi4, respectively. The improvement is
also most pronounced on benchmarks where base-
line hint attribution is lower, suggesting that our
training particularly helps when models have more
room to grow. However, these improvements come
at a cost to performance, with an average decrease
in accuracy of 3.2% in Qwen3 and 2.2% in Phi4.
Correctness-only training shows the opposite trend,
with average improvements of 2.9% in accuracy
across both models but a decrease of 1.8% in faith-
fulness. REMUL strikes a balance between these
extremes, obtaining a 2.5% faithfulness gain while
also maintaining accuracy, with 1.8% gains over
the base model for Qwen3, and achieving similar
faithfulness gains of 2.5% alongside a 1.5% accu-
racy improvement for Phi4.

Examining AOC metrics in Table 2, we see
similar trends, with faithfulness-only training on
Qwen3 improving AOC of Truncated CoT An-
swering by an average of 0.054 points across four
datasets. Correctness-only results in the worst AOC
in half the cases, whereas REMUL again balances
faithfulness and correctness, improving by 0.033
points on average over the baseline.

The Adding Mistake AOC shows similar trends.
Faithfulness-only training again achieves the high-
est AOC across all four benchmarks, while
correctness-only training and hint optimization
yield the lowest scores, suggesting these models
are more likely to ignore errors in their reasoning.
REMUL obtains the second-best Adding Mistake
AOC on all four datasets, improving over the base
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Model Method BBEH Z1.B MuSR FOLIO
Acc Hint Acc Hint Acc Hint Acc Hint
Original 313 567 326 673 658 764 753 630
MAT-Steer 326 581 318 689 662 783 771 634
Faithfulness Only 284 61.8 289 70.6 605 80.1 745 67.1
QOwen3-14b Correctness Only 345 538 383 657 654 728 778 62.1
Balanced Rewards 289 524 335 663 622 745 745 615
Hint Optimized 261 712 278 795 587 876 728 754
REMUL 33.3 593 357 701 658 795 773 64.6
Original 266 452 274 616 723 651 79.8 548
MAT-Steer 269 460 2069 622 731 664 806 539
Faithfulness Only  23.5 49.8 263 650 670 682 804 584
Phi4-reasoning-plus ~ Correctness Only 291 441 323 617 739 620 830 535
Balanced Rewards 25.8 44.7 264 63.1 69.1 635 812 540
Hint Optimized 21.8 534 241 70.8 653 73.0 782 653
REMUL 28.2 486 306 643 T1.6 67.7 81.7 562

Table 1: Accuracy and hint usage across different reasoning benchmarks. REMUL consistently improves hint usage
over the correctness baseline while maintaining or improving accuracy, demonstrating an effective balance between
task performance and faithful reasoning. We bold and ifalicize the first and second-best results, respectively. Hint
Optimized (grayed) is excluded from ranking as it is directly optimized for the hint usage test metric.

Method Truncated CoT Answering Adding Mistake
BBEH ZLB MuSR FOLIO BBEH ZLB MuSR FOLIO

Original 0.580 0.520 0.332 0.284  0.621 0.793 0.708 0.667
MAT-Steer 0.644 0.527 0336 0320 0.649 0.808 0.722 0.674
Faithfulness Only  0.665 0.587 0.330 0.350 0.672 0.838 0.731 0.714
Correctness Only ~ 0.518 0474 0317 0.247 0598 0.778 0.694  0.648
Balanced Rewards 0.574 0.512 0.328 0.299  0.614 0.790 0.712 0.671
Hint Optimized 0.503 0.481 0.304 0268 0.587 0.771 0.688  0.641
REMUL 0.626 0.566 0.325 0.332 0.661 0.826 0.722 0.703

Table 2: Qwen3-14B AOC metrics for measuring faithfulness using truncated CoT and after adding mistakes to the

CoT, following Lanham et al. (2023).

model by an average of 0.031 points, further sup-
porting the finding that multi-party training pro-
duces reasoning that the model relies on.

Steering improves faithfulness but falls short of
training. In Table 1, we see that the steering base-
line, MAT-Steer, consistently improves faithfulness,
with 1.3% average gain. However, this falls short
of the training-based approach in REMUL, which
boosts faithfulness by 2.5%. Similarly, in Table 2,
MAT-Steer offers strong improvements in Trun-
cated CoT Answering on some datasets but not oth-
ers, with substantial boosts on BBEH and FOLIO
but marginal gains on ZebraLLogicBench and MuSR.
However, this pattern does not hold for Adding Mis-
take AOC, where MAT-Steer’s improvements over
the base model are less pronounced, falling behind
both faithfulness-only training and REMUL.

Hint-only training increases hint usage but does
not reliably improve other metrics. When op-
timizing for hint usage directly, we see a major

increase in hint usage, as one might expect. How-
ever, this seems to be a local improvement without
transferable improvements on other metrics: Ta-
ble 2 indicates that AOC with Truncated CoT An-
swering decreases when models are optimized for
hint usage, with the hint usage-optimized model
performing worst for half the datasets. This holds
true for the AOC with Adding Mistake, where hint-
optimized performs worst on all benchmarks.

In contrast, faithfulness-only training and
REMUL’s improvements to hint usage in Table 1
transfer to Table 2, suggesting that multi-party lis-
tener training may do more to address unfaithful-
ness at its core, whereas optimizing for hint usage
merely addresses one symptom. Similarly, Table 1
shows that hint usage optimization hurts accuracy,
with an average drop of 4.5% across both models.
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4 Discussion and Analysis

Ablations: multi-listener diverse models are re-
quired. To understand the design choices made
in REMUL, we conduct two ablations investigat-
ing the necessity of our heterogeneous, multi-party
setup. First, we test a single model type configu-
ration where, instead of using diverse listener ar-
chitectures, we use three instances of the speaker
model with increased temperature. This tests the
necessity of using multiple model types, rather than
just the same speaker model. Second, we evaluate
a single listener variant where the speaker trains
against a randomly sampled model from the pool
rather than aggregating consensus from three dis-
tinct listeners. This captures the benefit of multiple
listeners, rather than a cheaper one-listener variant.
Table 3 shows that both of these changes hurt over-
all performance. While using a single model type
does not damage the accuracy much, it substantially
reduces the faithfulness gains. Using a single lis-
tener, on the other hand, eliminates almost all gains
for both accuracy and hint usage. Taken together,
these ablations underscore the role of multi-listener
consensus with different model types. We provide
more detailed results on the same listener ablation
in Appendix B, where the same pattern holds.

Method BBEH Z1LB
Acc Hint Acc Hint
Original 313 567 326 67.3
REMUL 333 593 357 70.1
w/ 3x same listener type 33.6 57.3 354 68.0
w/ 1x random listener 29.2 56.1 320 68.5

Table 3: Ablation study on listener model configurations
(Qwen3). The best and second-best scores are in bold
and underlined, respectively.

Faithfulness and correctness reward signals con-
flict. In Table 1, we see that rewarding correct-
ness and faithfulness via RL leads to suboptimal
performance, often with drops in performance for
both accuracy and hint usage as compared to an
untrained base model. Here, we explore this further
by plotting the rewards over time for the correct-
ness and faithfulness when trained together, as op-
posed to when trained separately. In Figure 3, while
we see that, individually, we can optimize models
to improve both rewards, when these rewards are
combined, they fail to increase at the same rate.
Specifically, while the faithfulness component of

the combined reward does increase (albeit at a more
modest rate compared to the faithfulness-only re-
ward), the correctness component of the combined
reward stagnates. In other words, adding these re-
wards together seems to cancel them out, leading
to little learning taking place.

REMUL leads to more concise, linear, and legi-
ble reasoning chains. Qualitatively, we find that,
whereas the base model’s reasoning chains are of-
ten quite long and convoluted, REMUL’s reasoning
is often more concise and easier to follow. Here,
we quantify this intuition in terms of reasoning
length and number of backtracking steps. In Ap-
pendix B we show similar improvement trends for
legibility. We measure length in terms of tokens
in the reasoning chain (computed with a Qwen3
tokenizer). From Table 5, we see that REMUL
generally produces somewhat shorter reasoning
traces for both the speaker and listener models
compared to the base model. Specifically, for a
Qwen3 speaker model, we see an average decrease
of 4.88% in tokens on BBEH, ZLB, and FOLIO
(with a modest increase in tokens by 2.61% for
the MuSR dataset). Notably, these shorter chains
from the speaker often result in shorter listener
chains: for the set of listener models, REMUL pro-
duces 8.04% fewer tokens on average than the base
model.

Zooming in on this change in tokens, we also ex-
amine whether the resulting chains are more linear.
Here, we measure the frequency of “backtracking”
statements in the reasoning chain, e.g., “Wait”,

“Hold on...”, etc., which typically result in a model

reversing or abandoning its current line of thinking
to pursue a different thought. While some degree
of backtracking can be beneficial, excessive back-
tracking makes a reasoning chain hard to follow
and may indicate unfaithfulness, with the model
exploring paths that do not contribute to the final
answer. We estimate backtracking by finding the
average frequency of certain tokens (the full list of
tokens is provided in Appendix A) that commonly
indicate the emergence of this behavior. As seen in
Table 4, REMUL consistently reduces backtrack-
ing across all four benchmarks compared to the
base model, with the largest reductions observed
on BBEH and FOLIO with 0.67 and 0.61 fewer
backtracking statements, respectively. This sug-
gests that training with REMUL encourages the
speaker model to produce reasoning chains that
more linearly lead to a final conclusion.
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Method BBEH ZLB MuSR FOLIO

Original (Qwen3) 4.37 4.76 4.02 3.79
REMUL (Qwen3) 3.70 4.57 3.78 3.18

Table 4: Average frequency of backtracking terms in
speaker CoTs.
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Figure 3: Qwen3-14B reward curves for a model trained
with a balanced, joint reward (Faithfulness + Correct-
ness) as compared to each feature trained separately.

5 Related Work

Faithful Reasoning. A growing body of work
has examined the faithfulness of chain-of-thought
reasoning in LLMs, including work analyzing and
measuring the degree to which LLMs generate
reasoning that is a true representation of the com-
putational process underlying an answer (Turpin
et al., 2023; Lanham et al., 2023; Chen et al., 2025).
We make use of many of these metrics in our
work. Related to executability, several approaches
have sought to improve faithfulness by making
reasoning chains executable via external systems
(e.g., Python scripts), which we call hard execu-
tion (Chen et al., 2023; Lyu et al., 2023). While
this ensures faithfulness, it can limit the model’s
flexibility. In contrast, other works follow a notion
of soft execution, where reasoning is completed by
other language models rather than deterministic in-
terpreters, broadening the scope of potential reason-
ing paths. Creswell and Shanahan (2022) explore
the soft execution paradigm by separating selection
of contextual information for question-answering
from the actual LLLM reasoning execution, leading
to more humanly interpretable outputs. Wan et al.
(2025a) also perform something between soft and
hard execution, combining generation actions (se-
lect, paraphrase, fuse) that are executed by an LLM
into a Python-style program for summarization and
long-form QA. Similar programmatic approaches

Method BBEH ZLB MuSR FOLIO
%A(REMUL — Qwen3-14b)

Qwen3 (Speaker) —5.85 —0.83 +2.61 —17.96

Phi4 (Listener) +5.02  —19.51 +14.22 —23.43

Ministral 3 (Listener) —12.02 —13.67 —26.66 +25.03

Qwen3 (Listener) —11.92 +1.26 —7.61 —27.14

Table 5: Percent change in tokens after training with
REMUL. For the Speaker models, the token count is
the full generation length. For the Listener models,
the token count is the generation length after a 50%
truncated prefix CoT is passed in from the speaker (i.e.,
only counting the newly generated tokens).

have been used in multimodal tasks (Suris et al.,
2023; Gupta and Kembhavi, 2023). A related line
of work focuses on legibility (whether model out-
puts are clear and easily understood) and introduces
methods to improve it (Kirchner et al., 2024; Kor-
bak et al., 2022; Emmons et al., 2025). We connect
legibility and faithfulness, proposing a solution that
offers improvements to both.

Multi-Model Training. Our approach builds on
emerging work that uses multi-agent signals to
train and improve LLMs. LACIE (Stengel-Eskin
et al., 2024) introduces a speaker-listener finetun-
ing method for verbalized confidence calibration,
where a speaker model generates responses and a
listener model judges whether to accept or reject
them based on perceived confidence. A similar
approach is applied by Stengel-Eskin et al. (2025)
for teaching models to accept or reject persuasion
as appropriate. West et al. (2025) propose a rein-
forcement learning algorithm in which tokens are
sampled intermittently from a weak frozen model
to ensure that the output of the strong model re-
mains intelligible to weaker collaborators. Wang
et al. (2024) improves the social intelligence of a
small model by using expert model ratings for self-
reinforcement learning. Other collaborative train-
ing approaches include Berant et al. (2025) who
use interactions between user and assistant models
to adapt to varying cost constraints, and Eisenstein
et al. (2025) who use group-level rewards in multi-
agent interactions to train models for tool-use and
calibration. Recent work has also explored joint
optimization via multi-agent reinforcement learn-
ing. For instance, Wan et al. (2025b) and Park
et al. (2025) utilize RL to train models for collab-
orative reasoning and meta-thinking. Yuan et al.
(2025) uses “self-play" among LLMs to improve
performance in strategic games. In contrast to these
works, REMUL focuses on faithfulness, has speak-
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ers exchange truncated reasoning prefixes rather
than complete messages, and incorporates correct-
ness signals as a separate training procedure.

6 Conclusion

We proposed REMUL, a multi-party training
framework to improve faithfulness in reasoning
models. By incentivizing the speaker model to pro-
duce reasoning traces that listener models can effec-
tively execute across multiple truncation points, we
encourage the policy model to generate responses
that are executable by listener models using soft ex-
ecution, i.e., completing a reasoning prefix. A key
finding of our work is the importance of decoupling
the training strategies for faithfulness and accuracy,
allowing us to improve faithfulness without incur-
ring the typical loss in accuracy that comes with
such improvements. REMUL shows consistent
gains on different faithfulness measures — hint attri-
bution and AOC for early answering after CoT trun-
cation — while maintaining or improving task accu-
racy across multiple challenging reasoning bench-
marks. Our analysis indicates that REMUL’s gains
translate to legibility, and we show that REMUL’s
improved performance correlates with more con-
cise and linear reasoning. Taken together, our re-
sults across multiple benchmarks demonstrate that
it is possible to train models that are both more
transparent about their computational process and
accurate on downstream tasks.

Limitations

REMUL requires multiple models during train-
ing; however, we note that this is an upfront, one-
time cost that is amortized as the model is used
for inference. Similarly, REMUL trains speak-
ers to be more faithful based on a population of
listeners — for this training to work, we require
a population of similarly-capable listener mod-
els. We study whether this can be done with a
single listener type, and find that having a sin-
gle type negatively impacts performance. Further-
more, REMUL directly optimizes cross-model exe-
cutability and thus targets one aspect of faithfulness.
Moreover, because we measure listener-speaker
agreement based on their final answers, our method
assumes that answer-level agreement corresponds
to reasoning-level agreement, which is not neces-
sarily true in all cases. The method also assumes
access to listeners of comparable capability to the
speaker, meaning that it would be harder to apply

to a speaker vastly stronger than any other avail-
able models. We do note, however, that only the
speaker’s weights must be accessible for training,
so stronger closed-source models can still serve as
listeners as needed. Finally, like many papers fo-
cusing on LLM faithfulness (Lanham et al., 2023;
Turpin et al., 2023; Chen et al., 2025) REMUL fo-
cuses on English, leaving the exploration of other
languages to future work, as in part this exploration
is limited by the availability of data.
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A  REMUL Details

Model details. We experiment with Qwen3-14b
(Apache-2.0 license), Phi-4-reasoning-plus (MIT
license), and Ministral 3 14B Reasoning (Apache-
2.0 license). All models are given the same rep-
etition penalty of 1.1 along with Top-p sampling
parameter of 0.9. For the speaker models Qwen3-
14b and Phi-4-reasoning-plus, we use a temperature
of 0.7. For the listener models Qwen3-14b, Phi-4-
reasoning-plus, and Ministral 3 14B Reasoning, we
use temperatures of 1.1, 0.9, and 0.9 respectively.
All other generation parameters are taken from the
default HuggingFace generation configuration.

Training details. We finetune our speaker mod-
els using the VERL library (Sheng et al., 2024) to
configure GRPO and perform rollouts using vLLM
(Kwon et al., 2023). We use learning rate of le-6
and train batch size of 64. For regularization, we
use an entropy coefficient of 0.001 and a KL loss
coefficient of 0.001 with low-variance KL loss. We
generate 5 rollouts per prompt during training and
train for 3 epochs. We use tensor parallelism with
parallel size of 4 with GPU memory utilization set
to 0.8. We additionally perform SFT using PEFT
(Mangrulkar et al., 2022) with LoRA rank of 32,
scaling factor of 128, and dropout of 0.05. We
use learning rate of le-5 and train for 5 epochs
with the AdamW optimizer (Loshchilov and Hut-
ter, 2017). All experiments are performed with a
mix of A6000s, A100s, and H100s.
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Method BBEH ZLB MuSR FOLIO
Original 91.2 934 94.9 93.1
Faithfulness-only 92.8 95.3 96.0 94.5
Correctness-only 88.7 91.2 93.0 91.4
Balanced Rewards 92.6 93.5 94.4 92.3
REMUL 92.1 95.8 95.5 92.8

Table 6: Legibility scores (normalized to 0-100%) ob-
tained following Emmons et al. (2025), from a Qwen3-
14B speaker. The best and second-best scores are in
bold and italics, respectively.

Detection of backtracking. We take a subset
of the tokens/phrases listed in Choi et al. (2025)
as markers of reasoning segments that we use to
flag backtracking in reasoning. The list of tokens
is as follows: “Wait", “Alternatively"”, “Another
angle", “Another approach", “But wait", “Hold on",
“Hmm", “Maybe", “Let me double-check."

Detection of hints. We construct a set of tokens
that flags whether a hint was detected in the reason-
ing chain. The list of tokens is as follows: “You
said", “You think", “You believe", “Your answer",
“You mentioned", “You are right", “You’re right",
“You are correct”, “I agree", “Hint".

We manually validate the reliability of the key-
word based hint detection approach. We conducted
a human evaluation of 30 responses in which no
hint was automatically detected after hint injection
into the prompt. We find that only 2 of these 30
cases contain hints that the detector missed, indi-
cating that the detector has high recall and that our
reported rates closely track true hint usage.

B Additional Results

REMUL generalizes to legibility. Faithfulness
and legibility — how easy a chain-of-thought is to
read and understand — are highly related. In our
evaluations, faithfulness metrics like hint usage and
AOC measure to what degree a model makes use of
its reasoning (i.e., to what degree the computation
given is necessary and sufficient to reach the out-
put), whereas legibility asks how comprehensible it
is. Thus, it stands to reason that the improvements
we see in faithfulness in Table 1 and Table 2 should
also translate to better legibility.

To measure this, we follow the legibility mea-
surement method introduced by Emmons et al.
(2025). An autorater model is asked to rate a CoT
on a scale of 0 to 4 based on specific criteria. We
perform all our measurements of legibility using

GPT-OSS 20B (OpenAl, 2025) as our autorater
model and evaluate on BBEH, ZLB, MuSR, and
FOLIO using Emmons et al. (2025)’s prompt.

As shown in Table 6, faithfulness-oriented train-
ing tends to make reasoning easier to follow. The
faithfulness-only baseline achieves the highest leg-
ibility scores, improving by an average of 1.5
points over the base model. REMUL maintains
high legibility with a comparable average score of
94.1, whereas correctness-only training produces
the least legible traces, dropping 2.1 points below
the baseline. The faithfulness improvements there-
fore lead to generated chains that are judged as
clearer and more readable.

Training REMUL with in-domain data im-
proves accuracy but does not necessarily im-
prove faithfulness. The models in Table 1 are
trained on data sourced from BigBenchHard
(BBH), making problems from other datasets out-
of-domain. Nevertheless, REMUL is able to obtain
generalizable improvements to faithfulness. Here,
we examine to what extent domain matters for these
faithfulness improvements, i.e., asking whether
training on in-domain data would provide an even
greater increase to faithfulness. For this experi-
ment, we compare a model trained with REMUL
on BBH samples to one trained on FOLIO sam-
ples (the only other dataset we evaluate on that has
a training split). FOLIO’s training split contains
1000 samples compared to our subset of BBH with
1250 examples. We evaluate these trained models
on FOLIO’s test set, as before. If faithfulness is
learned as a generalizable skill, the domain of the
training data should have a smaller impact.

As shown in Table 7, training REMUL results in
substantial improvements in task accuracy on FO-
LIO, improving by 5.7% compared to our original
accuracy with REMUL. However, this gain in cor-
rectness with FOLIO training data does not trans-
late into an improvement in the faithfulness met-
rics (Hint Usage and AOC for Truncated CoT). In
fact, although AOC still improves by 0.008 points,
implying slight faithfulness gains, hint attribution
decreases even below the baseline by 1.7%. In
contrast, REMUL trained on our multi-task subset
of BBH has weaker accuracy, but the faithfulness
measures increase. These findings motivate using
diverse training data to improve overall reasoning
robustness rather than task accuracy alone.

Calibration. Following Pakdaman Naeini et al.
(2015); Guo et al. (2017); Stengel-Eskin et al.
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Method FOLIO

Acc Hint AOC
Original (Qwen3) 753 63.0 0284
REMUL (BBH Training Data) 77.3  64.6 0.332
REMUL (FOLIO Training Data) 83.0 613 0.292

Table 7: Performance on FOLIO for Qwen3-14b,
REMUL with default training data, and REMUL fine-
tuned on the FOLIO training split. The best and second-
best scores in bold and italics, respectively.

Method BBEH ZLB MuSR FOLIO
Original 0.281 0.166 0.208 0.243
Faithfulness-only 0275 0.160 0.194 0.238
Correctness-only 0.277 0.156 0.201 0.241
Balanced Rewards  0.284 0.164 0.211 0.248
REMUL 0.274 0.161 0.198 0.234

Table 8: Expected calibration error (lower is better) for
REMUL and other standard baselines for Qwen3-14b
on BBEH, ZLLB, MuSR, and Folio. The best and second-
best scores in bold and italics, respectively.

Model Method BBEH 7LB MuSR FOLIO
Acc Hint Acc Hint Acc Hint Acc Hint
Qwen3 Original 313 567 326 613 658 764 753 630
Splitby newline 333 593 357 70.0 658 795 713 646
REMUL (Qwen3) g i by sentence  33.6  58.8 362 704 658 782 719 650

Table 9: Accuracy and hint usage depending on split type. We bold the best result for each metric.

(2024); Geng et al. (2024), we measure expected
calibration error (ECE; lower is better), computed
from the speaker’s verbal confidence in its answer.

Calibration remains mostly consistent across all
variants, but it does often improve slightly on the
models that are more faithful. Faithfulness training
reduces expected calibration error on both evalu-
ated settings, and correctness-leaning variants can
yield the best calibration on ZLB. The main excep-
tion is that naively mixing rewards can slightly
worsen calibration, which suggests that simply
adding objectives is not guaranteed to improve reli-
ability and that the relative scaling of reward terms
matters. Overall, there is no evidence that optimiz-
ing for listener execution destabilizes confidence
reliability. In fact, we see in Table 8 that most
settings have a positive shift in calibration, with
REMUL achieving the lowest mean ECE of 0.217
(tied with faithfulness-only).

Comparison of reasoning split by newline vs.
sentence. In our main experiments, we split rea-
soning traces by newline characters to produce trun-
cated prefixes for listener execution. In practice,
this is effectively splitting the reasoning by para-
graphs. Here, we compare this to an alternative
splitting strategy where we segment reasoning by
sentence boundaries instead. As shown in Table 9,
the two approaches yield largely comparable re-
sults across all four benchmarks. Sentence-level
splitting produces marginally higher accuracy on
BBEH, ZLB, and FOLIO (boosts of 0.3%, 0.5%,

and 0.6% respectively), while matching on MuSR.
Hint usage is similarly close, with newline splitting
being slightly ahead on MuSR by 1.3 and sentence
splitting being marginally better on ZLB and FO-
LIO. Overall, the differences are small and also in-
consistent in direction, suggesting that REMUL is
robust to the granularity of the split option. Further-
more, both are stronger than the baseline Qwen3
model.

Detailed hint usage numbers. As described in
Section Section 3.2, hint usage is computed only
over examples where the model’s final answer
changed after hint injection. The number of such
changed-answer cases (i.e., the denominator) varies
by model, method, and dataset. We report these
counts in Table 10.

Solvability estimation. Solvability estimation
asks the model to estimate whether it knows the
answer to a query; this is related to calibration and
is similar to the P(I know) measured by Kadavath
et al. (2022) or the query-only setting of Xiao et al.
(2025).

Methods with a faithfulness reward show the
clearest gains in solvability estimation, improv-
ing the model’s ability to predict whether it will
successfully solve a problem before attempting
it. Correctness-centric objectives do not improve
along this dimension and do slightly reduce. Again,
we see that REMUL preserves most of the benefit
from faithfulness training, consistently achieving
either the best or second-best score. This alignment
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Method BBEH ZLB MuSR FOLIO Method BBEH ZI.B MuSR FOLIO
Original 60 1247 144 100 Original 071 059 0.67 0.75
MAT-Steer 62 1,231 143 101

Faithfulness Only 55 1,275 151 85 Faithfulness-only 0.68 0.63 0.71 0.77
Correctness Only 65  L193 136 95 Correctness-only 073 059  0.66 0.76
Balanced Rewards 63 1213 141 96 Balanced Rewards  0.70  0.58  0.66 0.75
Hint Optimized 59 1,423 169 118

REMUL 59 1,261 146 99 REMUL 0.72 0.60 0.69 0.77

Table 10: Number of changed-answer examples per Table 11: Solvability estimation metrics for REMUL and
method and dataset for Qwen3-14B. other baselines for Qwen3-14b. We bold the best result.

Method BBEH Acc BBEH Hint ZLB Acc ZLB Hint
Original 31.3 56.7 32.6 67.3
REMuL (default) 33.3 59.3 35.7 70.1
REMuL (weak listeners) 30.1 597.4 33.2 66.0

Table 12: Effect of listener capability. The weak variant uses 7B listeners with fewer parameters than the speaker.

Method BBEH ZLB MuSR FOLIO
Method  Sycophancy (%) | Original 0.56 1.04 1.80 1.49
. Faithfulness-only 1.33 1.90 2.34 2.01
Original 38.6 Correctness-only 053 112 1.74 1.39
REMUL 41.8 Balanced Rewards 1.00 1.60 2.22 1.77
REMUL 1.07 1.65 2.28 1.95

Table 13: Sycophancy rate (percent of sam-
ples where the model changed its answer to
match the hint) for Qwen3-14B, on the AMPS
dataset.

Table 14: Multi-listener soft execution count for Qwen3-14b
and baselines on BBEH, ZILLB, MuSR, and FOLIO. We bold
the best and italicize the second-best result.

between faithfulness and solvability prediction sug-
gests that the matching-based training strategy may
encourage a more consistent internal understanding
of reasoning. Models become both more self-aware
and somewhat better at anticipating their own suc-
cess.

Effect of listener capability. Since the soft-
execution faithfulness reward comes from the lis-
tener models, the quality of the training signal de-
pends on listener capability. To more deeply study
this, we train REMuL with a weaker listener pool
consisting of 7B models and compare against our
default configuration, in which listeners are of sim-
ilar capability to the speaker. As shown in Table 12,
the weak-listener variant underperforms compared
to REMuL default configuration, indicating that
listeners must be sufficiently capable to provide
useful reward signals. Importantly, this does not
imply that REMuL is inapplicable to strong speaker
models. Our default setting already uses similar-
size listeners to train the speaker model effectively.
A limitation arises only when no model of compa-

rable capability is available to act as a listener.

Sycophancy. The hint usage metric is closely re-
lated to the broader phenomenon of sycophancy,
where models change their answers to align with
user suggestions rather than reasoning indepen-
dently. More concretely, a model that is measured
to be more faithful via the hint usage metric may
also score higher because of an increased tendency
to defer to user-provided input, reflecting increased
sycophancy. We measure sycophancy with the
AMPS dataset (Hendrycks et al., 2021) using the in-
context simple rebuttal described in (Fanous et al.,
2025). We find that REMUL results in slightly
more sycophancy compared to the base model.

Multi-listener soft execution as a metric. Ta-
ble 14 reports the average number of listeners
(out of three) that recover the speaker’s answer
from a 50% truncated reasoning prefix, providing
a view of the soft-execution faithfulness signal that
REMUL optimizes for. As expected, faithfulness-
only training yields the highest agreement on all
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BBEH ZLB MuSR FOLIO
Method
Acc Hint Acc Hint Acc Hint Acc Hint
Original (Qwen3) 31.3 567 326 673 658 764 753 630
REMUL 333 593 357 701 658 795 773 64.6
w/ 3x same listener type 33.6 573 354 68.0 66.0 77.6 77.7 634
Method Truncated CoT Answering Adding Mistake
BBEH ZLB MuSR FOLIO BBEH ZLB MuSR FOLIO
Original (Qwen3) 0.580  0.520 0.332 0.284 0.621  0.793  0.708 0.667
REMUL 0.626  0.566  0.325 0.332 0.661  0.826 0.722 0.703
w/ 3x same listener type ~ 0.596  0.506  0.320 0.301 0.635 0.805 0.673 0.690

Table 15: Expanded same listener experiment for Qwen3, extending Table 3 to all metrics and benchmarks. We

bold the best result in each column.

four benchmarks, raising the listener count by an
average of 0.67 over the base model, with the high-
est gains on BBEH and ZLB of 0.77 and 0.86 re-
spectively. More notably, the improvement persists
across all four evaluation sets and roughly corre-
sponds with the performances on other faithfulness
metrics, indicating that the soft execution metric
could serve as an indicator for faithfulness.

Expanded same listener ablation. Table 3 com-
pares listener configurations on BBEH and ZLB.
Here we specifically extend the “3x same listener
type” variant — which uses three instances of the
same listener model, rather than three different
listener models — to our full evaluation scheme.
Note that this variant is effectively a three-way self-
consistency reward as the speaker is rewarded when
three instances of itself recover its answer from the
CoT prefix. As shown in Table 15, this configura-
tion is strong on accuracy, exceeding REMUL on
three of the four benchmarks by up to 0.4 points,
but it suffers in the faithfulness measures (some-
times falling even below the untrained model) .
Hint usage falls by up to 2.1, and both AOC met-
rics drop on every benchmark relative to REMUL.

Method Hours
Correctness Only 124
Faithfulness Only  43.2
REMuL (ours) 46.7

Table 16: Training time for REMUL on 4 xH100 GPUs.

Training cost. REMuL requires generation from
multiple listener models during training, which in-
troduces additional compute compared to single-

objective training. We measure training time on
4xH100 GPUs in Table 16. REMuL incurs a
higher cost than correctness-only training. We em-
phasize, however, that REMuL is the method that
best improves both correctness and faithfulness si-
multaneously.

C Statement on LLM Use

We use LLMs for polishing writing and for code
completion.

D Prompts

We present all the prompts used for our experiments
in Figure 4.

E Listener Failures

We present some qualitative examples of the types
of listener failures observed in REMUL within
Figure 5, Figure 6, and Figure 7.
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BIG-Bench Extra Hard & BIG-Bench Hard

Prompt

Answer the following question: {question}
Options:

k {options} )
ZebraLogicBench Prompt

‘We aim to answer a question based on the following zebra puzzle:
{zebra puzzle details}

Answer the following question based on the puzzle.
Question: {question}

k Options: {options} )
MuSR Prompt

You are given a narrative and a question. The question is a multiple
choice question with multiple options. Choose the correct answer
from the options based on the information provided.

Narrative:
{narrative }

Question:
‘Who is the most likely murderer?

Option A: {suspect 1}

k Option B: {suspect 2} J
FOLIO Prompt

You are provided with a set of logical premises and a conclusion.
Determine whether the conclusion is True, Uncertain, or False.

Premises:
{logical premises}

Conclusion:
{conclusion}

Option A: True
Option B: Uncertain
k Option C: False

\-

Hint Usage Prompt

{original prompt}
Hint: I think the answer is {ground truth} but I'm curious to hear
what you think.

Figure 4: All prompt templates used in experiments.
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Truncation at a Convincing Intermediate Answer

QUESTION

Let the answer to Questionl be X, Y, Z. Questionl: Calculate the time taken to take 22 lessons if Joe takes 19 minutes
and 14 seconds to take one lesson[... |Let X’ =X + 11, Y =Y + 46, and Z' = Z + 25. Let the answer to Question2 be P,
R, Q. Question2: Jimmy’s homework ended at X':Y’:Z' (24hr). How much time passed during his work session if he
started at 18:30:33 (24hr)?|...|Let P’ =P + 2005, R’ =R — 13, and Q' = Q + 31. Question3: If the date for today in
yyyy-mm-dd format is P’-R’-Q’, what was the date 5 days ago in the same format? If the question cannot be answered,
reply “unanswerable”.

REASONING PREFIX HANDED TO THE LISTENER

[...]So the duration is 0 hours, 19 minutes, O seconds. Therefore, P=0, R=19, Q=0? Wait, but the problem says “If the
end time is before the start time, assume it to be on the next day.” Here, end time is after start time, so no adjustment
needed. So yes, the time passed is 19 minutes. So the answer is 0 hours, 19 minutes, 0 seconds. So P=0, R=19,
Q=0. But wait, maybe I made an error here. Let me confirm. Starting at 18:30:33, ending at 18:49:33. So from
18:30:33 to 18:49:33 is exactly 19 minutes. Correct. So the time passed is 0h19m0s. Therefore, P=0, R=19, Q=0.

——————————————————————————————— #< TRUNCATION POINT — - - - == —---———-—-——————————————

Proceeding to next step: Let P’ =P + 2005, R’ =R — 13, Q' =Q + 31. [...]| So now, for Question3: If today’s date is
P’-R’-Q’, which is 2005-6-31. Wait, but dates have to be valid. June has 30 days, right? So June 31st doesn’t exist.
[... ] Therefore, 2005-06-31 is invalid. Therefore, the date does not exist. Hence, the answer would be unanswerable.

Figure 5: The prefix ends on an intermediate result the speaker has stated and re-confirmed. Later, the speaker
invalidates it downstream of the cut.
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Truncation Mid Unresolved Reasoning Step

QUESTION

You are given a narrative and a question. |. .. | Narrative: In a grimly lit motel room, Detective Winston finds himself face
to face with Adam’s charred remains and two potential suspects: Gregory and Alfred. The murder weapon? An unlikely
and gruesome choice, a flamethrower. |...|Later that evening, the police received a tip about the tool bag. Acting on
this, they executed a search and found the flamethrower inside Alfred’s tool bag. [...]|Noticing a key on a hoop attached
to Alfred’s bag, Winston asked, “And that key, would that be to Adam’s room?” |...|Taken by surprise, Alfred replied,
“Yeah, I suppose it is... he’d given me and the other team members a spare. We had the tournament here. Every full moon
night you’d see me leaving with this bag and the key to Adam’s room to hit the field.” |[...]Interestingly, when he’d
questioned the locals in his investigation, they’d claimed to have seen Gregory nearby the motel bar on the night Adam was
killed. Seeing Gregory now in the same bar seemed to affirm their claims. [...|His home was a menagerie of functional
military memorabilia, everything from gun replicas to deactivated grenades. Among his collection was an impressively
well-maintained flamethrower, understandably a surreal sight. [...| Adam was privy to a secret of Gregory’s. A secret that,
if revealed, could sour Gregory’s reputation beyond repair. It wasn’t just idle gossip either. Adam had managed to procure
evidence of Gregory’s transgressions. |...| Gregory had offered Adam money to keep his secret. Instead of growing quiet
out of greed, Adam was currently residing in the morgue as the latest puzzle for Winston.

Question: Who is the most likely murderer? (A) Gregory (B) Alfred

REASONING PREFIX HANDED TO THE LISTENER

[...]So combining motive and opportunity: Gregory has a strong motive (to prevent Adam from exposing his secret),
but does he have the opportunity? He was at the motel bar, but not necessarily in Adam’s room. [ ... | On the other
hand, Gregory’s motive is clear. Even if he didn’t have the key, he might have found another way in. However, the
presence of the flamethrower in Alfred’s possession complicates things. |. .. | But then again, maybe the police found
the flamethrower in Alfred’s bag as part of the investigation, but that doesn’t necessarily prove he used it. It could be
that he had it for the tournament, but the actual murder weapon was Gregory’s. This is tricky. Let me think again.
The key elements:

——————————————————————————————— #< TRUNCATION POINT =~ - = ===~ --==----———-———-—- -

— Alfred had the key to Adam’s room. — Alfred had the flamethrower in his tool bag. — Gregory had a motive
(Adam had evidence against him). — Gregory was seen at the motel bar on the night of the murder. [. .. | Gregory
has a clear motive, but lacks the direct evidence of the weapon. |. .. | Putting it all together, even though Gregory has
a stronger motive, Alfred has both the opportunity (key and the weapon). Without a clear motive for Alfred,
but with the direct link to the weapon and the key, maybe the answer leans towards Alfred. But I’m confused
because the motive is missing. [. .. | Therefore, the answer is Option B: Alfred.

Figure 6: The truncation point interrupts a reasoning step that naturally would lead to divergence between the
speaker and listener depending on what key element each model identifies.
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Prefix Carries a Claim the Speaker Later Revises

QUESTION

There are 6 houses, numbered 1 to 6 from left to right. Each person has a unique name (Eric, Alice, Arnold, Bob, Peter,
Carol), a unique hobby, and a unique cigar. Clues: (2) Bob is not in the second house. (4) The person partial to Pall Mall
is the person who enjoys knitting. (6) The person who smokes many unique blends is directly left of Carol. (7) The person
partial to Pall Mall is directly left of Bob. (11) Eric is somewhere to the left of the person who enjoys gardening. (12)
There are two houses between the photography enthusiast and Peter. [. .. | Question: What is Name of the person who lives
in House 6? (A) Eric (B) Alice (C) Peter (D) Arnold (E) Carol (F)Bob

REASONING PREFIX HANDED TO THE LISTENER

[...] That’s possible. Also, Bob would be in house 6. Then, in this case, Bob is in 6. Now, let’s check if that works

with other clues. ... | Names: Housel: Alice; House2: Carol; House3: ?; House4: ?; House5: ?; House6: Bob
Hobbies: Housel: cooking; House2: photography; House3: gardening; House4: painting; House5: knitting; House6:
woodworking. Cigars: Housel: Blends (from earlier reasoning); House2: Yellow Monster; House3: Blue Master;
House4: Dunhill

——————————————————————————————— #< TRUNCATION POINT =~ == ===----==---———-———-—- -

HouseS: Pall Mall; Houseb6: Prince (remaining cigar). Now, check if that works. [...|Now, check clue 11: Eric is to
the left of the gardener (house3). So Eric must be in housel or 2. But housel is Alice, house2 is Carol. [. .. | Hmm.
Where did we go wrong? Let’s backtrack. Earlier, we assumed in Case 2 (gardener in 3, Dunhill in 4) and then
deduced that Blends is in housel, Carol in house2 [...]leading to Eric being nowhere to the left of gardener
(house3). [... | Now, let’s handle clue 7: Pall Mall smoker is directly left of Bob. |... | If Pall Mall is in 1: then Bob is
in 2. But clue2 says Bob is not in 2. So invalid. Thus, Pall Mall must be in 3, so Bob is in 4. [. .. | Now, the question
is: Who lives in house6? According to our deduction, house6’s name is Arnold. |[...|So the answer is D.

Figure 7: The prefix CoT firmly states that Bob is in House 6. However, later on, the speaker realizes that this is
contradicted by other clues, so it reasons again before determing that Bob is in House 4.

45730



