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Abstract

Large Language Models fail at implicit multi-
hop reasoning (or latent composition): a model
answers "When was X born?" and "Who is Y’s
closest friend?" correctly but fails on "When
was Y’s closest friend born?" in a single for-
ward pass, even when both facts are perfectly
memorized and individually retrievable. We
study this failure in a controlled natural lan-
guage setting with a strict separation between
individuals exposed to compositional contexts
during pretraining and those that never appear
in any such context. We confirm that compo-
sitional failure persists even at 97% 1-hop ac-
curacy, establishing the gap as a pretraining
failure rather than a knowledge absence. We
propose and test nine data-centric augmentation
formats and find that compositional pretraining
transfers to unseen questions for exposed indi-
viduals, but never to individuals absent from
compositional pretraining, suggesting that ex-
posure to compositional contexts during pre-
training is a necessary condition for implicit
multi-hop reasoning. Our code is available.

1 Introduction

Large language models (LLMs) store and retrieve
factual knowledge with surprising fidelity (Allen-
Zhu and Li, 2024; Petroni et al., 2019), yet struggle
on the simplest form of implicit multi-hop rea-
soning. A model that correctly answers "When
was Thierry born?" and "Who is Zinedine’s clos-
est friend?" may fail on "When was Zinedine’s
closest friend born?", a query where the bridge en-
tity Thierry is absent, even when both constituent
facts are individually extractable. This failure, the
compositionality gap (Press et al., 2023), is robust
to model scale and persists across architectures
and recent frontier models like Claude, Gemini or
Mistral (Xu et al., 2024; Yang et al., 2024, 2025).
Existing solutions externalize composition at infer-
ence time via chain-of-thought, decomposition, or
model patching (Wei et al., 2022; Press et al., 2023;

Biran et al., 2024), leaving open whether composi-
tional reasoning can emerge from pretraining itself.
On proprietary models, the cause remains undiag-
nosable as pretraining data is undisclosed. Allen-
Zhu and Li (2024) show that knowledge memoriza-
tion and extraction are distinct in controlled biogra-
phy settings but study only single-hop retrieval. Ye
et al. (2026) show that second-hop generalization
requires query-level exposure but rely on symbolic
tokens (Wang et al. 2024a) without any augmenta-
tion.

In this short paper, we ask whether data-centric
pretraining augmentations can induce implicit
multi-hop composition in a controlled natural lan-
guage setting. We extend the synthetic biography
framework of Allen-Zhu and Li (2024) with inter-
individual relations and partition individuals into
a composed population and a held-out population
restricted to atomic 1-hop biographies only. We
then finetune on a subset of exposed individuals
and evaluate on the remainder, separating transfer
across unseen questions from transfer across indi-
viduals never seen in any compositional context
during pretraining. Compositional augmentation
substantially improves multi-hop QA on unseen
questions for exposed individuals, but never trans-
fers to those absent from compositional pretraining,
establishing pretraining exposure as a necessary
condition for implicit multi-hop composition. Our
setup is summarized in Figure 1.

Our contributions are as follows: (i) we re-
lease an open reproduction of the biography frame-
work (Allen-Zhu and Li, 2024) extended with inter-
individual relations and multi-hop QA, (ii) we con-
firm in natural language that a model at 97% 1-hop
accuracy scores near 0% on 2-hop queries, estab-
lishing the compositionality gap as a pretraining
failure, (7ii) across 9 augmentation formats, com-
positional pretraining transfers to unseen questions
for exposed individuals but never to the held-out
population.
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Figure 1: Overview. (i) We study the compositionality gap in a controlled natural language setting, extending the
synthetic biography framework of Allen-Zhu and Li (2024) with friend and enemy relations to enable implicit
reasoning on multi-hop QA. (ii) We pretrain on all 1-hop biographies (Pcomp + Pheia) and perform 2-hop data
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2 Related Work

Compositionality gap and implicit reasoning.
Language models struggle to implicitly compose
individually retrievable facts within a single for-
ward pass (Press et al., 2023), and scaling can
worsen this by favoring memorization shortcuts
(Wang et al., 2025). This setting is particularly
challenging because the required reasoning is struc-
turally simple, yet composition must occur entirely
in parametric knowledge without external context.
Compositional failures in parametric settings do
not extend to in-context learning (Zhu et al., 2024;
Allen-Zhu and Li, 2025), motivating separate study
of these regimes. Existing approaches externalize
composition through chain-of-thought, decomposi-
tion, or external modules (Wei et al., 2022; Press
et al., 2023; Chen et al., 2024). (Yao et al., 2025)
show that language models can learn In Distribu-
tion (ID) implicit k-hop reasoning but the required
training data grows exponentially in k.

Mechanistic approaches. Mechanistic studies
trace compositional failure to insufficient propa-
gation of intermediate entities (Li et al., 2024; Bi-
ran et al., 2024; Hou et al., 2023). Biran et al.
(2024) filter behavioral shortcuts at evaluation
time, but co-occurrence of constituent facts dur-
ing pretraining remains uncontrolled, leaving open
whether success reflects genuine composition or

comp>

depending on the augmentation strategy, but never, under any tested condition, to Ppeig.

joint memorization. Controlled studies isolate the
phenomenon but remain limited: Ye et al. (2026)
use symbolic tokens without augmentation, while
Wang et al. (2024a) find implicit reasoning emerges
via grokking with systematic Out Of Distribution
(OOD) failure. Balesni et al. (2024) show that
facts learned in separate documents fail to com-
pose. Wang et al. (2024b) show that augmenting-
pretraining with random-walk paths over knowl-
edge graphs improves multi-hop reasoning, but
without a strict separation between training and
test entities. We extend this line of work to natural
language, with strict co-occurrence control and a
systematic evaluation of data-centric pretraining
interventions.

3 Controlled Multi-Hop Setting

We present here our controlled natural language
setting to study implicit multi-hop knowledge rea-
soning. We describe here successively the dataset
and population partition, the pretraining setup, our
new data augmentation strategy, as well as the fine-
tuning and evaluation protocol.

Dataset construction. We build on the syn-
thetic biography framework of Allen-Zhu and Li
(2024): N = 100K individuals, each described by
six attributes (birthday, birthcity, university,
major, company, workcity). We add a unique di-
rectional friend and enemy relation per individual,
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#Exp. Format Natural Language (NL) RDF
Explicit 2-hop Implicit 2-hop 1-hop Explicit 2-hop Implicit 2-hop

Exp. 0 Baseline (no augmentation) X X X X X
Exp. 1 PTRDF X X 4 X X
Exp. 2 PT 2-hop implicit NL X v X X X
Exp. 3 PT 2-hop explicit NL v X X X X
Exp. 4 PT 2-hop implicit RDF X X X X v
Exp. 5 PT 2-hop explicit RDF X X X 4 X
Exp. 6 PT 2-hop implicit + explicit RDF X X X v v
Exp. 7 PT 2-hop implicit + explicit NL v 4 X X X
Exp. 8 PT 2-hop implicit + explicit NL-RDF v v X v v
Exp. 9 All formats v v v v v

Table 1: Data augmentation strategy for pretraining (PT) over Pcomp. All conditions include natural-language 1-hop
biographies with multi5p-permute augmentation for every individuals. Explicit settings include the bridge entity.

enabling multi-hop queries such as What is the
birthday of X’s friend’s enemy?, where the bridge
entity Y = X friend is absent from the query. We
partition individuals into Peomp, exposed to compo-
sitional pretraining contexts, and Phelg, restricted
to atomic biographies only. Relations are defined
exclusively within each population ensuring that
Phreta individuals never appear as intermediate enti-
ties in any compositional chain.

Pretraining setup. We pretrain GPT-2 Small
and evaluate scalability on GPT-2 Medium and
Large (Radford et al., 2019), all trained from
scratch with rotary positional embeddings (Su et al.,
2024). Training batches mix atomic biographies
from all IV individuals with compositional augmen-
tation sequences drawn exclusively from Peopp.
Atomic biographies follow the multi5p-permute
format of Allen-Zhu and Li (2024): five para-
phrased versions per individual with permuted at-
tribute order, shown to be necessary for reliable 1-
hop extraction. Dataset statistics and token counts
are reported in Table 8.

Augmentation strategy. We study 9 augmen-
tation conditions varying two axes: data format
(natural language vs. Resource Description Frame-
work (RDF)) and bridge verbalization (explicit vs.
implicit), summarized in Table 1. Prior work uses
only implicit symbolic contexts (Ye et al., 2026).
We additionally hypothesize that explicitly verbal-
izing the bridge entity may align representations
between explicit and implicit compositions, mak-
ing the intermediate entity easier to retrieve during
inference. Since composition becomes substan-
tially easier once the bridge entity is identified (Bi-
ran et al., 2024), explicit and implicit formulations
may reinforce a shared compositional representa-
tion. We use the RDF format to isolate relational
structure from lexical variation. Mix ratios and

format examples are in Section B.5 and Table 6.

Finetuning and evaluation task. After pretrain-
ing we finetune on 75% of individuals composed
during pretrain Pé{f}glp We evaluate using greedy-
decoding on 1-hop, 2-hop, and 3-hop reasoning in
a single forward pass without access to intermedi-
ate entities in context. We measure performance
using exact-match accuracy, we report the average
performance over five runs with different seeds.
All training and optimization configurations are
provided in Section B.

4 Empirical Results

We evaluate multi-hop QA accuracy across popu-
lations and augmentation conditions. We diagnose
the compositional gap under standard training, then
systematically evaluate the 9 data augmentations.
Additional experiments are presented in Section C.
(i) Compositional gap diagnosis. Under 1-hop
finetuning (Table 4), models reach near-perfect
1-hop accuracy on both populations, confirming
multi5p resolves 1-hop extraction (Allen-Zhu and
Li, 2024), but 2-hop and 3-hop remain at chance.
Adding 2-hop questions to finetuning marginally
improves Peomp (0.08) but not Ppelq, despite per-
fectly memorized 1-hop facts. Our LoRA sweep
(rqv € {8,16,32}, remp € {32,64,128}) yields
no improvement, and full finetuning converges on
Peomp at the cost of catastrophic forgetting on Pheiq
(Table 9), indicating that compositional informa-
tion is absent from pretrained representations. This
pattern persists across model scales (Table 5), as
well as the guarantee that we are not in an under-
training scheme (Table 8), this is consistent with
findings that the compositionality gap is robust to
model scale (Press et al., 2023). The compositional
gap is a pretraining failure, not a capacity limit.
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Table 2: GPT-2 results across augmentation conditions. Exact-match accuracy for 1, 2 and 3-hop queries on

Ptest

comp

(unseen at finetuning) and Pyeq (never compositionally exposed). Each value is the mean over 5 finetuning

and evaluation seeds; standard deviations are below 0.006 for all cells. Cell color encodes accuracy from low to
high. 2-hop accuracy on Py is at chance across all conditions.

# Pl Piomp Phetd
1-hop 2-hop 3-hop | 1-hop 2-hop 3-hop | 1-hop 2-hop 3-hop
Exp. 0 | 0.99 XX ‘ (P 0.02  0.02 ‘ (°F 0.02  0.02
Exp. 1 = 0.99 U 0.99
Exp. 2 | 0.99 (X072 (.95
Exp. 3 | 1.00 (X 0.97
Exp. 4 = 0.99 (X0 0.98
Exp.5 | 1.00 UM 0.99
Exp. 6 = 0.99 (X0 0.99
Exp. 7 = 0.99 (X 0.97
Exp. 8 | 1.00 (XU 0.99
Exp.9  1.00 YOl 0.99

Table 3: Llama-3 architecture: full results across augmentation conditions. Exact-match accuracy for 1-, 2- and

: train test
3-hop queries on Pegny, Peomp

and Phejg, under greedy decoding. Each cell is the mean over 5 finetuning seeds; the

standard deviation is below 0.006 everywhere, so we report the mean only.

Finetuning Pop. 1-hop 2-hop 3-hop

I-hoponly  Peomp = 1.00 0.01 0.01
Pheld 0.97 0.01 0.01

1+2-hop Peomp | 1.00 0.08 0.01
Pheld 0.93 0.01 0.01

Table 4: Baseline LoRA finetuning. Near-perfect 1-
hop accuracy on both populations under both regimes.
2-hop stays marginal on Peomp and at chance on Pheig.

Model 1-hop 2-hop 3-hop
GPT-2 small (124M) 0.93 0.01 0.01
GPT-2 medium (354M) = 0.94 0.01 0.01
GPT-2 large (774M) 0.94 0.01 0.01

Table 5: Ablation: scale analysis on Py under 1+2-
hop finetuning. The compositional gap persists regard-
less of model size.

(ii) Data-centric augmentation. Table 2 reports
accuracy of a GPT-2 architecture across the 9 aug-
mentation conditions, highlighting four key dynam-
ics. First, pretraining exposure is a strict prereq-

uisite for multi-hop composition. 2-hop accuracy
on Prelg remains at chance in exact match (0.01-
0.02) across all conditions, showing that no data-
centric augmentation compensates for missing ex-
posure, consistent with symbolic findings on OOD
triplets (Ye et al., 2026). Second, implicit augmen-
tation consistently outperforms explicit augmenta-
tion in isolation. Explicit-only setups (Exp. 3, 5) re-
main at chance level (0.02), matching the baseline,
on P, Whereas implicit NL (Exp. 2) reaches
0.54 and implicit RDF (Exp. 4) 0.71. This sug-
gests that explicit supervision encourages direct
association learning, while implicit supervision bet-
ter matches the inference setting where the bridge
entity is absent. Explicit augmentation becomes
beneficial when combined with implicit formats:
implicit+explicit RDF (Exp. 6) reaches 0.69 and
NL+RDF (Exp. 8) peaks at 0.76 on Py, sug-
gesting that mixing explicit and implicit signals
improves representation alignment across NL and
RDF formats. Notably, implicit RDF alone (Exp. 4,
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0.71) approaches this performance at a fraction of
the data cost (Table 8), suggesting structured triples
as a lightweight and effective format for composi-
tional pretraining augmentation. Transfer to Pheig
remains zero under all conditions. To verify that
the compositionality gap is not an artifact of the
GPT-2 architecture, Table 3 demonstrates that our
findings hold when replicating the pipeline on a
parameter-matched Llama-style model. Compre-
hensive details regarding the architectural modifica-
tions and training setup are provided in Section C.2.
Finally, gains on P, come at a cost to 1-hop re-
tention (Exp. 4: 0.40), likely due to dilution of
atomic biographies in training batches. We fix the
atomic/compositional ratio at 30/70 following prior
compositional supervision regimes (Ye et al., 2026;
Wang et al., 2024a; Yao et al., 2025). Mixing de-
tails in Section B.5.

5 Conclusion

We demonstrate that data-centric pretraining aug-
mentation can induce multi-hop composition for
exposed individuals, but never transfers to individu-
als absent from compositional pretraining contexts,
confirming the fundamental limit of this approach
beyond symbolic settings (Ye et al., 2026). Models
fail on compositions of length two for unexposed in-
dividuals, suggesting augmentation induces entity-
specific associations rather than a reusable compo-
sition logic. We also show that mixing graph with
natural language enables composition over knowl-
edge graph entities, consistent with recent efforts
to unify LLMs and knowledge graphs (Pan et al.,
2024). We release code, data, and our reproduction
of Allen-Zhu and Li (2024) to support future in-
vestigation into training objectives or architectural
modifications that may overcome this limit.

Limitations

Due to limitied computational ressources our aug-
mentation experiments use GPT-2 small to large.
We argue scale would not change our central claim,
as the compositionality gap persists up to 175B pa-
rameters (Press et al., 2023) and our own baseline
confirms near-zero 2-hop accuracy from 124M to
774M. More fundamentally, our claim concerns
exposure, not capacity: Preiq fails because its in-
dividuals never appear in a compositional context
during pretraining, and no amount of parameters
supplies a missing training signal. However, LLMs
trained on long-context naturally co-occurring text

raise a separate question: whether naturally co-
occurring related facts in long-context pretraining
corpora could implicitly substitute for explicit com-
positional supervision remains an open question
our synthetic setting cannot address.

We focus on data-centric interventions under
standard pretraining and supervised finetuning,
and do not evaluate alternative training objectives
such as reinforcement learning (Hatamizadeh et al.,
2026) or knowledge distillation (Yu et al., 2024),
which may offer complementary solutions to the
compositional gap. We evaluate a single mixing
ratio per condition, argued to be a conservative
choice in Section B.5. Our setting is fully synthetic,
and generalization to naturally occurring corpora
remains untested. We restrict evaluation to two rela-
tion types (friend, enemy), leaving open whether
findings extend to richer relational structures.
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A Dataset Details

A.1 Population partition and graph structure

We use N = 100K individuals, following Allen-
Zhu and Li (2024), who show that training on larger
populations does not change their conclusion on
knowledge storage, extraction, or manipulation.
The N = 100K individuals are split into two dis-
joint populations of 50K each. Pomp contains in-
dividuals whose friend and enemy relations point
exclusively to other members of Peomp, forming a
closed relational component over which composi-
tional chains can be constructed. Ppeig contains in-
dividuals whose relations point exclusively within
Phera- This strict containment guarantees that no
member of Peig ever appears as a head, bridge, or
target entity in any compositional sequence seen
during pretraining. Pcomp is further split for finetun-
ing: 75% form Pé{,"‘in{’p (2-hop questions seen during
QA finetuning) and the remaining 25% form Péf)i;p
(2-hop questions held out).

A.2 Attributes and relations

Each individual is described by six atomic at-
tributes following Allen-Zhu and Li (2024):
birthday, birthcity, university, major,
company, and workcity. We add two directional
inter-individual relations, friend and enemy, each
pointing from an individual to exactly one other
individual in the same population. Relations are
directional: X being the friend of Y does not imply
Y being the friend of X.

A.3 Augmentation format examples

Table 6 illustrates each augmentation format on
a single running example. Atomic 1-hop bi-
ographies (shared across all conditions) use the
multi5p-permute format of Allen-Zhu and Li
(2024). RDF sequences encode the same facts
as structured triples with dedicated special tokens
[ENTITY], [RELATION], and [VALUE]. Explicit for-
mats name the bridge entity, implicit formats omit
it.

A.4 Question counts

Table 7 reports the number of QA pairs used for
finetuning and evaluation, per population and hop
count. Questions for Pgiih are seen during finetun-
ing, questions for P and Pheiq are used only at
evaluation.
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Format Example sequence

1-hop NL (base) Marcus Halloway was born on June 14, 1967. He studied Lin-
guistics at Northgate University.

1-hop RDF [ENTITY] Marcus Halloway [RELATION] birthday [VALUE]
June 14, 1967

NL 2-hop implicit Marcus Halloway’s friend was born in Ashford.

NL 2-hop explicit
RDF 2-hop implicit

Marcus Halloway’s friend Delia Crane was born in Ashford.
[ENTITY] Marcus Halloway [RELATION] friend.birthcity
[VALUE] Ashford

[ENTITY] Marcus Halloway [RELATION] friend [VALUE] Delia
Crane [RELATION] birthcity [VALUE] Ashford

RDF 2-hop explicit

Table 6: Augmentation format examples. Each format
expresses the same underlying 2-hop fact (the birth city
of Marcus Halloway’s friend). Implicit formats omit the
bridge entity (Delia Crane) and explicit formats include
it.

Pg)g:'innp ,P::f)::xp Pheld
I-hop 300K 100K 400K
2-hop 600K 200K 800K
3-hop 12M 400K 1.6M

Table 7: QA pair counts per population and hop count.
Counts scale with hop depth as the number of relational
paths grows.

B Training and Optimization Details

B.1 Architecture and pretraining
configuration

We pretrain a GPT-2 small architecture (12 layers,
12 heads, 768 hidden dimension, 124M parame-
ters) from scratch using rotary positional embed-
dings (Su et al., 2024). Optimization uses AdamW
with peak learning rate 103, minimum learning
rate 10~4, 1000-step warmup, cosine decay, and
gradient clipping at 1.0. Training uses 512-token
context windows and a batch size of 49 152 to-
kens, for 800000 steps. We train our models on
4-H100 GPU, pretraining take around 8 hours and
finetuning 2 hours. The vocabulary size |V| for
experiments without RDF is 50, 264, and for exper-
iments with RDF is 50304 (a number divisible by
a power of 2 to speed up training).

B.2 Finetuning configuration

We use LoRA (Hu et al., 2022) applied to query,
value, and embedding layers with AdamW (Ir =
3 x 107, weight decay 0.01). We sweep LoRA
ranks 7qy € {8, 16,32} and remp € {32, 64, 128}
and report in Table 2 the best result per condition.

B.3 Training statistics

In Table 8, we detail the number of unique to-
kens for each experiment and compare our training
budget against Chinchilla scaling laws (Hoffmann

et al., 2022). Following the methodology described
in (Allen-Zhu and Li, 2024), we perform multiple
passes over the dataset until the model converges,
ensuring complete memorization of the training
distribution.

# Exp. Unique Tokens Total Tokens Chinchilla Ratio
Bas. GPT-S 60 M. 39.3B X 15.9
Bas. GPT-M 60 M. 393B x 5.23
Bas. GPT-L 60 M. 39.3B X 3.54

Exp. 1 111.4 M. 393B x 15.9

Exp. 2 129.6 M. 39.3B X 15.9

Exp. 3 142.1 M. 393B x 15.9

Exp. 4 127.8 M. 39.3B X 15.9

Exp. 5 121.4 M. 393B x 15.9

Exp. 6 249.2 M. 39.3B X 15.9

Exp. 7 271.0 M. 393B x 15.9

Exp. 8 385.1 M. 393B X 15.9

Exp. 9 396.4 M. 393B x 15.9

Table 8: Token statistics. Comparison of unique token
counts, total tokens seen during training, and the com-
pute ratio relative to Chinchilla-optimal scaling laws.

B.4 Full Fine-tuning and Catastrophic
Forgetting

In the experiments presented in Table 4, we ob-
serve that the model struggles to converge, even
when using the following LoRA parameters: rqy €
{8,16,32} and remp, € {32,64,128}. Further-
more, we demonstrate that full fine-tuning, by forc-
ing the model to converge on 2-hop relations, leads
to catastrophic forgetting on the Ppeq population.

Fine-tuning  Pop. 1-hop  2-hop  3-hop

1+2-hop Peomp | 1.00 0.99 0.01

Pheld 0.01 0.01 0.01

Table 9: Full fine-tuning. Full fine-tuning on 1 and 2-
hop questions leads to catastrophic forgetting on 1-hop
generalization.

# Exp

Exp 1
Exp 2
Exp 3
Exp 4
Exp 5
Exp 6
Exp 7
Exp 8
Exp 9

train test held
7)(:omp 7)(:omp 7)(:omp

Table 10: Conditional analysis. Success rate of 2-
hop composition given that both constituent 1-hop sub-
questions are answered correctly.
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B.5 Data augmentation ratios

Each batch mixes atomic biographies from all
individuals with compositional augmentation se-
quences drawn exclusively from Peomp. We fix
the atomic/compositional ratio at 30/70, placing
our experiments in the high-supervision regime
shown to be necessary for implicit composition to
emerge (Ye et al., 2026; Wang et al., 2024a). This
is a deliberately favorable setting for composition:
the absence of transfer to Ppeig under this regime
cannot be attributed to insufficient augmentation.
Multi-format conditions divide the compositional
portion equally across constituent formats. Full
mixing ratios are in Table 11.

# Exp. Setting Ratio

Exp. 1 1-hop RDF 50-50

Exp. 2 NL 2-hop (imp.) 30-70

Exp. 3 NL 2-hop (exp.) 30-70

Exp. 4 RDF 2-hop (imp.) 30-70

Exp. 5 RDF 2-hop (exp.) 30-70

Exp. 6 RDF 2-hop (exp+imp) 30-35-35
Exp. 7 NL 2-hop (exp+imp) 30-35-35

Exp. 8 NL+RDF 2-hop (exp+imp) 30-17.5x4
Exp. 9 Full (NL+RDF+1-hop RDF) 15-15-17.5%4

Table 11: Pretraining mixtures. Ratios indicate the
proportion of atomic 1-hop biographical text and compo-
sitional augmentation sequences in each training batch.
The baseline (Exp. 0) uses only multi5p-permute bio-
graphical text and therefore has no mixing ratio.

C Additional Experimental Results

C.1 Full main results

Table 13 reports 1-hop, 2-hop, and 3-hop accu-
racy across all 9 augmentation conditions and the
baseline, for the three evaluation populations in-
cluding Pgi,, which is omitted from the main text.
Accuracy on P;{fin{‘p reflects performance on 2-hop
questions seen during finetuning. The gap between
Peamp and P isolates QA memorization from
genuine compositional transfer. 2-hop accuracy on
Pheld remains at chance across every condition.

C.2 Validation on an Llama-based
architecture

To validate that the compositionality gap is not
an artifact of the GPT-2 architecture, we repli-
cate the full pipeline on a parameter-matched
Llama-style model (Grattafiori et al., 2024). We
keep the GPT-2 Small topology (12 layers, 12
heads,dmoder = 768, context 512) and swap ev-

Attribute Exp. 8

birthday 0.92 0.88
birthcity = 0.97 0.94

Base

major 0.96 0.94
employer 0.96 0.95
friend 0.86 0.60
enemy 0.87 0.60

Table 12: 1-hop accuracy by attribute on Pgs .
Scalar attributes are retrieved near-perfectly under both
conditions. Relational targets (friend, enemy) are re-
trieved far less reliably, and degrade markedly under
Exp. 8.

ery GPT-2 specific component for its Llama coun-
terpart: RMSNorm (¢ = 107°) instead of Layer-
Norm, a SWiGLU feed-forward block (hidden di-
mension 2048 = %dmodel rounded to a multiple of
256, against 4dmoqe1 = 3072 for the GPT-2 MLP)
instead of the GELU MLP, RoPE applied to the full
head dimension rather than to 25% of it, and no
bias in any linear layer. Attention stays multi-head
(Nkv = Mheads, N0 GQA). We keep the GPT-2 BPE
tokeniser so both models consume the same token
stream, and tie the input and output embeddings
(untying, as in stock Llama-3, would add 38.6M
parameters at this vocabulary size); the model has
123.55M parameters against 123.65M for GPT-2
Small. Pretraining uses the same mixtures, opti-
miser and schedule for 500K steps, and finetuning
uses LoRA with a fixed (74y, 7emb) = (8, 32) for
150K steps. Table 3 reproduces our findings: sev-
eral augmentations induce composition on Peomp
(Exp. 2, 4, 6, 7), yet no condition yields any gen-
eralisation on Pjejg. Numbers are exact-match ac-
curacy on all populations under greedy decoding,
and average across 5 different finetuning seed and
a fixed LoRA rank.

C.3 LoRA rank sweep

Table 14 reports the full LoRA rank sweep on
ng}glp. Each cell gives 1-hop / 2-hop first-token
accuracy for a given (7qy, 7emp) pair. Increasing
LoRA rank yields only marginal variation in 2-hop
accuracy within each condition, confirming that
the compositional outcome is determined by the
pretraining augmentation rather than by finetuning
capacity. Main-text results use the best (7qy, remb)
pair per condition.

C.4 Per-attribute results

Scalar attributes are retrieved near-perfectly un-
der both conditions. Relational targets behave dif-
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train test
7Dcnmp 7)comp Pheld

#
1-hop 2-hop 3-hop | 1-hop 2-hop 3-hop | 1-hop 2-hop 3-hop
Exp. 0 | 1,00 IIEINIUNN 097 NUNNIUUN 097
Exp. 1 | 1.00 0.97
Exp. 2 | 1.00 0.83
Exp.3 | 1.00 0.96
Exp. 4 | 1.00 0.96
Exp. 5 | 1.00 0.97
Exp. 6 | 1.00 0.98
Exp. 7 | 1.00 0.89
Exp. 8 | 1.00 0.99
Exp. 9 | 1.00 0.98

Table 13: Full results across augmentation conditions. Exact-match accuracy for 1-hop, 2-hop, and 3-hop
queries on Péﬁ‘,g‘p (2-hop questions seen at finetuning), Py, (2-hop questions held out from finetuning), and Pheia
(never compositionally exposed during pretraining). Each value is the mean over 5 finetuning and evaluation seeds;
standard deviations are below 0.006 for all cells. Row 0 is the baseline. Cell color encodes accuracy from low
(purple) to high (green). The high accuracy on P;ﬁj}i{‘p together with the accuracy retained on Péffr}qp for the strongest

conditions indicates transfer across unseen questions. The persistent chance-level accuracy on Pyejq indicates no
transfer across populations.

Exp. 1 | Exp. 2 | Exp. 3
Tqv / Temb 32 64 128 | 32 64 128 | 32 64 128
8 1.0/0.01 1.0/0.01 1.0/0.01 | 1.0/0.60 1.0/0.63 1.0/0.65 | 1.0/0.02 1.0/0.01 1.0/0.01
16 1.0/0.01 1.0/0.01 1.0/0.01|1.0/0.66 1.0/0.69 1.0/0.70 | 1.0/0.01 0.99/0.01 0.99/0.02
32 1.0/0.01 1.0/0.01 1.0/0.01 |1.0/0.72 1.0/0.71 1.0/0.69 |0.99/0.01 0.98/0.01 0.98/0.01
Exp. 4 | Exp. 5 | Exp. 6
8 1.0/0.88 1.0/0.91 1.0/0.92|1.0/0.02 1.0/0.03 1.0/0.02 | 1.0/0.81 1.0/0.83 1.0/0.85
16 1.0/0.93 1.0/0.95 1.0/0.96 |1.0/0.01 1.0/0.02 1.0/0.01 | 1.0/0.90 1.0/0.89 1.0/0.87
32 1.0/0.97 1.0/0.96 1.0/0.94|1.0/0.01 1.0/0.01 0.99/0.01| 1.0/0.88 1.0/0.86 1.0/0.85
Exp. 7 | Exp. 8 | Exp. 9
8 1.0/0.71 1.0/0.73 1.0/0.74|1.0/0.87 1.0/0.90 1.0/0.88 | 1.0/0.90 1.0/0.92 1.0/0.94
16 1.0/0.73 1.0/0.75 1.0/0.74 | 1.0/0.85 1.0/0.86 1.0/0.84 | 1.0/0.95 1.0/0.96 1.0/0.97
32 1.0/0.76 1.0/0.75 1.0/0.72|1.0/0.82 1.0/0.83 1.0/0.81 | 1.0/0.97 1.0/0.98 1.0/0.96

Table 14: LoRA rank sweep on Pc‘;f,i']‘,. Each cell reports 1-hop / 2-hop exact-match accuracy for a (7qy, 7emp) pair.
Best 2-hop configuration per condition in bold. Variation across ranks is moderate and does not change the ranking
of conditions, indicating that finetuning capacity is not the limiting factor.

ferently: friend and enemy drop from ~0.86 at  is therefore the first capability to degrade when
baseline to 0.60 under Exp. 8. The two cases are  atomic supervision is diluted, while low-cardinality
not symmetric. A scalar attribute is drawn from  scalar attributes remain robust.

a small, low-cardinality set, whereas a relational

target is one specific individual among 100K, iden- C.5 Conditional Analysis

tified by a name. Retrieving it requires discrimi-
nating that name from a very large space of sim-
ilar tokens, where first names recur across many
individuals and offer little disambiguating signal.
Under Exp. 8, the compositional augmentation di-
lutes the atomic biographical text in each batch
(Section B.5), reducing exposure to exactly the
per-individual name associations that relational re-
trieval depends on. High-cardinality name retrieval

In Table 10, we address the following question:
"Among instances where both 1-hop sub-questions
are answered correctly, what fraction results in a
correct 2-hop prediction?"

Given that our entity bridge is always an indi-
vidual within a set of 100,000, the task requires
precise retrieval. While the overall accuracy on
Pheld reaches 97% for the baselines (Table 4) and
83% for Exp. 8, we observe a catastrophic per-
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formance drop in compositional reasoning. For
instance, consider the query: "What is the birth-
day of X’s friend?" Even when the model correctly
identifies the friend (Y') and retrieves Y’s birthday,
it alwats fails to compose these facts for individuals
in Pheg- As shown in Table 10, despite the guar-
antee of perfect 1-hop awnsers, the composition
success rate remains remarkably low across most
experimental settings.
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