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Abstract

Agent skills, structured packages of procedu-
ral knowledge and executable resources that
agents dynamically load at inference time, have
become a reliable mechanism for augmenting
LLM agents. Yet inference-time skill augmenta-
tion is fundamentally limited: retrieval noise in-
troduces irrelevant guidance, injected skill con-
tent imposes substantial token overhead, and
the model never truly acquires the knowledge
it merely follows. We ask whether skills can
instead be internalized into model parameters,
enabling zero-shot autonomous behavior with-
out any runtime skill retrieval. We introduce
SKILL0, an in-context reinforcement learning
framework designed for skill internalization.
SKILL0 introduces a training-time curriculum
that begins with full skill context and progres-
sively withdraws it. Skills are grouped offline
by category and rendered with interaction his-
tory into a compact visual context, teaching
the model tool invocation and multi-turn task
completion. A Dynamic Curriculum then
evaluates each skill file’s on-policy helpfulness,
retaining only those from which the current
policy still benefits within a linearly decaying
budget, until the agent operates in a fully zero-
shot setting. Extensive agentic experiments
demonstrate that SKILL0 achieves substantial
improvements over the standard RL baseline
(+9.7% for ALFWorld, +6.6% for Search-QA
and +10.1% for WebShop), while maintaining
a highly efficient context of fewer than 0.5k
tokens per step. Our code is available at https:
//github.com/ZJU-REAL/SkillZero.

1 Introduction

“Skills at training, zero at inference.”

— SKILL0

Large Language Models (LLMs) (Guo et al., 2025;
Team et al., 2025; Yang et al., 2025; Comanici et al.,
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Figure 1: Comparison of (a) Skill Augmentation meth-
ods and (b) our Skill Internalization method.

2025; Team et al., 2026) have demonstrated strong
decision-making capabilities across complex real-
world tasks, including code generation (Jimenez
et al., 2023), GUI automation (Ye et al., 2025),
gameplay (Shridhar et al., 2020), and embodied
control (Wang et al., 2023). With the emergence of
agent scaffolds like Claude Code and OpenClaw,
structured Agent Skills (Xu and Yan, 2026; Li
et al., 2026a; He et al., 2026), compact and reusable
strategies that capture the domain-specific princi-
ples, have become the standard mechanism for ex-
tending agent capabilities on specialized tasks.

The prevailing paradigm is inference-time skill
augmentation: relevant skills are retrieved from
a skill bank and injected into the model’s con-
text as natural language guidance at each step (Li
et al., 2026b; Liang et al., 2026). This approach
has proven effective and is now well-established,
with growing ecosystems of skill libraries, retrieval
pipelines, and evolution mechanisms (Xu and Yan,
2026; Xia et al., 2026). Yet this practical success
obscures a more fundamental limitation. First, re-
trieval noise introduces irrelevant or misleading
guidance that corrupts the agent’s context (Yao
et al., 2026a; Wang et al., 2026b). Second, in-
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jected skill content imposes token overhead that
compounds across multi-turn interactions, limit-
ing scalability (Liu et al., 2024; Hsieh et al., 2024).
Third, and most critically, a model that follows skill
descriptions in its prompt is executing skills, not
learning them: competence resides in the context,
not in the model (Wang et al., 2025a; Han et al.,
2026).

This observation suggests a different question:
rather than asking how to better retrieve and inject
skills, can skills be internalized into model param-
eters, rendering retrieval unnecessary at inference
time? Skill acquisition in humans follows a familiar
progression: an explicit instruction phase gives way
to an internalized phase in which the same behavior
is executed autonomously from memory (Ander-
son, 1982; Yuan et al., 2025). Inference-time skill
augmentation permanently anchors agents in the
first stage. Reinforcement learning offers a natural
path to the second, driving the agent to consolidate
effective strategies as intrinsic policy rather than
reading them from context (Shao et al., 2024). Yet
a naive application of RL fails in both directions:
without skill context, the agent lacks the structured
guidance necessary to learn complex multi-step
behavior; with full skill context throughout, the
model remains dependent on external knowledge
it has never been required to internalize. What is
needed is a training regime that starts with skills
and ends without them, systematically transferring
competence from context to parameters.

We propose SKILL0, the first RL framework
that formulates skill internalization as an explicit
training objective. SKILL0 realized this curricu-
lum through In-Context Reinforcement Learning
(ICRL): skills are provided as in-context guidance
during training rollouts but removed entirely at in-
ference, so that RL optimization directly drives the
transition from context-dependent execution to au-
tonomous behavior. Concretely, skills are grouped
offline by category and rendered with interaction
history into a compact visual context, teaching the
model tool invocation and multi-turn task comple-
tion. Dynamic Curriculum evaluates each skill
file’s on-policy helpfulness by comparing agent
performance with and without it on a matched vali-
dation sub-task. Skills are retained only where the
current policy still benefits, and discarded other-
wise, until the budget reaches zero and the agent
operates without any skill context. Extensive exper-
iments demonstrate that SKILL0 achieves substan-
tial improvements over strong baselines like Agen-

tOCR (+9.7% for ALFWorld, +6.6% for Search-
QA and +10.1% for WebShop), and competitive
performance against skill-augmented methods like
SkillRL. Notably, by eliminating skill reliance at
inference time, SKILL0 maintains a highly effi-
cient context of fewer than 0.5k tokens per step,
significantly reducing inference overhead without
sacrificing task performance.

• We propose SKILL0, the first RL framework
that formulates skill internalization as an ex-
plicit training objective, moving agents from
inference-time skill dependence to fully au-
tonomous zero-shot behavior.

• We introduce ICRL, which provides struc-
tured skill guidance during training rollouts
and removes it entirely at inference, di-
rectly optimizing the transition from context-
dependent execution to intrinsic competence.

• We propose Dynamic Curriculum, a
helpfulness-driven annealing mechanism that
withdraws each skill only when the current
policy no longer benefits from it, replacing
rigid schedules with adaptive internalization.

2 Related Work

2.1 LLM Agents

Recent advancements in instruction-tuned LLMs
have enabled autonomous agents to operate across
a wide range of dynamic, open-world environ-
ments, including code generation (Jimenez et al.,
2023; Wang et al., 2026a), GUI automation (Ye
et al., 2025; Lu et al., 2026b), gameplay (Shrid-
har et al., 2020), and embodied control (Wang
et al., 2023). With the recent development of re-
inforcement learning for LLMs (Yu et al., 2025;
Zheng et al., 2025; Yao et al., 2026b; Lu et al.,
2026c), agentic RL has emerged as a crucial post-
training recipe for equipping LLM agents with ro-
bust decision-making capabilities (Lu et al., 2026a,
2025; Feng et al., 2025; Wu et al., 2026b).

2.2 Agent Skills

Early memory-based approaches store raw trajec-
tories directly into external databases during the
sampling process, serving as references for experi-
ence replay (Zhao et al., 2024; Shinn et al., 2024).
However, such raw trajectories are often lengthy, re-
dundant, and noisy, making direct injection into the
context window inefficient (Chhikara et al., 2025).

4486



SKILL.md

Domains

Relevance

(a) Skill Grouping

S1

S2

Sk

SN

...

(b) In-Context Reinforcement Learning

Agent Loop 

Environment

(1) Render

(2) Compress

(3) Rollout

(4) Update

o1

o2

oG

r1

r2

rG

A1

A2

AG

ot

at Policy
Agent

x N turns ...
...

...

(c) Curriculum Learning

Agent Loop
Agent Loop

Agent Loop

Dynamic
Filter

Dynamic
Filter

Better
Alignment

Skill 
Internalize

Inference Time

Self-
Compress

Self-
Compress

Skill Markdowns Observations Visual Tokens

Figure 2: Overview of SKILL0. (a) Relevance-Driven Skill Grouping; (b) In-Context Reinforcement Learning with
skill-enhanced agent loop; (c) Dynamic curriculum learning during training process.

To address this limitation, a growing line of work
has explored skills—reusable, abstracted, and struc-
tured behavioral primitives distilled from historical
trajectories (Xu and Yan, 2026; Li et al., 2026a; He
et al., 2026; Wu et al., 2026a). Skills serve as a
form of episodic memory that agents can consult at
decision time (Li et al., 2026b; Liang et al., 2026;
Yang et al., 2026), and have further been shown
to provide efficient guidance within reinforcement
learning frameworks (Xia et al., 2026; Wang et al.,
2025a; Jiao et al., 2026). Despite these advances,
existing methods predominantly focus on skill ex-
traction, organization, and retrieval, leaving the
question of whether skills can be internalized into
model parameters largely unexplored.

3 Method: SKILL0

3.1 Agent Loop

Task Definition. We formulate agent automation
as a sequential decision-making problem. Given a
task instruction I , the agent generates a sequence
of actions {a1, a2, . . . , aT } to complete the task.
At each step t, the agent operates within a struc-
tured environment E (e.g., an online simulator or
retrieval engine), which provides a textual observa-
tion ot describing the current environmental state.
The agent then samples an action at from policy
πθ(at|I, ht), where θ denotes model parameters

and ht represents history up to time t.

ht = {o1, o2, . . . , ot} (1)

The environment E transitions to the next state and
returns the next observation ot+1 = E(ot, at). This
rollout continues until the task is successfully com-
pleted or the max step threshold is reached.

Skill Management. Following Xia et al. (2026),
we organize reusable behavioral knowledge into
a hierarchical skill library SkillBank, structured
into two levels: (1) General skills capture universal
strategic principles applicable across all task types,
such as exploration strategies and goal-tracking
heuristics. (2) Task-specific skills store specialized
knowledge for task category k, including domain-
specific action sequences and preconditions.

Skills are organized in a directory structure
“skills/{task_name}/{skill_category}.md”,
where each Markdown file Sk stores a
group of related skills sharing the same task
and skill category (e.g., “skills/search/
entity_attribute_lookup.md”). The complete
library SkillBank = {Sk}Nk=1 thus contains N
such files in total. During training, rather than
retrieving individual skills via semantic similarity,
we select a subset S ⊆ SkillBank of m skill
files ranked by an on-policy helpfulness criterion,
which estimates the learning utility of each Sk to
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the current policy πθ (detailed in Section 3.3) at
the current training stage.

Context Rendering. When scaling to more do-
mains, the token cost of accumulated skills and
interaction history becomes a key challenge. In-
spired by Feng et al. (2026) and Shi et al. (2026),
we introduce a context rendering mechanism that
maps the textual interaction context (including his-
tory ht and retrieved skills S) to a compact RGB
image. Given compression ratio ct, the rendered
image is encoded and compressed by the vision
encoder Enc into visual representations:

Vt = Enc(ht,S; ct) (2)

where Vt ∈ Rd serves as the compressed visual
context embedding fed into the policy, signifi-
cantly reducing token overhead while preserving
the structural information necessary for decision-
making. Rather than treating the compression ratio
ct ∈ (0, 1] as a fixed hyperparameter, we allow the
policy to self-generate ct at each step alongside the
task action at:

(at, ct) ∼ πθ(at, ct | I,Vt) (3)

3.2 In-Context Reinforcement Learning
(ICRL)

SKILL0 introduces In-Context Reinforcement
Learning (ICRL), which combines the sample effi-
ciency and inductive bias of skill prompting with
the exploration capability of reinforcement learn-
ing. Through a dynamic online curriculum (Sec-
tion 3.3), skills are progressively internalized into
the model’s parameters, eliminating the need for
explicit skill retrieval at inference time.

To incentivize both efficient context compres-
sion and skill internalization within the agent loop,
we introduce a composite reward following Feng
et al. (2026), which jointly optimizes task success
and compression efficiency. Let Isucc(τ) ∈ {0, 1}
denote the binary success indicator for trajectory
τ ; the composite reward is defined as:

r
comp
t =

{
ln(ct), if Isucc(τ) = 1,

0, otherwise,
(4)

r̃t = rt + λ · rcomp
t

where ct ∈ (0, 1] is the compression ratio at step t,
and the logarithmic formulation reflects the dimin-
ishing marginal returns of higher compression. rt

evaluates whether the agent completes the task cor-
rectly with skill enhancements at step t, and λ ≥ 0
controls the trade-off between task performance
and compression efficiency.

For each query q ∼ D, πθold samples a group of
G trajectories {τi}Gi=1. The training objective is:

LSKILL0(θ) = Eτi∼πθold (q), q∼D
1

∑G
i=1 |τi|

G∑

i=1

|τi|∑

t=1

clip(ri,t(θ), Ai, ϵ)− β · DKL[πθ∥πref]

where the advantage Ai is computed by
normalizing the total rewards {r̃(τi)}Gi=1

within the sampled group, and ri,t(θ) =
πθ(τi,t | q, τi,<t)/πθold(τi,t | q, τi,<t) is the impor-
tance sampling ratio.

3.3 Adaptive Curriculum Learning
As training progresses, the reliance on external
skills undergoes a controlled annealing process
to avoid abrupt distribution shifts in the context
space. We formulate this curriculum as a linear
decay of the skill budget M (s) at each stage s ∈
{1, . . . , NS}:

|S(s)| ≤ M (s) =

⌈
N · NS − s

NS − 1

⌉
(5)

This linear decay bounds the step-wise reduction
of the skill context to M (s)−M (s+1) ≈ N

NS−1 . By
constraining changes to the active skill set S(s), we
strictly limit the deviation in the rendered visual
context V(s)

t = Enc(ht,S(s); ct). This ensures the
distribution shift of the policy πθ(at, ct | I,V(s)

t )
remains smooth and stable, safely transitioning the
agent to a fully self-reliant state (S(NS) = ∅).

Based on above design, our curriculum oper-
ates in two phases: (a) offline Relevance-Driven
Skill Grouping that associates each skill file Sk

with a dedicated validation sub-task; and (b) on-
line Helpfulness-Driven Dynamic Curriculum that
adaptively selects the active skill subset S based on
current policy’s state during training process.

(a) Relevance-Driven Skill Grouping. We de-
fine the relevance between a validation sub-task
and a skill file Sk as whether the sub-task’s do-
main and objective align with the skill category
encoded in Sk. Based on this relevance, we par-
tition the validation set (subtracted from training
dataset) into N sub-tasks {Tk}Nk=1 prior to train-
ing, where Tk groups all validation instances whose
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Algorithm 1 Curriculum Learning for SKILL0
Require: Initial policy πθ; reference model πref; train-

ing dataset D; total training steps Ttotal; skill library
SkillBank = {Sk}Nk=1; validation sub-tasks {Tk}Nk=1;
number of stages NS ; validation interval d.

Ensure: Trained policy πθ

1: M ←
[
N,

⌈
(NS−2)
(NS−1)

N
⌉
, . . . ,

⌈
1

NS−1
N
⌉
, 0

]

2: // Step 0: Initialize active skill subset
3: S ← SkillBank
4: for stage s = 1, . . . , NS do
5: for step t = 1, . . . , ⌊Ttotal/NS⌋ do
6: if t mod d = 0 and M (s) > 0 then
7: // Step 1: Helpfulness Evaluation for ∀k
8: Accw/ skill

k ← Validate(πθ, Tk, S)
9: Accw/o skill

k ← Validate(πθ, Tk, ∅)
10: ∆k ← Accw/ skill

k −Accw/o skill
k

11: // Step 2: Filter & Rank
12: S ← {Sk | ∆k > 0}
13: Sort S by ∆k in descending order
14: // Step 3: Select top-M (s) skill files
15: S ← S[1 : M (s)]

16: else if M (s) = 0 then
17: S ← ∅
18: end if
19: // Step 4: Policy update via ICRL
20: for q ∼ Batched(D) do
21: Rollout {τi}Gi=1 via Eq. 3
22: for each τi do
23: Compute r̃(τi) via Eq. 4
24: Ai ← Normalize

(
{r̃(τi)}Gi=1

)
25: end for
26: πθ ← πθ −∇θ LSKILL0(θ)
27: end for
28: end for
29: end for

skill requirements correspond to Sk. This offline
grouping ensures each Sk has a dedicated sub-task
for evaluating its utility, forming the structural ba-
sis for the subsequent dynamic curriculum.

(b) Helpfulness-Driven Dynamic Curriculum.
We split training process into NS progressive stages
with a decreasing skill budget M (|M | = NS),
gradually reducing the agent’s reliance on external
skill guidance until it operates without any retrieved
skills. We quantify the helpfulness metric ∆k of
each skill file Sk to the current policy πθ by eval-
uating Tk under two conditions: with Sk provided
(w/ skill) and without it (w/o skill) per d training
steps. For stage s, we Filter, Rank, and Select
top-m (m ≤ M (s)) files from the active skill pool
by ∆k (see Algorithm 1).

4 Experiment

4.1 Experiment Setup

Benchmarks We evaluate our methods on ALF-
World (Shridhar et al., 2020), Search-based QA (Jin

et al., 2025), and Webshop (Yao et al., 2022). ALF-
World is a text-based game aligned with the AL-
FRED embodied AI benchmark, including 3,827
task instances across six categories of common
household activities: Pick and Place (Pick), Look
at Obj in Light (Look), Pick Clean then Place
in Recep (Clean), Pick Heat then Place in Recep
(Heat), Pick Cool then Place in Recep (Cool), and
Pick Two Obj and Place (Pick2). Search-based
QA contains several widely-used search-augmented
QA benchmarks, including single-hop QA datasets
(NQ (Kwiatkowski et al., 2019), TriviaQA (Joshi
et al., 2017), and PopQA (Mallen et al., 2023))
and multi-hop QA datasets (HotpotQA (Yang et al.,
2018), 2Wiki (Ho et al., 2020), MuSiQue (Trivedi
et al., 2022), and Bamboogle (Press et al., 2023)).
WebShop is a complex, web-based interactive en-
vironment designed to test the LLM agents in real-
istic online shopping scenarios. Agents navigate a
realistic web interface to find and purchase prod-
ucts matching user specifications. We select 128
fixed tasks in validation set, which aligns with Feng
et al. (2025).

Baselines. We first compare SKILL0 with in-
context skills prompting methods (with text
and OCR-based history) and RL-based methods
(GRPO (Shao et al., 2024), AgentOCR (Feng et al.,
2026), EvolveR (Wu et al., 2025), and SkillRL (Xia
et al., 2026)) across benchmarks in Table 1. For
search-augmented QA (as shown in Table 6), we
include Search-o1 (Li et al., 2025), Search-R1 (Jin
et al., 2025), ZeroSearch (Sun et al., 2025), O2-
Searcher (Mei et al., 2025), ParallelSearch (Zhao
et al., 2025) and StepSearch (Wang et al., 2025b).
Some closed-source models are also included, such
as GPT-4o (Hurst et al., 2024) and Gemini-2.5-
Pro (Comanici et al., 2025).

Implementation Details. We train the Qwen2.5-
VL series using SKILL0 for up to 180 steps on 4
H800 GPUs. For ALFWorld, we adopt the training
data split from GiGPO (Feng et al., 2025), with
each batch sampling 16 tasks and 8 rollouts per
prompt, and a maximum prompt length of 3,072
tokens. For Search-QA, we follow the experimen-
tal setup of Search-R1 (Jin et al., 2025), using
E5 (Wang et al., 2022) as the retriever. The train-
ing data are drawn from NQ and HotpotQA, mak-
ing these two benchmarks in-domain, while the
remaining datasets serve as out-of-domain evalu-
ation. Each batch samples 128 tasks with a maxi-
mum prompt length of 4,096 tokens. For Webshop,
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ALFWorld Search-QA

Method Pick Look Clean Heat Cool Pick2 Avg↑ Cost↓ NQ Triv Pop Hotp 2Wk MuS Bam Avg↑ Cost↓
Qwen2.5-(VL)-3B-Instruct
Zero-Shot 27.0 24.3 4.5 20.5 10.2 0.0 15.2 1.21 9.4 31.3 19.8 15.0 14.8 4.7 16.8 15.9 0.48
Few-Shot† 44.1 45.1 30.5 44.1 9.2 3.3 29.3 2.30 11.8 30.9 20.2 13.7 18.4 4.5 25.6 17.9 0.86
Zero-Shot⋆ 44.3 27.6 8.6 3.1 5.7 3.1 17.6 0.48 10.2 27.7 10.9 9.1 12.2 3.7 15.2 12.7 0.15
Few-Shot⋆† 57.1 25.3 4.5 5.5 10.2 9.4 23.8 0.88 11.1 26.2 14.2 15.4 13.4 3.0 19.2 14.6 0.36
GRPO 92.6 85.7 70.6 86.6 79.3 65.0 79.9 1.02 39.3 60.6 41.1 37.4 34.6 15.4 26.4 36.4 0.61
AgentOCR⋆ 91.9 81.8 76.0 73.3 76.1 70.0 78.2 0.38 38.6 56.5 41.7 33.6 30.7 14.6 24.0 34.2 0.26
EvolveR 77.3 24.5 47.9 41.7 24.6 22.5 44.1 1.89 43.4 58.4 43.4 37.3 38.1 13.7 32.8 38.2 –
SkillRL† 91.9 100 82.9 87.4 78.7 70.0 82.4 2.21 38.6 57.6 40.3 33.6 31.1 13.3 58.1 38.9 0.87
SKILL0⋆ 95.6 80.4 100 86.7 78.7 75.2 87.9 0.38 39.8 57.5 42.3 35.1 33.7 13.3 63.7 40.8 0.18

Qwen2.5-(VL)-7B-Instruct
Zero-Shot 67.6 35.4 19.3 31.3 30.1 4.4 31.3 1.08 10.4 32.4 22.3 15.8 15.4 7.2 19.2 17.5 0.70
Few-Shot† 75.4 64.9 67.5 26.7 19.4 8.9 48.4 2.12 12.3 36.8 24.5 17.7 18.2 6.5 24.8 20.1 0.97
Zero-Shot⋆ 46.0 35.6 19.1 7.1 5.5 5.4 21.1 0.52 6.9 30.4 12.0 10.5 9.1 5.5 24.0 14.0 0.26
Few-Shot⋆† 44.3 55.4 52.9 0.0 11.2 5.4 28.9 1.79 10.5 31.9 18.7 14.2 14.4 6.9 24.8 17.3 0.41
GRPO 92.6 93.8 85.2 80.0 82.7 56.5 81.8 0.95 45.1 63.7 44.0 43.6 43.2 16.8 37.6 41.9 0.73
AgentOCR⋆ 95.6 96.2 78.1 73.2 72.4 72.0 81.2 0.43 43.1 61.0 45.4 40.8 38.3 15.7 36.8 40.1 0.36
EvolveR 64.9 33.3 46.4 13.3 33.3 33.3 43.8 – 43.5 63.4 45.9 38.2 42.0 15.6 54.4 43.1 –
SkillRL† 97.9 71.4 90.0 90.0 95.5 87.5 89.9 – 45.9 63.3 45.9 43.2 40.3 20.2 73.8 47.1 –
SKILL0⋆ 100 85.8 94.6 81.9 85.7 80.1 89.8 0.41 42.7 61.1 45.3 40.0 38.3 16.4 66.9 44.4 0.34

Table 1: Performance on ALFWorld and Search-QA tasks. We report the success rate (%) and the average
context token cost (k) per step. † denotes models validated with skill augmentation; ⋆ denotes methods that encodes
visual context with reduced token overhead. Best and second-best are highlighted.

Qwen2.5-VL-3B Qwen2.5-VL-7B

Method Score Acc Cost Score Acc Cost

Baselines
Zero-Shot 23.4 6.3 0.46k 26.8 7.8 0.48k
Few-Shot† 45.8 18.4 0.78k 51.2 24.2 0.91k
AgentOCR 75.2 56.3 0.42k 78.6 59.3 0.40k

Ours
SKILL0† 80.9 64.1 0.94k 85.3 71.9 0.89k
SKILL0 78.6 66.4 0.49k 85.1 74.2 0.46k

Table 2: Performance on WebShop (128 tasks). We
report the Score (%), Acc (%) and the average context
token cost (k) per step. † denotes inference with skills.

1000 tasks are selected for training, with each batch
sampling 16 tasks and 8 rollouts per prompt, and
a maximum prompt length of 4,096 tokens. For
the curriculum learning schedule, we set the valida-
tion subset size to 1,000, the number of curriculum
stages to NS = 3, and initialize SkillBank from
SkillRL (Xia et al., 2026) for both environments.

4.2 Main Results

Method Performance. As shown in Table 1 and
Table 2, SKILL0 demonstrates exceptional perfor-
mance across ALFWorld, Search-QA, and Web-
Shop. While introducing explicit skill prompts
(Few-Shot) brings moderate improvements over
Zero-Shot baselines, the gains are limited, indi-

cating that LLMs struggle to fully leverage skill
descriptions without sufficient exploration. In con-
trast, without external skill prompting during in-
ference, SKILL0 (3B) achieves an average success
rate of 87.9 on ALFWorld, 40.8 on Search-QA,
and a score of 78.6 with 66.4% accuracy on Web-
Shop, outperforming AgentOCR by +9.7, +6.6,
and +10.1 (accuracy) respectively. Based on 7B
models, it delivers scores of 89.8 on ALFWorld,
44.4 on Search-QA, and 85.1/74.2 (score/accuracy)
on WebShop, substantially outperforming other
RL-based methods such as EvolveR, AgentOCR,
and GRPO. Notably, on WebShop the skill-free
SKILL0 (7B) surpasses AgentOCR by +6.5 in score
and +14.9 in accuracy, demonstrating strong in-
ternalization of complex e-commerce navigation
behaviors. Furthermore, SKILL0 achieves compet-
itive or even stronger performance against skill-
augmented methods like SkillRL. These consis-
tent gains over both zero-shot and skill-augmented
baselines across three diverse benchmarks demon-
strate that our approach successfully internalizes
complex reasoning and tool-use behaviors into the
model’s parameters.

Table 6 provides broader comparisons. On
ALFWorld, SKILL0 (89.8) largely outperforms
memory-augmented learning methods, including
ExpeL (46.3), Mem0 (54.7), and MemRL (21.4).

4490



0 30 60 90 120 150
Training Steps

0.0

0.2

0.4

0.6

0.8

1.0
Ac

cu
ra

cy
(a) Skill0

w/ skill
w/o skill

0 30 60 90 120 150
Training Steps

0.0

0.2

0.4

0.6

0.8

1.0

Ac
cu

ra
cy

(b) Inference w/o skill (OCR)
Skill0
AgentOCR

0 30 60 90 120 150
Training Steps

0.0

0.2

0.4

0.6

0.8

1.0

Ac
cu

ra
cy

(c) Inference w/o skill (Omni)
Skill0
GRPO
SkillRL

Figure 3: Training Dynamics Comparison. (a) Validation performance
of SKILL0 with and without skill augmentation. (b) Performance com-
parison between SKILL0 and AgentOCR without inference-time skill
augmentation. (c) Performance comparison of SKILL0 against GRPO
and SkillRL, with skill augmentation.

Figure 4: Ablations of skill budget M .

On Search-based QA, SKILL0 (44.4) likewise sur-
passes search-based methods such as Search-R1
(38.5), ZeroSearch (39.1), and EvolveR (43.1), fur-
ther highlighting its generality.

Token Efficiency. Beyond strong task perfor-
mance, SKILL0 achieves these results with a sub-
stantially lower context token cost. Due to visual
context modeling and skill internalization, SKILL0
fundamentally maintains an ultra-low average to-
ken cost per step. For instance, using 3B models, it
consumes only 0.38k tokens per step on ALFWorld,
0.18k on Search-QA, and 0.49k on WebShop. This
is a massive reduction compared to text-based or
skill-augmented methods like SkillRL, which costs
2.21k and 0.87k tokens per step on ALFWorld and
Search-QA respectively (more than 5× higher). On
WebShop, skill-augmented Few-Shot inference re-
quires 0.78–0.91k tokens per step, while SKILL0
without skills achieves superior accuracy at only
0.46–0.49k tokens—a nearly 2× reduction in con-
text cost while delivering over 3× the accuracy of
the Few-Shot baseline.

4.3 Training Dynamics

Method Comparison. We further monitor vali-
dation accuracy over the course of training in Fig-
ure 3. (a) demonstrates that when validated with
skill augmentation, the model achieves faster early-
stage performance improvement; while validation
without skill prompts yields lower initial perfor-
mance, it gradually catches up toward the end of
optimization, revealing a clear trend of skill inter-
nalization. To further validate this observation, (b)
evaluates models without skill prompts at infer-
ence time under a strictly fair comparison setting:
SKILL0 still outperforms AgentOCR, confirming
that the performance advantage stems from inter-
nalized knowledge rather than reliance on explicit
skill descriptions. For a broader comparison, (c)

contrasts SKILL0 against standard text-based RL
baselines under the same skill-free inference pro-
tocol. Unlike GRPO and SkillRL, which plateau
relatively early in training, SKILL0 continues to im-
prove steadily throughout optimization, ultimately
achieving the highest performance upper bound
among all compared methods. We also provide
subtask dynamics of SKILL0 in Appendix B to
further support it.

Helpfulness. Figure 5 illustrates that the helpful-
ness of skills exhibits a consistent rise-then-fall pat-
tern across all sub-tasks throughout training, which
can be decomposed into two stages: Stage 1: Skill
Absorption. In the early stages, helpfulness re-
mains low, as the policy has not yet learned to lever-
age skill prompts via direct in-context prompting.
As training progresses, the policy gradually learns
to ground its actions in the provided skill context,
leading to a steady increase in helpfulness; Stage
2: Skill Internalization. In the later stages, the
dynamic curriculum progressively reduces the skill
budget, compelling the policy to internalize skill
knowledge into its parameters rather than relying
on external prompts; consequently, ∆k converges
back toward zero. This characteristic trajectory
empirically validates the synergistic working mech-
anism of ICRL and curriculum learning, demon-
strating that skills serve as effective yet transient
scaffolding during policy optimization.

4.4 Ablations

Skill Budget M . Given NS as 3, the Skill Bud-
get M for ALFWorld is calculated as [6, 3, 0] (and
[5, 3, 0] for Search-QA) according to Algorithm 1.
This design enforces a hard upper bound that grad-
ually anneals the number of available skills across
curriculum stages, compelling the model to actively
and flexibly prune less helpful skills within the
Budget, thereby progressively internalizing skill
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Figure 5: Training Dynamics of Helpfulness, which are reported by ∆k for each sub-task k.
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Figure 6: Ablations of skill budget during training.

knowledge. To validate the effectiveness of this de-
sign, we compare our [6, 3, 0] against other budgets
([6, 6, 6], [3, 3, 3], and [0, 0, 0]) as well as a Fixed
Full setting (without filter). Figure 4 highlights
our superior skill internalization: while Fixed Full
and [6, 6, 6] collapse by -12.3 and -13.3 when skill
prompts are removed, our method even achieves a
+1.6 gain. Training dynamics in Figure 6 (a) show
that a static low budget ([3, 3, 3]) limits early ex-
ploration, leading to unstable learning and lower
peaks. Conversely, Figure 6 (b) demonstrates that
our curriculum strategy consistently outperforms
Fixed Full in skill-free inference settings, likely
due to the training-inference gap and the skill over-
reliance induced by maintaining a constant full skill
set throughout training.

Dynamic Curriculum. Table 3 validates the ne-
cessity of our three-step helpfulness-driven strategy
(Filter & Rank & Select) (Algorithm 1, Step 1-
3). It achieves the highest performance (87.9% w/o
S) and is the only setting to show a positive trans-
fer (∆ = +1.6%) when skill prompts are removed
at inference. In contrast, simply using all skills
up to the budget (“w/o Filter”) introduces con-
text noise that drops performance by 2.7%. Worse,

Method w/ S w/o S ∆

Filter & Rank & Select 86.3 87.9 ↑1.6
w/o Filter 81.6 78.9 ↓2.7
w/o Rank (Random Select) 76.6 62.9 ↓13.7

Table 3: Ablations of Dynamic Skill Curriculum on
ALFWorld in different inference settings.

selecting skills randomly (“w/o Rank”) causes a se-
vere collapse (∆ = −13.7%, dropping to 62.9%),
proving that retaining strictly helpful skills is es-
sential for stable policy learning and preventing
superficial prompt dependency.

We also provide more detailed ablation results,
including Validation Interval d, in Appendix C to
demonstrate our careful design.

5 Conclusion

In this work, we proposed SKILL0, an in-context
reinforcement learning framework that internal-
izes agent skills directly into model parameters
via a Dynamic Curriculum mechanism, eliminat-
ing external skill reliance at inference time. Ex-
tensive experiments across ALFWorld and Search-
QA demonstrate substantial improvements over RL
baselines (+9.7, +6.6, and +10.1 respectively) with
fewer than 0.5k tokens per step, establishing skill
internalization as a principled alternative to the
inference-time skill augmentation paradigm. We
believe SKILL0 establishes skill internalization as
a new principled and scalable paradigm, paving the
way from tool-augmented toward truly autonomous
LLM agents and self-sufficient intelligence.
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Limitations

SKILL0 relies on the quality of the initial
SkillBank, and the offline relevance-driven skill
grouping requires re-partitioning when applied to
new task domains.
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A Theoretical Analysis

Given Eq. 11, each stage s ∈ {1, . . . , NS} satis-
fies:

|S(s)| ≤ M (s) =

⌈
N · NS − s

NS − 1

⌉
(6)

A.1 Stability Analysis
The advantage for trajectory τi is estimated via
group-level normalization:

Ai =
r̃(τi)− µG

σG
, µG =

1

G

G∑

j=1

r̃(τj), (7)

σG =

√√√√ 1

G

G∑

j=1

(r̃(τj)− µG)2

An abrupt skill context shift between stages would
degrade the signal-to-noise ratio of Ai. We now
quantify how the linear budget schedule controls
this effect.

Under the linear budget schedule, the number of
skills removed at each stage transition is uniformly
bounded:

n
(s)
∆ := |S(s) \ S(s+1)| ≤

M (s) −M (s+1) ≤
⌈

N

NS − 1

⌉

This follows from M (s) − M (s+1) = ⌈N(NS −
s)/(NS − 1)⌉ − ⌈N(NS − s − 1)/(NS − 1)⌉ ≤
⌈N/(NS − 1)⌉, using ⌈a⌉ − ⌈b⌉ ≤ ⌈a − b⌉ for
a ≥ b ≥ 0.

Let R(s)(q) := r̃(τ) denote the reward under
context V(s)

t for query q. Assuming each skill file
Sk has bounded influence on the expected reward:

sup
q∈D

∣∣∣E[R(s+1)(q)]− E[R(s)(q)]
∣∣∣ (8)

≤ n
(s)
∆ · δr ≤

⌈
N

NS − 1

⌉
δr

Following Shao et al. (2024), the per-step policy
improvement satisfies:

J(θs+1)− J(θs) ≥
1

1− γ

(
Ea∼πθs+1

[Aπθs (a)]

− 2ϵγ

1− γ
·Dmax

TV (πθs+1 , πθs)
)

where ϵ = maxa |Aπθs (a)|. A stage transition in-
troduces non-stationarity of magnitude ⌈N/(NS −
1)⌉δr (Eq. 8), yielding advantage bias:

|Bias(A(s→s+1)
i )| ≤ n

(s)
∆ · δr
σ
(s)
G

(9)
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The estimator remains reliable when (i) n
(s)
∆ is

small (controlled by NS), or (ii) σ(s)
G is large rel-

ative to the perturbation. By Guo et al. (2025),
GRPO retains monotonic improvement when:

⌈N/(NS − 1)⌉ · δr
σG

< ϵclip (10)

This yields a sufficient condition on the number of
stages:

NS > 1 +
N · δr
ϵclip · σG

(11)

A.2 Skill Selection Optimality
For skill file Sk and active set S , the marginal help-
fulness is defined as:

∆k(S) := Acc(πθ, Tk, S)−Acc(πθ, Tk, S\{Sk})

The selection objective at stage s is:

S∗(s) = argmaxS⊆SkillBank, |S|≤M(s) J(S; πθ)
(12)

where J(S;πθ) =
∑

k:Sk∈S Acc(πθ, Tk,S).
Assuming J(·;πθ) satisfies α-approximate sub-

modularity (Horel and Singer, 2024; Nemhauser
et al., 1978), i.e., for all A ⊆ B ⊆ SkillBank and
Sk /∈ B:

J(A ∪ {Sk})− J(A) ≥ α ·
(
J(B ∪ {Sk})

− J(B)
)
, α ∈ (0, 1]

the greedy selection of skills with ∆k > 0 in de-
creasing order up to budget M (s) satisfies:

J(Sgreedy; πθ) ≥
(
1− e−α

)
· J(S∗(s); πθ) (13)

When α = 1, Eq. 13 recovers the classical (1 −
1/e)-approximation ratio.

As the policy internalizes skills via GRPO, help-
fulness scores evolve as:

∂∆k

∂θ
=

∂

∂θ
[Acc(πθ, Tk,S)−Acc(πθ, Tk, ∅)]

Successful internalization of Sk drives
Acc(πθ, Tk, ∅) to Acc(πθ, Tk,S), hence ∆k

to 0. Such skills are automatically excluded by
the positivity filter in Eq. 12, yielding a self-paced
curriculum where M (s) serves as an upper bound.

B More Training Dynamics

Reward. Throughout RL optimization, SKILL0
maintains consistently higher reward curves on
both the 3B and 7B backbones compared to the
AgentOCR baseline, as illustrated in Figure 7
and 8.

Subtask Validation. Figure 9 and Figure 10
present the per-subtask training dynamics of
SKILL0 (Qwen2.5VL-3B) with and without skill
context. Across both ALFWorld and Search-QA,
the w/ skill result consistently achieves faster early-
stage performance improvement. The skill-free
result yields lower initial performance and grad-
ually catches up toward the end of optimization,
mirroring the skill internalization trend observed in
Figure 3. These fine-grained per-subtask dynamics
further confirm that the progressive annealing of
skills drives the model to internalize task-relevant
knowledge into its parameters.
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Figure 7: Comparison of training dynamics with Agen-
tOCR on Qwen2.5-VL-3B.
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Figure 8: Comparison of training dynamics with Agen-
tOCR on Qwen2.5-VL-7B.
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Figure 9: Training dynamics of SKILL0 on Qwen2.5VL-3B, with ALFWorld accuracy reported.

C Ablation Details

Validation Interval d. Table 4 explores the im-
pact of the validation interval d used for helpful-
ness evaluation. While a smaller interval (d = 5)
provides marginal gains on Search-QA, it incurs
significantly higher computational overhead. We
select d = 10 as the optimal trade-off, balancing
high task performance with training efficiency.

d ALFWorld Search-QA

10 87.9 48.9
5 87.5 49.6
20 78.1 42.3

Table 4: Impact of Validation Interval d on ALFWorld
and Search-QA (subset).

We provide detailed ablation results of our cur-
riculum design in Table 5, as a supplement for
Figure 4 and Table 3.

D More Comparisons

Table 6 present extended comparisons against a
broader set of baselines beyond those reported
in Table 1. On Search-QA, SKILL0 attains av-
erage scores of 40.8 (3B) and 44.4 (7B), surpassing
retrieval-augmented and search-based methods in-
cluding RAG (27.0/30.4), Search-R1 (32.5/38.5),
ZeroSearch (31.7/39.1), and EvolveR (38.2/43.1).
Notably, SKILL0 achieves particularly strong per-
formance on out-of-domain multi-hop datasets
such as Bamboogle (63.7/66.9), highlighting its ro-
bust generalization to unseen reasoning tasks with-
out any domain-specific adaptation.
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Figure 10: Training dynamics of SKILL0 on Qwen2.5VL-3B, with SearchQA sub-tasks (split by skill categories)
accuracy reported.

E Implementation Details

We follow the rendering configurations in Feng
et al. (2026) to construct the visual context in
SKILL0 for each benchmark, with the full prompts
shown in Figure 14 and Figure 15. Text is rendered
in a monospace font with a line spacing of 1.2
across both environments, with a font size of 10pt
and a maximum width of 392px for ALFWorld
and WebShop, and 12pt with 560px for Search-
QA. To enable visual disambiguation of different
context components, we apply a semantic color
coding scheme: task instructions and general con-
text are rendered in black, while for ALFWorld,
observations are highlighted in blue and actions in
red (see Figure 11, 12 and13; for Search-QA, the
same convention is applied to <search> queries
and <information> results, respectively, allowing
the vision encoder to clearly distinguish between
perceived states, executed actions, and retrieved
content at a glance. Table 7, Table 8 and Table 9
present representative examples of the skill files
stored in SkillBank, illustrating the structured pro-
cedural knowledge provided to the agent across all
three task categories.

Figure 11: Case of OCR rendering interaction.
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Method Pick Look Clean Heat Cool Pick2 Avg

SKILL0∗ 98.5 80.5 97.2 77.8 82.8 71.3 86.3
SKILL0 95.6 80.4 100 86.7 78.7 75.2 87.9
∆ ↓2.9 ↓0.1 ↑2.8 ↑8.9 ↓4.1 ↑3.9 ↑1.6

Ablations on Skill Budget
[6, 6, 6]∗ 90.4 69.4 97.0 95.2 74.1 81.3 85.9
[6, 6, 6] 90.3 55.9 100.0 25.8 36.7 85.7 72.6
∆ ↓0.1 ↓13.5 ↑3.0 ↓69.4 ↓37.4 ↑4.4 ↓13.3
[6, 4, 2, 1, 0]∗ 81.9 65.3 88.5 88.6 83.9 30.4 70.3
[6, 4, 2, 1, 0] 80.4 66.8 87.9 93.7 58.5 40.7 71.1
∆ ↓1.5 ↑1.5 ↓0.6 ↑5.1 ↓25.4 ↑10.3 ↑0.8
[0, 0, 0] 95.7 67.8 80.1 63.6 83.2 61.1 78.9

Ablations on Dynamic Curriculum (Filter & Rank & Select)
w/o Filter∗ 91.7 65.9 97.5 73.0 73.0 74.1 81.6
w/o Filter 91.0 45.0 98.3 65.5 71.9 71.5 78.9
∆ ↓0.7 ↓20.9 ↑0.8 ↓7.5 ↓1.1 ↓2.6 ↓2.7
w/o Rank∗ 92.0 62.4 93.4 86.7 46.1 68.4 76.6
w/o Rank 88.4 42.3 95.5 25.0 25.3 56.5 62.9
∆ ↓3.6 ↓20.1 ↑2.1 ↓61.7 ↓20.8 ↓11.9 ↓13.7

Table 5: Detailed Results of Ablations. ∗ denotes
inference with skills S .

Figure 12: Case of OCR rendering interaction.

Figure 13: Case of OCR rendering interaction.

Prompt of SKILL0 on ALFWorld

You are an expert agent operating in the AL-
FRED embodied Environment. {skill_context}
Your task is to: {task_description}. Prior to
this step, you have already taken {step_count}
step(s). The provided image shows the most
recent {history_length} observations and the
corresponding actions you took. You are now
at step {current_step} and your current obser-
vation is: {current_observation}. Your admis-
sible actions of the current situation are: [{ad-
missible_actions}].
Now it’s your turn to take an action. You
should first reason step-by-step about the
current situation. This reasoning process
MUST be enclosed within <think> </think>
tags. Once you’ve finished your reasoning,
you should choose an admissible action for
current step and present it within <action>
</action> tags.
Additionally, select an image compression fac-
tor larger than 1.0 for the next image. Higher
compression lowers cost, but too much com-
pression harms image quality. You must
provide the next compression factor within
<compression> </compression> tags (e.g.,
<compression>1.1</compression>).

Figure 14: Prompt template used by SKILL0 for the
ALFWorld embodied task environment.
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Method Single-Hop QA Multi-Hop QA Avg.
NQ† TriviaQA⋆ PopQA⋆ HotpotQA† 2Wiki⋆ MuSiQue⋆ Bamboogle⋆

Qwen2.5-(VL)-3B-Instruct
Vanilla 12.4 30.6 5.6 16.0 19.2 4.4 16.8 15.0
CoT 15.0 33.6 3.6 16.2 18.0 3.6 12.8 14.7
RAG 34.8 54.4 38.7 25.5 22.6 4.7 8.0 27.0
RA-Agent 15.2 28.4 6.6 12.6 16.6 2.6 13.6 13.7
IRCoT 11.1 31.2 20.0 16.4 17.1 6.7 24.0 18.1
Search-o1 16.6 31.0 8.2 14.8 22.4 5.2 22.4 17.2
SFT 24.9 29.2 10.4 18.6 24.8 4.4 11.2 17.6
R1-Instruct 21.0 44.9 17.1 20.8 27.5 6.0 19.2 22.4
Reject Sampling 29.4 48.8 33.2 24.0 23.3 5.9 21.0 26.5
Search-R1 34.1 54.5 37.8 32.4 31.9 10.3 26.4 32.5
ZeroSearch 41.4 57.4 44.8 27.4 30.0 9.8 11.1 31.7
StepSearch - - - 34.5 32.0 17.4 34.4 –
EvolveR 43.4 58.4 43.4 37.3 38.1 13.7 32.8 38.2
SKILL0 (Ours) 39.8 57.5 42.3 35.1 33.7 13.3 63.7 40.8

Qwen2.5-(VL)-7B-Instruct
Vanilla 11.6 35.6 1.2 16.4 22.2 4.8 14.4 15.2
CoT 12.8 35.6 3.8 16.2 22.6 6.6 24.0 17.4
RAG 34.9 58.5 39.2 29.9 23.5 5.8 20.8 30.4
RA-Agent 21.2 40.2 8.8 19.6 19.6 7.6 28.0 20.7
IRCoT 22.4 47.8 30.1 13.3 14.9 7.2 22.4 23.9
Search-o1 19.4 40.6 11.4 17.0 27.0 8.6 30.4 22.1
SFT 31.8 35.4 12.1 21.7 25.9 6.6 11.2 20.7
R1-Instruct 27.0 53.7 19.9 23.7 29.2 7.2 29.3 27.1
Reject Sampling 36.0 59.2 38.0 33.1 29.6 12.3 35.5 34.8
Search-R1 39.3 61.0 39.7 37.0 41.4 14.6 36.8 38.5
ZeroSearch 43.6 61.8 51.5 34.6 35.2 18.4 27.8 39.1
StepSearch – – – 38.6 36.6 22.6 40.0 –
EvolveR 43.5 63.4 44.6 38.2 42.0 15.6 54.4 43.1
SKILL0 (Ours) 42.7 61.1 45.3 40.0 38.3 16.4 66.9 44.4

Table 6: Results on Search-based QA. † and ⋆ denote in-domain and out-of-domain respectively.
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Skill Title Principle (Actionable Pattern) When to Apply

skills/ALFWorld/general.md
Systematic Exploration Search every plausible surface or container ex-

actly once before revisiting; prioritize unseen lo-
cations.

Anytime the goal count is not
met and unexplored areas re-
main.

Immediate Acquisition As soon as a required object becomes visible and
reachable, take it immediately before moving else-
where.

Upon first visual confirmation of
a goal-relevant object.

skills/ALFWorld/pick_and_place.md
Grab When Seen Whenever a needed object is visible and reachable,

immediately take it before moving elsewhere.
Upon first sight of an unheld ob-
ject matching the goal specifica-
tion.

Place Before More
Search

When holding a goal object and the target location
is known, navigate there and place it immediately.

While carrying a required object
and the destination has been iden-
tified.

skills/ALFWorld/look_at_obj_in_light.md
Switch Lamp On Issue the use desklamp command as soon as you

reach it so the light condition is satisfied.
Upon arriving at a desklamp that
is currently off.

Grab Target First If the target is visible but the desklamp is not, take
the target immediately to carry it to the lamp.

When the target is visible and not
yet held, while desklamp location
is unknown.

skills/ALFWorld/clean.md
Phase-Ordered Plan Execute in fixed sequence: (1) locate & acquire,

(2) clean at sink, (3) navigate, (4) place.
As soon as the goal specifies the
object must be clean before place-
ment.

Sink First for Cleaning Upon holding the target, go straight to the nearest
sink and issue the clean command.

Once the target is in hand and its
required state is clean.

skills/ALFWorld/heat.md
Secure Exact Target First Identify and pick up the exact object named in the

goal before interacting with the microwave.
After spotting any candidate ob-
ject, before opening or using ap-
pliances.

Open Then Heat Upon reaching the microwave with the target in
hand, open the door, place the object, then heat.

Immediately after navigating to
the microwave with the target ob-
ject held.

skills/ALFWorld/cool.md
Prep Cooling Appliance Locate the fridge first and open it so it is ready

before or immediately after grabbing the target.
As soon as the fridge comes into
view or right after acquiring the
target object.

Enforce Cooling Before
Placement

Do not place the target object in its final location
until a cooling action has been successfully exe-
cuted.

When holding the correct object
and before any placement action
is attempted.

Table 7: Representative Skills in SkillBank for ALFWorld.
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Skill Title Principle (Actionable Pattern) When to Apply

skills/Search/general.md
Decompose Then Search Break the question into minimal sub-questions

and handle each with its own targeted query be-
fore synthesizing.

Any complex or multi-hop ques-
tion requiring multiple intermedi-
ate facts.

Exit When Evidence Is
Solid

Stop issuing further queries once clear, corrobo-
rated evidence is found; avoid premature termina-
tion.

After each read step—answer
only if confidence is justified,
otherwise refine search.

skills/Search/direct_retrieval.md
Isolate Core Query Strip the question to its key entity plus sought fact

and search exactly that pair first.
At the start of any direct-retrieval
task.

Evidence-Bound Answer Only state an answer explicitly supported by re-
trieved text; continue searching rather than guess.

Before finalizing any factoid an-
swer.

skills/Search/multi_hop_reasoning.md
Targeted Sequential
Searches

Issue separate, focused searches for each sub-
question instead of one broad query.

After decomposition, when dis-
tinct pieces of information must
be collected individually.

Collect-Then-Compare Retrieve concrete values for all items before per-
forming any comparison or conclusion.

For comparative tasks involving
dates, places, or quantitative at-
tributes.

skills/Search/entity_attribute_lookup.md
Direct Attribute Query Include both the full entity name and target at-

tribute in the first search to surface authoritative
results.

Whenever the entity’s full, unam-
biguous name is provided in the
question.

Two-Source Cross-
Check

Confirm the attribute in at least two independent,
reputable sources to avoid hallucinations.

After the first plausible answer
appears or when the attribute
seems uncommon or uncertain.

skills/Search/compare.md
Parallel Attribute
Lookup

Independently retrieve the identical attribute for
each entity via separate, focused searches.

After identifying entities and the
comparison attribute.

Normalize Before Com-
paring

Convert retrieved values to a common comparable
form before judging equality or ordering.

After gathering each entity’s at-
tribute but before drawing any
conclusion.

Table 8: Representative Skills in SkillBank for Search-QA.
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Skill Title Principle (Actionable Pattern) When to Apply

skills/WebShop/general.md
Prioritize Core Key-
words

Include product type, 1–2 key functional at-
tributes, and hard constraints (price, size, color)
in the search query; omit secondary descriptors to
avoid over-constraining.

Before issuing the first search
or when refining an over-specific
query that yields few results.

Purchase Decisively Once all constraints are confirmed on a variant
and price fits, execute Buy Now without unneces-
sary further navigation.

After validating every constraint
on the current product variant.

skills/WebShop/apparel.md
Focus Key Query Include only product type plus must-have at-

tributes (gender, garment, fabric, fit, price cap)
in the search; drop minor terms to widen relevant
results.

Before issuing or refining any
search query for apparel items.

Check Variant Price After choosing size and color, verify the displayed
price for that specific variant is within budget;
abandon if it exceeds the limit.

Immediately after variant selec-
tion and before clicking Buy
Now.

skills/WebShop/electronics.md
Constraint-Rich Search Pack product type plus every mandatory attribute

(features, color, size, price cap) into the initial
search string to surface only highly relevant elec-
tronics items.

When starting a new product
hunt or refining after poor results.

Bail on Mismatch Fast If variant clicks do not update product details to
the required spec, use Back and seek another item
instead of retrying the same option.

When repeated option clicks
leave title or specs unchanged or
incompatible.

skills/WebShop/footwear.md
Verify Key Features Open the product description or specs to explicitly

confirm required functional attributes (e.g., slip-
resistant, rubber sole) before purchasing.

Immediately after opening a
product page, before selecting
variants or buying.

Exit Non-Matches Fast If a product clearly violates any hard constraint,
back out immediately instead of toggling options
or repeating identical searches.

Upon noticing missing attributes,
wrong category, unavailable size,
or over-budget price.

skills/WebShop/beauty_health.md
Feature-Led Click Open the first result whose title explicitly men-

tions the key functional attribute to maximize
match likelihood.

After search results appear and
at least one headline contains the
core feature term.

Minimal Path Purchase Once a product fully satisfies all constraints, pro-
ceed directly to Buy Now without extra browsing
to reduce error risk.

When all user requirements are
confirmed on the current product
page.

skills/WebShop/home_decor.md
Use Variant Selectors Systematically choose color, size, shape, and

other visible variants, confirming each selection
updates the listing to match constraints and price.

After landing on a suitable prod-
uct that offers configurable at-
tributes.

Open Details For Hidden
Specs

Expand Description or Features tabs to confirm
less-visible requirements (material, washability,
printing method) not obvious from titles.

When any user constraint is not
directly visible in the main listing
or variant options.

skills/WebShop/accessories.md
Explicit Variant Selec-
tion

Always click and visibly confirm the exact color,
size, or pattern variant instead of assuming the
default matches the request.

After opening a product that of-
fers multiple variant options.

Table 9: Representative Skills in SkillBank for WebShop.
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Prompt of SKILL0 on Search-based QA

You are an expert agent tasked with
answering the given question step-by-
step. {skill_context} Your question:
{task_description}. Prior to this step, you have
already taken {step_count} step(s). The image
contains the full history:

• Past queries are inside
<search>...</search>

• Past results are inside
<information>...</information>

Now it’s your turn to respond for the current
step. You should first conduct a reasoning pro-
cess. After completing your reasoning, choose
only one of the following actions (do not per-
form both):

1. If any required knowledge is missing or
uncertain, you MUST call a search en-
gine to get more external information
using format: <search> your query
</search>.

2. Only if you have sufficient information
to answer the question with high confi-
dence, provide your final answer within
<answer> </answer> tags.

Additionally, select an image compression fac-
tor larger than 1.0 for the next image. Higher
compression lowers cost, but too much com-
pression harms image quality. You must
provide the next compression factor within
<compression> </compression> tags (e.g.,
<compression>1.1</compression>).
Output format:

1. Reasoning: state what you found in the
image.

2. <search>...</search> or
<answer>...</answer>

3. <compression>...</compression>

Figure 15: Prompt template used by SKILL0 for the
Search-based QA task environment.

Prompt of SKILL0 on WebShop

You are an expert autonomous agent op-
erating in the WebShop e-commerce envi-
ronment. {skill_context} Your task is to:
{task_description}. Prior to this step, you
have already taken {step_count} step(s). Be-
low are the most recent {history_length} ob-
servations and the corresponding actions you
took: {action_history} You are now at step
{current_step} and your current observation
is: {current_observation}. Your admissible
actions of the current situation are: [ {avail-
able_actions} ]. The image contains the full
history:

• Past observations are the page content
after each action

• Past actions are inside
<action>...</action>

Now it’s your turn to take one action for the
current step. You should first reason step-by-
step about the current situation, then think care-
fully which admissible action best advances
the shopping goal. This reasoning process
MUST be enclosed within <think> </think>
tags. Once you’ve finished your reasoning,
you should choose an admissible action for the
current step and present it within <action>
</action> tags.
Additionally, select an image compression fac-
tor larger than 1.0 for the next image. Higher
compression lowers cost, but too much com-
pression harms image quality. You must
provide the next compression factor within
<compression> </compression> tags (e.g.,
<compression>1.1</compression>).
Output format:

1. <think>Reasoning: state what you found
in the image and which action best ad-
vances the goal.</think>

2. <action>...</action>

3. <compression>...</compression>

Figure 16: Prompt template used by SKILL0 for the
WebShop task environment.
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