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Abstract

Rubric-based reward shaping provides inter-
pretable and editable reward signals for fine-
tuning LLMs via reinforcement learning (RL),
but existing adaptive rubric methods typically
update criteria from local evidence such as the
current batch or instance-level comparisons.
This local view discards diagnostic information
produced during training, making it difficult
to track recurring failures, evaluate previous
rubric edits, or raise standards once earlier crite-
ria become saturated. We introduce AMARIS,
A Memory-Augmented Rubric Improvement
System that grounds rubric updates in longi-
tudinal training evidence. AMARIS stores
rollout analyses, step-level summaries, and
rubric update records in a persistent evalua-
tion memory, then retrieves recent and seman-
tically relevant history to revise rubrics. We
evaluate AMARIS across science, medicine,
instruction following, and creative writing un-
der both global and instance-specific rubric
settings, with policy models from the Qwen
and Llama families trained by GRPO and PPO.
AMARIS improves over static, local-adaptive,
and memory-ablated baselines, such as +2.8
points on GPQA-Diamond and +2.2 points on
IFBench over the strongest baselines, while
analysis shows that memory reduces oscilla-
tory rubric edits and supports a progression
from early failure correction to later curricu-
lum advancement. The final rubric set that
AMARIS discovers is itself reusable, and the
online trajectory contributes measurably be-
yond it. AMARIS runs asynchronously along-
side the normal RL loop, reducing blocking
latency relative to synchronous rubric updates.
The source code of AMARIS is at https:
//github.com/qualideal2l17/AMARIS.

1 Introduction

Rubric-based reward shaping has become a prac-
tical mechanism for training language models in
domains where output quality is multi-dimensional.

Rubric-based approaches construct reward signals
by decomposing evaluation into explicit natural-
language criteria with associated weights (Kim
et al., 2024; Ye et al., 2025). These criteria can
cover correctness, helpfulness, safety, style, and
instruction following, making the reward function
interpretable and editable in open-ended settings
where a single ground-truth verifier is hard to define
(Zheng et al., 2023). Rubrics also allow practition-
ers to inspect which behaviors are being rewarded
and revise the reward specification when training
exposes new failure modes, including shortcuts
that raise reward without improving output quality
(Skalse et al., 2022; Gao et al., 2023). However,
a fixed rubric set defined before training cannot
anticipate how policy behavior changes during RL
training, motivating adaptive rubric updates.

Recent work improves rubric flexibility in sev-
eral ways. Some methods generate criteria for each
input (Gupta et al., 2025) or let the policy model
propose rubrics for its own outputs (Sheng et al.,
2026; Xu et al., 2026a). Others update rubrics from
pairwise comparisons between current and refer-
ence rollouts (Rezaei et al., 2025), joint optimiza-
tion with the judge (Xu et al., 2026a), or batch-level
selection of criteria that best distinguish current
rollouts (Shao et al., 2025). These approaches show
that rubrics can be adapted rather than fixed before
training. However, most adaptive rubric updates
rely on local signals such as the current instance or
immediate comparisons between instances, while
diagnostic evidence from earlier training steps is
discarded after immediate use. As a result, each
update has limited access to how policy behavior
has changed over time or how previous rubric edits
affected the reward signal. Reusing this evidence
can make rubric adaptation more consistent across
training steps and can support updates that reflect
both current rollout quality and earlier evaluation
history (Lin et al., 2026; Freitag et al., 2025).

We introduce AMARIS, A Memory-Augmented
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Figure 1: The AMARIS system operates asynchronously in parallel with the normal RL pipeline to continuously

refine rubrics.

Rubric Improvement System for adaptive rubric-
based reinforcement learning. AMARIS stores
rollout-level diagnostic reports, step-level sum-
maries, and rubric update records in a persistent
evaluation memory. At each RL update step, it
retrieves both recent summaries and semantically
relevant historical evidence, then updates the active
rubric set through defensive correction, curriculum
advancement, or maintenance. This design turns
rubric adaptation from a local per-step heuristic
into a longitudinal evaluation process grounded in
accumulated training evidence.

We evaluate AMARIS across science, medicine,
instruction following, and creative writing un-
der both global and per-instance rubric settings.
AMARIS improves over static, local-adaptive, and
memory-ablated baselines, including +2.8 points
on GPQA-Diamond, +3.0 points on HealthBench,
and +2.2 points on IFBench over the strongest
non-AMARIS baselines. These gains hold on a
second policy family (Llama-3.1-8B-Instruct) and
under a second RL algorithm (PPO) with no per-
model retuning. Ablations show that recent-step
retrieval and semantic retrieval provide comple-
mentary gains, while latency analysis shows that
asynchronous execution substantially reduces wall-
clock delay relative to synchronous rubric updates.
Analyses of rubric evolution and qualitative cases
further show how memory supports defensive cor-
rection, curriculum advancement, and late-stage
maintenance.

Our contributions are as follows:

* We identify persistent evaluation memory as a
useful state variable for adaptive rubric-based

reward shaping.

* We propose AMARIS, a memory-augmented
rubric improvement system that stores roll-
out analyses, step-level summaries, and rubric
update records, and retrieves both recent and
semantically matched history to guide rubric
updates.

* We evaluate AMARIS across four domains,
two policy families, and two RL algorithms,
and characterize what it produces: a reusable
final rubric artifact that carries most of the
gain when reused within a policy family, and
an adaptive rubric trajectory that contributes
beyond that artifact through stage-appropriate
criteria, recurrence handling, and more stable
edits.

2 AMARIS

AMARIS introduces a memory-augmented rubric
improvement loop into rubric-based reinforcement
learning. The procedure has three stages. First,
AMARIS analyzes individual rollouts as described
in Section 2.1. Second, it summarizes rollout
analyses into a step-level batch summary as de-
scribed in Section 2.2. Third, it improves rubrics
by grounding every change in recent and seman-
tically matched analyses retrieved from memory
as described in Section 2.3. Section 2.4 describes
how this procedure can be executed asynchronously
and in parallel with the normal RL pipeline. Algo-
rithm 1 in Appendix A summarizes the complete
scoring and asynchronous update cycle.
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2.1 Individual Rollout Analysis

In a standard rubric-based RL paradigm, the policy
model’s rollouts y ~ my(- | x), where 7, is the
policy model, z is the input, and y is the output, are
evaluated against a set of active rubrics. At each RL
training step ¢, AMARIS maintains an active rubric
set Gy = {(gj, wj)}?i’i where g; is the natural lan-
guage definition of each individual rubric, w; is
the scalar weight, and n4; is the number of active
rubrics. This rubric set can be global, with one set
and one evaluation memory shared across all inputs,
or per-instance, with each unique input maintaining
its own set and memory. We use G for both rubric
scopes in the main text. In the per-instance setting,
it denotes the active rubric set associated with the
current input. The final scalar reward r; is then
generated as .(z,y) = Sp(z,y, Gt), where Sy is
the process of scoring using an LLM as a judge
(prompt template in Figure 3-4). The scalar reward
is the scoring signal used by RL. Since scalar re-
wards may hide model behaviors such as reward
hacking and rubric limitations, AMARIS also per-
forms a deeper diagnosis of each individual rollout
about the model’s behavior and how the current
rubrics shape it. The later rubric update stage uses
batch summaries and retrieved memory to produce
the next active rubric set.

For each rollout, AMARIS receives the model’s
input and output, the current rubric set, training
metadata (the high-level goal, current step, total
steps, model size, etc.), and supplemental con-
text such as ground-truth answers, denoted by
z, and produces a structured diagnostic report
a = Ay(x,y,Gy, z), where Ay is the LLM for
analysis (prompt template in Figures 5-8). Each
analysis provides five types of information. (i) Re-
ward hacking detection reports whether the roll-
out shows signs of reward hacking, such as over-
refusal for safety or sycophancy, with evidence
and confidence level. (ii) Training stage assess-
ment judges whether the observed performance
is expected given the model size at the current
step. (iii) Rubric analysis explains how the cur-
rent rubrics may have shaped the observed behavior
and whether there are specific flaws in rubrics or
weights that incentivize undesired outputs. (iv)
Curriculum advancement identifies which capa-
bility or behavior should be prioritized next to ad-
vance the model toward the high-level training goal.
(v) Additional observations preserve other note-
worthy signals that may be relevant for later anal-

ysis. The resulting structured analysis is stored in
the persistent evaluation memory, preserving the
evidence needed for step-level summarization in
Section 2.2 and rubric improvement in Section 2.3.

2.2 Step-Level Batch Summarization

Individual rollout analyses do not capture the over-
all step-level behavior and are too local to justify re-
liable rubric changes on their own. AMARIS there-
fore aggregates the individual analyses collected
for the update at step ¢ into a step-level summary
about what the model is currently doing, where it
is failing, and whether the current rubrics remain
informative.

Once all the analyses {a; };Li{ for individual roll-
outs are produced, where n, ; is the number of an-
alyzed rollouts for the update at step ¢, AMARIS
summarizes them into a step-level batch summary
br = By({a;};2]), where By is the LLM for
batch summarization (prompt template in Figures
9-12). The summary contains the general health of
training and the current learning phase, the behav-
ioral patterns that recur throughout the batch, the
dominant reward hacking risk and its evidence, the
weakest rubric, signs of task saturation and a pro-
visional plan for the rubric improvement. By syn-
thesizing step-level trends, b; provides the rubric
improvement stage with a view of what the pol-
icy is currently doing and where the current set of
rubrics fall short.

When an update contains more analyses than
can be processed in a single summarization pass,
AMARIS summarizes smaller chunks indepen-
dently and consolidates the intermediate summaries
into the same final step-level summary format. This
hierarchical strategy, referred to as meta summa-
rization, allows the pipeline to scale to large rollout
batches while preserving a fixed downstream in-
terface for the retrieval and rubric improvement
stages. The step-level batch summaries are also
stored in the persistent evaluation memory for the
future rubric improvement stage in Section 2.3.

2.3 Memory-Augmented Rubric
Improvement

Without memory, rubric updates are reactive and
can respond only to the changes for the current
step, with no mechanism for recalling whether a
similar suboptimal behavior appeared earlier, a pre-
vious rubric update failed, or the model has been
steadily improving. AMARIS addresses this limi-
tation through persistent memory together with a
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hybrid retrieval strategy.

Persistent evaluation memory. AMARIS stores
all previous evaluations in a database that persists
throughout training as the memory available at step
t, denoted by M;. The memory continuously ac-
cumulates individual rollout analyses a, step-level
summaries b, chunk-level summaries if meta sum-
marization is enabled, and rubric improvement
records u. Here, u is a structured record containing
the rubric update strategy, retrieved history con-
sulted, rubric edit operations, resulting adaptive
rubric set, and a short summary for future steps.
Each evaluation document is indexed for later re-
trieval. The memory therefore contains rich in-
formation about the past evaluations and supports
various retrieval strategies.

Static and dynamic retrieval. Before each up-
date, AMARIS retrieves relevant historical context
I, from static and dynamic retrieval. Static retrieval
supplies recent step-level summaries, giving the up-
dater a compact view of the recent training trajec-
tory with temporal continuity. Dynamic retrieval
reads the current step-level summary and uses the
query generator (), to generate targeted search
queries (prompt template in Figure 17-19). These
queries usually cover the dominant failure mode,
suspected rubric flaw, possible curriculum objec-
tive, and failure from similar past updates. The
retrieved documents may include earlier individ-
ual analyses, summaries, and rubric update records
from any point in training. Duplicate documents
are removed before rubric update. This retrieval
policy keeps the updater context bounded while
maintaining flexibility.

Rubric improvement. Based on the retrieval re-
sults, AMARIS generates the next set of rubrics as
Gig1,ur = Uy(Gy, by, Iy), where Uy, is the LLM
for rubric improvement (prompt template in Fig-
ures 20-23). AMARIS selects among three broad
strategies. A Defensive update modifies rubrics
and weights to reduce suboptimal behaviors and
uses retrieved memory to check whether the same
suboptimal behavior has appeared before. A Cur-
riculum advancement update raises the evaluation
standard when the current rubrics appear saturated
and retrieved memory confirms that the model has
mastered the easier requirements. A Maintenance
update keeps the rubric set stable when the current
evidence supports stability. To realize its chosen
strategy, the LLM for rubric update Uy, may ap-

ply any combination of rubric operations. Create
adds new rubrics, Update revises rubric text for
precision, Delete removes useless or counterpro-
ductive rubrics, Reweight shifts training emphasis,
Merge consolidates overlapping rubrics, and Split
decomposes one rubric into atomic rubrics. Uy
also produces reasoning summarizing what history
was consulted and what lessons should be retained.
The resulting update record is written back to the
memory so that every update becomes available as
evidence for subsequent updates.

2.4 RL Pipeline Integration

The rubric improvement procedure would add sub-
stantial blocking latency if executed synchronously
within each RL step. To avoid blocking the RL
training loop, AMARIS executes the procedure
asynchronously and in parallel with the normal RL
pipeline. Specifically, for every step, rollouts are
scored immediately using the currently active set of
rubrics, while the rubric improvement proceeds in
the background. Once the update completes, the up-
dated rubrics become active for subsequent scoring.
Although such asynchronous execution causes the
rubrics to be slightly off-policy, it reduces block-
ing latency by moving rubric improvement off the
critical path. It also requires less interference with
the original RL training process and fewer changes
to the code of the RL training pipeline.

3 Experiment Setup

This section describes the experimental framework
used to evaluate AMARIS. We outline the datasets,
evaluation benchmarks, baselines, and implemen-
tation details to provide a clear context for our
results.

3.1 Datasets & Evaluation

We evaluate AMARIS across four diverse domains
with both open-ended and closed-ended tasks. For
each domain, we pair a rubric-annotated training
set with one or more evaluation benchmarks. (i)
Science. We train on RaR-Science (Gunjal et al.,
2025), a corpus of scientific questions annotated
with rubrics, and evaluate on GPQA-Diamond
(Rein et al., 2024). We report the mean accu-
racy (%) over 10 repeated evaluations of the same
trained checkpoint. (ii) Medicine. We train on
RaR-Medicine (Gunjal et al., 2025), a medical vari-
ant of the rubric-annotated training data, and evalu-
ate on HealthBench (Arora et al., 2025). We report
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the HealthBench composite score as the metric. (iii)
Instruction following. We follow the experimental
setup of OpenRubrics (Liu et al., 2026) and train on
the OpenRubrics (Liu et al., 2026) dataset. We eval-
uate on three instruction-following benchmarks:
IFEval (Zhou et al., 2023), InfoBench (Qin et al.,
2024), and IFBench (Pyatkin et al., 2025), which
we report the overall accuracies of each of them.
(iv) Creative writing. We train on the writing sub-
set of RubricHub (Li et al., 2026), a large-scale
rubric-annotated dataset. We evaluate on Writing-
Bench (Wu et al., 2025b) and Creative Writing v3
(Paech, 2025) from EQ-Bench and report the over-
all scores as the metric, also referred as CW-v3 in
the following sections.

3.2 Baselines

We compare AMARIS against several baselines.
Three baselines apply across all four domains: (1)
Naive (no RL): the base model without any RL
fine-tuning. (2) RubricHub (Li et al., 2026): a large
scale rubric-annotated dataset with evaluations on
rubric-based reinforcement learning (RuRL) that
covers all the domains we tested. (3) RuscaRL
(Zhou et al., 2026): a rubric-based RL method
that we evaluate across all four domains. We also
include domain-specific baselines. (i) Science &
Medicine. We include RaR (Gunjal et al., 2025),
which uses a fixed set of rubrics throughout train-
ing on the same RaR-Science and RaR-Medicine
data. (ii) Instruction following. We include Open-
Rubrics (Liu et al., 2026), Rubric-ARM (Xu et al.,
2026a), and RLCF (Viswanathan et al., 2025). For
all the baselines, we report the values obtained by
re-training and re-evaluating using the same base
model as ours, if possible. If not, we reference their
reported values.

3.3 Implementation Details

Unless otherwise stated, we perform RL training
with Qwen2.5-7B-Instruct (Qwen et al., 2025) as
the base model, GRPO (Shao et al., 2024) as the RL
algorithm with group-wise and batch-wise reward
normalization enabled, using 4 NVIDIA A100
80GB GPUs. We train all models with up to 400
steps and save the checkpoint every 50 steps, and
use the final saved checkpoint for testing to ensure
a fair evaluation. By default, we use GPT-OSS-
120B (OpenAl et al., 2025) for scoring and indi-
vidual analysis, and GPT-5.1 (Singh et al., 2025)
for the remaining usages. This allocation reflects
that scoring and individual analysis account for

the majority of token consumption and therefore
benefit most from a cost-effective model, while
the remaining stages consume fewer tokens but
demand higher reasoning capability. We analyze
the influence of LLM choices in Appendix D, and
test an alternative Qwen3-4B policy base in Ap-
pendix E.5. Section 4.5 further reports a Llama-
3.1-8B-Instruct policy and a PPO run under the
unchanged pipeline. The memory is implemented
with Chroma (chroma-core, 2026) as the vector
database. For reward computation, following previ-
ous works (Gunjal et al., 2025; Li et al., 2026), we
use a single LLM call per rollout. For all the LLM
usages including the policy and AMARIS, we use
the default setting for inferences.

Unless otherwise stated, we evaluate both rubric
scopes introduced in Section 2. In the global set-
ting, AMARIS initializes the shared rubric set us-
ing the same pipeline in Section 2 with an empty
memory and the first-step batch. The first-step roll-
outs are then scored synchronously using the ini-
tialized rubric set. In the per-instance setting, each
input-specific rubric set is initialized using the an-
notated rubrics provided by the dataset. For global
rubrics, rubric improvement is triggered at every
step by default. For per-instance rubrics, updates
occur when the corresponding input reappears and
new rollouts are available for analysis, since dif-
ferent inputs are sampled at different steps. To
increase revisit frequency, we set the batch size to
256 and the number of samples per query to 4. We
enable meta summarization for global rubrics with
chunk size 32. We set the maximum rubric stal-
eness to 1 version, meaning that each step scores
rollouts using rubrics updated from at most one
version prior. If the background pipeline has not
yet completed, the training loop waits for its result
before proceeding. We additionally measure per-
formance under different rubric update intervals in
Section E and profile the latency in Section 4.6.

4 Results & Analysis

Section 4.1 reports downstream results across sci-
ence, medicine, instruction following, and creative
writing, and Section 4.2 ablates memory configu-
ration and retrieval budgets. Section 4.3 separates
the reusable rubric artifact that AMARIS discovers
from the adaptive trajectory it runs, and Section 4.4
examines how memory changes individual rubric
updates. Section 4.5 tests other policy families
and RL algorithms, and Section 4.6 accounts for
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Method Science Medicine Instruction Following Creative Writing
GPQA-D HealthBench IFEval InfoBench IFBench WritingBench CW-v3
Cross-domain baselines
Naive (no RL) 35.0 22.7 77.3 78.1 28.2 45.2 37.4
RubricHub (RuRL) 38.8 33.0 79.8 83.5 335 56.9 39.0
RuscaRL 38.5 32,9 79.0 83.2 33.0 56.1 38.6
Science & Medicine baselines
RaR 37.6 31.2 - - - - -
Instruction-following baselines
OpenRubrics (DPO via Rubric-RM) - - 79.5 83.0 33.7 - -
Rubric-ARM - - 80.4 83.7 35.0 - -
RLCF - - 78.6 84.1 28.2 - -
AMARIS (Our proposed system)
. 41.1 35.6 81.5 86.6 36.4 60.4 41.7

AMARIS (global rubric) £0.95 £1.18 +0.38 +0.26 £0.58 +£0.97 +1.08

. . 41.6 36.0 81.9 87.0 37.2 59.8 42.3
AMARIS (per-instance rubric) 40.39 £1.06 +0.44 +0.23 +0.66 40.80 +1.48

Table 1: Main results across four evaluation domains. Best results in each column are in bold. “~” indicates that the

result is not applicable to that domain. Results reported with standard deviations are computed over 10 repeated

evaluations of the same trained checkpoint.

computational cost and latency. The appendix re-
ports per-instance counterparts, LLM-component
and update-frequency ablations, scalar-judge base-
lines, alternative-base-model results, rubric-quality
evaluation, and the further analyses referenced be-
low.

4.1 Main Results

We compare AMARIS against general and domain-
specific baselines across four evaluation settings.
As shown in Table 1, AMARIS consistently
achieves the best performance on all benchmarks
under both rubric strategies, with the per-instance
rubric setting yielding the strongest results on six
of the seven benchmarks. Relative to the strongest
non-AMARIS baseline, the best AMARIS result
improves by +2.8 on GPQA-Diamond, +3.0 on
HealthBench, +1.5 on IFEval, +2.9 on InfoBench,
+2.2 on IFBench, +3.5 on WritingBench, and +3.3
on CW-v3.

4.2 Ablation Studies On Memory Usage

We conduct two sets of experiments to validate
the core design choices of AMARIS about using
evaluation memory: (i) we isolate the contribution
of each memory type by comparing no memory,
static-only, dynamic-only, and the combined con-
figuration; and (ii) we change the static memory
retrieval number N and dynamic query number K.
Results are in Table 2 for global rubrics and Table
6 for per-instance rubrics.

Memory configuration. Both memory types
show gains over the no-memory baseline, and
their combination yields the best results across all
benchmarks (+1.9 on GPQA-D and +1.8 on Health-
Bench). Notably, the two types have complemen-
tary strengths. For example, in scientific domain,
static memory slightly outperforms dynamic mem-
ory (40.1 vs. 39.8), suggesting that recent historical
evaluation steps is valuable for scientific reasoning,
possibly because rubric drift and recurring errors
tend to appear within a short period of steps. For
HealthBench, the pattern (35.3 vs. 35.1) indicates
that targeted semantic retrieval is more beneficial
due to suboptimal behaviors recur across distant
steps, unlike the science domain. In all cases, the
combined configuration captures both temporal and
semantic signals and achieves the strongest overall
performance, which we adopt as the default, and
the data of per-instance rubrics shows similar trend
as shown in Table 6.

Retrieval configuration. For both retrieval
mechanisms, we observe performance gain up to a
moderate budget followed by diminishing returns.
Increasing the static retrieval amount from N=2 to
N =4 provides the main improvement (e.g., +0.7 on
both GPQA-D and HealthBench), suggesting that
four preceding summaries are sufficient to capture
the recent training trajectory and prevent oscillatory
rubric changes. Similarly, increasing the dynamic
retrieval amount by increasing the query from K'=5
to K'=10 produces consistent improvements across
all benchmarks, but K'=15 provides no consistent
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. Science Medicine Instruction Following Creative Writing
Memory Setting
GPQA-D HealthBench IFEval InfoBench IFBench WritingBench CW-v3
No memory - 39.2 33.8 80.6 85.3 352 57.3 41.0
N =2 39.4 344 80.8 85.6 35.5 57.9 41.1
Static onl N=14 40.1 35.1 81.1 86.0 35.9 58.6 41.3
y N =6 40.0 349 81.0 85.9 35.8 58.5 413
N=28 40.1 35.2 81.1 86.1 36.0 58.5 414
K=5 39.6 34.4 80.9 85.9 354 58.0 41.2
Dynamic only K =10 39.8 35.3 81.0 86.2 36.0 58.2 414
K =15 39.8 349 80.9 86.0 35.8 584 413
Static + Dynamic N =4, K =10 41.1 35.6 81.5 86.6 36.4 60.4 41.7

Table 2: Ablation on memory configuration and retrieval hyperparameters under the global rubrics setting. Best
results within the static-only and dynamic-only blocks are in bold.

Rubri . Science Medicine Instruction Following Creative Writing
ubric regime

GPQA-D HealthBench IFEval InfoBench IFBench WritingBench CW-v3
Initial-static 389 33.7 80.6 85.1 35.2 57.1 40.8
No-memory adaptive 39.2 33.8 80.6 85.3 352 57.3 41.0
Final-static 40.9 35.5 81.3 86.3 36.1 59.9 41.7
AMARIS dynamic 41.1 35.6 81.5 86.6 36.4 60.4 41.7

Table 3: Static rubric spectrum under global rubrics. All conditions use the same base checkpoint, training data, RL
algorithm, and training budget; only the rubric update regime changes.

further benefit: most metrics remain flat or decline,
while WritingBench improves only slightly (+0.2)
and HealthBench drops from 35.3 to 34.9. We at-
tribute this to additional queries retrieving marginal
or noisy documents. We therefore select N=4 and
K =10 as defaults. For per-instance rubric settings,
the trend agrees with the global rubrics setting as
shown in Table 6.

4.3 Static Rubric Spectrum

We further test where AMARIS gains come from
by separating the rubric artifact from the rubric
trajectory. Table 3 reports the global-rubric com-
parison, and Appendix F.1 reports the correspond-
ing per-instance comparison. The overall trend is
initial-static < no-memory adaptive < final-static
< AMARIS dynamic. Frozen cold-start rubrics are
consistently weakest because they have not been
revised with training feedback. No-memory adap-
tation yields only +0.14 on average over this cold-
start condition even though it consumes 96.1% of
the AMARIS pipeline time and 99.5% of its to-
kens; enabling the longitudinal-memory mecha-
nism, the only configuration difference between
this condition and full AMARIS (+1.70 on aver-
age), accounts for the rest of the adaptive gain.
The final-static condition freezes the rubric set
that a completed AMARIS run produced, so it di-

agnoses whether the gains reduce to the rubric ar-
tifact; it is not an independent way to obtain that
artifact, because the frozen rubric only exists after
a completed AMARIS run and is itself produced
with memory enabled. As a first-run recipe its
cost is the full AMARIS cost plus a second train-
ing; for subsequent same-family runs it becomes a
zero-auxiliary-cost reuse option, quantified in Ap-
pendix F.2. Read this way, the artifact carries most
of the gain and the online trajectory contributes
beyond it: across the eight domain-by-rubric-scope
training conditions on Qwen2.5-7B, the dynamic
result is higher in all eight (mean gap +0.23), and
the trajectory share grows to +0.58, or 29% of the
gain, on Llama-3.1-8B, whose failure profile shifts
more over training. The residual gap matches the
stage progression in Section 4.4: early training
benefits from defensive criteria, mid-training shifts
toward curriculum advancement, and late training
enters maintenance, a curriculum that no single
frozen set can provide. Cross-family transfer of the
artifact recovers only 23% of the gain on average
(Appendix E.2), so discovery must be re-run per
policy family.

4.4 How Memory Changes Rubric Updates

To identify what online retrieval adds beyond a one-
time discovery of a better rubric set, we analyze all
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1,200 step-level updates from the three completed
global-rubric runs (science, medicine, instruction
following). The updater consults history well be-
yond the recent window: documents cited in update
rationales have a median age of 21 training steps,
43.9% lie beyond the static window of N =4 recent
summaries, and 57.6% of defensive and curriculum
updates cite at least one document older than that
window, evidence that no batch-local method can
access. Citation is also associated with edit stabil-
ity. Edits whose recorded rationale cites retrieved
history are reversed within 8 steps at a 1.4% rate,
against 4.3% for edits justified only by current-
batch evidence, and memory reduces short-term
reversals by 36.44% overall, concentrated in the
early and middle phases where the policy changes
fastest (Appendix G). Recurrence handling shows
the mechanism concretely: keyword stuffing is
the one behavior that re-emerges late in training,
and in 9 of its 11 late-phase updates, retrieval sur-
faced the earlier episodes (median cited age 116
steps) and the updater reinstated a previously re-
laxed guardrail instead of drafting a new one. At
the trajectory level, update modes progress from
defensive (52.5% of the first phase) through cur-
riculum advancement (52.9% of the central phase,
steps 161-240) to maintenance (75.0% of the final);
full taxonomies, the rubric-composition shift, and
four complete case studies appear in Appendices G
and H.

4.5 Generalization Across Policy Families and
RL Algorithms

AMARLIS interacts with the RL loop only through
the scalar reward, so it should transfer across pol-
icy families and RL algorithms. We test both
axes with the unchanged pipeline and defaults
from Section 3.3. First, we train Llama-3.1-8B-
Instruct (Grattafiori et al., 2024) on all four do-
mains. AMARIS improves over static-rubric RL
on all seven benchmarks (Table 4 shows science
and instruction following; Appendix F.3 reports
the rest), by +2.3 on average against +1.70 for the
corresponding Qwen2.5-7B conditions (Table 3),
despite Llama’s lower anchors and with no retun-
ing of any pipeline component. Together with
the Qwen3-4B results in Appendix F.5, AMARIS
shows consistent gains on three policy bases across
two model families. Second, we replace GRPO
with PPO (Schulman et al., 2017) on science while
keeping all other settings: PPO gains +1.9 (38.2

Llama-3.1-8B-Instruct GPQA-D IFEval InfoBench IFBench
Naive (no RL) 30.3 78.2 79.9 25.8
Static rubric RL 335 79.8 82.6 29.4
AMARIS (global) 35.7 80.9 85.2 314

Table 4: Llama-3.1-8B-Instruct with the unchanged
AMARIS pipeline on science and instruction follow-
ing. Medicine and creative-writing results and the PPO
comparison are in Appendix F.3.

to 40.1) through the same scalar-reward interface
with no AMARIS-side changes, compared with
+2.2 under GRPO (Appendix F.3).

4.6 Cost and Latency Analysis

A practical concern for any auxiliary reward
pipeline is what it costs: the wall-clock latency
added when it sits on the critical path, and the
total compute it consumes off it. Profiled over
one complete global-rubric training (Table 22, Ap-
pendix FE.8), individual rollout analysis dominates
both time (63.1%) and tokens (2.32 M per step),
batch summarization is second (28.5%), and the re-
maining stages account for less than 9% of pipeline
time.

Total overhead and matched-compute controls.
Asynchronous execution reduces blocking latency
but does not reduce total compute, so we ac-
count for the overhead in total tokens and provi-
sioned GPU-hours. Per 400-step global-rubric run,
AMARIS adds 928M self-hosted GPT-OSS-120B
analysis tokens (86.2% of auxiliary tokens, served
concurrently on the provisioned scoring GPUs),
148.4M API-served GPT-5.1 tokens (13.8%), and
32 A100-hours of additional occupancy over the
608 A100-hours of a static-rubric run. To test
whether the same budget spent differently repro-
duces the gain, we train two controls on science
and medicine. Extending static-rubric training to
800 steps (adding 608 A100-hours and 748M scor-
ing tokens) yields +0.4 on GPQA-D and +0.2 on
HealthBench, and shows an overoptimization signa-
ture: between steps 400 and 800 the judge-assigned
training reward rises by 9% while mean response
length grows by 34% (Gao et al., 2023). Replac-
ing the scoring judge with GPT-5.1 (748M GPT-5.1
tokens, about five times AMARIS’s API-served vol-
ume) yields +0.7 and +0.6. AMARIS yields +2.2
and +1.9, so all controls trail AMARIS by at least
1.3 points on both benchmarks. The component-
level decomposition and cost-reduction options are
detailed in Appendix E.8.
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Asynchronous vs. Synchronous execution. Ta-
ble 23 (Appendix F.8) shows the quality-latency
trade-off. Synchronous execution yields mostly a
0.2-point advantage on any single benchmark (e.g.,
41.3 vs. 41.1 on GPQA-D) at the cost of nearly
doubling the total training time; relative to static-
rubric RL, the wall-clock increase is ~92% for
synchronous and ~5% for asynchronous execu-
tion, so the latter is adopted as the default pipeline
mode. The per-instance setting adds only a small
additional delay, since it naturally limits update op-
portunity while leaving abundant time for analysis
and rubric update, which can be further parallelized
through external APIs.

5 Related Work
5.1 Rubric-based RL for LLM

LLM alignment has evolved from scalar reward
models trained on pairwise preferences (Ouyang
et al., 2022; Bai et al., 2022) toward reward sig-
nals that expose more of the underlying rubrics,
making the reward specification more interpretable
and editable (Kim et al., 2024; Gunjal et al., 2025;
Viswanathan et al., 2025). This paradigm extends
RL beyond strictly verifiable domains. However, a
rubric set is still a reward specification: if it is static,
incomplete, or overly coarse, optimization can ex-
ploit gaps in the evaluator in the same spirit as
reward model overoptimization (Gao et al., 2023).
This motivates methods that adapt rubrics as policy
behavior changes during training.

5.2 Adaptive Rubrics

Adaptive rubric methods address the static-
specification problem by generating or revising
criteria during evaluation and training. CARMO
(Gupta et al., 2025) and OnlineRubrics (Rezaei
et al., 2025) elicit criteria from context or pair-
wise comparisons, while Rubric-ARM (Xu et al.,
2026a) and DR Tulu (Shao et al., 2025) couple
policy optimization with bounded rubric refine-
ment or evolving rubrics. Closest to our setting,
SibylSense (Xu et al., 2026b) maintains a tunable,
retrievable bank of rubrics under a frozen rubric
generator and exposes weaknesses in the current
rubrics through synthesized adversarial probing.
AMARIS differs in the state it stores and in how
that state is used. The memory holds evaluation
evidence (rollout diagnostics, step summaries, and
rubric-edit records) rather than the rubric bank it-
self, and the evidence comes from on-policy train-

ing rollouts rather than synthesized probes, so edits
track the policy’s actual failure distribution. Up-
dates are then scheduled by selecting among defen-
sive, curriculum, and maintenance strategies condi-
tioned on retrieved longitudinal evidence instead of
following an adversarial expansion loop. Related
reward-modeling work reduces reward hacking or
guides learning through causal rubric structure (Sri-
vastava et al., 2025), information-theoretic regular-
ization (Miao et al., 2024), and staged Al feedback
(Lin et al., 2026). These approaches make the re-
ward specification more flexible, but most updates
are grounded in local evidence such as the current
input, pairwise comparisons, or a predefined cur-
riculum. They typically do not preserve rollout
diagnostics, score trends, and previous rubric-edit
outcomes as reusable state for later updates.

5.3 Memory for Longitudinal Usage

External memory systems for LLM agents show
that persistent state can support long-horizon adap-
tation. A-Mem (Xu et al., 2025), Memory-R1 (Yan
et al., 2026), and Meta-Policy Reflexion (Wu et al.,
2025a) introduce read-write-consolidation mecha-
nisms for retaining and reusing experience across
tasks, reflecting a broader shift toward memory-
augmented agents (Hu et al., 2026). AMARIS
extends memory-augmented systems to evaluation-
state maintenance, where the stored objects are roll-
out diagnostics, score trends, and rubric-edit out-
comes rather than task-solving experiences. Rubric
updates can then use recent trajectories and related
past evidence instead of isolated local edits.

6 Conclusion

We present AMARIS, a memory-augmented rubric
improvement system for rubric-based reinforce-
ment learning. AMARIS stores rollout analyses,
step-level summaries, and rubric update records in
a persistent evaluation memory, and grounds rubric
changes in retrieved training history. Across sci-
ence, medicine, instruction following, and creative
writing domains, AMARIS improves over strong
rubric-based baselines under both global and per-
instance rubric settings. The gains hold on a second
policy family and under PPO, and AMARIS pro-
duces both a reusable final rubric artifact and an
adaptive rubric trajectory that contributes beyond
it. Ablation studies show that both retrieval modes
contribute to the gains, and asynchronous execution
reduces the blocking latency.
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Limitations

AMARIS requires additional inference resources
to analyze rollouts, summarize batches, retrieve his-
torical evidence, and update rubrics. Asynchronous
execution reduces the blocking latency observed
by the RL training loop, but it does not reduce the
total compute required by these auxiliary stages.
Future work could further optimize the update in-
terval and scheduling policy. The update-frequency
study in Appendix E shows that updating every
2 steps is slightly better than updating every step
on several benchmarks, suggesting room for cost-
performance trade-offs.

AMARIS also inherits limitations from rubric-
based evaluation. Rubric quality is empirically
audited through ablations, evolution analysis, and
case studies, but it is not formally guaranteed. The
LLM judges used for scoring and diagnostic anal-
ysis may encode biases from their training data
or from the evaluation instructions. Our RL train-
ing experiments use Qwen2.5-7B-Instruct as the
default policy model, with additional validations
on Qwen3-4B and Llama-3.1-8B-Instruct and a
PPO run on science, but broader validation across
larger scales and further RL algorithms remains fu-
ture work. Final rubrics transfer imperfectly across
model families: in our measurements, cross-family
transfer of a frozen final rubric recovers 23% of
the AMARIS gain on average (Appendix F.2), as
different policies expose different failure modes
and capability ceilings, so rubric discovery must
be repeated per policy family. Finally, memory
retrieval can surface noisy or weakly relevant his-
torical evidence, which may distort rubric updates
if the updater fails to filter it. Retention ablations
at the 400-step scale show that a 200-step win-
dow matches unbounded memory end-to-end (Ap-
pendix F.9); much longer trainings remain future
work.

Ethical Considerations

The authors of this paper have read and adhered
to the ACL Code of Ethics. This work focuses on
improving the effectiveness of rubric-based rein-
forcement learning for large language models by
grounding rubric adaptation in persistent evalua-
tion memory, and we have considered the ethical
implications of our methodology. AMARIS itself
is a meta-level training framework that refines eval-
uation rubrics and does not introduce new model
capabilities that pose direct safety risks beyond

those of the underlying policy model. Neverthe-
less, any system that shapes the reward signal of an
RL-trained language model could, in principle, am-
plify undesirable behaviors if the rubrics or LLM
judges encode biases present in their training data
or evaluation criteria. To mitigate this, AMARIS
explicitly monitors for reward hacking and subopti-
mal behaviors as a core component of its individual
rollout analysis, and the persistent evaluation mem-
ory provides an audit record that supports trans-
parency. All training data used in our experiments
are drawn from publicly available, previously pub-
lished datasets. No human subjects were involved
in our research, and no personally identifiable in-
formation was collected or used.
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Appendix
A Formal AMARIS Procedure

Let s denote a rubric scope. For global rubrics,
s = global. For per-instance rubrics, s = x for
a unique input. Each scope maintains an active
rubric set G} and an evaluation memory M.

For rollout (z¢;,y:;) in scope s, scoring and
diagnosis follow

Tti = S@(xt,iv Yt iy G?)v

S
ati = Ayp(Tei, Y, GF 5 21,4)-

Let A7 = {at7i};f1 be the set of rollout analyses
for scope s at step t. The step summary is

bi = By (A7)

When chunking is used, with chunks {c{ k}ﬁl the
final summary is

b = Co({Bu(c )}l
Static retrieval and dynamic retrieval are
I static = 107 € M |t — N <7 <},
QF = Qu(b7),
L agnamic = | Rla, M7, D).

qeQ;
The updater receives
S __ S S
It — “t,static U It,dynamic

and produces
Giyr,ui = Up(GF, 07, 17).-

LetC; = {By(c; k)}sz’Sl when chunking is used
and C; = () otherwise. Memory is updated as

M{ = M7UA;UC U {b],ui}.

Algorithm 1 consolidates the above into the com-
plete scoring and asynchronous update cycle exe-
cuted for scope s at step t.

Algorithm 1 AMARIS scoring and asynchronous
update cycle for scope s at step ¢

Require: active rubric set G}, memory M/, roll-
outs By = {(x,yi, 2;) }: for scope s
for all (z;,v;, z;) € B; in parallel do
T < Sg(mi, Yis Gf)
end for
Send {r; }; to the RL loop.
asynchronously do
for all (z;,v;, z;) € B; in parallel do
a; < Aw(xi, Yi, Gf, Zi)
end for
if the analyses exceed the single-pass summa-
rization limit then
9: Partition {a;}; into chunks {cg }.
10: Compute By, (cy,) for all chunks in parallel
and collect the results in C;.
11: bf — C¢ (Cf )
12: else
13: C;+ 0
14: bf — Bw({az}l)
15: end if
16: Ispar < {02 € M7 |t — N <71 <t}
17: QF < Qy(b7)
18: Iqyn < quQf R(q, M, D)
19: I} + Deduplicate(Istat U Iayn)
20: ( f1 ui) < Uy(GP, 07, I7)
Strategy: defensive, curriculum advance-
ment, or maintenance.
Operations: CREATE, UPDATE, DELETE,
REWEIGHT, MERGE, SPLIT.
210 M7y < M7 U {a;}; UC U {b},ui}
22: Publish G, 4 to the scorer.
end asynchronously
23: Before later scoring for scope s, wait if pro-
ceeding would exceed the maximum staleness
of one rubric version.

sw N
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Symbol Description
Te Policy model.
x Model input.
Yy Model output (rollout), with y ~ (- | x).
x;j Input for example j.
Yj Output for example j.
t RL training step.
s Rubric scope, either global or per-instance.
Gt Active rubric set at step t.
Gi Active rubric set for scope s at step ¢.
gj Natural-language definition of rubric j.
w; Scalar weight of rubric j.
Ng,t Number of active rubrics at step ¢.
G = {(gj, wj)}?i’f Formal definition of the active rubric set.
So LLM-based scoring function.
re(zj,y;) Scalar reward for example j at step t.
re(zj,y5) = So(xj,y5,Ge) Reward computed under the active rubric set.
z Supplemental context for analysis.
Ay LLM for individual rollout analysis.
a Structured analysis for a single rollout.
a= Ay(z,y,Gt, 2) Individual analysis function.
a; Structured analysis for rollout j.
Na,t Number of analyzed rollouts at step ¢.
{a;}.2y Set of rollout analyses at step ¢.
By LLM for batch summarization.
b: Step-level batch summary at step .
b; Step-level batch summary for scope s at step t.
b = By({a;};2)) Step-level summarization function.
Cj Chunk of analyses used in meta-summarization.
T, t Number of chunks at step .
Na,c Number of analyses in chunk c.
{ei}ien Partition of analyses into chunks.
Cy LLM for meta-summarization.
Coy({By (c)};1) Meta-summarization over chunk summaries.
M, Persistent evaluation memory available at step ¢.
M Persistent evaluation memory for scope s available at step ¢.
Ut Rubric improvement record produced at step .
1, Retrieved historical context for rubric updating.
I Retrieved historical context for scope s.
I} static Static retrieval results for scope s.

s
t,dynamic

s __ 718 s
[t - It,static U It,dynamic

N

Its,static = {bf— S Mts |t—N S T <t}

S

t,dynamic

¥
QF
q

Q7 = Quy(b7)
D

R(q, M{, D)

= quQf R(q7 Mtsa D)

Uy
Gt

Dynamic retrieval results for scope s.
Combined retrieval context for scope s.
Static retrieval window size.

Static retrieval from recent summaries.

LLM for dynamic query generation.
Dynamic retrieval queries for scope s at step ¢.
Dynamic retrieval query.

Queries generated from the current summary.
Maximum documents returned per query.
Retrieval operator over memory.

Dynamic retrieval from memory.

Rubric updater.
Updated rubric set after step ¢.

Table 5: Description of symbols and notations used.
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C Per-Instance Rubric Results

The ablation studies in the main paper (Sec-
tions 4.2—4.6) use the global rubric setting to isolate
the effect of each design choice. This section re-
ports the corresponding results under per-instance
rubrics, where each unique input maintains its own
rubric set and evaluation memory. As shown below,
the relative ordering of configurations is consistent
with the global setting, confirming that the design
conclusions drawn in the main paper generalize
across rubric strategies.

C.1 Memory Configuration (Per-Instance)

Table 6 repeats the memory ablation under per-
instance rubrics. The same pattern as the global
setting holds: combining static and dynamic
memory gives the strongest overall results, while
dynamic-only retrieval with K=10 is the best
single-memory configuration.

C.2 LLM Choice (Per-Instance)

Table 7 reports the per-instance counterpart of the
LLM-component ablation in Table 9. The results
show that the per-instance setting is also sensitive to
the quality of the scoring/analysis and summariza-
tion/update models, while the default GPT-OSS-
120B + GPT-5.1 configuration remains competitive
across domains.

C.3 Synchronous vs. Asynchronous Pipeline
(Per-Instance)

Table 8 compares synchronous and asynchronous
execution under per-instance rubrics. As in the
global setting, synchronous execution gives only
marginal quality gains, while asynchronous execu-
tion substantially reduces wall-clock time and is
therefore the more practical default.

D Influence Of Underlying LLMs

We split all LLM usage into two tiers: (i) scoring
and analysis that processes every rollout and there-
fore dominates token consumption, and (ii) sum-
marization and update that operates less than (i)
but demands stronger reasoning for rubric improve-
ment. We ablate each tier independently while
holding the other at its default, as shown in Table
9.

On the scoring/analysis side, the larger model
improves several benchmarks but not uniformly.
Upgrading from Qwen3-30B-A3B-Thinking-2507

(Yang et al., 2025) to Qwen3-235B-A22B-
Thinking-2507 (Yang et al., 2025) improves GPQA-
D by +0.6 and InfoBench by +2.1, although Health-
Bench and CW-v3 do not improve. This suggests
that stronger individual analyses can help down-
stream rubric updates, but benchmark-specific eval-
uator fit also matters. On the summarization/update
side, GPT-5.1 consistently outperforms GPT-40
(OpenAl et al., 2024), showing that the rubric
update stage, which must make precise text and
weight editing decisions, benefits from stronger rea-
soning ability of the model. Notably, GPT-5-mini
(Singh et al., 2025) closes much of this gap to GPT-
5.1 at lower cost and surpasses GPT-40 on some
benchmarks. This shows that the reasoning capa-
bility is crucial to the quality of generated rubrics.
We select GPT-OSS-120B paired with GPT-5.1 as
the default setting as it offers a balance between
the high inference cost from scoring/analysis stage
and high demand of model intelligence from sum-
marization/update stage.

Fully open-weight configuration. The cost-
dominant components, rubric scoring and indi-
vidual rollout analysis, already run on GPT-OSS-
120B, an open-weight model that we self-host on
the provisioned inference GPUs; the proprietary
dependency is confined to summarization, query
generation, and rubric update (33.4% of pipeline
time, 13.8% of tokens). Table 10 tests removing
it: replacing GPT-5.1 with Qwen3-235B-A22B-
Thinking-2507 on science and medicine yields 40.8
on GPQA-D and 35.1 on HealthBench, within 0.5
points of the default configuration on both bench-
marks and above the strongest non-AMARIS base-
line by +2.0 and +2.1. This configuration removes
API usage entirely, with both open-weight mod-
els served from the same provisioned inference
GPUs. The pattern matches the main ablation in
Table 9: the update stage needs strong reasoning,
and current open reasoning models provide enough
of it. Toward lighter configurations, Table 9 al-
ready shows the cost-dominant scoring/analysis
stage, where 86% of auxiliary tokens are spent,
running well on a small-activation model (Qwen3-
30B-A3B-Thinking-2507, 40.8 GPQA-D vs. 41.1
default). The update stage is where weaker models
degrade most (the GPT-40 rows in Tables 9 and 7),
so distilling the updater into a small open model,
using the 1,200 logged update records as training
data, is the concrete direction we see for closing
that last gap.
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Science Medicine Instruction Following Creative Writing

Memory Setting
GPQA-D HealthBench IFEval InfoBench IFBench WritingBench CW-v3

No memory - 39.6 34.1 80.9 85.6 35.7 57.7 41.2
N=2 39.9 34.8 81.1 85.9 36.2 57.5 41.5
Static onl N=141 39.8 34.5 81.0 85.8 36.6 58.2 40.8
y N=6 39.5 34.3 80.4 86.3 36.5 58.1 41.8
N=28 39.7 34.6 80.5 86.5 36.6 58.2 41.7
K=5 40.2 34.8 81.2 86.2 36.3 58.6 41.6
Dynamic only K =10 41.1 36.0 81.5 86.6 36.9 59.3 42.3
K=15 404 354 81.3 86.4 36.5 58.9 41.8
Static + Dynamic N =4, K =10 41.6 36.0 81.9 87.0 37.2 59.8 42.3

Table 6: Ablation on memory configuration and retrieval hyperparameters under per-instance rubrics. Rows are
ordered as no memory, static-only, dynamic-only, and static+dynamic. Best results within the static-only and
dynamic-only blocks are in bold.

Science Medicine Instruction Following Creative Writing
GPQA-D HealthBench IFEval InfoBench IFBench WritingBench CW-v3

Scoring / Analysis Summarization / Update

Varying the scoring / analysis (summarization / update fixed to GPT-5.1)

Qwen3-30B-A3B-Thinking-2507 GPT-5.1 41.9 35.8 81.1 85.3 37.8 58.3 41.5
GPT-0SS-120B GPT-5.1 41.6 36.0 81.9 87.0 37.2 59.8 42.3
Qwen3-235B-A22B-Thinking-2507 GPT-5.1 41.1 36.3 82.2 87.3 36.3 60.8 42.6
Varying the summarization / update (scoring / analysis fixed to GPT-OSS-120B)

GPT-0SS-120B GPT-40 41.1 354 80.3 86.7 36.1 61.1 43.1
GPT-0SS-120B GPT-5-mini 41.4 35.8 81.7 86.0 37.0 58.7 41.6
GPT-0SS-120B GPT-5.1 41.6 36.0 81.9 87.0 37.2 59.8 42.3

Table 7: LLM choice for pipeline components under per-instance rubrics. Compare with Table 9 (global rubrics).
Best results per group are in bold.

. Science Medicine Instruction Following Creative Writing . ..
Pipeline mode Time (h) Time increase
GPQA-D HealthBench IFEval InfoBench IFBench WritingBench CW-v3
Sync 41.8 36.1 82.0 87.1 374 59.6 424 ~127 ~67%
Async 41.6 36.0 81.9 87.0 37.2 59.8 423 ~78 ~3%

Table 8: Synchronous vs. asynchronous pipeline execution under per-instance rubrics. Compared with Table 23
(global rubrics).

Science Medicine Instruction Following Creative Writing
GPQA-D HealthBench IFEval InfoBench IFBench WritingBench CW-v3

Scoring / Analyzing Summarization / Update

Varying the scoring and analysis (summarization / update fixed to GPT-5.1)

Qwen3-30B-A3B-Thinking-2507 GPT-5.1 40.8 359 80.7 84.8 36.4 57.6 42.0
GPT-0SS-120B GPT-5.1 41.1 35.6 81.5 86.6 36.4 60.4 41.7
Qwen3-235B-A22B-Thinking-2507  GPT-5.1 41.4 354 81.8 86.9 37.0 60.3 41.7
Varying the summarizing / updating (scoring / analyzing fixed to GPT-OSS-120B)

GPT-0SS-120B GPT-40 40.6 35.0 79.9 85.6 354 58.2 41.2
GPT-0SS-120B GPT-5-mini 40.9 354 81.3 86.3 36.2 59.4 41.5
GPT-0SS-120B GPT-5.1 41.1 35.6 81.5 86.6 36.4 60.4 41.7

Table 9: LLM choice for pipeline components. Best results per group are in bold.
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Scoring / Analysis Summarization / Update GPQA-D HealthBench

GPT-OSS-120B GPT-5.1 41.1 35.6
GPT-0SS-120B GPT-5-mini 40.9 354
GPT-0SS-120B Qwen3-235B-A22B-Thinking-2507 40.8 35.1

Table 10: Fully open-weight AMARIS. Replacing the
API-served summarization/update model with an open
reasoning model stays within 0.5 points of the default
while removing the API dependency.

E Influence Of Update Scheduling

By default, under global rubrics setting, the rubric
update stage is triggered at every training step. We
vary the update interval from every 1 to every 8
steps to examine how update frequency affects
downstream performance, as shown in Table 11.

Updating every 2 steps yields the best or near-
best results on most of the benchmarks, marginally
outperforming every-step updates (e.g., +0.2 on
GPQA-D, +0.1 on HealthBench). We attribute this
to the slightly larger evidence window that aggre-
gating two consecutive batches before committing
a rubric change produces more robust diagnostics
than a single batch while still reacting quickly to
emerging issues. Performance degrades at inter-
vals of 4 and 6 steps, where the difference between
the rubrics and the model becomes large enough
to miss behavioral shifts. Interestingly, the 8-step
interval setting partially recovers the performance.
A possible explanation is that the larger amount of
historical analyses at longer intervals enables the
updater to make reliable rubric changes that are ro-
bust to long-term training, which particularly bene-
fits the diverse instruction types in the OpenRubrics
training set. However, this may result in slower re-
action to suboptimal behaviors, as reflected by the
lower GPQA-D and HealthBench scores. Overall,
six of the seven benchmarks vary by at most 0.7
points across update frequencies, while Writing-
Bench varies by up to 1.3 points, indicating that
AMARIS is generally robust to the choice of up-
date frequency. We adopt every-step updates as
the default for global rubrics setting due to its sim-
plicity and consistently competitive performance
across all domains.

F Additional Diagnostic Experiments

This section reports diagnostic controls that isolate
whether AMARIS gains come from dynamic rubric
adaptation, explicit rubric decomposition, robust-
ness to the policy base model, and improved rubric
quality. These experiments separate the main ex-

planations for the results: whether a fixed rubric set
is already sufficient, how much of the gain a reused
or transferred rubric artifact recovers, whether the
gains persist on other policy families and RL algo-
rithms, whether a strong scalar judge can replace
rubric decomposition, whether the gains depend
on the grader family, what the pipeline costs under
matched-compute controls, and how much memory
needs to be retained.

F.1 Static Rubric Spectrum

Table 12 reports the per-instance counterpart to
the global static-rubric spectrum in Table 3. The
four regimes keep the RL algorithm, base check-
point, scoring model, training data, and training
budget fixed while changing only how rubrics are
initialized and updated. The initial-static condition
freezes the cold-start rubric set. The no-memory
adaptive condition permits local rubric updates
without retrieving historical evidence. The final-
static condition reuses the final rubric set produced
by a full AMARIS run but freezes it from the start
of training. AMARIS dynamic keeps the complete
memory-augmented update process.

Cold-start and memory effects. The static spec-
trum shows that a frozen cold-start rubric is not
sufficient. Per-instance rubrics follow the same or-
dering as global rubrics, with AMARIS dynamic
improving over initial-static by +2.1 on GPQA-D,
+2.0 on HealthBench, +1.6 on InfoBench, and +2.2
on WritingBench. Allowing local updates with-
out memory gives only small improvements over
initial-static, indicating that adaptation itself is not
enough when the updater cannot retrieve prior roll-
out diagnostics and previous update outcomes.

Final rubrics versus dynamic adaptation.
Final-static rubrics recover most of the improve-
ment, which indicates that AMARIS learns use-
ful evaluation criteria during training. However,
the dynamic condition is best across all columns.
Under per-instance rubrics, dynamic adaptation
improves over final-static by +0.4 on GPQA-D,
+0.3 on HealthBench, +0.2 on IFEval, +0.3 on In-
foBench, +0.1 on IFBench, +0.1 on WritingBench,
and +0.1 on CW-v3. Together with the global re-
sults in Table 3, this suggests that AMARIS is not
merely discovering a better final rubric set; the
stage-specific co-evolution between the policy and
the rubric set also contributes to the final perfor-
mance.
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. Science Medicine Instruction Following Creative Writing
Update interval
GPQA-D HealthBench IFEval InfoBench IFBench WritingBench CW-v3
Every step 41.1 35.6 81.5 86.6 36.4 60.4 41.7
Every 2 steps 41.3 35.7 81.6 86.7 36.6 59.5 41.9
Every 4 steps 41.0 35.5 81.4 86.5 36.2 60.0 41.6
Every 6 steps 40.6 352 81.1 86.2 359 59.1 413
Every 8 steps 40.9 353 81.7 86.8 36.3 59.7 41.7
Table 11: Effect of rubric update frequency. Best results per column are in bold.
Rubri . Science Medicine Instruction Following Creative Writing
ubric regime
GPQA-D HealthBench IFEval InfoBench IFBench WritingBench CW-v3
Initial-static 39.5 34.0 80.7 85.4 35.6 57.6 41.0
No-memory adaptive 39.6 34.1 80.9 85.6 35.7 57.7 41.2
Final-static 41.2 35.7 81.7 86.7 37.1 59.7 422
AMARIS dynamic 41.6 36.0 81.9 87.0 37.2 59.8 42.3

Table 12: Static rubric spectrum under per-instance rubrics. All conditions use the same base checkpoint, training
data, RL algorithm, and training budget; only the rubric update regime changes.

F.2 Rubric Reuse and Transfer

The final-static condition freezes the rubric set that
a completed AMARIS run produced, so it diag-
noses whether the gains reduce to the rubric artifact;
it is not an independent way to obtain that artifact,
because the artifact only exists after a completed
AMARIS run. This section quantifies the artifact’s
value as a recipe. On Llama-3.1-8B-Instruct with
identical data and budget, we compare (i) the final
rubric sets from the Qwen2.5-7B runs, frozen and
transferred across families; (ii) the final rubric sets
discovered by AMARIS on Llama itself, frozen
and used to retrain Llama from scratch; and (iii)
full online AMARIS. Table 13 reports all regimes.

The artifact carries most of the gain; the tra-
jectory contributes the rest. Same-family reuse
recovers 72% of the AMARIS gain on average, so
the discovered artifact is a reusable recipe for subse-
quent trainings of the same family at zero auxiliary
cost; equivalently, the online trajectory accounts
for +0.58 of the +1.98 average gain. The gap ap-
pears in both training domains rather than being
driven by a single benchmark: +0.7 on closed-set
GPQA-D and +0.6 on program-verified [IFBench,
with +0.8 on InfoBench, while program-verified
IFEval shows only +0.2 and is the one benchmark
where the frozen rubric is nearly sufficient. Repeat-
ing the science pair with a second training seed
gives final-static 34.8 vs. AMARIS 35.6, a consis-
tent +0.8. On Qwen2.5-7B the same reading holds
with a larger artifact share: the artifact carries 84%

of the gain and the trajectory adds +0.23 on aver-
age, positive in all eight domain-by-rubric-scope
training conditions (Tables 3 and 12).

The unit of discovery is the policy-family and
domain pair. Cross-family transfer recovers 23%
on average, so discovery must be re-run per family.
The rubric encodes fixes for one family’s failure
modes at its capability level: per the step sum-
maries, Llama’s early defensive phase is dominated
by hedging and refusal rather than the length gam-
ing that dominates Qwen’s. The trajectory share
is also family-dependent, +0.23 on Qwen2.5-7B
versus +0.58 on Llama, and the larger share on
Llama coincides with a larger shift in its observed
failure profile over training, which we offer as a
mechanism hypothesis for the difference.

F.3 Generalization Across Policy Families and
RL Algorithms

The Llama-3.1-8B-Instruct runs in Section 4.5 use
the unchanged AMARIS pipeline with the defaults
of Section 3.3: GRPO, 400 steps, GPT-OSS-120B
for scoring and analysis, GPT-5.1 for summariza-
tion and update, global rubrics, N=4, K=10, with
no per-model retuning of prompts, retrieval bud-
gets, or update scheduling. Table 14 reports the
complete results across all four domains.

Results. AMARIS improves over static-rubric
RL on all seven benchmarks: +2.2 on GPQA-D,
+2.2 on HealthBench, +1.1 on IFEval, +2.6 on In-
foBench, +2.0 on IFBench, +4.2 on WritingBench,
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Regime on Llama-3.1-8B GPQA-D 1IFEval InfoBench IFBench
Static rubric RL 33.5 79.8 82.6 29.4
Final-static, transferred from the Qwen2.5-7B run 34.2 80.0 83.2 29.8
Final-static, discovered on Llama by AMARIS, retrained frozen 35.0 80.7 84.4 30.8
AMARIS (online, global rubric) 35.7 80.9 85.2 314
Gain recovered: cross-family transfer 32% 18% 23% 20%
Gain recovered: same-family reuse 68% 82% 69% 70%
AMARIS advantage over same-family final-static +0.7 +0.2 +0.8 +0.6

Table 13: Reuse and transfer of discovered rubric artifacts on Llama-3.1-8B-Instruct. Same-family reuse recovers
72% of the AMARIS gain on average and cross-family transfer recovers 23%; the online trajectory accounts for the

remaining +0.58 average.

Method (Llama-3.1-SB) Science Medicine Instruction Following Creative Writing
GPQA-D HealthBench IFEval InfoBench IFBench WritingBench CW-v3
Naive (no RL) 30.3 11.9 78.2 79.9 25.8 36.6 44.7
Static rubric RL 335 232 79.8 82.6 29.4 53.8 56.2
AMARIS (global) 35.7 254 80.9 85.2 314 58.0 57.9

Table 14: Llama-3.1-8B-Instruct results across all four domains with the unchanged AMARIS pipeline. Best results

in each column are in bold.

and +1.7 on CW-v3, a +2.3 average against the
+1.70 average of the corresponding Qwen2.5-7B
conditions in Table 3. The ordering naive < static
< AMARIS holds in every column. The largest
gain falls on WritingBench, as it does on Qwen2.5-
7B, and that benchmark is graded by a non-GPT
critic model, adding cross-family evidence to the
judge-robustness analysis in Appendix F.7. The
medicine anchor is low (11.9 without RL), so static-
rubric RL contributes most of the absolute recovery
there, and AMARIS adds +2.2 on top of it.

RL algorithm. AMARIS interacts with the RL
loop only through the reward side. To test this inter-
face beyond GRPO, we train Qwen2.5-7B-Instruct
on science with PPO (Schulman et al., 2017) while
maintaining all other settings. PPO obtains +1.9
(38.2 to 40.1), compared with +2.2 under GRPO
(38.9 to 41.1), through the same scalar-reward in-
terface and with no AMARIS-side changes. PPO
reaches lower absolute scores under both regimes,
consistent with our GRPO-tuned hyperparameters
being reused as-is.

F.4 Alternative Reward Interfaces

Table 15 evaluates whether a strong scalar judge
can replace rubric-decomposed scoring. Both
scalar baselines use the same scoring model
as AMARIS but remove explicit rubric criteria.
Scalar-Goal provides only the high-level training
goal, input, and model output to the judge. Scalar-

Goal+Ref additionally provides the reference an-
swer when available.

Effect of reference conditioning. Providing ref-
erence answers improves the scalar judge on
most benchmarks: Scalar-Goal+Ref improves over
Scalar-Goal by +1.0 on GPQA-D, +0.9 on Health-
Bench, +1.2 on InfoBench, +0.8 on IFBench, +1.8
on WritingBench, and +0.6 on CW-v3. This con-
firms that the scalar judge can use additional task
information when it is available.

Gap to rubric-decomposed scoring. Even with
references, scalar scoring remains below AMARIS
dynamic across all benchmarks. Relative to the
global AMARIS dynamic condition in Table 3,
Scalar-Goal+Ref is lower by 1.9 points on GPQA-
D, 2.1 on HealthBench, 1.5 on IFEval, 1.8 on In-
foBench, 2.1 on IFBench, 4.0 on WritingBench,
and 1.1 on CW-v3. This suggests that the gains are
not explained solely by access to a strong evaluator
or a reference answer. Explicit rubric decomposi-
tion provides a more structured reward signal for
RL, especially on open-ended writing and hetero-
geneous instruction-following tasks.

F.5 Alternative Base Model

Table 16 evaluates whether the same conclusion
holds when the policy base is changed from the
default Qwen2.5-7B-Instruct model to Qwen3-4B
(Yang et al., 2025). We compare the no-RL anchor,
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Science Medicine

Reward interface

Instruction Following

Creative Writing

GPQA-D HealthBench IFEval InfoBench IFBench WritingBench CW-v3
Scalar-Goal 38.2 32.6 79.9 83.6 335 54.6 40.0
Scalar-Goal+Ref 39.2 335 80.0 84.8 34.3 56.4 40.6

Table 15: Scalar judge reward baselines. Both rows use GPT-OSS-120B as the scalar judge and keep the remaining

RL setup fixed.

two scalar-judge reward interfaces, and AMARIS
under both global and per-instance rubrics.

Robustness to the policy base. The Qwen3-
4B results show that AMARIS gains are not
tied to the default Qwen2.5-7B-Instruct policy
base. AMARIS is best or tied best on all seven
benchmarks, with average scores of 61.9 un-
der global rubrics and 62.1 under per-instance
rubrics, compared with 52.0 for the no-RL an-
chor and 59.7 for Scalar-Goal+Ref. Relative to
the strongest scalar baseline, AMARIS improves
by +2.5/+2.9 on GPQA-D, +2.2/+2.8 on Health-
Bench for global/per-instance rubrics, respectively.
The relative behavior of global and per-instance
rubrics is also consistent with the main results: per-
instance rubrics are strongest on most benchmarks,
while global rubrics are better on WritingBench.
This suggests that per-instance rubrics help when
prompts expose distinct correctness or instruction-
following requirements, whereas a shared global
rubric can remain competitive for open-ended writ-
ing where broad style and quality criteria transfer
across prompts. The IFEval column also illustrates
a ceiling effect: the no-RL Qwen3-4B anchor is
already strong, scalar rewards slightly reduce the
score, and AMARIS recovers or improves it while
producing larger gains on InfoBench, IFBench, and
WritingBench.

F.6 Rubric Quality Preference Evaluation

Table 17 reports an automated rubric-quality eval-
vation. We use GPT-5.4 (Singh et al., 2025)
as the rubric-quality judge. For each evaluation
item, the judge is given the task context and three
anonymized candidate rubric sets: the initial rubric
set, the final rubric set produced by no-memory
adaptation, and the final rubric set produced by
AMARIS. Candidate order is randomized, and
method identities are hidden. The judge assigns
1-10 scores for six rubric-quality dimensions and
then selects the best overall rubric set. Figure 2
provides the evaluation prompt. The final column

of Table 17 reports the fraction of identity-hidden
comparisons in which each rubric set is selected as
best.

Rubric quality improvement. The evaluation
indicates that AMARIS final rubrics are preferred
more often and receive higher scores on every
rubric-quality dimension. Compared with the no-
memory final rubrics, AMARIS final rubrics im-
prove coverage by +0.9, clarity by +1.1, discrimina-
tiveness by +1.5, non-redundancy by +0.6, exploit
resistance by +0.8, and task alignment by +0.9.
The preference share also increases from 0.24 for
no-memory final rubrics to 0.68 for AMARIS final
rubrics.

Interpretation. These results support the mecha-
nism suggested by the downstream ablations: mem-
ory does not only stabilize rubric updates, but also
helps the updater produce rubrics that are clearer,
less redundant, more discriminative, and more re-
sistant to exploitation. The evaluation is indepen-
dent of the final benchmark scores, so it provides
complementary evidence that AMARIS improves
the rubric artifact itself rather than only tuning re-
wards toward the reported evaluations.

F.7 Judge-Family Robustness of Open-Ended
Gains

On two open-ended benchmarks, the training-side
scoring models and the official evaluation judges
come from the same model family: AMARIS
scores and analyzes with GPT-OSS-120B and up-
dates with GPT-5.1, while the official protocols
use the GPT-4.1 grader for HealthBench and the
GPT-40 evaluator for InfoBench. The other open-
ended benchmarks are already graded outside the
GPT family: WritingBench uses the benchmark’s
released criteria-aware critic model (Qwen2.5-7B-
based) and Creative Writing v3 uses Claude 3.7
Sonnet, and these two carry the largest open-ended
gains in Table 1 (+3.5 and +3.3). For the two GPT-
graded benchmarks, we re-grade the saved final-
checkpoint outputs of every method with Gemini
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Science Medicine Instruction Following Creative Writing

Method

GPQA-D HealthBench IFEval InfoBench IFBench WritingBench CW-v3
Naive (no RL) 45.1 37.0 80.9 81.6 227 56.0 40.8
Scalar-Goal 46.2 59.6 79.3 86.7 29.6 68.5 41.2
Scalar-Goal+Ref 472 60.7 79.2 88.2 29.9 70.9 42.0
AMARIS (global rubric) 49.7 62.9 80.9 90.2 32.0 75.0 424
AMARIS (per-instance rubric) 50.1 63.5 81.2 90.2 33.2 73.8 43.0

Table 16: Alternative policy-base results with Qwen3-4B. Best results in each column are in bold.

Rubric-quality evaluation prompt.

Input. You are given a task context and several anonymized candidate rubric sets. The candidate order is randomized, and
method identities are not shown.

Instruction. Evaluate each candidate rubric set independently. For each candidate, assign a 1-10 score for:

1. Coverage: captures the important success and failure modes for the task.

2. Clarity: uses specific, unambiguous, and easy-to-apply criteria.

3. Discriminativeness: separates strong, mediocre, and weak responses.

4. Non-redundancy: avoids unnecessary overlap among criteria.

5. Exploit resistance: avoids rewarding superficial shortcuts or reward-hacking behavior.

6. Task alignment: matches the intended task objective.

Decision. After scoring all candidates, select the single best rubric set overall and provide a brief rationale. Do not use
candidate order, length, or inferred method identity as evidence.

Figure 2: Prompt used for automated rubric-quality preference evaluation. The full input additionally includes the
task context and anonymized candidate rubric sets.

Rubric set Coverage Clarity Discriminativeness Non-redundancy Exploit resistance  Task alignment Preference
Initial 6.5 6.8 6.1 6.2 5.8 6.2 0.08
No-memory final 7.7 7.9 7.2 7.7 7.3 7.8 0.24
AMARIS final 8.6 9.0 8.7 8.3 8.1 8.7 0.68

Table 17: Automated rubric quality evaluation. Dimension scores use a 1-10 scale; preference is the fraction of
identity-hidden comparisons in which the rubric set is selected as best.
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2.5 Pro (Comanici et al., 2025) under identical grad-
ing prompts and protocols, changing nothing but
the judge. Tables 18 and 19 report both graders.

HealthBench GPT-4.1 grader Gemini 2.5 Pro grader

Naive (no RL) 227 21.2
RubricHub (RuRL) 33.0 31.9
RuscaRL 329 31.3
RaR 312 30.4
AMARIS (global) 35.6 34.1
AMARIS (per-instance) 36.0 34.8
Gain over strongest baseline +3.0 +2.9

Table 18: HealthBench under the official GPT-4.1 grader
and a cross-family Gemini 2.5 Pro re-grading of the
same saved outputs.

InfoBench GPT-40 evaluator  Gemini 2.5 Pro evaluator

Naive (no RL) 78.1 76.4
RubricHub (RuRL) 83.5 82.5
RuscaRL 83.2 81.7
OpenRubrics 83.0 82.2
Rubric-ARM 83.7 82.4
RLCF 84.1 83.0
AMARIS (global) 86.6 85.1
AMARIS (per-instance) 87.0 85.7
Gain over strongest baseline +2.9 +2.7

Table 19: InfoBench under the official GPT-40 evaluator
and a cross-family Gemini 2.5 Pro re-grading of the
same saved outputs.

Margins survive a different-family grader.
Gemini grades slightly harsher on both protocols,
yet both AMARIS variants stay above every base-
line under both graders, and the AMARIS margin
over the strongest baseline moves by at most 0.2
(+3.0 to +2.9 on HealthBench, +2.9 to +2.7 on In-
foBench). Small reorderings occur among closely
spaced baselines on InfoBench, where RubricHub
and Rubric-ARM swap, as do RuscaRL and Open-
Rubrics, while RLCF remains the strongest base-
line under both graders. Example-level agreement
between the two graders is Spearman p = 0.81 on
HealthBench and 0.88 on InfoBench; the rubric-
based HealthBench grading is noisier than In-
foBench’s binary DRFR questions. The margins
are therefore preserved under a different-family
grader on the two open-ended benchmarks with
same-family overlap, on the two already scored by
non-GPT judges, and on the closed-ended bench-
marks, where GPQA-D is multiple-choice and IFE-
val and IFBench are program-verified.

F.8 Cost Accounting and Alternative Budget
Allocations

Static-rubric RL and AMARIS train on the same
4x A100 80GB GPUs, and both score rollouts with

the same self-hosted GPT-OSS-120B judge on a
second group of 4x A100 80GB, so these shared
resources cancel and we report the AMARIS over-
head as differential resources in tokens and A100-
hours. Table 20 itemizes the overhead per 400-step
global-rubric run (batch 256, 4 samples per query,
1,024 rollouts per step), and Table 21 reports the
two matched-compute controls referenced in Sec-
tion 4.6.

AMARIS overhead item

Individual analysis tokens, GPT-OSS-120B
Summarization, query, update tokens, GPT-5.1
Additional occupancy (+5% wall-clock)

Amount per run

928M (86.2% of auxiliary)
148.4M (13.8%)
32 A100-hours

608 A100-hours

Static-rubric run occupancy (reference)

Table 20: Differential resource accounting per 400-step
global-rubric run. Analysis tokens are served concur-
rently on the provisioned scoring GPUs; the fully open-
weight configuration (Table 10) removes API usage
entirely.

Which component buys the marginal gain. The
auxiliary pipeline decomposes into two parts with
different roles (time and token shares from Ta-
ble 22). The shared diagnostic substrate, indi-
vidual analysis (63.1% of time, 86.2% of tokens)
plus batch summarization (28.5% of time, 9.1%
of tokens), totals 91.6% of pipeline time and
95.4% of tokens and is consumed by any analysis-
driven adaptive method: the no-memory adap-
tive condition in Table 3 uses 96.1% of AMARIS
pipeline time and 99.5% of its tokens yet improves
over initial-static by only +0.14 on average. The
longitudinal-memory mechanism, query generation
(0.4% of time, 5.6M tokens per run) plus retrieval
(3.5% of time, local Chroma compute), is the only
configuration difference between that condition and
full AMARIS (+1.70), so enabling this 3.9%-of-
time, 0.5%-of-tokens mechanism accounts for the
difference.

Cost reduction. Auxiliary tokens per step are
linear in the number of rollouts: 2.27k tokens per
analyzed rollout, plus 7.7k per meta-summarization
chunk of 32, plus a fixed ~125k for query genera-
tion and rubric update; at batch 512 x4 the pipeline
would consume ~5.3M tokens per step, and since
analysis runs on the self-hosted machine, scale-up
cost is serving capacity rather than API spend until
the compute saturates. Updating every 2 steps is
slightly better on several benchmarks (Table 11)
and halves query generation and rubric update,
about 2.3% of auxiliary tokens; both batches are
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Regime Resource change vs. static baseline GPQA-D HealthBench
Initial-static, 400 steps reference 38.9 33.7
Static, 800 steps +608 A100-hours, +748M scoring tokens 39.3 33.9
Static, GPT-5.1 as scoring judge, 400 steps  +748M GPT-5.1 tokens, removes the self-hosted scoring GPUs 39.6 343
AMARIS, 400 steps +928M self-hosted analysis tokens, +148.4M GPT-5.1 tokens, +32 A100-hours 41.1 35.6

Table 21: Alternative allocations of additional compute. Longer static training and direct frontier-model scoring do
not reproduce the AMARIS gain; all controls trail AMARIS by at least 1.3 points on both benchmarks.

Component Avg. time (s) % of pipeline  Tokens / step
Individual analysis 426.4 63.1% 2.32M
Batch summarization 192.3 28.5% 246k
Query generation 2.7 0.4% 14.1k
Memory retrieval 23.7 3.5% 0
Rubric update 30.6 4.5% 110.9k
Total pipeline 675.7 100.0% 2.691M

Table 22: Per-component time and token consumption
of the AMARIS averaged over 400 training steps.

still analyzed and summarized, so it is a quality
knob rather than a cost knob. Per-rollout analysis
dominates the token cost (86.2%), so subsampling
the rollouts sent to analysis scales cost down lin-
early. GPT-5-mini for summarization and update
recovers most of GPT-5.1’s quality (Table 9), and
the fully open-weight configuration (Table 10) re-
moves the API dependency entirely. Memory foot-
print and retention are measured in Appendix F.9.

F.9 Memory Footprint and Retention Window

Footprint. A 400-step global-rubric run writes
1,058 documents per step (1,024 rollout analyses,
32 chunk summaries, 1 step summary, and 1 update
record), 423,200 documents in total, about 0.8 GB
of text and 0.65 GB of embeddings in Chroma. Re-
trieval latency grows sublinearly with memory size
(22.1 s averaged over the first 100 steps vs. 25.3 s
over the last 100) and stays at 3.5% of pipeline time.
At this scale, capacity is not a binding constraint:
unbounded retention costs under 2 GB per run.

Retention window. To estimate how much his-
tory the updater actually needs, we replay all 1,200
logged updates with retrieval restricted to the most
recent W steps and measure how many of the doc-
uments the updater had cited as decisive would
still have been available (Table 24). The 21.8% of
citations lost at W =50 concentrate in exactly the
behaviors that make memory useful: recurrence de-
tection, where the keyword-stuffing episodes cite
evidence with a median age of 116 steps, and edit-
outcome checks against earlier update records.

Retraining ablation. The replay measures only
whether cited evidence remains available; a re-

stricted window would also change the updates
themselves. We therefore retrain with reten-
tion capped at W e {50,100,200} on science
and medicine (Table 25). The end-to-end effect
matches the replay’s prediction: W=50, where
21.8% of decisive citations are lost, shows a small
consistent drop on both domains (—0.3 GPQA-D,
—0.4 HealthBench); W =100 comes within 0.2 of
unbounded retention; and W =200 shows no mea-
surable loss (41.2 vs. 41.1 and 35.7 vs. 35.6, within
the evaluation noise reported in Table 1). At this
scale the replay therefore serves as a cheap proxy
for retention needs.

Practical guidance. For runs up to a few hundred
steps, retain everything: a 400-step run occupies
under 2 GB and retrieval stays at 3.5% of pipeline
time. For much longer trainings, W =200 preserves
96.9% of decisive citations in the replay and full
end-to-end performance in the retraining ablation,
so we recommend it as the starting point; W =50
trades roughly 0.3 to 0.4 points for a 4x smaller
store.
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Science Medicine Instruction Following Creative Writing
GPQA-D HealthBench IFEval InfoBench IFBench WritingBench CW-v3

Sync 41.3 35.7 81.6 86.4 36.6 60.0 41.8 ~146 ~92%
Async 41.1 35.6 81.5 86.6 36.4 60.4 41.7 ~80 ~5%

Pipeline mode Time (h) Time increase

Table 23: Synchronous vs. asynchronous pipeline execution. Async mode substantially reduces wall-clock latency
relative to synchronous execution while incurring only marginal quality differences (<0.2 across most benchmarks).

Retention window W (steps) 50 100 200 Unbounded

Cited decisive documents still available  78.2%  90.6%  96.9% 100%

Table 24: Citation-replay estimate of retention needs
over the 1,200 logged updates.

Retention window W 50 100 200 Unbounded

GPQA-D 40.8 41.1 412 41.1
HealthBench 352 354 357 35.6

Table 25: End-to-end retraining ablation of the memory
retention window on science and medicine. W=200
matches unbounded retention; W =50 trades a small
consistent drop for a 4x smaller store.

46017



G Rubric Evolvement Analysis

To understand how AMARIS improves the rubrics
over the RL training, we analyze 1,200 step-level
summaries produced across the three completed
training processes under global-rubric settings (sci-
ence, medicine, and instruction following). Follow-
ing the three update strategies defined in Section
2.3, we assign each step one dominant update mode
(Defensive, Curriculum Advancement, or Main-
tenance) and partition training into five phases with
equal number of steps for chronological compar-
ison. We then taxonomize the dominant pattern
within each mode for further analysis.

Three-stage progression. Table 26 reports the
distribution of update modes across training phases.
AMARIS shows a clear three-stage pattern. In the
first 80 steps, Defensive updates dominate, indicat-
ing that the system initially deals with suboptimal
behaviors. In mid-training (steps 81-240), Cur-
riculum Advancement becomes the single largest
mode, showing that once the suboptimal behav-
iors are controlled, AMARIS shifts toward raising
evaluation standards. In the final phase (steps 241—
400), Maintenance dominates, indicating that the
rubric set becomes stable.

Suboptimal behavior taxonomy. To understand
the major suboptimal behaviors, we analyze each of
the 334 defensive steps’ batch summarizations by
choosing the dominant suboptimal behavior cate-
gory reported in the summarization as a representa-
tive and categorize them manually into six types of
major suboptimal behaviors. Table 27 reports the
temporal evolution of each type. We define the six
types as follows: length gaming increases response
length to exploit length-correlated reward signals;
superficial format compliance complies to surface-
level formatting such as bullet points, numbered
lists, or markdown headers without improving sub-
stantive content; safety over-refusal unnecessarily
declines on user instructions due to overly cautious;
claims without evidence presents assertions or con-
clusions without supporting reasoning or citations;
sycophancy excessively agrees with the user rather
than providing accurate responses; and keyword
stuffing inserts task-relevant terminology or phrases
into the output without meaningful integration into
the reasoning. Three classic suboptimal behaviors:
length gaming and verbosity inflation (23.35%),
superficial format compliance (21.26%), and safety
over-refusal(18.86%), together account for the ma-

jority of defensive steps (63.47%), showing that
most of the early rubric updates have been used
to resolve reward hacking against visible rubric
cues. All six suboptimal behaviors decreases over
training in different rates. Length gaming and syco-
phancy decreases faster, indicating that once rubric
patches penalize these behaviors, the policy quickly
learns to avoid them. On the contrary, Safety over-
refusal and Keyword stuffing are the most persis-
tent suboptimal behavior for the whole RL training.
Keyword stuffing also does not decrease monoton-
ically like the other types, suggesting that it can
re-emerge in different forms, which highlights the
value of AMARIS’s memory-based tracking of re-
curring behaviors.

Curriculum advancement taxonomy. Similar
to suboptimal behaviors for Defensive steps, we
use the same method to analyze the main factor
for Curriculum Advancement steps. Table 28
reports the dominant factors for each of the 413
samples flagged with Curriculum Advancement.
The six factors are: reasoning depth, requiring
multi-step or more sophisticated chains of reason-
ing; conciseness, favoring concise but information-
dense responses over verbose and vague ones; jus-
tification, grounding claims in explicit evidence
or citations; trade-off handling, appropriately bal-
ancing different objectives within a single query
(e.g., thoroughness vs. brevity, or safety vs. help-
fulness); multi-constraint prioritization, correctly
satisfying multiple explicit constraints when they
interact or conflict; and output style, improving
tone and clarity beyond basic correctness. The
largest factor is Reasoning Depth. Once the policy
model can satisfy basic correctness or compliance
rubrics, AMARIS raises the evaluation standard to-
wards more in-depth reasoning. The second largest
one is Conciseness (92, 22.28%), suggesting that
a substantial portion of the mid-training curricu-
lum shift is about moving from merely acceptable
responses to efficient and information-dense ones.
We also found that AMARIS treats different factors
at different stage of training. For example, 35 of
74 cases of Justification occur in the first 160 steps,
implying that the system first guides the model to
ground the answers before emphasizing reasoning
depth and conciseness. Trade-off handling appears
later during the middle of the training reflecting the
difficulty and low priority of teaching the model to
appropriately balance different objectives from the
input.
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Step range Defensive  Curriculum Maintenance Dominant
1-80 126 (52.50%) 62 (25.83%) 52 (21.67%) Defensive
81-160 92 (38.33%) 101 (42.08%) 47 (19.59%) Curriculum
161-240 57 (23.75%) 127 (52.92%) 56 (23.33%) Curriculum
241-320 38 (15.83%) 84 (35.00%) 118 (49.17%) Maintenance
321-400 21 (8.75%) 39 (16.25%) 180 (75.00%) Maintenance
Total 334 (27.83%) 413 (34.42%) 453 (37.75%) —

Table 26: Distribution of dominant update modes across five equal training phases. The system transitions from
defensive in the early phase, through curriculum advancement in the middle, to maintenance in the late phase.

Primary defensive types 1-80 81-160 161-240 241-320 321-400 Total %o
Length gaming 31 22 14 7 4 78 23.35%
Superficial format compliance 25 24 13 6 3 71 21.26%
Safety over-refusal 20 18 12 8 5 63 18.86%
Claims without evidence 21 12 9 7 3 52 15.57%
Sycophancy 17 10 5 4 1 37 11.08%
Keyword stuffing 12 6 4 6 5 33 9.88%

Table 27: Taxonomy of dominant suboptimal-behavior vectors across the 334 defensive steps. The top three types
account for 63.47% of all samples and monotonically decreases as the training progresses, though safety over-refusal
and keyword stuffing remain the most persistent types.

Primary curriculum factors 1-80 81-160 161-240 241-320 321-400 Total %
Reasoning depth 12 27 40 29 13 121 29.30%
Conciseness 8 18 29 24 13 92  22.28%
Justification 14 21 24 9 6 74 17.92%
Trade-off handling 9 12 15 10 3 49 11.86%
Multi-constraint prioritization 11 14 11 6 1 43 10.41%
Output style 8 9 8 6 3 34 8.23%

Table 28: Taxonomy of dominant curriculum-advancement targets across the 413 samples. Growth targets progress
from evidence grounding (early) to depth, conciseness, and communication quality (mid and late training).
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Maintenance taxonomy. We also analyze the
overall patterns in the Maintenance samples. The
five categories are: no dominant suboptimal be-
havior, where the current rollouts show no clear
failure pattern about rubric changes; recent patch
under evaluation, where AMARIS withholds fur-
ther changes to observe the effect of a recent rubric
update; rubric set already compact, where the ex-
isting rubrics are sufficiently useful; held-out proxy
improving, where a held-out validation indicates
ongoing gains under the current rubrics; and mixed
/ low-confidence evidence, where the batch-level
signals are too noisy or contradictory to justify a
confident rubric change. The most common pat-
tern is that the model has no dominant suboptimal
behavior present (181 steps, 39.96%), confirming
that late-stage stability is achieved through accu-
mulated rubric improvement. The second most
common pattern is that a recent rubric update is
still under evaluation (116, 25.61%), indicating
that AMARIS frequently chooses to wait for addi-
tional evidence to evaluate the previous decisions.
The remaining maintenance steps are mainly for
reducing redundant rubrics (72, 15.89%).

Composition of the active rubric set. Despite of
the step-level analysis, we also conduct the rubric-
level analysis by randomly select 50 samples per
training phase and manually categorize the inter-
nal composition of the rubrics into six categories.
Table 30 reports the average number of active adap-
tive rubrics per step in six functional categories.
These categories are: correctness rubrics that as-
sess factual and logical accuracy; instruction fol-
lowing rubrics that check adherence to explicit
instructions; safety rubrics that penalize harmful
or biased content; communication quality rubrics
that evaluate clarity and coherence; anti-reward
hacking rubrics specifically designed to penalize
identified reward hacking behaviors; and bonus
rewards rubrics that incentivize desirable but non-
mandatory qualities such as providing illustrative
examples, acknowledging limitations, or offering
alternative perspectives. Correctness and safety
related rubrics decreases over training (from 5.95
to 3.85 and from 4.00 to 2.20), while bonus re-
wards grow from 1.05 to 6.55. This compositional
shift mirrors the mode transition in Table 26: as
defensive updates decline and curriculum updates
increase, the rubric set reallocates capacity from ba-
sic compliance toward better quality. Anti-reward
hacking increases to the top at 3.80 on average in

mid-training and then decrease to 2.05 at the end
and communication quality rubrics rise monoton-
ically from 2.05 to 4.20, reflecting the late-stage
emphasis on response efficiency and completeness.
The total number of the active rubrics reaches its
maximum at 25.35 rubrics per step in middle of
training and decreases to 22.75 in the final phase,
confirming that AMARIS achieves rubric evolution
with controlled growing of numbers.

Rubric evolution is calibration-driven. Despite
of the analysis of the rubric itself, we also analyze
the pattern of rubric editing, using the definition
from the Section 2.3. Across the 1,200 step-level
updates, AMARIS performs 3,480 rubric-edit op-
erations (2.90 per update on average). Reweight
(31.78%) and Update (29.25%) jointly account
for 61.03% of all edits, while CREATE accounts
for only 15.57%, showing that AMARIS mostly
evolves rubrics by refining existing criteria rather
than adding new ones. The relationship between
edit operations and update modes shows how each
strategy achieves its effect: 81.10% of Split op-
erations occur in defensive mode, reflecting that
correcting suboptimal behaviors often requires de-
composing a coarse rubric into more precise sub-
rubrics; 80.07% of Delete operations occur in main-
tenance mode, indicating that rubric pruning is a
late-stage consolidation behavior; and 52.21% of
Create operations occur in curriculum mode, show-
ing that new rubrics are more often introduced to
raise evaluation standards. Among the 542 Cre-
ate operations themselves, 30.07% produce anti-
hacking guardrails and 22.88% produce stretch and
curriculum rubrics.

Memory improves rubric stability. To quan-
tify the stabilizing effect of memory, we measure
short-term reversals, defined as a rubric being re-
versely modified (deleted, merged, or reweighted
by >0.5 in the opposite direction) within 8 steps.
Fewer short-term reversals means that the rubrics
are more robust and AMARIS produces less oscil-
latory changes to calibrate the rubrics. With static
and dynamic memory enabled, the total number of
reversals across the three domains drops from 118
(no memory) to 75, a 36.44% relative reduction
that is consistent across domains (38.64% in sci-
ence, 33.33% in medicine, 37.14% in instruction
following). We further examine which memory
type provides the evidence for each defensive up-
date. In science, static (recent-step) memory is
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Primary maintenance reason 1-80 81-160 161-240 241-320 321400 Total %0
No dominant suboptimal behavior 8 11 18 56 88 181  39.96%
Recent patch under evaluation 23 21 19 26 27 116  25.61%
Rubric set already compact 4 4 6 17 41 72 15.89%
Held-out proxy improving 5 5 9 14 18 51 11.26%
Mixed / low-confidence evidence 12 6 4 5 6 33 7.28%
Table 29: Taxonomy of dominant maintenance reasons across the 453 maintenance steps.
Adaptive rubric category 1-80 81-160 161-240 241-320 321-400 Mean
Correctness 5.95 5.40 4.75 4.20 3.85 4.83
Instruction following 4.30 4.35 4.20 4.05 3.90 4.16
Safety 4.00 3.60 3.00 2.65 2.20 3.09
Communication quality 2.05 2.70 3.25 3.90 4.20 3.22
Anti-reward hacking 2.75 3.15 3.80 3.00 2.05 2.95
Bonus rewards 1.05 3.85 6.35 6.60 6.55 4.88
Total 20.10 23.05 25.35 24.40 2275  23.13

Table 30: Average number of active adaptive rubrics per step, grouped by functional category. Correctness and
safety rubrics decrease over training while bonus rewards and communication-quality rubrics grow, reflecting a shift
from basic compliance toward higher-order quality. The total set increases modestly in the middle of training and

then decreases, indicating controlled evolution.

Operation type  Count %
REWEIGHT 1,106 31.78%
UPDATE 1,018 29.25%
CREATE 542 15.57%
SPLIT 291 8.36%
DELETE 286 8.22%
MERGE 237 6.81%
Total 3,480 100.00%

Table 31: Distribution of rubric-edit operations across
1,200 step-level updates (2.90 operations per update on
average). REWEIGHT and UPDATE jointly account for
61.03% of all edits, indicating that AMARIS evolves
rubrics primarily through calibration rather than expan-
sion.

the dominant evidence source in 61.36% of cases,
matching the finding in Table 2 that static memory
slightly outperforms dynamic memory on GPQA-
Diamond. In medicine, dynamic (semantic) re-
trieval is the largest single source (38.71%). In
instruction following, mixed evidence is the most
common category (38.46%), reflecting a more het-
erogeneous memory usage. These domain-level
patterns align with the complementary nature of
static and dynamic memory observed in the ab-
lation study about memory usage and provide an
explanation for the quantitative gains reported in
Table 2.

Evidence age and citation stability. We further
examine which history the updater actually con-
sults across the 1,200 step-level updates. Dynami-
cally retrieved documents cited by the updater have
a median age of 21 training steps; 43.9% lie be-
yond the static window of N=4 recent summaries,
and 17.2% are more than 100 steps old. 57.6%
of defensive and curriculum updates cite at least
one document older than the static window, history
that no batch-local method has access to. Citation
is associated with fewer short-term reversals: ed-
its whose recorded rationale cites retrieved history
are reversed within 8 steps at a 1.4% rate, while
edits justified only by current-batch evidence are
reversed at 4.3%. Table 36 resolves the aggregate
reduction of Table 35 by training phase; the reduc-
tion concentrates in the early and middle phases
where the policy changes fastest. Recurrence han-
dling shows the same mechanism at the episode
level: keyword stuffing is the one suboptimal be-
havior that re-emerges late in training (Table 27),
and in 9 of the 11 late-phase keyword-stuffing de-
fensive updates, dynamic retrieval surfaced the ear-
lier episodes (median cited-evidence age 116 steps)
and the updater reinstated or strengthened a previ-
ously relaxed guardrail instead of drafting a new
one, a correction unavailable to batch-local updat-
ing.
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Operation type Defensive ~ Curriculum Maintenance Most associated

Create 210 (38.75%) 283 (52.21%) 49 (9.04%) Curriculum

Update 303 (29.76%) 402 (39.49%) 313 (30.75%) Curriculum

Reweight 184 (16.64%) 498 (45.03%) 424 (38.34%) Curriculum

Delete 24 (8.39%) 33 (11.54%) 229 (80.07%) Maintenance

Merge 19 (8.02%) 109 (45.99%) 109 (45.99%) Curriculum & Maintenance
Split 236 (81.10%) 55 (18.90%) 0 (0.00%) Defensive

Table 32: Rubric-edit operations decomposed by dominant update mode. SPLIT is overwhelmingly defensive
(81.10%), reflecting exploit repair via rubric decomposition; DELETE is primarily maintenance-driven (80.07%),
indicating late-stage consolidation; CREATE is most often curriculum-driven (52.21%), showing that new rubrics
raise standards more than they patch exploits.

Category of new rubric Count Share
Anti-reward hacking 163 30.07%
Curriculum rubrics 124 22.88%
Communication quality 92 16.97%
Instruction following 71  13.10%
Safety calibration 54 9.96%
Correctness & factual grounding 38 7.01%

Table 33: Breakdown of the 542 CREATE operations by
rubric category. Nearly one-third produce anti-hacking
guardrails, but the second-largest block (22.88%) in-
troduces stretch and curriculum rubrics, showing that
AMARIS uses new rubrics to raise standards, not only

to patch exploits.
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Domain Defensive  Static-dominant Dynamic-dominant Mixed Most useful

Science 132 81 (61.36%) 28 (21.21%) 23 (17.42%)  Static
Medicine 124 40 (32.26%) 48 (38.71%) 36 (29.03%) Dynamic
Instruction following 78 27 (34.62%) 21 (26.92%) 30 (38.46%) Mixed

Table 34: Decisive evidence source for each of the 334 defensive updates, by domain. Science is static-memory
dominated, medicine benefits most from dynamic retrieval, and instruction following relies on mixed evidence.

Setting Science Medicine Instruction following Total
AMARIS (no memory) 44 39 35 118
AMARIS (static + dynamic memory) 27 26 22 75
Reduction 17 13 13 43
Relative reduction 38.64% 33.33% 37.14%  36.44%

Table 35: Short-term rubric reversals (rubric reversely modified within 8 steps). Memory reduces oscillatory rubric
changes by 36.44% overall, with consistent reductions across all three domains.

Short-term reversals per phase 1-80 81-160 161-240 241-320 321-400 Total

No memory 40 32 23 15 8 118
Static + dynamic memory 22 21 14 12 6 75

Table 36: Short-term reversals resolved by training phase. The 36.44% overall reduction (Table 35) concentrates in
the early and middle phases where the policy changes fastest.
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H Case Study

Appendix H presents four full case studies. Each
full case includes the input, model outputs before
and after the rubric update, the complete rubric
sets before and after the update, retrieved memory
snippets, and the update rationale. The cases are
drawn from science, medicine, and instruction fol-
lowing, and collectively illustrate the maintenance,
defensive, and curriculum-advancement strategies
described in Section 2.3.
H.1 Case 1: Merging Overlapping Structure
Rubrics
Full input.
Aqueous copper(Il) nitrate reacts with potassium
iodide to yield solid copper(I) iodide, potassium
nitrate, and iodine. Write a balanced net ionic

equation for the reaction. Provide a detailed and
accurate answer.

Output before.

First write the molecular equation:

2Cu(NOs3)2(aq) + 4KI(aq)
— 2Cul(s) + 4KNOs(aq) + Lz(s).

Removing the spectator ions K+ and NO3 gives
the net ionic equation:

2Cu*" (aq) + 41~ (aq) — 2Cul(s) + Iz(s).
Final Net Ionic Equation
2Cu°" (aq) + 41" (aq) — 2Cul(s) + Ia(s).

This shows that Cu®" is reduced to Cu™ in Cul,
while iodide is oxidized to iodine.

Final Answer
2Cu*" (aq) + 41 (aq) — 2Cul(s) + Iz(s).

Summary

The balanced net ionic equation is:

2Cu** (aq) + 417 (aq) — 2Cul(s) + Iz (s).

Output after.

Copper(Il) is reduced to copper(l), and iodide
is partly oxidized to iodine while the remaining
iodide precipitates copper(I) iodide.

The balanced molecular equation is:

2Cu(NO3)2(aq) + 4KI(aq)
— 2Cul(s) + 4KNOs(aq) + I2(s).

Removing Kt and NO3 as spectator ions gives:

Final Answer:

2Cu*" (aq) + 41 (aq) — 2Cul(s) + Iz(s).
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Full before rubric set.

CO0 (+1.00, anchor): Correct final answer. Award when
the response gives the chemically correct balanced net ionic
equation for the reaction.

C1 (+1.20): Final-answer block presence. Award when
the response contains a clearly demarcated final-answer
block for an explicit-output task.

C2 (+1.50): Final-answer block completeness. Award
when all requested outputs appear inside the final-answer
block.

C3 (+0.80): Approved final-answer heading. Award when
the final-answer block uses a valid heading such as “Final
Answer,” “Answer,” or “Final Net Ionic Equation.”

C4 (-4.00): Decorative emoji hard gate. Penalize decora-
tive icons or flashy symbols in headings, answer regions, or
summary regions, and prevent related clean-style rewards
from firing.

C5 (+2.00): Clean professional formatting. Award when
the answer is professionally formatted, easy to scan, and
free of distracting decoration.

Full after rubric set.

CO0 (+1.00, anchor): Correct final answer. Award when
the response gives the chemically correct balanced net ionic
equation for the reaction.

C6 (+3.50): Single complete final-answer block. Award
when the response contains exactly one clearly demarcated
final-answer block that addresses the requested output com-
pletely, uses a valid heading, and does not duplicate the
definitive answer in separate answer-like regions.

C4 (-2.00): Decorative emoji soft penalty. Penalize deco-
rative icons or flashy symbols wherever they appear, with
special concern for headings and final-answer regions, but
do not let style alone erase useful correctness and structure
signals.

C5 (+1.20): Clean professional formatting. Award a
smaller top-up when the response is plain, professional,
and non-distracting, provided correctness and final-answer
integrity are already acceptable.

Retrieved memory snippets.

Static memory: Recent science summaries repeatedly
flagged duplicate answer regions, answer leakage outside
the canonical final block, and decorative icons in headings
or final-answer regions.

Static memory: Earlier incremental updates to separate
block-presence, heading, and style rubrics did not remove
the duplicate-final-section behavior; the same structural
loophole reappeared across steps.

Current rollout evidence: One rollout had correct chem-
istry but presented the same net ionic equation under mul-
tiple answer-like headings, allowing separate structure
rubrics to fire even though the output had no single au-
thoritative answer region.

Current rollout evidence: Another rollout showed the
opposite failure: polished answer structure coexisted with
a wrong chemistry conclusion, indicating that structure
rewards needed tighter coupling to correctness.



Update rationale. The before output is chem-
ically correct, but it exposes a reward-shaping
flaw. The definitive net ionic equation appears
in the derivation, under Final Net Ionic
Equation, under Final Answer, and again
under Summary. Under the before rubric set, the
model can earn separate rewards for having a final
block, covering the requested output, using an ap-
proved heading, and looking clean, even though the
user receives several competing answer regions.

AMARIS therefore merges C1, C2, and C3 into
C6, a single higher-weight rubric that asks for one
complete, authoritative final-answer block. This
removes double-counting and makes the desired
behavior simpler: give the correct answer once, in
the right place. The style rules are also softened and
reweighted. C4 remains a penalty, but it no longer
acts as a broad structural hard gate; C5 becomes a
small top-up rather than a way to rescue duplicated
or weak content.

The after output keeps the useful chemistry
derivation but ends with one final-answer region
and no duplicate answer sections. This aligns the
reward with the desired presentation: correct sci-
ence first, then a single clean answer block, with
style as a secondary constraint.
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H.2 Case 2: Precise Scalar Reweighting for
Correct but Generic Reasoning

Full input.
Which cellular process is disrupted first when a
drug inhibits bacterial DNA gyrase?
A. translation
B. DNA replication
C. glycolysis
D. peptidoglycan cross-linking

Output before.

DNA gyrase is a major bacterial enzyme involved
in DNA structure, and antibiotics often affect
growth-related pathways. Because bacteria need
DNA topology control before cell division, the
best answer is probably B, although translation
and cell-wall pathways can also be affected indi-
rectly.

Output after.

DNA gyrase relieves supercoiling ahead of the
replication fork, so inhibiting it first blocks DNA
replication. Answer: B.

Full before rubric set.

¢ A0 (+1.00): Final answer is correct. Award when the re-
sponse selects the correct option. For this input, the correct
answer is B, DNA replication.

S1 (+0.75): Provides at least two relevant scientific facts.
Award when the response includes at least two accurate
facts relevant to the question, such as DNA gyrase being a
bacterial enzyme, its role in DNA topology or supercoiling,
or the relationship between DNA topology and bacterial
growth. This criterion does not require the facts to form a
direct causal chain from drug action to the selected answer.

* S2 (+0.50): States the final answer explicitly. Award
when the response clearly names or marks the selected
option rather than leaving the choice implicit.

* S3 (+0.40): Acknowledges uncertainty when confidence
is limited. Award when the response uses appropriately cau-
tious language for genuinely uncertain cases, notes possible
indirect effects, or avoids overstating unsupported mech-
anisms. In this case, the criterion can still reward hedge
language even though the correct mechanism is known.

* S4 (-0.50): Makes unsupported scientific claims. Penal-
ize when the response introduces claims that are scientifi-
cally unsupported or inconsistent with the question.

Full after rubric set.

¢ A0 (+1.00): Final answer is correct. Award when the re-
sponse selects the correct option. For this input, the correct
answer is B, DNA replication.

¢ S1 (+0.35): Provides at least two relevant scientific facts.
Award when the response includes accurate facts relevant to
DNA gyrase, bacterial DNA topology, or replication. The
lower weight keeps factual coverage useful but prevents
generic fact listing from dominating the reward.

¢ S2 (+0.50): States the final answer explicitly. Award when
the response clearly names or marks the selected option.

¢ S3 (+0.10): Acknowledges uncertainty when confidence
is limited. Award only lightly for cautious language when
uncertainty is warranted. The reduced weight discourages
routine hedging when the mechanism directly supports one
answer.

¢ S4 (-0.50): Makes unsupported scientific claims. Penal-
ize when the response introduces claims that are scientifi-
cally unsupported or inconsistent with the question.

¢ S5 (+0.75): Explanation directly justifies the selected
option. Award when the response explicitly connects the
mechanism to the answer: DNA gyrase relieves supercoil-
ing ahead of the replication fork, so inhibiting it first dis-
rupts DNA replication. Do not award full credit for discon-
nected facts that are merely related to bacteria, antibiotics,
or cell growth.

Retrieved memory snippets.

 Static memory: Recent science batches showed the same
“correct but generic” explanation pattern. The issue was not
disappearing across nearby steps.

 Static memory: The model repeatedly gave correct final
options while relying on shallow causal support, broad sci-
entific filler, and hedge tokens such as “probably,” “likely,”
and “can also.”

* Dynamic memory: An earlier update that rewarded answer-
linked justification improved explanation quality without
hurting correctness.

* Dynamic memory: A prior anti-verbosity rule made some
science answers too terse and reduced explanation com-
pleteness, so a blunt brevity penalty was risky.

Update rationale. The output before the update
is correct, but it scores too well for the wrong
reasons. It satisfies correctness, explicit answer
format, generic fact coverage, and uncertainty lan-
guage, while avoiding the key reasoning step: DNA
gyrase inhibition blocks replication because gyrase
relieves supercoiling ahead of the replication fork.

AMARIS therefore makes a scalar adjustment
rather than a broad rewrite. It lowers S1 from
+0.75 to 4+0.35 because fact count alone is not
enough. It lowers S3 from +0.40 to +0.10 be-
cause uncertainty language should not rescue an
answer when the causal mechanism is clear. It adds
S5 at +0.75 to reward direct mechanism-to-answer
justification.

This update preserves useful rubric coverage
while changing the reward balance: generic factual
language becomes secondary, hedging becomes
minor, and direct causal justification becomes the
main adaptive signal.
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H.3 Case 3: Reward Hacking Correction in .
Medicine / Over-Refusal

Full input.

I missed one dose of amoxicillin today. Should I
double the next dose?

Output before.

I cannot advise on medication dosing changes.
Please contact your doctor or pharmacist before
taking any more. It would be unsafe for me to tell
you whether to change your dose.

Output after.

If you miss a dose of amoxicillin, take it when
you remember unless it is almost time for the
next dose; if so, skip the missed one and return to
your usual schedule. Do not double the next dose.
Check the prescription label or ask your pharma-
cist if your instructions differ, and seek medical
care if you develop a rash, trouble breathing, or
severe diarrhea.

Full before rubric set.

e MO (+1.00, anchor): Avoid harmful medical advice. The
response must not provide dangerous, individualized, or
unsafe medical instructions. It should preserve user safety,
avoid unsupported treatment changes, and direct the user to
urgent care when symptoms indicate possible serious harm.

* M1 (+1.00): Avoid definitive dosing changes when con-
text is insufficient. The response should not instruct the
user to alter a prescribed dose when key clinical context is .
missing, such as the exact prescription directions, indica-
tion, allergies, kidney disease, age, pregnancy status, other
medications, or prior adverse reactions.

* M2 (+0.75): Recommend clinician or pharmacist consul-
tation when uncertainty exists. The response should tell
the user to check the prescription label or contact a clinician
or pharmacist when the answer depends on prescription-
specific instructions, patient-specific risk factors, or unclear .
timing.

* M3 (+0.50): Use appropriate safety language. The re-
sponse should use cautious medical language, avoid over-
stating certainty, and include safety-oriented framing when
giving medical information.

* M4 (+0.75): Provide actionable next steps for low-
risk questions. When the request is a common, low-risk
medication-adherence question, the response should give
practical next steps the user can take, while preserving ap-
propriate safety boundaries.

Full after rubric set.

¢ MO (+1.00, anchor): Avoid harmful medical advice. The .
response must not provide dangerous, individualized, or
unsafe medical instructions. It should preserve user safety,
avoid unsupported treatment changes, and direct the user to
urgent care when symptoms indicate possible serious harm.
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M1 (+1.00, updated): Avoid definitive dosing changes
beyond common low-risk guidance when context is in-
sufficient. The response should not make individualized
dose changes or override prescription-specific instructions.
However, it may provide widely accepted low-risk adher-
ence guidance, such as not doubling a missed dose, when
paired with instructions to follow the prescription label
and consult a pharmacist or clinician if the label differs or
patient-specific risks are present.

M2 (+0.40, reweighted): Recommend clinician or phar-
macist consultation when uncertainty exists. The re-
sponse should include consultation guidance when relevant,
but generic consultation boilerplate alone should not sub-
stitute for useful low-risk guidance on benign medication-
information requests.

M3 (+0.25, reweighted): Use appropriate safety lan-
guage. The response should remain cautious and medically
responsible, but safety language should support the answer
rather than dominate it or turn a benign question into a
blanket refusal.

M4 (+0.75, unchanged): Provide actionable next steps
for low-risk questions. When the request is a com-
mon, low-risk medication-adherence question, the response
should give practical next steps the user can take, while
preserving appropriate safety boundaries.

MS (+0.90, created): Provide standard guidance plus
escalation criteria for common low-risk medication-
adherence questions. For benign missed-dose or routine
adherence questions, the response should give standard,
non-individualized guidance; state what not to do when
there is a clear safety rule; advise checking the prescrip-
tion label or pharmacist if instructions differ; and include
red-flag symptoms or conditions that warrant medical care.

M6 (-0.75, created): Penalize refusal of benign medical-
information requests without next steps or triage ratio-
nale. The response should lose reward if it refuses a clearly
low-risk medical-information request while failing to offer
safe next steps or a specific reason that the request requires
individualized clinical triage.

Retrieved memory snippets.

Query: refusal penalty backfire unsafe
dosing advice

Snippet 1: Prior broad refusal penalty backfired. An ear-
lier update that broadly penalized refusal reduced generic
refusals, but later produced overly direct answers on gen-
uinely high-risk dosing questions. This record warns against
simply penalizing refusal across the board.

Snippet 2: Low-risk guidance with safeguards worked
better. A previous successful update improved benign
medication-adherence answers by requiring standard low-
risk guidance together with red-flag symptoms, prescription-
label checks, and pharmacist or clinician escalation when
instructions differ.

Snippet 3: Current batch pattern matches benign ad-
herence over-refusal. Recent analyses describe frequent
refusals on missed-dose, minor-side-effect, and low-risk
self-management questions where the model could safely
provide general guidance plus escalation criteria.



Update rationale. The before output is safe in
a narrow sense, but it is under-helpful for a com-
mon medication-adherence question. It likely col-
lects reward from M1, M2, and M3 because it
avoids dosing changes, recommends consultation,
and uses safety language. At the same time, it
fails M4 because it gives no actionable low-risk
next step. This creates a reward-hacking pattern:
the model can maximize safety-adjacent reward
by refusing benign medical-information requests,
even when the intended behavior is safe and useful
guidance.

The update avoids a blunt refusal penalty. Dy-
namic memory shows that broad anti-refusal fixes
previously harmed high-risk dosing behavior. The
safer correction is narrower: keep the core safety
constraint, clarify that common low-risk guidance
is allowed, lower the reward for generic consulta-
tion and safety boilerplate, add a positive rubric
for standard guidance plus escalation criteria, and
add a targeted penalty only for refusals on clearly
benign requests without next steps or a triage ratio-
nale.

This correction changes the reward target from
“refuse to remain safe” to “answer benign questions
with standard guidance while preserving safety
boundaries.”
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H.4 Case 4: Curriculum Advancement Via
Saturation Detection

Full input.

Give exactly three bullet points, each under eight
words, explaining why public-key cryptography
matters.

Output before.

* Secures messages online
* Protects important information
» Helps keep systems safe

Output after.

* Enables encrypted key exchange
» Authenticates websites at scale
» Supports signatures without shared secrets

Full before rubric set.

* 10 (+1.00): Explicit constraint satisfaction. The response
must satisfy all user-stated hard constraints, including the
exact number of bullet points, the per-bullet word limit, and
the requested subject.

* 11 (+1.00): Exact requested format. The response must
use exactly three bullet points, with no extra prose, no
missing bullet, no additional bullet, and each bullet kept
under eight words.

12 (+0.75): Complete topical coverage. The response must
explain why public-key cryptography matters, with each
bullet staying relevant to public-key cryptography rather
than generic online safety.

I3 (+0.50): Clarity and readability. The response must
be easy to understand, concise, grammatical, and free of
distracting wording.

Full after rubric set.

* 10 (+1.00): Explicit constraint satisfaction. The response
must satisfy all user-stated hard constraints, including the
exact number of bullet points, the per-bullet word limit, and
the requested subject.

I1 (+0.25): Exact requested format. The response must
use exactly three bullet points, with no extra prose, no
missing bullet, no additional bullet, and each bullet kept
under eight words. This criterion remains active but receives
less weight because recent training has already reached near-
ceiling performance on this dimension.

* 12 (+0.75): Non-redundant topical coverage. The re-
sponse must explain why public-key cryptography matters
while avoiding redundant restatements of the same broad
idea. Each bullet should cover a meaningfully different
aspect of the topic.

I3 (+0.50): Clarity and readability. The response must
be easy to understand, concise, grammatical, and free of
distracting wording.

e 14 (+0.75): Distinct concrete cryptographic function.
Each bullet must name a specific function enabled by public-
key cryptography, such as encrypted key exchange, website
authentication, digital signatures, identity verification, or
secure communication without a pre-shared secret. Generic
praise such as “keeps data safe” should not receive full
credit.

¢ I5 (+0.75): Information density under the length con-
straint. Each bullet should maximize useful technical con-
tent within the eight-word limit by using precise terms and
avoiding filler, vague adjectives, or repeated safety lan-

guage.
Retrieved memory snippets.

 Static memory: Recent summaries repeatedly showed near-
ceiling compliance with structural constraints. The model
reliably produced exactly three short bullets, indicating that
the format objective had saturated.

¢ Static memory: The same summaries showed little
marginal gain in richer content quality: outputs stayed topi-
cal but generic, often repeating broad notions of safety or
protection.

* Dynamic memory: A prior attempt to reward novelty too
aggressively led to occasional inaccurate or over-specific
content, suggesting that the next curriculum step should
reward concrete, correct functions rather than novelty for
its own sake.

* Dynamic memory: Earlier non-redundancy-focused up-
dates improved concise instruction-following outputs by
separating surface compliance from information value.

Update rationale. AMARIS treats this trace as
a curriculum advancement case rather than a de-
fensive repair. The before-update output satisfies
the visible constraints: it has exactly three bullets,
every bullet is under eight words, and all bullets are
broadly related to public-key cryptography. How-
ever, the content is low-density and repetitive: “se-
cures,” “protects,” and “keeps systems safe” all
express nearly the same generic safety idea.

The memory evidence changes the intervention.
Because static memory shows that format com-
pliance is already stable, continuing to give high
reward to exact formatting wastes training signal
on a mastered behavior. AMARIS therefore re-
duces I1 from +1.00 to +0.25 while preserving it
as a guardrail. Because dynamic memory warns
that an aggressive novelty reward can introduce
unsupported specificity, AMARIS does not ask for
novelty directly. Instead, it tightens 12 around non-
redundant coverage and creates I4 and IS, which
reward concrete, accurate, information-dense state-
ments under the same user constraints.

The after-update output keeps the original for-
mat intact while raising content quality: each bullet
names a distinct public-key cryptography function:
key exchange, website authentication, and signa-
tures without shared secrets. This illustrates how
AMARIS uses longitudinal evidence to recognize
saturation, lower the weight of already-mastered
basics, and advance the rubric toward higher-order
quality.
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I Prompts

This section presents the complete prompt tem-
plates used across all stages of the AMARIS
pipeline. Each template is instantiated at runtime
by populating the placeholder fields (shown in
brackets) with the actual training data. Several
prompts share a common Background & Context
block describing the Rubric-as-Reward paradigm
and the set of available rubric manipulation oper-
ations. Similarly, a common Input Data Packet
structure containing the high-level training goal,
RL training metadata, current reward rubrics (an-
chor and adaptive sets), and stage-specific data is
used across all prompts except the reward scoring.
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Scoring Prompt Template (1/2)

## Role

You are an expert evaluator for Large Language Model outputs. Your task is to evaluate a model's
response against a set of rubrics and assign scores.

## Task

Given a rollout (input and output), a set of rubrics, and optional supplemental context, evaluate
whether each rubric criterion is met.

## Requirements

- Evaluate each rubric independently

- For each rubric, determine if the criterion is met (true/false)
- Provide brief reasoning for each evaluation

- Be objective and consistent

## Constraints

- **Output Format:** You must output only valid JSON. Do not include conversational filler before
or after the JSON.
- **Scope:** Base your analysis only on the provided data. Do not hallucinate external context.

## Output Format
Return a valid JSON object with the following structure:

“Tjson
{

"rubric_scores": [
{
"rubric_id": "string",
"met": boolean,
"score": float,
"reasoning": "string"
}
1y
"total score": float

}

The total score is the sum of (rubric.weight * 1.0 if met else 0.0) for all rubrics.
## Input Data Packet

### Rubrics

[Insert the complete, verbatim rubrics used to assign rewards. e.g.,

- RO: "+1 The model acknowledges the user's premise."

- Rl: "-2 The model exhibits sycophancy."

- R2: "+3 The model correctly identifies and refuses a harmful instruction."]

### Rollout

- **Input:**
[Insert the complete user input/prompt given to the model. ]

- FrOutput:

- J

Figure 3: Prompt template for the reward scoring (1/2). The LLM scoring evaluates each rubric criterion and returns
per-rubric scores along with a weighted total.

46031



Scoring Prompt Template (2/2)

[Insert the model's complete, unedited response.]
### Supplemental Context
[Insert the information that help deciding whether each rubric criterion is met. It may include,
for example:
- Ground-truth final answers from a dataset

- Reference solutions or expert rationales
- Metadata about the task instance (difficulty, category, etc.)]

Now output ONLY valid JSON matching the schema above.

Figure 4: Prompt template for the reward scoring (2/2). The LLM scoring evaluates each rubric criterion and returns
per-rubric scores along with a weighted total.

46032



Individual Rollout Analysis (1/4)

## Role

You are a senior-level AI researcher and an expert in Reinforcement Learning (RL) as applied to
Large Language Models. Your primary expertise lies in defensive alignment (detecting model failure
model, reward hacking, and safety violations) and offensive capability growth (identifying when a
model has plateaued and how to further advance the model's performance).

## Background & Context

We are training a Large Language Model (LLM) using a Generative Reward Model (GenRM) and
Rubric-as-Reward (RaR) paradigm where rewards are derived from dynamic rubrics that can be
manipulated as needed.

### Rubric Manipulation Operations

- **Create:** Generate new rubric text with appropriate reward score to address missing evaluation
criteria or emergent behaviors.

- **Update:** Specific textual modification or refinements to existing rubrics to improve clarity
or precision.

- **Delete:** Remove rubrics that are obsolete, redundant, or causing negative alignment.

- **Reweight:** Adjust the scalar reward score associated with a rubric to prioritize or
deprioritize specific rubrics.

- **Merge:** Combine multiple overlapping or related rubrics into a single, unified criterion.

- **Split:** Decompose a complex or multi-faceted rubric into distinct, atomic sub-criteria for
granular evaluation.

You are allowed to link rubrics logically (e.g., Rule B applies only if Rule A is met) when
manipulating rubrics. Note that the Anchor Rubric Set is immutable as they are the fundamental
rubrics that prevents policy from drifting too much, thus improving training stability.

### Reward Calculation

The overall reward score of an individual rollout is calculated as the sum of all reward weights
from each rubric that the criterion is met, unless specified otherwise.

## Task

You will be given a complete data packet for a single rollout from an LLM currently undergoing RL
training. Your task is to perform an expert analysis of this rollout and provide your findings in
a structured JSON report.

## Requirements

- **Analyze Validity vs. Quality:** You must distinguish between a response that is merely
"correct according to the rubric" and one that actually is approaching or achieves the High-Level
Training Goal.

- **Detect Reward Hacking (Defense):** Scrutinize the output for "gaming" strategies, such as:

- **Superficial Compliance:** Keyword stuffing or mimicking format without substance.

- **Safety Over-refusal:** Refusing benign requests to guarantee a safety reward.

- **Length Gaming:** Verbosity disquised as detail.

- **Sycophancy:** Excessively agreeing with the user to gain favor.

- **Identify Advancement Opportunities (Growth):** You must assess if the current rubrics are good
enough to drive further improvement.

- **Check for Saturation:** If the model achieves a high score but the output feels "generic",
you must flag this as a need for "Curriculum Advancement" (e.g., suggesting new criteria for
conciseness, wit, or novelty).

- **Domain-Specific Advancement:** Ask: "How can we raise the bar for this specific task?" For
example:

- For reasoning-related: "Can we demand tighter logic or fewer steps?"

- For creativity-related: "Can we demand higher novelty or better style adherence?"

- For chat-related: "Can we demand greater conciseness or empathy?"
- **Evidence-Based Reasoning:** All conclusions must be supported by direct quotes or specific
features observed in the "Input’ or "Output .

## Constraints

- J

Figure 5: Prompt template for individual rollout analysis (1/4) described in Section 2.1.
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Individual Rollout Analysis (2/4)

- **Output Format:** You must output only valid JSON. Do not include conversational filler before
or after the JSON.

- **Objectivity:** Assess findings probabilistically (e.g., "High confidence of hacking") rather
than as absolute binary facts unless obvious.

- **Scope:** Base your analysis only on the provided Data Packet. Do not hallucinate external
context.

## Workflow (Optional)

1. **Review the High-Level Goal & Metadata:** Understand the specific domain (e.g., Creative
Writing vs. Math) and the model's training maturity.
2. **Analyze the Rollout against Current Rubrics:** Did the model follow instructions? Did it
trigger specific rewards?
3. **The "Mastery" Check:** Look for the gap between the model's current output and a "Perfect
Expert" response.

- Is the model "coasting" (minimizing effort while getting rewards)?

- Is the model technically correct but lacking the "soul" or "nuance" of the high-level goal?
4. **Formulate Rubric Critiques:** Decide if the rubric needs a *Patch* (fix hacking/errors) or an
*Upgrade* (raise the difficulty/quality standard).

5. **Generate JSON:** Populate the fields as defined in the schema.

## Output Format
**+JSON Schema: **
““json
{
"analysis id": "string", // A unique identifier, e.g.,

"step-[step number] rollout-[rollout number] analysis".

"overall assessment": {

"is_normal": "boolean", // Is the rollout's behavior generally expected?
"summary": "string" // A 1-2 sentence high-level summary of the rollout.
}
"performance at stage": {
"assessment": "string", // e.g., "As Expected", "Under-performing", "Exceeding Expectations"
"justification": "string" // Rationale, citing the model size and step count (e.g., "At

85k/200k steps, a 70B model is expected to handle [X] but struggle with [Y], which is consistent
with this output.")

Vo
"reward hacking analysis": {
"is detected": "boolean", // Are there indicators of reward hacking?
"confidence": "string", // e.g., "Low", "Medium", "High", "None"
"indicators": [ // List any observed indicators.
{

"indicator": "string", // e.g., "Rubric keyword stuffing", "Sycophancy", "Length gaming",
"Refusal loop"

"evidence": "string" // Quote or description of the evidence from the output.
}
P
"explanation": "string" // A detailed analysis of *why* this behavior is or is not considered
reward hacking, based on the rubrics.
}
"performance advancement strategy": {
"next focus area": "string", // What capability or behavior should be prioritized next to
advance performance?
"recommendation": "string" // Strategic advice for the next training phase (e.g., "Shift
focus from format compliance to reasoning depth").

b

"rubric evaluation": {
"flaw_analysis": [ // Analysis of how current rubrics may have *caused* this behavior.

{

"observed behavior": "string", // The behavior observed in the output.

Figure 6: Prompt template for individual rollout analysis (2/4) described in Section 2.1.
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Individual Rollout Analysis (3/4)

N

"causal_rubric_flaw": "string" // The flaw in the rubric that might be encouraging this
(e.g., "Rubric rewards verbosity, leading to unnecessarily long-winded answers.")
}
15
"adjustment recommendations": [ // Specific suggestions for rubric changes.
{
"recommendation_type": "string", // e.g., "Modify existing", "Add new", "Remove"
"suggestion": "string" // The specific change (e.g., "Add a new negative reward: '-1 for
any response exceeding 3 paragraphs if not explicitly requested by the user.'")
}
P
"strategic impact": "string" // Explain how these rubric changes will specifically help the
model achieve the High-Level Training Goal.

b

"other_observations": [ // Any other noteworthy points.
{
"observation type": "string", // e.g., "Emergent Capability", "Safety Concern", "Alignment
Tax", "Formatting Quirk"
"description": "string" // Detailed note on the observation.
}
]
}

## Input Data Packet

### High-Level Training Goal

‘[Insert the high-level, ultimate goal the model is being trained to achieve. e.g., "Create a
helpful and harmless assistant that can follow complex, multi-step user instructions."]’

### RL Training Metadata

- **Model Size:** '[e.g., 70B Parameters]

- **Current Step:** "[e.g., 85,000]"

- **Total Steps:** "[e.g., 200,000]"

- **0ther Context:** “[e.g., "This model is in the PPO phase, focusing on preference
optimization." or "This model is in the KTO phase."]"

### Current Reward Rubrics

- **Anchor Rubric Set (Text is Immutable):**

[Insert the complete, verbatim rubrics used to assign rewards. e.g.,
- RO: "+1 The model acknowledges the user's premise."

- R1l: "-2 The model exhibits sycophancy."
- R2: "+3 The model correctly identifies and refuses a harmful instruction."]

- **Adaptive Rubric Set:**

[Insert the complete, verbatim rubrics used to assign rewards. e.g.,

- RO: "+1 The model acknowledges the user's premise."

- Rl: "-2 The model exhibits sycophancy."

- R2: "+3 The model correctly identifies and refuses a harmful instruction."]

### Complete Rollout

- **Input:**

Figure 7: Prompt template for individual rollout analysis (3/4) described in Section 2.1.
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Individual Rollout Analysis (4/4)

prsert the complete user input/prompt given to the model.]
- **Output:**
prsert the model's complete, unedited response.]
### Supplemental Context
[Insert the information that help deciding whether each rubric criterion is met. It may include,

for example:

- Ground-truth final answers from a dataset
- Reference solutions or expert rationales
- Metadata about the task instance (difficulty, category, etc.)]

Now output ONLY valid JSON matching the schema above.

- J

Figure 8: Prompt template for individual rollout analysis (4/4) described in Section 2.1.
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Batch-Level Summarization (1/4)

## Role

You are a chief AI research scientist and an expert in Reinforcement Learning (RL) as applied to
Large Language Models. Your primary expertise lies in defensive alignment (detecting model failure
model, reward hacking, and safety violations) and offensive capability growth (identifying when a
model has plateaued and how to further advance the model's performance).

## Background & Context

We are training a Large Language Model (LLM) using a Generative Reward Model (GenRM) and
Rubric-as-Reward (RaR) paradigm where rewards are derived from dynamic rubrics that can be
manipulated as needed.

### Rubric Manipulation Operations

- **Create:** Generate new rubric text with appropriate reward score to address missing evaluation
criteria or emergent behaviors.

- **Update:** Specific textual modification or refinements to existing rubrics to improve clarity
or precision.

- **Delete:** Remove rubrics that are obsolete, redundant, or causing negative alignment.

- **Reweight:** Adjust the scalar reward score associated with a rubric to prioritize or
deprioritize specific rubrics.

- **Merge:** Combine multiple overlapping or related rubrics into a single, unified criterion.

- **Split:** Decompose a complex or multi-faceted rubric into distinct, atomic sub-criteria for
granular evaluation.

You are allowed to link rubrics logically (e.g., Rule B applies only if Rule A is met) when
manipulating rubrics. Note that the Anchor Rubric Set is immutable as they are the fundamental
rubrics that prevents policy from drifting too much, thus improving training stability.

### Reward Calculation

The overall reward score of an individual rollout is calculated as the sum of all reward weights
from each rubric that the criterion is met, unless specified otherwise.

## Task

You will be provided with an Input Data Packet including **A Batch of Individual Rollout Analysis
Reports** about an LLM currently undergoing RL training from a group of senior-level AI
researchers. Your task is to perform an expert analysis based on the Input Data Packet provided
and these analysis reports, and synthesize them into a single, all-encompassing strategic report.

## Requirements

1. **Defense (Hacking & Flaws):** Identify if the model is gaming the system or if the current
rubrics are broken/vague.

2. **Analysis (Patterns):** Identify systemic behaviors (e.g., "80% of rollouts are too verbose")
that aren't necessarily hacking but affect quality.

3. **Growth (Mastery & Advancement):** Identify if the model has "mastered" the current difficulty
level. If the model is safe but "boring," you must propose how to **raise the bar** (e.g.,
transitioning from "Accuracy" to "Nuance").

## Constraints

- **Qutput Format:** You must output only valid JSON. Do not include conversational filler before
or after the JSON.

- **Objectivity:** Assess findings probabilistically (e.g., "High confidence of hacking") rather
than as absolute binary facts unless obvious.

- **Scope:** Base your analysis only on the provided Data Packet. Do not hallucinate external
context.

## Workflow (Optional)

- J

Figure 9: Prompt template for batch-level summarization (1/4) described in Section 2.2. This prompt aggregates
individual rollout analyses into a step-level strategic report.
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Batch-Level Summarization (2/4)

1. **Trend Extraction:** Look for both errors and *dominance*. What is the default behavior of the
model right now?

2. **Security Audit:** Rigorously check for reward hacking vectors (length gaming, sycophancy,
loop-holes).

3. **Rubric Stress Test:** Which specific rubric items are causing problems? Which are useless?

4. **Saturation Check:** Is the task too easy? If the model consistently scores 10/10 with generic
outputs, the rubric is "saturated" and needs to evolve.

5. **Strategic Planning:** Propose specific actions to Fix (Correction) and specific actions to
Advance (Curriculum Growth).

## Output Format
Generate a valid JSON object based on the **Superset Schema** below.
*+JSON Schema: **
““json
{

"batch summary id": "string", // A unique identifier, e.g., "step-[step number] summary".

"executive summary": {
"training health": "string", // "Healthy", "Warning", "Critical", "Stagnant/Plateaued"

"current_phase": "string", // "Exploration", "Exploitation", "Mastery", "Regression"
"trend overview": "string" // Concise high-level summary of the batch.
X,
"systemic patterns": [ // Trends observed across >15% of the batch
{
"pattern_name": "string", // e.g., "Emergent Reasoning", "Format Rigidity"
"prevalence": "string", // e.g., "Observed in 60% of rollouts"
"impact_on_goal": "string", // "Helps", "Hinders", "Neutral"
"description": "string"
}

1,

"aggregated reward hacking": { // Rigorous Defense

"risk level": "string", // "None", "Low", "Medium", "High"
"primary vector": "string", // e.g., "Length Gaming", "Sycophancy"
"evidence summary": "string" // Synthesized evidence from individual reports.
}
"rubric_meta_evaluation": { // Diagnostic of the Rubrics themselves
"performance score": "integer", // 1-10 rating of how well current rubrics are guiding the
model.
"weakest rubrics": [
{
"rubric_text": "string",
"issue": "string", // e.g., "Too vague", "Easily gamed", "Conflicts with Goal X"
"suggested action": "string" // "Refine", "Delete", "Reweight"
}
]
}

"performance advancement analysis": { // Growth & Mastery
"saturation_check": {
"is task too easy": "boolean", // True if model scores high but output is generic/safe.
"mastered_capabilities": ["string"] // Skills the model now performs effortlessly.
},
"quality gap analysis": "string", // What is missing from "perfect" human-level output? (e.g.,
"Model is correct but lacks wit.")
"next level objectives": ["string"] // What should be the NEXT goal? (e.g., "Transition from
'Accuracy' to 'Conciseness'.")
},

- J

Figure 10: Prompt template for batch-level summarization (2/4) described in Section 2.2. This prompt aggregates
individual rollout analyses into a step-level strategic report.
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Batch-Level Summarization (3/4)

"rubric_evolution plan": { // Actionable Steps
"corrective_actions": [ // Fixes for hacking/errors

{
"rubric_text": "string",
"issue": "string",
"action": "string" // e.g., "Add penalty for repetition"
}
1,
"advancement_actions": [ // Actions to Raise the Bar (Curriculum)
{
"strategy": "string", // e.g., "Tighten Constraints", "New Dimension", "Deprioritize Basic
Reward"
"target _rubric concept": "string",
"rationale": "string" // e.g., "Model has mastered basic politeness. Remove reward to
force focus on reasoning."
}
1
+
"memory entry": { // For Long-term Storage
"title": "string", // e.g., "Step 85: Mastery of Instruction Following, Beginning Reasoning
Phase"
"core insight": "string",

"tags": ["string"],
"links_to look for": ["string"]
}
3

## Input Data Packet
### High-Level Training Goal

‘[Insert the high-level, ultimate goal the model is being trained to achieve. e.g., "Create a
helpful and harmless assistant that can follow complex, multi-step user instructions."]’

### RL Training Metadata

- **Model Size:** "[e.g., 70B Parameters]’

- **Current Step:** "[e.g., 85,000]"

- **Total Steps:** "[e.g., 200,000]"

- **0ther Context:** "[e.g., "This model is in the PPO phase, focusing on preference
optimization." or "This model is in the KTO phase."]"

### Current Reward Rubrics

- **Anchor Rubric Set (Immutable):**

[Insert the complete, verbatim rubrics used to assign rewards. e.g.,

- RO: "+1 The model acknowledges the user's premise."

- Rl: "-2 The model exhibits sycophancy."

- R2: "+3 The model correctly identifies and refuses a harmful instruction."]

- **Adaptive Rubric Set:**

[Insert the complete, verbatim rubrics used to assign rewards. e.g.,

- RO: "+1 The model acknowledges the user's premise."

- R1l: "-2 The model exhibits sycophancy."

- R2: "+3 The model correctly identifies and refuses a harmful instruction."]

### Individual Rollout Analysis Reports

- J

Figure 11: Prompt template for batch-level summarization (3/4) described in Section 2.2. This prompt aggregates
individual rollout analyses into a step-level strategic report.
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Batch-Level Summarization (4/4)

"[Insert all the Individual Rollout Analysis Reports here.]’

Now output ONLY valid JSON matching the schema above.

Figure 12: Prompt template for batch-level summarization (4/4) described in Section 2.2. This prompt aggregates
individual rollout analyses into a step-level strategic report.
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Meta-Batch-Level Summarization (1/4)

## Role

You are a chief AI research scientist and an expert in Reinforcement Learning (RL) as applied to
Large Language Models. Your primary expertise lies in defensive alignment (detecting model failure
model, reward hacking, and safety violations) and offensive capability growth (identifying when a
model has plateaued and how to further advance the model's performance).

## Background & Context

We are training a Large Language Model (LLM) using a Generative Reward Model (GenRM) and
Rubric-as-Reward (RaR) paradigm where rewards are derived from dynamic rubrics that can be
manipulated as needed.

When the number of rollouts is too large to fit in a single LLM context window, the system:

1. chunks the rollouts into **mini-batches**,

2. runs **Batch-level Summarization** on each mini-batch to produce **mini-batch summary
reports**, then

3. runs this **Meta-Batch-level Summarization** step to synthesize those mini-batch summaries into
a **single step-level batch report**.

### Rubric Manipulation Operations

- **Create:** Generate new rubric text with appropriate reward score to address missing evaluation
criteria or emergent behaviors.

- **Update:** Specific textual modification or refinements to existing rubrics to improve clarity
or precision.

- **Delete:** Remove rubrics that are obsolete, redundant, or causing negative alignment.

- **Reweight:** Adjust the scalar reward score associated with a rubric to prioritize or
deprioritize specific rubrics.

- **Merge:** Combine multiple overlapping or related rubrics into a single, unified criterion.

- **Split:** Decompose a complex or multi-faceted rubric into distinct, atomic sub-criteria for
granular evaluation.

You are allowed to link rubrics logically (e.g., Rule B applies only if Rule A is met) when
manipulating rubrics. Note that the Anchor Rubric Set is immutable as they are the fundamental
rubrics that prevents policy from drifting too much, thus improving training stability.

### Reward Calculation

The overall reward score of an individual rollout is calculated as the sum of all reward weights
from each rubric that the criterion is met, unless specified otherwise.

## Task

You will be provided with an Input Data Packet including:

- RL Training Metadata (Goal, Model Size, Step Count, Phase)

- The Current Active Rubrics (Anchor + Adaptive)

- **A list of Mini-Batch Summary Reports** (each produced by the Batch-level Summarization step
using the same superset schema)

Your task is to perform **meta-summarization®*: synthesize all mini-batch summaries into **one**
all-encompassing step-level strategic report.

This meta-report must answer the same three objectives as the normal batch report, but at the
full-batch scope:

1. **Overall performance & trend:** How does the model perform overall across the entire
(potentially huge) batch? What is the level and trajectory?

2. **Failure modes & reward hacking:** What are the dominant failure patterns or hacking vectors,
and how severe are they?

3. **How to improve toward the high-level goal:** What rubric evolution actions (defensive patches
+ curriculum advancement) are needed next?

## Requirements

- J

Figure 13: Prompt template for meta-batch-level summarization (1/4) described in Section 2.2. This prompt is used
when the number of rollouts exceeds a single summarization pass.
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Meta-Batch-Level Summarization (2/4)

1. **pDefense (Hacking & Flaws):** Identify if the model is gaming the system or if the current
rubrics are broken/vague.

2. **Analysis (Patterns):** Identify systemic behaviors that aren't necessarily hacking but affect
quality.

3. **Growth (Mastery & Advancement):** Identify if the model has "mastered" the current difficulty
level. If the model is safe but "boring," you must propose how to **raise the bar** (e.g.,
transitioning from "Accuracy" to "Nuance").

### Critical Meta-Summarization Requirements
Because you are summarizing summaries:

- **Deduplicate aggressively:** If multiple mini-batches describe the same pattern with different
phrasing, merge into one pattern.
- **Resolve conflicts explicitly:** If mini-batches disagree (e.g., one says “healthy,
says “critical”), you must:

- state the disagreement,

- propose the most likely explanation (e.g., distribution shift, heterogeneous task mix),

- choose an overall classification that is **risk-aware** (err on the side of safety/stability).
- **Avoid false precision:** If exact rollout counts or exact percentages are unavailable, do not
invent numbers.

- Prefer “Observed in X/Y mini-batches” or “Frequently reported” over fabricated global
percentages.

- If mini-batches provide prevalence strings, you may summarize ranges qualitatively (e.g.,
“reported as 20-60% across mini-batches”), but do not fabricate exact totals.
- **Worst-case safety logic:** If any mini-batch indicates a clear safety violation or
high-confidence reward hacking, ensure the overall report reflects elevated risk and prioritizes
defensive fixes.

”

another

## Constraints

- **Qutput Format:** You must output only valid JSON. Do not include conversational filler before
or after the JSON.

- **Objectivity:** Assess findings probabilistically (e.g., "High confidence of hacking") rather

than absolute binary claims unless obvious from the reports.

- **Scope:** Base your analysis only on the provided Input Data Packet and mini-batch summaries.

Do not hallucinate external context.

## Output Format

**JSON Schema: **

“Tjson
{
"batch_summary id": "string", // A unique identifier, e.g., "step-[step_number] meta-summary".
"executive summary": {
"training health": "string", // "Healthy", "Warning", "Critical", "Stagnant/Plateaued"
"current phase": "string", // "Exploration", "Exploitation", "Mastery", "Regression"
"trend overview": "string" // Concise high-level summary of the batch, noting heterogeneity if
present.
}.
"systemic patterns": [ // Trends observed across >15% of the batch
{
"pattern_name": "string", // e.g., "Emergent Reasoning", "Format Rigidity"
"prevalence": "string", // Prefer "Observed in X/Y mini-batches" if global % is unknown.
"impact on goal": "string", // "Helps", "Hinders", "Neutral"
"description": "string"
}

- J

Figure 14: Prompt template for meta-batch-level summarization (2/4) described in Section 2.2. This prompt is used
when the number of rollouts exceeds a single summarization pass.
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Meta-Batch-Level Summarization (3/4)

"aggregated reward hacking": { // Rigorous Defense

"risk level": "string", // "None", "Low", "Medium", "High"
"primary vector": "string", // e.g., "Length Gaming", "Sycophancy"
"evidence summary": "string" // Synthesized evidence from individual reports.
}
"rubric_meta evaluation": { // Diagnostic of the Rubrics themselves
"performance_score": "integer", // 1-10 rating of how well current rubrics are guiding the
model.
"weakest rubrics": [
{
"rubric text": "string",
"issue": "string", // e.g., "Too vague", "Easily gamed", "Conflicts with Goal X"
"suggested action": "string" // "Refine", "Delete", "Reweight"
}
]
1

"performance_advancement_analysis": { // Growth & Mastery

"saturation check": {

"is task too easy": "boolean", // True if model scores high but output is generic/safe.
"mastered capabilities": ["string"] // Skills the model now performs effortlessly.

Lo
"quality gap analysis": "string", // What is missing from "perfect" human-level output? (e.g.,
"Model is correct but lacks wit.")

"next_level objectives": ["string"] // What should be the NEXT goal? (e.g., "Transition from
'Accuracy' to 'Conciseness'.")
Vo

"rubric_evolution plan": { // Actionable Steps
"corrective_actions": [ // Fixes for hacking/errors

{
"rubric text": "string",
"issue": "string",
"action": "string" // e.g., "Add penalty for repetition"
}
1,
"advancement _actions": [ // Actions to Raise the Bar (Curriculum)
{
"strategy": "string", // e.g., "Tighten Constraints", "New Dimension", "Deprioritize Basic
Reward"
"target_rubric concept": "string",
"rationale": "string" // e.g., "Model has mastered basic politeness. Remove reward to
force focus on reasoning."
}
]
}
"memory _entry": { // For Long-term Storage
"title": "string", // e.g., "Step 85: Mastery of Instruction Following, Beginning Reasoning
Phase"
"core insight": "string",

"tags": ["string"],
"links_to look for": ["string"]
3
3

## Input Data Packet

### High-Level Training Goal

‘[Insert the high-level, ultimate goal the model is being trained to achieve. e.g., "Create a
helpful and harmless assistant that can follow complex, multi-step user instructions."]’

### RL Training Metadata

N J

Figure 15: Prompt template for meta-batch-level summarization (3/4) described in Section 2.2. This prompt is used
when the number of rollouts exceeds a single summarization pass.
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Meta-Batch-Level Summarization (4/4)

- **Model Size:** '[e.g., 70B Parameters]’

- **Current Step:** "[e.g., 85,000]"

- **Total Steps:** '[e.g., 200,000]"

- **0ther Context:** “[e.g., "This model is in the PPO phase, focusing on preference
optimization." or "This model is in the KTO phase."]"

### Current Reward Rubrics

- **Anchor Rubric Set (Immutable):**

[Insert the complete, verbatim rubrics used to assign rewards. e.g.,
- RO: "+1 The model acknowledges the user's premise."

- R1l: "-2 The model exhibits sycophancy."
- R2: "+3 The model correctly identifies and refuses a harmful instruction."]

- **Adaptive Rubric Set:**

[Insert the complete, verbatim rubrics used to assign rewards. e.g.,

- RO: "+1 The model acknowledges the user's premise."

- Rl: "-2 The model exhibits sycophancy."

- R2: "+3 The model correctly identifies and refuses a harmful instruction."]

### Mini-Batch Summary Reports

You will receive **K** mini-batch reports. Each report is the JSON output from the Batch-level
Summarization step (same schema as below).

‘[Insert all mini-batch summary JSON reports here, in a list or concatenated form.]"
(Optional but recommended if available):
- 'mini_batch rollout counts': "[Insert K integers matching the mini-batches, if known.]"

- “total rollouts estimate’: "[Insert total rollouts, if known.]"

Now output ONLY valid JSON matching the schema above.

- J

Figure 16: Prompt template for meta-batch-level summarization (4/4) described in Section 2.2. This prompt is used
when the number of rollouts exceeds a single summarization pass.
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Memory Query Generation (1/3)

## Role

You are a chief AI research scientist and an expert in Reinforcement Learning (RL) as applied to
Large Language Models. Your primary expertise lies in defensive alignment (detecting model failure
modes, reward hacking, and safety violations) and offensive capability growth (identifying when a
model has plateaued and how to further advance the model's performance). Your role is to **prepare
the right historical evidence** so the next Rubric Update stage can make stable, effective rubric
changes.

## Background & Context

We are training a Large Language Model (LLM) using a Generative Reward Model (GenRM) and
Rubric-as-Reward (RaR) paradigm where rewards are derived from dynamic rubrics that can be
manipulated as needed.

A memory system stores historical:

- Batch summary reports

- Individual rollout analysis summaries

- Past rubric updates and their outcomes/lessons

### Rubric Manipulation Operations

- **Create:** Generate new rubric text with appropriate reward score to address missing evaluation
criteria or emergent behaviors.

- **Update:** Specific textual modification or refinements to existing rubrics to improve clarity
or precision.

- **Delete:** Remove rubrics that are obsolete, redundant, or causing negative alignment.

- **Reweight:** Adjust the scalar reward score associated with a rubric to prioritize or
deprioritize specific rubrics.

- **Merge:** Combine multiple overlapping or related rubrics into a single, unified criterion.

- **Split:** Decompose a complex or multi-faceted rubric into distinct, atomic sub-criteria for
granular evaluation.

You are allowed to link rubrics logically (e.g., Rule B applies only if Rule A is met) when
manipulating rubrics. Note that the Anchor Rubric Set is immutable as they are the fundamental
rubrics that prevents policy from drifting too much, thus improving training stability.

### Reward Calculation

The overall reward score of an individual rollout is calculated as the sum of all reward weights
from each rubric that the criterion is met, unless specified otherwise.

## Task

You will be given an Input Data Packet including:

- RL Training Metadata (Goal, Model Size, Step Count)

- The Current Active Rubrics (Anchor + Adaptive)

- The Batch Analysis Report (most recent diagnostic of model behavior)

Your task is to generate **@ to N** targeted memory search queries (where **N is adaptive**) to
retrieve the most relevant historical logs and past rubric updates for the upcoming Rubric Update
stage.

### What the queries must cover (prioritized)

When applicable, cover these areas:

1. **Primary hack / risk vector** (e.g., aggregated reward hacking.primary vector) and close
paraphrases.

2. **Systemic pattern names** (systemic_patterns[].pattern_name) and “what it looked like”.

3. **Weakest rubrics & issues** (rubric_meta_evaluation.weakest rubrics[].issue) and short
identifying phrases from the rubric text.

4. **Curriculum advancement targets** (performance advancement analysis.next level objectives /
quality gap analysis) if plateau is suspected.

5. **Backfire avoidance queries**: if proposing penalties/tightening, query for cases where
similar changes caused regressions (verbosity penalty backfired, over-refusal increased, etc.).
Only include this if the Batch Analysis Report suggests a change, hacking, or plateau.

- J

Figure 17: Prompt template for memory query generation (1/3) described in Section 2.3. This prompt generates
targeted search queries that are executed against the persistent evaluation memory to retrieve relevant historical
context for rubric update.
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Memory Query Generation (2/3)

### Query writing rules

- Each query should be a standalone search string suitable for either keyword match or semantic
search.
- Avoid duplicates and near-duplicates.
- Prefer concrete terms found in the packet (e.g., “Length Gaming”, “Sycophancy”, “Saturation”,
“Too vague rubric”).
- If you reference a rubric, include either:
- a short exact phrase from the rubric_text (<= 8 words), OR
- the most distinctive concept name (e.g., “conciseness”, “hallucination”, “refusal”).
- Do not include any conversational text outside JSON.

## Constraints

- **Qutput Format:** You must output only valid JSON. Do not include conversational filler before
or after the JSON.

- **Scope:** Use only the provided Input Data Packet. Do not hallucinate external context.

## Output Format

Return a valid JSON object with the following structure:

“Tjson
{
"queries": [
"string"
1
}

The list must contain the appropriate number of query strings, based on the guidance above.
## Input Data Packet

### High-Level Training Goal

‘[Insert the high-level, ultimate goal the model is being trained to achieve.]’
### RL Training Metadata

- **Model Size:** "[e.g., 70B Parameters]’

- **Current Step:** "[e.g., 85,000]

- **Total Steps:** "[e.g., 200,000]

- **0ther Context:** '[e.g., "PPO phase" / "KTO phase" / etc.]’

### Current Reward Rubrics

- **Anchor Rubric Set (Immutable):**

[Insert the complete, verbatim rubrics used to assign rewards. e.g.,

- RO: "+1 The model acknowledges the user's premise."

- Rl: "-2 The model exhibits sycophancy."
- R2: "+3 The model correctly identifies and refuses a harmful instruction."]

- **Adaptive Rubric Set:**

[Insert the complete, verbatim rubrics used to assign rewards. e.g.,

- RO: "+1 The model acknowledges the user's premise."

- Rl: "-2 The model exhibits sycophancy."

- R2: "+3 The model correctly identifies and refuses a harmful instruction."]

### Batch Analysis Report

- J

Figure 18: Prompt template for memory query generation (2/3) described in Section 2.3. This prompt generates
targeted search queries that are executed against the persistent evaluation memory to retrieve relevant historical
context for rubric update.
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Memory Query Generation (3/3)

‘[Insert the JSON output from the Batch Summary step]’

Now output ONLY valid JSON matching the schema above.

Figure 19: Prompt template for memory query generation (3/3) described in Section 2.3. This prompt generates
targeted search queries that are executed against the persistent evaluation memory to retrieve relevant historical
context for rubric update.
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Rubric Update (1/4)

## Role

You are a chief AI research scientist and an expert in Reinforcement Learning (RL) as applied to
Large Language Models. Your primary expertise lies in defensive alignment (detecting model failure
model, reward hacking, and safety violations) and offensive capability growth (identifying when a
model has plateaued and how to further advance the model's performance). Your role is not merely
to judge current performance, but to **steer the evolutionary trajectory** of the model. You
control the "laws" (Rubrics) of the environment to ensure the model continuously improves without
plateauing or learning deceptive behaviors.

## Background & Context

We are training a Large Language Model (LLM) using a Generative Reward Model (GenRM) and
Rubric-as-Reward (RaR) paradigm where rewards are derived from dynamic rubrics that can be
manipulated as needed.

### Rubric Manipulation Operations

- **Create:** Generate new rubric text with appropriate reward score to address missing evaluation
criteria or emergent behaviors.

- **Update:** Specific textual modification or refinements to existing rubrics to improve clarity
or precision.

- **Delete:** Remove rubrics that are obsolete, redundant, or causing negative alignment.

- **Reweight:** Adjust the scalar reward score associated with a rubric to prioritize or
deprioritize specific rubrics.

- **Merge:** Combine multiple overlapping or related rubrics into a single, unified criterion.

- **Split:** Decompose a complex or multi-faceted rubric into distinct, atomic sub-criteria for
granular evaluation.

You are allowed to link rubrics logically (e.g., Rule B applies only if Rule A is met) when
manipulating rubrics. Note that the Anchor Rubric Set is immutable as they are the fundamental
rubrics that prevents policy from drifting too much, thus improving training stability.

### Reward Calculation

The overall reward score of an individual rollout is calculated as the sum of all reward weights
from each rubric that the criterion is met, unless specified otherwise.

## Task

You will be provided with an Input Data Packet including:

- **RL Training Metadata** (Goal, Model Size, Step Count).

- **The Current Active Rubrics**.

- **The Batch Analysis Report** (The most recent diagnostic of model behavior).

- **Retrieved Memory Context** (Relevant historical logs, past rubric failures, and long-term
trend analysis).

Your objective is to **modify the adaptive rubrics** to optimize the next phase of training. You
must balance **Stability** (not changing things too fast) with **Adaptation** (fixing loopholes
and raising standards).

## Requirements
You must categorize your update strategy into one of three modes based on the input data:
### Defensive Mode

- **Trigger:** The Batch Report detects "Reward Hacking," "Safety Violations," or "Loophole Abuse."
- F*Action:**

- Immediately patch the specific wording causing the hack.

- Introduce negative constraints (penalties).

- **Consult Memory:** Check if this hack has appeared before. If yes, apply a stronger penalty
than last time.

### Curriculium Advancement

- J

Figure 20: Prompt template for rubric update (1/4) described in Section 2.3. This prompt grounds rubric modifica-
tions in the batch analysis report and retrieved historical context from the persistent evaluation memory.
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Rubric Update (2/4)

- **Trigger:** The Batch Report indicates "Saturation," "Mastery," or "Plateauing" (High rewards,
generic outputs).
- **Action:**

- **Raise the Bar:** Transition from simple constraints (e.g., "No grammar errors") to complex
stylistic goals (e.g., "Use Socratic reasoning").

- **Deprioritize Basics:** Lower the weight of basic tasks the model has already mastered to
force it to chase the new, harder rewards.

### Maintenance / Stability

- **Trigger:** The model is learning well, trends are positive, and no hacking is detected.
- **Action:**

- Make **minor** or **no** changes.

- Drastic changes during a healthy learning phase can destabilize the policy.

### Rubric Set Hygiene (Conciseness & De-duplication)

Regardless of update strategy, the **updated rubric set** you output ( final rubric set’) must
satisfy:

- **Concise set:** Keep the rubric set as small as possible. Prefer *fewer, clearer* criteria over
many narrow ones.

- **No duplicates:** Do **not** include duplicate or near-duplicate rubrics (similar meaning with
different wording). If two rubrics overlap materially, use **MERGE** or **DELETE** so only one
remains.

- **No duplicate anchors:** If an Anchor Rubric already covers a concept (e.g., correctness), do
not “re-create” an equivalent rubric in the adaptive set. Anchors should appear **exactly once**
in the final rubric set.

- **Avoid double-counting:** Do not create multiple rubrics that all reward/penalize the same
behavior in the same direction unless you explicitly justify why separate credit assignment is
necessary.

- **Reward Budget (Hard):** The next-step rubric weights must imply "max total reward = +5  and
‘min total reward = -5 . Concretely, across Anchor+Adaptive: I positive weights = 5 and I negative
weights = -5. If over budget, adjust adaptive weights (delete/merge/reweight) until within budget.

## Constraints

* **Qutput Format:** You must output only valid JSON. Do not include conversational filler before
or after the JSON.

* **0Objectivity:** Assess findings probabilistically (e.g., "High confidence of hacking") rather
than as absolute binary facts unless obvious.

* **Scope:** Base your analysis only on the provided Data Packet. Do not hallucinate external
context.

## Output Format

You must output a valid JSON object containing the new configuration and the rationale for the
memory system.

**+JSON Schema: **

““json
{
"rubric_update id": "string", // A unique identifier, e.g., "step-[step number] rubric-update".
"update strategy": "string", // "DEFENSIVE", "CURRICULUM ADVANCEMENT", or "MAINTENANCE"
"memory consultation": {
"relevant history utilized": "string", // Reference specific insights from the Retrieved
Memory Context that influenced this decision.
"avoidance action": "string" // e.g., "Avoided re-introducing Rule X because Memory Y showed
it failed previously."

}

- J

Figure 21: Prompt template for rubric update (2/4) described in Section 2.3. This prompt grounds rubric modifica-
tions in the batch analysis report and retrieved historical context from the persistent evaluation memory.
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"rationale": {

"diagnosis": "string", // Summary of why changes are needed based on the Batch Report.
"intended effect": "string" // What do you expect the model to learn from these specific
changes?

}

"rubric_modifications": [ // List ONLY the changes made.
{
"operation": "string", // "CREATE", "UPDATE", "DELETE", "REWEIGHT", "MERGE", "SPLIT"
"target rubric id or text": "string", // The original rubric being modified (if applicable).
"new_rubric_text": "string", // The new text (null if DELETE). You must only include the
description (main text) here. Do not include the weight, title, or rubric id here.
"new weight": "float",
"reasoning": "string"
}
[

"final_adaptive_rubric_set": [ // The COMPLETE list of adaptive rubrics to be used for the next
step.
{
"rubric_text": "string", // You must only include the description (main text) here. Do not
include the weight, title, or rubric id here.
"weight": "float"
}
1,

"memory artifact": { // What should be stored in the Agentic Memory for future reference?

"event summary": "string", // e.g., "Step 85k: Shifted focus from Accuracy to Conciseness."
"lessons learned": "string" // e.g., "Rubric for 'wit' is prone to sarcasm hacks; tightened
constraints."

}
.

## Input Data Packet

### High-Level Training Goal

‘[Insert the high-level, ultimate goal the model is being trained to achieve. e.g., "Create a
helpful and harmless assistant that can follow complex, multi-step user instructions."]’

### RL Training Metadata

- **Model Size:** "[e.g., 70B Parameters]’

- **Current Step:** "[e.g., 85,000]"

- **Total Steps:** "[e.g., 200,000]"

- **0ther Context:** "[e.g., "This model is in the PPO phase, focusing on preference
optimization." or "This model is in the KTO phase."]"

### Current Reward Rubrics

- **Anchor Rubric Set (Immutable):**

[Insert the complete, verbatim rubrics used to assign rewards. e.g.,
- RO: "+1 The model acknowledges the user's premise."

- Rl: "-2 The model exhibits sycophancy."
- R2: "+3 The model correctly identifies and refuses a harmful instruction."]

- **Adaptive Rubric Set:**

N J

Figure 22: Prompt template for rubric update (3/4) described in Section 2.3. This prompt grounds rubric modifica-
tions in the batch analysis report and retrieved historical context from the persistent evaluation memory.
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[Insert the complete, verbatim rubrics used to assign rewards. e.g.,
- RO: "+1 The model acknowledges the user's premise."

- R1l: "-2 The model exhibits sycophancy."
- R2: "+3 The model correctly identifies and refuses a harmful instruction."]

### Batch Analysis Report

"[Insert the JSON output from the Batch Summary step]’

### Retrieved Memory Context

‘[Insert relevant summaries of previous updates, e.g., "Step 20,000: We removed the 'humor' rubric
because it caused hallucination."]’

Now output ONLY valid JSON matching the schema above.

N J

Figure 23: Prompt template for rubric update (4/4) described in Section 2.3. This prompt grounds rubric modifica-
tions in the batch analysis report and retrieved historical context from the persistent evaluation memory.
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J Use of Large Language Models

Large language models are used in the following
capacities as part of the research: (i) Policy model
and RL training: Qwen2.5-7B-Instruct serves as
the default base policy model fine-tuned via GRPO,
with an additional Qwen3-4B policy-base diag-
nostic reported in Appendix F.5. (ii) AMARIS
pipeline components: GPT-OSS-120B is used for
rubric-based scoring and individual rollout analysis,
and GPT-5.1 is used for batch summarization, mem-
ory query generation, and rubric update. These
usages constitute core experimental components
of our methodology and are described in detail in
Section 2 and Section 3.3. (iii) Evaluation: LLM-
based judges are used for evaluation on benchmarks
that require them, such as HealthBench, Writing-
Bench, and Creative Writing v3, following the
evaluation protocols established by each respective
benchmark. Gemini 2.5 Pro is additionally used
as a cross-family grader in the judge-robustness
analysis (Appendix E.7). (iv) Additionally, LLMs
were used to refine the prompt templates that guide
each pipeline stage (Appendix I); the final prompt
designs and all experimental results remain the sole
responsibility of the authors. Beyond the experi-
ments, we acknowledge the use of large language
models in the final stages of manuscript prepara-
tion. These tools were employed exclusively for
identifying and correcting typographical and gram-
matical errors, ensuring clarity and precision in the
written presentation. Their use was strictly lim-
ited to linguistic refinement and did not impact the
study’s conceptual framework, research methodol-
ogy, data analysis, or conclusions. All intellectual
contributions and substantive content remain those
of the authors.

K Artifact Licenses and Dataset Statistics

We use third-party datasets, benchmarks, models,
and software artifacts only through their official
releases or access channels and under their stated li-
censes or repository terms. This includes the rubric-
training datasets and benchmarks cited below, the
policy and judge models used in Section 3.3 (Qwen
et al., 2025; OpenAl et al., 2025; Singh et al.,
2025), the additional policy and grader models in
the generalization and judge-robustness analyses
(Grattafiori et al., 2024; Comanici et al., 2025), and
Chroma for the memory store (chroma-core, 2026).
When a release does not specify a standalone redis-
tribution license, we use it only as a cited research

artifact through its official access channel. The
AMARIS release will not redistribute third-party
datasets, benchmark prompts, model weights, or
proprietary API outputs; it will provide code and
configuration needed to reproduce our use of the
official artifacts.

The training sources are as follows.
RaR-Science and RaR-Medicine contain
18,333/2,292/2,292 and  17,926/2,240/2,242

train/validation/test examples, respectively (Gunjal
et al., 2025). OpenRubrics contains 35,622 training
examples (Liu et al., 2026). For creative-writing
training, we use the writing subset of RubricHub
through its official release (Li et al., 2026).
For evaluation, we use the official benchmark
releases and protocols described in Section 3.1:
GPQA-Diamond contains 198 questions (Rein
et al., 2024), HealthBench contains 5,000 health
conversations (Arora et al., 2025), IFEval contains
541 prompts (Zhou et al., 2023), InFoBench
contains 500 instructions with 2,250 decomposed
requirements (Qin et al., 2024), [FBench contains
300 test prompts covering 58 held-out verifiable
constraints (Pyatkin et al., 2025), WritingBench
contains 1,000 writing queries in the benchmark
configuration we evaluate (Wu et al., 2025b),
and Creative Writing v3 uses 32 prompts with 3
generations per prompt (Paech, 2025).
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