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Abstract

As video generation models like Veo 3.1 and
LTX-2 advance, their ability to accurately rep-
resent diverse global cultures remains a criti-
cal yet understudied frontier. Current metrics,
such as VideoScore, only measure visual qual-
ity but offer no mechanism for assessing cul-
tural faithfulness. Consequently, a model that
replaces a Namaste with a handshake receives
the same score as one that generates the gesture
correctly. We propose CultureScore, a compo-
sitional evaluation framework that decomposes
cultural faithfulness into three granular dimen-
sions: Identity (who is represented), Context
(culturally localized background), and Behav-
ior (normative gestures and interactions). We
operationalize this framework through an eval-
uation suite spanning 10 countries, yielding
6,174 generated videos across three state-of-
the-art models. Our evaluation reveals that no
current model achieves culturally faithful video
generation: the best-performing model reaches
only 56.8% overall CultureScore, with Behav-
ior the most challenging dimension; no model
exceeds 52.1% on behavior. Furthermore, the
highest-scoring model (LTX-2) on visual qual-
ity was ranked last by native annotators, while
CultureScore’s Behavior dimension shows the
strongest positive correlation with human cul-
tural judgment among the automatic metrics
we evaluate, underscoring that cultural faith-
fulness is an essential criterion for equitable
video generation. Data and code are publicly
available.1

1 Introduction
Video Generation models like Veo3 (Google DeepMind,
2025), Sora (OpenAI, 2024), and Wan2.2 (Wan et al.,
2025) are capable of simulating the physical world
with high faithfulness. They are already used to gen-
erate advertisements, social media content, and short
films (Hume et al., 2025). As adoption grows glob-
ally, a fundamental question arises about how faithfully
these models represent the world’s cultural diversity. A

1https://huggingface.co/datasets/
ankurani/CultureScore

system trained predominantly on Western media will
generate a handshake when prompted for a greeting, not
a Namaste or a Salam. These systematic biases may
marginalize the cultural norms of billions of people as
video generation tools spread worldwide. Ensuring that
these models can accurately depict diverse cultural re-
alities is essential for equitable access to generative AI,
with implications for education, media, policy commu-
nication, and social inclusion.

Research on cultural evaluation in generative AI has
so far focused almost entirely on text-to-image (T2I)
models. Benchmarks like CulturalFrames (Nayak et al.,
2025), CuRE (Rege et al., 2025), CUBE (Kannen et al.,
2024), and CultDiff (Bayramli et al., 2025) have col-
lectively revealed that T2I models frequently miss cul-
tural cues and default to stereotypical depictions. How-
ever, images are static, while culture is often expressed
through actions in sequence, requiring evaluation frame-
works that reason over motion sequences rather than
single frames. A Namaste requires folding the hands
and bowing in a specific order; a Salam carries its own
gesture and rhythm. Images cannot capture these distinc-
tions, and neither can evaluation frameworks designed
for them. On the video side, the landscape is sparse.
VideoScore (He et al., 2024) and UnifiedReward (Wang
et al., 2025) measure temporal consistency, visual qual-
ity, and factual grounding. While useful for assessing
general video quality, these metrics can be actively mis-
leading when used for cultural faithfulness. For exam-
ple, VideoScore assigns equal scores for videos that
replace a Namaste with a handshake.

To address these limitations, we propose a compo-
sitional approach to evaluating cultural faithfulness in
generated videos. Prior work in video understanding
has shown that complex visual scenes can be more re-
liably analyzed when decomposed into semantically
meaningful components like actions, scenes, and ob-
jects (Ray et al., 2018). Inspired by compositionality, we
propose an evaluation framework called CultureScore
that decomposes a textual prompt into three culturally
grounded facets: identity (who is represented and how),
behavior (culturally normative gestures, prosody, ex-
pressivity), and context (culturally situated settings and
social conventions). Unlike holistic scores, this fine-
grained metric exposes subtle cultural mismatches, such
as an incorrect greeting gesture performed in the right
setting, and identifies precisely which component failed.
The result is not just a faithfulness score but an inter-
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Figure 1: CultureScore is a new compositional evaluation framework that decomposes cultural faithfulness into
three dimensions: Identity (who is represented), Context (culturally localized background), and Behavior (normative
gestures and expressivity). We operationalize this framework through an evaluation suite of 2,943 culturally
validated prompts spanning 10 countries and 5 socio-cultural domains, yielding 6,174 generated videos and 9,288
reasoning and QA pairs across three state-of-the-art models: Veo 3.1 Fast (Google DeepMind, 2025), LTX-2
(HaCohen et al., 2024), and Wan 2.2 (Wan et al., 2025).

pretable diagnostic that reveals where and how a model
diverges from authentic cultural representation.

We operationalize this framework by building an eval-
uation dataset grounded in CulturalFrames (Nayak et al.,
2025), a benchmark of 981 culturally validated settings
spanning 10 countries and 5 socio-cultural domains.
Each setting is decomposed into 9288 question-answer
pairs across identity, behavior, and context components
(see Figure 1). These QA-pairs are used to evaluate the
cultural faithfulness of state-of-the-art video generation
models, producing component-level accuracy scores
that aggregate into an overall CultureScore. Our evalua-
tion reveals a striking finding: models that score highest
on perceptual metrics systematically score lowest on
cultural faithfulness, and vice versa — a divergence that
is reflected in native human preference rankings.

Contributions. To summarize, this work makes the
following contributions to the study of cultural faithful-
ness in video generation models.
1. We propose CultureScore, a compositional evalu-

ation framework that decomposes cultural faithful-
ness into Identity, Behavior, and Context dimensions,
enabling fine-grained diagnosis of when models di-
verge from authentic cultural representation.

2. We construct and publicly release a culturally
grounded evaluation suite of 2,943 prompts span-
ning 10 countries and 5 socio-cultural domains. It
yields 6,174 videos and 9,288 reasoning and QA
pairs, providing a reusable benchmark for future
work on cultural faithfulness in video generation.

3. We present a comprehensive analysis of three state-
of-the-art video generation models across 10 coun-

tries, identifying systematic cultural failure modes,
including a striking inverse correlation between
current video generation metrics and cultural
faithfulness, corroborated by native human prefer-
ence rankings.

2 Related Work

Video generation models. Early video generation
models, such as Make-A-Video (Singer et al., 2023),
built on the success of text-to-image diffusion mod-
els by extending spatial U-Net architectures with tem-
poral attention modules. A significant architectural
shift occurred in 2024 with the adoption of Diffusion
Transformer (DiT) backbones (Peebles and Xie, 2023;
Wang et al., 2024; Lee et al., 2024). Further, OpenAI’s
Sora (OpenAI, 2024) demonstrated that scaling DiT-
based video models yields strong temporal consistency
and semantic coherence. This catalyzed a wave of open-
source DiT-based video generation models, including
CogVideoX (Yang et al., 2025), HunyuanVideo (Kong
et al., 2025), LTX-Video (HaCohen et al., 2024), and
Wan (Wan et al., 2025) that have made substantial
progress on text-video alignment, complex motion gen-
eration, real-time video generation, and instruction fol-
lowing. Despite these advances, video generation mod-
els are primarily evaluated on physical realism, temporal
consistency, and general prompt adherence (He et al.,
2024; Wang et al., 2025). Their capacity to faithfully
represent different cultures and their nuances remains
entirely unstudied.

Cultural representation in generative AI. Research
into cultural representation in AI systems across a range
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of modalities, from language models (Chiu et al., 2025)
to multimodal systems (Nayak et al., 2024; Bhatia
et al., 2024), has shown that frontier models struggle
with non-Western cultural knowledge. Later, as text-to-
image (T2I) generation matured, researchers extended
this inquiry to visual content creation. Benchmarks
like CUBE (Kannen et al., 2024), CuRE (Rege et al.,
2025), CulturalFrames (Nayak et al., 2025), and Cult-
Diff (Bayramli et al., 2025) revealed that T2I models
frequently miss cultural cues and default to stereotyp-
ical depictions. Image transcreation (Khanuja et al.,
2024) further highlighted the difficulty of the problem
for image editing, where the goal was to adapt cultural
content across regions. On the evaluation side, CULTI-
Vate ’s (Malakouti et al., 2026) AHEaD metric measures
cultural faithfulness across alignment, hallucination, ex-
aggeration, and diversity dimensions. However, cul-
tural expression in video dynamically unfolds over time
through gestures and interactions that a single frame
cannot capture. To the best of our knowledge, no exist-
ing benchmark or metric addresses cultural faithfulness
in video generation models.

Video generation evaluation metrics. Early metrics
like FVD (Unterthiner et al., 2019) measured statistical
similarity between generated and real video distribu-
tions, while more comprehensive benchmarks such as
VBench (Huang et al., 2024a) and VBench++ (Huang
et al., 2024b) improved coverage by assessing percep-
tual dimensions like motion smoothness and temporal
consistency. Yet none measured reliably whether gen-
erated content was semantically faithful to the prompt.
MLLMs, with their ability to reason over both visual
content and natural language, offer a more promising
path, as shown by their success in text-to-image evalua-
tion (Ku et al., 2024). Building on this, VideoScore (He
et al., 2024) and UnifiedReward (Wang et al., 2025)
trained VLMs on human preference data to produce
scores across visual quality and semantic faithfulness.
VFEval (Song et al., 2025) further confirmed that VLMs
provide reliable feedback for evaluating video genera-
tion. Yet, none of these works evaluate for cultural
faithfulness. In this work, we leverage VLMs to build
a compositional, QA-based evaluation framework for
evaluating cultural faithfulness, exposing failure modes
that current metrics miss.

3 CultureScore: A Decomposed
Evaluation Framework

Evaluating cultural faithfulness in Video Generation
models presents a unique technical challenge: while
standard metrics like VideoScore (He et al., 2024) or
Unified Reward (Wang et al., 2025) assess visual qual-
ity, temporal consistency, dynamic degree, etc., they
fail to capture the granular accuracy of cultural norms.
Formally, given a cultural prompt P representing a spe-
cific socio-cultural frame, the goal is to evaluate a video
V such that the identity, behavior, and context are all
internally consistent with the target culture.

1. Identity refers to who is represented and how they
are depicted in the generated video. This dimension
focuses on the characters’ physical appearance, at-
tire, and demographic markers. For example, the
visual representation of Japanese colleagues or Chi-
nese students should reflect distinct cultural norms
in professional or academic dress and physical char-
acteristics.

2. Behavior encompasses what the people are doing,
specifically focusing on culturally normative ges-
tures, and expressivity. Unlike static images, video
must capture the specific ”gesture and rhythm” of ac-
tions. A primary example is the cultural variation in
greetings: while a model might default to a Western
handshake, a culturally faithful generation would cor-
rectly depict a Namaste in India or a Salam, which
require specific sequences of motion and posture.

3. Context refers to the culturally localized back-
ground, including the physical setting, environmental
details, and underlying social conventions. This di-
mension covers both the atmospheric decor, such
as Islamic calligraphy or Persian rugs, and social
arrangements, such as a family seated around a das-
tarkhwan (floor spread) rather than a Western-style
dining table. Figure 1 illustrates these dimensions
through a comparison of generated content across
different cultural prompts.

The technical challenges of this problem are three-fold:
(1) Granularity Gap: Cultural errors are often subtle
and hidden within high-quality visual outputs, making
holistic scores unreliable; (2) Label Dependency: Mod-
els often over-rely on explicit geographic tokens (e.g.,
”India”) rather than understanding the underlying cul-
tural concepts; and (3) Temporal Complexity: Culturally
specific motions (e.g., behavior) can be difficult to gen-
erate.

3.1 Cultural Dimensions and Data Curation

Our evaluation framework CultureScore is grounded
in CulturalFrames (Nayak et al., 2025), a benchmark
of 981 culturally validated prompts spanning 10 coun-
tries and 5 socio-cultural domains, originally developed
for evaluating cultural representation in text-to-image
models. We are the first to adapt these prompts for
video generation evaluation, decomposing each into our
three culturally grounded dimensions of Identity, Behav-
ior, and Context to construct a balanced evaluation set
across 10 geographic regions and 5 socio-cultural cat-
egories (see Appendix A.1 for more details). Prompts
were adapted using the gemini-3-flash-preview model
(Google, 2026) to ensure each prompt explicitly encodes
geographic and cultural identifiers. Where a country
name was absent from the original prompt, geographi-
cal adjectives were appended. For example, the prompt

“Couple meeting at a German sports club gathering” is
decomposed as: German Couple (Identity), German
meeting (Behavior), and German sports club gathering
(Context). Full prompt details are provided in Appendix

46332



Input  Data
Decomposed Cultural 

Keyword

Identi ty (I)

Behavior  (B)

Context (C)

Base 
Pr om pt

"Chinese mother 
organizing family 
festival outing"

Cultural Exper t 
Ver i f ied

Ex tended Pr om pt
Cultural Exper t Ver i f ied  + 

Decomposed Guidance w ith I, B, C

"Chinese mother organizing family festival 
outing. [Behavior]: systematically arranging 
items, coordinating people by gesturing, ... 
[Identity]: a woman of Chinese heritage, dressed 
in practical attire, ... [Context]: outdoor 
celebration with traditional Chinese decorations 
such as red lanterns, ..."

Video Gener at i on Models

         Veo 3.1

         Wan 2.2

         LTX-2

Cul tur al  QA Gener at i ons

Ident i t y (I )
Is the mother  wear ing clothing that features a 
'Mandar in col lar 'or  'Pankou'?

Contex t  (C)
Is the ground composed of an expansive, f lat 
expanse of l ight gray grani te paving stones?

Behavior  (B)
When handling the 'Hongbao', does one use 
two hands w ith a l ight-f ingered gr ip?

Video Ver i f i er
Qwen3-VL-235B

(1) Identi fy vi sual  ev idence
(2) Assess cul tur al  accur acy vs. embedded 
descr iptions
(3) Evaluate tem por al  and physi cal  coher ence
(4) Check for  Western-centr ic defaults or  ster eotypes

Binar y Evaluat i on

Cul tur eScor e 
Calcu lat i on

Standard Accuracy

Identi ty          Behavior           Context

Over al l  Cul tur eScor e

Average

Quest ion Ver i f i er
Gemini-3.1-Flash

Figure 2: The CultureScore evaluation framework. Base prompts are decomposed into Identity, Behavior, and
Context dimensions and expanded with elaborated meaning. Videos generated by each model are evaluated via
question-answer pairs, which are verified for accuracy by a VLM before scoring. Component-level accuracy scores
across the three dimensions are averaged to produce an overall CultureScore.

section C. We also provide details on how countries are
similar to one another in Appendix section A.2.

3.2 Evaluation Framework

Given these sourced cultural prompts, our approach con-
sists of four main steps: (i) Counterfactual prompt
augmentation, where systematic variations of cultural
prompts are generated to probe model behavior; (ii)
video generation, where augmented prompts are used
to generate videos, (iii) IBC decomposition, where
each identity, behavior, and context dimension are eval-
uated; and (iv) VLM-based scoring, where Vision-
Language Models (VLMs) perform fine-grained, aspect-
based question answering to quantify faithfulness in
each dimension. Please refer to Figure 2.

Counterfactual prompt augmentation. To systemat-
ically probe how models respond to varying levels of cul-
tural explicitness and to identify whether failures stem
from missing explicit cues or absent implicit knowl-
edge, we design three prompt variations for each cultural
scenario. Base Prompt includes the original prompt
adapted from a previous work on culture (Nayak et al.,
2025) that is verified by native people from that country.
Extended Prompt expands the prompt into an explicit
descriptive scene, mapping nuances into Identity, Be-
havior, and Context by elaborating its meaning from the
Oxford dictionary. The extended prompt is used in our
evaluation framework. Geographical Constraint Re-
moved Prompt removes specific country names (e.g.,
changing “Muslim Indian family” to “Muslim family”)
to test whether models have internalized cultural con-

cepts as open-world knowledge or rely on geographic
triggers to activate cultural associations. An illustrative
example of this strategy for a “Halal Feast” scenario is
provided in Figure 3. A sample of these prompts was
evaluated by the native residents of the countries (refer
to section 4.2).

Video generation models. To ensure a comprehen-
sive evaluation of cultural faithfulness, we select three
state-of-the-art video generation models: Wan 2.2,
LTX-2, and Veo 3.1 Fast. These models represent the
current frontier in high-fidelity temporal synthesis and
instruction following. For LTX-2 and Wan 2.2, we gen-
erate 5-second videos across three prompt variations:
a base prompt, an extended prompt for structural guid-
ance, and a version where the specific geographical
country name is removed to test implicit cultural knowl-
edge. For Veo 3.1 Fast, we test on a subset of 10% of
the data because of the API costs and generate 4-second
videos. More details on the model specifications are
present in the Appendix section D.

IBC decomposition. To evaluate the generated
videos, we use gemini-3-flash-preview
(Google, 2026) to automatically generate 9,288
culturally grounded questions and their corresponding
ground-truth answers. The model is provided with
human-validated prompts from Cultural Frames. We
prompt the model to generate diverse reasoning pairs
based on two key principles. First, we embed visual
descriptions, where precise physical or spatial details
are embedded directly into the question so the evaluator
does not rely on implicit cultural knowledge. For

46333



Figure 3: The Base Prompt (left) includes an explicit geographic identifier (“Muslim Indian family enjoying
a halal feast at home”), producing a culturally grounded scene. The Extended Prompt (center) augments the
scene with decomposed Identity, Behavior, and Context descriptions, yielding richer cultural detail, such as Islamic
décor, white kurta attire, etc. The Geographical Constraint Removed Prompt (right) strips the country identifier,
retaining only “Muslim family enjoying a halal feast at home”, to probe whether models have internalized cultural
concepts independently of geographic triggers.

example, instead of asking if a person is wearing a
traditional Kimono, the model asks: Is the person
wearing a traditional Kimono, characterized by
left-over-right wrapped lapels and wide, square-cut
sleeves?” Second, we enforce temporal grounding,
which explicitly probes the progression of movement
across frames, such as: Does the pouring behavior
begin with the vessel held low, smoothly rise to a higher
elevation, and return low without breaking the stream?”
This approach ensures that the evaluation is rooted in
specific, verifiable cultural markers rather than generic
visual aesthetics. Details are in Appendix C.4. We
also add a question verification stage that filters out
irrelevant questions, leading to 8811 (94.87%) valid
questions; see Appendix C.5 for details. A sample of
these verified questions was then annotated by native
residents of the country to validate the relevance of the
questions. Refer to section 4.2 for more details.

VLM-based scoring. To evaluate the generated
videos against our questions, we use Qwen3-VL-235B-
A22B-Instruct (Bai et al., 2025a), a state-of-the-art
vision-language model designed for complex visual un-
derstanding and temporal reasoning. Given answers
generated by the model, CultureScore averages model
performance across the three decomposed dimensions
of identity, behavior, and context. Prompt details present
in Appendix section C.6. Native residents of the country
then annotated a sample of the dataset to validate answer
accuracy. Refer to section 4.2 for more details.

4 Experiments

Our evaluation is guided by the following four research
questions:

RQ1: To what extent do current state-of-the-art video
generation models faithfully represent cultural Identity,
Behavior, and Context, and does performance on ex-
isting perceptual quality metrics, such as VideoScore,
align with or diverge from CultureScore?

RQ2: Does providing decomposed, culturally ex-
plicit prompt guidance improve CultureScore, and
which dimensions benefit most?

RQ3: Do models rely on explicit geographic iden-
tifiers to activate cultural knowledge, or have they in-
ternalized cultural concepts as geography-independent
representations?

RQ4: How do CultureScore and VideoScore each
align with the cultural preferences of native human eval-
uators, and which automated metric better reflects hu-
man judgment of cultural faithfulness?

4.1 Results
For RQ1, we present results across two complementary
views: (i) how CultureScore varies across the Identity,
Behavior, and Context dimensions under our evaluation
framework (Figure 4), and (ii) how VideoScore and
CultureScore diverge when compared across models
and countries (Figure 5).

Dimension-level findings. Context consistently
yields the highest accuracy across all models: Wan 2.2
(Wan et al., 2025) achieves 69.3%, LTX-2 (HaCohen
et al., 2024) achieves 62.1%, and Veo 3.1 Fast (Google
DeepMind, 2025) achieves 59.0%. Identity is the
second-strongest dimension only for Wan 2.2 (51.3%);
for LTX-2 and Veo 3.1 Fast, Behavior ranks second
(47.0% and 52.1%), with Identity weakest for both
(45.0% and 41.9%). Veo 3.1 Fast attains the highest
Behavior score of the three models, yet no model
exceeds 52.1% on this dimension, well below the 69.3%
Context ceiling, indicating that culturally specific
motion sequences represent a persistent failure mode
that prompt enrichment alone cannot resolve. Refer to
Figure 4 for more details.

Inverse relationship between VideoScore vs. Cul-
tureScore. As shown in Figure 5, a striking and con-
sistent pattern emerges across all three models. LTX-2
(HaCohen et al., 2024) secures the highest VideoScore
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Figure 4: Average CultureScore (%) across Identity, Behavior, and Context dimensions for three video generation
models under extended prompts. Context across all the models performs better than behavior and identity. Wan 2.2
outperforms the other two for Identity and Context.

(avg. 3.34 across the full suite) yet ranks second lowest
in CultureScore accuracy (avg. 51.4%), with Veo 3.1
Fast scoring lowest (avg. 51.0%). Wan 2.2 (Wan et al.,
2025) achieves the highest cultural accuracy on aver-
age (avg. 56.8%) while receiving the lowest VideoScore
ratings (avg. 2.72), leading on CultureScore in 9 of
10 countries, though only narrowly in Iran (50.7% vs.
50.5% for Veo 3.1 Fast (Google DeepMind, 2025)).
The exception is Poland, where LTX-2 leads (50.5%,
vs. 50.0% for Veo 3.1 Fast and 49.1% for Wan 2.2),
suggesting that optimizing for perceptual quality does
not translate to cultural faithfulness.

Effect of extended prompt. For RQ2, we compare
CultureScore under base prompts against extended
prompts, which augment each scene with explicit Iden-
tity, Behavior, and Context descriptions derived from
Oxford Dictionary definitions. This tests whether cul-
tural failures stem from insufficient prompt specificity
or from deeper gaps in model knowledge.

Extended prompts yield consistent gains across all
three models (Veo 3.1 Fast (Google DeepMind, 2025),
LTX-2 (HaCohen et al., 2024), and Wan 2.2 (Wan et al.,
2025)) and all three dimensions (Behavior, Identity, and
Context), but the magnitude varies substantially by di-
mension. For Identity, LTX-2 benefits most (+18.2 per-
centage points (pp), from 26.8% to 45.0%), closely
followed by Wan 2.2 (+17.9 pp, from 33.4% to 51.3%)
and Veo 3.1 Fast (+12.2 pp, from 29.7% to 41.9%). The
smaller gain for Veo 3.1 Fast suggests it already cap-
tures some object-level identity cues from base prompts.
Refer to Figure 6 and Appendix section D Table 10 and
11. The Context dimension shows the largest abso-
lute gains across all models. LTX-2 improves by +25.5
pp (36.6% to 62.1%), Wan 2.2 by +21.5 pp (47.8% to
69.3%), and Veo 3.1 Fast by +18.0 pp (41.0% to 59.0%),
likely because scene-level descriptions (settings, decora-
tions, spatial layouts) map more directly onto learnable
visual features.

Behavior is the most resistant dimension to prompt
enrichment. Despite receiving the same structured
guidance, behavior gains are comparable across all mod-
els: Wan 2.2 (+15.9 pp), Veo 3.1 Fast (+16.1 pp), and

LTX-2 (+16.7 pp). Even under extended prompting, no
model exceeds 52.1% on Behavior, compared to 69.3%
on Context for the best-performing model (Wan 2.2),
indicating that temporally coherent motion sequences
remain a persistent failure mode that prompt enrichment
alone cannot resolve.

We also evaluate a second VLM judge on extended
prompts to test the sensitivity of our results to judge-
model choice, and report approximately 82% agreement
between Qwen3-VL-235B-A22B (Bai et al., 2025a) and
Gemini 2.5 Flash (Comanici et al., 2025). Gemini’s
judgments are released publicly for reproducibility.

Explicit vs. implicit cultural knowledge. For RQ3,
we study whether models have internalized cultural con-
cepts as open-world knowledge or rely on geographic
tokens as triggers. To answer this, we remove coun-
try names from base prompts while retaining cultural
identifiers (e.g., “Indian women greeting people with
Namaste.” to “Women greeting people with Namaste”).
We restrict this ablation to prompts whose scenes are
distinctly tied to a specific culture, as judged by the
classifier in Appendix C.7, since prompts describing
universal activities cannot reveal culture-specific failure.
This yields 48.4% of prompts (475 of 981) for LTX-
2 and 44.8% (43 of 96 sampled prompts) for Veo 3.1
Fast. All base, extended, and no-country scores in this
analysis are computed on these matched subsets. Re-
moving geographic identifiers causes a consistent and
substantial drop. For LTX-2, compared to extended
prompts, removing geographic anchors causes accu-
racy to fall by 35.7 pp on Context (66.1% → 30.4%),
28.9 pp on Identity (47.9% → 19.0%), and 23.3 pp on
Behavior (48.5% → 25.2%). For Veo 3.1 Fast, com-
pared to extended prompts, removing geographic an-
chors causes accuracy to fall by 36.0 pp on Context
(67.2% → 31.2%), 22.3 pp on Behavior (50.4% →
28.1%), and 13.1 pp on Identity (36.5% → 23.4%).
This suggests that models rely heavily on explicit ge-
ographic tokens as cultural triggers rather than having
internalized the underlying cultural concepts, and that
cultural understanding in current video generation mod-
els remains largely surface-level. The effect is most
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Figure 5: The inverse relationship between VideoScore and CultureScore, averaged over all dimensions. The model
perceived as most “cinematic” (LTX-2) does not lead on cultural faithfulness, while the most culturally accurate
model (Wan 2.2) scores lowest on general quality metrics. Wan 2.2 leads on CultureScore in 9 of 10 countries.

Figure 6: Average CultureScore (%) for base and extended prompts across the models. Extended prompts
consistently outperform the base prompt across all dimensions, implying that extended prompting yields better
output.

severe for Iranian and Chinese prompts, where LTX-2
shows the largest drops across all three dimensions (Iran:
−11.9 pp avg, China: −8.9 pp avg) when geographic
anchors are removed, suggesting that low-resource or
visually distinctive cultures in training data are dispro-
portionately affected. Notably, Canada and Chile show
the smallest drops (−1.6 pp and −1.3 pp, respectively),
possibly due to greater overlap with Western training
data defaults. Taken together, these findings reveal a
consistent picture: cultural faithfulness in current video
generation models is both prompt-sensitive and geo-
graphically dependent. Structured guidance improves
context and identity considerably, but behavior remains
stubbornly below the ceiling. We report the numbers in
Figure 7.

4.2 Human Evaluation

To validate whether the divergence between VideoScore
and CultureScore reflects genuine human perception, we

conducted a systematic human evaluation study on Pro-
lific with N=45 native residents (5 per country) spanning
9 countries (all except Iran, given the current geopoliti-
cal situation). Each participant evaluated 3 video triplets
(9 videos in total), yielding 135 rank observations per
model. Participants were required to be verified current
residents who also hold the nationality of the evaluated
country on Prolific, ensuring cultural authenticity of
judgments. Participants spanned diverse professional
backgrounds including entrepreneurs, musicians, home-
makers, policymakers, and data analysts, to avoid skew
toward technical AI expertise.

For each triplet, participants completed a three-tier
assessment: (i) Question Relevance: Judging whether
the CultureScore-generated evaluation question was a
meaningful probe for the given cultural context, (ii) Per-
ceptual Accuracy: Answering the Identity, Behavior,
or Context question based strictly on visual evidence
in the videos, and (iii) Preference Ranking: Ranking
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Figure 7: Average CultureScore of LTX-2 and Veo 3.1 Fast across IBC dimensions with all three prompt variants,
computed on the culturally unique subset (475 prompts for LTX-2, 43 for Veo 3.1 Fast) on which the geographical
constraint removed condition is defined. Across all dimensions, the extended prompt performs the best, with the
Context dimension and the LTX-2 model benefiting the most. The no country prompt performs worst throughout,
and LTX-2 degrades more overall than Veo 3.1 Fast (−6.3 vs. −4.7 points on average). Relative to the base prompt,
the dimension that suffers most differs by model: Identity for LTX-2 and Behavior for Veo 3.1 Fast, whose Identity
score is nearly unchanged without an explicit geographic anchor.

videos generated from all three models from 1st to 3rd
based on overall cultural faithfulness. Full annotation
details are in Appendix B.

Inter-Annotator Agreement. Given the categori-
cal nature of Question Relevance, we report Gwet’s
AC1 (Gwet, 2008) for question relevance, as it pro-
vides a more reliable agreement estimate under skewed
marginal distributions. For Perceptual Accuracy, where
annotators selected all videos for which a condition
held true, we report average pairwise Jaccard similarity
(Jaccard, 1912) to account for the multi-label nature
of responses. For preference ranking, we report Spear-
man’s ρ (Spearman, 1961) as a descriptive measure
of ordering agreement between human preferences and
evaluation metrics. Agreement scores for each task are
reported below.

Question Relevance. Across all nine countries, con-
text and identity questions were judged highly relevant
on average (84.2% and 78.3%, respectively), while be-
havior questions received notably lower ratings (69.0%).
Behavior relevance showed the greatest cross-cultural
variability: German raters rated behavior questions most
relevant (93.3%), while Japanese raters gave the lowest
rating (44.4%). Indian raters showed a strong prefer-
ence for context and identity (94.4% each) over behav-
ior (66.7%), a pattern echoed in Japan (94.4% context,
72.2% identity vs. 44.4% behavior). Inter-rater agree-
ment was moderate on average (AC1≈ 0.50). Ques-
tions marked irrelevant by a majority of raters were
excluded from further analysis.

Perceptual Accuracy. Identity questions yielded the
highest answer accuracy across all nine countries (avg.
63.0%), while behavior and context questions were com-
parably harder (53.7% and 51.2%, respectively), consis-
tent with behavior’s role as the weakest dimension in
our automated evaluation. Identity accuracy was espe-
cially high for German and Indian raters (88.9% each),
whereas Canadian and Japanese raters found identity
the most difficult (33.3% and 44.4%). Behavior ac-
curacy showed the greatest cross-cultural variability,
ranging from 33.3% (Brazil, South Africa) to 77.8%

(Germany). Context accuracy diverged notably across
cohorts: Indian and Polish raters scored highest (66.7%
each), whereas Brazilian and Chinese raters scored the
lowest (33.3% and 44.4%). Since annotators selected a
set of videos per question, we report inter-rater agree-
ment via average pairwise Jaccard similarity; agree-
ment was moderate overall (J = 0.63), ranging from
J = 0.47 (South Africa) to J = 0.78 (India).

Preference Ranking and Metric Correlation. For
each prompt, annotators watched three AI-generated
videos side-by-side and assigned a rank to each model
(1 = most preferred, 3 = least preferred). We aggregate
preferences by averaging per-model ranks across all
raters and prompts within each country, then pooling
across all nine countries (n = 135 rank observations per
model). Human preference followed a clear ordering:
VEO 3.1 Fast was most preferred (avg. rank 1.66±0.07),
followed by Wan 2.2 (1.94 ± 0.06), and LTX-2 was
ranked lowest (2.39± 0.07).
To assess whether automated metrics align with this
ordering, we compare each model’s aggregate Cul-
tureScore and VideoScore against its average human
preference rank. CultureScore here is computed as the
fraction of culturally grounded evaluation questions for
which the model’s generated answer matches the major-
ity human ground truth; VideoScore is the average of
five perceptual dimensions (He et al., 2024).
VideoScore does not reflect human preference: LTX-2
received the highest VideoScore (3.36 on the subset)
yet was ranked last by annotators, while Veo 3.1 Fast
and Wan 2.2 scored substantially lower (2.78 and 2.72,
respectively) but were preferred by native human an-
notators (ρ = −0.50). This inversion confirms that
perceptual quality metrics can actively mislead model
selection. CultureScore, by contrast, rewards Wan 2.2
most highly on the human-evaluation subset (0.656,
ground truth determined by majority annotator vote
across n = 27 prompts), consistent with its second-
place human preference ranking. Together, these results
indicate that general-purpose video quality metrics are
not merely insufficient for measuring cultural faithful-
ness, but can actively mislead model selection when
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Figure 8: Correlation between CultureScore and native human preference rankings, across all nine countries.
VideoScore (left) is inversely correlated with human preference; the model receiving the highest video score (LTX-2,
red) is consistently ranked lowest by human evaluators. CultureScore (right) recovers the Wan 2.2 > LTX-2 ordering
that VideoScore reverses, with Wan 2.2 (blue) ranking highest on cultural accuracy; with n = 3 models both
coefficients are descriptive only. Each point represents one model aggregated across all countries; error bars denote
±1 standard error.

cultural accuracy is the priority. We also conducted an
additional experiment to compare CultureScore with
unified reward (Wang et al., 2025) and clipscore (Hessel
et al., 2021) with human judgement. Each generated
video was reduced to skip the blank or under-formed
opening frames common in generated videos. More
details can be found in the Appendix section D.4.

5 Conclusion

We presented CultureScore, a compositional framework
that decomposes cultural faithfulness in video genera-
tion into Identity, Behavior, and Context dimensions.
Across 2,943 prompts spanning 10 countries and 5
socio-cultural domains, existing quality metrics such
as VideoScore actively mislead cultural evaluation: the
model ranked highest on visual quality (LTX-2) was
ranked lowest on cultural faithfulness by native human
evaluators. Decomposed cultural guidance yields mean-
ingful gains, with Context most responsive to prompt
enrichment and Behavior the most persistent failure
mode. Behavior shows the strongest correlation with
human cultural preference, suggesting that culturally
normative motion is what audiences notice first. We
hope CultureScore provides a reusable foundation for
auditing cultural representation in generative AI.

Limitations

Our evaluation has three primary limitations.

Asymmetric model coverage. Due to the high op-
erational costs of the Veo 3.1 Fast API, we evaluate
a stratified sample of 288 videos rather than the full
2,943-prompt suite used for Wan 2.2 and LTX-2. While
the sample is designed to maintain cross-cultural and
cross-category coverage, direct comparisons between
Veo 3.1 and the other two models should be interpreted
with this asymmetry in mind.

Geographic scope of human evaluation. Our human
evaluation is limited to native annotators from all the
countries except Iran given the current geopolitical situ-
ation. We aim to include it in the future.

VLM-as-judge biases. CultureScore relies on
Qwen3-VL to evaluate generated videos against
culturally grounded questions. Although we include
a question verification stage to reduce hallucinated or
inaccurate evaluation criteria, the scoring model may
itself carry cultural biases that systematically favor
or penalize certain representations. We recommend
treating CultureScore as a complementary metric to
be used alongside human evaluation, rather than as a
standalone ground truth.

Ethics Statement
This work involves human evaluation of culturally sen-
sitive video content. Annotators were recruited from
Prolific as native members of the cultures being evalu-
ated and participated voluntarily. No personally identi-
fiable information was collected during the annotation
process. The cultural prompts used in this study are
grounded in the Cultural Atlas (Cultural Atlas, 2016),
a publicly available resource developed collaboratively
with community members. We acknowledge that cul-
tural representation is inherently contested and that no
benchmark can fully capture the diversity within any na-
tional or regional group. CultureScore reflects cultural
norms as documented in reference materials and vali-
dated by native evaluators; it should not be interpreted
as a definitive or exhaustive account of any culture.

We further note that certain populations are at partic-
ular risk of under-evaluation in CultureScore. Minority
communities within a country, immigrant and diasporic
groups whose practices diverge from those documented
in the country of origin, and Indigenous communities
whose cultures are not adequately covered by national
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framings may be underrepresented. Agreement scores
and evaluation results should therefore be read as reflect-
ing dominant or majority cultural norms within each
country, rather than the full range of practices present in
it. Extending CultureScore to these populations would
require targeted recruitment, which we leave to future
work.

We also acknowledge that the VLMs used in our
automated evaluation pipeline, including Qwen3-VL
and Gemini Flash, may themselves carry cultural biases
that influence scoring. Relatedly, our operationaliza-
tion of the Identity dimension, which is grounded in
physical appearance, attire, and demographic markers,
risks reinforcing stereotypes. In particular, Identity is a
deeply complex concept extending well beyond visual
surface features, encompassing language, lived experi-
ence, class, and history that a generated video cannot
fully capture. Our choice to evaluate Identity through
visually legible markers is a pragmatic constraint of the
video evaluation setting, not a theoretical claim about
what identity means.

Finally, we consider the dual-use potential of this
work. While CultureScore is intended to surface cul-
tural fidelity gaps, the same signal could be optimized
against to produce superficial or stereotyped cultural
markers, or used to make generated content more per-
suasive for culturally targeted advertising, propaganda,
or misleading media. We release CultureScore as a
diagnostic benchmark rather than an optimization ob-
jective or a certification of cultural authenticity. We
recommend that CultureScore be used alongside, rather
than as a replacement for, human judgment, particularly
when evaluation findings are used to make claims about
specific communities. The dataset and evaluation suite
are released publicly to enable replication and extension
by the broader research community.

LLM Usage Disclosure
We used LLMs for minor writing assistance, including
grammar correction and language polishing. The core
research ideas, methodology, experimental design, im-
plementation, analysis, and conclusions were developed
and carried out by the authors. No LLM was used to
generate research ideas, experimental analysis, figures,
or evaluation results, beyond the models under study.
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Appendix
This section provides additional examples to assist in the
understanding and interpretation of the research work
presented.
Section A: Dataset Statistics
Section B: Annotation
Section C: Prompts
Section D: Experiments

A Dataset Statistics and Analysis

A.1 Cultural Atlas
The Cultural Atlas is a landmark collaborative initiative
developed through a partnership between Mosaica, SBS,
and Multicultural NSW. Established in 2016, the project
serves as a comprehensive educational resource aimed
at enhancing cross-cultural literacy. It provides nuanced

insights into the attitudes, social norms, and commu-
nication styles of Australia’s diverse populations. By
synthesizing qualitative cultural observations with con-
temporary demographic statistics and settlement trends,
the Atlas equips individuals and organizations with the
tools necessary to navigate a pluralistic society. Ulti-
mately, the project seeks to strengthen social cohesion
and improve outcomes for all participants in Australia’s
multicultural landscape (Cultural Atlas, 2016).

To ensure a holistic understanding of each culture,
the Atlas categorizes information into the following key
domains:

Dates of Significance Identifying pivotal religious, na-
tional, and cultural observances. This section pro-
vides historical context for community celebrations
and aids in understanding the timing of significant
cultural milestones.

Religion An exploration of the spiritual frameworks
and belief systems that shape a culture’s worldview.
This includes how faith influences daily life, ethics,
and community structures.

Etiquette Guidelines on the social protocols and “un-
written rules” of interaction. This domain covers
body language, gift-giving, and social taboos to
facilitate respectful engagement.

Family An analysis of the foundational social unit, fo-
cusing on kinship structures, gender roles, and au-
thority dynamics. It examines the balance between
individualistic and collectivistic values.

Greetings A summary of appropriate verbal and non-
verbal salutations. This includes the use of hon-
orifics, physical gestures, and the level of formality
required during initial contact.

A.2 Similarity between countries on different
categories

To study the similarity between countries and different
categories, We obtained cultural reference texts. We
developed a Python web scraper that programmatically
downloads cultural descriptions from the Cultural Atlas
(culturalatlas.sbs.com.au), a publicly available cultural
information resource. The script systematically retrieves
articles for 10 countries (Brazil, Canada, Chile, China,
Germany, India, Iran, Japan, Poland, and South Africa)
across five cultural categories: greetings, etiquette, fam-
ily, religion, and dates of significanceyielding up to
50 country–category text documents. For each page,
the script fetches the raw HTML, strips non-content
elements (e.g., navigation, scripts, and styling), and
extracts the main article text from paragraph, list, and
heading elements using BeautifulSoup. The extracted
texts are saved as individual plain-text files, with meta-
data including the source country, category, and URL.

To quantify cultural similarity across nations, we
computed semantic embeddings of the Cultural At-
las ground-truth texts using the all-MiniLM-L6-v2
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Dimension Category Brazil Canada Chile China Germany India Iran Japan Poland S. Africa

Identity

Dates of Sig. 19 23 20 23 21 28 19 22 17 23
Etiquette 11 15 12 13 17 18 19 16 13 18
Family 13 14 12 14 12 11 11 11 10 0
Greetings 11 10 10 10 9 12 12 13 11 12
Religion 16 12 10 12 8 17 10 15 7 16

Context

Dates of Sig. 28 31 32 36 33 37 30 35 34 35
Etiquette 20 20 22 28 21 24 25 27 19 26
Family 15 17 17 17 13 14 14 14 15 0
Greetings 14 11 12 12 12 13 13 15 11 14
Religion 17 13 11 14 11 18 11 16 14 16

Behavior

Dates of Sig. 26 27 29 33 32 37 28 33 32 34
Etiquette 21 20 23 27 22 23 24 25 19 26
Family 15 15 17 17 12 14 13 14 14 0
Greetings 14 11 12 13 11 13 13 13 11 14
Religion 16 12 11 13 10 18 10 14 11 15

Table 1: Number of unique Identity, Context, and Behavior entries per country and category. South Africa contains
no Family entries, reflecting the absence of Family category data points in the source CulturalFrames dataset.

(Reimers and Gurevych, 2019) sentence transformer
model. Each country’s cultural descriptionsspanning
greetings, etiquette, family, religion, and dates of signif-
icancewere encoded into dense vector representations
and averaged to produce a single composite embed-
ding per country. Pairwise cosine similarity was then
computed across all 10 countries to construct a country-
by-country similarity matrix, visualized as a heatmap.
Additionally, per-category cross-country similarity ma-
trices were generated to examine how cultural prox-
imity between nations varies across specific domains.
This embedding-based approach enables a data-driven
comparison of cultural textual content, revealing which
countries share the most and least similar cultural pro-
files according to the Cultural Atlas reference material.

The embedding-based cross-country analysis re-
vealed that cultural similarity varies substantially across
domains. Greetings emerged as the most universally
convergent category, with the highest average pairwise
similarity (0.608), as cultures broadly describe similar
conventions around handshakes, eye contact, and for-
mal titles. In contrast, religion was the most divisive
category (mean 0.445), exhibiting the widest similarity
range (0.255–0.651), reflecting the fundamental diver-
sity of religious traditions across the sampled nations.
Family structures (mean 0.558) also showed relatively
high cross-cultural similarity, as most cultures describe
patriarchal structures, elder respect, and extended fam-
ily systems, whereas etiquette (0.415) diverged sharply,
suggesting that everyday social manners are more cul-
turally specific than familial organization.

At the country-pair level, India and Japan recorded
the single highest cross-country similarity score in any
category (0.732 in greetings), driven by shared conven-
tions such as bowing, hierarchy-based greeting depth,
honorific suffixes, and the avoidance of physical contact
with strangers. Notably, large similarity swings were
observed within the same country pair across categories.

For instance, Brazil and Canada scored 0.646 in greet-
ings but only 0.299 in etiquette, a swing of 0.348, indi-
cating that while both cultures greet similarly through
handshakes and informality, their broader social norms
diverge considerably. Similarly, Chile and India scored
0.656 in family but only 0.322 in religion, reflecting
shared extended family structures alongside completely
divergent religious traditions.

Several country-level patterns emerged as particu-
larly noteworthy. Canada, despite its multicultural iden-
tity, was not a cultural middleman but rather an outlier
in etiquette, recording the lowest average similarity to
all other countries (0.369) in that category. Its infor-
mal, first-name-basis culture proved genuinely unique
rather than a blend of other cultural norms. Chile stood
out as the most culturally distinctive nation in both re-
ligion and dates of significance, likely driven by its
Easter Island traditions such as the Tapati festival and
Rapa Nui culture, combined with its specific Catholic-
indigenous syncretism. Conversely, Germany emerged
as the most central country in religion and dates of sig-
nificance, with its cultural descriptions serving as a kind
of baseline against which other nations are measured,
likely because the Cultural Atlas frames German cul-
ture in broadly Western terms that partially overlap with
many other cultures. Finally, the intra-region similarity
gap was largest for religion, where pairs such as Ger-
many–Poland, Brazil–Chile, and China–Japan shared
religious traditions within their respective regions, while
cross-region pairs like Chile–Iran (0.255) were almost
entirely dissimilar. Please refer to Figure 9.

B Annotation
B.1 Participant Recruitment
We recruited a total of N = 45 native evaluators (5 each)
across 9 countries (India, China, South Africa, Japan,
Brazil, Chile, Canada, Poland, and Germany). Partici-
pants were sourced through Prolific, with the explicit
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(a) Greetings (b) Dates of Significance

(c) Etiquette (d) Family

(e) Religion

Figure 9: Heatmaps showing similarity between countries across different cultural categories.
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requirement that each participant be a native resident or
citizen of the country they were evaluating. Participants
spanned diverse professional backgrounds, including
entrepreneurs, musicians, homemakers, policymakers,
and data analysts, to ensure that cultural judgments were
not systematically skewed by technical familiarity with
generative AI systems. Participation was voluntary and
anonymous. Participants were paid 5USD for com-
pleting the study. No personally identifiable informa-
tion was collected at any stage; all responses were used
solely for academic research purposes.

B.2 Annotation Platform and Setup
Annotations were collected through the Prolific and
Qualtrics platforms. Participants were required to com-
plete the study on a laptop with a stable internet con-
nection to ensure reliable video playback, and were
instructed to work in a quiet environment where they
could focus on visual details. The estimated completion
time was 15 minutes. Each survey began with an in-
formed consent question; participants were required to
confirm that they understood and agreed to the terms of
participation before proceeding. A critical instruction
was provided at the outset: participants were explicitly
told to base all their judgments on video frames only,
and not to consider audio in their assessments. This
ensured that all evaluations were grounded purely in the
visual cultural content generated by each model, which
is the modality CultureScoremeasures.

B.3 Annotation Task Design
Each participant was assigned 3 video triplets, with each
triplet corresponding to a single cultural prompt. Within
each triplet, the three videos were generated by LTX-2,
Wan 2.2, and Veo 3.1 Fast, respectively, and presented
in randomized order to prevent position bias. For each
triplet, participants completed a three-tier assessment
in the following fixed order, as illustrated in Figure 10:
(i) Question Relevance. Participants were shown a Cul-
tureScoregenerated evaluation question drawn from the
Identity, Behavior, or Context dimension alongside all
three videos. They judged whether the question con-
stituted a meaningful and appropriate probe of cultural
faithfulness for the given prompt, responding with a
binary Yes/No. Questions marked as irrelevant by a
majority of raters within a cohort were excluded from
further analysis. (ii) Answer Accuracy. Participants
were then asked to answer the same cultural question
based strictly on visual evidence in the videos, selecting
all videos for which the answer was affirmatively Yes.
Multiple selections were permitted if the condition held
true for more than one video. This tier assesses whether
the cultural marker in question is visually legible to a
native observer, independently of overall aesthetic pref-
erence. (iii) Human Preference Ranking. Finally, partic-
ipants ranked all three videos from 1st to 3rd based on
overall cultural faithfulness to the given prompt, using
a drag-and-drop interface. Participants were explicitly
instructed to rank based on cultural accuracy rather than

visual quality or cinematic appeal. Participants were
required to complete all three tiers before proceeding to
the next triplet. Figure 10 presents a screenshot from
the annotation platform.

C Prompt Specifications

In the following, we provide details on all the prompts
used in this research.

C.1 Identity, Behavior, Context

The first stage decomposes each base cultural prompt
into its three constituent dimensions: Identity, Behavior,
and Context. This decomposition is a prerequisite for all
downstream stages, as it provides the structured inputs
used in extended prompt construction.

System Prompt: IBC Extractor

Analyze the image prompt and extract Identity,
Behavior, and Context using these rules:

1. Identity: The primary human or living sub-
ject(s).

2. Behavior: The physical activity, gesture,
or movement.

3. Context: The setting, atmosphere, and
background details (including what is be-
ing watched).

EXAMPLES:
Prompt: “Indian family greeting elder with feet-
touching gesture at home”
Output: {"Identity": “Indian family”,
"Behavior": “Greeting elder with feet-
touching gesture”, "Context": “Indian
home”}
Prompt: “Germans watching New Year’s
concert on television”
Output: {"Identity": “Germans”,
"Behavior": “Watching”, "Context":
“New Year’s concert on television”}

TASK:
Prompt: “{prompt text}”
Return ONLY a JSON object with
keys "Identity", "Behavior", and
"Context".

C.2 Extended Prompting

This stage constructs the Extended Prompt variant used
as the primary evaluation condition in our experiments.
Extended prompts augment the base prompt with ex-
plicit, dictionary-grounded visual descriptions for each
of the three IBC dimensions, giving video generation
models detailed guidance on what Identity, Behavior,
and Context should look like in the generated video.
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Figure 10: Annotation Platform-Humans annotated samples based on Question Relevance, Answer Accuracy, and
Human Preference Ranking.
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System Prompt: Extended Prompting

TASK:
Create a detailed video generation prompt.
You must extend the ‘Behavior’, ‘Identity’,
and ‘Context’ using their formal definitions
grounded in the Oxford Dictionary.

INPUTS:

• Prompt: {prompt text}

• Behavior: {Behavior}

• Identity: {Identity}

• Context: {Context}

FORMAT:
“Cinematic shot. {prompt text}. [Behav-
ior]: [Detailed visual description of the Behav-
ior: {Behavior} from Oxford Dictionary],
[Identity]: [Detailed visual description of the
Identity: {Identity} from Oxford Dictio-
nary], and [Context]: [Detailed visual descrip-
tion of the Context: {Context} from Oxford
Dictionary].”

OUTPUT:
Return ONLY the final string following the for-
mat above. Do not include labels like ‘Output:’
or extra commentary.

C.3 Geographical Constraint Removed Prompting

This stage constructs the Geographical Constraint Re-
moved variant, used exclusively in the implicit cultural
knowledge ablation (RQ3). This prompt variant is pro-
duced by stripping explicit country-level identifiers from
the base prompt while preserving all cultural, religious,
and lifestyle descriptors that do not name a specific
nation.

System Prompt: Geographical Constraint
Removed Prompting

TASK:
Rewrite the following prompt to remove any
mention of specific countries (e.g., India, Indian,
Germany, German, USA, American, etc.).

IMPORTANT: Keep religious, cultural, or
lifestyle descriptors (e.g., Muslim, Halal, Fes-
tive, Buddhist, Vegan).

EXAMPLES:
Input: “Indian Muslim family enjoying a halal
feast at home”
Output: “Muslim family enjoying a halal feast
at home”

Input: “German elderly couple walking in a
park”
Output: “Elderly couple walking in a park”

Input: “A traditional Japanese tea ceremony in
Tokyo”
Output: “A traditional tea ceremony in Tokyo”

INPUT:
“{prompt text}”
Return ONLY the rewritten string. No explana-
tions.

C.4 Question Generator
This stage generates the culturally grounded question-
answer pairs used to evaluate generated videos. For
each extended prompt, a language model acting as a
cultural anthropologist and visual evaluator produces a
set of Yes/No evaluation questions decomposed across
the Identity, Behavior, and Context dimensions. In total,
this stage produces 9,288 question-answer pairs across
all prompts and models.

System Prompt: Question Generation

You are an expert cultural anthropologist, visual
evaluator, and prompt engineer. Your task is to
analyze a given video generation prompt and
systematically generate an exhaustive evalua-
tion framework to measure the cultural faithful-
ness of the resulting generated video.
Decompose the prompt into three categories:
Context, Identity, and Behavior.

Strict Guidelines:

1. Yes/No Format: Every question must be
structured so that a “Yes” indicates cultural
faithfulness and a “No” indicates a failure
or cultural inaccuracy.

2. Embedded Visual Descriptions: Em-
bed precise visual, physical, or spatial de-
scriptions directly into the question. Do
not assume the evaluating model has im-
plicit cultural knowledge. (e.g., instead
of “Is the person wearing a traditional Ki-
mono?”, ask “Is the person wearing a tradi-
tional Kimono, characterized by left-over-
right wrapped lapels and wide, square-cut
sleeves?”).

3. Temporal Grounding (Crucial for Be-
haviors): Questions MUST explicitly
probe the sequence, duration, physics,
or progression of the movement across
frames. (e.g., “Does the pouring behavior
begin with the vessel held low, smoothly
rise to a higher elevation, and return low
without breaking the stream?”).
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4. Explicit vs. Implicit: Generate ques-
tions for explicitly requested elements,
and mandatory implicit elements required
for cultural authenticity. Actively avoid
Western-centric stereotypes (e.g., implic-
itly checking that a traditional daily con-
text avoids hyper-exoticized or religious
backdrops unless the context or the prompt
requires them).

5. Weighting Strategy (1–10 Scale):

• 8–10: Critical explicit elements or ab-
solute cultural boundaries.

• 4–7: Expected contextual elements
and secondary identities that enhance
authenticity.

• 1–3: Minor background details or
high-fidelity nuances.

C.5 Question Verifier
This stage filters out questions that, despite being gen-
erated from culturally validated prompts, make claims
about cultural elements that are factually inaccurate or
not genuinely grounded in the target culture. This step
is necessary because the question generator in Stage C.4
can occasionally produce questions that embed incorrect
or hallucinated cultural details. For example, attributing
a practice to a country where it does not originate would
corrupt the evaluation signal.

System Prompt: Question Verifier

TASK:
The following question describes a visual con-
text. Verify if the cultural elements mentioned
(identities, practices, symbols, customs) are
grounded in actual {culture} cultural prac-
tices or facts:

Question: “{question}”

Focus on whether the specific cultural ele-
ments mentioned are real and accurate for
{culture} culture.

OUTPUT FORMAT (Strict JSON, no extra
text before or after):
{
"grounded": "Yes" or "No",
"evidence": "one-sentence summary

confirming or denying the
cultural element is authentic"

}

C.6 Answer Generator
This stage evaluates each generated video against the
verified question set from Stage C.5. A vision-language
model (Qwen3-VL-235B) is provided with a generated
video and a single cultural question, and is asked to rea-

son carefully before producing a binary Yes/No answer
indicating whether the video is culturally faithful with
respect to what the question asks.

System Prompt: Answer Generator

You are an expert cultural anthropologist and vi-
sual evaluator assessing the cultural faithfulness
of a generated video.
When answering each question, you MUST rea-
son within <think> </think> tags follow-
ing these steps:

1. Identify the visual evidence: Describe
exactly what you observe in the video
frames—specific identities, clothing de-
tails, spatial arrangements, architectural el-
ements, lighting, and colors.

2. Assess cultural accuracy: Compare your
observations against the culturally specific
visual descriptions embedded in the ques-
tion. Do not rely on implicit cultural
knowledge—only evaluate what the ques-
tion explicitly describes.

3. Evaluate temporal and physical coher-
ence (for Behavior questions): Exam-
ine the sequence, duration, physics, and
progression of movements across frames.
Note whether behaviors follow the tempo-
ral grounding specified in the question.

4. Check for stereotyping or inauthentic-
ity: Flag if the video substitutes Western-
centric defaults, hyper-exoticized elements,
or generic representations in place of the
specific cultural markers described in the
question.

After your reasoning, provide the final answer
as either Yes or No. “Yes” means the video is
culturally faithful for what the question asks.
“No” means it fails or is culturally inaccurate.
The final answer MUST BE put in a box. For
example: Yes or No .

C.7 Cultural Uniqueness Classifier

This stage is a filtering step applied exclusively in the
Geographical Constraint Removed ablation (RQ3). Af-
ter country names are stripped from base prompts, not
all remaining prompts are equally informative for prob-
ing implicit cultural knowledge. Some de-anchored
prompts describe activities so universal — such as ”a
family having dinner” or ”people watching television”
— that no model, regardless of cultural competence,
could reasonably be expected to generate a culturally
specific output from them. Including such prompts in
the ablation would dilute the signal and misattribute
generic outputs as cultural failures.
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System Prompt: Cultural Uniqueness Classifier

You are a cultural analyst specializing in identi-
fying whether a scene description is distinctly
tied to a specific country or culture.
Your task: Given a scene description (with the
country name removed) and the target country,
decide whether the described scene is culturally
unique to that country.
Definition of “culturally unique”: A prompt
is culturally unique if it contains at least one
element—such as a specific holiday, ritual, tra-
dition, food, object, language term, landmark,
or custom—that is distinctly and strongly asso-
ciated with the given country. A casual observer
familiar with world cultures would recognize it
as belonging to that country.
A prompt is NOT culturally unique if:

• The scene could plausibly occur in any
country (e.g., “a family having dinner”,
“friends meeting at a cafe”)

• The activity is common across many cul-
tures (e.g., “people watching TV”, “a wed-
ding ceremony”)

• Only the time or season makes it distinct,
not the cultural elements (e.g., “family
watching fireworks on New Year’s Eve”)

• The elements are broadly Western/univer-
sal rather than country-specific

• The tradition or practice is shared across
several neighboring countries without a
country-specific distinguishing detail

Examples:
Country: Germany | Prompt: “Couple meeting
at a sports club gathering”
→ is culturally unique: false
→ Sports club gatherings happen in virtually
every country.
Country: Japan | Prompt: “Tea ceremony with
guests appreciating matcha”
→ is culturally unique: true
→ The Japanese tea ceremony (chado/chanoyu)
is a codified cultural ritual unique to Japan.
Country: Poland | Prompt: “Family sharing the
opłatek wafer before Christmas Eve dinner”
→ is culturally unique: true
→ Sharing opłatek before the Wigilia supper is
a distinctly Polish Catholic tradition.
Apply the same careful reasoning to the input
you receive.

D Experiments
D.1 Model Specifications
Wan2.2 (Wan et al., 2025). We use the
Wan2.2-T2V-A14B checkpoint for the text-to-
video task. Generations are configured at a resolution
of 1280 × 720 with a frame count of 49 to produce
5-second clips. The sampling process uses 20 steps
with convert model dtype enabled and the T5
encoder running on CPU (--t5 cpu) to manage
memory overhead. We generate a total of 2,943 videos
(981× 3 variations) for this model.

LTX-2 (HaCohen et al., 2024). We em-
ploy a multi-component setup to ensure
maximum output quality, comprising the
ltx-2-19b-dev-fp8.safetensors base
checkpoint, the gemma-3-12b-it-qat-q4 0-
unquantized text encoder, and ltx-2-19b-
distilled-lora-384.safetensors for
enhanced distillation. To achieve the final resolu-
tion, we apply the ltx-2-spatial-upscaler-
x2-1.0.safetensors spatial upsampler. As with
Wan2.2, this model is evaluated across all 2,943 prompt
instances.

Veo 3.1 Fast (Google DeepMind, 2025). We use
the veo-3.1-fast-generate-001 model via the
Google DeepMind API. Due to the high operational
costs associated with the Veo API, we do not run the
full suite of 981 prompts. Instead, we take a stratified
sample across cultural categories to generate 288 videos,
which supports a meaningful comparison with the other
models while remaining within computational and bud-
getary constraints. In total, our generation pipeline pro-
duced 6,174 videos for evaluation.

D.2 VideoScore across Models
VideoScore (He et al., 2024) is an automated evaluation
metric designed to simulate fine-grained human feed-
back for generative video models. It calculates scores
across: Visual Quality (spatial clarity, resolution, and
aesthetic appeal), Temporal Consistency (the absence of
flickering, warping, or sudden object morphing across
frames), Dynamic Degree (the presence of fluid and
significant motion), Text-to-Video Alignment (how ac-
curately the visual content matches the semantic intent
of the text prompt), and Factual Consistency (adherence
to physical laws and common-sense logic). In the fol-
lowing Tables 2, 3, and 4, we have reported average
videoscore across all five dimensions for LTX-2 (HaCo-
hen et al., 2024). For Wan2.2 (Wan et al., 2025), we
have reported scores in Table 5. For Veo 3.1 (Google
DeepMind, 2025), we have reported scores in Table 6, 7
and 8.

D.3 CultureScore across Models
In the following, we categorize CultureScore across
countries and categories for LTX-2(HaCohen et al.,
2024), Wan 2.2 (Wan et al., 2025), and Veo 3.1 Fast
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(Google DeepMind, 2025). Wan 2.2 (Wan et al., 2025)
consistently outperformed for Identity and Context, and
Veo 3.1 Fast (Google DeepMind, 2025) for behavior.

Table 10, 11 for overall comparison across prompt-
ing strategies. Table 12, 13 for lTX-2 (HaCohen et al.,
2024), Table 14, 15, 16, and 17 for Wan 2.2 (Wan et al.,
2025) and Veo 3.1 Fast (Google DeepMind, 2025) Fur-
ther provide all scores across countries and categories.

D.4 Comparison of UnifiedReward and
CLIPScore against Human Judgment

CLIPScore (Hessel et al., 2021) measures generic
image–text alignment and requires a still image,
so each generated video was reduced to a sin-
gle frame extracted at a fixed 2-second offset with
ffmpeg (-ss 00:00:02 -frames:v 1, JPEG
quality -q:v 2); the offset was chosen to skip
the blank or under-formed opening frames common
in generated video while remaining inside the du-
ration of every clip. Frames were scored with
openai/clip-vit-large-patch14. For each
(frame, prompt) pair, we take the CLIP image and
text embeddings, apply L2 normalization, and compute
their cosine similarity. The final score follows the stan-
dard formulation, CLIPScore = w ·max(0, cos(v, t)),
where the rectification discards negative similarities and
w = 2.5 rescales the typically narrow cosine range into
a more readable interval.
UnifiedReward (Wang et al., 2025) is a VLM-as-judge
reward model. We use UnifiedReward-qwen-7b, which
is built on a Qwen2.5-VL backbone (Bai et al., 2025b),
scoring the same frame and the same prompt text used
for CLIPScore. The model receives the frame together
with a rubric asking it to evaluate two criteria: caption
alignment and overall image quality. Scores are reported
on the native 1–5 scale and additionally min-max nor-
malized to [0, 1] as (s− 1)/4. We report Spearman’s ρ
against human judgments collected from 45 culturally
knowledgeable native annotators across 9 countries.

As specified in Table 9, only the Behavior dimension,
which requires temporal grounding unavailable to static
metrics, reaches significance; no other dimension or
baseline does. This is consistent with temporal informa-
tion being an important driver of CultureScore’s advan-
tage over image-level metrics, although because of lim-
ited ratings for human preference, we read this as sug-
gestive rather than conclusive. CLIPScore trends nega-
tive (ρ = −0.22, p = 0.06), consistent with prior find-
ings that generic image–text alignment does not track
cultural faithfulness. UnifiedReward, in contrast, shows
a positive trend (ρ = +0.22, p = 0.08) comparable
to CultureScore’s Identity dimension. Neither reaches
significance, but the contrast suggests that reward-tuned
image metrics may partially capture cultural cues that
CLIPScore misses, while still lacking CultureScore’s
ability to localize failures across Identity, Behavior, and
Context. Notably, VideoScore does not correlate with
human cultural judgment (ρ = −0.14, p = 0.28) de-
spite being video-specific.
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Country Category Visual Quality Temporal
Consistency

Dynamic
Degree

Text-to-Video
Alignment

Factual
Consistency

Brazil dates-of-significance 3.485 3.445 3.431 3.243 3.496
Brazil etiquette 3.685 3.679 3.627 3.555 3.674
Brazil family 3.547 3.471 3.555 3.394 3.496
Brazil greetings 3.621 3.582 3.65 3.488 3.619
Brazil religion 3.528 3.525 3.456 3.236 3.55

Canada dates-of-significance 3.624 3.55 3.533 3.274 3.604
Canada etiquette 3.58 3.549 3.504 3.27 3.56
Canada family 3.401 3.332 3.396 3.187 3.376
Canada greetings 3.673 3.622 3.695 3.489 3.655
Canada religion 3.363 3.329 3.311 3.045 3.391

Chile dates-of-significance 3.376 3.304 3.356 3.129 3.389
Chile etiquette 3.578 3.533 3.527 3.407 3.554
Chile family 3.293 3.168 3.299 3.025 3.246
Chile greetings 3.608 3.57 3.609 3.46 3.596
Chile religion 3.437 3.367 3.317 3.043 3.432

China dates-of-significance 3.615 3.579 3.57 3.373 3.605
China etiquette 3.775 3.713 3.704 3.567 3.746
China family 3.791 3.728 3.753 3.546 3.76
China greetings 3.65 3.56 3.609 3.416 3.638
China religion 3.715 3.697 3.507 3.416 3.74

Germany dates-of-significance 3.281 3.238 3.152 3.093 3.285
Germany etiquette 3.387 3.327 3.399 3.299 3.373
Germany family 3.287 3.264 3.208 3.156 3.293
Germany greetings 3.559 3.52 3.513 3.418 3.557
Germany religion 3.007 3.081 2.859 2.906 3.094

India dates-of-significance 3.57 3.518 3.527 3.307 3.561
India etiquette 3.668 3.614 3.605 3.488 3.646
India family 3.562 3.493 3.517 3.373 3.552
India greetings 3.668 3.62 3.596 3.472 3.671
India religion 3.726 3.678 3.658 3.467 3.715

Iran dates-of-significance 3.623 3.582 3.557 3.335 3.63
Iran etiquette 3.796 3.762 3.763 3.605 3.775
Iran family 3.673 3.64 3.637 3.472 3.67
Iran greetings 3.877 3.844 3.866 3.662 3.863
Iran religion 3.624 3.57 3.605 3.415 3.634

Japan dates-of-significance 3.283 3.238 3.164 3.021 3.29
Japan etiquette 3.595 3.514 3.521 3.394 3.545
Japan family 3.171 3.169 3.042 3.008 3.2
Japan greetings 3.467 3.447 3.345 3.271 3.488
Japan religion 3.054 3.064 2.796 2.771 3.071

Poland dates-of-significance 3.377 3.33 3.217 3.044 3.364
Poland etiquette 3.357 3.317 3.241 3.141 3.338
Poland family 3.29 3.174 3.236 3.078 3.254
Poland greetings 3.138 3.126 3.011 2.988 3.162
Poland religion 3.075 3.081 2.876 2.874 3.116

South Africa dates-of-significance 3.645 3.607 3.54 3.357 3.641
South Africa etiquette 3.624 3.591 3.549 3.366 3.603
South Africa greetings 3.655 3.624 3.651 3.471 3.654
South Africa religion 3.54 3.547 3.472 3.223 3.587

Table 2: Average VideoScore (LTX-2 (HaCohen et al., 2024)) for base prompts, grouped by country and category.
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Country Category Visual Quality Temporal
Consistency

Dynamic
Degree

Text-to-Video
Alignment

Factual
Consistency

Brazil dates-of-significance 3.579 3.547 3.586 3.434 3.583
Brazil etiquette 3.386 3.322 3.416 3.291 3.367
Brazil family 3.263 3.259 3.271 3.216 3.297
Brazil greetings 3.465 3.431 3.493 3.385 3.462
Brazil religion 3.646 3.628 3.625 3.451 3.657

Canada dates-of-significance 3.576 3.516 3.544 3.338 3.563
Canada etiquette 3.302 3.274 3.21 3.193 3.299
Canada family 3.268 3.207 3.269 3.164 3.231
Canada greetings 3.205 3.203 3.25 3.194 3.222
Canada religion 3.541 3.519 3.523 3.404 3.555

Chile dates-of-significance 3.365 3.304 3.379 3.186 3.363
Chile etiquette 3.252 3.228 3.18 3.15 3.209
Chile family 3.287 3.225 3.329 3.223 3.277
Chile greetings 3.442 3.387 3.454 3.306 3.433
Chile religion 3.516 3.487 3.514 3.366 3.531

China dates-of-significance 3.543 3.524 3.459 3.328 3.53
China etiquette 3.773 3.727 3.741 3.57 3.743
China family 3.703 3.688 3.654 3.463 3.699
China greetings 3.504 3.47 3.413 3.346 3.525
China religion 3.482 3.49 3.281 3.272 3.503

Germany dates-of-significance 3.281 3.21 3.277 3.088 3.259
Germany etiquette 3.035 2.994 3.003 2.989 3.001
Germany family 2.995 2.974 3.008 3.005 2.97
Germany greetings 3.03 3.018 3.04 3.039 3.052
Germany religion 3.311 3.341 3.142 3.117 3.341

India dates-of-significance 3.448 3.421 3.34 3.252 3.451
India etiquette 3.56 3.508 3.483 3.377 3.553
India family 3.586 3.51 3.52 3.352 3.583
India greetings 3.411 3.406 3.271 3.264 3.442
India religion 3.387 3.405 3.233 3.234 3.437

Iran dates-of-significance 3.453 3.432 3.414 3.279 3.456
Iran etiquette 3.669 3.641 3.623 3.528 3.656
Iran family 3.277 3.239 3.259 3.138 3.243
Iran greetings 3.518 3.501 3.518 3.405 3.541
Iran religion 3.459 3.479 3.366 3.341 3.483

Japan dates-of-significance 3.352 3.328 3.229 3.176 3.353
Japan etiquette 3.432 3.383 3.381 3.305 3.413
Japan family 3.332 3.304 3.31 3.22 3.34
Japan greetings 3.126 3.147 2.875 3.011 3.169
Japan religion 3.203 3.217 2.992 3.039 3.223

Poland dates-of-significance 3.35 3.298 3.312 3.164 3.341
Poland etiquette 3.21 3.184 3.189 3.142 3.189
Poland family 3.299 3.214 3.338 3.238 3.284
Poland greetings 3.241 3.166 3.283 3.156 3.247
Poland religion 3.328 3.318 3.204 3.157 3.325

South Africa dates-of-significance 3.546 3.521 3.506 3.33 3.566
South Africa etiquette 3.137 3.138 3.097 3.032 3.165
South Africa greetings 3.454 3.461 3.429 3.34 3.491
South Africa religion 3.508 3.511 3.434 3.195 3.559

Table 3: Average VideoScore (LTX-2(HaCohen et al., 2024)) for extended prompts, grouped by country and
category.
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Country Category Visual Quality Temporal
Consistency

Dynamic
Degree

Text-to-Video
Alignment

Factual
Consistency

Brazil dates-of-significance 3.438 3.381 3.375 3.18 3.429
Brazil etiquette 3.611 3.605 3.55 3.489 3.61
Brazil family 3.488 3.388 3.497 3.367 3.447
Brazil greetings 3.54 3.46 3.607 3.376 3.525
Brazil religion 3.349 3.334 3.244 2.961 3.361

Canada dates-of-significance 3.539 3.505 3.412 3.273 3.547
Canada etiquette 3.587 3.519 3.557 3.266 3.545
Canada family 3.223 3.147 3.233 3.052 3.175
Canada greetings 3.496 3.442 3.498 3.402 3.497
Canada religion 2.975 2.975 2.84 2.787 3.062

Chile dates-of-significance 3.268 3.163 3.276 3.05 3.254
Chile etiquette 3.336 3.312 3.196 3.12 3.319
Chile family 3.148 3.059 3.112 2.923 3.124
Chile greetings 3.54 3.474 3.513 3.397 3.516
Chile religion 2.989 2.942 2.81 2.734 3.038

China dates-of-significance 3.333 3.273 3.253 3.082 3.32
China etiquette 3.355 3.297 3.223 3.192 3.326
China family 3.433 3.311 3.458 3.184 3.392
China greetings 3.103 3.065 3.039 2.989 3.117
China religion 3.296 3.32 2.976 2.982 3.344

Germany dates-of-significance 3.261 3.244 3.15 3.094 3.267
Germany etiquette 3.557 3.516 3.57 3.457 3.524
Germany family 3.576 3.493 3.534 3.256 3.522
Germany greetings 3.617 3.539 3.578 3.43 3.576
Germany religion 3.268 3.331 3.064 3.084 3.335

India dates-of-significance 3.497 3.418 3.45 3.229 3.479
India etiquette 3.534 3.5 3.484 3.364 3.538
India family 3.279 3.252 3.234 3.08 3.315
India greetings 3.293 3.227 3.193 3.126 3.279
India religion 3.432 3.431 3.358 3.233 3.466

Iran dates-of-significance 3.349 3.266 3.196 3.022 3.319
Iran etiquette 3.334 3.309 3.251 3.189 3.318
Iran family 3.257 3.211 3.22 3.131 3.24
Iran greetings 3.27 3.232 3.26 3.184 3.233
Iran religion 3.21 3.192 3.114 3.067 3.239

Japan dates-of-significance 3.306 3.269 3.195 3.081 3.323
Japan etiquette 3.608 3.534 3.581 3.445 3.552
Japan family 3.508 3.443 3.478 3.266 3.483
Japan greetings 3.314 3.319 3.193 3.137 3.335
Japan religion 3.118 3.097 2.946 2.886 3.119

Poland dates-of-significance 3.44 3.346 3.353 3.12 3.403
Poland etiquette 3.643 3.591 3.608 3.46 3.581
Poland family 3.372 3.226 3.353 3.122 3.315
Poland greetings 3.268 3.243 3.205 3.144 3.295
Poland religion 3.036 3.009 2.795 2.827 3.03

South Africa dates-of-significance 3.438 3.392 3.377 3.145 3.436
South Africa etiquette 3.439 3.393 3.429 3.333 3.417
South Africa greetings 3.516 3.479 3.52 3.362 3.531
South Africa religion 3.203 3.169 3.097 2.922 3.235

Table 4: Average VideoScore (LTX-2 (HaCohen et al., 2024)) for geographical constraint removed prompts, grouped
by country and category.
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Country Category Visual Quality Temporal
Consistency

Dynamic
Degree

Text-to-Video
Alignment

Factual
Consistency

Brazil dates-of-significance 2.76 2.79 2.64 2.73 2.74
Brazil etiquette 2.74 2.82 2.54 2.78 2.69
Brazil family 2.79 2.86 2.6 2.81 2.79
Brazil greetings 2.73 2.82 2.54 2.7 2.73
Brazil religion 2.76 2.84 2.56 2.69 2.79

Canada dates-of-significance 2.8 2.82 2.61 2.7 2.77
Canada etiquette 2.75 2.76 2.6 2.73 2.67
Canada family 2.74 2.79 2.61 2.83 2.71
Canada greetings 2.73 2.83 2.55 2.76 2.7
Canada religion 2.75 2.81 2.51 2.66 2.76

Chile dates-of-significance 2.8 2.84 2.62 2.74 2.77
Chile etiquette 2.75 2.82 2.52 2.73 2.71
Chile family 2.76 2.8 2.61 2.78 2.73
Chile greetings 2.75 2.85 2.51 2.75 2.76
Chile religion 2.75 2.83 2.53 2.65 2.78

China dates-of-significance 2.76 2.8 2.53 2.71 2.75
China etiquette 2.74 2.77 2.5 2.71 2.66
China family 2.75 2.83 2.47 2.7 2.71
China greetings 2.74 2.83 2.46 2.72 2.78
China religion 2.78 2.91 2.13 2.72 2.83

Germany dates-of-significance 2.73 2.79 2.55 2.66 2.72
Germany etiquette 2.73 2.78 2.51 2.73 2.67
Germany family 2.75 2.81 2.57 2.78 2.71
Germany greetings 2.76 2.87 2.47 2.78 2.76
Germany religion 2.76 2.88 2.34 2.73 2.82

India dates-of-significance 2.79 2.86 2.43 2.72 2.79
India etiquette 2.75 2.8 2.43 2.71 2.71
India family 2.77 2.85 2.45 2.76 2.76
India greetings 2.78 2.87 2.49 2.74 2.81
India religion 2.78 2.83 2.47 2.74 2.8

Iran dates-of-significance 2.74 2.84 2.46 2.63 2.74
Iran etiquette 2.76 2.84 2.45 2.71 2.7
Iran family 2.76 2.85 2.54 2.79 2.73
Iran greetings 2.77 2.88 2.44 2.73 2.78
Iran religion 2.74 2.87 2.39 2.78 2.75

Japan dates-of-significance 2.71 2.78 2.37 2.64 2.69
Japan etiquette 2.74 2.8 2.39 2.71 2.67
Japan family 2.75 2.83 2.52 2.79 2.74
Japan greetings 2.71 2.76 2.42 2.67 2.64
Japan religion 2.73 2.82 2.28 2.63 2.69

Poland dates-of-significance 2.72 2.78 2.49 2.64 2.68
Poland etiquette 2.72 2.8 2.46 2.66 2.64
Poland family 2.71 2.77 2.53 2.76 2.68
Poland greetings 2.76 2.89 2.46 2.72 2.77
Poland religion 2.77 2.88 2.44 2.68 2.79

South Africa dates-of-significance 2.77 2.83 2.56 2.7 2.77
South Africa etiquette 2.75 2.84 2.51 2.77 2.72
South Africa greetings 2.76 2.87 2.48 2.71 2.76
South Africa religion 2.75 2.86 2.44 2.66 2.8

Table 5: Average Videoscore (Wan 2.2 (Wan et al., 2025)) for base prompt grouped by Country and Category.
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Country Category Visual Quality Temporal
Consistency

Dynamic
Degree

Text-to-Video
Alignment

Factual
Consistency

Brazil dates-of-significance 2.90 3.06 2.70 2.84 3.01
Brazil etiquette 2.66 2.62 2.70 2.78 2.53
Brazil family 2.84 2.84 2.73 2.86 2.80
Brazil greetings 2.82 2.87 2.76 2.88 2.77
Brazil religion 2.72 2.70 2.68 2.80 2.67

Canada dates-of-significance 3.30 3.23 3.31 3.16 3.27
Canada etiquette 2.80 2.79 2.82 2.80 2.80
Canada family 2.80 2.91 2.73 2.86 2.83
Canada greetings 2.68 2.80 2.64 2.77 2.64
Canada religion 3.66 3.60 3.52 3.50 3.62

Chile dates-of-significance 3.02 2.96 2.95 2.92 2.91
Chile etiquette 2.69 2.75 2.58 2.78 2.64
Chile family 2.58 2.60 2.67 2.66 2.52
Chile greetings 2.63 2.70 2.61 2.69 2.65
Chile religion 2.83 2.92 2.57 2.83 2.86

China dates-of-significance 2.76 2.68 2.49 2.48 2.52
China etiquette 2.76 2.84 2.58 2.83 2.66
China family 2.75 2.66 2.66 2.59 2.56
China greetings 2.66 2.74 2.73 2.79 2.73
China religion 2.88 2.84 2.47 2.84 2.78

Germany dates-of-significance 2.66 2.65 2.48 2.64 2.62
Germany etiquette 2.82 2.69 2.43 2.66 2.70
Germany family 2.77 2.78 2.66 2.84 2.66
Germany greetings 2.66 2.70 2.53 2.71 2.60
Germany religion 2.86 2.90 2.61 2.85 2.88

India dates-of-significance 2.91 2.94 2.70 2.78 2.88
India etiquette 2.71 2.75 2.50 2.57 2.51
India family 2.76 2.82 2.39 2.60 2.62
India greetings 2.75 2.84 2.48 2.77 2.75
India religion 2.83 2.77 2.49 2.84 2.77

Iran dates-of-significance 2.80 2.80 2.61 2.73 2.73
Iran etiquette 2.78 2.77 2.65 2.78 2.68
Iran family 2.82 2.91 2.49 2.85 2.75
Iran greetings 2.84 2.95 2.43 2.75 2.76
Iran religion 2.80 2.83 2.47 2.88 2.77

Japan dates-of-significance 2.73 2.84 2.21 2.77 2.64
Japan etiquette 2.91 2.83 2.83 2.78 2.75
Japan family 2.73 2.84 2.31 2.73 2.66
Japan greetings 2.68 2.62 2.62 2.62 2.61
Japan religion 2.77 2.98 2.27 2.72 2.84

Poland dates-of-significance 2.74 2.76 2.63 2.80 2.72
Poland etiquette 2.90 2.91 2.88 2.92 2.89
Poland family 2.80 2.80 2.60 2.77 2.69
Poland greetings 2.85 2.82 2.91 2.90 2.82
Poland religion 3.19 3.22 2.93 3.07 3.16

South Africa dates-of-significance 3.20 3.20 3.24 3.13 3.23
South Africa etiquette 2.63 2.70 2.63 2.63 2.56
South Africa greetings 2.78 2.94 2.52 2.80 2.82
South Africa religion 3.23 3.14 3.16 3.11 3.23

Table 6: Average Videoscore (Veo 3.1 Fast (Google DeepMind, 2025)) for base prompt grouped by country and
category.
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Country Category Visual Quality Temporal
Consistency

Dynamic
Degree

Text-to-Video
Alignment

Factual
Consistency

Brazil dates-of-significance 2.60 2.67 2.58 2.62 2.66
Brazil etiquette 2.64 2.75 2.66 2.84 2.66
Brazil family 2.72 2.73 2.65 2.89 2.62
Brazil greetings 2.73 2.91 2.48 2.80 2.75
Brazil religion 2.76 2.88 2.52 2.82 2.80

Canada dates-of-significance 3.30 3.30 3.37 3.22 3.34
Canada etiquette 2.75 2.69 2.72 2.73 2.72
Canada family 3.03 3.08 2.91 3.03 3.00
Canada greetings 2.82 2.86 2.79 2.93 2.80
Canada religion 3.16 3.12 2.97 3.10 3.19

Chile dates-of-significance 3.67 3.59 3.66 3.44 3.64
Chile etiquette 2.70 2.73 2.55 2.73 2.59
Chile family 2.71 2.62 2.70 2.73 2.62
Chile greetings 2.84 2.89 2.70 2.84 2.88
Chile religion 2.80 2.87 2.54 2.73 2.79

China dates-of-significance 2.80 2.79 2.48 2.65 2.59
China etiquette 2.73 2.84 2.36 2.70 2.59
China family 2.80 2.88 2.61 2.80 2.66
China greetings 2.73 2.79 2.67 2.80 2.75
China religion 2.74 2.94 2.12 2.77 2.80

Germany dates-of-significance 2.69 2.69 2.46 2.59 2.57
Germany etiquette 2.71 2.71 2.57 2.66 2.63
Germany family 2.80 2.84 2.52 2.84 2.63
Germany greetings 2.65 2.65 2.59 2.77 2.55
Germany religion 2.80 2.91 2.56 2.85 2.82

India dates-of-significance 2.73 2.83 2.54 2.66 2.72
India etiquette 2.60 2.63 2.48 2.64 2.48
India family 2.88 2.84 2.62 2.88 2.78
India greetings 2.89 2.98 2.41 2.81 2.81
India religion 2.74 2.82 2.36 2.84 2.76

Iran dates-of-significance 3.24 3.27 3.07 3.09 3.22
Iran etiquette 3.28 3.30 3.12 3.12 3.25
Iran family 2.70 2.77 2.52 2.78 2.59
Iran greetings 2.86 2.94 2.48 2.75 2.76
Iran religion 2.72 2.67 2.66 2.77 2.67

Japan dates-of-significance 2.75 2.88 2.45 2.77 2.68
Japan etiquette 2.69 2.51 2.73 2.64 2.50
Japan family 2.82 2.91 2.45 2.88 2.78
Japan greetings 2.77 2.94 2.00 2.50 2.69
Japan religion 2.80 2.96 2.26 2.80 2.84

Poland dates-of-significance 2.80 2.90 2.46 2.83 2.79
Poland etiquette 2.73 2.73 2.64 2.66 2.62
Poland family 2.68 2.66 2.62 2.77 2.63
Poland greetings 2.90 2.94 2.76 2.90 2.91
Poland religion 2.78 2.82 2.64 2.77 2.77

South Africa dates-of-significance 2.86 2.91 2.75 2.85 2.90
South Africa etiquette 2.67 2.72 2.56 2.56 2.66
South Africa greetings 2.72 2.69 2.73 2.80 2.70
South Africa religion 2.67 2.81 2.31 2.72 2.70

Table 7: Average VideoScore evaluation of Veo 3.1 Fast (Google DeepMind, 2025) for extended prompt generations
across countries and categories.
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Country Category Visual Quality Temporal
Consistency

Dynamic
Degree

Text-to-Video
Alignment

Factual
Consistency

Brazil dates-of-significance 2.69 2.86 2.33 2.72 2.75
Brazil etiquette 2.56 2.59 2.73 2.81 2.53
Brazil family 2.68 2.70 2.61 2.84 2.55
Brazil greetings 2.74 2.86 2.59 2.79 2.80
Brazil religion 2.69 2.70 2.55 2.75 2.67

Canada dates-of-significance 2.86 2.80 2.72 2.77 2.79
Canada etiquette 2.87 2.90 2.80 2.91 2.88
Canada family 2.69 2.79 2.73 2.89 2.65
Canada greetings 2.72 2.77 2.62 2.66 2.62
Canada religion 3.02 2.92 3.03 3.05 3.01

Chile dates-of-significance 3.63 3.49 3.73 3.48 3.48
Chile etiquette 2.75 2.73 2.70 2.82 2.66
Chile family 2.59 2.55 2.72 2.78 2.42
Chile greetings 2.77 2.92 2.45 2.77 2.81
Chile religion 3.00 2.97 2.88 2.89 2.95

China dates-of-significance 2.80 2.69 2.55 2.80 2.53
China etiquette 2.70 2.70 2.55 2.64 2.54
China family 3.24 3.23 3.09 3.09 3.12
China greetings 3.12 3.12 3.20 3.15 3.14
China religion 2.85 2.91 2.41 2.86 2.84

Germany dates-of-significance 2.71 2.71 2.46 2.62 2.62
Germany etiquette 2.78 2.75 2.23 2.73 2.71
Germany family 2.86 2.90 2.64 2.96 2.72
Germany greetings 2.70 2.89 2.41 2.62 2.75
Germany religion 2.79 2.88 2.42 2.74 2.84

India dates-of-significance 2.67 2.84 2.30 2.48 2.63
India etiquette 3.14 3.07 2.99 2.91 2.98
India family 2.64 2.61 2.62 2.70 2.53
India greetings 2.89 3.02 2.38 2.80 2.84
India religion 2.93 2.94 2.59 2.94 2.96

Iran dates-of-significance 2.75 2.80 2.57 2.75 2.73
Iran etiquette 2.72 2.70 2.60 2.58 2.62
Iran family 2.77 2.90 2.50 2.87 2.72
Iran greetings 2.84 2.96 2.31 2.66 2.73
Iran religion 2.75 2.62 2.75 2.83 2.62

Japan dates-of-significance 2.79 2.88 2.25 2.73 2.61
Japan etiquette 2.71 2.70 2.67 2.73 2.59
Japan family 2.76 2.82 2.54 2.81 2.73
Japan greetings 2.89 2.69 3.06 2.89 2.84
Japan religion 2.80 2.97 2.20 2.78 2.85

Poland dates-of-significance 2.76 2.84 2.50 2.86 2.70
Poland etiquette 3.27 3.27 3.19 3.08 3.06
Poland family 2.71 2.73 2.52 2.66 2.63
Poland greetings 2.62 2.67 2.61 2.69 2.61
Poland religion 2.67 2.78 2.46 2.56 2.62

South Africa dates-of-significance 3.18 3.16 3.20 3.12 3.21
South Africa etiquette 2.66 2.76 2.65 2.71 2.71
South Africa greetings 2.62 2.56 2.78 2.78 2.55
South Africa religion 2.70 2.70 2.55 2.77 2.67

Table 8: Average VideoScore evaluation of Veo 3.1 Fast (Google DeepMind, 2025) for geographical Constrainst
Removed Prompting.

Metric Dimension ρ p

CultureScore Behavior +0.25 0.045
CultureScore Identity +0.21 0.08
CultureScore Context +0.04 0.71
UnifiedReward overall +0.22 0.08
CLIPScore overall −0.22 0.06
VideoScore overall −0.14 0.28

Table 9: Correlation between automatic metrics and human cultural judgement.
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Behavior Context Identity Overall

Country Base Ext Gain Base Ext Gain Base Ext Gain Base Ext Gain

Brazil 33.3 46.8 +13.5 44.3 63.8 +19.5 21.4 39.5 +18.1 32.7 49.7 +17.0
Canada 29.2 54.1 +24.9 27.3 54.2 +26.9 19.0 40.5 +21.5 24.9 49.3 +24.4
Chile 27.5 44.5 +17.0 26.4 50.6 +24.2 20.9 35.3 +14.4 24.8 43.2 +18.4
China 29.5 46.8 +17.3 42.1 71.2 +29.1 31.1 55.3 +24.2 34.0 57.4 +23.4
Germany 32.4 53.8 +21.4 39.8 64.8 +25.0 33.0 47.8 +14.9 35.0 55.3 +20.3
India 29.3 46.2 +16.9 41.4 66.2 +24.8 34.2 55.8 +21.6 34.6 55.6 +20.9
Iran 25.8 38.5 +12.7 36.0 61.2 +25.2 27.8 46.4 +18.5 29.7 48.4 +18.7
Japan 39.8 55.1 +15.3 41.0 74.5 +33.5 27.6 46.9 +19.3 36.1 58.6 +22.5
Poland 31.8 48.6 +16.9 33.8 59.8 +25.9 27.9 43.9 +16.0 31.1 50.5 +19.4
South Africa 21.9 34.6 +12.6 30.3 49.4 +19.2 23.2 34.9 +11.6 25.1 39.4 +14.4

Table 10: Overall CultureScore (%) across countries and prompting strategies for LTX-2 (HaCohen et al., 2024).
Ext implies extended prompt and Gain implies (%) gain from Base to Extended Prompt.

Behavior Context Identity Overall

Country Base Ext Gain Base Ext Gain Base Ext Gain Base Ext Gain

Brazil 32.7 46.8 +14.1 52.8 74.1 +21.3 29.6 45.7 +16.1 38.1 55.2 +17.1
Canada 38.6 58.8 +20.2 43.8 62.3 +18.5 34.3 51.8 +17.5 38.9 57.5 +18.6
Chile 27.9 44.9 +17.0 40.4 63.8 +23.4 26.7 41.1 +14.4 31.5 49.6 +18.1
China 41.6 54.3 +12.7 57.0 77.8 +20.9 48.3 67.7 +19.3 48.7 66.3 +17.5
Germany 35.1 51.1 +16.0 51.6 73.0 +21.5 36.6 55.4 +18.8 40.9 59.7 +18.8
India 32.1 49.6 +17.5 46.7 69.2 +22.5 41.2 62.6 +21.3 39.6 60.0 +20.3
Iran 27.1 42.5 +15.4 36.7 65.8 +29.1 28.8 45.0 +16.2 30.7 50.7 +20.0
Japan 46.3 62.5 +16.2 59.3 76.4 +17.1 36.5 57.0 +20.5 47.2 65.1 +17.9
Poland 30.7 40.2 +9.5 42.9 64.3 +21.4 28.2 44.3 +16.0 33.7 49.1 +15.4
South Africa 23.4 45.0 +21.6 43.3 63.2 +19.9 21.1 38.4 +17.3 29.0 48.5 +19.5

Table 11: Overall CultureScore (%) across countries and prompting strategies for Wan 2.2 (Wan et al., 2025). Ext
implies extended prompt and Gain implies (%) gain from Base to Extended Prompt.
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CultureScore (%)
Country Category Identity Behavior Context
Brazil dates-of-significance 24.5 35.6 38.6
Brazil etiquette 21.2 27.6 51.7
Brazil family 18.4 36.2 51.1
Brazil greetings 19.5 44.7 53.7
Brazil religion 20.4 23.6 32.0

Canada dates-of-significance 18.8 25.0 16.9
Canada etiquette 14.5 33.3 27.3
Canada family 16.7 28.9 40.0
Canada greetings 36.7 50.0 33.3
Canada religion 15.4 17.6 30.6

Chile dates-of-significance 29.6 28.7 19.3
Chile etiquette 19.7 28.0 35.0
Chile family 9.3 12.2 23.1
Chile greetings 30.3 50.0 43.8
Chile religion 8.3 20.6 18.2

China dates-of-significance 24.5 23.9 43.4
China etiquette 44.3 35.4 42.9
China family 30.8 30.9 39.6
China greetings 31.6 39.4 51.4
China religion 20.9 21.7 32.6

Germany dates-of-significance 24.0 23.8 30.6
Germany etiquette 40.0 45.0 53.4
Germany family 33.3 32.3 43.2
Germany greetings 51.4 44.7 53.1
Germany religion 27.3 21.9 25.8

India dates-of-significance 29.7 30.9 36.3
India etiquette 34.2 40.5 50.0
India family 34.0 13.3 38.5
India greetings 55.0 36.8 54.5
India religion 29.6 19.4 35.8

Iran dates-of-significance 26.2 24.5 32.6
Iran etiquette 26.0 28.6 38.0
Iran family 20.0 18.8 36.4
Iran greetings 36.8 35.1 41.7
Iran religion 37.1 22.9 34.4

Japan dates-of-significance 19.5 30.9 35.6
Japan etiquette 41.7 44.9 46.3
Japan family 24.4 36.4 36.4
Japan greetings 26.7 66.7 48.8
Japan religion 26.0 25.5 40.8

Poland dates-of-significance 28.4 31.5 38.1
Poland etiquette 37.5 36.0 43.8
Poland family 14.3 19.6 33.3
Poland greetings 35.7 58.8 25.0
Poland religion 24.4 22.9 18.6

South Africa dates-of-significance 17.3 19.8 29.0
South Africa etiquette 24.7 25.9 30.7
South Africa greetings 34.2 40.6 35.9
South Africa religion 25.5 8.0 27.7

Overall 26.8 30.3 36.6

Table 12: CultureScore for LTX-2 (HaCohen et al., 2024) base prompt by country and category.
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CultureScore (%)
Country Category Identity Behavior Context
Brazil dates-of-significance 42.6 46.7 54.5
Brazil etiquette 43.9 41.4 79.3
Brazil family 34.7 55.3 64.4
Brazil greetings 34.1 57.4 63.4
Brazil religion 37.0 36.4 62.0

Canada dates-of-significance 39.6 51.1 52.8
Canada etiquette 45.5 50.0 67.3
Canada family 31.5 51.1 42.0
Canada greetings 56.7 93.3 73.3
Canada religion 35.9 35.3 38.9

Chile dates-of-significance 29.6 52.1 42.0
Chile etiquette 49.3 42.0 61.7
Chile family 14.8 26.5 44.2
Chile greetings 54.5 68.4 65.6
Chile religion 36.1 26.5 48.5

China dates-of-significance 50.9 36.3 68.9
China etiquette 65.9 56.6 79.8
China family 55.8 45.5 62.5
China greetings 39.5 60.6 62.9
China religion 58.1 43.5 76.7

Germany dates-of-significance 41.3 53.5 68.4
Germany etiquette 55.4 65.0 72.4
Germany family 48.7 41.9 54.1
Germany greetings 51.4 60.5 59.4
Germany religion 48.5 37.5 58.1

India dates-of-significance 56.2 44.9 63.7
India etiquette 52.1 50.0 81.2
India family 51.1 44.4 59.0
India greetings 72.5 50.0 75.8
India religion 51.9 43.5 52.8

Iran dates-of-significance 36.4 40.2 57.9
Iran etiquette 57.1 37.7 73.2
Iran family 42.2 35.4 54.5
Iran greetings 47.4 54.1 47.2
Iran religion 57.1 22.9 68.8

Japan dates-of-significance 43.4 50.0 60.6
Japan etiquette 53.6 60.7 87.8
Japan family 48.9 52.3 68.2
Japan greetings 46.7 79.6 81.4
Japan religion 42.0 34.5 81.6

Poland dates-of-significance 50.5 51.9 59.0
Poland etiquette 39.3 40.0 56.2
Poland family 34.7 48.2 73.8
Poland greetings 50.0 67.6 64.3
Poland religion 40.0 37.5 48.8

South Africa dates-of-significance 22.7 31.1 42.0
South Africa etiquette 44.7 44.4 50.7
South Africa greetings 47.4 37.5 59.0
South Africa religion 35.3 24.0 55.3

Overall 45.0 47.0 62.1

Table 13: CultureScore (%) by country and category for LTX-2 (HaCohen et al., 2024) with the extended prompt.
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CultureScore (%)
Country Category Identity Behavior Context
Brazil dates-of-significance 31.9 38.9 50.0
Brazil etiquette 25.8 25.9 63.8
Brazil family 24.5 38.3 53.3
Brazil greetings 39.0 40.4 53.7
Brazil religion 27.8 18.2 44.0

Canada dates-of-significance 36.5 40.9 34.8
Canada etiquette 21.8 27.8 47.3
Canada family 40.7 46.7 58.0
Canada greetings 60.0 53.3 60.0
Canada religion 17.9 20.6 27.8

Chile dates-of-significance 31.6 29.8 47.7
Chile etiquette 23.9 30.0 36.7
Chile family 11.1 14.3 28.8
Chile greetings 42.4 47.4 53.1
Chile religion 27.8 17.6 33.3

China dates-of-significance 47.3 42.5 56.6
China etiquette 52.3 48.5 64.3
China family 32.7 14.5 33.3
China greetings 55.3 54.5 71.4
China religion 55.8 47.8 58.1

Germany dates-of-significance 32.7 24.8 51.0
Germany etiquette 50.8 51.7 53.4
Germany family 17.9 35.5 51.4
Germany greetings 45.7 39.5 62.5
Germany religion 33.3 31.2 38.7

India dates-of-significance 29.7 29.4 43.4
India etiquette 45.2 40.5 48.4
India family 40.4 11.1 48.7
India greetings 70.0 44.7 60.6
India religion 42.6 35.5 41.5

Iran dates-of-significance 24.3 25.5 35.8
Iran etiquette 31.2 24.7 46.5
Iran family 24.4 27.1 20.5
Iran greetings 31.6 40.5 38.9
Iran religion 40.0 22.9 37.5

Japan dates-of-significance 25.7 37.3 46.2
Japan etiquette 53.6 57.3 68.3
Japan family 31.1 40.9 65.9
Japan greetings 42.2 59.3 60.5
Japan religion 32.0 38.2 65.3

Poland dates-of-significance 32.1 33.3 44.8
Poland etiquette 26.8 32.0 41.7
Poland family 22.4 21.4 40.5
Poland greetings 35.7 52.9 57.1
Poland religion 22.2 18.8 32.6

South Africa dates-of-significance 16.4 23.6 34.0
South Africa etiquette 23.5 24.7 52.0
South Africa greetings 28.9 25.0 46.2
South Africa religion 21.6 20.0 46.8

Overall 33.4 33.9 47.8

Table 14: CultureScore by country and category for Wan 2.2 (Wan et al., 2025) with the base prompt.
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CultureScore (%)
Country Category Identity Behavior Context
Brazil dates-of-significance 43.6 52.2 72.7
Brazil etiquette 48.5 34.5 74.1
Brazil family 44.9 36.2 84.4
Brazil greetings 39.0 66.0 80.5
Brazil religion 51.9 43.6 62.0

Canada dates-of-significance 52.1 63.6 57.3
Canada etiquette 43.6 50.0 69.1
Canada family 55.6 57.8 60.0
Canada greetings 70.0 76.7 80.0
Canada religion 43.6 41.2 52.8

Chile dates-of-significance 46.9 45.7 60.2
Chile etiquette 43.7 54.0 71.7
Chile family 13.0 34.7 51.9
Chile greetings 63.6 55.3 81.2
Chile religion 41.7 32.4 60.6

China dates-of-significance 68.2 47.8 80.2
China etiquette 71.6 62.6 86.9
China family 50.0 40.0 64.6
China greetings 68.4 75.8 62.9
China religion 79.1 54.3 81.4

Germany dates-of-significance 44.2 45.5 75.5
Germany etiquette 73.8 68.3 74.1
Germany family 48.7 45.2 73.0
Germany greetings 62.9 55.3 75.0
Germany religion 54.5 37.5 61.3

India dates-of-significance 62.5 48.5 65.5
India etiquette 56.2 55.4 73.4
India family 70.2 28.9 74.4
India greetings 77.5 57.9 78.8
India religion 53.7 54.8 62.3

Iran dates-of-significance 36.4 44.1 68.4
Iran etiquette 46.8 37.7 83.1
Iran family 48.9 39.6 45.5
Iran greetings 52.6 51.4 55.6
Iran religion 54.3 42.9 59.4

Japan dates-of-significance 46.9 54.5 70.2
Japan etiquette 66.7 71.9 90.2
Japan family 48.9 54.5 72.7
Japan greetings 68.9 88.9 67.4
Japan religion 60.0 43.6 77.6

Poland dates-of-significance 48.6 48.1 67.6
Poland etiquette 35.7 32.0 60.4
Poland family 42.9 33.9 66.7
Poland greetings 42.9 44.1 64.3
Poland religion 46.7 35.4 58.1

South Africa dates-of-significance 33.6 47.2 60.0
South Africa etiquette 41.2 50.6 64.0
South Africa greetings 44.7 43.8 74.4
South Africa religion 39.2 32.0 59.6

Overall 51.3 49.8 69.3

Table 15: CultureScore (%) by country and category for Wan 2.2 (Wan et al., 2025) with the extended prompt.
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CultureScore (%)
Country Category Identity Behavior Context
Brazil dates-of-significance 33.3 66.7 50.0
Brazil etiquette 0.0 28.6 66.7
Brazil family 50.0 80.0 66.7
Brazil greetings 0.0 71.4 50.0
Brazil religion 0.0 66.7 60.0

Canada dates-of-significance 0.0 0.0 0.0
Canada etiquette 50.0 50.0 20.0
Canada family 66.7 80.0 50.0
Canada greetings 16.7 25.0 33.3
Canada religion 50.0 100.0 16.7

Chile dates-of-significance 50.0 33.3 0.0
Chile etiquette 83.3 33.3 80.0
Chile family 33.3 0.0 20.0
Chile greetings 40.0 66.7 60.0
Chile religion 28.6 66.7 66.7

China dates-of-significance 33.3 16.7 33.3
China etiquette 83.3 60.0 60.0
China family 0.0 0.0 50.0
China greetings 28.6 28.6 83.3
China religion 28.6 66.7 42.9

Germany dates-of-significance 28.6 28.6 50.0
Germany etiquette 50.0 33.3 100.0
Germany family 33.3 40.0 50.0
Germany greetings 66.7 42.9 16.7
Germany religion 20.0 0.0 33.3

India dates-of-significance 16.7 0.0 66.7
India etiquette 33.3 50.0 33.3
India family 14.3 20.0 20.0
India greetings 33.3 50.0 0.0
India religion 50.0 42.9 16.7

Iran dates-of-significance 14.3 16.7 33.3
Iran etiquette 66.7 14.3 66.7
Iran family 16.7 42.9 66.7
Iran greetings 50.0 80.0 50.0
Iran religion 57.1 33.3 66.7

Japan dates-of-significance 33.3 16.7 50.0
Japan etiquette 0.0 0.0 66.7
Japan family 0.0 57.1 28.6
Japan greetings 33.3 62.5 33.3
Japan religion 33.3 16.7 33.3

Poland dates-of-significance 16.7 50.0 16.7
Poland etiquette 0.0 0.0 50.0
Poland family 0.0 14.3 0.0
Poland greetings 0.0 71.4 66.7
Poland religion 16.7 12.5 0.0

South Africa dates-of-significance 16.7 0.0 14.3
South Africa etiquette 16.7 16.7 0.0
South Africa greetings 16.7 60.0 40.0
South Africa religion 75.0 33.3 33.3

Overall 29.7 36.0 41.0

Table 16: CultureScore for Veo 3.1 Fast (Google DeepMind, 2025) with the base prompt, by country and category.
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CultureScore (%)
Country Category Identity Behavior Context
Brazil dates-of-significance 50.0 100.0 83.3
Brazil etiquette 14.3 14.3 50.0
Brazil family 50.0 80.0 66.7
Brazil greetings 50.0 71.4 83.3
Brazil religion 0.0 33.3 40.0

Canada dates-of-significance 0.0 57.1 57.1
Canada etiquette 50.0 100.0 40.0
Canada family 50.0 80.0 33.3
Canada greetings 66.7 75.0 83.3
Canada religion 50.0 100.0 33.3

Chile dates-of-significance 50.0 66.7 20.0
Chile etiquette 66.7 33.3 60.0
Chile family 33.3 20.0 20.0
Chile greetings 60.0 66.7 40.0
Chile religion 42.9 50.0 50.0

China dates-of-significance 33.3 16.7 83.3
China etiquette 83.3 40.0 100.0
China family 50.0 42.9 50.0
China greetings 28.6 71.4 83.3
China religion 57.1 66.7 100.0

Germany dates-of-significance 28.6 28.6 50.0
Germany etiquette 50.0 16.7 60.0
Germany family 50.0 60.0 33.3
Germany greetings 83.3 85.7 66.7
Germany religion 0.0 0.0 50.0

India dates-of-significance 33.3 42.9 50.0
India etiquette 66.7 25.0 83.3
India family 71.4 80.0 60.0
India greetings 33.3 50.0 100.0
India religion 50.0 57.1 16.7

Iran dates-of-significance 28.6 16.7 66.7
Iran etiquette 16.7 14.3 83.3
Iran family 33.3 57.1 50.0
Iran greetings 66.7 60.0 50.0
Iran religion 71.4 66.7 83.3

Japan dates-of-significance 16.7 16.7 66.7
Japan etiquette 33.3 33.3 100.0
Japan family 33.3 85.7 57.1
Japan greetings 33.3 87.5 83.3
Japan religion 33.3 50.0 50.0

Poland dates-of-significance 50.0 50.0 50.0
Poland etiquette 50.0 33.3 50.0
Poland family 28.6 71.4 57.1
Poland greetings 20.0 71.4 66.7
Poland religion 50.0 37.5 57.1

South Africa dates-of-significance 33.3 42.9 42.9
South Africa etiquette 33.3 66.7 20.0
South Africa greetings 16.7 80.0 40.0
South Africa religion 50.0 33.3 66.7

Overall 41.9 52.1 59.0

Table 17: CultureScore by country for Veo 3.1 Fast (Google DeepMind, 2025) with the extended prompt.
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