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Abstract

Retrieval-augmented generation (RAG) sys-
tems depend critically on how documents are
chunked and searched. Fine-grained chunks
can improve retrieval precision but expand the
search space, increasing latency and cost; larger
chunks reduce the number of candidates but
make dense similarity less reliable, as the rep-
resentation for each chunk mixes multiple top-
ics and introduces more semantic noise. This
trade-off becomes especially limiting in deep
research tasks, where retrieval must be both
fast and precise across large, heterogeneous
corpora. We introduce MCOMPASSRAG, a
metadata-guided retrieval framework that uses
topic-level signals as a semantic compass for
selecting relevant evidence. Instead of relying
only on cosine similarity between queries and
noisy chunk embeddings, MCOMPASSRAG
enriches chunk representations with topic meta-
data in the same embedding space and trains a
lightweight retriever through LLM-teacher dis-
tillation. At inference time, MCOMPASSRAG
performs topic-aware retrieval without addi-
tional LLM calls, improving both efficiency
and evidence quality. Across six complex
retrieval benchmarks, MCOMPASSRAG im-
proves information efficiency (IE) by 8.24%
on average with over 5x lower latency than
the strongest efficient RAG baselines!.

1 Introduction

Retrieval-augmented generation (RAG) has be-
come a standard paradigm for grounding large
language models (LLMs) in external knowl-
edge (Lewis et al., 2020; Karpukhin et al., 2020).
Yet the efficiency and quality of RAG hinge on a
simple but consequential design choice: how docu-
ments are divided into retrievable units. This choice
becomes especially important in deep research
tasks (Zhang et al., 2025b), where systems must

*Corresponding author: aabaskoh@cs.ubc.ca
'Code is available on €) GitHub.

search large corpora and often issue many retrieval
calls before producing a final answer. Standard
dense retrieval over fixed-size chunks (Zhao et al.,
2024) faces a granularity trade-off. Fine-grained
chunks, such as sentences or short paragraphs, offer
precise evidence but greatly increase the number
of candidates to index and search. Larger chunks
reduce the search space and improve retrieval effi-
ciency, but they mix multiple topics and discourse
roles into a single embedding. As a result, similar-
ity scores become noisy: relevant evidence can be
diluted by unrelated text, while partially relevant
chunks may be retrieved despite containing mostly
irrelevant content.

Prior work addresses chunk granularity by either
making chunks smaller, more structured, or hier-
archically organized. Proposition-level retrieval
decomposes documents into atomic units (Chen
et al., 2024b), LLM-guided segmentation improves
chunk boundaries (Zhao et al., 2025b,a), and hier-
archical methods such as RAPTOR retrieve across
multiple abstraction levels (Sarthi et al., 2024).
While effective, these approaches often increase
pre-processing cost, require additional indices, or
introduce extra scoring and selection stages. LLM-
based re-ranking and evidence selection can further
improve quality (Tao et al., 2025), but add latency
at inference time, which is problematic for deep
research agents that repeatedly retrieve evidence
over large corpora (Zheng et al., 2025).

In this work, we take a different approach: rather
than making chunks increasingly fine-grained,
adding hierarchical retrieval stages, or relying on
expensive post-retrieval filtering, we make coarse-
grained chunks more searchable. As shown in Fig-
ure 1a, MCOMPASSRAG enriches each chunk
with topic metadata that acts as a semantic compass
for retrieval. Specifically, a topic modeling encoder
maps documents and chunks into topic-aware vec-
tors in the same semantic space as the retriever.
These topic vectors expose the main semantic di-
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Figure 1: Overview of MCOMPASSRAG. (a) MCOMPASSRAG uses coarse chunks for efficiency and enriches
them with topic vectors for topic-aware retrieval. At query time, relevant topic information guides retrieval over
larger chunks. (b) MCOMPASSRAG improves the performance—latency trade-off over strong RAG baselines, with
performance measured by average F1 on HotpotQA (Yang et al., 2018) and DRBench (Abaskohi et al., 2026).

rections covered by each coarse chunk, allowing
retrieval to look beyond a single noisy chunk em-
bedding. At query time, MCOMPASSRAG derives
a compact query-side topic representation from
the metadata bank and uses it to score metadata-
enriched chunks. MCOMPASSRAG is agnostic to
the specific topic model, requiring only that topics
be embedded in the retriever’s semantic space. We
train MCOMPASSRAG as an extreme multi-label
classifier (Prabhu et al., 2025) using LLM-teacher
distillation, where a lightweight student learns to
identify multiple relevant chunks from metadata-
enriched representations without LL.M calls at in-
ference time. This preserves the efficiency advan-
tage of larger chunks while reducing the semantic
noise that makes coarse-grained cosine retrieval
unreliable. Across six complex retrieval bench-
marks, MCOMPASSR AG improves information
efficiency by 8.24% on average over the strongest
non-LLM baseline while running at over 5x lower
latency compared to strong LLM-based RAG base-
lines, reflecting the efficiency—quality trade-off il-
lustrated in Figure 1b.

Our contributions are threefold. First, we in-
troduce MCOMPASSRAG, a metadata-guided re-
trieval framework that improves coarse-grained re-
trieval by using selected topic metadata to make
large chunks more precisely searchable without in-
creasing the retrieval search space. Second, we
design a metadata selection and abstraction mech-
anism that first selects the topical metadata most
relevant to the query from a corpus-level metadata
bank, then summarizes these signals into a compact
query-topic vector used for chunk scoring. This
makes the query representation topic-aware before
matching it against coarse-grained chunks. Third,
we distill an LLM teacher into a lightweight stu-

dent retriever trained with an extreme multi-label
objective, enabling efficient topic-aware evidence
selection without inference-time LLM calls while
preserving most teacher-guided retrieval quality.

2 Related Work

Retrieval Granularity and Structured Retrieval
in RAG. RAG grounds language model gener-
ation in external evidence retrieved before gener-
ation (Lewis et al., 2020; Karpukhin et al., 2020;
Izacard and Grave, 2021). A key design choice
is retrieval granularity: fine-grained units improve
evidence precision but enlarge the search space
and may lose context, while coarse-grained units
preserve context and reduce candidates but make
dense similarity noisier due to mixed topics and
irrelevant content. Prior work addresses this trade-
off through alternative retrieval units or index struc-
tures, including proposition-level retrieval (Chen
et al., 2024b), LL.M-guided and adaptive chunk-
ing (Zhao et al., 2025b,a), query-adaptive granu-
larity selection (Zhang et al., 2026), and hierar-
chical retrieval across abstraction levels (Sarthi
et al., 2024). Other systems enrich retrieved ev-
idence to reduce context fragmentation (Tao et al.,
2025) or promote diversity and coverage during
selection (Khan et al., 2026). While effective,
these methods often require finer-grained indexing,
adaptive selection, hierarchical structures, extra
scoring stages, or LLM-based filtering. In con-
trast, MCOMPASSRAG preserves the efficiency
of coarse-grained retrieval while making larger
chunks more searchable with topic-level metadata.

Semantic Guidance and Efficient Retrieval.

A complementary line of work improves RAG by
modifying the query or retrieval process rather than
the chunking strategy itself. Query augmentation
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Figure 2: Overview of MCOMPASSRAG. During training, an LLM teacher provides relevance supervision, with
query expansion used only as an additional teacher-side metadata signal. The metadata bank is built from chunks,
enriched with document-topic vectors and topic centroid embeddings. At inference time, MCOMPASSRAG selects
and abstracts query-relevant topic metadata, then scores query—chunk pairs with a lightweight student retriever.
Icons indicate trainability: § denotes trained components and 3 denotes frozen components.

methods such as HyDE (Gao et al., 2023), query ex-
pansion (Wang et al., 2023; Zhou et al., 2024), and
decomposition-based retrieval (Trivedi et al., 2023;
Zheng et al., 2024) aim to better align the query
with relevant evidence by generating hypothetical
answers, adding related terms, or breaking com-
plex questions into simpler retrieval steps. Adap-
tive and iterative retrieval methods further refine
the evidence set through repeated retrieval, rerank-
ing, or sufficiency checking (Verma et al., 2026).
These methods are effective when the query un-
derspecifies the needed evidence, but they often
introduce extra inference-time computation. Sep-
arately, generation-side efficiency methods com-
press or reorganize retrieved context after retrieval
to reduce decoding cost (Lin et al., 2025; Louis
et al., 2026). MCOMPASSRAG is orthogonal to
these directions: rather than generating additional
query text, repeatedly retrieving, or compressing
context after retrieval, it uses corpus-derived topic
metadata as a compact semantic guide before re-
trieval. This guides retrieval toward query-relevant
topics without inference-time LLM calls, and re-
mains compatible with query expansion, iterative
retrieval, reranking, and context compression.

3 MCOMPASSRAG

MCOMPASSRAG is a metadata-guided retrieval
framework that makes coarse-grained chunks more

searchable without increasing the retrieval search
space. Given chunks C = {¢1,...,cny} and a
query g, the goal is to retrieve the top-%k chunks that
provide useful evidence for answering the query.
Instead of relying only on cosine similarity between
query and chunk embeddings, MCOMPASSRAG
augments both queries and chunks with topic-level
metadata, allowing the retriever to better identify
which semantic directions within a large chunk are
relevant.

Figure 2 illustrates the full pipeline. First, each
chunk is processed by a topic model to obtain a
chunk-topic distribution, while topic centroids pro-
vide embedding-space representations of the top-
ics. The chunk-topic distributions are cached in
a corpus-level metadata bank and later used as
query-side guidance. At inference time, the base
query is encoded by the student encoder, and a
selection policy compares the query embedding
with metadata entries from the bank to select the
most relevant topic distributions. An abstraction
module then summarizes the selected metadata dis-
tributions into a refined query-topic distribution,
reducing noise and bias from any single selected
entry. This refined distribution is converted into a
compact query-side topic vector and concatenated
with the query embedding to form the metadata-
enriched query representation. The student MLP
classifier then scores this representation against
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each metadata-enriched chunk representation and
returns the top-k chunks. During training, an LLM
teacher provides relevance supervision using ex-
panded queries, while the student receives only the
base query and learns through BCE and knowledge-
distillation losses. Thus, query expansion and LLM
teacher scoring are used only for training; inference
requires only metadata selection, abstraction, and
student scoring. The framework can use any topic
model whose topics are represented in the retriever
embedding space and that provides chunk-level
topic distributions. In our implementation, we use
CEMTM (Abaskohi et al., 2025), an LLM-distilled
topic model that also leverages attention signals to
produce document-topic distributions.

3.1 Topic Metadata and Metadata Bank

Let {t) }2£ | denote the topic centroids, where each
t;, € R? lies in the retriever embedding space and
serves as the vector representation, or prototype, of
topic k. Each chunk c is associated with a topic
distribution 8, € RX, where 0., measures the
strength of topic r in chunk c. Since chunks are
longer and more informative than queries, their
topic distributions can be computed reliably and
cached offline. MCOMPASSRAG stores these
chunk-level topic distributions in a metadata bank:

M=1{b,...,00,}. (1)

The metadata bank represents the topical structure
of the corpus and serves as the source of query-
side guidance at inference time. Intuitively, it pro-
vides a corpus-level map of the semantic regions
that queries may need to search, without relying
only on the sparse signal in the query itself. Given
a new query, MCOMPASSRAG does not directly
rely on the query’s own topic distribution, which
may be unreliable due to its short length. Instead, it
selects relevant topic distributions from M and ab-
stracts them into a compact query-side topic repre-
sentation. This abstraction step reduces bias toward
any single selected chunk and produces a smoother
topical signal, as described in Section 3.2.

3.2 Metadata Selection and Representation

At inference time, MCOMPASSRAG selects topic
metadata from the bank that is relevant to the input
query. The query is first encoded by the student
encoder, fy:

eq = fu(q) € R™. )

We implement the selection policy as a lightweight
scoring module over the concatenation of the query
embedding and each metadata-entry embedding.
Each metadata entry 8., is first converted into an
embedding-space summary:

K
m; = Z Oc; kti- (3
k=1

The selector then assigns an unnormalized compati-
bility score between the query embedding and each
metadata-entry summary:

a; = W;r [eq§ m;] + b, 4

where [-; -] denotes concatenation. The scores are
converted into a probability distribution over meta-
data entries using a softmax operation:
exp(ai)
8i = —=x . 5)
> j=1 exp(a;)

The top-L metadata entries according to s; are se-
lected and passed to the abstraction module.

HO = [0c,5--30c,, ] €RFE(6)

After a two-layer Transformer encoder (Vaswani
et al., 2017), the outputs are mean-pooled to form
a refined query topic distribution:

|

L

.1

0,== HY. (7)
/=1

This abstraction step combines complementary
topic signals and suppresses redundant or noisy
metadata entries and constructs topic-enriched rep-
resentations for both chunks and queries. For a
chunk ¢, we select the top-M topics from its topic
distribution (here, L is the number of selected meta-
data entries, while M is the number of selected
topics):

Te = tOp-M(gc), (3)
and aggregate their topic centroids:
8= Ocpts. ©)
keTe
The final chunk representation is r. = [e,; g|,

where e, = fy(c) is the chunk embedding pro-
duced by the student encoder. Similarly, the re-
fined query topic distribution 9q is used to build a
query-side topic summary with the top-M topics,

yielding r, = [e4; 8-
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The student retriever scores each query—chunk
pair with a three-layer MLP classifier:
z(q,¢) = MLPy([rg; r]), (10)

where z(q, ¢) is the predicted relevance logit. This
formulation casts retrieval as an extreme multi-
label classification problem: each chunk is a can-

didate label, and each query may correspond to
multiple relevant chunks.

3.3 Training with LLM-Teacher Distillation

Training data construction. We synthesize train-
ing data from the training split of each benchmark.
For each dataset, we sample 2,000 chunks and use
GPT-40 (OpenAl, 2024) to generate 10 natural
queries per chunk, resulting in 20,000 query—chunk
pairs before negative sampling. For each sampled
chunk ¢;, GPT-40 receives the target chunk to-
gether with its preceding and following chunks.
It first generates a base query ¢; whose answer
requires evidence from c;. It then generates an ex-
panded query ¢; by adding only background infor-
mation from the two neighboring chunks, without
revealing the answer or including answer-specific
hints. We use Prompt A.1 for the query expansion.
Training procedure and objective. For relevance
supervision, the source chunk is treated as a posi-
tive candidate, while negatives are sampled from
non-matching chunks. We include both random
negatives and hard negatives, where hard negatives
are retrieved using Qwen3-Embedding-4B (Zhang
et al., 2025c¢) as high-similarity chunks that the
LLM teacher judges as not useful for answering the
query. Qwen3-32B (Team, 2025) is then used as an
LLM teacher: given the expanded query ¢; and a
candidate chunk, it predicts whether the chunk pro-
vides direct or supporting evidence for answering
the query (see Prompt A.2). The prompt restricts
the teacher output to the tokens @ (irrelevant) and
1 (relevant). We use the generated token as the
hard label y € {0, 1} and retain the teacher’s pre-
softmax logits for these two tokens to construct
soft supervision. Specifically, we define the teacher
relevance logit as 2T = ¢, — {,, where £; and £,
are the teacher logits for the two output tokens.
The teacher scores each query—chunk pair using
the expanded query §;, whereas the student receives
only the base query ¢;. This information asymme-
try encourages the student to recover useful missing
context through metadata selection and abstraction.
The training objective combines hard-label binary

Algorithm 1 MCOMPASSRAG Inference

Require: Query ¢, precomputed chunk represen-
tations {r, }é\/:l’ metadata bank M, topic cen-
troids {t, }X£ , selected metadata count L, top
topics M, retrieved chunks &

Ensure: Retrieved chunk set Cj,
1: eq + fy(q)

2: // Metadata selection
3: for each metadata entry 6., € M do
4: m; < Zf:l Gcﬂtr
50 a; & wsT[eq; m;] + by
6: end for o)
. . expla;
TS ST ()
8: S < top-L({s;})

9: // Metadata abstraction
10: HO « [0, ] es
11: 8, + MeanPool(TransformerEnc(H(®))

12: Ty < top-M(8,)

13: gq < Zre?} HqVTtr

14: 1y < [€4; 8]

15: // Retrieval

16: for each precomputed re; do
17 zj < MLPg([rg;re,])

18: end for

19: Cy, 4= top-k. ec({%})

20: return Cy

cross-entropy with soft teacher distillation:

L= (1-a)lpcr + aLkp, (11D

where « balances hard-label learning and soft dis-
tillation. The binary cross-entropy loss is

Lpce = —ylogo(z) — (1 —y)log(1l - a(2)),
(12)
where z is the student relevance logit and o is the
sigmoid function. The distillation term matches the
teacher and student soft relevance probabilities. Let
pr = o(27 /1) and pg = o(z/7). We minimize

Lxp = KL(Bern(pr) || Bern(pg)), (13)

where 7 is the distillation temperature.

3.4 Inference

At inference time, MCOMPASSRAG retrieves evi-
dence without LLM calls. All chunk embeddings,
topic distributions, and topic-enriched chunk repre-
sentations are precomputed offline as indices for re-
trieval. For a given query, MCOMPASSRAG com-
putes the query embedding, selects and abstracts
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relevant metadata from the bank, scores all cached
chunks with the MLP classifier, and returns the top-
k results. Algorithm 1 summarizes this procedure.
Since topic extraction and chunk encoding are of-
fline, online inference only requires lightweight
metadata selection, abstraction, and scoring.

4 Experiments and Results

4.1 Experimental Setup

Models and implementation. We use QWEN3-
EMBEDDING-4B (Zhang et al., 2025¢) as the stu-
dent encoder for query and chunk representations,
and QWEN3-32B (Team, 2025) as both the LLM
teacher for relevance supervision and the final an-
swer generator. For baselines requiring LLM-based
generation, planning, or selection, we use the same
LLM scale for fair comparison. When a baseline
requires reranking, we use QWEN3-RERANKER-
4B (Zhang et al., 2025c). Closed-source API-based
components are accessed through OpenRouter?.
All experiments are run with access to 8 NVIDIA
A100 80GB GPUs.

Topic metadata. We use CEMTM (Abaskohi
et al., 2025) with QWEN3-EMBEDDING-4B as the
topic modeling backbone to construct the topic
metadata used by MCOMPASSRAG. CEMTM
is trained on WikiWeb2M (Burns et al., 2023)
with K = 100 latent topics, providing a general-
purpose topic space for representing chunk seman-
tics. For each chunk, the trained CEMTM encoder
produces a document-topic distribution and corre-
sponding topic centroid embeddings. The distri-
butions capture the relative strength of each topic,
while the centroids map topics into the retriever’s
semantic space. These representations are precom-
puted and fixed during retriever training: chunk-
level topic distributions are stored in the metadata
bank, and topic centroids are used to construct
topic-aware query and chunk representations. We
use K = 100 based on the topic-granularity anal-
ysis in Appendix E. For teacher-side topic mod-
eling, we additionally use a QWEN3-32B-based
CEMTM variant so that the LLM teacher operates
with topic representations aligned to its semantic
space. Unless otherwise stated, topic models are
trained on WikiWeb2M; the effect of in-domain
topic modeling is studied in Appendix I.

Benchmarks. We evaluate on seven bench-
marks:  SCI-DOCS (Cohan et al., 2020),

’https://openrouter.ai/

LegalBench-RAG (Pipitone and Alami, 2024),
Dragonball (Zhu et al., 2025), HotpotQA (Yang
et al., 2018), SQuAD (Rajpurkar et al., 2016),
DRBench (Abaskohi et al., 2026), and Long-
BenchV2 (Bai et al., 2025). For retrieval evalu-
ation, we use SCI-DOCS, LegalBench-RAG, Drag-
onball, HotpotQA, SQuAD, and DRBench, which
provide evidence annotations or links convertible
to chunk-level labels. We use LongBenchV?2 only
for downstream evaluation, as it lacks chunk-level
evidence labels. See Appendix B for more details.

Baselines. = We compare against dense, struc-
tured, long-context, and LLM-based RAG base-
lines: DenseXRetrieval (Chen et al., 2024b), Meta-
Chunking with PPL and MSP variants (Zhao et al.,
2025b), RAPTOR (Sarthi et al., 2024), Reflec-
tiveRAG (Verma et al., 2026), DF-RAG (Khan
et al., 2026), SAKI-RAG (Tao et al., 2025), RE-
FRAG (Lin et al., 2025), Pagelndex (Zhang et al.,
2025a), A-RAG (Du et al., 2026), Chroma Context-
1 (Bashir et al., 2026), and a long-context QWEN3-
32B baseline. For retrieval evaluation, we in-
clude DenseXRetrieval, Meta-Chunking, RAP-
TOR, SAKI-RAG, and LLM retrievers, with both
topic-free and topic-guided LLM variants. Other
baselines are evaluated only downstream, as they
mainly target generation, decoding, reranking, or
context-use efficiency rather than standalone re-
trieval. Refer to Appendix B for more details.

Training and evaluation. We train MCOMPASS-
RAG separately for each benchmark, using syn-
thetic training data when retrieval labels are un-
available or insufficient; for DRBench and Long-
BenchV2, we train on EDR-200 (Prabhakar et al.,
2025) and LongBenchV1 (Bai et al., 2024), respec-
tively. We train only the metadata selector, abstrac-
tion module, and MLP classifier, while keeping all
encoders and cached topic representations fixed.
Retrieval quality is measured by Recall, Precision,
and Information Efficiency (IE), with IEQk =
Precision@k x Recall@k, averaged over k €
{1,3,5} and three runs. Downstream performance
is evaluated with task-appropriate metrics: Accu-
racy, F1, ROUGE-L (Lin, 2004), METEOR (Baner-
jee and Lavie, 2005), and BERTScore (Zhang*
et al., 2020). For fair comparison across chunk
granularities, retrieved chunks are added in ranked
order until a fixed token budget is reached (1K).
Full training hyperparameters, inference, and eval-
uation settings are provided in Appendix C.
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Method Dragonball HotpotQA SQuAD
IET Prec.® Rec.t IET Prec.t Rec.t 1ET Prec.! Rec.t
RAPTOR 30.13+41 39.40+52 10.53+29 45.43+63 59.63+58 13.70+34 60.70+.71 32.77+44 21.13+39
Meta-Chunking-MSP 31.40+38 40.20+47 11.63+31 55.70+60 64.30+.62 17.97+42 80.60+.58 41.97+53 34.40+.40
Meta-Chunking-PPL 40.87+45 42.80+50 15.73+36 66.77+73 65.23+.64 21.40+47 78.80+62 41.37+55 33.70+51
DenseXRetrieval 2.27+12 4.40+18 0.09+03 35.60+56 43.17+49 7.03+21 61.53+68 31.17+46 19.83+37
SAKI-RAG 32.90+42 71.37+66 25.40+45 58.73+70 55.60+.59 30.03+52 87.17+51 88.80+.43 78.93+57
LLM 3473439 76.53+61 27.30+43 62.63+67 55.83+55 33.50+49 89.93+46 91.63+40 82.77+52
LLM + 10 Topics 40.83+34 87.43+40 34.17+38 72.90+58 59.33+51 42.70+44 94.10+33 95.83+29 89.50+ 36
MCompassRAG + 10 Topics 38.97+36 82.80+.52 32.40+40 70.17+61 56.40+48 40.63+46 93.80+35 95.37+31 88.90+33
Method DRBench LegalBench-RAG SCI-DOCS
IET Prec.® Rec.? IET Prec.t Rec.t 1ET Prec.t Rec.?

RAPTOR 2413437 32.77+44 820425 24.27+35 32.23+42 8.20+24 88.63+54 82.77+50 80.37+.55
Meta-Chunking-MSP 30.60+.42 36.13+47 12.30+31 28.30+39 36.10+45 11.07+29 90.47+49 83.53+.48 82.10+.52
Meta-Chunking-PPL 36.30+49 37.57+51 16.17+34 32.70+43 37.53+48 13.57+32 21.07+36 17.60+31 3.57+.15
DenseXRetrieval 18.40+31 25.37+38 5.43+.19 19.53+33 24.93+36 5.13+18 86.00+57 79.33+53 74.67+.60
SAKI-RAG 37.47+46 62.30+.61 28.23+43 31.23+41 46.30+52 19.27+36 86.53+50 92.27+.43 84.30+.51
LLM 41.53+44 68.43+57 32.27+41 33.93+39 50.40+49 22.13+35 89.37+45 95.10+34 87.47+43
LLM + 10 Topics 50.27+39 83.17+46 43.30+37 40.10+34 59.47+43 29.70+31 94.67+30 99.50+.12 92.50+28
MCompassRAG + 10 Topics 47.97+41 78.57+49 41.20+39 38.40+36 55.10+45 27.90+33 94.13+3 99.03+15 92.10+29

Table 1: Retrieval performance across six benchmarks, averaged over three runs. 4 values denote standard deviation.
Bold = best; underline = second-best; shaded rows indicate MCOMPASSRAG. LLM-based rows are inference-time
oracle upper bounds. Detailed k=1, 3, 5 results are in Appendix D.

4.2 Comparison with Retrieval Baselines

Table 1 reports retrieval performance across all
six benchmarks. MCOMPASSRAG with 10 topic
signals consistently outperforms all non-oracle
baselines across every benchmark and metric.
The gains are most pronounced on harder, multi-
hop benchmarks: on DRBench, MCOMPASSRAG
achieves an IE of 47.97 versus 37.47 for the
strongest non-LLM baseline (SAKI-RAG), and on
LegalBench-RAG it similarly leads on all three
metrics. On SCI-DOCS and SQuAD, where re-
trieval is comparatively easier, MCOMPASSRAG
still matches or exceeds all baselines with comfort-
able margins. Notably, MCOMPASSRAG closely
approaches the LLM + 10 Topics oracle, which
invokes a full LLM at retrieval time, while requir-
ing no inference-time LLM calls: the IE gap is
under 1 point on SCI-DOCS (94.13 vs. 94.67) and
SQuAD (93.80 vs. 94.10), and within 2-3 points
on the remaining benchmarks. The consistent gap
between the topic-free LLM and LLM + 10 Topics
rows further confirms that topic metadata carries
substantial guidance value beyond raw chunk
embeddings, which MCOMPASSRAG exploits ef-
ficiently through lightweight distillation rather than
runtime LLM inference. Appendix J provides qual-

itative examples illustrating how topic signals re-
solve retrieval failures that dense similarity cannot
handle.

4.3 Downstream Performance and Efficiency

Table 2 compares downstream generation quality
and efficiency across all methods. Among efficient
RAG methods, MCOMPASSRAG achieves com-
petitive generation quality while remaining one
of the most efficient systems. With only 4,126
tokens per query and 174 ms end-to-end la-
tency, MCOMPASSRAG is substantially cheaper
than SAKI-RAG (5,584 tok, 925 ms) and REFRAG
(7,800 tok, 720ms), the two strongest efficient
baselines in generation quality. This favorable
performance-latency trade-off is also reflected in
Figure 1b, where MCOMPASSRAG lies closer
to the high-performance, low-latency region than
competing RAG baselines. The performance gap
between MCOMPASSRAG and these methods is
largely attributable to their use of LLM-based
reranking or context selection at inference time,
which filters out noisy evidence before generation
at the cost of additional latency. MCOMPASS-
R AG recovers much of this quality through topic-
guided retrieval alone, without any post-retrieval
LLM filtering. Although MCOMPASSRAG re-
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Final Performance

HotpotQA LongBench v2 DRBench Dragonball Average Cost
Method F11 F11 Acc? F1 1 R-LT MTR1T BRTT Tok/QJ Lat. (ms)|
Efficient RAG Methods
Dense X Retrieval 60.9 26.4 28.6 46.8 0.248 0.269  0.548 2759 112
Meta-Chunking-PPL 64.5 29.7 31.8 50.7 0.272 0.292 0.571 2394 95
RAPTOR 63.1 28.3 30.4 49.1 0.264 0.285  0.563 3183 145
ReflectiveRAG 67.4 31.5 33.4 53.4 0.303 0.325  0.604 3527 161
DF-RAG 66.2 30.2 32.3 52.1 0.291 0.313 0.592 4843 484
SAKI-RAG 68.6 32.6 34.5 55.2 0.314 0.336  0.619 5584 925
REFRAG 73.6 37.5 39.4 60.4 0.354 0371  0.650 7800 720
Long-Context Methods
Pagelndex 78.7 41.9 43.6 65.8 0.372  0.394 0.682 53883 4408
A-RAG 74.9 38.7 40.4 62.4 0.347 0369 0.655 14625 2557
Chroma Context-1 76.1 40.1 41.8 64.1 0.359 0.382  0.669 20430 3026
LLM 72.9 36.9 38.8 59.3 0.352  0.362 0.642 41058 3388
Ours
MCompassRAG 71.8 35.8 35.7 58.9 0.333 0355  0.635 4126 174

Table 2: Downstream performance and efficiency across four benchmarks. We report task-specific generation
metrics: Accuracy/F1 for QA-style datasets and ROUGE-L (R-L), METEOR (MTR), and BERTScore (BRT) for
free-form generation. Tok/Q denotes the average retrieved tokens per query, and Lat. denotes end-to-end latency.

quires training, this is a one-time cost rather than an
inference-time overhead; moreover, Table 3 shows
that the trained retriever can generalize across
datasets when trained on a general dataset like
MS Marco (Nguyen et al., 2016), further amortiz-
ing this cost even when switching to new corpora.
Compared to long-context methods, MCOM-
PASSRAG operates at over 10x fewer tokens than
Pagelndex and the LLM baseline, while deliver-
ing generation scores within a reasonable mar-
gin. The remaining gap reflects the fact that long-
context methods can exploit all available evidence
in the document, whereas MCOMPASSRAG is con-
strained to a fixed retrieval budget; the key finding
is that topic-guided coarse retrieval recovers most
of the evidence quality of expensive long-context
methods at a fraction of the cost.

5 Ablations

The Effect of Abstraction and Selection Policy.
Table 3 ( blue rows ) shows that removing either
the abstraction module or the selection policy con-
sistently lowers IE, with the largest drop when both
are removed. The selection policy identifies query-
relevant metadata, while the abstraction module
denoises and compresses the selected topic distri-
butions into a usable query-side signal. Without
selection, abstraction receives weaker metadata;
without abstraction, selected topics remain a noisy

raw mixture. Their complementary roles explain
why the full MCOMPASSR AG pipeline performs
best across benchmarks.

Training Data Generalizability. The pink rows
in Table 3 show MCOMPASSRAG trained on MS-
Marco (Nguyen et al., 2016) and CLaRa (He et al.,
2025) without any access to target-benchmark data.
Despite having no in-domain supervision, both
variants substantially outperform all non-LLM
baselines from Table 1 across every benchmark.
The performance gap relative to in-domain training
is modest in most settings, indicating that the distil-
lation pipeline learns transferable retrieval behavior
rather than overfitting to benchmark-specific pat-
terns. This is practically important: MCOMPASS-
RAG does not require labeled in-domain data
to deliver strong topic-guided retrieval, making it
straightforward to deploy in new domains without
additional annotation.

Effect of the Number of Metadata Topic. Fig-
ure 3 analyzes how the number of selected topics
affects IE on DRBench for the full MCOMPASS-
RAG pipeline. Performance peaks at an interme-
diate topic count, around 15 topics, and degrades
when too many topics are provided. This suggests
that topic metadata is useful as a compact seman-
tic guide, but excessive topic information can di-
lute the original query—chunk signal. The teacher
consistently outperforms the student, as it receives
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Method Dragonball HotpotQA SQuAD

IEt  Prec.t Rec.t IE1T Prect Rec{ IE{T Prec.t Rec.t
MCompassRAG 38.97 82.80 3240 70.17 5640 40.63 93.80 95.37 88.90
W/O Abst. 38.03 8227 31.90 69.30 56.20 40.20 93.03 94.93 88.37
W/O Select Pol. 38.53 80.30 31.37 70.07 55.93 39.07 93.53 93.80 87.93
W/O Abst. + W/O Select Pol. 37.47 80.83 31.13 68.27 55.97 39.43 92.50 94.10 87.47
MSMarco (Nguyen et al., 2016) 36.20 78.37 29.30 66.23 55.57 36.40 91.40 93.13 8543
CLaRa (He et al., 2025) 3530 77.27 28.10 64.67 55.30 34.53 90.60 92.20 83.63

Method DRBench LegalBench-RAG SCI-DOCS
IEt  Prec.t Rec.t IET Prect Rec{ IEt Prec.t Rec.t
MCompassRAG 4797 7857 41.20 3840 55.10 27.90 94.13 99.03 92.10
W/O Abst. 47.50 7793 40.23 37.93 54.70 27.47 93.27 98.63 91.87
W/O Selection Pol. 48.20 7493 38.70 3820 53.27 26.53 93.87 97.13 91.30
W/O Abst. + W/O Selection Pol. 4593 75.63 3827 37.30 53.90 26.80 9240 97.87 91.00
MSMarco (Nguyen et al., 2016) 44.53 73.03 35.73 36.03 52.10 24.60 91.20 96.37 88.97
CLaRa (He et al., 2025) 4347 7123 33.27 3523 51.03 2330 90.27 9540 86.90

Table 3: Ablation study and training data generalizability across six benchmarks. The top block ( blue rows ) shows

the full MCOMPASSRAG model and its component ablations. Pink rows show MCOMPASSRAG trained on
out-of-domain datasets (MSMarco and CLaRa) rather than the target benchmark, evaluating generalizability of the

distillation pipeline without in-domain training data.

richer per-topic representations, while the student
relies on an abstracted topic summary. However,
the gap remains modest around the optimal topic
range, indicating that the selection and abstraction
modules preserve most of the useful teacher signal
for the lightweight retriever. We provide the full
analysis across Dragonball and DRBench, includ-
ing all ablation variants, in Appendix H.

44
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—#— MCompassRAG
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Figure 3: IE as a function of the number of selected top-
ics on DRBench for the full MCOMPASSRAG pipeline,
comparing the LLM teacher and student retriever.

Sensitivity to the Embedding and Topic Models.
For sensitivity analyses of the embedding and topic
models, see Appendices F and G.

6 Conclusion and Future Work

We introduced MCOMPASSRAG, a metadata-
guided retrieval framework that enriches coarse
chunk representations with topic-level signals and
distills an LLM teacher into a lightweight student
retriever, enabling topic-aware retrieval without
inference-time LLM calls. Across six retrieval
benchmarks, MCOMPASSRAG improves infor-
mation efficiency by 8.24% on average over the
strongest non-LLM baseline while achieving over
5x lower latency than strong LLM-based baselines.
Ablation studies show that the metadata selection
policy and abstraction module contribute comple-
mentary gains, while the distillation pipeline re-
mains effective even without in-domain supervi-
sion, highlighting the transferability of the learned
retrieval behavior. Overall, the results show that
topic metadata can make coarse-grained chunks
more searchable and reduce semantic noise with-
out increasing the retrieval search space or adding
expensive inference-time filtering. Future work
includes jointly optimizing the topic model and
retriever, developing scalable metadata-selection
strategies for very large corpora, and integrat-
ing MCOMPASSRAG into iterative deep research
agents, where retrieval efficiency can compound
across multiple rounds of evidence gathering.
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Limitations

MCOMPASSRAG has a few limitations worth not-
ing. First, the quality of topic-guided retrieval is
directly dependent on the quality of the underlying
topic model: poorly trained or misaligned topic rep-
resentations will produce uninformative metadata
signals. This creates a dependency on reliable topic
modeling, which can be difficult in low-resource or
specialized domains. Second, MCOMPASSRAG
introduces several hyperparameters, including the
number of topic-model topics K, selected metadata
entries from the memory bank L, metadata topics
used for retrieval M, and retrieved chunks &, whose
interactions are non-trivial to tune. As shown in
Section 5, performance is sensitive to the number
of topics, so this choice requires validation. Third,
the current topic enrichment strategy represents
each chunk and query as a weighted sum of topic
centroid embeddings, which is a lossy compression:
combining multiple topic vectors into a single ag-
gregated vector discards the individual structure
of each topic signal. As more topics are included,
aggregation becomes noisier. Future work should
explore efficient sparse or cross-attention topic in-
tegration that better preserves per-topic structure.

Ethical Considerations

Potential Risks. MCOMPASSRAG is designed
to improve the efficiency and quality of evidence
retrieval in RAG systems, but like any retrieval
framework it inherits the risks associated with the
underlying corpus. If the document collection con-
tains biased, harmful, or factually incorrect content,
MCOMPASSRAG may retrieve and surface such
content more effectively, potentially amplifying
its downstream impact. Topic models trained on
biased corpora may also learn skewed topic rep-
resentations that systematically favor or suppress
certain types of evidence. Users deploying MCOM-
PASSRAG in high-stakes domains such as legal or
medical question answering should carefully audit
both the corpus and the topic model for such biases
before deployment.

Use of Al Assistance. During the preparation of
this manuscript, we used large language models
for paraphrasing and improving the writing qual-
ity of the paper, and for generating icon images
used in figures. All ideas, technical contributions,
experimental design, and conclusions are entirely
original and the work of the authors.

Reproducibility Statement. We describe all ar-
chitectural components, training objectives, hy-
perparameters, and dataset splits in Section 4.1.
Training data is synthesized from publicly avail-
able benchmarks using prompts provided in Ap-
pendix A. We release our code under a permissive
open-source license. All external datasets and mod-
els are used according to their original licenses
and terms of use. All benchmarks, datasets, and
baseline artifacts used in this paper are publicly
available, and our use of them is limited to research
evaluation, consistent with their intended use and
original access conditions.

Use of Existing Artifacts and Data. We use only
publicly available benchmarks, datasets, models,
and baseline artifacts, and our use is limited to re-
search evaluation. We do not collect new user data
or attempt to identify individuals. Some source
corpora may contain naturally occurring named en-
tities or web-derived text from the original datasets;
we follow the datasets’ original licenses, prepro-
cessing, and access conditions. All benchmarks,
datasets, and baseline methods used in this paper
are publicly available, and our released code and
checkpoints are intended for research and repro-
ducibility purposes.
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A Prompts Used for Training

This appendix lists the prompts used during train-
ing. Prompt A.1 is used to generate base and ex-
panded queries from training chunks. The next
prompt, Prompt A.2, is used by the LLM teacher to
assign relevance labels to query—chunk pairs during
distillation.

#. Prompt A.1: Query Expansion

You are given three consecutive chunks from a docu-
ment: the previous chunk, the target chunk, and the next
chunk.

Your task has two steps.

Step 1: Generate a base query. Write a natural user
question that requires information from the target chunk
to answer. The question should not directly copy the
answer from the chunk, and it should not reveal the
answer.

Step 2: Generate an expanded query. Rewrite the base
query by adding useful background context from the
previous and next chunks. The expanded query should
make the information need clearer, but it must not reveal
the answer or include direct answer hints. Use only
background context that helps specify the topic, setting,
entities, or surrounding discussion.

Input:

Previous chunk: {previous_chunk}

Target chunk: {target_chunk}

Next chunk: {next_chunk}

Output format:

Base query: {base query}

Expanded query: {expanded query}

. J

#. Prompt A.2: Teacher Relevance Labeling

You are given a question and a candidate knowledge
chunk. Decide whether the chunk contains information
that is useful for answering the question.

Mark the chunk as relevant only if it provides direct
or supporting evidence needed to answer the question.
Do not mark a chunk as relevant based only on vague
topical similarity.

Question: {expanded_query}

Candidate chunk: {candidate_chunk}

Output only one number:

1 = relevant

0 = not relevant

- J

B Benchmark and Baseline Details

B.1 Benchmark Dataset Details

We evaluate MCOMPASSRAG on seven bench-
marks spanning scientific, legal, open-domain
multi-hop, reading comprehension, enterprise deep
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Dataset Domain Language #Queries (eval) Corpus Size (#docs) Avg. Doc. Len. (tokens) Multi-hop
SCI-DOCS Scientific EN 1,000 25k 7,955 X
LegalBench-RAG  Legal EN 6,858 714 27.13k X
Dragonball Finance/Legal/Medical EN+ZH 6,711 2,311 11,436 X
HotpotQA Open-domain EN 113k 105k 1,247 v
SQuAD Open-domain EN 107,785 536 2,303 X
DRBench Enterprise EN 1,093 1,093 1,089 v
LongBenchV2 Multi-task EN 503 503 59.38k v

Table 4: Statistics of the seven benchmark datasets used in our evaluation. “Avg. Doc. Len.” reports average
document length in characters. “#Queries (eval)” refers to the number of queries used in our experiments. “Multi-
hop” indicates whether the benchmark requires cross-document reasoning.

research, and long-context tasks. Table 4 summa-
rizes key statistics.

SCI-DOCS (Cohan et al., 2020) is a comprehen-
sive evaluation suite for scientific document embed-
dings, covering seven document-level tasks ranging
from citation prediction and document classifica-
tion to recommendation, and including tens of thou-
sands of examples of anonymized user signals of
document relatedness. It was introduced alongside
the SPECTER model to address the limitation that
prior evaluations of scientific document representa-
tions focused on small datasets over a limited set
of tasks, where extremely high AUC scores were
already achievable. The corpus consists of scien-
tific paper abstracts, which are naturally multi-topic
and stylistically homogeneous, making it a natural
testbed for topic-guided retrieval.

LegalBench-RAG (Pipitone and Alami, 2024) is
the first benchmark designed specifically to evalu-
ate the retrieval step of RAG pipelines in the legal
domain. It is constructed by retracing the context
used in LegalBench queries back to their original
locations within the legal corpus, resulting in 6,858
query-answer pairs over a corpus of over 79 mil-
lion characters, entirely human-annotated by legal
experts. The dataset covers a diverse range of le-
gal documents including NDAs, M&A agreements,
commercial contracts, and privacy policies. The
benchmark demands precise, minimal snippet re-
trieval rather than broad document recall, making
it an especially challenging test of fine-grained re-
trieval.

Dragonball (Zhu et al., 2025) is released as part
of the RAGEval framework. It contains 6,711 ques-
tions meticulously designed to reflect the complex-
ity and specificity of their domains, covering fi-
nance, legal, and medical scenarios in both Chi-
nese and English. The framework introduces three
novel keypoint-based metrics—Completeness, Hal-
lucination, and Irrelevance—to evaluate generated
responses by distilling standard answers into 3-5

key points encompassing indispensable factual in-
formation and final conclusions. Dragonball’s mul-
tilingual and multi-domain construction stresses re-
trieval systems operating over heterogeneous, topi-
cally distinct evidence pools.

HotpotQA (Yang et al., 2018) contains 113k
Wikipedia-based question-answer pairs featuring
four key properties: questions require finding and
reasoning over multiple supporting documents;
questions are diverse and unconstrained by any
knowledge base schema; sentence-level supporting
facts are provided for reasoning supervision; and a
category of factoid comparison questions tests the
ability to extract and compare relevant facts across
entities. Sentence-level supporting fact annotations
make HotpotQA directly usable for chunk-level re-
trieval evaluation; its multi-hop structure requires
retrievers to surface evidence distributed across dis-
tinct document segments.

SQuAD (Rajpurkar et al., 2016) contains 107,785
question-answer pairs on 536 Wikipedia articles,
where the answer to every question is a text span
from the corresponding reading passage. It covers
a wide range of topics from musical celebrities to
abstract concepts. Unlike HotpotQA, SQuAD ques-
tions are largely single-passage answerable, provid-
ing a complementary single-hop retrieval axis in
our evaluation.

DRBench (Abaskohi et al., 2026) evaluates Al
agents on complex, open-ended deep research tasks
in enterprise settings, requiring agents to identify
supporting facts from both the public web and
private company knowledge bases. Each task is
grounded in realistic user personas and enterprise
context, spanning a heterogeneous search space
that includes productivity software, cloud file sys-
tems, emails, chat conversations, and the open web.
The benchmark targets report generation in enter-
prise deep research settings, comprising 100 tasks
with a total of 1,093 sub-questions.

LongBenchV2 (Bai et al., 2025) consists of 503
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challenging multiple-choice questions, with con-
texts ranging from 8k to 2M words, across six ma-
jor task categories: single-document QA, multi-
document QA, long in-context learning, long-
dialogue history understanding, code repository
understanding, and long structured data understand-
ing. Data was collected from nearly 100 highly ed-
ucated individuals with diverse professional back-
grounds. LongBenchV?2 is used exclusively for
downstream generation evaluation, as it does not
provide chunk-level evidence labels that can serve
as retrieval ground truth.

B.2 Baseline Method Details

We compare against eleven baselines. We describe
each method’s core methodology below, along with
which part of the pipeline—retrieval or genera-
tion—it primarily targets.

DenseXRetrieval (Chen et al., 2024b) introduces
the proposition as a novel retrieval unit for dense
retrieval. Propositions are defined as atomic ex-
pressions within text, each encapsulating a distinct
factoid and presented in a concise, self-contained
natural language format. A fine-tuned genera-
tion model called the Propositionizer—trained via
a two-step distillation process—decomposes pas-
sages into their constituent propositions at indexing
time.

Meta-Chunking (PPL and MSP) (Zhao et al.,
2025b) leverages LLMs’ logical perception capa-
bilities to identify optimal text segment bound-
aries, moving beyond fixed-size and similarity-
based chunking. It defines a meta-chunk granular-
ity between sentences and paragraphs, consisting of
sentences with deep linguistic logical connections.
Two adaptive uncertainty-driven strategies are pro-
posed: Perplexity (PPL) Chunking, which identi-
fies boundaries by analyzing the context perplexity
distribution of an LLM—splitting at points of cer-
tainty and keeping intact at uncertainty; and Margin
Sampling (MSP) Chunking, which uses LLMs to
perform binary classification on whether consecu-
tive sentences should be segmented based on the
probability difference from margin sampling. Addi-
tionally, a global information compensation mech-
anism—comprising a two-stage hierarchical sum-
mary generation process and a three-stage chunk
rewriting procedure—preserves semantic integrity
and contextual coherence across chunks.
RAPTOR (Sarthi et al., 2024) introduces the
novel approach of recursively embedding, cluster-
ing, and summarizing chunks of text to construct

a tree with differing levels of summarization from
the bottom up. At inference time, retrieval oper-
ates across all tree levels, enabling queries to be
answered by combining evidence from fine-grained
passages and their higher-level summaries.
SAKI-RAG (Tao et al., 2025) addresses con-
text fragmentation in long-document RAG via
two core components: (1) the SentenceAttnLinker,
which constructs a semantically enriched knowl-
edge repository by modeling inter-sentence atten-
tion relationships; and (2) the Dual-Axis Retriever,
which expands and filters candidate chunks along
both the semantic similarity and contextual rele-
vance dimensions.

ReflectiveRAG (Verma et al., 2026) addresses two
persistent inefficiencies in standard RAG: static top-
k retrieval regardless of evidence sufficiency, and
context redundancy from semantically overlapping
retrieved passages. Current methods—fixed top-k
retrieval, cross-encoder reranking, or policy-based
iteration—rely on static heuristics or costly rein-
forcement learning, failing to assess evidence suf-
ficiency or reduce redundancy. ReflectiveRAG in-
troduces a Self-Reflective Retrieval (SRR) module
that uses a compact language model to iteratively
evaluate whether retrieved evidence is sufficient or
requires further query reformulation, alongside a
Noise Removal (NR) module that scores and filters
retrieved chunks by relevance minus redundancy.
DF-RAG (Khan et al., 2026) systematically incor-
porates diversity into the retrieval step to improve
performance on complex, reasoning-intensive QA
benchmarks. It builds upon the Maximal Marginal
Relevance framework to select information chunks
that are both relevant to the query and maximally
dissimilar from each other. A key innovation is its
ability to optimize the level of diversity for each
query dynamically at test time without requiring
any additional fine-tuning or prior information.
REFRAG (Lin et al., 2025) targets generation-side
efficiency by exploiting block-diagonal attention
patterns that arise from low inter-passage seman-
tic similarity among retrieved chunks. It uses a
compress—sense—expand framework: a lightweight
encoder compresses each retrieved chunk into com-
pact embeddings fed directly to the decoder; an RL-
trained policy selectively determines which chunks
require full token-level expansion; and the decoder
operates over a substantially shorter effective input.
Pagelndex (Zhang et al., 2025a) replaces the stan-
dard chunk—embed—vector search pipeline with a
hierarchical tree index built from documents, us-

46414



ing an LLM to reason over that tree—analogous
to how a human expert scans a table of contents.
Rather than passive similarity lookup, PageIndex
performs active tree search, with the LLM navigat-
ing document structure across multiple reasoning
steps. Retrieval happens inline during the model’s
reasoning process, allowing the system to begin
streaming immediately without a blocking retrieval
gate before the first token.

A-RAG (Du et al., 2026) proposes an agentic RAG
framework that exposes hierarchical retrieval inter-
faces directly to the language model. Unlike exist-
ing methods that either retrieve passages in a single
shot and concatenate them into input, or predefine
a workflow and prompt the model to execute it
step-by-step, A-RAG allows the model to adapt the
retrieval strategy based on the specific task, choose
different interaction strategies, and decide when
sufficient evidence has been gathered to provide an
answer. A-RAG satisfies three principles of agentic
autonomy: Autonomous Strategy, Iterative Execu-
tion, and Interleaved Tool Use, making it a truly
agentic framework.

Chroma Context-1 (Bashir et al., 2026) is a 20B
parameter agentic search model derived from GPT-
0OSS-20B (OpenAl, 2025) that achieves retrieval
performance comparable to frontier-scale LLMs at
a fraction of the cost and up to 10x faster inference
speed. It is designed to be used as a subagent in
conjunction with a frontier reasoning model: given
a query, it produces a ranked list of documents rel-
evant to satisfying the query. The model is trained
to decompose queries into subqueries, iteratively
search a corpus, and selectively edit its own con-
text to free capacity for further exploration. A key
mechanism is self-editing context management, in
which the agent actively discards retrieved passages
deemed irrelevant as the context window fills, pre-
venting context rot during long-horizon multi-hop
retrieval.

C Training and Implementation Details

Training details. For each benchmark, MCOM-
PASSRAG is trained separately using its corre-
sponding training split. When a benchmark does
not provide a sufficiently large training set, we use
10% of the available data for synthetic training
data construction. For DRBench (Abaskohi et al.,
2026) and LongBenchV?2 (Bai et al., 2025), which
are smaller and do not provide suitable retrieval
training labels, we train using EDR-200 (Prabhakar

et al., 2025) and LongBenchV1 (Bai et al., 2024),
respectively. For each dataset, we sample 2,000
training chunks and generate 10 synthetic queries
per chunk, resulting in 20,000 query—chunk pairs
before negative sampling. We train the metadata se-
lector, abstraction module, and MLP relevance clas-
sifier while keeping the student encoder, topic cen-
troids, and cached chunk-topic distributions fixed.
Unless otherwise specified, all hyperparameters fol-
low our default setting: AdamW (Loshchilov and
Hutter, 2019) with learning rate 2 x 107, batch
size 16, weight decay 0.01, dropout 0.1, and 3 train-
ing epochs. The distillation temperature is set to
7 = 1.0, and the loss interpolation coefficient is
set to a = 0.5. For generation, we use temperature
7 = 0.7 and top-p = 0.9; for teacher relevance
scoring, we use temperature 7 = 0.0 to obtain
deterministic judgments.

Evaluation. Because the compared methods use
different chunk granularities, evaluating all sys-
tems with a fixed number of retrieved chunks
can be unfair: the same top-k may correspond
to very different amounts of retrieved text. We
therefore use two complementary evaluation pro-
tocols. For retrieval quality, we report Recall,
Precision, and Information Efficiency (IE), where
[E@k = Precision@k x Recall@k. These metrics
are computed at & € {1,3,5} and averaged over
three runs. For downstream evaluation, we use task-
appropriate generation metrics, including Accuracy,
F1, ROUGE-L (Lin, 2004), METEOR (Banerjee
and Lavie, 2005), and BERTScore (Zhang* et al.,
2020), depending on the benchmark. To ensure fair-
ness in downstream comparisons, retrieved chunks
are added in ranked order until a fixed token budget
is reached (1K), so each method provides the gen-
erator with the same maximum amount of evidence
regardless of its chunk size. This protocol evalu-
ates retrieval methods under comparable evidence
budgets while still allowing each method to use its
own native chunking strategy. We use L = 50 and
M = 10 in our experiments.

D Retrieval Performance at Different
Cutoffs

Tables 5, 6, and 7 report retrieval performance at
cutoffs k=1, k=3, and k=5, respectively, across
all six benchmarks. As expected, both precision
and recall increase monotonically with k& for all
methods, since retrieving more documents provides
greater coverage of relevant passages. The relative
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Method Dragonball HotpotQA SQuAD
IEQ1 1T Prec.@Ql1 1 Rec.Ql1 71 I[EQ171 Prec.Ql 1 Rec.Ql11 [EQ11 Prec.Ql T Rec.@l1
RAPTOR 2.74 36.40 7.53 5.40 55.63 9.70 5.40 29.77 18.13
Meta-Chunking-MSP 3.21 37.20 8.63 8.42 60.30 13.97 12.24 38.97 31.40
Meta-Chunking-PPL 5.07 39.80 12.73 10.65 61.23 17.40 11.78 38.37 30.70
DenseXRetrieval 0.00 1.08 0.32 1.19 39.17 3.03 4.74 28.17 16.83
SAKI-RAG 15.31 68.37 22.40 13.43 51.60 26.03 65.15 85.80 75.93
LLM 17.87 73.53 24.30 15.29 51.83 29.50 70.70 88.63 79.77
LLM + 10 Topics 26.32 84.43 31.17 21.41 55.33 38.70 80.30 92.83 86.50
MCompassRAG + 10 Topics 23.46 79.80 29.40 19.19 52.40 36.63 79.35 92.37 85.90
Method DRBench LegalBench-RAG SCI-DOCS
IEQ1 1T Prec.@Q1 1 Rec.Ql1 71 I[EQ171 Prec.Ql 1 Rec.Ql11 [EQ11 Prec.Ql 7T Rec.@l1

RAPTOR 1.38 29.27 4.70 1.52 29.23 5.20 62.51 80.27 77.87
Meta-Chunking-MSP 2.87 32.63 8.80 2.67 33.10 8.07 64.50 81.03 79.60
Meta-Chunking-PPL 4.32 34.07 12.67 3.65 34.53 10.57 0.16 15.10 1.07
DenseXRetrieval 0.42 21.87 1.93 0.47 21.93 2.13 55.45 76.83 72.17
SAKI-RAG 14.54 58.80 24.73 7.04 43.30 16.27 73.43 89.77 81.80
LLM 18.68 64.93 28.77 9.07 47.40 19.13 78.68 92.60 84.97
LLM + 10 Topics 31.71 79.67 39.80 15.08 56.47 26.70 89.19 99.10 90.00
MCompassRAG + 10 Topics  28.30 75.07 37.70 12.97 52.10 24.90 88.03 98.25 89.60

Table 5: Retrieval performance at depth k=1 across six benchmarks (IE @1 1, Precision @1 1, Recall @1 1). Bold =

MCoMPASSRAG
bounds that use an LLM at retrieval time.

best; underline = second-best.

ordering of methods remains consistent across all
cutoffs: MCOMPASSRAG outperforms all non-
oracle baselines at every depth while staying within
a narrow margin of the LLM + 10 Topics oracle,
which relies on an LLLM at retrieval time. This
consistency demonstrates that the gains from topic-
guided retrieval are not specific to any particular
cutoff, but reflect a robust improvement in retrieval
quality across the full range of evaluation settings
reported here.

E Effect of Topic Granularity of Topic
Model

Table 8 reports retrieval performance as a func-
tion of the number of topics K in the underlying
topic model. Two consistent patterns emerge across
all three benchmarks. First, performance peaks
at K = 100 and degrades monotonically as K
increases beyond this point. At very high granu-
larities (K = 500-2000), topic representations be-
come increasingly fine-grained and sparse, making
each topic centroid less representative of a coher-
ent semantic direction. As a result, the weighted
aggregation of topic centroids produces chunk and
query representations that are noisier and harder
to match reliably. Second, the student-teacher
gap is largest at X' = 100 and nearly vanishes at

rows are shaded. LLM and LLM + 10 Topics are oracle upper

high K. At K = 100, the LLM teacher can exploit
the richer and more semantically coherent per-topic
structure to outperform the student, which receives
only a compressed topic summary. At K > 500,
both the teacher and the student suffer equally from
the degraded topic quality, and their performance
converges. Together, these results suggest that a
moderate topic granularity of X' = 100 strikes
the best balance between topic coherence and cov-
erage, and we use this setting across all experiments
in the main paper. This finding is complementary
to the analysis in Section 5, which studied the effect
of how many topic signals are passed to the model
at inference time: here we show that the quality
of those signals, determined by K, is equally im-
portant. Even with an optimal number of passed
topics, overly fine-grained or coarse topic models
will degrade retrieval quality.

F Sensitivity to the Embedding Model

To assess whether MCOMPASSRAG depends on
a specific embedding backbone, we evaluate its
retrieval performance with different embedding
models while keeping the rest of the pipeline
fixed. Table 9 reports results on three repre-
sentative benchmarks: Dragonball, LegalBench-
RAG, and SCI-DOCS. We compare the main
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Method Dragonball HotpotQA SQuAD
IEQ3 1 Prec.Q31 Rec.Q3 1 I[EQ3 1 Prec.Q31 Rec.Q31 I[EQ31 Prec.Q371 Rec.@Q31
RAPTOR 3.78 38.65 9.78 7.45 58.63 12.70 6.53 32.02 20.38
Meta-Chunking-MSP 4.29 39.45 10.88 10.74 63.30 16.97 13.87 41.22 33.65
Meta-Chunking-PPL 6.30 42.05 14.98 13.10 64.23 20.40 13.38 40.62 32.95
DenseXRetrieval 0.03 2.65 1.07 2.54 42.17 6.03 5.80 30.42 19.08
SAKI-RAG 17.41 70.62 24.65 15.85 54.60 29.03 68.84 88.05 78.18
LLM 20.12 75.78 26.55 17.82 54.83 32.50 74.54 90.38 82.02
LLM + 10 Topics 28.97 86.68 3342 24.32 58.33 41.70 84.38 95.08 88.75
MCompassRAG + 10 Topics  25.97 82.05 31.65 21.96 55.40 39.63 83.41 94.62 88.15
Method DRBench LegalBench-RAG SCI-DOCS
IEQ3 1 Prec.Q31 Rec.Q3 1 I[EQ3 71 Prec.Q31 Rec.Q31 I[EQ31 Prec.Q371 Rec.@Q31

RAPTOR 2.34 31.90 7.32 2.35 31.48 7.45 65.51 82.14 79.75
Meta-Chunking-MSP 4.03 35.26 11.43 3.65 35.35 10.32 67.55 82.91 81.47
Meta-Chunking-PPL 5.62 36.70 15.30 4.72 36.78 12.82 0.50 16.98 2.94
DenseXRetrieval 1.11 24.50 4.55 1.06 24.18 4.38 58.28 78.70 74.05
SAKI-RAG 16.80 61.42 27.36 8.44 45.55 18.52 76.68 91.64 83.67
LLM 21.21 67.56 31.40 10.62 49.65 21.38 82.04 94.47 86.84
LLM + 10 Topics 3491 82.30 42.42 17.00 58.72 28.95 91.33 99.40 91.88
MCompassRAG + 10 Topics  31.33 77.69 40.33 14.76 54.35 27.15 90.41 98.84 91.47

Table 6: Retrieval performance at depth k=3 across six benchmarks (IE @3 1, Precision @3 1, Recall @3 1). Bold

= best; underline = second-best. MCOMPASSRAG
QWEN3-EMBEDDING-4B configuration against
a larger Qwen encoder, a smaller Qwen encoder,
a projected QWEN3-EMBEDDING-0.6B variant,
BAAI/BGE-M3 (Chen et al., 2024a), and ALL-
MINILM-L6-V2 (Reimers and Gurevych, 2019;
Wang et al., 2020). The projected variant adds
a lightweight linear layer that maps the smaller
encoder’s outputs into the topic-metadata embed-
ding space used by the main configuration, im-
proving compatibility between query embeddings,
chunk embeddings, and topic centroids. Results
show that stronger embedding models generally
improve retrieval quality: QWEN3-EMBEDDING-
8B performs best, while QWEN3-EMBEDDING-
4B remains close with lower computational cost.
The projected QWEN3-EMBEDDING-0.6B con-
sistently outperforms its unprojected counterpart,
suggesting that embedding-space alignment helps
MCOMPASSRAG use topic metadata more effec-
tively. Notably, even with the much smaller ALL-
MINILM-L6-v2, MCOMPASSRAG remains com-
petitive with several baselines in Table 1. This sug-
gests that the gains are not solely due to a strong
embedding backbone; the metadata selection and
abstraction mechanism provides useful retrieval
guidance across different encoder choices.

rows are shaded.

G Sensitivity to the Topic Model

To evaluate whether MCOMPASSRAG depends on
a particular topic model, we replace the topic en-
coder while keeping the rest of the retrieval pipeline
fixed. Table 10 compares four topic modeling ap-
proaches: ETM (Dieng et al., 2020), CWTM (Fang
et al., 2024), DSL-Topic (Li et al., 2026), and
CEMTM (Abaskohi et al., 2025). ETM learns
topics and words in a shared embedding space,
making it a natural baseline for embedding-space
topic guidance. CWTM adds contextualized repre-
sentations to produce more semantically informed
document-topic distributions. DSL-Topic uses
language-model-derived soft labels to provide se-
mantic supervision for neural topic modeling; since
it does not directly provide the centroids required
by MCOMPASSRAG, we approximate each cen-
troid by averaging the embeddings of its top topic
words. CEMTM learns topic distributions from
contextualized vision-language embeddings, using
distributional attention to weight token and image-
patch contributions and a reconstruction objective
to align topic-based representations with the pre-
trained embedding space. CEMTM is our main
topic model because it uses stronger semantic su-
pervision than the alternatives and yields document-
topic vectors that integrate naturally with the re-
triever, making it especially suitable for metadata-
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Method Dragonball HotpotQA SQuAD
IEQ5 1 Prec.@Q51 Rec.Q571 [EQ57T Prec.Q51 Rec.Q51 [EQ51 Prec.Q57 Rec.@5 1
RAPTOR 6.16 43.15 14.28 12.09 64.63 18.70 9.09 36.52 24.88
Meta-Chunking-MSP 6.76 43.95 15.38 15.92 69.30 22.97 17.44 45.72 38.15
Meta-Chunking-PPL 9.07 46.55 19.48 18.54 70.23 26.40 16.90 45.12 37.45
DenseXRetrieval 0.02 8.15 0.20 5.79 48.17 12.03 8.23 34.92 23.58
SAKI-RAG 21.90 75.12 29.15 21.23 60.60 35.03 76.52 92.55 82.68
LLM 24.93 80.28 31.05 23.42 60.83 38.50 82.52 95.38 86.52
LLM + 10 Topics 34.58 91.18 37.92 30.69 64.33 47.70 92.86 99.58 93.25
MCompassRAG + 10 Topics  31.29 86.55 36.15 28.02 61.40 45.63 91.83 99.12 92.65
Method DRBench LegalBench-RAG SCI-DOCS
IEQ5 1 Prec.@Q51 Rec.Q571 [EQ57T Prec.Q51 Rec.Q51 [EQ51 Prec.Q57 Rec.@5 1

RAPTOR 4.67 37.15 12.57 4.30 35.98 11.95 71.72 85.89 83.50
Meta-Chunking-MSP 6.76 40.51 16.68 591 39.85 14.82 73.85 86.66 85.22
Meta-Chunking-PPL 8.62 41.95 20.55 7.15 41.28 17.32 1.39 20.73 6.70
DenseXRetrieval 2.92 29.75 9.80 2.55 28.68 8.88 64.15 82.45 77.80
SAKI-RAG 21.74 66.67 32.61 11.52 50.05 23.02 83.39 95.39 87.42
LLM 26.68 72.81 36.65 14.01 54.15 25.88 88.98 98.22 90.59
LLM + 10 Topics 41.74 87.55 47.67 21.15 63.22 33.45 95.62 100.00 95.62
MCompassRAG + 10 Topics  37.80 82.94 45.58 18.63 58.85 31.65 95.22 100.00 95.22

Table 7: Retrieval performance at depth k=5 across six benchmarks (IE @5 7, Precision @5 1, Recall @5 1). Bold

= best; underline = second-best. MCOMPASSRAG
guided retrieval. As shown in Table 10, CEMTM
achieves the best overall retrieval performance.
However, CWTM and DSL-Topic remain compet-
itive, with CWTM slightly outperforming DSL-
Topic across the three datasets. This suggests
that MCOMPASSRAG is not tied to a single topic
model; rather, its main requirement is that the topic
model provides meaningful document-topic distri-
butions and topic centroids that can be mapped into
the retriever embedding space. We also ablate the
in-domain topic modeling in Appendix I.

H Detailed Analysis on the Effect
Metadata Topics

Figure 4 extends the topic-count analysis to Drag-
onball and DRBench across four ablation variants.
The same trend observed in the main paper holds
consistently: IE improves as the number of selected
topics increases up to an intermediate range, typi-
cally around 10-15 topics, and then decreases as
additional topics introduce noise. This supports
our design choice of using a compact set of query-
relevant topic signals rather than exposing the re-
triever to a large number of corpus-level topic vec-
tors. The teacher—student gap also varies with the
number of topics. At low topic counts, both models
receive limited topic information, leading to a small
gap. At intermediate counts, topic metadata is most

rows are shaded.

informative, and the teacher benefits more from its
richer per-topic representation. At high counts,
both models suffer from topic overload, causing
their performance to converge again. Across abla-
tions, the full MCOMPASSR AG pipeline achieves
the strongest student IE and the smallest teacher—
student gap, showing that both metadata selection
and abstraction are important for making topic
information usable by the lightweight student re-
triever.

I Topic Model Domain Adaptation:
Training on Target Corpus

In the main experiments, we use a topic model
trained on WikiWeb2M to provide a general-
purpose set of topic centroids and document-topic
vectors. While this setting tests whether MCOM-
PASSRAG can rely on a broadly trained topic
model, some benchmarks contain domain-specific
terminology and evidence structures that may not
be fully captured by a general corpus. We there-
fore evaluate an in-domain variant in which the
topic model is trained directly on the target corpus
of each benchmark, while keeping the rest of the
MCOMPASSRAG pipeline unchanged.

Table 11 compares the default WikiWeb2M-
trained topic model with target-corpus topic models
on Dragonball, LegalBench-RAG, and SCI-DOCS.
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SCI-DOCS LegalBench-RAG Dragonball
K Method Recall T Precision? IE{ Recall{ Precisiont IE1 Recall? Precision{ IET
50 MCompassRAG ~ 88.83 93.37 86.87  36.23 51.40 26.30  36.73 78.53 30.47
LLM 92.43 98.13 91.90 37.70 55.43 27.83  38.43 82.60 32.07
100 MCompassRAG ~ 94.13 99.03 92.10  38.40 55.10 2790 38.97 82.80 32.40
LLM 98.30 99.63 98.03  40.10 59.47 29.70  40.83 87.43 34.17
500 MCompassRAG  86.53 89.63 83.47  35.30 49.87 2527  35.60 74.90 28.77
LLM 87.20 90.40 84.03  35.57 50.30 2543 3597 75.37 28.97
1000 MCompassRAG  84.80 87.10 81.17  34.60 48.47 24.57  34.63 72.83 27.80
LLM 85.13 87.47 81.50  34.73 48.67 24.67  34.83 73.07 27.90
2000 MCompassRAG  83.40 85.23 79.60 34.03 47.43 2410  33.90 71.27 27.07
LLM 83.57 85.40 79.83  34.10 47.53 2417  34.00 71.40 27.13

Table 8: Effect of topic model granularity (K) on retrieval performance across three datasets. Results are reported

for MCompassRAG and LLM-based methods.

Embedding Backbone Dragonball LegalBench-RAG SCI-DOCS

IET Prec.t Rec.t IE1 Prec.t Rec.t IET Prec.t Rec.
QWEN3-EMBEDDING-0.6B 3483 74.16 28.74 34.27 48.86 23.93 90.68 9541 88.17
QWEN3-EMBEDDING-0.6B + PROJECTION 36.38 77.34 30.21 36.06 51.73 25.68 92.04 96.77 89.86
BGE-M3 3591 76.08 29.76 35.14 50.31 24.83 92.57 97.18 90.82
ALL-MINILM-L6-V2 29.64 64.23 2347 28.92 41.79 18.94 84.23 89.27 79.36
QWEN3-EMBEDDING-4B 38.97 82.80 32.40 38.40 55.10 27.90 94.13 99.03 92.10
QWEN3-EMBEDDING-8B 3943 83.46 32.91 38.88 55.77 28.36 94.39 99.18 92.47

Table 9: Embedding-backbone ablation for MCOMPASSRAG on three representative retrieval benchmarks. Results
report IET, Precisiont, and Recallf, averaged over retrieval cutoffs k=1, 3, 5. The QWEN3-EMBEDDING-4B row

corresponds to the main configuration used in Table 1;

ablation. Bold = best; underline = second-best.

Training the topic model on the target corpus im-
proves performance across all three datasets, with
larger gains on LegalBench-RAG and Dragonball,
where domain-specific terminology, entities, and
narrative structure are especially important. How-
ever, the gains are moderate rather than dramatic,
showing that MCOMPASSRAG does not require re-
training the topic model for every new corpus. This
is important for practical deployment: a general-
purpose topic model can already provide useful
metadata guidance, while in-domain topic model-
ing can be used as an optional enhancement when
sufficient target-corpus data and training budget are
available.

J Qualitative Analysis

We present two qualitative examples to illustrate
how MCOMPASSRAG resolves retrieval failures
that dense similarity cannot handle: a definitional
ambiguity case from LegalBench-RAG and an
embedding-space analysis from Dragonball Fi-
nance.

other rows show expected trends before running the full

J.1 LegalBench-RAG: definitional ambiguity
in M&A agreements.

Figure 5 illustrates a concrete retrieval example
from LegalBench-RAG that exposes the core fail-
ure mode of dense retrieval and how MCOMPASS-
RAG resolves it. The query asks for the defini-
tion of Superior Proposal in an M&A acquisition
agreement whose §6.03 region contains several
topically adjacent clauses: a no-shop obligation
(C1), the definition of Acquisition Proposal (C2),
a board recommendation withdrawal clause (C4),
and a termination fee clause (C5). Dense retrieval
assigns the highest cosine similarity to C2 (0.81)
rather than the gold chunk C3 (0.78), ranking the
wrong definition first. The failure arises because
C2 and C3 share substantial surface vocabulary
(“bona fide,” “majority,” “Acquisition,” “outstand-
ing Shares”), causing their embeddings to occupy
nearby positions in the retriever space. Cosine sim-
ilarity cannot identify which latent topic of a chunk
matches the query, nor distinguish a clause that de-
fines what counts as an acquisition proposal from
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Topic Model Dragonball LegalBench-RAG SCI-DOCS

IET  Prec.{ Rec.! IEtT Prec.t Rec.t IET Prec.t Rec.t
ETM 33.74 71.28 27.31 32.86 47.14 22.76 89.42 9436 86.91
DSL-Topic  36.83 78.64 30.57 36.38 52.19 2591 92.71 97.46 90.49
CWTM 37.28 7931 30.94 36.76 52.63 26.24 93.08 97.91 90.96
CEMTM 38.97 82.80 32.40 38.40 55.10 27.90 94.13 99.03 92.10

Table 10: Topic-model ablation for MCOMPASSR AG on three representative retrieval benchmarks. Results report
IET, Precisiont, and Recallf, averaged over retrieval cutoffs k=1, 3, 5.
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Figure 4: IE as a function of the number of topics passed to the model, comparing the teacher and student
(MCompassRAG) across four ablation variants on Dragonball and DRBench. Each column removes one component

of the metadata selection and abstraction pipeline.

one that evaluates whether a proposal is superior.

MCOMPASSRAG recovers the gold chunk by
activating two topic signals identified by the meta-
data selector as compatible with the query embed-
ding: T-A, capturing the fiduciary-out and board
determination frame (“more favorable,” “financial
advisor,” “board determines in good faith”), and
T-B, capturing the majority threshold frame (“ma-
jority of outstanding Shares,” “bona fide written Ac-
quisition Proposal). The selector simultaneously
suppresses signals associated with solicitation re-
strictions (T-C) and merger consideration (T-D),
which are prominent in the neighboring chunks but
orthogonal to the query’s information need. The ab-
straction module pools T-A and T-B into a compact
query-side topic vector aligned with C3’s own topic
representation, and the MLP classifier assigns C3
a relevance score of 0.89 versus 0.57 for C2, pro-
moting the correct definition to rank 1 without any
inference-time LLLM call. This disambiguation was
learned through the teacher—student asymmetry in
Section 3.3: the LLM teacher, given the expanded
query framing the information need in terms of
board determination and financial-advisor consul-
tation, labels C3 as relevant and C2 as not, training

the student to recover the same judgment through
topic metadata alone.

J.2 Dragonball Finance: topic-guided
separation in embedding space.

Figure 6 visualizes the effect of topic enrichment on
a Dragonball Finance example in which the query
asks for a summary of Sparkling Clean House-
keeping Services’ sustainability and social respon-
sibility efforts in 2019. The eight retrieval can-
didates span the full thematic range of the com-
pany’s corporate governance report: board com-
position (C1), executive remuneration (C2), risk
management (C3), financial highlights (C4), share-
holder structure (C5), internal audit (C6), and two
surface-overlap distractors whose vocabulary par-
tially overlaps with the gold chunk: a compliance
and anti-corruption clause (C7, which shares the
phrase “corporate citizenship”) and a strategic out-
look statement (C8, which shares “long-term value
creation”).

In the raw embedding space (Figure 6a), the
query and the gold CSR chunk are already rela-
tively proximate, yet several hard negatives remain
in the same neighbourhood, reflecting the broad
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Dragonball LegalBench-RAG SCI-DOCS

Topic Model Training Corpus
IET  Prec.! Rec.t IET Prec.t Rec.t IE1 Prec.t Rec.

WikiWeb2M 38.97 82.80 32.40 38.40 55.10 27.90 94.13 99.03 92.10
Target Corpus 39.26 83.71 32.83 40.18 57.36 29.64 94.82 99.21 92.86

Table 11: Effect of training the topic model on the target corpus. Results report IET, Precisionf, and Recallf,
averaged over retrieval cutoffs k=1,3,5. The WikiWeb2M row corresponds to the main MCOMPASSRAG
configuration, while the Target Corpus row trains the topic model on the corresponding benchmark corpus before
running the same retrieval pipeline.

Query: "What is the definition of 'Superior Proposal' in the Acquisition Agreement between Magic AcquireCo, Inc. and
The Michaels Companies, Inc.?"

Retrieval candidates (§6.03 region of M&A agreement)

Cc1 \ C2 C3 % ) c4 \ ) Cc5
No-shop obligation Def. "Acquisition Def. "Superior Proposal“ Board rec. withdrawal Termination fee clause
Proposal”
wallidhs. fiififate more favorable, financial Intervening Event, fee, payment,
Hass z isiti ; i i iduciary duty, Merger, Parent,
knowingly encourage, Acqu_rs:l“lon, bona fide, qdwsor, bogrd det_errrunes fi y auty, g !
terial b h majority, Company, in good faith, majority of Company Board AcquireCo
! Zgtetlaiorege outstanding Shares outstanding Shares
Dense Retrieval MCompassRAG
[ Retrieves C2 X | | Retrieves C3 v J
Cosine similarity (query embedding vs. chunk embedding) Topic signals selected by metadata selector:
ca I 0.63 (: T-A v fiduciary out - board determination - financial advisor )
C2 |,  0.81 ¢ top-1 X ": T-B v majority threshold - outstanding shares - bona fide )
. i
a 0.78 < gold (missed) T-C X solicitation restrictions - no-shop - initiate [suppressed]
c4 I—— 071
T-D X merger consideration - termination fee - Parent [suppressed]
~ & 047 . MLP relevance score (topic-enriched query + chunk representations):
C2 and C3 share surface vocabulary ("bona fide," "majority," c1 I 0.37
"Acquisition," "Company"). Chunk embeddings conflate both c2 I 0.57 (demoted)
definitions — cosine similarity cannot distinguish the "Acquisition c I 039 < top-l Y
Proposal" definition (C2) from the "Superior Proposal” definition (C3). | o I 0.46

Gold evidence (chars 232,356 — 233,140): "Superior Proposal" means a bona fide written Acquisition Proposal for at least a majority of the outstanding Shares or at least a majority of
the consolidated assets of the Company ... that the Company Board determines in good faith, after consultation with its financial advisor and outside legal counsel, and taking into
account all relevant terms and conditions ... is more favorable to the Company's stockholders from a financial point of view than the Merger ...

Key T-A terms: "more favorable," "financial advisor," "outside legal counsel,” "board determines in good faith" | Key T-B terms: "majority of outstanding Shares," "bona fide"

Figure 5: Qualitative retrieval comparison on LegalBench-RAG for a query about the definition of Superior Proposal
in an M&A acquisition agreement. Top: five retrieval candidates from the §6.03 region; the gold chunk (C3, teal
border) competes against four topically adjacent clauses sharing substantial surface vocabulary. Bottom left: dense
retrieval ranks C2 (Acquisition Proposal definition) above C3 due to overlapping tokens, missing the gold chunk at
rank 1. Bottom right: MCOMPASSRAG activates topic signals T-A (fiduciary out / board determination) and T-B
(majority threshold), suppresses T-C and T-D, and promotes C3 to rank 1 via the MLP scorer (0.89 vs. 0.57 for C2).

semantic overlap that coarse governance-report lan- PASSRAG’s disambiguation operates at the level
guage introduces. After topic enrichment (Fig-  of latent topic structure rather than lexical overlap.
ure 6b), the query—gold alignment tightens sub-
stantially: the metadata selector activates the CSR
topic centroid for the query and the gold chunk’s
own topic distribution loads on the same signal,
pulling the two representations into close align-
ment while the hard negatives, whose dominant
topic vectors correspond to governance, finance,
and risk, drift away. The surface-overlap distrac-
tors C7 and C8 are particularly informative: despite
sharing specific phrases with the gold chunk, their
topic distributions do not load on the CSR cen-
troid and therefore receive lower relevance scores
from the MLP classifier, confirming that MCOM-
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Query: Sparkling Clean Housekeeping Services, 2019 sustainability and social responsibility

(a) Raw Embedding Space (b) Topic-Enriched Space
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Cgoia = CSR / sustainability evidence - C; = Board composition - C; = Executive remuneration - C3 = Risk management - C, = Financial highlights
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Figure 6: t-SNE visualization of chunk embeddings for a Dragonball Finance query on Sparkling Clean House-
keeping Services’ 2019 sustainability efforts. Chunks cover eight aspects of the corporate governance report:
board composition (C1), executive remuneration (C2), risk management (C3), financial highlights (C4), shareholde
structure (C5), internal audit (C6), compliance and anti-corruption (C7), and strategic outlook (C8); C7 and C8 are
surface-overlap distractors that share phrases with the gold CSR chunk. (a) Raw embedding space: the query and
gold chunk are proximate but several hard negatives occupy the same neighbourhood. (b) Topic-enriched space:
topic enrichment tightens the query—gold alignment while pushing all hard negatives, including the surface-overlap

distractors C7 and C8, away from the query.
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