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Abstract

Human reasoning is inherently multimodal:
when problems become difficult, we rarely
think in words alone. We often externalize
our reasoning by sketching diagrams or draw-
ing grids to understand the underlying concep-
tual structure and avoid mistakes. Building
on this premise, our research investigates: (a)
whether grounding multi-hop textual-spatial
stories into geometry-aware modalities, such as
layouts or grids, improves reasoning compared
to natural language-based inference; and (b)
whether a model can decide when to rely on
natural language reasoning and when to switch
to a structured modality. We address these
questions by introducing a switching metric
based on trustworthiness and complexity sig-
nals, which estimates when grounding a spatial
story into structure is likely to improve perfor-
mance. This takes a first step toward principled
modality selection in Large Language Model
(LLM) reasoning. Across our settings, switch-
ing from natural language-based reasoning to a
grid-based representation improves LLM per-
formance by up to 42%, highlighting the impor-
tance of modality choice in shaping reasoning
outcomes.

1 Introduction

Spatial reasoning is becoming increasingly impor-
tant across many research domains, including au-
tonomous driving, navigation, and robotics (Zhou
et al., 2024; Zhang et al., 2024; Song et al., 2025;
Ma and Kordjamshidi, 2026; Ma et al., 2026). How-
ever, LLMs still exhibit significant limitations in
spatial reasoning, especially as spatial context be-
comes more complex (Liu et al., 2025a). Such
tasks require models to compose multiple rela-
tions while maintaining a consistent understanding
of where entities are located relative to one an-
other. In multi-hop settings, these relations become
harder to track, leading to accumulated errors and
inconsistent spatial interpretations (Shi et al., 2022;

Premsri and Kordjamshidi, 2025b). Even strong
LLMs struggle on benchmarks like StepGame (Shi
et al., 2022), SpartQA (Mirzaee et al., 2021), and
ReSQ (Mirzaee and Kordjamshidi, 2022) without
specialized prompting or step-by-step reasoning
traces (Mirzaee and Kordjamshidi, 2023; Rizvi
et al., 2024; Zhang et al., 2026). However, these
methods still rely largely on natural language rea-
soning, forcing models to infer geometry and lay-
out implicitly from text.

This contrasts with human reasoning. For com-
plex spatial descriptions, people often use sketches,
diagrams, or grids to externalize the scene into a
simplified structure rather than reasoning in words
alone (Larkin and Simon, 1987; Rexigel et al.,
2024). This reflects the idea of schematization,
which makes spatial structure easier to perceive
and reason over (Talmy, 2003). Similarly, Figure 1
shows that natural language-based LLM reason-
ing must track relations implicitly across multiple
steps, which can cause hallucinated relations or
multi-hop errors (Rizvi et al., 2024), while a grid
makes the structure explicit. This motivates a cen-
tral question, that is, can spatial representations
that explicitly encode geometric structure serve as
a more effective reasoning medium for language
models than natural language alone?

To investigate this, we compare reasoning di-
rectly from natural language stories against differ-
ent reasoning modalities. Here, modality refers
to the text-based representation of a spatial story
used for inference. These alternatives explicitly
encode the scene’s spatial structure, including ex-
tracted relational triples and layout-based forms.
' As illustrated in the example in Figure 1, ex-
plicit structure (e.g., grid-based layouts) can offer
a more effective medium for multi-hop spatial rea-
soning than text alone. Based on this intuition, we

!Code is available at: https://github.com/HLR/
Spatial-Modality-Switching
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Story: A is at the 3 o’clock direction
from N. B is directly above A. S is to
the south of B. G and S are both

{ Natural Language-based Reasoning |

Reasoning: <think> Since B is directly above A, that places B

present, with G to the east of S. @
Question: What is the relation
between G and N?

toward the north (12 o'clock) relative to N. Because S is below B ; Answer:
and G is east of S, G falls between the 12 o’clock and 9 o’clock G is below N
positions from N... So, G is slightly below (south) of N. </think>

Answer: G is right of N

Grid Based on Story:

. Error Taxonomy:
------- > 1.Hallucinated Relations
---------- \ 2. Multi-hop reasoning error

{ Grid-based Reasoning

colt | col2 | col3 @

rowl - B

Reasoning: <think> Since N is in Col(1) and G is in Col(3). So, G ! Answer:
is to the right of N.</think> G is right of N

row2 | N AS G

Figure 1: Natural language vs. grid-based reasoning in a multi-hop spatial setting.

propose a grid-grounding framework that converts
spatial stories into 2D grids while preserving 3D
spatial relations between entities through symbolic
encoding. The resulting grids are then fed back to
the language model for multi-hop spatial question
answering.

However, reasoning with structured representa-
tions is not always necessary; in some cases, nat-
ural language-based reasoning can be sufficient
depending on model ability and problem complex-
ity. Therefore, we introduce a switching metric
that estimates when a model should rely on natural
language and when it should use structured spatial
representations. The metric combines trustworthi-
ness and complexity signals from each instance
to enable principled modality selection rather than
reasoning with a fixed modality.

Across multiple spatial reasoning benchmarks,
our framework improves accuracy by large margins:
up to 42% on StepGame (Li et al., 2024), 8% on
SpaRTUN (Mirzaee and Kordjamshidi, 2022), and
5% on ReSQ (Mirzaee and Kordjamshidi, 2022).
These results highlight the importance of treating
visualization and structured symbolic representa-
tions not just as outputs but as a reasoning medium.

In summary, our contributions are: (1) We in-
vestigate whether changing the reasoning modality
from natural language to explicit spatial structure
(e.g., grid-based representation) improves multi-
hop spatial reasoning. (2) We propose an adaptive
switching framework that uses trustworthiness and
complexity signals to decide when a model should
reason with natural language and when it should
switch to a structured representation, taking a step
toward principled modality selection in LLM’s rea-
soning.

2 Related Work

Recent studies show that language models strug-
gle with multi-hop spatial reasoning across bench-
marks such as StepGame (Shi et al., 2022; Li

et al.,, 2024), SpartQA (Mirzaee et al., 2021),
SpaRTUN (Mirzaee and Kordjamshidi, 2022),
ReSQ (Mirzaee and Kordjamshidi, 2022), and
SpaRP (Rizvi et al., 2024). Even strong models
remain brittle in spatial inference, often making
elementary reasoning errors, failing to compose
spatial relations reliably across various spatial set-
tings (Cohn, 2023; Cohn and Hernandez-Orallo,
2023; Rizvi et al., 2024; Premsri and Kordjamshidi,
2025a; Kamali et al., 2026).

Prior work has addressed these failures through
two broad directions. One line of work incor-
porates symbolic or structured reasoning com-
ponents to support spatial reasoning, including
neuro-symbolic frameworks (Kamali et al., 2025;
Sinha et al., 2025), methods that combine LLM-
based relation extraction with Answer Set Pro-
gramming (Yang et al., 2023; Kaur et al., 2025;
Wang and Sun, 2026) or Prolog (Mirzaee and Kord-
jamshidi, 2023), enforcing logical constraints dur-
ing fine-tuning (Premsri and Kordjamshidi, 2025b),
or using graph neural networks to model multi-
step spatial dependencies (Li et al., 2023; Zhou
et al., 2025). These methods often require addi-
tional training or external solvers to improve spatial
reasoning. In contrast, we study how the represen-
tation provided to the language model itself affects
spatial reasoning at inference time.

A closer line of work studies whether spatial rea-
soning improves when intermediate reasoning is
represented differently. Tree-of-Thought prompt-
ing explores multiple reasoning paths for multi-hop
spatial inference (Li et al., 2024), while Chain-of-
Symbol (Hu et al., 2024) and coordinate-based for-
mulations (Liu et al., 2025b) show that symbolic
or quantitative representations can improve spatial
reasoning. Our work aligns with this direction but
compares multiple representations, including natu-
ral language, relational triples and coordinate lay-
outs, and introduces grid grounding as a geometry-
preserving representation for LLM reasoning.
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3 Methodology

Problem Definition: We consider a spatial ques-
tion answering task where, given a spatial narra-
tive (S) and a question (Q), the model answers the
question by inferring the spatial relations between
two or more entities. The answer can be either
in Yes/No form or as a multi-class label from a
fixed set of spatial relations, such as left and above.
This is a challenging problem because relations be-
tween entities can be implicit, and the model often
needs to reason across multiple relations to infer
the correct answer.

To address this problem, we hypothesize that,
depending on the context, some modalities can
simplify reasoning more effectively than natural
language. Figure 1 illustrates this with a multi-hop
story where inferring the relation between G and
N requires tracking several intermediate entities in
text and can be complex, while the grid makes the
relevant relation more clear. Therefore, we design
a framework to analyze the input and model output
and switch between text and structured modalities
when needed. The overall pipeline is shown in
Figure 3. It has two main components: (i) assess-
ing problem complexity and model trustworthiness,
and (ii) converting the narrative into alternative rea-
soning modalities. The assessment module identi-
fies cases where natural language-based reasoning
is unreliable or the narrative is too complex and
triggers a switch to a structured modality.

Building upon this pipeline, we examine rela-
tional triples, coordinate-based layouts, and grids
as alternative representations for reasoning and
study how switching from natural language-based
reasoning to a suitable structured modality affects
model performance. We next describe the reason-
ing modalities and switching policy.

3.1 Mapping to Multiple Reasoning
Modalities

We transform each spatial narrative and question
into multiple qualitative and quantitative represen-
tations. Qualitative representations capture sym-
bolic relations, such as relative direction or con-
tainment, while quantitative representations make
spatial arrangements explicit through coordinate-
based layouts. Grid-based representations lie be-
tween these two by organizing entities in a discrete
row-column layout. Each modality is then used in-
dependently for reasoning. Figure 2 illustrates the
modalities considered in our framework, discussed

as follows.

1. Original Text: This is the baseline where the
model reasons directly over the original story, ques-
tion, and answer options in natural language form.
2. Relational Triples: For this modality, we use
few-shot in-context learning to extract pairwise
spatial relations from the story as triples of the
form {head, relation, tail}. This process
converts the narrative into a qualitative spatial rep-
resentation, especially when a sentence contains
multiple relations or requires coreference resolu-
tion. For example, from "a medium purple ob-
ject is inside and touching block H," we extract
{head: medium purple object, relation:
tangential-proper-part, tail: block H}.
These triples include directional relations, such
as left, right, above and below, as well as topo-
logical relations such as disconnected, externally
connected, partially overlapping, equal, tangential
proper part, non-tangential proper part, tangen-
tial proper part inverse, non-tangential proper part
inverse, when needed (Kordjamshidi et al., 2010).
As shown in Figure 2 (i), the model receives the
relational triples with the question and infers the
final answer.

3. Grids: For this modality, we map extracted spa-
tial relations into a two-dimensional grid that as-
signs relative positions to entities, while preserving
three-dimensional spatial information and topologi-
cal constraints. Topological and three-dimensional
relations are encoded with symbolic tags, such as
#dc for disconnected and #behind for behind. We
generate the grid using a Python program with pre-
defined relation templates that translate extracted
relation triples into grid placements. The resulting
full grid serves as a symbolic textual representa-
tion of the complete scene. We also construct the
pruned grid, which retains only question-relevant
entities identified by the model based on the story
and question, reducing noisy context and isolating
shows both grid settings. We provide the model
with either the full grid or the pruned grid, contain-
ing only question-relevant entities such as N and
G, together with the question for reasoning.

4. Coordinate-based Layout: This is a quantita-
tive representation in which the extracted spatial
relations are translated into constraints over the
spatial configuration of objects. Each extracted
relation triple is converted into its corresponding
Prolog predicate, and all predicates for a story are
solved jointly as a constraint-satisfaction problem
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Figure 2: Mapping the story and question from Figure 1 into four reasoning representations: (i) relational triples, (ii)
full grid, (iii) pruned grid, and (iv) coordinate-based representation. Each modality is used as a reasoning medium

for the same question.
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Figure 3: Overview of the proposed pipeline and switching mechanism, using the same story and question input of

Figure 1.

using Prolog’s Constraint Logic Programming over
Finite Domains (CLP(FD)) to find a feasible set
of coordinates (Colmerauer and Roussel, 1996;
Triska, 2012). For example, left(A,B) requires
the two entities to share the same vertical coordi-
nate and places A one unit to the left of B, such
that zo + 1 = xp, ya = yp. Inverse relations
are defined by reversing the arguments, such that
right(A,B) & left(B,A). Accordingly, jointly
solving left(X,W) and right(0,W) can yield
the coordinate assignment X=(0,0), W=(1,0),
0=(2,0). As shown in Figure 2 (iv), the result-
ing relative coordinates, together with the question,
are provided to the model for reasoning. Further
implementation details are provided in Appendix F.

3.2 Switching Between Modalities

Natural language-based reasoning can be effective
for some spatial narratives, but its reliability de-
pends on the model’s spatial reasoning ability and
the instance complexity (Rizvi et al., 2024; Cohn,
2023). As shown in Figure 3, complex stories may
require composing several relations across interme-
diate entities to infer the relation between G and
N. Natural language-based reasoning must track
these relations implicitly, while an effective struc-
tured representation, such as a grid, makes them
explicit and supports more direct and potentially
less error-prone inference.

Based on this, we guide modality choice with 2

factors: trustworthiness, which reflects the reliabil-
ity of the model’s natural language-based spatial
reasoning, and complexity, which captures the dif-
ficulty of the problem. Following Shailya et al.
(2025); Agarwal et al. (2024), we decompose trust-
worthiness into faithfulness and plausibility, which
we adapt to spatial reasoning as described next.

3.2.1 Faithfulness

Faithfulness, denoted as F', measures whether the
model’s answer is based on the supporting sen-
tences it identifies from the spatial narrative and
whether its reasoning is consistent with those sen-
tences. For example, in the narrative "Y is posi-
tioned below L and to the right; D is upper right of
L", a question about the relation of Y to L should
rely only on the first sentence. If the model uses
irrelevant evidence or derives an unsupported rela-
tion, its reasoning is not faithful. To compute F,
we ask the model to provide supporting sentences
along with its answer and evaluate them using two
criteria:

(1) Sufficiency tests whether the supporting sen-
tences alone recover the original answer. We pro-
vide only the supporting sentences to the model
and score 1 if the answer matches and O otherwise.

(i1) Necessity tests whether the stated supporting
sentences are required to derive the answer. We re-
move them from the story and score 1 if the model
responds with “don’t know”, and 0 otherwise.

Fis the average of sufficiency and necessity. An
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F score of 1.0 indicates that the model consistently
relies on the cited supporting sentences to produce
its answer, reflecting faithful reasoning rather than
arbitrary guessing.

3.2.2 Plausibility

Plausibility, denoted as P, measures whether the
model’s supporting sentences yield a logically con-
sistent and stable interpretation under benign trans-
formations. We decompose it into two factors:
paraphrase stability and flip consistency.

(1) Paraphrase Stability (PS) measures whether
the model preserves the same underlying spatial
logic under lexical variability and linguistic dif-
ficulty. Similar to F', we use the supporting sen-
tences generated by the model and create three vari-
ants using an LLM (GPT-5-mini (OpenAl, 2025a)):
(a) linguistically similar, which paraphrases the
sentence while retaining the original type of spatial
expression, such as a clock-face direction (e.g., the
supporting sentence "T is above I at 2 o’clock” be-
comes "I is at the center and T is at the 2 o’clock
position"); (b) Canonical, which rewrites relations
into simplified qualitative relations from our pre-
defined relation set (e.g., "T upper-right position
to I"); and (c) hinted, which adds a hint to ease
interpretation (e.g., hint: recognize the clockwise
position here, 2 o’clock is usually upper-right from
the center). We run the model on these variants and
compute PS as the frequency of the most common
answer among the three responses. This score lies
in [0, 1], where higher values indicate more stable
reasoning across paraphrased forms.

(ii) Flip Consistency (F'C) tests whether the
model applies inverse spatial reasoning consistently
with its original answer. Using an LLM, we gener-
ate a flipped question from the supporting sentences
by reversing entity order for relation questions or
negating the relation for yes/no questions. We com-
pare the flipped answer with the expected inverse of
the original response. F'C'is 1 for a correct inverse,
0.5 for a partially correct answer in cases when the
expected answer is multi-label, and O otherwise.
Details are provided in Appendix B.

P is computed as the average of paraphrase sta-
bility and flip-consistency. A P score of 1.0 in-
dicates that the model’s response remains stable
under paraphrases and logically consistent under
equivalent inversions.

3.2.3 Complexity

Complexity, denoted as C', measures the difficulty
of a given spatial reasoning instance. We quantify
this difficulty for each spatial reasoning instance
using a weighted combination of seven factors that
capture the linguistic and multi-hop reasoning de-
mands of the problem. Given the story, support
sentences, and question, we use an LLM (GPT-
5-mini (OpenAl, 2025a)) to evaluate support sen-
tences, identify entities, flag hard language patterns,
and estimate coreference-based difficulty where ap-
plicable. Based on these, we derive seven com-
plementary factors. (i) Support Burden (S B) mea-
sures the number of supporting sentences derived
by the model required for reasoning. (ii) Chain
Length (C'L) captures the actual multi-hop depth
of the instance independent of the current model.
This anchors complexity to the actual problem size.
(iii) Selection Difficulty (SD) measures the frac-
tion of story sentences that are not part of the sup-
porting sentences, capturing the difficulty of fil-
tering irrelevant context faced by the model. (iv)
Hard Language (H L) captures the difficulty of lin-
guistically complex spatial expressions, such as
clock-face directions, directional phrases, nested re-
lations, and coreference-dependent mentions. The
LLM first identifies such expressions and assigns
each one a difficulty score d; € [0,1]. Then we
compute HL. = 0.6 - max; d; + 0.4 - %2?21 d;,
where n is the number of identified expressions.
We give slightly greater weight to the maximum
difficulty because a single challenging expression
can become a reasoning bottleneck, while the mean
captures cumulative linguistic difficulty across the
story. We also analyze sensitivity to this weight-
ing in Appendix B.1. (v) Diagonal Burden (D B)
measures the fraction of extracted relations that
are diagonal, i.e., composed of two simultaneous
axis-aligned directions like lower-left. (vi) Entity
Load (EL) captures the burden of tracking multi-
ple distinct entities. (vii) Coreference Difficulty
(C'F) estimates the burden of resolving entity ref-
erences that require multi-step relational interpre-
tation. Since no instance-level complexity score is
available, we estimate complexity using proxy sig-
nals. For frequency-based factors such as Support
Burden, Chain Length, and Entity Load, we use
the saturating function sat(z, ¢) = 2% to normal-
ize the frequency of the occurrences to a score in
[0,1]. This normalization is needed because these
factors are raw counts whose scale varies across
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datasets, and their difficulty contribution should in-
crease sharply at lower values but saturate once the
instance is already highly challenging. Here, cis a
dataset-specific reference value set to the median of
the corresponding feature so that moderate counts
receive intermediate scores, while larger counts ap-
proach 1 without increasing linearly. These compo-
nents are further combined into a normalized scalar
C € [0, 1], with dataset-specific weights reported
in Appendix B. We also analyze factor collinear-
ity and error correlations in Appendix B.4, finding
mostly low-to-moderate collinearity and comple-
mentary trustworthiness-complexity behavior.
Decision rule. The switching policy avoids struc-
tured reasoning when an instance is simple and
the model’s natural language-based answer is reli-
able. We measure reliability as trustworthiness
T = 0.6F + 0.4P, where F' denotes faithful-
ness and P denotes plausibility. Here, F’ receives
greater weight because it directly measures whether
the answer is supported by relevant evidence, while
P captures the logical consistency of reasoning
with that evidence. We analyze sensitivity to this
weighting in Appendix B.1. The policy retains
natural language-based reasoning when complex-
ity is low (C' < 7.) and trustworthiness is high
(T > 1), and otherwise switches to grid-based rea-
soning. Thresholds 7; and 7, are tuned on the vali-
dation set for each dataset and model (Appendix B).
For efficiency, we compute the signals using short-
circuit evaluation. We first compute faithfulness
and switch immediately if it is sufficient to deter-
mine T' < ;. Otherwise, we compute complexity
and switch if C' > 7.. Plausibility is computed
only if neither signal has determined the decision,
after which the final trustworthiness and complex-
ity scores determine whether to retain text-based
reasoning or switch to the grid. Further details are
provided in Appendix B.3.

4 Experimental Results

Datasets: We evaluate on three textual spatial rea-
soning benchmarks. SpaRTUN includes synthetic
spatial narratives with Yes/No (YN) and Find Re-
lations (FR) questions (Mirzaee and Kordjamshidi,
2022). StepGame tests controlled multi-hop FR
reasoning by requiring models to select among nine
spatial relations with increasing relational depth
and distractors (Li et al., 2024). ReSQ contains
YN questions over human-written real-world spa-
tial descriptions (Mirzaee and Kordjamshidi, 2022).

Dataset Eval. Samples  Full Test-Set Max. Hop
SpaRTUN 1,121 5,551 7
StepGame 5,000 100,000 10
ReSQ 610 610 2

Table 1: Evaluation dataset statistics. Eval. Samples
denotes the default evaluation sample sizes; experiment-
specific sample counts are reported in the corresponding
captions. Max. Hops denotes the maximum reasoning
depth.

Table 1 summarizes the statistics of the datasets.
Due to cost, we evaluate randomly sampled sub-
sets with a fixed seed of 0, preserving the original
test-set distribution.

Evaluation Metrics: We report exact-match ac-
curacy for all datasets. For multi-label FR ques-
tions, a prediction is correct only if it matches the
complete ground-truth relation set (Mirzaee and
Kordjamshidi, 2022). We report accuracy per hop-
depth for StepGame. We evaluate across differ-
ent model families, including LLaMA3.1 (Llama
Team, 2024), Qwen3 (Qwen Team, 2025), and
GPT-5.1 (OpenAl, 2025b).

RQ1. Can mapping to grids simplify multi-
hop reasoning and improve performance? Ta-
ble 2 demonstrates the results on StepGame. We ob-
serve that the grid-based representations yield the
strongest overall performance, especially at higher
hops, where text-only reasoning declines sharply.
LLAMAZ3.1-70B benefits most from pruned grids,
suggesting that reducing irrelevant spatial context
helps non-reasoning models. Representations re-
quiring more numerical manipulation, such as co-
ordinate layouts, are more effective for stronger
models such as QWEN3-32B and GPT-5.1 (Qwen
Team, 2025; OpenAl, 2025b). Appendix C further
shows that this pattern holds for small language
models, where grid-based representations improve
overall accuracy by up to 25%.

Table 3 further demonstrates that structured spa-
tial representations improve reasoning on SpaR-
TUN, especially for Find Relations (FR) questions,
where models must recover multiple object rela-
tions. Pruned grids also perform well on Yes/No
(YN) questions, often achieving the best or second-
best accuracy for each model. Reasoning models
such as QWEN3-32B benefit substantially from
grid-based reasoning, improving overall accuracy
by up to 8%, due to more accurate relation ex-
traction during grid construction. For GPT-5.1,
text-only reasoning is strong, but pruned grids still
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Model / Setting 1 2 3 4 5 6 7 8 9 10  Overall
LLaMA3.1-70B Text 93 62 50 45 36 37 32 34 30 27 44.7
LLaMA3.1-70B Relational Triples 88 65 48 39 35 31 31 30 25 26 42.1
LLaMA3.1-70B Coordinates Full 85 79 80 76 74 68 71 68 69 67 73.7
LLaMA3.1-70B Coordinates Pruned 87 85 84 85 86 80 81 80 78 717 82.3
LLaMA3.1-70B Full Grid 88 87 80 73 76 70 77 74 73 70 76.7
LLaMA3.1-70B Pruned Grid 922 92 88 87 87 83 88 84 83 82 86.7
LLaMA3.1-70B ToT-CoT 87 80 81 83 78 75 79 76 75 72 78.8
Qwen3-32B Text 942 782 724 698 654 624 630 61.0 542 498 67.0
Qwen3-32B Relational Triples 892 774 68.6 634 582 536 562 51.6 428 452 60.6
Qwen3-32B Coordinate Full 87.6 804 776 718 778 724 744 710 69.6 73.0 75.6
Qwen3-32B Coordinate Pruned 858 836 828 812 844 804 824 80.6 768 77.8 81.6
Qwen3-32B Full Grid 914 87.8 878 84.6 86.0 824 84.0 82.0 80.6 79.8 84.6
Qwen3-32B Pruned Grid 91.8 90.2 86.8 836 856 81.8 83.6 804 784 784  84.1
Qwen3-32B ToT-CoT 94.6 83.0 752 664 662 624 624 56.6 592 542 68.0
GPT-5.1 Text 9 92 85 8 79 71 62 61 50 58 74.3
GPT-5.1 Relational Triples 100 93 71 72 57 55 61 49 42 39 64.5
GPT-5.1 Coordinates Full 94 92 86 8 88 89 9% 8 8 78 87.0
GPT-5.1 Coordinates Pruned 94 92 87 8 88 89 9 8 8 79 87.2
GPT-5.1 Full Grid 92 92 88 85 86 86 92 85 89 83 87.8
GPT-5.1 Pruned Grid 92 92 88 85 86 88 92 85 89 84 88.1
GPT-5.1 ToT-CoT 98 95 92 91 87 89 86 77 75 70 86.0

Table 2: Accuracy (%) across (k)-hop levels on StepGame for text-, triple-, coordinate-, and grid-based representa-
tions, compared with the Tree-of-Thought Chain-of-Thought (ToT-CoT) prompting method (Li et al., 2024). For all
non-GPT-5.1 models, we evaluate (n=5,000) examples, with 500 examples per hop level. For GPT-5.1, we evaluate
(n=1,250) examples for cost reasons, with 125 examples per hop level. Overall denotes the mean accuracy across
(k=1)—(10). The best result is shown in bold and the second-best result is underlined within each model block.

improve performance by focusing on the most rel-
evant spatial objects. Finally, Chain of Symbol
(CoS) is also competitive with grid-based reason-
ing in several settings, suggesting that symbolic in-
termediate forms can help when questions require
tracking multiple relations. Appendix C shows that
for smaller models, grid-based reasoning remains
competitive with text-based reasoning on SpaR-
TUN. We also analyze representation quality and
grid construction behavior in Appendix E.

We evaluate ReSQ to test generalizability on re-
alistic spatial descriptions and report results in Ta-
ble 3. Here, grids are constructed directly from ex-
tracted relations using LLMs. GPT-based construc-
tion performs best, while same-model construction
remains competitive with the baselines, showing
that open-source models can be used for grid con-
struction with minimal accuracy loss. Since ReSQ
contains only up to two hops of reasoning, the ac-
curacy gains are smaller than those on StepGame.
However, grid-based representations consistently
outperform the baselines by up to 5%. Appendix C
shows similar gains with grid-based reasoning on
ReSQ for small language models. Overall, grids
help most when reasoning requires composing
many relations, while pruning reduces noisy con-
text. Text-only reasoning often fails on multi-step
composition, while grid-based reasoning can fail
due to relation extraction or grid construction er-

rors. Because the two modalities fail for different
reasons, switching between them can be useful. We
further evaluate the transformation pipeline by sep-
arately examining relation extraction and grid con-
struction on StepGame and SpaRTUN, for which
ground-truth relation triples are available.
Relation-extraction F1 ranges from 94.3 to 95.0
on StepGame and from 77.5 to 87.5 on SpaRTUN
across models. To isolate grid construction, we also
construct grids from ground-truth relations, using
2D grids for StepGame and grids with symboli-
cally encoded 3D spatial relations for SpaRTUN.
Grid-construction F1 is 100.00 on StepGame and
95.16 on SpaRTUN. When constructed from ex-
tracted relations, the F1 scores for construction
range from 86.68 to 89.68 on StepGame and from
72.40 to 78.39 on SpaRTUN. These are the grids
used for grid-based reasoning. Further details are
in Appendix E.
RQ?2. Is the switching policy based on trustwor-
thiness and complexity effective? Table 4 demon-
strates that across models, adaptive switching often
matches or outperforms grid-only reasoning while
switching to the grid modality for only a subset
of instances. The oracle result provides an upper
bound by selecting the correct route whenever ei-
ther text-only or grid-based reasoning gives the
correct answer. This shows that larger gains are
possible if switching decisions can more accurately
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Figure 4: Trustworthiness and complexity predict when switching helps. Accuracy of QWEN3-32B on
STEPGAME (n=1,000) across binned trustworthiness scores (left) and complexity scores (right). The n labels
on the x-axis denote the number of instances in each bin. Red lines show the switching thresholds, 7,=0.95 and
7.=0.50, and peach regions mark where the policy switches to grid-based reasoning.

SpaRTUN ReSQ

YN FR Overall GPT-grid SM-grid

Model / Setting

LLaMA3.1-70B Text 75.45 32.50 55.76 77.05 77.05
LLaMA3.1-70B Rel. Trip. 74.80 32.30 55.32 76.23 69.84
LLaMA3.1-70B CoS 75.41 40.31 59.59 - -

LLaMA3.1-70B FG 76.27 40.98 60.21 80.33 78.20
LLaMA3.1-70B PG 76.27 40.78 60.12 80.00 78.20

Qwen3-32B Text
Qwen3-32B Rel. Trip.
Qwen3-32B CoS
Qwen3-32B FG
Qwen3-32B PG

85.30 48.80 68.85 80.30 80.30
77.40 62.40 70.67 68.85 68.85
78.60 43.90 62.80 - -

78.80 69.80 74.79 83.28 79.50
82.40 70.40 77.07 85.25 79.83

GPT-5.1 Text 75.35 63.68 70.00 82.60 -
GPT-5.1 Rel. Trip. 79.08 55.21 68.14 79.18 -
GPT-5.1 CoS 81.14 59.43 71.19 - -
GPT-5.1 FG 77.45 5598 67.61 85.41 -
GPT-5.1 PG 81.37 60.23 71.68 84.59 -

Table 3: Accuracy (%) on SpaRTUN and ReSQ. SpaR-
TUN reports Yes/No (YN), Find Relations (FR), and
overall accuracy; due to cost, we evaluate distribution-
preserving subsets with n = 565 questions for GPT-5.1
and n = 1,121 for all other models. For ReSQ, we
use the full test set. GPT-grid denotes GPT-5.1 grid
construction, SM-grid denotes same-model grid con-
struction, FG denotes full-grid, PG denotes pruned-grid,
and Rel. Trip. denotes relational triples. Best and
second-best results are made bold and underlined.

identify when each modality is useful. Figure 4 fur-
ther explains why trustworthiness and complexity
signals help. Text-only accuracy declines in low-
trust and high-complexity regions, while adaptive
switching remains more stable by routing difficult
cases to the grid modality. Additional analysis in
Appendix B.4.1, B.4.2 and G show that the two
signals are complementary: trustworthiness and
complexity individually result in weaker routing
accuracy in most settings, while the combined adap-
tive policy gives the strongest performance across
models. Their correlations with text-only accuracy
also follow the expected pattern, with trust-related
factors generally positive and complexity-related
factors generally negative, indicating that the policy
captures both unreliable answers and intrinsically

Acc. | Rate
Setting Txt G AS Orc| S T C B

SG LLaMA3.1-70B 42.4 82.8 83.6 86.8|78.8 40.1 10.7 49.2
SG Qwen3-32B 63.6 84.0 84.4 91.2169.6 58.6 15.5 25.9
SG GPT-5.1 71.2 83.6 85.2 91.6|80.4 8.0 41.3 50.7

ST LLaMA3.1-70B 56.4 60.1 60.8 76.2/72.3 96.9 0.6 2.5
ST Qwen3-32B 67.5 74.5 74.5 88.6|55.5 53.0 25.2 21.9
ST GPT-5.1 729 76.5 77.4 91.0/69.9 664 8.6 25.0

Table 4: Accuracy and switching behavior on
STEPGAME (SG) and SPARTUN (ST), where n de-
notes the number of test instances. Switching results are
reported on STEPGAME with n=1,000 for LLAMA3.1-
70B and QWEN3-32B, and n=500 for GPT-5.1 due to
cost. For SPARTUN, we use n=891 for LLAMA3.1-
70B and QWEN3-32B, and n=561 for GPT-5.1, while
preserving the original test-set distribution. Txt, G, AS,
and Orc denote text-only, grid-only, adaptive-switching,
and oracle accuracy, respectively. S denotes the over-
all switch rate; T, C, and B denote the percentages of
switched instances attributed to low trustworthiness,
high complexity, and both signals, respectively.

difficult instances.

Failure Modes. To better understand when switch-
ing helps, we analyze failures based on the original
problem and model reasoning. Switching is most
effective when a model fails to reason correctly in
text on a multi-hop reasoning problem. In such
cases, our switching mechanism recovers up to
83.6% of switched multi-hop reasoning failures.
By contrast, failures involving linguistically diffi-
cult cases remain harder to recover because many
residual errors arise during relation extraction in
grid construction. A detailed discussion can be
found in Appendix G. Overall, these findings show
that trustworthiness and complexity provide useful
signals for modality switching.

RQ3. How can adaptive switching balance accu-
racy and computational cost? Adaptive switch-
ing selects the more expensive grid-based reason-
ing route for instances where text-only reasoning
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is unreliable or the problem is complex. Switching
can improve accuracy but incurs additional signal-
computation costs, which are reduced through the
short-circuit evaluation described in Section 3.2.
The resulting cost—accuracy balance therefore de-
pends on how often the grid route is used and
which signals are required to trigger it. This trade-
off varies across datasets. On SpaRTUN, adap-
tive switching, including switching costs, reduces
average token cost by 6.4—12.0% relative to grid-
only reasoning while matching or improving ac-
curacy by up to 0.9%. On StepGame, token cost
ranges from a 0.4% reduction to a 10.6% increase,
with accuracy gains of 0.4-1.6%. In particular,
GPT-5.1 achieves the largest StepGame accuracy
gain (+1.6%) but also the highest token overhead
(+10.6%), partly because more of its switches re-
quire the relatively costly complexity signal. Full
token-cost breakdowns for trust-only, complexity-
only, and combined switching are provided in Ap-
pendix E.3. Overall, adaptive switching is not al-
ways cheaper than grid-only reasoning; instead, it
provides an accuracy—cost allocation mechanism
that avoids structured reasoning when unnecessary
and is most cost-effective when the structured route
is substantially more expensive.

RQ4. Do the switching signals align with human
judgments? We test whether the complexity, trust-
worthiness, faithfulness, and plausibility signals
used for switching align with human judgments of
the same properties. For this evaluation, we sam-
ple n=240 instances from StepGame and SpaR-
TUN across QWEN3-32B and LLAMA3.1-70B,
with 60 instances for each model and dataset com-
bination. Each instance includes the story, ques-
tion, model answer, and model-selected support
sentences. Three annotators first rate complexity
based on the story and question alone. Next, they
rate faithfulness, plausibility, and trustworthiness
based on the model answer and its supporting sen-
tences. Each dimension is rated from 1 to 5, where
higher ratings indicate greater complexity, faithful-
ness, plausibility, or trustworthiness.

Since the switching signals and human ratings
use different scales, we measure rank-based align-
ment with Spearman’s p, using the mean human
rating per instance. We use Krippendorff’s «a to
measure inter-annotator agreement. Complete in-
structions and rating criteria are provided in Ap-
pendix B.4.3. We observe positive correlations
between the switching signals and human judg-
ments across all settings, as shown in Table 5,

Model / Agreement Dataset C T F P

Qwen3-32B StepGame  0.63 0.69 0.66 0.49
Qwen3-32B SpaRTUN  0.69 0.62 0.57 0.58
LLaMA3.1-70B StepGame  0.61 0.64 0.52 048
LLaMA3.1-70B SpaRTUN  0.62 0.52 0.58 0.36

Krippendorff’s v Agreement 0.67 0.65 0.61 0.56

Table 5: Human evaluation of the proposed switching
signals across model-dataset settings (n=60 per set-
ting). C, T, F, and P denote complexity, trustworthiness,
faithfulness, and plausibility, respectively; Agreement
denotes inter-annotator agreement.

with Spearman’s p ranging from 0.36 to 0.69. The
strongest alignment occurs for Qwen3-32B trust-
worthiness on StepGame and complexity on SpaR-
TUN (p = 0.69). Plausibility has the weakest align-
ment (p = 0.36) and agreement (o = 0.56), likely
because annotators judge the logical consistency of
reasoning from a single response, while the switch-
ing signal also evaluates the consistency of model
answers across controlled variations. Complexity
has the highest agreement (o« = 0.67), indicating
greater consistency among annotators.

Overall, we view human evaluation as comple-
mentary validation of the switching signals. It as-
sesses whether the signals correspond to human
perceptions of the same properties, while the down-
stream switching results directly test whether they
lead to useful routing decisions. Together, these
evaluations support using the signals to determine
when a different reasoning representation may be
beneficial, rather than interpreting them as global
measures of model trustworthiness.

5 Conclusion

We study whether grounding spatial narratives
into geometry-preserving representations improves
language model reasoning. Across STEPGAME,
SPARTUN, and RESQ, grid-based grounding con-
sistently improves over natural language-based rea-
soning, with larger gains as reasoning depth and
spatial complexity increase. Our findings show that
geometry-preserving representations provide an ef-
fective medium for spatial reasoning. We further
investigate when such grounding is beneficial and
develop an adaptive switching policy based on trust-
worthiness and complexity signals. Our findings
show that these signals effectively guide modality
selection and avoid unnecessary switches to the
more costly grid representation. Therefore, adap-
tive modality selection can lead to more reliable
and efficient spatial reasoning.
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Limitations

Our framework depends on reliable intermediate
spatial structure construction. Grid-based reason-
ing is helpful only when relation extraction and
grid construction accurately reflect the original nar-
rative; otherwise, extraction errors can propagate
and reduce downstream accuracy. We partially mit-
igate this through line-by-line relation extraction,
verification, and coreference-aware processing, but
future work could improve this component through
spatial-relation extraction fine-tuning.

Another limitation is that adaptive switching in-
troduces computational overhead because trustwor-
thiness and complexity signals must be computed
before routing. Although short-circuit computation
reduces unnecessary checks, the switching signal is
not free and can sometimes offset the savings from
avoiding grid construction. Future work could de-
velop cheaper routing signals or learned routing
policies that better predict when structured reason-
ing will improve the answer.
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A Experimental Setup

All local experiments were conducted on a single
NVIDIA GH200 GPU with 96GB memory. Un-
less otherwise stated, local inference used greedy
decoding with temperature 0.0. GPT-5.1 (Ope-
nAl, 2025b) was accessed through the OpenAl
Responses API with reasoning effort set to none.
The switching thresholds are selected on the vali-
dation split and then fixed for test evaluation. To
ensure reproducibility, all sampled subsets use a
fixed random seed of 0, and the same evaluated
instances are used across comparable settings. We
use the Qwen3 family (Qwen Team, 2025), in-
cluding Qwen3-8B, Qwen3-14B, and Qwen3-32B,
with temperature 0.7 to enable their explicit reason-
ing mode and LLaMA3.1 (Llama Team, 2024), in-
cluding LLaMA3.1-8B and LLaMA3.1-70B, with
temperature 0.0. All prompts and evaluation scripts
were identical across experimental conditions to en-
sure fair comparison between reasoning modalities;
these are available in the code for reproducibility.

B Switching Implementation

This section details how the adaptive switching
policy is implemented, including the construction
of the trustworthiness and complexity signals, the
dataset-specific weighting of complexity factors,
and the threshold-selection procedure. We also de-
scribe the short-circuit computation used to reduce

switching overhead and analyze how the signals
align with text-only accuracy.

Trust Signal We define trustworthiness as 7" =
0.6F 4 0.4P, giving slightly higher weight to faith-
fulness than plausibility. This choice reflects the
role of the two signals in the switching decision.
Faithfulness directly checks whether the model’s
answer is grounded in the story evidence, so it
should dominate the trust score: if the answer is
not supported by the relevant spatial facts, then a
high plausibility or stability score may only indi-
cate that the model is consistently confident in an
unsupported answer. Plausibility is still important
because it tests whether the answer remains stable
under benign transformations, but we treat it as
a secondary signal that can reinforce, rather than
override, evidence grounding. Empirically, we use
a conservative gap between the two weights: chang-
ing either weight by 0.1 would make the score
closer to an equal weighting, while a larger gap
would make plausibility too weak to affect border-
line cases. Thus, the 0.6/0.4 split encodes a mini-
mal preference for faithfulness while still allowing
plausibility to influence the final trust decision.

Dataset-specific C' configuration. The compo-
nents of C' are selectively activated and weighted
based on the dominant difficulty sources in each
dataset. Table 6 reports the weight configuration
used in our runs. For StepGame, the weights em-
phasize structural multi-hop difficulty: support bur-
den (SB), selection difficulty (SD), chain length
(CL), hard language (HL), and diagonal burden
(DB) are active. In particular, SD captures the diffi-
culty of identifying the relevant supporting chain
among distractor relations. Entity load (EL) is not
used because each StepGame relation sentence typ-
ically involves two entities, and entity-related dif-
ficulty is already largely captured by chain length,
support burden, and selection difficulty, making EL.
redundant in this setting.

For SpaRTUN, the weights emphasize linguistic
and grounding difficulty. SpaRTUN contains richer
spatial language, logical quantifiers, mixed topolog-
ical and directional relations, and entity references
that can require coreference-style interpretation.
Accordingly, hard language (HL) and coreference
difficulty (CF) receive the largest weights, while
chain length (CL) and entity load (EL) provide
complementary structural information. Selection
difficulty (SD) is not included because it is less in-
dependently expressed in SpaRTUN and is largely
redundant with the other factors, while the domi-
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nant difficulty lies more in linguistic interpretation
and multi-step reasoning. Support burden (SB) and
diagonal burden (DB) are also not used.

Dataset SB SD CL HL DB EL CF

StepGame 0.22 0.17 0.22 0.28 0.11 0.00 0.00
SpaRTUN 0.00 0.00 0.12 0.37 0.00 0.12 0.37

Table 6: C weight configurations per dataset. SB =
Support Burden, SD = Selection Difficulty, CL = Chain
Length, HL = Hard Language, DB = Diagonal Burden,
EL = Entity Load, and CF = Coreference Difficulty.

Diagonal Burden (DB) is not considered for
SpaRTUN because its relation inventory is based
on RCC8 and directional primitives rather than
explicit diagonal labels such as lower-left or upper-
right. Coreference Difficulty (CF) is not consid-
ered for StepGame because entities are explicitly
named and do not introduce reference ambiguity.
For extensions to new datasets, factors can first be
screened using collinearity analysis to remove re-
dundant signals and then retained according to the
dominant sources of difficulty in the dataset.

B.1 Sensitivity to Weight Choices

The weights used in the trustworthiness and hard-
language scores are conceptually motivated rather
than optimized hyperparameters. For trustworthi-
ness, faithfulness receives slightly greater weight
because identifying the relevant supporting ev-
idence is a prerequisite for reliable reasoning,
while plausibility provides a complementary con-
sistency check. For hard language, the maximum
expression-level difficulty receives slightly greater
weight because a single difficult spatial expression
can become a reasoning bottleneck, while the mean
captures cumulative linguistic difficulty.

To evaluate sensitivity to these choices, we vary
the first weight from O to 1 in increments of 0.1,
with the second weight set to its complement, and
rerun adaptive switching. We use validation sets of
n=350 StepGame and n=345 SpaRTUN instances
following the distributions used in our experiments.

Faithfulness—plausibility weights. Table 7 com-
pares the proposed (0.6, 0.4) weighting against the
best validation configuration.

The proposed (0.6,0.4) setting is optimal or
within 0.4% of the best configuration in every set-
ting. This suggests that routing decisions are rela-
tively insensitive to moderate changes in the rela-
tive contributions of faithfulness and plausibility.

Dataset  Model Proposed Best Prop. Acc. Best Acc. Diff.
StepGame Qwen3-32B (0.6,0.4) (1.0,0.0) 83.6 83.6 +0.0
StepGame LLaMA3.1-70B (0.6, 0.4) (1.0, 0.0) 82.0 824  +04
StepGame GPT-5.1 0.6,0.4) (0.6,0.4) 82.8 828  +0.0
SpaRTUN Qwen3-32B 0.6,0.4) (0.5,0.5) 72.6 73.0  +0.4
SpaRTUN LLaMA3.1-70B (0.6, 0.4) (0.7, 0.3) 58.7 59.1 404
SpaRTUN GPT-5.1 0.6,0.4) (0.6,0.4) 76.1 76.1  +0.0

Table 7: Sensitivity of adaptive-switching accuracy to
the faithfulness—plausibility weights. Proposed denotes
the (0.6,0.4) setting used in the main experiments,
while Best reports the highest-performing validation
configuration.

Hard-language weights. We similarly vary the
relative contribution of the maximum and mean
expression-level difficulty used to compute the
hard-language component. Results are shown in
Table 8.

Dataset  Model Proposed  Best  Prop. Acc. Best Acc. Diff.
StepGame Qwen3-32B 0.6,0.4) (0.5,0.5)" 83.6 840 +04
StepGame LLaMA3.1-70B (0.6, 0.4) (0.5, 0.5)f 82.0 82.0 +0.0
StepGame GPT-5.1 0.6,0.4) (0.6,0.4)" 82.8 828  +0.0
SpaRTUN Qwen3-32B 0.6,04) (0.7,0.3) 72.6 735 409
SpaRTUN LLaMA3.1-70B (0.6, 0.4) (0.6, 0.4) 58.7 58.7 +0.0
SpaRTUN GPT-5.1 0.6,04) (0.5,0.5) 76.1 765  +0.4

Table 8: Sensitivity of adaptive-switching accuracy to
the hard-language weights. Several neighboring con-
figurations produce the same or nearly identical routing
outcomes; one representative best configuration is re-
ported.

Most hard-language weight configurations pro-
duce similar routing decisions. The proposed set-
ting remains within 0.9% of the best configuration
across all settings. StepGame shows relatively lit-
tle sensitivity because linguistic difficulty is lim-
ited and often overlaps with structural multi-hop
difficulty, whereas SpaRTUN contains more het-
erogeneous linguistic expressions and shows small
model-specific differences. Overall, both (0.6, 0.4)
choices provide robust defaults rather than heavily
tuned hyperparameters.

B.2 Sensitivity to the Saturation Function

For non-negative count-based complexity factors,
we use sat(x, c) = z/(z+c) to model diminishing
increases in difficulty. The intuition is that increas-
ing a short reasoning chain up to a moderate length
can substantially increase difficulty, whereas fur-
ther increasing an already long chain should have a
smaller marginal effect. The function is bounded in
[0, 1) and allows a feature-specific half-saturation
point c.

To test whether our results depend strongly on
this functional form, we rerun adaptive switching
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using sigmoid and logarithmic alternatives on the
same test splits used in our main switching experi-
ments. Table 9 reports adaptive accuracy and the
percentage of examples switched to grid reasoning.

Dataset  Model Grid z/(z +c¢) Sigmoid Logarithmic

StepGame Qwen3-32B 84.0 84.4/69.6 84.5/744 83.6/88.0
StepGame LLaMA3.1-70B 82.8 83.6/78.8 84.2/78.2 83.8/83.9
SpaRTUN Qwen3-32B 745 74.5/55.5 73.4/49.7 74.2/559
SpaRTUN LLaMA3.1-70B 60.1 60.8/72.3 61.3/79.6 61.6/75.8

Table 9: Sensitivity to the normalization function used
for count-based complexity factors. Adaptive configu-
rations are reported as accuracy / switch rate (%). Grid
denotes grid-only reasoning. Bold denotes configura-
tions that match or exceed grid-only accuracy while
requiring fewer switches.

Accuracy varies by only 0.6—1.1% across nor-
malization functions, although the switching rate
varies more substantially. The proposed z/(x + ¢)
normalization lies on the accuracy—switching trade-
off frontier in three of the four settings. We there-
fore use it as a simple and interpretable default,
rather than assuming it to be uniquely optimal. A
sigmoid provides similar saturation but introduces
an additional slope parameter, while a logarithmic
transformation requires an additional normalization
choice because it is unbounded.

Saturating function caps. For frequency-based
candidate factors, we use sat(x,c) = z/(z + ¢),
where c is the half-saturation point. For SB and CL
on StepGame, we set ¢ = 5, as difficulty increases
sharply up to 5 hops and exhibits diminishing re-
turns beyond that. For SpaRTUN, where SB is
defined using the number of identified support sen-
tences rather than kpop, we set ¢ = 3 to reflect
shorter support chains. For EL, we set ¢ = 6 for
StepGame and ¢ = 10 for SpaRTUN, aligned with
the median entity count in each dataset. These def-
initions are provided for the full set of candidate
complexity factors; factors assigned zero weight
in Table 6 do not contribute to the final dataset-
specific complexity score.

Threshold selection. For each instance, the
switching rule keeps natural language-based rea-
soning only when the text answer is sufficiently
trustworthy and the instance is not too complex,
ie., T > 7 and C < 7.; otherwise, it switches
to grid-based reasoning. We tune (74, 7.) on a
held-out validation split and report results on a
disjoint test split. The validation split is stratified
by question type and hop count where applicable,
so the threshold search preserves the dataset dis-

tribution. We perform a grid search over 7, 7. €
{0.05,0.10,...,0.95}. For each candidate pair,
we compute adaptive accuracy, switch rate, total
routing cost, and the distribution of switches at-
tributed to trustworthiness, complexity, or both. To-
tal routing cost includes the cost of the switching
signals together with the selected reasoning route,
with the grid pipeline incurred only for switched
instances. We select thresholds using the following
criteria. First, we retain candidates whose adap-
tive validation accuracy matches or exceeds the
grid-only validation accuracy; if none satisfy this
condition, we retain the highest-accuracy candi-
dates. Among these candidates, we next prefer
settings whose resulting switch rate keeps the to-
tal adaptive routing cost at or below the cost of
always using the grid. If no accuracy-preserving
candidate satisfies this cost condition, we retain the
lowest-cost candidates among the accurate settings
rather than sacrificing accuracy solely to satisfy the
cost constraint. We then consider the balance of
the switching signals. We avoid settings in which
one signal completely dominates the routing deci-
sion: candidates with a switch source contributing
0%, or with a single source accounting for more
than 95% of switches, are excluded when alter-
natives are available. This serves as a secondary
constraint to ensure that both trustworthiness and
complexity contribute meaningfully to the policy.
Among the remaining candidates, we select the
highest-accuracy setting, breaking further ties by
lower total routing cost and then lower switch rate.
The thresholds used for the main model settings are
reported together with the routing-cost analysis in
Table 21. In additional smaller-model experiments,
we use (7¢,7.) = (0.85,0.45) for Qwen3-8B and
Qwen3-14B, and (0.75,0.30) for LLaMA3.1-8B.
The lower complexity threshold for LLaMA3.1-8B
reflects its lower text-only robustness on moder-
ately complex instances. Across exploratory runs,
we observed that (0.85, 0.50) provides a reasonable
default across datasets and models, and we suggest
using it as the starting point for new datasets or
extended experiments.

B.3 Short-Circuit Computation for Switching

To reduce the cost of adaptive switching, we avoid
computing signals that cannot change the rout-
ing decision. Since trustworthiness is defined as
T = 0.6F 4+ 0.4P with P € [0, 1], once faith-
fulness F' is known, the final trustworthiness is
bounded as 0.6F" < T < 0.6F 4 0.4. We first
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Dataset Factor Qwen3-32B LLaMA3.1-70B GPT-5.1
StepGame Text acc. 63.6 424 71.2

StepGame Trustworthiness +0.553 +0.313 +0.533
StepGame Faithfulness F' 40.560 +0.329 +0.568
StepGame Sufficiency S +0.589 +0.348 +0.568
StepGame Necessity N +0.031 +0.049 +0.018
StepGame Plausibility P +0.418 +0.197 +0.373
StepGame Paraphrase stability PSS +0.186 +0.249 +0.112
StepGame Flip consistency F'C +0.408 +0.121 +0.419
StepGame Complexity —0.386 —0.311 —0.388
StepGame Support burden SB —0.391 —0.347 —0.601
StepGame Chain length CL —0.371 —0.214 —0.395
StepGame Hard language H L —0.191 —0.308 —0.295
StepGame Diagonal burden DB —0.153 —0.061 —0.011
StepGame Selection difficulty SD —0.025 —0.101 —0.119
StepGame Entity load EL —0.370 —0.212 —0.399
SpaRTUN  Text acc. 67.5 56.4 72.9

SpaRTUN Trustworthiness +0.049 +0.248 +0.176
SpaRTUN Faithfulness F' +0.030 +0.182 +0.132
SpaRTUN Sufficiency S +0.089 +0.276 +0.182
SpaRTUN Necessity NV —-0.073 —0.106 —0.095
SpaRTUN Plausibility P +0.055 +0.198 +0.123
SpaRTUN Paraphrase stability P.S +0.150 +0.270 +0.133
SpaRTUN Flip consistency F'C +0.014 +0.141 -+0.080
SpaRTUN Complexity —0.159 —0.182 —0.207
SpaRTUN Support burden SB +0.025 —0.028 —0.095
SpaRTUN Chain length C'L —0.070 —0.094 —0.209
SpaRTUN Hard language H L —0.221 —0.227 —0.074
SpaRTUN Entity load EL —0.016 +0.024 +0.027
SpaRTUN Coreference difficulty C'F' —0.325 —0.328 —0.008

Table 10: Correlation between switching factors and text-only correctness. Text acc. reports exact-match accuracy.
Trustworthiness factors include faithfulness F', sufficiency S, necessity IV, plausibility P, paraphrase stability P.S,
and flip consistency F'C. Complexity factors include support burden SB, chain length C'L, hard language H L,
diagonal burden D B, selection difficulty S D, entity load E' L, and coreference difficulty C'F'. Positive correlations
indicate factors associated with higher text correctness, while negative correlations indicate factors associated with

text-only failure.

compute faithfulness F'. If the maximum possible
trustworthiness 0.6 F'4-0.4 is below the trust thresh-
old 7, the instance cannot satisfy the trust criterion
and is switched to grid-based reasoning without
computing C' or P. Otherwise, we compute com-
plexity C. If C > 7, the instance is switched
to grid-based reasoning without computing P. If
C < 7, and the minimum possible trustworthiness
0.6 F' already satisfies 0.6F" > 7, the instance re-
mains in natural-language reasoning without com-
puting P. Plausibility P is therefore computed
only when the trust bounds do not already deter-
mine the decision. In this remaining case, we com-
pute I" = 0.6F 4 0.4 P and retain natural-language
reasoning iff 7' > 7, and C' < 7.; otherwise, we
switch to grid-based reasoning.

B.4 Switching Signal Alignment

B.4.1 Alignment Between Trustworthiness,
Complexity, and Text Accuracy

Table 10 reports the correlation between each
switching factor and text-only correctness on
StepGame and SpaRTUN. This analysis tests
whether the proposed signals identify when nat-
ural language-based reasoning is likely to succeed
or fail. Since the switching policy first decides
whether the text answer can be trusted, trustwor-
thiness factors should correlate positively with text
correctness, while complexity factors should corre-
late negatively.

On StepGame, the alignment is strong and con-
sistent across models. Trustworthiness has a clear
positive correlation with text correctness, especially
through faithfulness F' and its sufficiency compo-
nent. This indicates that when the model’s answer
can be recovered from its cited support, the text
answer is much more likely to be correct. Plau-
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sibility P, including paraphrase stability and flip
consistency, is also positive, showing that stable
and logically consistent answers tend to be more
reliable. Complexity shows the opposite trend: sup-
port burden, chain length, hard language, selection
difficulty, and entity load are generally negatively
correlated with text correctness. This is expected
because StepGame is designed around controlled
multi-hop spatial reasoning, where longer chains,
distractor sentences, and heavier support require-
ments make text-only reasoning harder. Diagonal
burden is weaker for some models, but still gener-
ally negative.

SpaRTUN shows a more linguistically driven
pattern. Trustworthiness remains positive, espe-
cially for LLAMA3.1-70B and GPT-5.1, where
faithfulness and sufficiency are strongly aligned
with text correctness. The necessity component is
negative across models, which is desirable: when
the model can still answer after the relevant support
is removed, the original text answer is less likely to
be reliable. Complexity is also negative overall, but
the strongest factors differ from StepGame. Chain
length is less dominant, while hard language and
coreference difficulty are stronger predictors of text
failure. This reflects SpaRTUN’s richer linguistic
structure, where errors often come from resolving
entity references, quantifiers, and mixed topologi-
cal/directional descriptions rather than only from
hop depth.

Overall, the two datasets validate different parts
of the switching signal. StepGame supports the
structural complexity factors, because difficulty is
mainly controlled by multi-hop depth, support bur-
den, and distractor burden. SpaRTUN supports the
linguistic and grounding factors, because correct-
ness depends more on evidence grounding, hard
language, and coreference resolution. These trends
justify using both trustworthiness and complexity:
trustworthiness captures whether the text answer
is faithful and stable, while complexity captures
whether the instance itself is likely to make text-
only reasoning unreliable.

B.4.2 Collinearity Analysis

We examine whether the individual trustworthiness
and complexity signals capture complementary in-
formation or exhibit substantial collinearity. We
compute pairwise Pearson correlations on the vali-
dation data. Since the correlation matrix is symmet-
ric, we report only its upper triangle. The final Err.
column reports the Pearson correlation between

each factor and a binary indicator of whether the
answer generated through text-only reasoning is
incorrect; thus, a positive value indicates that larger
values of the factor are associated with more text-
only failures, whereas a negative value indicates
association with fewer failures.

We exclude the aggregate Trustworthiness, Faith-
fulness, Plausibility, and Complexity scores from
this analysis because they are constructed from the
constituent signals and would therefore introduce
expected mechanical correlations. We also omit
Entity Load (EL) for StepGame because it is de-
termined by hop length and is therefore redundant
with Chain Length (CL) by dataset construction.
The remaining trustworthiness components are S
(Sufficiency), N (Necessity), PS (Paraphrase Sta-
bility), and FC (Flip Consistency). Complexity
components are SB (Support Burden), SD (Selec-
tion Difficulty), CL (Chain Length), HL (Hard Lan-
guage), DB (Diagonal Burden), EL (Entity Load),
and CF (Coreference Difficulty). Tables 11 and
12 report factor collinearity and error correlations
for the larger models on StepGame and SpaRTUN,
with each entry shown as Qwen3-32B / LLaMA3.1-
70B. Tables 13 and 14 report the corresponding re-
sults for the smaller models, shown as Qwen3-8B /
LLaMA3.1-8B.

Observed trends. Several patterns emerge from
the correlation analysis. First, trustworthiness-
related and complexity-related components often
show opposite associations. On StepGame, for ex-
ample, Sufficiency and Paraphrase Stability are neg-
atively correlated with several complexity factors,
particularly Support Burden. This is consistent
with the intuition behind our routing rule, which
favors text-only reasoning when trustworthiness
is high and complexity is low. Necessity behaves
differently, showing mostly weak or mixed correla-
tions with the other components, suggesting that it
serves as a complementary signal to sufficiency.
The error correlations further show that the dif-
ferent factors are informative in different settings
rather than behaving as a single universal difficulty
signal. Trustworthiness components such as Suf-
ficiency and Paraphrase Stability are generally as-
sociated with fewer text-only errors, while several
complexity components are associated with more
errors. However, the strength of these correlations
change across datasets and model sizes. For exam-
ple, on SpaRTUN, Hard Language and Coreference
Difficulty are more strongly associated with error
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S N PS FC SB SD CL HL DB Err.
S 1.00 .01/.06  .29/41  .62/.53 -.63/-47  .10/-.04 -36/-33 -38/-26 -06/-.10 -.48/-37

N 1.00  -.03/.02 .11/-.02 .03/.07 -.05/-11 -.04/-12  -05/.04  .09/-.05 .06/-.12
PS 1.00  .78/.55 -.67/-.52 13701 -.08/-25 -31/-22  -18/.02 -.28/-41
FC 1.00  -.57/-.46 .05/.17  -11/-10 -26/-22  -.13/.09 -.18/-32
SB 1.00 -24/-20 44/.48 .48/.45 .15/.04 43/.41
SD 1.00 70172 -.02/.07 .09/.12  -.09/.15
CL 1.00 .33/.35 15/.12 .22/.39
HL 1.00 .25/.15 .18/.35
DB 1.00 .11/.09

Table 11: Pairwise Pearson correlations on StepGame for Qwen3-32B / LLaMA3.1-70B. S: Sufficiency; N:
Necessity; PS: Paraphrase Stability; FC: Flip Consistency; SB: Support Burden; SD: Selection Difficulty; CL:
Chain Length; HL: Hard Language; DB: Diagonal Burden. Err. denotes correlation with the binary text-only error
indicator.

S N PS FC CL HL EL CF Err.
S 1.00 -.03/-.04 A17/31  18/.19  -.15/-12  -15/-22 -.04/.06 -.12/-23 -27/-.35
N 1.00 -.10/-.07 .02/.02 12/.12 .08/.07  .05/.03 .11/.09 .08/.08
PS 1.00 .14/23 -13/-08 -.09/-22  .01/.07 -.14/-23 -29/-.34
FC 1.00 -.16/-.03 -.08/-21 -.07/.03 -.09/-22 -.15/-23
CL 1.00 11714 .09/.13 .08/.17 .16/.06
HL 1.00  .45/-.07 .54/.53 .16/.41
EL 1.00 39/.09  .12/-.13
CF 1.00 .27/.48

Table 12: Pairwise Pearson correlations on SpaRTUN for Qwen3-32B / LLaMA3.1-70B. S: Sufficiency; N:
Necessity; PS: Paraphrase Stability; FC: Flip Consistency; CL: Chain Length; HL: Hard Language; EL: Entity
Load; CF: Coreference Difficulty. Err. denotes correlation with the binary text-only error indicator.

S N PS FC SB SD CL HL DB Err.
S 1.00 -.01/.01  .19/.27 57122 -.63/-.14  -03/-.17 -29/-21 -30/-17 -.02/-.19 -.58/-14
N 1.00 -.04/.09 -.05/-.06 .03/.07  -.08/.04  -.04/.08 .09/.05 .01/-.04 -.08/.13
PS 1.00 38/.07  -22/-48 12702 .05/-23  -.17/-25  -.01/.01 -.12/-.28
FC 1.00 -.52/-.20 .31/.57 18741 -18/-22  -.02/-43  -39/-.19
SB 1.00 -.08/-.03 .35/.48 .33/.41 .01/.04 .52/.08
SD 1.00 .65/.63 .08/.07  .06/-.04 15/.21
CL 1.00 .20/.28  .05/-.01 31/.21
HL 1.00 22/.21 .23/.09
DB 1.00 .08/.09

Table 13: Pairwise Pearson correlations on StepGame for Qwen3-8B / LLaMA3.1-8B. S: Sufficiency; N: Necessity;
PS: Paraphrase Stability; FC: Flip Consistency; SB: Support Burden; SD: Selection Difficulty; CL: Chain Length;
HL: Hard Language; DB: Diagonal Burden. Err. denotes correlation with the binary text-only error indicator.
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S N PS FC CL HL EL CF Err.
S 1.00  .02/-.02 27127 .06/.10 -.10/-.04 -01/-19  .06/.01 -.05/-32 -13/-.26
N 1.00  -.03/-.04 -.01/.01 .03/.01 -.00/-.05 -.03/.03 -.01/-.03  .05/-.09
PS 1.00 .02/20 -.10/-13  .01/-29 .11/-.04 -.02/-41 -.25/-.34
FC 1.00 -.09/-11 -.00/-22 .03/-.02 -.02/-31 -.16/-.26
CL 1.00 .06/.11  .02/.22 .05/.09 .16/.08
HL 1.00  .58/.12 .61/.57 15/.37
EL 1.00 .59/.09 .08/.22
CF 1.00 12/.44

Table 14: Pairwise Pearson correlations on SpaRTUN for Qwen3-8B / LLaMA3.1-8B. S: Sufficiency; N: Necessity;
PS: Paraphrase Stability; FC: Flip Consistency; CL: Chain Length; HL: Hard Language; EL: Entity Load; CF:
Coreference Difficulty. Err. denotes correlation with the binary text-only error indicator.

for LLaMA3.1-8B than for Qwen3-8B, whereas on
StepGame Support Burden is substantially more
informative for Qwen3-8B. Similar shifts are also
visible among the larger models. This suggests that
different models struggle with different aspects of
spatial reasoning, and that the most useful signal
depends on both the model and the dataset. Using
multiple complementary factors therefore makes
the switching criterion more adaptable to changes
in model capability and problem setting, rather than
relying on a single fixed notion of difficulty.
Finally, most pairwise correlations are low to
moderate, although some stronger dataset-specific
relationships occur. Selection Difficulty and Chain
Length are strongly correlated on StepGame, while
Hard Language and Coreference Difficulty show
stronger overlap on SpaRTUN. Importantly, these
relationships are not consistent across all models
and datasets, which further indicates that the indi-
vidual factors are not interchangeable. We there-
fore retain multiple trustworthiness and complexity
signals to capture complementary sources of rea-
soning difficulty across datasets and model scales.

B.4.3 Human Evaluation of Switching Signals

Data and assignment. We sample n=240 in-
stances from the switching experiments, with
n=>60 instances for each model and dataset com-
bination. Three annotators judge the samples that
cover different reasoning depths and include the
story, question, model answer, and support sen-
tences selected by the model.

Procedure. The evaluation has two phases. First,
annotators view only the story and question and rate
complexity. The model output remains hidden so
that it cannot influence the perceived difficulty. An-
notators then reveal the model answer and support

sentences and rate faithfulness, plausibility, and
trustworthiness. They are instructed to use only
the provided story, question, answer, and support
sentences. They should not use outside knowledge
or judge an answer based on its fluency, the model
identity, or how confident it sounds.

Complexity. Annotators consider the number of
entities and relations, reasoning depth, distrac-
tors, coreference, nested relations, and difficult
language.

1. A single direct relation with few entities and
no distractors, coreference, or nested rela-
tions.

2. One or two simple steps with clear references
and little distracting or difficult language.

3. Multiple relations with some distractors,
nested relations, coreference, or careful word-
ing.

4. Several relations and entities with substantial
confusion risk from text alone.

5. A long chain with many entities, nested or
coreferential references, several distractors, or
difficult language. A grid or diagram would
likely be needed.

Faithfulness. Annotators assess whether the se-
lected support sentences are relevant, complete,
and sufficient for deriving the answer.

1. The support is irrelevant or contradictory, or
the answer cannot be derived.

2. Some relevant evidence is present, but major
reasoning links are missing.
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3. The support captures part of the answer but
not the complete stated relation.

4. Nearly all required evidence is present, with a
small missing link or minor incompleteness.

5. All required evidence is present, relevant, and
correctly connected.

Plausibility. Annotators assess whether the rea-
soning is logically consistent with the story, includ-
ing relation direction and entity order.

1. The reasoning directly contradicts the story or
contains a severe logical error.

2. The reasoning contains a major error in com-
posing different relations together, with only
a small part showing clear understanding of
the story.

3. Some relations are correct, but the final an-
swer is incomplete or reflects partial confu-
sion.

4. The main spatial relation is correct, with only
a minor inconsistency or ambiguity.

5. All relevant relations are correctly composed,
entity order is preserved, and nothing unsup-
ported is added.

Trustworthiness. Annotators assess whether the
response can be trusted based on its evidence, logic,
and completeness.

1. The response should definitely not be trusted
because it contains a clear error, contradic-
tion, unsupported conclusion, or major miss-
ing step.

2. The response has substantial problems and
should be checked before use.

3. The response has mixed strengths and weak-
nesses or insufficient evidence to decide.

4. The response is well supported and coherent,
with only minor residual uncertainty.

5. The response is fully supported, consistent,
and complete, with no further checking re-
quired.

Experiment Design. Human ratings range from
1 to 5, while the switching signals are continu-
ous values in [0, 1]. Also, the complexity signal
uses the saturating function for frequency-based
factors, which compresses high values while pre-
serving their order. We therefore report Spearman’s
p, which measures rank alignment without requir-
ing comparable score magnitudes using mean of
the three human ratings. We compute ordinal Krip-
pendorft’s « for inter-annotator agreement scores.

C Modalities in Small Language Models

Behavior of Small Language Models.

Table 15 compares smaller open-source mod-
els on StepGame across text, relational triples, co-
ordinates, grids, and ToT-CoT prompting. The
results demonstrate that structured spatial repre-
sentations become more useful as hop length in-
creases. Text-only reasoning is competitive for
short chains, especially at one hop, but drops as the
model must compose multiple relations for reason-
ing. Relational triples make the extracted relations
explicit but still require internal symbolic composi-
tion. In contrast, grids externalize the spatial layout,
making them the most stable representation over-
all. Pruned grids further reduce irrelevant entities
and keep the reasoning context compact, while full
grids preserve the full scene but may force smaller
models to reason over unnecessary entities. This
matters less for stronger reasoning models: Qwen
models show similar full-grid and pruned-grid per-
formance, whereas LLLaMA?3.1-8B benefits more
clearly from pruning. Coordinate representations
also help, but their reliance on positional compari-
son and numerical or symbolic manipulation makes
them less consistently reliable than grids.

Table 16 extends the analysis to SpaRTUN,
which includes both Yes/No and Find-Relation
questions. Here, grid-based methods are not al-
ways dominant because they depend on the quality
of upstream relation extraction. For LLaMA3.1-8B,
CoS performs best, suggesting that very weak mod-
els may benefit more from guided symbolic rea-
soning than from grids built from noisy extracted
relations. For Qwen3-8B, performance varies by
question type: CoS is strongest on YN questions,
relational triples perform best on FR and overall
accuracy, while pruned grids remain competitive.
For Qwen3-14B, pruned grids perform best overall
and are especially strong on Find-Relation ques-
tions, improving overall accuracy from 64.90% to
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72.97%. This suggests that compact structured
layouts become more useful when the model can
extract relations more reliably.

To test generalization beyond StepGame and
SpaRTUN, we also evaluate ReSQ, where grids are
constructed using GPT-5.1 from relations extracted
by each model. Since ReSQ contains shorter
Yes/No spatial reasoning chains, gains from grid
grounding are smaller than on StepGame but still
model-dependent. For LLaMA3.1-8B, text-only
reasoning remains strongest. In contrast, Qwen3-
8B and Qwen3-14B benefit from grid grounding,
with full or pruned grids giving the best accuracy on
ReSQ. This suggests that when relation extraction
is reliable enough, grid-based layouts help focus
the model on the spatial evidence relevant to the
question. Relational triples show less consistent
gains, making them useful in some cases but less
reliable than grids for ReSQ.

D Switching on Small Language Models

Table 17 shows adaptive switching remains close to
or improves over grid-only performance for small
open-source models. This indicates that the switch-
ing policy can preserve the benefit of structured
reasoning while still selecting text when it is reli-
able enough. The switch rate also reflects model
strength. Weaker models such as LLaMA3.1-8B
switch most often, with a 94.0% switch rate, sug-
gesting that their text-only answers are rarely re-
liable enough for multi-hop spatial reasoning. In
contrast, Qwen3-14B switches less often at 65.6%
and achieves the best adaptive accuracy. This sug-
gests that stronger reasoning models can rely on
text-based reasoning more selectively while still
benefiting from grid-based reasoning on harder or
less trustworthy instances. The remaining gap to
oracle accuracy shows that better modality selec-
tion could further improve performance, especially
in deciding when text is sufficient and when grid
grounding is necessary.

E Ablation Study

We conduct ablation studies to isolate the contri-
bution and reliability of each component in our
structured reasoning pipeline. First, we evaluate
ground-truth intermediate representations to esti-
mate the upper bound of relational triples, full grids,
and pruned grids when upstream extraction noise is
removed. Second, we analyze construction reliabil-
ity by separating errors from relation extraction and

errors introduced during grid construction. Third,
we evaluate the spatial relation extraction module
itself, comparing the baseline extraction setting
with our sentence-level, context-aware extraction
pipeline. Finally, we analyze adaptive routing cost
and signal-specific contribution by comparing trust-
only, complexity-only, and full switching policies.
Together, these ablations show where performance
gains come from, when grid-based reasoning is
limited by upstream extraction, and how switching
balances accuracy with computational cost.

E.1 Ground-Truth Representation Upper
Bound

To isolate upstream relation extraction errors, we
evaluate reasoning directly on ground-truth in-
termediate representations in Table 18. Specifi-
cally, we compare reasoning over ground-truth re-
lational triples, ground-truth full grids, and ground-
truth pruned grids. Ground-truth full grids are
constructed directly from ground-truth relational
triples using our grid-construction pipeline, while
pruning is performed model-wise before applying
the same construction code. We use model-wise
pruning rather than dataset-provided reasoning an-
notations because the annotations are Prolog-based
and answer-oriented, and do not translate directly
into the entity set needed for grid construction. This
is especially important for Find-Relations multi-
label questions, where pruning must retain the
queried entities and enough surrounding context to
preserve the answer. Model-wise pruning is there-
fore more consistent with the deployed pipeline,
remains dataset-agnostic, and attributes pruning er-
rors to the same model used for reasoning. Ground-
truth triples are passed directly to the model with-
out any spatial layout construction. This analysis
measures the upper bound of each representation
when extraction noise is removed.

Ground-truth grids substantially outperform re-
lational triples, especially on both datasets where
deeper multi-hop spatial reasoning benefits from
explicit structured layouts. This suggests that even
perfect qualitative relational triples are often insuf-
ficient on their own and that models benefit from
representations that combine qualitative relations
with an explicit quantitative spatial structure.

For Qwen3-32B, pruning remains nearly identi-
cal to full grids on both SpaRTUN and StepGame,
likely because the model already performs strongly
on structured reasoning tasks, consistent with ob-
servations in the Qwen3 technical report (Qwen
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Model / Setting 1 2 3 4 5 6 7 8 9 10 Overal
LLaMA3.1-8B Text 42 25 22 19 18 16 15 14 13 13 19.8
LLaMA3.1-8B Relational Triples 53 29 22 22 17 15 17 14 12 12 21.3
LLaMA3.1-8B Pruned Coordinate 34 32 34 25 25 24 25 24 23 21 26.6
LLaMA3.1-8B Full Coordinate 32 29 28 26 25 23 22 20 20 17 24.3
LLaMA3.1-8B Pruned Grid 40 35 35 34 31 28 32 35 34 30 333
LLaMA3.1-8B Full Grid 36 25 28 26 20 22 21 24 23 23 24.8
LLaMA3.1-8B ToT-CoT 45 31 36 24 25 24 20 20 21 20 26.6
Qwen3-8B Text 95 69 70 64 58 57 53 42 42 41 59.2
Qwen3-8B Relational Triples 94 80 69 60 59 58 62 42 43 38 60.5
Qwen3-8B Pruned Coordinate 96 88 93 78 62 59 64 64 60 62 72.6
Qwen3-8B Full Coordinate 94 84 89 76 63 63 63 61 60 59 71.2
Qwen3-8B Pruned Grid 88 91 84 84 85 85 87 83 80 80 84.8
Qwen3-8B Full Grid 87 88 83 84 84 85 87 83 82 80 84.4
Qwen3-8B ToT-CoT 79 58 61 61 51 48 46 35 37 36 51.3
Qwen3-14B Text 98 81 73 71 64 62 63 58 56 52 67.8
Qwen3-14B Relational Triples 89 79 73 68 61 56 58 51 48 47 63.0
Qwen3-14B Pruned Coordinate 85 83 82 81 77 76 81 76 78 76 79.5
Qwen3-14B Full Coordinate 83 78 78 74 73 71 170 72 69 71 73.9
Qwen3-14B Pruned Grid 89 8 87 84 84 82 8 80 82 79 84.2
Qwen3-14B Full Grid 89 87 8 84 84 82 85 84 82 80 84.3
Qwen3-14B ToT-CoT 89 76 70 62 57 54 57 55 52 52 62.5

Table 15: Accuracy (%) across k-hop levels on StepGame for text-, relation-triple-, grid-, coordinate-, and ToT-
CoT-based representations. Each k-hop column is computed over n=500 instances, and Overall is computed over
n=>5,000 instances. Best results are bolded and second-best results are underlined within each model block.

Team, 2025). On SpaRTUN, pruning itself is also
a harder task because many Yes/No questions con-
tain quantifiers while Find Relation questions often
require complete block-level reasoning. As a re-
sult, the pruned and full grids produce identical
answers for 91.6% of examples overall on a sub-
set of n=>561 instances (50% of our test set while
maintaining the same split proportions), with agree-
ment reaching 95.8% for YN questions and 86.7%
for FR questions. This suggests that much of the
useful spatial structure in SpaRTUN must often be
preserved even after pruning.

E.2 Construction Reliability

Since the grid-based route depends on the quality
of the intermediate structure, we separately ana-
lyze the reliability of relation extraction and grid
construction. This section reports how accurately
spatial relations are extracted from text and how
reliably those relations are converted into valid grid
representations for downstream reasoning.

E.2.1 Relation extraction and grid
construction fidelity.

Table 19 evaluates two sources of error in the struc-
tured pipeline: relation extraction and grid con-

struction. Relation extraction is evaluated as a
relation-level matching problem, measuring how
many predicted spatial triples match the gold triples.
Grid construction is different: it evaluates whether
a complete grid layout faithfully encodes the target
relation graph. In this setting, recall measures how
many intended relations are preserved in the grid,
while precision can decrease if the concrete place-
ment of objects induces additional spatial relations
that were not explicitly specified in the ground-
truth relations.

This distinction matters most for SPARTUN. Un-
like STEPGAME, which mainly contains controlled
directional relations, SPARTUN includes direc-
tional, topological, distance-based, and RCC-style
relations. Encoding all of these constraints into a
single discrete row-column grid is a harder geomet-
ric realization problem and can become computa-
tionally difficult in the presence of mixed spatial
constraints. Even when the ground-truth relations
are used, the grid achieves very high recall but
slightly lower precision, because assigning each
entity a concrete grid position can introduce extra
directional cues between pairs that are not explic-
itly constrained in the original relation graph. Thus,
the grid should be viewed as a compact reason-
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SpaRTUN ReSQ

Model / Setting YN FR Overall Overall
LLaMA3.1-8B Text 58.50 11.80 37.25 58.60
LLaMA3.1-8B Rel. Trip. 58.20 11.40 36.91 57.50
LLaMA3.1-8B CoS 68.09 17.06 44.87 -
LLaMA3.1-8B FG 59.08 10.20 36.84 57.87
LLaMA3.1-8B PG 5777 12.16 37.02  58.03
Qwen3-8B Text 7420 4340 60.19  75.57
Qwen3-8B Rel. Trip. 72.18 51.96 62.98 70.98
Qwen3-8B CoS 85.76 30.98 60.84 -
Qwen3-8B FG 71.69 41.57 5798  79.84
Qwen3-8B PG 7496 44.12 60.93 80.33
Qwen3-14B Text 82.00 44.68 6490 77.21
Qwen3-14B Rel. Trip.  73.16 56.67 65.60 73.61
Qwen3-14B CoS 83.80 39.80 63.78 -
Qwen3-14B FG 77.09 59.02 68.87 83.28
Qwen3-14B PG 82.32 61.76 72.97 82.13

Table 16: Accuracy (%) on SpaRTUN and ReSQ. SpaR-
TUN reports Yes/No (YN), Find Relations (FR), and
overall accuracy. ReSQ reports overall Yes/No accuracy.
For ReSQ, grids are constructed using GPT-5.1 and then
used by the QA model. FG and PG denote full-grid and
pruned-grid reasoning, respectively; Rel. Trip. denotes
relational-triple reasoning. Best and second-best results
are bolded and underlined within each model block.

Setting Acc. | Rate

Txt G AS Orc| S T C B
Qwen3-8B 522 87.5 87.2 91.7]180.3 12.0 24.0 64.0
Qwen3-14B 63.3 87.1 88.0 93.3/65.6 58.0 9.0 33.0

LLaMA3.1-8B 20.2 28.1 27.1 32.5]94.0 22.0 13.0 64.0

Table 17: Accuracy and switching behavior on
StepGame. Results are reported on the StepGame test
set with n=1,000 instances per hop. Txt denotes text-
only accuracy, G denotes grid-only accuracy, AS de-
notes adaptive switching accuracy, and Orc denotes or-
acle accuracy. S is the overall switch rate; T, C, and B
denote the percentage of switched instances attributed to
low trustworthiness, high complexity, and both signals,
respectively.

ing interface rather than a perfect reconstruction of
every spatial relation.

The ground-truth relations results show that the
grid construction procedure itself is reliable: it is
perfect on STEPGAME and preserves almost all
gold relations on SPARTUN. When predicted rela-
tions are used, performance decreases, especially
on SPARTUN, showing that most remaining errors
come from upstream relation extraction and from
the difficulty of realizing richer spatial graphs in a
single grid. This supports our design choice: the
goal is not to solve exact geometric realization for
every spatial relation in a story but to test whether
a structured grid representation can still provide a

Model GT Rep. SpaRTUN StepGame
LLaMA3.1-70B Rel. Trip.  62.92 45.00
LLaMA3.1-70B FG 65.24 88.90
LLaMA3.1-70B PG 65.42 97.20
Qwen3-32B Rel. Trip. 84.14 72.00
Qwen3-32B FG 89.13 100.00
Qwen3-32B PG 88.77 99.50

Table 18: Ground-truth upper bound analysis. Rel. Trip.,
FG, and PG denote ground-truth relational triples, full
grids, and pruned grids, respectively.

useful intermediate reasoning interface for LLMs.

E.2.2 Spatial Relation Extraction

Grid construction relies heavily on the quality of
the extracted spatial relations. We therefore evalu-
ate relation extraction as a preprocessing step. The
task converts each spatial story into triples of the
form (head, relation, tail), which are then
passed to the grid-construction module.

Our extraction pipeline processes the story sen-
tence by sentence rather than extracting all relations
in a single pass. For StepGame, we use a line-by-
line extraction module with in-context learning,
allowing the model to focus on local directional re-
lations. For SpaRTUN, we use the same sentence-
level extraction followed by a coreference-aware
refinement pass, where each line is reprocessed us-
ing the previous two lines and the already extracted
relations as context. This is particularly useful for
SpaRTUN because its stories contain richer lan-
guage, pronouns, and entity references that require
additional grounding and coreference resolution.

To assess the benefit of this decomposition, we
compare our pipeline against a baseline that pro-
vides the full story in a single call and asks the
model to extract all spatial relations jointly. The
baseline must simultaneously handle relation ex-
traction, entity grounding, and coreference, which
can lead to missed or noisy triples. In contrast,
our sentence-level extraction and context-aware
refinement decompose the task into smaller deci-
sions. As shown in Table 20, this improves relation-
extraction F1 from 60.0 to 80.3 on SpaRTUN and
from 69.0 to 94.3 on StepGame. These gains are
important because relation-extraction errors propa-
gate directly to grid construction and downstream
reasoning.

E.3 Cost Analysis

Table 21 reports the average token cost per record
for adaptive routing across StepGame and SpaR-
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Relation Extraction | Gold Rel. with Grid | Pred. Rel. with Grid

Dataset Model
P R F1 | P R F1 | P R F1
Qwen3-32B 81.3 794 803 91.24 9942 95.16 | 69.0 76.15 72.40
SpaRTUN LLaMA3.1-70B 79.0 76.1 71.5 91.24 9942 95.16 | 70.7 75.45 73.00
GPT-5.1 88.8 86.2 875 91.24 9942 95.16 |75.84 81.11 78.39
Qwen3-32B 96.6 92.1 943 100.00 100.00 100.00 | 88.54 90.85 89.68
StepGame LLaMA3.1-70B 98.5 91.1 947 |100.00 100.00 100.00 | 85.25 90.63 87.86
GPT-5.1 97.3 928 950 |100.00 100.00 100.00 |84.19 89.32 86.68

Table 19: Reliability of relation extraction and grid construction. Relation Extraction evaluates how many predicted
spatial relations match the gold relation set. Gold Rel. with Grid evaluates grid encoding fidelity when the grid
is constructed from gold relations, isolating the grid construction step from upstream extraction errors. Pred. Rel.
with Grid evaluates the full predicted pipeline, where extracted relations are first generated by the model and then

encoded into a grid.

Dataset / Model Baseline Rel. Extr. Pipeline
SpaRTUN / Qwen3-32B 60.0 80.3
StepGame / Qwen3-32B 69.0 94.3

Table 20: Relation-extraction F1 before grid construc-
tion. Baseline extracts all relations directly from the full
story in a single pass, while Rel. Extr. Pipeline denotes
our sentence-level relation extraction pipeline.

TUN. We compare the fixed text-only route, the
fixed grid pipeline, the cost of computing each
switching signal, and the final adaptive route. The
switch total includes both the switching-signal cost
and the cost of the selected reasoning path.

The main observation is that adaptive switch-
ing changes the cost—accuracy tradeoff differently
across datasets. On StepGame, adaptive switching
improves or preserves accuracy relative to the fixed
grid route, while token cost varies by model: it
decreases slightly for QWEN3-32B, remains close
for LLAMA3.1-70B, and increases for GPT-5.1.
This mixed pattern indicates that, for StepGame,
the switching signal is useful mainly as a routing
and accuracy mechanism rather than as a guar-
anteed token-saving mechanism. Since the grid
pipeline is already highly effective on this dataset,
the additional cost of computing the switch de-
cision can offset the savings from routing some
examples through the text path.

SpaRTUN shows a different pattern. Here, adap-
tive switching reduces average token cost relative to
always using the grid pipeline across all three mod-
els, while keeping accuracy competitive with the
stronger fixed route. This suggests that the routing
policy is more cost-effective when the dataset con-
tains a mixture of examples, some that benefit from
structured reasoning and others that can remain on
the cheaper text-only path. The reduction is largest

for GPT-5.1; however, because GPT-5.1 also has
lower costs across most fixed and adaptive rows, we
interpret this as partly a model-specific efficiency
effect rather than only an effect of routing. The
single-signal rows help explain why the combined
policy is preferable. In these ablations, one signal is
disabled while the other remains active: trust-only
routing zeroes out the complexity signal and uses
the trust threshold 7, while complexity-only rout-
ing zeroes out the trustworthiness signal and uses
the complexity threshold 7.. Each signal provides
useful but incomplete information. Trustworthi-
ness captures whether the model’s current text an-
swer appears grounded and stable, while complex-
ity captures factors that make the instance difficult
before or during reasoning. As shown in Table 10,
these factors correlate with text-only correctness
in the expected directions: trust-related factors are
mostly positive, while complexity-related factors
are mostly negative. This suggests that the signals
reflect different aspects of model behavior, includ-
ing cases where the model can overcome apparent
difficulty and cases where perceived difficulty cor-
responds to actual failure.

Together, the two signals are stronger in terms of
accuracy because they solve complementary cases.
Trust-only routing can miss examples that look reli-
able but are structurally difficult, while complexity-
only routing can over-switch examples that look
difficult but are still answered correctly in text.
The full adaptive policy combines evidence reli-
ability with instance difficulty, giving a more sta-
ble accuracy-cost tradeoff than either signal alone.
Overall, adaptive switching should be interpreted
as a helpful token-reduction method in some set-
tings and as a mechanism for allocating expensive
structured reasoning to examples where the model
is more likely to need it.
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Dataset Component Qwen3-32B LLaMA3.1-70B GPT-5.1
StepGame Thresholds 7:=0.95, 7.=0.50 7:=0.75,7.=0.50 7:=0.75,7.=0.40
StepGame Text 2,012 272 249
StepGame Grid pipeline 19,218 15,472 15,727
StepGame Trust signal only 4,545 2,871 3,541
StepGame  Trust-only acc. 83.6 78.1 81.8
StepGame Complexity signal only 5,792 4,622 4,696
StepGame  Complexity-only acc. 73.8 71.7 84.0
StepGame Switch signal 6,440 3,998 4,845
StepGame Switch total 19,137 15,928 17,399
StepGame Switch rate 69.6 78.8 80.40
StepGame Adaptive accuracy 84.4 83.6 85.2
SpaRTUN Thresholds 7:=0.80, 7.=0.50 7:=0.95, 7.=0.60 7:=0.95, 7.=0.50
SpaRTUN Text 1,973 1,122 1,145
SpaRTUN Grid pipeline 28,113 31,171 26,951
SpaRTUN Trust signal only 10,021 5,637 4,891
SpaRTUN  Trust-only acc. 69.9 61.2 75.3
SpaRTUN Complexity signal only 2,961 2,968 1,173
SpaRTUN  Complexity-only acc. 70.8 56.9 71.0
SpaRTUN Switch signal 9,671 6,419 4,543
SpaRTUN Switch total 26,185 29,191 23,724
SpaRTUN Switch rate 55.5 72.3 69.9
SpaRTUN Adaptive accuracy 74.50 60.80 77.40

Table 21: Average token cost and routing performance for adaptive switching. Text reports the average token cost of
text-only reasoning. Grid pipeline reports the average token cost of the full grid-based reasoning route. Trust signal
only and Complexity signal only report the average cost of computing only the trustworthiness or complexity signal,
respectively; their corresponding accuracy rows report the final routing accuracy when the policy uses only that
signal. Switch signal reports the average token cost of computing the full adaptive switching decision using both
trustworthiness and complexity, with early stopping for the plausibility computation when the faithfulness score is
already sufficient to determine the routing decision. Switch total reports the total average token cost after adding the
switching signal cost to the selected reasoning route. Switch rate is the percentage of examples routed to the grid
pipeline. Adaptive accuracy is the final exact-match accuracy of the full switching policy. Thresholds (7, 7.) are

tuned on the validation split and evaluated on the test split.

F Coordinate Layout

For the coordinate-based representation, we
formulate the extracted spatial relations as a
constraint-satisfaction problem using Prolog’s Con-
straint Logic Programming over Finite Domains
(CLP(FD)) (Colmerauer and Roussel, 1996; Triska,
2012). Each entity F is associated with coordi-
nate variables (zg,yg) through the helper predi-
cate xy/3, and spatial predicates impose constraints
over these variables. For example, the relation
left(A,B) requires A and B to lie on the same
row and places A one unit to the left of B:
left(A,B) :- xy(A,X1,Y1), xy(B,X2,Y2),
Y1 #= Y2, X1 + 1 #= X2.
Inverse relations are defined by reversing the predi-
cate arguments, for example,

right(A,B) :- left(B,A).
Other StepGame directional relations are translated

analogously into constraints over the horizontal and
vertical coordinates.

From relation triples to Prolog constraints.
The relation-extraction stage produces triples of
the form {head, relation, tail}. Each triple
is deterministically mapped to its corresponding
Prolog predicate. For example,

{head: x, relation: left, tail: w}
{head: o, relation: right, tail: w}
is translated into
left(x,w), right(o,w).
All predicates extracted from a story are solved
jointly rather than independently. For the example
above, Python submits a query of the form
left(x,w), right(o,w),
flatten_vars(Vars),
labeling([ffc,bisect], Vars),
xy(x,X1,Y1), xy(w,X2,Y2), xy(o,X3,Y3).
Here, flatten_vars collects the coordinate vari-
ables and labeling searches for values satisfying

the complete set of spatial constraints. Prolog may
return a satisfying assignment such as
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X1=0,Y1=0,X2=1,Y2=0, X3=2, Y3=0.

which is mapped by Python to
X =1(0,0), W= (1,0), 0=(2,0).

Thus, X is positioned one unit to the left of W,
while O is one unit to its right. If the extracted con-
straints are mutually inconsistent, Prolog returns
no satisfying assignment. The resulting coordinate
assignment is serialized with the question and pro-
vided to the language model for coordinate-based
reasoning.

Why coordinate layouts are limited to
StepGame. We apply the Prolog-based coordi-
nate representation only to StepGame. Its pairwise
directional relations can still admit a coordinate
assignment when some extracted relations are
missing or incorrect, although the resulting layout
may be incomplete or inaccurate. In SpaRTUN
and ReSQ, richer and more interdependent
relations such as containment, topology, depth,
and distance make coordinate layouts substantially
more sensitive to extraction errors. We therefore
use 2D grid representations with these richer
spatial relations encoded symbolically rather than
Prolog-based coordinates for these datasets.

G Error Analysis

This appendix analyzes the main failure modes be-
hind text-only reasoning, grid-based reasoning, and
adaptive switching. We focus on three diagnostic
views: the error taxonomy, disagreements between
text and grid routes, and how often switching re-
covers different categories of text-only failures.

G.1 Error Taxonomy

We use error analysis as a diagnostic tool to un-
derstand when switching from text-only reason-
ing to grid-based reasoning helps, and when it
can still fail. This analysis is separate from the
larger switching experiments reported in the main
results. It is conducted on a diagnostic subset of the
STEPGAME test set for which we inspect model
traces, generated grids, and gold grids.

We classify errors at two levels. Input-level
labels describe structural properties of the story
that make an instance difficult independent of the
model’s behavior. Output-level labels describe the
specific failure mode exhibited by the model. Since
a single example may involve both a difficult input
structure and an incorrect model behavior, labels
are not mutually exclusive.

Input-level labels. Composite spatial marks sto-
ries that contain diagonal or composite directional
relations, such as upper-right or clock-face ex-
pressions like “at the 7 o’clock position.” These
cases require decomposing a relation across two
spatial axes. Multi-hop marks stories where the
question cannot be answered from a single stated
relation and instead requires chaining two or more
relations across sentences. For example, the model
may need to invert “H is right of Z” into “Z is
left of H” and then compose it with another rela-
tion such as “H is upper-right of G.” Output-level
labels. For text-only failures, we assign one or
more of four labels using a GPT-based classifier
that observes the story, question, gold answer, and
sentence-level reasoning trace. Multi-hop reason-
ing failure is assigned when the model has access
to the necessary relations but fails to compose them
correctly. Composite failure is assigned when the
gold answer is diagonal but the model collapses
it to a single axis, for example predicting below
when the gold answer is lower-1left. Linguistic
difficulty is assigned when the model misinterprets
non-canonical spatial language, including clock-
face references, informal directional phrases, or
unusual prepositions. Hallucination is assigned
when the reasoning trace introduces a relation that
is not grounded in the story.

For grid failures, we use a parallel classifier
that also observes the generated grid and the gold-
standard grid. We attribute each grid failure to
either relation-extraction failure, where the grid
is incorrectly constructed because the extracted re-
lations do not match the gold relations, or grid-
reasoning failure, where the grid is correctly con-
structed but the model misreads or fails to reason
well over the layout.

G.2 Reasoning Modality Disagreement

Before analyzing individual error types, we first
compare whether text-only and grid-based reason-
ing succeed on the same subset of examples. This
helps separate two effects: cases where the grid
recovers an error made by text-only reasoning and
cases where the grid introduces a new error even
though text-only reasoning was correct. This dis-
agreement analysis is computed on the same diag-
nostic STEPGAME subset and is intended to explain
the behavior of the switching policy rather than re-
place the larger-scale switching results in the main
experiments.

Table 22 shows that grid-based reasoning fre-
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Model n Textv Gridx Gridv Textx Bothy' Bothx
Qwen3-32B 250 20 66 143 21
Qwen3-8B 250 9 103 105 33
Qwen3-14B 250 24 96 112 18
GPT-5.1 250 20 51 158 21
LLaMA3.1-8B 250 7 125 67 51
LLaMA3.1-70B 250 3 111 103 33

Table 22: Agreement and disagreement between text-only and grid-based reasoning on the diagnostic STEPGAME
subset. n is the number of evaluated instances. Textv” Gridx counts cases where text-only reasoning is correct but
grid-based reasoning is incorrect. Gridv” Textx counts cases where grid-based reasoning is correct but text-only
reasoning is incorrect. Bothv” counts cases where both routes are correct. Both x counts cases where both routes
fail. The large number of Gridv" Textx cases shows that grids often recover text-only failures, while the non-zero
Textv” Grid x column shows that grids can also introduce errors. This motivates adaptive switching rather than

always using the grid.

quently corrects text-only failures across mod-
els. This effect is especially visible for smaller
or weaker models, where Gridv” Textx is much
larger than Textv” Grid x. However, the grid is not
universally beneficial. In some cases, text-only rea-
soning gives the correct answer while the grid route
fails, either because relation extraction produces an
imperfect grid or because the model misreads the
generated layout. These disagreements support the
need for a selective switching policy rather than a
fixed choice of reasoning modality.

G.3 Diagnostic Switching Analysis

We next analyze how the switching policy behaves
on text-only failures in a diagnostic STEPGAME
subset which is 250 samples selected at random
with seed 0 from our evaluation sample of 5000
question-answer pairs for Stepgame. Tables 23
and 24 report which text-only failures are routed
to the grid, which switched cases are recovered,
and which failures remain after grid-based reason-
ing. We split the analysis into stronger models and
smaller/open models for readability, while keep-
ing the same error categories and metrics across
both tables. For this analysis, we randomly sample
250 instances from the switching test set. We use
this subset to keep the evaluation computationally
tractable, as computing these diagnostics requires
LLM-based analysis with models such as GPT.
Tables 23 and 24 show that multi-hop reasoning
failures are the most consistently recoverable cate-
gory once the policy routes an instance to the grid.
Among stronger models, recovery for multi-hop
failures is 80.6% for GPT-5.1, 82.4% for Qwen3-
32B, and 83.6% for LLaMA3.1-70B. The same
trend appears for the smaller/open models, with
82.3% recovery for Qwen3-14B, 83.1% for Qwen3-

8B, and 82.9% for LLaMA3.1-8B among switched
multi-hop failure cases. This indicates that grid-
based reasoning is particularly helpful when the
text-only route fails because it cannot compose spa-
tial relations across multiple steps.

However, the overall benefit of switching still de-
pends on whether the model can construct and use
the grid reliably. This is clearest for LLaMA3.1-
8B: although switched multi-hop failures are of-
ten recovered, the model has many text-only fail-
ures overall and reaches only 36.8% adaptive ac-
curacy on the diagnostic subset, recovering 10.2%
of text-only failures. This suggests that switching
frequently is not sufficient when the upstream rela-
tion extraction and grid-use pipeline are weak. In
contrast, Qwen3-8B and Qwen3-14B achieve much
higher adaptive accuracies, showing that smaller
models can benefit substantially from switching
when their structured pipeline is strong enough.

Composite failures are less consistently recov-
ered than multi-hop failures. Their recovery rates
are lower for all models, ranging from 36.4% for
LLaMA3.1-70B to 57.1% for Qwen3-14B. This
suggests that composite or diagonal spatial rela-
tions remain difficult because the pipeline must
first extract, decompose, and encode the relation
correctly before grid reasoning can help.

The residual failure columns further show that
relation extraction is the main bottleneck in many
switched failures. For Qwen3-8B and LLaMA3.1-
8B, all observed remaining grid failures in this di-
agnostic subset are attributed to relation-extraction
errors. For GPT-5.1, Qwen3-32B, Qwen3-14B,
and LLaMA3.1-70B, some remaining failures are
instead due to grid reasoning, meaning that the grid
may be sufficiently informative but the model still
misreads the layout or reverses the reference frame.
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Model Level Err./Diff. Type %Fail Sw. No Sw. Rec. Grid Fail RE Fail Grid Rsn.
GPT-5.1 (n=250; 72 text-only failures; 85.2% final adaptive-switch accuracy)

GPT-5.1 Input  Composite spatial 100.0 91.7 83 712 28.8 84.2 15.8
GPT-5.1 Input  Multi-hop 792 94.7 53 66.7 333 83.3 16.7
GPT-5.1 Output  Multi-hop failure 542 923 7.7 80.6 19.4 100.0 —
GPT-5.1 Output Linguistic difficulty ~ 62.5 93.3 6.7 59.5 40.5 82.4 17.6
GPT-5.1 Output Hallucination 23.6 82.4 17.6 57.1 429 833 16.7
GPT-5.1 Output Composite failure 23.6 824 17.6 429 57.1 100.0 —
QOwen3-32B (n=250; 87 text-only failures; 84.4% final adaptive-switch accuracy)

Qwen3-32B Input  Composite spatial 97.7 94.1 59 750 25.0 65.0 35.0
Qwen3-32B Input  Multi-hop 782 92.6 74 762 23.8 66.7 333
Qwen3-32B Output  Multi-hop failure 60.9 96.2 38 824 17.6 44.4 55.6
Qwen3-32B Output Linguistic difficulty ~ 52.9 97.8 22 711 28.9 76.9 23.1
Qwen3-32B Output  Hallucination 172 933 6.7 64.3 35.7 100.0 —
Qwen3-32B Output  Composite failure 19.5 88.2 11.8 40.0 60.0 71.8 222
LLaMA3.1-70B (n=250; 144 text-only failures; 84.0% final adaptive-switch accuracy)

LLaMA3.1-70B Input  Composite spatial 95.8 81.2 18.8 75.0 25.0 85.7 143
LLaMA3.1-70B Input  Multi-hop 72.9 80.0 20.0 78.6 214 88.9 11.1
LLaMA3.1-70B Output Multi-hop failure 59.7 779 22.1 83.6 16.4 721 273
LLaMA3.1-70B Output Linguistic difficulty ~ 45.8 87.9 12.1  60.3 39.7 95.7 43
LLaMA3.1-70B Output Hallucination 17.4 88.0 12.0 955 4.5 100.0 —
LLaMA3.1-70B Output Composite failure 18.8 81.5 185 36.4 63.6 92.9 7.1

Table 23: Diagnostic error-based switching analysis for text-only failures on the STEPGAME subset for stronger
models. Each model block reports the number of evaluated instances, the number of text-only failures analyzed, and
the final adaptive-switch accuracy on this subset. Level indicates whether the label describes an input-level story
difficulty or an output-level model failure. Err./Diff. Type gives the specific difficulty or failure type. %Fail is the
percentage of text-only failures assigned that label. Sw. and No Sw. are the percentages of labeled cases that the
policy switches or does not switch to the grid route. Rec. is the percentage of switched cases that are recovered
after switching. Grid Fail is the percentage of switched cases that remain incorrect after switching. RE Fail is the
percentage of remaining grid failures caused by relation-extraction errors. Grid Rsn. is the percentage of remaining
grid failures caused by grid-reasoning errors after grid construction. Dashes indicate that no cases fall into that
category or that the corresponding failure type was not observed. Labels are not mutually exclusive, so percentages
should not be summed across rows.

Model Level Err./Diff. Type %Fail  Sw. NoSw. Rec. Grid Fail RE Fail Grid Rsn.

Qwen3-14B (n=250; 114 text-only failures; 88.0% final adaptive-switch accuracy)

Qwen3-14B Input  Composite spatial 98.2 955 45 822 17.8 78.9 21.1
Qwen3-14B Input  Multi-hop 746 976 2.4 843 15.7 69.2 30.8
Qwen3-14B Output  Multi-hop failure 71.1 975 25 823 17.7 71.4 28.6
Qwen3-14B Output Linguistic difficulty 64.0 959 4.1 743 25.7 83.3 16.7
Qwen3-14B Output Hallucination 140 875 12.5 857 14.3 100.0 —
Qwen3-14B Output Composite failure 18.4 100.0 — 57.1 429 100.0 —
LLaMA3.1-8B (n=250; 176 text-only failures; 36.8% adaptive accuracy; 10.2% failure recovery)

LLaMA3.1-8B Input  Composite spatial 95.5 100.0 — 702 29.8 100.0 —
LLaMA3.1-8B Input  Multi-hop reasoning 75.0 98.5 1.5 69.2 30.8 100.0 —
LLaMA3.1-8B  Output Multi-hop reasoning failure ~ 44.3  97.4 26 829 17.1 100.0 —
LLaMA3.1-8B  Output Linguistic difficulty 50.6 100.0 — 551 449 100.0 —
LLaMA3.1-8B  Output Hallucination 358 984 1.6 532 46.8 100.0 —
LLaMA3.1-8B  Output Composite failure 19.9 100.0 — 48.6 514 100.0 —

QOwen3-8B (n=250; 136 text-only failures; 85.8% final adaptive-switch accuracy)

Qwen3-8B Input  Composite spatial 97.1 894 10.6 729 27.1 100.0 —
Qwen3-8B Input  Multi-hop reasoning 809 91.8 82 743 25.7 100.0 —
Qwen3-8B Output Multi-hop reasoning failure 522 915 8.5 83.1 16.9 100.0 —
Qwen3-8B Output Linguistic difficulty 50.0 94.1 59 578 422 100.0 —
Qwen3-8B Output Hallucination 154 810 19.0 58.8 41.2 100.0 —
Qwen3-8B Output Composite failure 23.5  96.9 3.1 51.6 48.4 100.0 —

Table 24: Diagnostic error-based switching analysis for text-only failures on the STEPGAME subset for smaller/open
models. Each model block reports the number of evaluated instances, the number of text-only failures analyzed, and
the final adaptive-switch accuracy on this subset. Level indicates whether the label describes an input-level story
difficulty or an output-level model failure. Err./Diff. Type gives the specific difficulty or failure type. %Fail is the
percentage of text-only failures assigned that label. Sw. and No Sw. are the percentages of labeled cases that the
policy switches or does not switch to the grid route. Rec. is the percentage of switched cases that are recovered
after switching. Grid Fail is the percentage of switched cases that remain incorrect after switching. RE Fail is the
percentage of remaining grid failures caused by relation-extraction errors. Grid Rsn. is the percentage of remaining
grid failures caused by grid-reasoning errors after grid construction. Dashes indicate that no cases fall into that
category or that the corresponding failure type was not observed. Labels are not mutually exclusive, so percentages
should not be summed across rows.
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Overall, these diagnostics support the main conclu-
sion that switching is most useful for recoverable
multi-hop composition errors, while its ceiling is
limited by relation extraction quality and by the
model’s ability to interpret the constructed grid.

H Examples
H.1 StepGame

Figures 5 and 6 show StepGame examples using
Qwen3-8B for question answering and relation ex-
traction, with grids constructed deterministically
from extracted relations. The examples include
a case where grids recover a multi-hop text-only
failure and a case where grid reasoning still fails
because the model misreads row and column posi-
tions.

H.2 SpaRTUN

Figures 7, 8, and 9 show SpaRTUN examples using
Qwen3-32B for question answering and relation
extraction. These examples focus on topological
and containment reasoning, where grids encode
nested boxes with bracketed structures and RCC8-
style relations such as tpp, ntpp, and dc.

H.3 ReSQ

Figures 10 and 11 show qualitative examples
from ReSQ using Qwen3-32B for question an-
swering and relation extraction, and GPT-5.1 for
grid construction. The grid is represented as a
5 x 5 markdown table with directional tags such
as #above (X), #tbelow(X), #left(X), #right (X),
#front(X), #behind(X), and #near (X).
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Both Grids Recover a Text-Only Multi-Hop Failure

Dataset ID: 5_1103 Hop level: kpop = 5
Story: P is to the bottom right of V. E is over V. X presents lower left to P. Y is positioned in the top left corner of
C. Y is positioned right to X.

Question: What is the relation of agent E to agent Y?

Gold: upper-left Text-only prediction: above (# gold)
Relation Extraction: Correct.
Full Grid:

Col(1) Col(2) Col(3)
Row(1) E - =
Row(2) - -
Row(3) - P =
Row(4) X Y =
Row(5) - =
Pruned Grid:

Col(1) Col(2)
Row(1) E -
Row(2) - Y

Full-Grid Justification: upper-1left The full grid places £ at Row(1), Col(1) and Y at Row(4), Col(2). Since
FE is in a smaller row and a smaller column than Y, the model correctly infers that £ is upper-left of Y.
Pruned-Grid Justification: upper-1left The pruned grid keeps only the queried entities while preserving their
relative positions. E remains above and left of Y, so the same row/column comparison recovers the gold answer.
Takeaway: This example shows how grid grounding can recover a text-only multi-hop failure. The text route
collapses the k= 5-hop instance E — V — P — X — Y into the answer above, missing the horizontal
component. Both grid views externalize the composed relation as explicit coordinates, reducing the final inference
to a direct row/column comparison. The pruned grid further removes distractor entities without changing the
relevant relation.

Figure 5: Success case where text-only reasoning fails on a 5-hop diagonal chain, while both full and pruned grids
recover the gold answer upper-1left through explicit row/column comparison.
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Grid Reasoning Fails Due to Layout Misreading

Dataset ID: 6_6123 Hop level: kpop = 6
Story: Wis over M. U and T are side by side with U to the left and T to the right. U is diagonally below M to the
left at a 45 degree angle. X and W are in a horizontal line with X on the left. L is diagonally to the bottom right of
R. X is below L.

Question: What is the relation of agent L to agent T?

Gold: upper-left Text-only prediction: upper-right (# gold)
Relation Extraction: Correct.
Full Grid:

Col(1) Col(2) Col(3)
Row(1) R = =
Row(2) - L -
Row(3) - X W
Row(4) - - M
Row(5) - U T
Pruned Grid:

Col(1) Col(2)
Row(1) L =
Row(2) - T

Full-Grid Justification: above (# gold) The full grid correctly places L at Row(2), Col(2), but the model
misreads 7”s column as Col(2) instead of Col(3). This collapses the diagonal relation into a vertical comparison,
leading to the incomplete prediction above.

Pruned-Grid Justification: lower-left (# gold) The pruned grid removes distractors and keeps only L and
T, but the model reverses their row order during interpretation. It therefore treats L as below 7, producing
lower-1left instead of the correct upper-1left.

Takeaway: This example illustrates that grid construction alone is not sufficient when the model misreads the
layout. The full grid fails because the reader misaligns 7”s column in a denser layout, while the pruned grid fails
for a different reason: it inverts the vertical order of the two retained entities. Thus, even with correct relation
extraction, the grid route can fail when the model’s first step is an incorrect interpretation of row or column
positions.

Figure 6: Failure case where both grid views are incorrect despite correct relation extraction. The full grid misreads
T’s column, while the pruned grid inverts the row order between the queried entities.
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Correct Topological Reasoning with Nested Blocks

Dataset ID: 3999-0

Story: There exist two blocks, called HHH and LLL. Block HHH covers a medium grey hexagon. This block covers
block LLL. A medium grey hexagon is inside and touching block LLL.

Question: What is the position of LLL relative to HHH?

Gold: [’ TPP’ ]

Relation Extraction: Correct. All relevant containment relations are extracted, including that block LLL is contained
in block HHH and touches its boundary.

Pruned Grid:

Col(1)
Row(1) [block HHH:
Row(2) medium grey hexagon #1_in(block HHH)  #touch-edge

Row(3) [block LLL: #touch-edge
Row(4) medium grey hexagon #2_in(block LLL) #touch-edge
Row(5) ]
Row(6) 1]
Full Grid:

Col (1)

Row(1) [block HHH:
Row(2) medium grey hexagon #1_in(block HHH)  #touch-edge

Row(3) [block LLL: #touch-edge
Row(4) medium grey hexagon #2_in(block LLL) #touch-edge
Row(5) ]

Row(6) 1]

Pruned Justification: [’ tpp’] The pruned grid preserves the nested structure by showing block LLL inside block
HHH. Since block LLL is contained in block HHH and carries the boundary tag #touch-edge, the model correctly infers
tangential proper-part containment:

block LLL € block HHH and touches its boundary = tpp.

Full Justification: [’ tpp’] The full grid encodes the same containment structure. It also represents block LLL as
nested inside block HHH, with the #touch-edge tag indicating boundary contact. Therefore, the full grid also recovers
the correct topological relation tpp rather than relying on row-based directional comparison.

Takeaway: This example shows that when relation extraction and grid construction preserve nested containment, both
full and pruned grids can support correct RCC8-style topological reasoning. The pruned grid does not lose the nesting
relation; instead, it retains the relevant containment structure while removing unnecessary context.

Figure 7: A successful topological reasoning case where both full and pruned grids preserve nested containment.
Since block LLL is represented inside block HHH with boundary contact, both grid readers correctly output TPP.
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Containment Partially Recovered, but Extra Direction Added

Dataset ID: 4042-3

Story: Two boxes, called one and two, exist in an image. Box one has box two. A medium green thing is inside and
touching box one. Box two covers an orange apple.

Question: Where is the orange thing relative to box one?

Gold: [’NTPP’]

Relation Extraction: Correct. All 3 relations matched.

Pruned Grid:

Col(1)
Row(1) [box one:
Row(2) medium green thing_in(box one)  #touch-edge
Row(3) [box two_in(box one): #inside-clear
Row(4) orange apple_in(box two) #touch-edge
Row(5) ]
Full Grid:

Col(1)
Row(1) [box one:
Row(2) medium green thing_in(box one)  #touch-edge
Row(3) [box two_in(box one): #inside-clear
Row(4) orange apple_in(box two) #touch-edge
Row(5) ]
Row(6) 1]

Pruned Justification: [’below’, ’right’] Although the pruned grid retains the box two_in(box one) header, the
model fails to use the nested containment structure compositionally and instead falls back to comparing box headers
and row/column positions. It therefore predicts the spurious directional relations below and right, missing the correct
topological containment relation.

Full Justification: [’below’, ’ntpp’] The full run preserves the nesting relation explicitly through box two_in(box
one) and correctly recovers multi-hop containment:

orange apple € box two € box one = ntpp.
However, because the orange apple is also listed at a lower row with #touch-edge, the model adds an unsupported
directional relation below based on row comparison. Since the gold answer contains only [’NTPP’ 1, the full output is
still incorrect.

Takeaway: The full run recovers the correct topological relation but still fails because it adds an unsupported directional
label. The pruned run misses the containment structure entirely and falls back to row-based comparison.

Figure 8: An example of containment partially recovered with extra direction added.
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Full Grid Misses Containment Due to Extra Objects

Dataset ID: 293-0

Story: There are three boxes, named one, two, and three. Box one contains a medium yellow apple and covers a small
orange melon. [...] Box two covers a big orange melon which is to the south of a medium green watermelon. Box two
covers the medium green watermelon. It contains a small orange apple [...]. Box three covers box two. A big green
melon and a medium green apple are covered by this box. [...]

Question: What is the position of the small orange apple relative to box three?

Gold: [’NTPP’]

Relation Extraction: Incorrect. Genuine missing RE: (medium yellow apple number two, ntpp, box one) —a
non-query relation.

Pruned Grid:

Col(1)
Row(1) [box three:
Row(2) medium green apple number two  #touch-edge
Row(3) big green melon #touch-edge
Row(4) [box two_in(box three): #touch-edge
Row(5) small orange apple #inside-clear
Row(6) medium green watermelon #1 #touch-edge
Row(7) ]
Full Grid:

Col(1)
Row(1) [box three:
Row(2) medium green apple number two  #touch-edge
Row(3) big green melon #touch-edge
Row(4) [box two_in(box three): #touch-edge
Row(5) small orange apple #inside-clear
Row(6) medium green watermelon #1 #touch-edge
Row(7) big orange melon #touch-edge
Row(8) medium green watermelon #2 #inside-clear

[box one_in(box three/two): ...]

Pruned Justification: [’ntpp’] The pruned grid preserves the relevant nesting chain: the small orange apple is inside
box two, and box two is inside box three. Therefore, the model can apply multi-step containment reasoning:

small orange apple € box two € box three = ntpp.

Because the pruned layout is sparse and does not provide a reliable directional comparison, it correctly avoids adding an
unsupported directional label.
Full Justification: [’below’] The full grid contains additional boxes and a longer layout, so the model focuses on row
positions instead of propagating containment through box two and box three. It treats box two as lower than box
three and predicts the directional relation below. This misses the correct topological relation, since the gold answer
depends on nested containment rather than row-based comparison.
Takeaway: This is a clear case where the pruned run succeeds because it preserves the essential nesting structure and
applies multi-step containment:

apple € box two € box three = ntpp.

The full run, however, includes additional objects and boxes, making row-order reasoning more salient. As a result, it
outputs only below and misses the correct topological relation.

Figure 9: An example where the full grid misses containment due to extra objects.
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Above/Below Relation Correct in Text and Both Grids

Image ID: 1088 Ground Truth: Yes Text-based: Yes Full Grid: Yes Grid: Yes
Story: A photo of a room with white walls, two single beds with a night table in between and a picture on the wall above
the beds.

Question: Are the beds below the picture?

Selected Entities (after pruning): [’picture on the wall’, ’two single beds’]

Full Grid:

| | **Col1xx | **Col2xx* | *%Col3*xx* |
| **Rowl*x | picture on the wall #above(two single beds), #near(two single beds)
, #near(night table), #front(white walls) | — | — |

| **Row2** | white walls #behind(two single beds), #behind(night table),
#behind(picture on the wall) | — | — |

| **Row3** | two single beds #below(picture on the wall),

#near(night table), #near(picture on the wall) | night table | — |

Pruned Grid:

| | **xColl*x* | **xCol2x*x | **Col3xx |

| **Rowl** | picture on the wall #above(two single beds) | — | = |
| *xRow2sx | — | - | -

| *%Row3** | two single beds #below(picture on the wall), #near(picture on the wall)

=1 =

Text-Only Justification: Yes

The story states that there is a picture on the wall “above the beds,” which directly implies that the beds are below the
picture.

Full-Grid Justification: Yes

The two single beds are in Row3, Coll and the picture on the wall is in Row1, Coll. Since row indices increase
downward, the beds are below the picture. The tag #below(picture on the wall) also makes this relation explicit.
Pruned-Grid Justification: Yes

The pruned grid preserves the two relevant entities and their vertical relation. The beds remain in Row3 and the picture
remains in Row1, with the #below(picture on the wall) tag attached to the beds.

Takeaway: This is a clean success case across all three modes. The above/below relation is stated directly in the story,
encoded positionally in the full grid, and preserved by pruning. The pruned grid removes distractor entities such as white
walls and night table while retaining the relation needed to answer the question.

Figure 10: An example from ReSQ dataset correctly answered by text-only reasoning and by both grid views.
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Commonsense Recovery in the Pruned Grid

ID: 1145 Ground Truth: Yes Text-based : No Full Grid: No Pruned Grid: Yes
Story: A courtyard with stairs on the left, a big palm tree in the centre, a few tables and chairs and a light brown house
with red rooftiles in the background.

Question: Is the house below the rooftiles?

Selected Entities (after pruning): [’light brown house with red rooftiles’]

Full Grid:

| | **Col1xx | **%Col2** | xxCol3** |

| **Rowl** | — | light brown house with red rooftiles

#behind(stairs), #behind(big palm tree), #behind(tables), #behind(chairs) | — |

| **Row2** | — |big palm tree #right(stairs), #near(tables), #near(chairs),

#front(light brown house with red rooftiles) | — |
| **Row3** | stairs #left(big palm tree), #left(tables),
#left(chairs), #front(light brown house with red rooftiles) | — | — |

| **Rowd*x | — | tables #right(stairs), #near(big palm tree),
#near(chairs), #front(light brown house with red rooftiles) | — |

| **Rowb5*x | — | chairs #right(stairs), #near(big palm tree),
#near (tables), #front(light brown house with red rooftiles) | — |
Pruned Grid:

| | **xColl*x* | *xCol2x* | **Col3xx*

| **Row1*x | light brown house with red rooftiles | — -
| **Row2xx | — | - | - |

| **Row3*x | — | - | = I

Text-Only Justification: No

The text-only route treats “light brown house with red rooftiles” as a single compound entity and therefore does not infer
a separate above/below relation between the house and the rooftiles.

Full-Grid Justification: No

The full grid also represents “light brown house with red rooftiles” as a single object in Row1, Col2. Because the house
and rooftiles are not separated into distinct grid entities, the model does not derive a vertical relation between them.
Pruned-Grid Justification: Yes

The pruned grid contains only the compound entity. With distractor objects removed and no competing row-based
comparison, the model relies on commonsense knowledge that rooftiles are located on top of a house, correctly answering
that the house is below the rooftiles.

Takeaway: This example highlights a limitation and a benefit of pruning. The relation is not represented explicitly
because the house and rooftiles are fused into one entity mention. Text-only and full-grid reasoning both reject the
relation due to this surface-form constraint. The pruned grid removes irrelevant spatial anchors and allows the model to
recover the gold answer through commonsense about the structure.

Figure 11: An example from ReSQ dataset incorrectly answered by text-only and full grid reasoning and correctly
by pruned grid.
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Worked Example of Trust, Complexity, and Switching

Model / thresholds: Qwen3-8B, 7 = 0.85, 7. = 0.45.  StepGame split: ko, = 8.

Story: U is placed in the right direction of V. M is positioned in the lower left corner of A. K is on the right
side and top of M. T is to the left of C with a small gap between them. U is sitting at the 9:00 position of T. E is
positioned in the lower right corner of X. X is below and to the left of C. The object K is positioned below and to
the left of the object E.

Question: What is the relation of the agent T to the agent E?  Gold: upper-left

Faithfulness (/'). The model identifies the relevant support chain through C' and X:

"T is to the left of C with a small gap between them."
"X is below and to the left of C.”
"E is positioned in the lower right corner of X."

The support-only answer matches the original answer, and removing this support makes the answer unavailable.
Thus, both sufficiency and necessity hold:

S =1, N =1, F=1(S+N)=1.0.

Since F' = 1.0, trust cannot be ruled out from faithfulness alone: the maximum possible trustis 0.6 '+ 0.4 = 1.0.

Complexity (C). The relevant support path is 7' — C' — X — E, and the instance contains diagonal spatial
relations. The StepGame complexity components are

SB =0.375, SD =0.625, CL=0.615, HL =0.300, DB = 0.667.

For example, the instance has three supporting sentences and StepGame uses ¢ = 5, giving

3
B =——=0.375.
S 375 0.375

Using the StepGame weights from Table 6,

C = 0.22(SB) + 0.17(SD) + 0.22(CLL) + 0.28(HL) + 0.11(DB)
= 0.22(0.375) + 0.17(0.625) + 0.22(0.615) + 0.28(0.300) + 0.11(0.667)
= 0.481.

Since C' = 0.481 > 7. = 0.45, the short-circuit policy switches to grid-based reasoning at this stage.
Plausibility (P), reported for illustration. The paraphrase and flip checks reveal instability. Two paraphrased

variants preserve upper-left, while one simplified variant drops the vertical component and answers only
left. The flipped question should invert the relation from E to 1" as lower-right, but the model again predicts
upper-1left. Therefore,

PS=2, FC =0, P =1(PS+ FC) = $(0.667 4+ 0) = 0.333.
The corresponding complete trust score is

T = 0.6F + 0.4P = 0.6(1.0) + 0.4(0.333) = 0.733 < 7.

For illustration, we report the remaining trustworthiness signals even though the deployed short-circuit policy has

already switched after observing C' > ..
SWITCH to grid

Text-only answer: left (# gold) Grid answer: upper-left (= gold)

Switch Decision.

Efficiency note. Here, F' = 1.0 is not sufficient to determine the route, so complexity is evaluated next. Because
C > 1, the deployed policy can switch without computing plausibility; the complete plausibility and trust scores
above are shown only to illustrate that trustworthiness also supports the switch.

Takeaway. This example shows why faithfulness alone is insufficient. The answer appears grounded in the correct
support chain, but the complete signals reveal a brittle spatial interpretation: one paraphrase loses the diagonal
component and the flipped question fails completely. The instance is also diagonal-heavy and multi-hop, so both
trustworthiness and complexity indicate that text-only reasoning is unreliable. The grid representation makes the
composed relation explicit and recovers the gold answer upper-1lef't.

Figure 12: Worked StepGame switching example (ko = 8). High complexity triggers the short-circuit switch to
the grid; complete trustworthiness signals are also shown for illustration. Grid reasoning recovers the gold answer
upper-left.
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