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Abstract

Large language models (LLMs) have proven
to be effective tools for a wide range of nat-
ural language processing (NLP) applications.
Although many LLMs are multilingual, most
remain English-centric and perform poorly on
low-resource languages. Recently, several
Southeast Asia–focused LLMs have been de-
veloped, but none are truly open source, as
they do not publicly disclose their training
data. Truly open-source models are impor-
tant for transparency and for enabling a deeper
and more precise understanding of LLM inter-
nals and development, including biases, gen-
eralization, and multilinguality. Motivated by
recent advances demonstrating the effective-
ness of parallel data in improving multilingual
performance, we conduct controlled and com-
prehensive experiments to study the effective-
ness of parallel data in continual pretraining of
LLMs. Our findings show that using only par-
allel data is the most effective way to extend
an LLM to new languages. Using just 34.7B
tokens of parallel data and 180 hours on 8×
NVIDIA H200 GPUs, we built OPENSEAL,
the first truly open Southeast Asian LLM that
rivals the performance of existing models of
similar size1.

1 Introduction

With the democratization of large language model
(LLM) development, enabled by open-source ef-
forts from the research community, region-specific
LLMs have been proposed to improve perfor-
mance across particular language groups, espe-
cially low-resource languages. Consistent with
the no free lunch theorem (Wolpert and Macready,
1997), numerous studies have shown that region-
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of Singapore
1Source code, model weights, and data are available at:

https://github.com/nusnlp/OpenSeal

specific LLMs outperform one-size-fits-all models
(Sengupta et al., 2023; Nguyen et al., 2024).

The most efficient way to build a region-
specific LLM is to continually train a model that
has already been pretrained on trillions of to-
kens—standing on the shoulders of giants. Prior
work has shown that this approach is not only
more efficient but also more effective, achiev-
ing better performance than training from scratch
(Zheng et al., 2024). Most existing approaches
adapt an LLM by further training it on a mixture
of monolingual corpora corresponding to the tar-
get languages (Ng et al., 2025).

Recently, increasing effort has been devoted to
developing large language models for the South-
east Asian region. These efforts include compil-
ing large-scale training corpora (Ng et al., 2025),
building evaluation benchmarks (Lovenia et al.,
2024), and training LLMs that support languages
spoken in the region (Nguyen et al., 2024). How-
ever, none of these models are fully open source.
Existing Southeast Asian LLMs are open-weight
models: while their model weights are publicly
available, their training data (including the train-
ing data of their base LLMs) and training code are
not fully disclosed.

Without complete transparency regarding their
training data, such models risk being poisoned, ei-
ther deliberately by the model provider or inad-
vertently through the inclusion of malicious con-
tent from the Internet. Zhang et al. (2025b) show
that poisoning as little as 0.1% of the training data
can induce harmful behavior in an LLM, and that
this harm can persist even after additional prefer-
ence tuning intended to improve safety and help-
fulness. This makes non–fully open-source LLMs
risky for security-sensitive applications, such as
those in government institutions.

Recent work has demonstrated the effectiveness
of parallel data in improving multilingual capabili-
ties in LLMs (Qorib et al., 2025; Fujii et al., 2024).
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Building on this advancement, we conduct a con-
trolled and comprehensive investigation into the
effectiveness of parallel data for extending LLMs
to new languages. Based on this investigation,
we develop OPENSEAL (Open-source SouthEast
Asian LLM), a fully open-source Southeast Asian
LLM. OPENSEAL is trained using only 34.7B
tokens of parallel data and 180 hours on 8×
NVIDIA H200 GPUs. The training cost based on
commercial rates charged by cloud providers2 is
under US$12,000.

To summarize, our contributions are as follows:

• We propose a good, fast, and cheap way of
adapting an LLM to new languages by uti-
lizing parallel data. We show that under
the same token budget, utilizing only parallel
data is the most efficient. To the best of our
knowledge, we are the first to present a com-
prehensive controlled investigation of the use
of parallel data for continual pretraining.

• We built a new Southeast Asian LLM,
OPENSEAL, by continually training an open-
source English-only LLM (OLMo 2; Walsh
et al. 2025) on a relatively small amount of
parallel data. On translation, commonsense
reasoning, and question answering bench-
marks, OPENSEAL performs at least as well
as — and in some cases outperforms — ex-
isting Southeast Asian LLMs that were based
on high-performing multilingual LLMs and
trained on a much larger amount of multilin-
gual data.

• Our model is fully open (open source, open
data, and open weight), which allows future
research to investigate the multilinguality of
LLMs in a more precise and detailed manner.
To the best of our knowledge, our model is
the first fully open Southeast Asian LLM.

2 Related Work

In this section, we will discuss recent work that
investigates the effectiveness of parallel data for
LLM training—pretraining, continual pretrain-
ing, and instruction tuning—and recent efforts in
building LLMs for the Southeast Asian region.

2.1 Parallel Data in LLM training
Parallel data have been commonly used in train-
ing encoder-only (Conneau and Lample, 2019;

2For example, AWS p5en.48xlarge

Ouyang et al., 2021) and encoder–decoder (Liu
et al., 2020; Chi et al., 2021) LLMs, but early
decoder-only LLMs (Scao et al., 2022) did not uti-
lize parallel data and were trained solely on a mix-
ture of monolingual data.

Qorib et al. (2025) conduct a comprehensive
investigation into the effects of parallel data in
LLM pretraining. They compare pretraining with
and without parallel data in a controlled setting
by fixing the choice and order of the training
data. Their experiments on a 1B-parameter model
trained on 167B tokens show that incorporating
parallel data improves multilingual capabilities
more than monolingual data, especially when par-
allel data are placed at the end of training. While
these findings highlight the value of parallel data
in LLM training, the experiments are limited to 1B
models trained on a relatively small number of to-
kens compared to production-scale LLMs.

A recent multilingual LLM, Apertus
(Hernández-Cano et al., 2026), includes parallel
data in one of its pretraining stages. Similarly,
the model is trained with parallel data in the final
(fifth) pretraining stage. Although the models
have up to 70B parameters, the authors do not
investigate the specific effect of parallel data
during pretraining.

Fujii et al. (2024) utilize parallel data to build a
Japanese LLM by performing continual pretrain-
ing (CPT) of Llama 2 (Touvron et al., 2023). They
first train Llama 2 on 22 million parallel sentence
pairs before further training it on monolingual
data. The motivation for this training order is the
assumption that parallel sentences can facilitate
the transition from English-centric to Japanese-
centric training.

In contrast, ALMA (Xu et al., 2024) adapts
Llama 2 for machine translation by training the
model on parallel data only after it has been
trained on monolingual data. The authors argue
that monolingual training is necessary to improve
the model’s proficiency in non-English languages
before introducing parallel data.

These two approaches adopt the exact opposite
order for utilizing parallel data, and this difference
in training order is not inconsequential. We find
that such differences can result in models with dif-
fering capabilities. Due to the lack of comprehen-
sive empirical studies on the effects of parallel data
in CPT, it remains unclear how parallel data in-
fluence continual pretraining and how they can be
maximally leveraged to extend LLMs to new lan-
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guages.
Ranaldi et al. (2024) utilize parallel data as

an additional signal during instruction tuning.
Specifically, they employ a machine translation
model to translate instruction-following datasets
into multiple languages and incorporate the re-
sulting translation pairs during instruction tuning.
They find that this approach promotes better cross-
lingual transfer. While instruction tuning is out-
side the scope of our current work, this method is
orthogonal to ours and can be applied sequentially.

Our work extends the investigation of parallel
data by Qorib et al. (2025) to continual pretrain-
ing of a base LLM (OLMo 2) that is pretrained
on more than four trillion tokens. In addition to
studying CPT on a much larger scale, we scale
the model size to 7B parameters. Although par-
allel data have been used previously for CPT, to
the best of our knowledge, no comprehensive em-
pirical study has systematically evaluated the role
of parallel data in continual pretraining. Our work
aims to fill this gap and demonstrates that paral-
lel data are highly effective for extending LLMs
to new languages.

2.2 Southeast Asian LLMs
Notable LLMs developed for the Southeast Asian
region include SEA-LION v3.5 (Ng et al., 2025),
Sailor 2 (Dou et al., 2024), and SeaLLM 3 (Zhang
et al., 2025a). All of them were built on multilin-
gual open-weight LLMs by performing continual
pre-training (CPT) on Southeast Asian data, mak-
ing the models more attuned to native texts from
the region. Adapting high-performing multilin-
gual models allows them to retain strong capabil-
ities in English and Chinese, while also providing
a significant head start on high-resource Southeast
Asian languages such as Indonesian and Thai. In
this paper, we will refer to languages using their
ISO 639 codes, as listed in Table 1.

SEA-LION v3.5 has two versions: one built by
performing CPT on Llama 2 8B and the other on
Gemma 2 9B3. CPT was applied to the instruction-
tuned versions of the models using 200B tokens of
data, comprising 50B tokens of English, 110B to-
kens from 10 Southeast Asian languages (id, km,
lo, ms, my, ta, th, tl, vi, zh), and 40B tokens
of code. The models then underwent instruction
tuning and preference tuning on both English and
Southeast Asian data. Between training stages, a

3At the time of writing, only the Llama-based version is
publicly available.

series of model-merging steps was employed to
mitigate catastrophic forgetting. On eight nodes
equipped with 8× NVIDIA H200 GPUs per node,
the total training time was six days for the Llama-
based version and ten days for the Gemma-based
version.

A newer version of SEA-LION (v4) has been
released on HuggingFace4, built by performing
CPT on Gemma 3 and Qwen 3. The Gemma
version has 27B parameters, while the Qwen ver-
sion has 32B parameters. The Gemma model was
continually pretrained on approximately 500B to-
kens from 11 Southeast Asian languages (en, id,
km, lo, ms, my, ta, th, tl, vi, zh), whereas the
Qwen model was continually pretrained on ap-
proximately 100B tokens from 7 Southeast Asian
languages (id, ms, my, ta, th, tl, vi). SEA-LION
v4 also includes vision–language model variants
adapted from Qwen 4B, Qwen 8B, and Gemma
27B. At the time of writing, no technical report
or academic paper on SEA-LION v4 has been re-
leased.

Sailor 2 was built by expanding Qwen 2.5 us-
ing an approach similar to LlamaPro (Wu et al.,
2024), increasing the parameter counts from 0.5B
to 1B, from 7B to 8B, and from 14B to 20B.
These expansions were designed to mitigate po-
tential catastrophic forgetting on English and Chi-
nese tasks. The models were trained on 500B
tokens of data, comprising 400B tokens from 13
Southeast Asian languages (ceb, id, ilo, jv, km,
lo, ms, my, su, th, tl, vi, war) and 100B to-
kens of English text. CPT was performed in two
stages. In the first stage, the model was trained on
450B tokens from a comprehensive dataset cov-
ering 8 Southeast Asian languages and English.
In the second stage, it was trained on high-quality
data covering 13 Southeast Asian languages along
with English instruction-tuning data. The model
then underwent two stages of instruction tuning
and two stages of preference tuning.

SeaLLM 3 was built by performing CPT on
Qwen 2 using data from 12 Southeast Asian lan-
guages (en, id, jv, km, lo, ms, my, ta, th, tl,
vi, zh). Unlike the previously discussed South-
east Asian LLMs, SeaLLM updates only a small
subset of model parameters identified as language-
specific neurons. In addition, CPT was performed
for one language at a time, resulting in multiple

4https://huggingface.co/collections/
aisingapore/sea-lion-v4
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monolingual model variants, each specialized in
a single Southeast Asian language. Subsequently,
the monolingual models were merged into a sin-
gle multilingual model. This training approach re-
quires less data5.

3 Methods

To evaluate the effectiveness of parallel data, we
vary the inclusion and placement of parallel data
and try to maintain the choice and order of the
other training data, while ensuring each data type
is still uniformly distributed. To this end, we de-
fine each data source as small blocks of 262,144
tokens6 (Figure 1). Note that the order of blocks
within a batch (eight blocks for the 1B model or
sixteen blocks for the 7B model) is randomized.

Monolingual data blocks are constructed from a
collection of texts in a single language, whereas
parallel data blocks are formed by concatenat-
ing an English sentence and its Southeast Asian
translation using the format “source language:
source sentence\ntarget language: target
sentence<|endoftext|>”. This format mimics in-
cidental parallel data found in PaLM’s (Chowdh-
ery et al., 2023) training set, as reported by Bri-
akou et al. (2023). To ensure exposure to both
translation directions, we randomize the order of
the source and target languages within each block
(e.g., for en-id blocks, some segments begin with
English, while others begin with Indonesian).

Replay is crucial for mitigating catastrophic for-
getting: even a small replay ratio (e.g., 5%) yields
significant advantages over using no replay. The
replay proportion represents a trade-off between
preserving proficiency in previously acquired do-
mains or languages and adapting to new ones.
Ibrahim et al. (2024) empirically analyze replay
ratios and recommend a 25% replay rate. Follow-
ing this recommendation, we ensure that one out
of every four blocks in our training data is replay
data across all experimental settings.

We define five experimental settings: MULTI-
LINGUAL, MIXED, PARALLEL FIRST, PARAL-
LEL LAST, and PARALLEL ONLY. In the MIXED,
PARALLEL FIRST, and PARALLEL LAST settings,
we maintain an equal ratio of monolingual and
parallel data blocks.

5The amount of training data used for SeaLLM is not dis-
closed.

6This corresponds to 64 sequences of 4,096 tokens (the
maximum context window size).

3.1 Multilingual

The MULTILINGUAL setting reflects the standard
approach to extending an LLM to new languages,
in which the model is continually pretrained solely
on a mixture of monolingual corpora. We sample
data blocks uniformly across all languages to pre-
vent dominance by any single language. Continual
pretraining on a mixture of monolingual corpora
is similar to the approach used by SEA-LION and
other Southeast Asian LLMs.

3.2 Mixed

In the MIXED setting, monolingual and parallel
data blocks are uniformly interleaved. To ensure
that each batch contains both data types, we en-
force the presence of at least one monolingual
block and one parallel block between two replay
blocks. Mixing monolingual data and parallel data
is also employed by Apertus in its fifth pretraining
stage.

3.3 Parallel First

The PARALLEL FIRST setting prioritizes parallel
data in the early stages of continual pretraining.
Once the parallel blocks are exhausted, training
proceeds with multilingual data. This setting is
motivated by the hypothesis that early exposure
to parallel data facilitates the learning of cross-
lingual alignments, which can subsequently be
reinforced and generalized through multilingual
training. Placing parallel data before monolingual
data is also the CPT strategy adopted by Fujii et al.
(2024).

3.4 Parallel Last

This setting begins with monolingual blocks and
switches to parallel data after the monolingual
blocks are exhausted. It is motivated by the hy-
pothesis that extensive monolingual training im-
proves general fluency in new languages before in-
troducing aligned data for enhanced cross-lingual
transfer. Placing monolingual data before parallel
data is the CPT strategy used by ALMA.

3.5 Parallel Only

In the PARALLEL ONLY setting, continual pre-
training relies exclusively on parallel data and
replay data, entirely omitting monolingual data.
This setting tests whether parallel data alone are
sufficient—and potentially superior—to monolin-
gual data for improving multilingual capabilities
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Figure 1: Illustration of the training data sequences of our parallel data investigation.

and cross-lingual transfer, and whether it should
be exclusively used for CPT when available.

4 Experiments

4.1 Model

We build our models via continual pretraining
(CPT) of OLMo 2, a fully open, decoder-only
transformer language model. We experiment with
the 1B and 7B variants of OLMo 2, with the ar-
chitectural details presented in Table 14 in the Ap-
pendix. We first train the 1B model on 10B tokens
to identify the optimal CPT strategy. We then scale
the best configuration to the 7B model by training
on 34.7B tokens and compare it against the MUL-
TILINGUAL setting, which is the most commonly
used CPT setting in prior work.

We keep the OLMo 2 architecture fixed and fo-
cus exclusively on the effects of training data com-
position and ordering during CPT. Starting from
an OLMo 2 checkpoint pretrained on four trillion
tokens of general-domain data, we further adapt
the model using different mixtures of parallel,
multilingual, and replay data discussed in Section
3. Aside from the data mixture, all training hyper-
parameters and model components are identical
across the different settings, enabling a controlled
comparison of how parallel and multilingual data
interact under CPT. Following prior work, we use
the WSD scheduler (Hu et al., 2024). Prior work
(Lu et al., 2024; Fujii et al., 2024) has shown that
vocabulary expansion does not improve LLM per-
formance. Therefore, we use the original OLMo
tokenizer. Details of the training hyperparameters
are provided in Appendix C.

ISO Language # sent. # tokens
Code SEA EN
id Indonesian 70.5M 2.2B 1.9B
km Khmer 5.8M 0.6B 0.1B
lo Lao 4.2M 0.4B 0.1B
ms Malay 56.8M 1.2B 1.0B
my Burmese 10.0M 1.2B 0.2B
ta Tamil 42.5M 3.7B 0.7B
th Thai 29.0M 1.6B 0.6B
tl Tagalog 63.6M 1.4B 1.2B
vi Vietnamese 50.1M 2.4B 1.3B
zh Chinese 71.3M 2.5B 1.7B
Total 403.8M 17.2B 8.8B

Table 1: Number of sentence pairs (# sent.) and tokens
(measured using the OLMo 2 tokenizer) of our parallel
data.

4.2 Data

For the parallel data, we construct a large-scale
SEA–English corpus covering multiple Southeast
Asian languages, comprising approximately 403.8
million parallel sentence pairs in total (Table 1).
The corpus contains 17.2 billion tokens in ten
Southeast Asian languages and 8.8 billion tokens
in English, as measured using the OLMo 2 to-
kenizer. Wherever possible, we rely on NLLB
(Costa-jussà et al., 2022) as the primary source
of parallel data to ensure consistency across lan-
guages. For Thai, however, NLLB data are not
available; therefore, we aggregate parallel data
from multiple publicly available sources7.

For the Southeast Asian multilingual data, we
use SEA-PILE-v2 (Ng et al., 2025), a large-scale
multilingual corpus covering Southeast Asian lan-

7bible-uedin, CCAligned, ELRC_2922, GNOME, HPLT,
KDE4, OpenSubtitles, QED, Tanzil, TED2020.
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Model Param EN → XX XX → EN XNLI Avg
Multilingual 1B 12.51 14.50 43.28 23.43
Mixed 1B 23.69 25.63 43.28 30.87
Parallel First 1B 19.00 20.85 44.81 28.22
Parallel Last 1B 22.69 26.55 42.84 30.69
Parallel Only 1B 24.12 26.24 44.09 31.48

Table 2: Comparison of translation (BLEU scores) and commonsense reasoning performance under different 1B
training settings. The highest score is bolded, while the second-highest score is underlined.

guages. Since Chinese is not included in SEA-
PILE-v2, we source Chinese monolingual data
from the MAP-CC corpus (Du et al., 2024), which
consists of high-quality text from diverse sources,
including books, encyclopedias, academic papers,
and web articles.

For the replay data, we sample from OLMo
2’s second-stage pretraining data, which con-
sist of a diverse mixture of high-quality En-
glish corpora. They include filtered web data,
instruction-tuned data, technical question–answer
data, academic papers, encyclopedic text, and
mathematics-focused data.

When sampling the data, we aim to sample each
data source uniformly by equalizing the number of
tokens drawn from each source. The total number
of available tokens for each data source is provided
in Appendix A.

4.3 Evaluation

We evaluate the models on translation, multilin-
gual commonsense reasoning, and question an-
swering tasks. Translation quality is assessed us-
ing the BLEU metric (Papineni et al., 2002), com-
puted with SacreBLEU (Post, 2018). Translation
performance is evaluated in both directions—from
Southeast Asian languages to English and from
English to Southeast Asian languages—using test
sets from FLORES-200 (Costa-jussà et al., 2022).
For all translation evaluations, we employ a fixed
5-shot prompting setup across all models reported
in this study.

In addition to translation, we evaluate multilin-
gual commonsense reasoning using XNLI (Con-
neau et al., 2018), XCOPA (Ponti et al., 2020),
and PAWS-X (Yang et al., 2019), as well as
question answering using XQuAD (Artetxe et al.,
2020). All experiments are conducted using the
lm-evaluation-harness8 with the default settings,
unless otherwise specified.

8https://github.com/EleutherAI/lm-evaluation-harness

For XNLI, we report results for English, Thai,
Vietnamese, and Chinese. We use the XNLI test
set instead of the default validation set. XCOPA
is evaluated on English (from the COPA dataset
(Roemmele et al., 2011)), Indonesian, Tamil, Thai,
Vietnamese, and Chinese, covering a diverse set
of typologically distinct languages. For PAWS-X,
we evaluate performance on English and Chinese.
For XQuAD, we evaluate the models on English,
Chinese, Thai, and Vietnamese using the F1 met-
ric. Although XQuAD was designed for extrac-
tive question answering, we evaluate the models
in a generative setting. Specifically, we prompt all
models to generate answers directly rather than ex-
tract answer spans from the supporting documents.

Our multilingual evaluation setup enables a
consistent assessment across languages and tasks.
In all experiments, we assess statistical signifi-
cance using paired bootstrap resampling (Koehn,
2004) with 1,000 samples.

5 Results

Our controlled experiments on the effect of paral-
lel data show that the PARALLEL ONLY strategy is
the most effective for extending LLMs to new lan-
guages. It significantly outperforms (p < 0.01)
other settings in both translation directions, ex-
cept when compared with PARALLEL LAST in the
XX → EN direction, where no statistically signif-
icant difference is observed (Table 2). In addition,
PARALLEL ONLY significantly outperforms PAR-
ALLEL LAST on XNLI. As no other configuration
significantly outperforms PARALLEL ONLY, this
strategy is superior overall.

Given the strong performance of PARALLEL

ONLY at the 1B scale, we next examine whether
this advantage persists as we scale the model size
and training data. Table 3 reports results for
the larger 7B model, trained on 34.7B tokens.
We compare our OPENSEAL model against state-
of-the-art Southeast Asian LLMs, namely SEA-
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Model Param Translation Reasoning QA
EN → XX XX → EN XNLI XCOPA PAWS-X XQuAD

Multilingual 7B 24.17 30.15 45.73 70.30 60.08 42.25
Parallel Only (OPENSEAL) 7B 31.12 38.04 45.40 70.20 64.70 45.14
SeaLLM v3 7B 17.85 25.71 43.28 70.53 60.18 27.93
Sailor2 8B 31.09 36.37 44.59 74.50 64.53 41.51
SEA-LION v3.5 8B 25.37 32.03 46.11 70.37 63.58 23.38

Table 3: Comparison of translation, commonsense reasoning, and question answering performance across 7B–8B
multilingual models. The highest score is bolded, while the second-highest score is underlined.

LION v3.59, SeaLLM v3, and Sailor2. For fair
comparison, we use the base models of SeaLLM
v3 and Sailor2. For SEA-LION v3.5, we use
the instruction-tuned version, as the base model
is not publicly released. Consistent with the 1B-
scale findings, PARALLEL ONLY (OPENSEAL)
achieves substantial gains in translation quality, at-
taining the highest BLEU scores in both EN→XX
and XX→EN directions. Improvements of PAR-
ALLEL ONLY (OPENSEAL) over other Southeast
Asian LLMs are statistically significant (p <
0.01), except when compared with Sailor 2 in the
EN → XX direction, where no significant differ-
ence is observed.

Beyond translation, PARALLEL ONLY

(OPENSEAL) remains competitive on XNLI,
XCOPA, PAWS-X, and XQuAD. It achieves the
best score on PAWS-X and XQuAD among all
compared models, significantly outperforming
SeaLLM v3 and MULTILINGUAL (p < 0.05). In
addition, there are no significant differences on
XNLI and XCOPA, except when compared with
Sailor 2 on XCOPA.

Overall, across all evaluated tasks and models,
PARALLEL ONLY (OPENSEAL) is significantly
outperformed only by Sailor 2 on XCOPA, while
it significantly outperforms all models—including
Sailor 2—on the translation task and XQuAD.
This result is notable because other Southeast
Asian LLMs are built from strong multilingual
LLMs and continually trained on substantially
larger corpora (400B tokens for Sailor 2 and 200B
tokens for SEA-LION v3.5), whereas OPENSEAL

is built by continual pretraining of an English-only
LLM on just 34.7B tokens. These findings high-
light the effectiveness and efficiency of parallel
data for CPT.

9At the time of our experiments, SEA-LION v3.5 was the
latest released version.

6 Analysis

6.1 Impact of Parallel Data

To isolate the contribution of parallel SEA sen-
tences, we introduce an ablated variant of PAR-
ALLEL ONLY (OPENSEAL), denoted as MULTI-
LINGUAL REPLACEMENT, in which the SEA sen-
tences in the parallel data blocks are replaced with
multilingual SEA text from SEA-PILE-v2. All
other components are kept identical: the replay
data, the English-side data, and the adjacency-
based training format remain unchanged. The lan-
guage proportion of the training data is also iden-
tical to OPENSEAL. This design allows us to as-
sess whether the advantages of OPENSEAL stem
from bilingual alignment enabled by genuine par-
allel sentences.

Table 4 shows that this substitution results in
significant (p < 0.05) performance degradation in
translation, PAWS-X, and XQuAD. Specifically,
the EN → XX translation score drops from 31.12
to 22.03, the XX → EN score from 38.04 to 23.19,
the PAWS-X score from 64.70 to 62.45, and the
XQuAD score from 45.14 to 41.03. No significant
differences are observed on XNLI or XCOPA.

Overall, these findings directly address our pri-
mary research question, demonstrating that the
benefits of OPENSEAL arise from deliberate bilin-
gual alignment provided by authentic parallel sen-
tences. The results further indicate that perform-
ing CPT using only parallel data does not cause
the model to overfit to translation, as it also yields
improved performance on commonsense reason-
ing and question answering tasks.

6.2 Logit Lens

Recent work by Wendler et al. (2024) examined
latent language probabilities through the logit lens
and demonstrated that multilingual LLMs exhibit
a distinctive depth-wise progression at the final
training checkpoint: early layers encode mini-
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Model Param Translation Reasoning QA
EN → XX XX → EN XNLI XCOPA PAWS-X XQuAD

OPENSEAL 7B 31.12 38.04 45.40 70.20 64.70 45.14
Multilingual Replacement 7B 22.03 23.19 46.13 69.83 62.45 41.03

Table 4: Comparison of translation, commonsense reasoning, and question answering performance between PAR-
ALLEL ONLY and MULTILINGUAL REPLACEMENT. The higher score is bolded.

(a) Layer 20 (b) Layer 24 (c) Layer 30 (d) Layer 31 (e) Layer 32

Figure 2: Language probabilities of the PARALLEL ONLY (7B) model on the Chinese Cloze task across layers and
training checkpoints.

(a) Layer 20 (b) Layer 24 (c) Layer 30 (d) Layer 31 (e) Layer 32

Figure 3: Language probabilities of the MULTILINGUAL (7B) model on the Chinese Cloze task across layers and
training checkpoints.

mal language-specific signals, intermediate lay-
ers prioritize English representations, and deeper
layers shift toward the target language. How-
ever, their analysis is limited to a single fully
trained model, leaving open questions about how
language-specific representations develop over the
course of training and how different continual pre-
training strategies influence this process.

We extend this analysis by tracking language
probabilities across training checkpoints on a Chi-
nese cloze task. In this fill-in-the-blank setting, we
project the latent representation at each layer into
vocabulary space and measure the probabilities of
the correct Chinese token and its English transla-
tion. An example prompt is provided in Table 16
in the Appendix.

Figures 2 and 3 show the results of our anal-
ysis on the PARALLEL ONLY (7B) and MULTI-
LINGUAL (7B) models. We focus on layers 20
and above, where non-trivial language signals first
emerge. Both models reveal a consistent depth-
dependent pattern: layer 20 shows weak and un-
stable English-leaning behavior; intermediate lay-
ers (e.g., layer 24) display a pronounced English-
dominant phase across training checkpoints; and
deeper layers increasingly transition toward Chi-
nese dominance.

Despite these shared patterns, the temporal dy-
namics of the transition differ between the two
models, particularly around layer 30. Figure 2
shows that the PARALLEL ONLY model undergoes
a more gradual shift, with Chinese probability sur-
passing English only in the later stages of train-
ing. In contrast, Figure 3 shows that the MUL-
TILINGUAL model exhibits an earlier and more
abrupt transition, characterized by a sharp increase
in Chinese probabilities and a corresponding de-
crease in English probability across checkpoints.

English probabilities in the MULTILINGUAL

model are also generally lower than those in the
PARALLEL ONLY model, especially in layers 30
and 31. Together, these observations suggest that
the PARALLEL ONLY model “thinks” more in En-
glish than the MULTILINGUAL model, a behavior
also observed in strong multilingual models such
as Llama 2 (Wendler et al., 2024). This may in-
dicate stronger cross-lingual transfer in the PAR-
ALLEL ONLY model, which could help explain its
superior performance across tasks.

7 Conclusion

Our study investigates data choices for extend-
ing an English-only LLM, OLMo 2, to new lan-
guages and demonstrates that, under a fixed to-
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ken budget, training with only parallel data yields
the strongest performance. We further validate
this finding on a 7B model continually pretrained
on 34.7B tokens, where we compare parallel-only
continual pretraining with the more conventional
multilingual data approach and observe consis-
tent trends. Through ablation experiments and
Logit Lens analyses, we provide evidence that the
sentence-level alignment inherent in parallel data
plays a key role in its effectiveness, likely by facil-
itating stronger cross-lingual transfer.

Building on these insights, we introduce
OPENSEAL, the first fully open Southeast Asian
LLM. Our model is fully transparent, enabling
careful inspection for security-sensitive applica-
tions and promoting AI sovereignty. By releasing
models that are entirely open, we aim to support
future in-depth research on multilinguality, bias,
and other related properties of LLMs.

Despite being trained with a relatively modest
computational budget, OPENSEAL matches or, in
some cases, surpasses existing Southeast Asian
LLMs that are derived from high-performing mul-
tilingual foundations and trained on substantially
larger multilingual corpora. Overall, our results
suggest that continually pretraining an English
LLM with parallel data offers a good, fast, and
cheap pathway to building high-quality, region-
focused language models.

Limitations

This work focuses less on building the highest-
performing LLM and more on empirically inves-
tigating and analyzing the effectiveness of parallel
data for adapting LLMs to new languages, using
Southeast Asian languages as a case study. Our
study focuses on the continual pretraining stage
and does not include instruction tuning, which
could otherwise confound the results. We leave the
investigation of instruction tuning to future work.
Due to computational resource limitations, our ex-
periments are conducted only at the 1B and 7B pa-
rameter scales. We believe that our work poses
no immediate risk to society or to any individuals
or organizations; however, we recommend caution
when using our models, as they have not under-
gone any safety or value alignment.
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A Resources

In this section, we report the details of the data
sources used in our experiments. We report the
statistics of our SEA multilingual data (Table 5),
Chinese multilingual data (Table 6), and replay
data (Table 7).

ISO Code # tokens
id 54.6B
km 1.7B
lo 2.1B
ms 11.8B
my 0.8B
ta 46.3B
th 16.5B
tl 2.5B
vi 90.0B

Table 5: Number of tokens of SEA-PILE-v2, measured
using the OLMo 2 tokenizer.

Data source # tokens
Internet (common crawl) 677.6B
Books 56.8B
Academic papers 33.6B
Others (QA, etc.) 29.6B
Encyclopaedia 2.4B
Total 800.0B

Table 6: Number of tokens of the MAP-CC dataset,
measured using the original tokenizer from the paper.

B Results

In this section, we report the detailed experimen-
tal results for each language. We report the mod-
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Corpus name # tokens
Filtered DCLM 752.0B
Decontaminated FLAN 17.0B
StackExchange Q&A 1.3B
peS2o 58.6B
Wikipedia/Wikibooks 3.7B
Dolmino Math 10.7B
Total 843.3B

Table 7: Number of tokens of replay data sampled from
OLMo 2’s second-stage pretraining, measured using
the OLMo 2 tokenizer.

els’ performance on translating texts from South-
east Asian languages into English (Table 8) and
English into Southeast Asian languages (Table 9).
We report the detailed performance on common-
sense reasoning tasks, which include XNLI (Ta-
ble 10), XCOPA (Table 11), and PAWS-X (Ta-
ble 12). We report the question answering perfor-
mance on XQuAD in Table 13.

C Training Details

We report the architectural configurations of the
1B and 7B models in Table 14, and summarize
the corresponding training hyperparameters in Ta-
ble 15. All experiments were conducted using
8× NVIDIA H200 GPUs. Training the 1B model
on 10B tokens required approximately 11 hours,
while training the 7B model on 34.7B tokens took
approximately 180 hours.
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Model Size id km lo ms my ta th tl vi zh Avg
Mixed 1B 42.81 21.14 23.87 42.33 4.52 12.98 24.01 32.50 29.13 23.03 25.63
Parallel First 1B 35.31 13.60 18.02 35.26 3.52 11.36 20.50 32.22 23.01 15.71 20.85
Parallel Last 1B 41.00 21.46 23.76 42.02 7.29 17.71 24.35 38.31 27.99 21.59 26.55
Multilingual 1B 29.61 3.07 1.17 30.10 0.30 4.07 12.98 30.53 18.24 14.96 14.50
Parallel Only 1B 42.98 23.10 6.13 42.61 5.85 11.88 27.35 43.86 34.71 23.97 26.24
Multilingual 7B 41.56 26.70 30.67 41.75 10.86 21.83 27.84 44.07 34.42 21.76 30.15
Parallel Only 7B 49.48 32.92 34.94 49.06 22.44 33.45 35.07 51.93 41.00 30.06 38.04
SeaLLM v3 7B 41.53 16.31 8.84 40.68 7.59 12.87 28.97 36.47 34.99 28.80 25.71
Sailor2 8B 46.26 32.70 37.22 46.10 24.70 28.57 32.84 48.16 39.38 27.73 36.37
SEA-LION v3.5 8B 42.78 26.77 26.70 41.72 20.91 26.54 30.13 42.98 35.48 26.32 32.03

Table 8: BLEU scores for translation into English.

Model Size id km lo ms my ta th tl vi zh Avg
Mixed 1B 44.99 8.61 7.75 39.83 2.18 6.21 19.65 33.45 37.93 36.32 23.69
Parallel First 1B 37.44 4.58 7.83 32.97 2.26 2.51 14.60 29.54 30.04 28.19 19.00
Parallel Last 1B 45.73 2.07 3.58 40.57 1.78 6.63 20.05 33.71 38.69 36.77 22.96
Multilingual 1B 28.13 0.19 0.65 25.92 0.61 0.30 6.11 23.17 19.89 20.10 12.51
Parallel Only 1B 45.69 3.19 6.65 40.99 2.33 8.81 21.22 34.31 39.50 38.51 24.12
Multilingual 7B 41.40 13.87 14.61 37.66 5.28 7.73 20.62 34.30 35.30 30.90 24.17
Parallel Only 7B 49.50 17.99 16.47 44.50 9.25 17.58 28.66 37.92 43.44 45.86 31.12
SeaLLM v3 7B 35.27 3.16 0.91 25.81 1.96 1.22 15.92 15.73 35.22 43.27 17.85
Sailor2 8B 47.82 22.01 22.82 41.36 15.77 11.67 27.31 37.15 43.35 41.68 31.09
SEA-LION v3.5 8B 42.03 12.51 12.02 36.50 8.09 12.32 21.01 31.90 39.09 38.18 25.37

Table 9: BLEU scores for translation from English.

Model Size en th vi zh Avg
Mixed 1B 51.54 41.72 44.37 35.47 43.28
Parallel First 1B 52.79 43.31 44.15 39.00 44.81
Parallel Last 1B 51.00 42.91 44.15 33.29 42.84
Multilingual 1B 52.77 39.42 41.86 39.08 43.28
Parallel Only 1B 52.97 44.49 44.23 34.67 44.09
Multilingual 7B 52.61 45.45 47.76 37.11 45.73
Parallel Only 7B 52.10 47.50 47.33 34.65 45.40
SeaLLM v3 7B 53.77 40.32 42.87 36.17 43.28
Sailor2 8B 54.65 44.45 45.55 33.69 44.59
SEA-LION v3.5 8B 52.79 47.05 46.23 38.36 46.11

Table 10: XNLI scores for each language.
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Model Size en id ta th vi zh Avg
Mixed 1B 77.80 63.80 53.00 56.60 63.60 59.20 62.33
Parallel First 1B 79.20 64.20 54.80 54.20 63.00 58.60 62.33
Parallel Last 1B 77.40 61.40 54.80 56.00 65.00 59.60 62.37
Multilingual 1B 76.60 63.40 55.40 57.20 65.40 58.40 62.73
Parallel Only 1B 77.40 61.20 54.60 55.80 61.60 59.40 61.67
Multilingual 7B 86.00 73.60 61.60 61.60 72.80 66.20 70.30
Parallel Only 7B 85.00 74.00 59.60 60.00 73.80 68.80 70.20
SeaLLM v3 7B 87.80 71.00 53.80 61.20 72.40 77.00 70.53
Sailor2 8B 87.40 79.40 62.60 65.00 78.20 74.40 74.50
SEA-LION v3.5 8B 87.80 72.80 59.60 59.80 73.00 69.20 70.37

Table 11: XCOPA scores for each language.

Model Size en zh Avg
Mixed 1B 58.80 55.80 57.30
Parallel First 1B 56.90 52.85 54.88
Parallel Last 1B 59.35 52.00 55.68
Multilingual 1B 58.50 47.00 52.75
Parallel Only 1B 61.15 53.30 57.23
Multilingual 7B 66.45 53.70 60.08
Parallel Only 7B 70.10 59.30 64.70
SeaLLM v3 7B 66.85 53.50 60.18
Sailor2 8B 70.90 58.15 64.53
SEA-LION v3.5 8B 66.45 60.70 63.58

Table 12: PAWS-X scores for each language.

Model Size en th vi zh Avg
Mixed 1B 58.65 13.63 8.02 29.71 27.50
Parallel First 1B 61.96 12.79 7.22 24.50 26.62
Parallel Last 1B 59.11 14.64 16.28 25.65 31.42
Multilingual 1B 59.43 13.93 7.48 36.66 29.38
Parallel Only 1B 63.56 13.44 10.85 16.72 26.14
Multilingual 7B 80.14 29.57 23.16 36.13 42.25
Parallel Only 7B 79.66 19.63 40.01 41.28 45.14
SeaLLM v3 7B 16.04 41.45 19.49 34.72 27.93
Sailor2 8B 32.90 62.59 57.07 13.47 41.51
SEA-LION v3.5 8B 21.77 34.71 13.54 23.50 23.38

Table 13: XQuAD scores for each language.

Hyperparameter 1B 7B
Number of layers 16 32
Embedding dimension 2048 4096
Intermediate dimension 8192 22016
Attention heads 16 32
Context window 4096 4096
Vocabulary size 100352 100352

Table 14: Architecture of the OLMo 2 1B and 7B models.
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Hyperparameter 1B 7B
Global batch size 512 1024
Micro batch size (per device) 4 2
Learning rate 2.0× 10−4 2.0× 10−4

Weight decay 0.1 0.1
Optimizer AdamW AdamW
(β1, β2) (0.9, 0.95) (0.9, 0.95)
Gradient clip 1.0 1.0
Max sequence length 4096 4096

Table 15: Training hyperparameters for the 1B and 7B experiments.

Two-shot example "_"是某事物是、曾是或将要建立的位置。答案："址"。
"_"是火车或公共汽车定期停靠以便乘客上下车的地方。答案："站"。

Question "_"用来阅读故事。答案：
(A "_" is used to read stories. Answer:)

Chinese answer 书

English answer book

Table 16: An example prompt for the Chinese cloze task. The input to the model is the concatenation of the two-
shot example and the question.
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