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Abstract

World models offer a principled way to
equip long-horizon LLM agents with fore-
sight: predictions of action consequences be-
fore execution. However, unreliable fore-
sight can be ignored, misused, or even de-
grade downstream decision-making. In this
paper, we introduce WORLDEVOLVER, a self-
evolving world model framework that revises
its deployment-time context while keeping the
downstream agent and all model parameters
frozen. WORLDEVOLVER integrates three
modules: (i) Episodic Memory, which exploits
real action transitions through retrieval-based
simulation; (ii) Semantic Memory, which ex-
tracts persistent heuristic rules from prediction-
observation mismatches; and (iii) Selective
Foresight, which filters low-confidence pre-
dictions before integrating them into agent
reasoning context. We evaluate WORLDE-
VOLVER on ALFWorld and ScienceWorld, mea-
suring world model prediction accuracy on
Word2World and downstream agent success
rate on AgentBoard. Extensive experiments
show that WORLDEVOLVER achieves the high-
est prediction accuracy across three backbones
and leads other world model baselines on down-
stream agent success rate, demonstrating that
test-time memory revision enhances both pre-
dictive fidelity and planning performance.

1 Introduction

LLM agents are typically improved through mem-
ory: reusing verbal feedback, retrieved experiences,
skill libraries, or persistent context across interac-
tions (Shinn et al., 2023; Wang et al., 2024a; Packer
et al., 2023). A complementary paradigm is emerg-
ing through world models (Li et al., 2025a; Ding
et al., 2025; Maes et al., 2026), where agents im-
prove not only by recalling past interaction expe-
rience, but also by anticipating future outcomes
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Figure 1: Contrast of different world models. Frozen (a)
and offline-tuned (b) world models supply predictions
to the agent without revising from deployment-time in-
teraction; self-evolving (c¢) world models accumulate
realized transitions and evolve through mismatches be-
tween predicted and observed outcomes.

under candidate actions, analogous to learned en-
vironment models in model-based reinforcement
learning (Ha and Schmidhuber, 2018; Hafner et al.,
2025). Recent LLM-agent work follows this intu-
ition through next-state prediction for web naviga-
tion (Chae et al., 2025), one-step visual web looka-
head (Gu et al., 2025), explicit prediction before
ReAct-style action (Fu et al., 2025), and task knowl-
edge models for text-game planning (Qiao et al.,
2024). These works suggest that world-model fore-
sight can serve as a useful complement to memory-
based adaptation, particularly for planning and de-
cision making in long-horizon tasks.

However, the reliability of foresight is not static.

Deployed agents continually face evolving envi-
ronments and new task instances, creating distri-
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bution shifts analogous to the sim-to-real gap in
robotics (Tobin et al., 2017). As a result, a frozen
world model (Figure 1(a)) suffers from such distri-
bution shifts and can mispredict future transitions.
At the same time, absorbing each mismatch through
gradient-based parameter updates (Figure 1(b)) is
a poor fit for online deployment: such updates in-
cur high computation costs at LLM scale and can
introduce side effects such as over-editing or catas-
trophic forgetting (Zheng et al., 2023; Yao et al.,
2023b; Hartvigsen et al., 2023).

This makes self-evolution (Qiu et al., 2026; Chu
et al., 2026) a fundamental requirement for de-
ployed world models (Figure 1(c)): they should
detect mismatches between predicted and observed
outcomes and adapt accordingly. Meanwhile, the
agent-environment loop already exposes reusable
evidence: realized transitions record what actu-
ally happened, while prediction-observation mis-
matches indicate what the world model misunder-
stood. Retaining these signals as explicit context
offers an auditable alternative to repeated parame-
ter updates, so later predictions can condition on
deployment-time evidence to generate more reli-
able foresight without changing model weights.

Even once such evidence is retained, foresight
remains an action-conditioning signal: once ren-
dered to the agent, it can change the next action.
Prior work shows that current agents can ignore,
misuse, or even be harmed by world-model simu-
lations (Qian et al., 2026), echoing model-based
RL evidence that learned rollouts should be trusted
selectively under model error (Janner et al., 2019).
Similarly, recent adaptive-lookahead work further
suggests that useful imagination depends on when
and how far the agent should simulate, rather than
on fixed-horizon rollouts (Liu et al., 2026). The
controlled oracle diagnostic in Figure 2 provides
supporting evidence under a fixed agent and back-
bone: noisy foresight hurts action accuracy, while
oracle foresight improves it.

These observations motivate WORLDEVOLVER:
a standalone self-evolving world model that contin-
uously revises its deployment-time context while
the downstream agent and all model parame-
ters remain frozen. It addresses three succes-
sive deployment-time challenges through a three-
module design: grounding predictions in realized
transitions when parametric knowledge is insuffi-
cient, abstracting individual prediction-observation
mismatches into reusable knowledge, and filter-
ing unreliable foresight before it can condition the
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Figure 2: Preliminary oracle study with Gemma-4-26B-
A4B on the Word2World evaluation set (Li et al., 2025b).
The ReAct agent receives no foresight, noisy foresight,
or perfect foresight, and generated actions are scored
against teacher actions by exact action accuracy.

agent. This structure supports online adaptation.

Concretely, our proposed WORLDEVOLVER
couples three complementary mechanisms in an
executed-action-aligned loop. Episodic Memory
serves as the exploitation component that reuses
accumulated action-transition experience through
retrieval-based simulation, while Semantic Mem-
ory acts as the exploration component that turns
prediction-observation mismatches into persistent
heuristic knowledge. To mitigate the risk of un-
reliable foresight, Selective Foresight filters low-
confidence predictions before exposing them to the
frozen agent. If foresight changes the draft action,
the world model predicts the revised action again
and, after execution, stores the realized transition
in Mg and updates Mg from the corresponding
prediction-observation mismatch. In summary, our
contributions are as follows:

¢ We introduce WORLDEVOLVER, a standalone
self-evolving world model for LLM agents that
revises the deployment-time world-model con-
text while the agent and all model parameters
remain frozen during environmental interaction.

* We instantiate this memory-centric foresight
framework as an executed-action-aligned loop
with three mechanisms: Episodic Memory re-
trieves realized transitions, Semantic Memory
accumulates mismatch-derived rules, and Selec-
tive Foresight filters unreliable predictions before
they reach the agent.

* We benchmark the WORLDEVOLVER framework
against RAWM-¢ and ITP-I on Word2World (Li
et al., 2025b), ALFWorld (Shridhar et al., 2021),
and ScienceWorld (Wang et al., 2022), evaluat-
ing both world-model prediction alignment with
future observations and downstream planning im-
provements from the generated foresight.
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2 Related Work

World Models For LLM Agents. World-model
foresight extends the model-based reinforcement
learning lineage (Ha and Schmidhuber, 2018;
Hafner et al., 2025) to language agents. Ex-
isting systems instantiate this idea by using an
LLM as both planner and simulator (Hao et al.,
2023), training next-state predictors for web navi-
gation (Chae et al., 2025), adding explicit predic-
tion before action (Fu et al., 2025), or learning
task-level world knowledge for text-game plan-
ning (Qiao et al., 2024). Other work improves
foresight through offline training or joint optimiza-
tion, such as co-training agents and world mod-
els (Fang et al., 2025), retrieval-augmented world
model learning (Yang et al., 2025), and synthetic-
environment training (Ding et al., 2026). RAWM-¢
retrieves from a fixed transition library with a PPO-
trained head (Yang et al., 2025). AutoManual con-
structs an online manual for the planner (Chen et al.,
2024), while WALL-E 2.0 builds symbolic transi-
tion knowledge for model-predictive control (Zhou
et al., 2025). Imagine-then-Plan adapts the imagi-
nation horizon (Liu et al., 2026). A complementary
lesson from episodic-control and language-agent
memory systems is that accumulated interaction
experience can ground later decisions through re-
trieved histories (Blundell et al., 2016; Pritzel et al.,
2017; Deng et al., 2024; Zheng et al., 2024; Zhong
et al., 2024; Zhou et al., 2024; Liu et al., 2025).
WORLDEVOLVER starts with empty memory, accu-
mulates executed transitions and mismatch-derived
textual rules online without parameter updates,
confidence-gates one-step predictions, aligns mem-
ory updates with the executed action, and leaves
the downstream policy frozen.

Self-Evolution. Recent work increasingly studies
self-evolving agents, where interaction improves
behavior through verbal feedback, skill libraries,
distilled experience, or persistent context (Wang
et al., 2024a; Packer et al., 2023; Zhao et al., 2024).
A growing line of fully autonomous approaches
removes human supervision and bootstraps agents
from zero or minimal data. Challenger-solver
methods co-evolve a task proposer and a solver,
with the proposer generating increasingly difficult
tasks (Huang et al., 2025; Yu et al., 2025; Xia et al.,
2025; Yue et al., 2026). WebRL instead adapts
an online curriculum from the web agent’s current
performance (Qi et al., 2025). Early Experience
and DreamGym improve agents by collecting or

synthesizing interaction data (Zhang et al., 2025a;
Chen et al., 2025), while Co-Evolving Agents and
CURE use failures or mutual evaluation to improve
specialized learners (Jung et al., 2025; Wang et al.,
2025). Several works also couple agents with co-
evolving task generators or environment simulators
that adapt to the agent’s frontier (Guo et al., 2025).
Closer to our setting, a few recent efforts begin to
evolve a learned world model alongside the agent,
either by retraining it on environment rollouts via
self-supervised RL (Yu et al., 2026; Ding et al.,
2026), dynamically updating an abstracted state
model during exploration (Kim and Hwang, 2025),
or alternating updates between neural and symbolic
components (Zhao et al., 2026). However, most ex-
isting methods evolve the agent policy or external
context, rather than the world model that supports
future prediction. As a result, they do not directly
address how predictive models should adapt under
changing environments or unreliable foresight.

3 Methodology

3.1 Problem Formulation

We formulate each task as a partially observed in-
teraction process (S,.A, O, T), where S is the en-
vironment state space, A is the action space, O is
the observation space, and 7 : S x A — S is the
transition function. At time step ¢, the agent can-
not directly access the hidden environment state.
Instead, it observes a textual interaction state:

St = (0170/17 .. 7Ot—17at—170t)7

where 0; € O and a; € A denote observations and
actions, respectively. Given the current state s, the
agent policy generates an action:

Q¢ ~ 7T9(' ’ St).

A world model predicts future K -step observations
from the current state and a candidate action:
We( ’ St, at)'

(Ot41s- -+ 0t4K) ~

We mainly focus on one-step foresight because the
next predicted observation 0441 from the world
model directly influences the current action deci-
sion of the agent, while the realized observation
ot+1 immediately provides supervision on whether
the prediction was reliable. The goal is therefore to
select and improve 0;41 through deployment-time
continual evolution, while keeping both the agent
policy mp and world model Wy frozen.
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Figure 3: Overview of WORLDEVOLVER. A frozen world model produces action-conditioned predictions using
Episodic Memory for exploitation through retrieval-based simulation over previous action transitions and Semantic
Memory for exploration through persistent heuristic-rule discovery from prediction-observation mismatches. Selec-
tive Foresight filters the prediction before it conditions the frozen agent.

3.2 WORLDEVOLVER

WORLDEVOLVER addresses a central challenge
in world-model-based agents: predicted futures
can improve decision making, but unreliable fore-
sight may also mislead the agent. As illustrated in
Figure 3, rather than updating model parameters,
WORLDEVOLVER evolves the evidence provided
to the frozen world model at inference time.

At step ¢, the frozen world model Wy is aug-
mented with a non-parametric memory store:

M; = (ME,ME),

where M}, denotes Episodic Memory and MY de-
notes Semantic Memory. The world model con-
ditions on the current task context, observation,
candidate action, and retrieved memory to generate
predictions that are gated by confidence.

Inspired by the classical distinction between
episodic and semantic memory (Tulving, 1972),
Episodic Memory stores concrete interaction ex-
periences, while Semantic Memory stores ab-
stract, reusable knowledge. In WORLDEVOLVER,
Episodic Memory supports exploitation by re-
calling relevant transitions, whereas Semantic
Memory supports exploration and uses prediction-
observation mismatches as its update signal.

Episodic Memory Episodic Memory stores con-
crete interaction experiences. The key intuition is
that previous transitions can provide useful ground-
ing for predicting what may happen after a similar
action in the current environment state. Prior work
on language-agent memory shows that retrieved
trajectories and replayed experiences can improve
decision making by grounding new actions in previ-
ous interactions rather than relying only on abstract

instructions. The episodic memory contains real-
ized transitions MY, = {(0i, ai, 0i+1) }i<t. Given
a candidate action a; and retrieval size ks, it re-
trieves the k)7, most similar past transitions:

kg

MtE’kJWE (ar) = TOpK(0i7ai70i+1)€MtE sim{ay, a;).

It then renders each selected item as raw text con-
taining the previous observation, action, and next
observation in the context. The similarity function
sim is defined as the Jaccard score over the open-
vocabulary action token set. Since new memory
records are appended only after execution, retrieval
at step ¢ only relies on previously accumulated ex-
perience, with the episodic memory updated as

Mg = M U{(or, at, 0041)}-

Semantic Memory The semantic memory con-
verts prediction-observation mismatches into per-
sistent textual heuristics without updating model
parameters. Instead of treating mismatches as fail-
ures of the world model weights, we interpret them
as feedback on the contextual memory. Such mis-
matches provide correction evidence for improving
future simulations. We store these corrections as
MY = {(r;, el)}llffl where each r; is a heuristic
rule with evidence score ¢; € R.

Before applying the textual revision, we first
compare predictions and observations in a factor-
ized state space. The key comparison is therefore
not whether two observations share the same sur-
face wording, but whether they describe the same
objects, relations, and actions. For example, the
observation “The fridge 1 is open. In the fridge I,
you see an apple 1.” can be factorized into tuples
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such as (‘fridge 1’, ‘is’, ‘open’) and (‘apple 1’, ‘in’,
‘fridge 1’). Following Hao et al. (2023) and Shen
et al. (2026), we use a mapping function g to trans-
form raw observation text into factorized tuples,
producing 241 = g(6¢+1) and 2¢41 = g(0g11).
The revision process therefore follows the pipeline

Wy .
(Su a) — Ot+1,

N N LLM criti
(6141, 0041) 2 (Beg1, 2e41) ——— 73,

where the final stage produces textual feedback on
the contextual memory rather than updating the
world model parameters. When 2;41 # 241, the
mismatch is treated as a failure case, and the LLM
critic transforms it into candidate textual rules ;.
Each rule is associated with an evidence score ¢;,
initialized to 1, which is updated by +1/|Mg| de-
pending on whether the rule is supported or contra-
dicted by the factorized-tuple comparison on sub-
sequent observations. Only rules with e; > 0 are
added to the context. The resulting rule-evidence
pairs are collected as A MY, and the semantic mem-
ory is updated incrementally as

MET = ML U AME.

Following batch semantic-gradient updates for
language-based agent systems (Wang et al., 2024b),
Semantic Memory can accumulate a mini-batch of
kg mismatch cases before revising the rendered
rule set. In this variant, the LLM critic produces
AM@ as the aggregated rule-evidence updates over
the mini-batch of mismatches. Thus, Semantic
Memory is the exploration branch: it turns failures
into inspectable prompt-level knowledge without
gradient updates to Wj.

Selective Foresight Although memory can im-
prove prediction quality, unreliable foresight may
still mislead the downstream agent. As shown in
Figure 2, noisy predictions can degrade decision
making more than providing no foresight at all (Jan-
ner et al., 2019; Qian et al., 2026). This raises a
practical question: should the agent always trust the
predicted future, or should unreliable predictions
be filtered before they influence action selection?
Selective Foresight addresses this problem by
exposing only sufficiently confident predictions to
the agent policy. Suppose the world model gener-
ates a predicted observation sequence tokenized as
Y1:n. When token probabilities are available from
the backend model, we first compute the average

Algorithm 1 WORLDEVOLVER Update

Input: agent-visible state s;, observation o, policy 7o,
world model Wy, memories M g, M. é, retrieval size kary,,
semantic batch size kg, threshold 7.
Output: executed action a; and updated memories
MET MET.
/I Draft and predict

(0)

1:  Sample draft action a; * ~ 7o (- | s¢).
2:  Retrieve Mp . (@' from M by action-
token Jaccard score.
3: Query Wy on (s, al”, ME,I@ME (s, M£) to
obtain (ét+1, qt ) .
/I Selective foresight
4:  Set F} < 0141 if ¢ > 7; otherwise F} < @.
5. Sample al) ~ (- | 51, Fy).
6:  Set executed action a; ¢— atl
/I Align prediction with executed action
7. Ifa # aﬁo), obtain a new 0¢1 by querying Wy
on (st, at, MEJWWE (ar), M%).
// Execute and update memory
8:  Execute a; in the environment and observe o¢1.
9:  Set Mg'—l “— MtEU{(Ot,at,Ot+1)}.
10:  Compute or accumulate AM% of size k Mg from
(6¢+1,0¢+1) and update MET".
11:  Return a4, MEEH, M;"'l.

token-level log probability:

1 n
Et o Zi:l logpe(yl | Y<i, Styat,Mt)’

and convert it into a normalized confidence score:
q = exp(¥;) € (0,1]. This score corresponds to
the geometric mean token probability of the output.
The final agent-visible foresight is defined as

ét+17 qt > T,

@, q < T,

Fy =

where 7 denotes the confidence threshold.
Selective Foresight therefore acts as an absten-
tion mechanism based on prediction confidence,
reducing the risk that unreliable simulations nega-
tively influence downstream decision making.

3.3 Agent Planning with World Models

Algorithm 1 shows one closed-loop planning step.

The agent (1) samples a draft action ago from the
frozen policy, (2) retrieves ks, episodic transitions
for this action, and (3) asks the frozen world model
to predict the consequence of ago) under the cur-
rent memory context. Selective Foresight then (4)
converts the prediction into an agent-visible signal:
the predicted observation is passed to the policy
only when its confidence ¢; exceeds the threshold
T; otherwise, no foresight is provided to the policy.
The agent policy subsequently (5-6) samples the

executed action a; = agl) conditioned on (s, F}).
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Because the final action may differ from the draft
action used for the initial prediction, WORLDE-
VOLVER aligns the learning signal with the ac-
tion actually executed in the environment. When
as # ago), the world model (7) is queried once
more with a; to obtain 0.y1. This second query
ensures that Semantic Memory is updated from
the mismatch between the prediction for the exe-
cuted action and the realized observation. After (8)
executing a;, WORLDEVOLVER (9) appends the re-
alized transition (o, a;, 0,41) to Episodic Memory.
It then compares the executed-action prediction
0t4+1 with the realized observation o;41; if they
differ after factorization, the LLM critic (10) pro-
duces rule updates AMY. Finally, the algorithm
(11) returns the action and updated non-parametric
memories. This preserves action-level consistency.

4 Experiment

We evaluate WORLDEVOLVER along two comple-
mentary axes. First, World Model Prediction
(Section 4.2) measures how accurately the model
predicts future observations relative to real environ-
ment transitions. Second, Agent Planning (Sec-
tion 4.3) evaluates whether these world models
improve closed-loop task performance for agents.
Finally, Section 4.4 discusses the effects of mem-
ory hyperparameters and online continual learning,
with additional analyses provided in Appendix C.

4.1 Setups

This subsection summarizes the experimental setup,
and additional details are provided in Appendix A.

Datasets We conduct evaluations on both world
model prediction and agent planning. To evalu-
ate the alignment between prediction and ground
truth, we adopt the Word2World Benchmark (Li
et al., 2025b), which provides transition datasets
for ALFWorld (Shridhar et al., 2021) and Science-
World (Wang et al., 2022). The test split contains
195 trajectories for each environment. In agent
planning, we use AgentBoard (Ma et al., 2024),
with 134 ALFWorld tasks and 90 ScienceWorld
tasks. Each configuration runs L=5 trials per task,
with a maximum of 30 steps per trial.

Baselines We define each comparison by the fore-
sight provided by the world model while keeping
both the agent and backbone model fixed. We con-
sider the following baselines: Zero-Shot, RAWM-
¢ (Yang et al., 2025), and ITP-I (Liu et al., 2026).

Agents We apply two agent types with distinct
planning styles to test whether the world model gen-
eralizes across reasoning paradigms: ReAct (Yao
et al., 2023a) and ReflAct (Kim et al., 2025).

Evaluation Metrics Prediction metrics measure
whether the world model matches the next obser-
vation; planning metrics measure whether the ex-
posed signal helps the agent complete tasks.

* World model prediction: (1) Exact Match
uses normalized string matching between pre-
dicted and reference observations. (2) Token
F1 measures lexical overlap after tokenization,
micro-averaged across all examples. (3) Cosine
Similarity measures semantic similarity using
Qwen3-Embedding-8B (Zhang et al., 2025b) em-
beddings in the same retrieval space.

* Agent planning: We report Success Rate, de-
fined as whether the agent completes the task
within the allowed interaction budget, and aggre-
gate results using best-of-L across trials.

Implementation Details World model predic-
tion uses Qwen3.5-9B (Qwen Team, 2026),
Gemma-4-26B-A4B, and Gemma-4-31B (Google
DeepMind, 2026). Agent planning evaluation uses
Gemma-4-26B-A4B and GPT-5.4-mini (OpenAl,
2026), with the agent and world model sharing
the same model. Additional implementation details
and prompts are shown in Appendix B and E.

4.2 Experiments on World Model Prediction

Table 1 evaluates next-observation prediction: (1)
Among the baselines, RAWM-¢ is strongest across
Gemma-4-26B, Qwen3.5-9B, and Gemma-4-31B,
showing that retrieval from collected trajecto-
ries provides useful transition evidence for next-
observation prediction. By contrast, ITP-I con-
sistently underperforms Zero-Shot, due to over-
generation of imagined future details. (2) The
memory ablations of WORLDEVOLVER show
complementary roles: Semantic Memory alone
gives modest gains over Zero-Shot, whereas the
Episodic Memory variant provides substantially
larger improvements and outperforms RAWM-¢,
even though RAWMS-¢ retrieves from the full de-
ployment trajectory set in advance while Episodic
Memory accumulates strictly online. This gap sug-
gests that retrieval quality depends on the retrieval
key. RAWM-¢ retrieves from full state-action text,
where long and repetitive state descriptions can
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Setting ALFWorld ScienceWorld
Exact Match  Token F1 ~ Cosine Similarity = Exact Match  Token F1 ~ Cosine Similarity
Gemma-4-26B-A4B
Zero-Shot 3.60 35.48 67.91 0.41 16.42 52.45
RAWM-¢ (Yang et al., 2025) 20.06 48.13 71.30 14.93 27.31 56.50
ITP-I (Liu et al., 2026) 1.46 32.48 66.10 0.39 11.50 47.69
WORLDEVOLVER (w/o MEg) 7.53 38.08 69.06 2.71 19.29 55.04
WORLDEVOLVER (w/o Mg) 47.16 72.61 78.88 34.65 46.93 66.51
WORLDEVOLVER 52.88 76.75 80.13 51.55 62.43 73.85
Qwen3.5-9B
Zero-Shot 1.58 34.06 66.39 0.59 12.72 49.27
RAWM-¢ (Yang et al., 2025) 14.41 38.63 66.31 2.76 16.53 49.76
ITP-I (Liu et al., 2026) 0.00 11.22 52.88 0.00 6.68 41.94
WORLDEVOLVER (w/o MEg) 2.04 33.80 65.81 0.90 13.98 50.40
WORLDEVOLVER (w/0o Mg) 34.86 61.56 74.34 28.92 44.84 65.08
WORLDEVOLVER 37.04 62.38 74.64 29.82 44.88 65.15
Gemma-4-31B

Zero-Shot 2.71 38.42 69.90 7.58 25.28 58.55
RAWM-¢ (Yang et al., 2025) 34.33 57.49 72.66 32.84 42.38 64.84
ITP-I (Liu et al., 2026) 1.36 33.61 67.64 0.56 11.91 49.63
WORLDEVOLVER (w/0o Mg) 6.73 41.30 71.72 13.34 30.90 61.32
WORLDEVOLVER (w/0o Mg) 56.27 80.02 81.21 56.74 66.50 76.00
WORLDEVOLVER 56.41 80.87 81.39 62.03 71.60 78.42

Table 1: World model prediction accuracy on Word2World; higher is better for all metrics. w/o Mg removes
episodic memory, while w/o Mg removes semantic memory. All memories M, are initialized empty and updated
online during interaction. Unless otherwise specified, WORLDEVOLVER here uses ks, =5 and kjr,=1.

. ALFWorld ScienceWorld
Agent Setting
Gemma-4-26B-A4B  GPT-5.4-mini  Gemma-4-26B-A4B  GPT-5.4-mini
w/o World Model 23.88 49.25 44.44 65.56
RAWM-¢ (Yang et al., 2025) 22.39 41.79 43.33 57.78
ReAct ITP-I (Liu et al., 2026) 25.37 38.81 34.44 60.00
WORLDEVOLVER w/o F} 24.63 43.28 46.67 62.22
WORLDEVOLVER w/ F} 26.12 50.75 52.22 63.33
w/o World Model 26.12 50.00 42.22 60.00
RAWM-¢ (Yang et al., 2025) 20.15 42.54 41.11 58.89
ReflAct  ITP-I (Liu et al., 2026) 23.13 30.60 37.78 58.89
WORLDEVOLVER w/o F} 24.63 44.78 48.89 62.22
WORLDEVOLVER w/ F} 27.61 47.01 50.00 63.33

Table 2: Agent planning success rate; higher is better. w/ and w/o F}; denote with and without selective foresight.
Underlines denote the best overall setting, and bold denotes the best setting among world-model-based methods.

dilute the action signal, whereas episodic mem-
ory retrieval more directly matches the target tran-
sition being simulated. Representative cases in
Appendix D show that action-centered retrieval
can still miss fine-grained executability constraints.
The three metrics yield consistent rankings across
backbones and environments, capturing correlated
aspects of prediction quality in this evaluation.
Overall, accurate world model prediction bene-
fits most from combining episodic retrieval with se-
mantic rules. The full WORLDEVOLVER achieves
the highest prediction accuracy across both environ-
ments and all three backbones. Gains over episodic
memory alone are particularly pronounced on Sci-
enceWorld for the Gemma models, while Qwen3.5-

9B shows smaller but consistent improvements
from integrating semantic memory.

4.3 Experiments on Agent Planning

Table 2 evaluates agent planning by Success Rate:
(1) Compared with world-model prediction results
in Section 4.2, improving planning success is sub-
stantially more challenging. RAWM-¢ and ITP-I
often underperform the no-world-model baseline,
further confirming that misaligned foresight can
degrade action selection. (2) WORLDEVOLVER is
the strongest world-model method across all eight
settings; selective foresight further improves or ties
the no-foresight variant in every setting. Relative
to RAWM-¢, WORLDEVOLVER w/o F; improves
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Figure 4: Cumulative best-of-L Agent Planning Success Rate on ALFWorld and ScienceWorld.
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Figure 5: Relative gains from memory hyperparameters
for world model prediction, reported as AEM. kps
varies semantic-memory batch size relative to 1, while
ks, varies episodic-memory retrieval size relative to 5.

average Success Rate by 3.67 points, showing
the advantage of continual episodic retrieval and
mismatch-derived heuristic rule generation over
static offline retrieval. (3) Improvements over the
no-world-model baseline span both agent types and
both model backbones. WORLDEVOLVER w/o F}
exceeds the no-world-model baseline in four set-
tings: Gemma-4-26B-A4B with ReAct on ALF-
World (23.88 to 24.63), Gemma-4-26B-A4B on
ScienceWorld for both ReAct and ReflAct (44.44
to 46.67; 42.22 to 48.89), and GPT-5.4-mini with
ReflAct on ScienceWorld (60.00 to 62.22).

WORLDEVOLVER w/ F; beats the no-world-
model baseline across all four Gemma-4-26B-A4B
cells, averaging +2.24 Success Rate points on
ALFWorld and +3.33 on ScienceWorld over the
no-foresight variant; even ReflAct on ALFWorld
lifts WORLDEVOLVER from 24.63 to 27.61, above
the 26.12 baseline. GPT-5.4-mini gains are more

mixed: WORLDEVOLVER w/ F; tops the no-world-
model baseline in only two of four cells, winning
by +1.50 on ReAct/ALFWorld and +3.33 on Re-
flAct/ScienceWorld but losing by —2.99 on ReflAc-
t/ALFWorld and —2.23 on ReAct/ScienceWorld.
Confidence-gated abstention is therefore more ben-
eficial for the weaker backbone, where the agent
leaves more room for useful world model guidance.

4.4 Discussion

Memory Hyperparameters Figure 5 evaluates
memory hyperparameters on the same setting as Ta-
ble 1. Episodic retrieval is the dominant factor: in-
creasing kjz,, from 1 to 5 improves Exact Match by
16.8/23.5 points on ALFWorld and ScienceWorld
for Gemma-4-26B-A4B, 7.6/19.2 for Qwen3.5-9B,
and 9.0/19.3 for Gemma-4-31B. Semantic batch
size is much less sensitive: most k4 choices dif-
fer by within two points, except Gemma-4-31B
on ALFWorld. We therefore use kj, = 5 and
kg = 11in Section 4.2, combining the strongest
episodic retrieval with a semantic update size that
is competitive across backbones and environments.

Online Continual Learning Figure 4 analyzes
cumulative best-of- L success rate from trial L=1 to
L=5. The slope of each curve reflects the benefit of
additional successful attempts beyond the first trial.
This analysis is particularly relevant for WORLDE-
VOLVER, since episodic memory Mg and semantic
memory Mg accumulate across trials and tasks
within the same environment, allowing later agent
replanning to exploit refined world-model fore-
sight. The clearest separation appears on Science-
World with Gemma-4-26B-A4B, where WORLDE-
VOLVER variants increasingly outperform RAWM-
¢ and ITP-I as the trial index grows, demonstrat-
ing that deployment-time memory is most effec-
tive when agents can iteratively replan. Gains are
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Environment ~ Memory setup  Exact Match  Token F1 ~ Cosine
Full 0.5288 0.7675 0.8013
ALFWorld - peset 04387  0.6675 0.7723
ScienceWorld Full 0.5155 0.6243  0.7385
Reset 0.2070 0.3456  0.6178

Table 3: World Model Prediction with persistent mem-
ory and memory reset before each trajectory.

Environment  Agent Best-of-5 SR Success@1 A SR (pp)
ReAct 24.1% 18.9% 0.5

ALFWorld — p hact 23.9% 19.7% 07
. ReAct 45.6% 23.3% -1
ScienceWorld g ‘g act 47.8% 30.0% 1.1

Table 4: Agent Planning with memory reset before
each task, averaged over three runs. A SR is measured
against full-memory WORLDEVOLVER w/o F;.

smaller for GPT-5.4-mini because its stronger plan-
ning ability leaves less room for substantial im-
provement from world model foresight.

Memory Reset Controls To isolate cross-task
accumulation from within-trajectory and within-
task learning, we add reset controls for both Mg
and Mg. For World Model Prediction, both memo-
ries are cleared at the start of each trajectory. For
Agent Planning, both memories are cleared before
each task and retained across all five trials for that
task. All control experiments use Gemma-4-26B-
A4B; in Agent Planning, the agent and world model
share this backbone. Tables 3 and 4 report the cor-
responding results. The planning results are means
over three complete runs, and the deltas use the
reported full-memory WORLDEVOLVER w/o F}
results as the baseline for a direct comparison.
Resetting memory substantially reduces next-
observation prediction accuracy but changes best-
of-5 planning success by only 0.5 to 1.1 points for
two reasons. First, the evaluations measure dif-
ferent outcomes: World Model Prediction directly
scores every one-step forecast, whereas Agent Plan-
ning scores final task completion. A wrong forecast
therefore affects planning success only if it leads
to a harmful action that the agent cannot correct
after observing the actual outcome. Second, Agent
Planning retains memory across the five trials of
each task, so later trials can use evidence collected
in earlier trials. Lower one-step accuracy therefore
does not imply an equally large drop in best-of-5
success under this controlled reset protocol.

From Prediction to Planning Tables 1 and 2
evaluate distinct stages of the pipeline. World

No-WM i@t WorldEvolver w/ F¢

ALFWorld / ReAct &
ALFWorld / ReflAct o
ScienceWorld / ReAct o
ScienceWorld / ReflAct o
40% 50%  60%  70%

Best-of-5 Success Rate

Figure 6: GPT-5.4-mini Agent Planning best-of-5 Suc-
cess Rate with task-level 95% bootstrap confidence in-
tervals across all four environment-agent settings.

Model Prediction directly scores static, one-step
next-observation predictions, whereas Agent Plan-
ning evaluates their effect on closed-loop behav-
ior. A prediction error matters only if it changes
the agent’s action and may then alter subsequent
states. Improvements in one-step prediction accu-
racy therefore do not directly translate into higher
terminal task success in closed-loop planning.

Compared with the smaller open-source Gemma-
4-26B-A4B, GPT-5.4-mini has stronger general
reasoning capabilities. Its parametric world knowl-
edge and interaction history already support many
action-effect inferences without an external world
model, yielding a stronger no-world-model base-
line and less headroom for additional foresight. Fig-
ure 6 makes these mixed results explicit: the confi-
dence intervals overlap with their no-world-model
counterparts in all four settings.

5 Conclusion

We presented WORLDEVOLVER, a training-free
framework for self-evolving world models in LLM
agent planning. Rather than updating model param-
eters, WORLDEVOLVER revises world model con-
text at test time through episodic memory, seman-
tic memory, and selective foresight. Experiments
on ALFWorld and ScienceWorld show that these
mechanisms improve both world model fidelity
and downstream planning performance. WORLDE-
VOLVER achieves the strongest prediction accuracy
on Word2World across three backbones and im-
proves downstream agent success rates, suggesting
that reliable foresight depends on how environmen-
tal signals are processed and presented to the agent,
motivating future work on agentic world modeling.

47561



Limitations

Evaluation Scope To simplify evaluation and
isolate the effects of deployment-time world-model
revision from downstream agent behavior, we con-
duct experiments in two controlled long-horizon
text environments, ALFWorld and ScienceWorld.
This setting allows us to focus specifically on
world-model foresight and online adaptation, but
does not cover broader domains such as web nav-
igation, code generation, robotics, or multimodal
interaction. Extending WORLDEVOLVER to these
settings is a natural direction for future work.

Confidence Estimation Our foresight filtering
mechanism relies on prediction confidence signals
derived from token-level probabilities, which may
not be available in some closed-model APIs. In
such settings, alternative confidence estimators,
such as self-consistency or learned calibration mod-
els, would be required. In addition, the current
dynamic filtering strategy assumes that prediction
confidence correlates with prediction accuracy, as
supported by Figure 13, but this relationship can
vary across environments and backbone models.
We leave more robust confidence estimation and
adaptive filtering mechanisms to future work.

Ethical Considerations

Our code implementation is available at https:
//github.com/magicgh/WorldEvolver. ALF-
World (Shridhar et al., 2021), ScienceWorld (Wang
et al., 2022), and the Word2World benchmark (Li
et al., 2025b) are publicly available for research
use. Al assistance was used as auxiliary support
for coding and paper writing; all research decisions
and claims are the authors’ own.
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A Experimental Setups

World Model Baselines We consider three
inference-only baselines without gradient updates:

* Zero-Shot follows the standard zero-shot
prompting paradigm for large language mod-
els (Radford et al., 2019). The task description,
current state, and proposed action are rendered
directly as a next-observation prediction query.

* RAWM-¢ (Yang et al., 2025) reimplements
RAWM as an offline retrieval baseline using

only the retrieval encoder; ¢ denotes the ab-
sence of RAWM’s PPO-trained MLP head, iso-
lating the in-context retrieval contribution from
the trained scoring component. It embeds
the current query (s¢, a;) and stored transitions
(8i,a4,0i4+1), retrieves the most similar top-1
transition by cosine similarity from a fixed re-
trieval library, and formats them as in-context ex-
amples for prediction. We use trajectories from
the Word2World (Li et al., 2025b) test split as
the retrieval source for both world-model pre-
diction and agent planning. Retrieval is imple-
mented with Qwen3-Embedding-8B for all re-
trieval queries across both evaluated environ-
ments under the shared embedding configuration.

o ITP-I (Liu et al., 2026) is the training-free vari-
ant of Imagine-then-Plan. In the original frame-
work, adaptive lookahead operates within the
agent planning loop, where the agent selects an
imagination horizon and conditions action selec-
tion on the generated foresight. To isolate the ef-
fects of the world model while keeping the agent
fixed, we move horizon selection and imagina-
tion into the world model itself. The world model
selects k € {0,..., kmax } With kpax=>5 and re-
turns the corresponding imagined future. For
prediction evaluation, I'TP-I is restricted to one-
step imagination so that all methods share the
same next-observation mismatch target. Multi-
step imagination is used only in agent planning
evaluation, where the downstream agent can con-
sume longer horizon foresight during planning.

Agent Policies We evaluate two representative
agent policies to test whether world-model signals
transfer reliably across different agent types.

* ReAct follows the standard thought-action inter-
action format (Yao et al., 2023a), using in-context
examples from the AgentBoard prompt.

* ReflAct augments ReAct with goal-state reflec-
tion before action selection (Kim et al., 2025).
This setting tests whether world-model predic-
tions remain beneficial when the downstream
agent already performs explicit reflection.

B Implementation Details

All generations use temperature 0, top-p sam-
pling with p=0.5, random seed 42, and a 32,768-
token context window. The mismatch critic and
factorized-tuple mapping function g share the same
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Figure 7: Selective foresight confidence calibration
on Token F1 (%) for Gemma-4-26B-A4B under the
WORLDEVOLVER configuration in both environments.

Gemma-4-26B-A4B GPT-5.4-mini
Agent
ALFWorld ScienceWorld ALFWorld ScienceWorld
ReAct 1—10"%* 1-10"* 1-10"% 1-10"*
ReflAct 1 —107° 1—-10"* 1-10"% 1-10"3

Table 5: Values of 7 used for selective foresight filtering
in the w/ F; agent-planning settings across backbones.

backbone as Wy. To support deployment-time con-
tinual learning, episodic memory Mg and seman-
tic memory Mg persist across tasks within each
environment. Selective foresight is applied when
the geometric-mean token probability ¢; exceeds
threshold 7. Figures 7 and 13 show that confidence
scores correlate with both Exact Match and Token
F1 on Gemma-4-26B-A4B. Per-cell thresholds (Ta-
ble 5) are selected from these calibration curves,
with values near 1—10~° performing well; GPT-
5.4-mini follows the same calibration procedure.

C Evaluation and Analysis

Runtime The accuracy gains of WORLDE-
VOLVER come from episodic and semantic mem-
ory modules, raising the question of whether these
improvements justify the added inference cost. Ta-
ble 6 shows that WORLDEVOLVER introduces only
moderate runtime overhead relative to Zero-Shot
and ITP-1. For example, on Gemma-4-26B-A4B,
runtime increases from 1.05s to 1.48s per transi-
tion for WORLDEVOLVER, compared to 1.42s for
ITP-I, while achieving substantially stronger Exact
Match performance in Table 1. This suggests that
the additional computation is effectively utilized
for retrieval and mismatch-driven rule condition-
ing rather than longer imagination rollouts alone.
RAWM-¢ is the cheapest among most world-model
approaches because retrieval embeddings are pre-
computed offline and excluded from runtime mea-
surement. Despite this advantage, its prediction

Runtime (s/transition)

Method

ALFWorld ScienceWorld Average GPU/h

Gemma-4-26B-A4B
Zero-Shot 1.04 1.06 1.05 3.72
RAWM-¢ 0.63 0.89 0.75 2.65
ITP-I 1.26 1.61 1.42 5.03
WORLDEVOLVER 1.44 1.53 1.48 5.24
Qwen3.5-9B
Zero-Shot 0.53 0.80 0.66 2.32
RAWM-¢ 0.56 0.91 0.72 2.55
ITP-I 1.15 1.33 1.23 4.36
WORLDEVOLVER 0.69 1.27 0.96 3.38
Gemma-4-31B

Zero-Shot 0.70 0.82 0.75 2.66
RAWM-¢ 0.51 0.53 0.52 1.84
ITP-1 0.97 1.45 1.19 4.21
WORLDEVOLVER 1.25 1.45 1.34 4.73

Table 6: World model prediction runtime, reported as
seconds per evaluated transition and total GPU hours
across both environments on a single NVIDIA H200
GPU. All methods use the same serving setup.

ALFWorld ScienceWorld
kg

EM F1 Cosine EM F1 Cosine
1 0.4006 0.6931 0.7741  0.1585 0.3098 0.5888
2 04817 0.7331 0.7909 0.3624 0.4922 0.6834
3 0.4933 0.7383 0.7925 0.4764 0.5960 0.7297
4 0.5253 0.7623 0.7997 0.4811 0.5961 0.7275
5 0.5290 0.7646 0.7977 0.5038 0.6064 0.7312

Table 7: Varying Episodic Memory retrieval size kj;,,
with kprg=1. The kps, =5 row reports the five-seed
aggregate; the other rows report canonical runs.

accuracy remains consistently below WORLDE-
VOLVER. Overall, WORLDEVOLVER provides the
best trade-off between runtime and prediction per-
formance across the evaluated backbones.

Memory Hyperparameter Analysis We first se-
lect £z, =5 using WORLDEVOLVER w/o Mg and
kng=1 using WORLDEVOLVER w/o Mp. We
then combine these values in the full model and use
the same configuration across all environments and
backbones instead of selecting separate hyperpa-
rameters for each setting. Tables 7 and 8 report the
corresponding sweeps with Gemma-4-26B-A4B
on ALFWorld and ScienceWorld, respectively.
The best tested combination is
(kny, kag)=(5,5) on ALFWorld and (5,3)
on ScienceWorld. We nevertheless use the shared
setting (5, 1) across environments and backbones.
This configuration is selected on Word2World and
transferred unchanged to AgentBoard; therefore,
the memory hyperparameters are not tuned to the
AgentBoard planning results in this evaluation.
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ALFWorld ScienceWorld

kMS
EM F1 Cosine EM F1 Cosine
1 0.5288 0.7675 0.8013 0.5155 0.6243 0.7385
2 0.5313 0.7662 0.8007 0.4772 0.5889 0.7223
3 0.5334 0.7701 0.8018 0.5540 0.6573 0.7565
4 05379 0.7762 0.8023  0.4909 0.6034 0.7308
5 0.5388 0.7776 0.8028 0.4994 0.6134 0.7348

Table 8: Semantic Memory batch-size sweep (kpr, =5).

Memory Evolution Figure 10 plots trajectory-
macro Exact Match in deployment order.
WORLDEVOLVER consistently stays in a higher
accuracy band than Zero-Shot, RAWM-¢, and ITP-
I across environments and backbones, indicating
that online memories provide reusable context
beyond the current trajectory. The separation is
most pronounced for the Gemma family models.
On ScienceWorld, WORLDEVOLVER shows a
clear mid-deployment lift, while on ALFWorld it
remains high and stable throughout, suggesting
that ALFWorld’s more regular transition structure
enables earlier reuse of accumulated evidence.
Qwen3.5-9B exhibits lower and noisier local Exact
Match, implying that memory evidence is less
effective when the backbone model is less reliable
at predicting next observations during deployment.

Difficulty Breakdown Figure 8 reports success
rate by task difficulty. ALFWorld easy tasks are
nearly saturated for both backbones, making the
hard split more informative. On the hard version
of ALFWorld, GPT-5.4-mini already achieves sub-
stantially higher success than Gemma-4-26B-A4B,
leaving limited room for additional foresight gains;
for Gemma-4-26B-A4B, WORLDEVOLVER yields
small improvements mainly when selective fore-
sight is enabled. ScienceWorld is less saturated,
especially for Gemma-4-26B-A4B, so differences
among world-model methods are more visible. In
this setting, WORLDEVOLVER improves Gemma-
4-26B-A4B across both agent types and gives the
clearest GPT-5.4-mini gain on ReflAct hard tasks,
increasing success from 46.00 to 54.00 without F}
and 50.00 with F;. Overall, world model foresight
is most useful when tasks are not saturated and tran-
sition uncertainty remains across environments.

Task Type Breakdown Figures 11 and 12 depict
the success rates of GPT-5.4-mini and Gemma-
4-26B-A4B by task type. The heatmaps show
a consistent pattern across backbones. On ALF-
World, PICK is nearly saturated, while CLEAN, COOL,

GPT-5.4-mini

96 96 96 100100

Gemma-4-26B-A4B

100 gg 100100100

=
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Figure 8: Agent Planning Success Rate (%) by Agent-
Board easy/hard split, reported as best-of-5.

and LOOK remain difficult, especially for Gemma-4-
26B-A4B. The clearest gains appear on transition-
sensitive types such as PICK2, where WORLDE-
VOLVER improves both backbones and both agent
policies, suggesting that weaker planners leave
more room for useful foresight. On ScienceWorld,
gains concentrate on task families that require track-
ing environment dynamics, including Lifespan,
Thermom., and Chemistry, while State Change
remains near zero across all methods and back-
bones. This suggests that world model foresight
captures reusable task-family dynamics, but re-
mains limited when relevant transitions are too
sparse to be reliably accumulated by Mg or ab-
stracted into Mg for reuse across subsequent tasks.

Action-Level Effect of Selective Foresight For
Gemma-4-26B-A4B, we measure how often visible
selective foresight changes the draft action, aggre-
gated over all foresight-exposed decision steps in
the AgentBoard planning rollouts. All rows in Ta-
ble 9 correspond to the w/ F; condition.

The world model adds F} to the agent’s interac-
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Environment  Agent Steps with F;  Action changed  Change rate
ReAct 17,867 1,614 9.0%

ALEWorld ¢ act 17,981 946 5.3%
. ReAct 11,450 1,912 16.7%
ScienceWorld ¢ fact 10,981 1376 12.5%

Table 9: Action changes after selective foresight is
shown to Gemma-4-26B-A4B during Agent Planning.

tion history, which the agent may use to revise
its draft action; this occurs on 5.3% to 16.7%
of exposed steps. Figures 11 and 12 compare
WORLDEVOLVER with the no-world-model base-
line by task type. The clearest gains occur on
transition-sensitive ALFWorld PICK2 tasks and Sci-
enceWorld Lifespan, Thermom., and Chemistry
tasks, whereas ALFWorld PICK is nearly saturated
and ScienceWorld State Change remains near
zero across methods. These results identify the task
types on which foresight is associated with higher
task success across the evaluated benchmarks.

Foresight Confidence Figure 13 reports Ex-
act Match over predictions ranked by WORLDE-
VOLVER’s confidence across quantiles. In most
settings, Exact Match decreases as confidence cov-
erage expands, indicating that higher-confidence
predictions are generally more reliable and can sup-
port selective foresight. Across all retention per-
centages, WORLDEVOLVER remains well above
Zero-Shot, RAWM-¢, and ITP-I, suggesting that
the confidence gate filters a stronger predictive sig-
nal rather than merely selecting examples that are
easy for all methods. This aligns with Table 2,
where adding F} consistently matches or improves
over removing F} across planning settings.
AgentBoard reports two planning metrics along-
side Success Rate. Progress Rate records the max-
imum task progress reached across trials. Ground-
ing measures how often the environment accepts
the agent’s actions as valid. Table 10 reports both
metrics for every cell of Table 2 for completeness.

Comparison of Retrieval Methods We compare
the top-1 transition-retrieval accuracy of WORLDE-
VOLVER’s action-based Episodic Memory and
RAWM-¢ (Yang et al., 2025), using Gemma-4-
26B-A4B as the shared backbone throughout.

As discussed in Section 4.2, action-centered re-
trieval outperforms full state-action retrieval in both
environments, with a particularly large gain on
ALFWorld. State descriptions in these environ-
ments are lengthy and highly repetitive, whereas
action strings already encode task-relevant state in-

Exact Match

Token F1

@ ALFWorld

ScienceWorld ®

Cosine

0.45 0.50 0.55 0.60 0.65 0.70 0.75 0.80
Prediction score

Figure 9: World Model Prediction across five randomly
seeded trajectory orders with uncertainty bands.

formation, including object identities and relations,
as in “take soapbottle 1 from shelf 1” in ALF-
World and “connect battery cathode to green light
bulb cathode” in ScienceWorld. RAWM-¢ per-
forms (s,a) — (s,a,s’) retrieval: it matches the
full current state-action pair (s, a;) against stored
state-action keys (s;, a;) and returns the associated
transition (s;, a;, s;+1). Repetitive state descrip-
tions can therefore dominate the comparison and
dilute the action signal during transition matching.

Robustness to Evaluation Order We also evalu-
ate five random seeds for World Model Prediction,
each defining a different evaluation order over tra-
jectories. Figure 9 reports the mean and standard
deviation across the five orders in each environment
under the shared evaluation protocol used here.
The results are consistent across the five seeded
trajectory orders, indicating that performance is not
sensitive to the specific order in either environment.

Statistical Uncertainty and Success@1 For
Gemma-4-26B-A4B, we compute task-level 95%
bootstrap confidence intervals from 10,000 resam-
ples and report Success @1, which records task suc-
cess on the first trial. Each cell in Table 12 reports
best-of-5 Success Rate [95% CI] / Success@1 in
percentage points for direct comparison.
WORLDEVOLVER w/ F; has the highest best-of-
5 point estimate in all four settings, although the
confidence intervals overlap. It also achieves the
highest Success@1 among world-model methods
in all four settings. Across all methods, its Suc-
cess@1 is highest in both ScienceWorld settings,
ties the no-world-model baseline on ALFWorld
ReflAct, and trails it on ALFWorld ReAct.

Planning-Time Overhead and Memory Growth
Table 13 reports WORLDEVOLVER w/o F} us-
ing Gemma-4-26B-A4B with £y, =5 and ko =1.
WM invocations include prediction and memory-
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Agent Mode Condition ALFWorld ScienceWorld
Progress Rate Grounding Progress Rate Grounding
Gemma-4-26B-A4B
w/o World Model 61.57 72.13 76.58 35.76
ReAct RAWM-¢ (Yang et al., 2025) 60.70 76.77 74.88 34.28
eAcC ITP-I (Liu et al., 2026) 63.25 75.17 73.42 40.31
WORLDEVOLVER w/o F} 61.57 79.76 79.47 35.02
w/o World Model 63.81 70.25 75.22 33.09
ReflAct RAWM-¢ (Yang et al., 2025) 58.27 69.29 73.89 29.41
ITP-I (Liu et al., 2026) 61.38 72.95 74.68 36.65
WORLDEVOLVER w/o F} 62.38 77.30 77.58 26.93
GPT-5.4-mini

w/o World Model 75.31 76.05 88.31 38.62
ReAct RAWM-¢ (Yang et al., 2025) 73.82 79.62 84.74 40.23
ITP-I (Liu et al., 2026) 70.52 83.61 85.62 40.40
WORLDEVOLVER w/o F 74.07 77.04 87.39 40.59
w/o World Model 76.12 78.81 84.43 40.89
ReflAct RAWM-¢ (Yang et al., 2025) 71.27 78.21 83.25 39.07
ITP-I (Liu et al., 2026) 66.23 78.14 82.87 42.79
WORLDEVOLVER w/o F} 71.95 82.23 82.69 41.56

Table 10: AgentBoard planning metrics for the Success Rate results in Table 2. Values are percentages without

percent signs for both backbones and environments.

Environment Action-Jaccard RAWM-¢ A
ALFWorld 0.783 0.529 +0.254
ScienceWorld 0.687 0.653 +0.034

Table 11: Top-1 transition-retrieval accuracy. A denotes
Action-Jaccard minus RAWM-¢ across environments.

update calls, whereas LLM calls include all under-
lying LLM calls. Maximum prompt tokens mea-
sure the peak context length associated with mem-
ory growth during closed-loop planning.

The two representative failures in Section D
show how relevant memory can still mislead pre-
diction. In ALFWorld, retrieved successful pickup
transitions cause the model to predict a pickup for

“take soapbottle 2 from garbagecan 1,” although
the gold observation is “Nothing happens.” In Sci-
enceWorld, same-task circuit transitions cause the
model to predict a successful connection for “con-
nect green light bulb anode to switch cathode using
yellow wire,” although the simulator returns “No
known action matches that input.” In both cases, re-
trieval identifies the correct task domain but misses
a fine-grained executability or command-validity
constraint during action-conditioned prediction.

ALFWorld
Method ReAct ReflAct
w/o World Model 23.9[17,31] /22.4 26.1[19,34
RAWM-¢ 22.4[16,29] /17.2 20.1[14,27
ITP-1

WORLDEVOLVER w/o Fy 24.6 [18,32] /17.2 24.6 [18, 32

]1/20.9
1/15.7
25.4[19,33] /18.7 23.1[16,31] / 14.2
1/17.9
WORLDEVOLVER w/ F;  26.1[19,34] /19.4 27.6 [21, 35] / 20.9

ScienceWorld
Method ReAct ReflAct
w/o World Model 44.4 [34,56] / 28.9 42.2[32,52
RAWM-¢ 43.3[33,53] /26.7 41.1 31,51
ITP-1

WORLDEVOLVER w/o F}; 46.7 [37,57] / 24.4 48.9 [39, 59

]1/31.1
1/25.6
34.4[24,44] / 24.4 37.8 [28,48] /27.8
1/32.2
WORLDEVOLVER w/ F};  52.2 [42,62] / 36.7 50.0 [40, 60] / 33.3

Table 12: Agent Planning uncertainty and first-trial suc-
cess for Gemma-4-26B-A4B. Each cell reports best-of-5
Success Rate [task-level 95% bootstrap CI] / Success@ 1
(%) across all four environment-agent settings.

Selective-Foresight Threshold Calibration Se-
lective Foresight is used only in Agent Planning.
As detailed in Appendix B, thresholds are se-
lected from the Word2World test-set confidence-
quality curves in Figure 7, which sweep confidence-
retention levels and report Token F1. These curves
provide prediction-level threshold sensitivity. We
then fix the selected thresholds and transfer them
unchanged to AgentBoard, so no AgentBoard plan-
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WM invocations LLM calls Retrieval Max prompt tokens

Setting /agentstep  /agentstep ms/call / WM call

ALFWorld ReAct 2.086 1.609  16.244 2,982
ALFWorld ReflAct 2.054 1.642  18.335 2,726
ScienceWorld ReAct 2.157 1.866  10.100 4,324
ScienceWorld ReflAct 2.131 1.874  10.906 4,211

Table 13: Planning-time overhead and peak context
length for WORLDEVOLVER w/o F} during planning.

Predictions Mean  ECE-F1-10 F1 C-index
Environment scored  Mean F1 confidence 1 T
ALFWorld 34,150 0.7646 0.9912 0.2266 0.6632
ScienceWorld 29,489  0.6065 0.9771 0.3706 0.6963

Table 14: Confidence calibration and ranking diagnos-
tics across five seeded trajectory orders in aggregate.

ning outcome is used for threshold selection.

To reduce sensitivity to a single evaluation or-
der, we aggregate post-hoc calibration diagnostics
across five randomly seeded trajectory orders for
World Model Prediction in each environment.

Selective Foresight uses ¢; to rank and filter pre-
dictions rather than as a probability estimate. ECE-
F1-10 is the sample-weighted absolute gap between
mean confidence and mean Token F1 across ten
confidence bins. Because Token F1 is our primary
prediction-quality metric and is continuous, we
report C-index for ranking instead of ROC-AUC,
which would require binarizing F1 at an arbitrary
threshold. C-index measures how often higher con-
fidence corresponds to higher F1 across compara-
ble pairs, with 0.5 indicating random ranking and
1.0 perfect ranking. Scores of 0.6632 and 0.6963
indicate 66.3% and 69.6% correct ordering on ALF-
World and ScienceWorld, respectively.

D Case Study

We present one retrieval failure from each environ-
ment. In both cases, Episodic Memory retrieves
task-relevant transitions, but the model fails to rec-
ognize that the specific action cannot be executed
and incorrectly predicts a successful outcome.
Retrieval surfaces closely related same-task tran-
sitions involving the relevant object class and loca-
tion. The failure arises because the current transi-
tion depends on a fine-grained executability condi-
tion: although similar pickup and location memo-
ries are relevant, the specific target command pro-
duces no state change. The model therefore over-
generalizes from nearby successful transitions and
predicts a pickup despite the no-op outcome.
Retrieval is domain-relevant: all retrieved transi-
tions involve circuit construction in the same task

Field Value

Task put two soapbottle in cart

Target action take soapbottle 2 from garbagecan 1

Model prediction You pick up the soapbottle 2 from the garbagecan 1.
Gold next state  Nothing happens.

Rank  Source action Source gold

1 take soapbottle 1 from You pick up the soapbottle 1 from the
shelf 1 shelf 1.
2 go to garbagecan 1 You arrive at garbagecan 1. On the

garbagecan 1, you see a papertowelroll
1, and a soapbottle 2.

3 examine sinkbasin 1 On the sinkbasin 1, you see a soapbar 1.

4 go to shelf 1 You arrive at shelf 1. On the shelf 1, you
see a soapbottle 1.

5 go to shelf 2 You arrive at shelf 2. On the shelf 2, you

see nothing.

Table 15: Representative Episodic Memory retrieval
failure in ALFWorld with retrieved transitions.

Field Value

Task electrical conductivity of unknown substance L

Target action connect green light bulb anode to switch cathode using
yellow wire

Model prediction The yellow wire connects green bulb anode to switch
cathode.

Gold next state  No known action matches that input.

Rank  Source action Source gold

1 connect battery cathode to Connections must specify specific

green light bulb points of contact on polarized electri-
cal components. . .
2 connect battery cathode to cathode on battery is now connected to
green light bulb cathode  cathode on green light bulb
3 connect battery anode to Connections must specify specific

switch points of contact on polarized electri-
cal components. . .
4 connect battery anode to anode on battery is now connected to
switch anode anode on switch
5 connect battery to switch ~ Connections must specify specific
points of contact on polarized electri-
cal components. . .

Table 16: Representative Episodic Memory retrieval
failure in ScienceWorld with circuit transitions.

family. The failure is that simulator command va-
lidity is highly specific. Similar connection memo-
ries help identify the correct physical domain, but
they do not guarantee that every phrasing of a con-
nection command is accepted by the environment.
The model overgeneralizes from nearby valid cir-
cuit updates and predicts a successful connection.
Together, these cases show that action-centered re-
trieval can identify the relevant domain while still
missing fine-grained executability constraints.

E Prompts

The ReAct and ReflAct prompts for ALFWorld
are shown in Figures 14 and 15, with Science-
World counterparts in Figures 16 and 17. World-
model prompts are provided in Figures 18-23. The
two memory-update prompts used in WORLDE-
VOLVER are shown in Figures 24 and 25.
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report macro Exact Match averaged over the prediction steps within each trajectory.
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Figure 11: Heatmap of agent planning success rates (%) for GPT-5.4-mini across different world models, reported
as best-of-5 performance on ALFWorld and ScienceWorld task types.
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Prompt Template for ReAct Agent (ALFWorld)

Your task is to interact with a virtual household simulator to accomplish a specific task. With each interaction, you will
receive an observation. Your role is to decide on an action based on the observation. Please ensure that any objects
({obj}) and receptacles ({recep}) you mention in your response are present in the observation provided.

Available actions:
take {obj} from {recep} put <{obj} in/on <{recep} open {recep} close {recep} toggle

{obj}/{recep} clean {obj} using {recep} cool {obj} using {recep} heat {obj} using
{recep} inventory examine {recep}/{obj} go to {recep}

For each of your turns, you will be given the observation of the last turn. You should first think about what to do, and
then output the action for this turn.

Response format:

Thought: <your thought>
Action: <your next action>

Return exactly one line. Do not begin with a newline, blank line, space, markdown, or any text before “Thought:” or
“Action:”.

Figure 14: ReAct agent prompt for ALFWorld, with placeholders for available actions and the response format.

Prompt Template for ReflAct Agent (ALFWorld)

Your task is to interact with a virtual household simulator to accomplish a specific task. With each interaction, you
will receive an observation. Your role is to decide on an action based on the observation. The available actions and
object/receptacle constraints match the ReAct prompt above (Figure 14).

For each of your turns, you should first reflect in one sentence on the agent’s state in relation to the task goal, and then
output the action for this turn.

Response format:

Reflection: <your reflection>
Action: <your next action>

Return exactly one line. Do not begin with a newline, blank line, space, markdown, or any text before “Reflection:” or
“Action:”.

Figure 15: ReflAct agent prompt for ALFWorld, replacing the ReAct Thought with Reflection.

Prompt Template for ReAct Agent (ScienceWorld)

You are an agent in a virtual science school environment, tasked to interact with various elements.

Available commands:

Manipulation: open/close {OBJ}, pick up {OBJ}, put down {OBJ}, move {OBJ} to {OBJ}, pour {OBJ}
into {0BJ}, dunk {OBJ} into {OBJ}, mix {OBJ}.

Inspection: look around, look at {OBJ}, look in {OBJ}, read {OBJ}.

Device Operations: activate {OBJ}, deactivate {OBJ}, use {0BJ} [on {OBJ}].

Movement: go to {LOC}.

Miscellaneous: eat {OBJ}, flush {O0BJ}, focus on {0BJ}, wait [DURATION].

Information: task, inventory.

where {0BJ} is an object, {LOC} a location, and [DURATION] a specified time.

For each of your turns, you will be given the observation of the last turn. You should first think about what to do, and
then output the action for this turn.

Response format:

Thought: <your thought>
Action: <your next action>

Figure 16: ReAct agent prompt for ScienceWorld, enumerating six command groups (Manipulation, Inspection,
Device Operations, Movement, Miscellaneous, Information) and a per-turn Thought/Action response format.
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Prompt Template for ReflAct Agent (ScienceWorld)

You are an agent in a virtual science school environment, tasked to interact with various elements. The available
commands match the ReAct prompt above (Figure 16).

For each of your turns, you should first reflect in one sentence on the agent’s state in relation to the task goal, and then
output the action for this turn.

Response format:

Reflection: <your reflection>
Action: <your next action>

Figure 17: ReflAct agent prompt for ScienceWorld, inheriting the six ScienceWorld command groups.

Prompt Template for Zero-Shot World Model

You are a world model for the {env_name} environment. Given the agent’s current observation, its proposed action, and
the task goal, predict what the agent will observe next.

Output format: a single paragraph starting with “Prediction:” describing the next observation in the style of the
environment’s own text output.

User message:
Task goal: {task_goal}
Current observation: {observation}

Proposed action: {action}

Figure 18: Zero-Shot world model prompt.

Prompt Template for RAWM-¢ World Model

You are a world model. Given the agent’s current state and proposed action, predict what the agent will observe next.

Output format: a single paragraph starting with “Prediction:” describing the next observation in the style of the
environment’s own text output.

System-prompt block (retrieved transitions, prepended above the output directive):

## Retrieved similar past transitions
Transition 1:

State: {state_1}

Action: {action_1}

Observation: {observation_1}
Transition 2:

\

Figure 19: RAWM-¢ (Yang et al., 2025) world model prompt, augmented with top-k transitions retrieved by cosine
similarity over Qwen3-Embedding-8B embeddings of the live (s, a;) query against the fixed Word2World corpus.
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Prompt Template for ITP-1 World Model

You are a world model for the {env_name} environment. Given an action/observation history, imagine the next few
steps, describing likely observations and key objects.

User message (one-step imagination contract for prediction; multi-step for planning):
Goal: {task_goal}
Current state: {observation}
Action: {action}

Prediction-evaluation cells restrict ITP-I to a single imagined step so all methods share the next-observation target.
Agent-planning cells let the world model select k& € {0, ...,5} and return the corresponding k-step imagined future
enclosed by <Foresight>. . . </Foresight>.

Figure 20: ITP-I world model prompt following the Imagine-then-Plan (Liu et al., 2026) inference, with horizon &
fixed at 1 for World Model Prediction evaluation and selected by the model during Agent Planning.

Prompt Template for Episodic Memory World Model

You are a world model for the {env_name} environment. Given the agent’s current observation, its proposed action, and
the task goal, predict what the agent will observe next.

If a “## Retrieved similar past transitions” section is provided, use those transitions as analogies for what can change
after this action. Let the retrieved transitions guide what changes, but keep the prediction consistent with the current
observation and task goal.

Output format: a single paragraph starting with “Prediction:” describing the next observation in the style of the
environment’s own text output.

Grounding block (Episodic Memory):

## Retrieved similar past transitions
Transition 1: (State, Action, Observation)

Transition kjs,: (State, Action, Observation)

Figure 21: Episodic Memory world model prompt, augmented with top-kjs, action-keyed transitions retrieved
from Mg via Jaccard similarity over actions and prepended as a grounding block.

Prompt Template for Semantic Memory World Model

You are a world model for the {env_name} environment. Given the agent’s current observation, its proposed action, and
the task goal, predict what the agent will observe next.

If a “## Frame Axioms and Persistence Rules” section appears above, treat each rule as a constraint: do not predict any
change to a property the rules say does not change for the action being taken. Use the rules to filter out spurious changes.

Output format: a single paragraph starting with “Prediction:” describing the next observation in the style of the
environment’s own text output.

Grounding block (Semantic Memory):

## Frame Axioms and Persistence Rules
Rule 1: {rule_text} (evidence e;)

Rule |Ms|: {rule_text} (evidence ejp|)

Figure 22: Semantic Memory world model prompt, grounded by mismatch-derived persistence rules from Mg
rendered as frame axioms and ranked by accumulated evidence score.
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Prompt Template for WORLDEVOLVER

You are a world model for the {env_name} environment. Given the agent’s current observation, its proposed action, and
the task goal, predict what the agent will observe next.

If a “## Frame Axioms and Persistence Rules” section appears above, treat each rule as a constraint: do not predict any
change to a property the rules say does not change for the action being taken.

If a “## Retrieved similar past transitions” section is provided, use those transitions as analogies for what can change
after this action. Let the retrieved transitions guide what changes, and use the frame axioms / persistence rules to filter
out spurious changes.

Output format: a single paragraph starting with “Prediction:” describing the next observation in the style of the
environment’s own text output.

Grounding blocks (Semantic above, Episodic below):

## Frame Axioms and Persistence Rules
{rules from Mg}

## Retrieved similar past transitions
{kny transitions from Mg}

Figure 23: WORLDEVOLVER world model prompt combining Episodic and Semantic Memory grounding blocks,
with foresight-based confidence filtering applied post-generation without modifying the prompt.

Prompt Template for Observation Factorizer

System message:

You extract compact world-state triples from text observations. Return only valid JSON; do
not explain.

User message:

Extract (subject, predicate, object) triples that describe the world state from the observation
below. Output ONLY a JSON array of triples, each triple as a 3-element array of strings.

Environment: {env}
Observation: {obs}

Respond with JSON array only, no other text. Example output format:
[[“fridge 17, “is”, “open”], [“mug 1”7, “on”, “countertop 2”], [“water 17, “state”, “liquid”]]

Figure 24: Observation factorizer prompt, converting predicted and gold observations into factorized triples whose
set difference determines whether Semantic Memory identifies a mismatch.
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Prompt Template for Preservation-Rule Extractor

System message:

You are extracting PRESERVATION RULES for the {env} text environment from world model prediction
mismatches.

A preservation rule says what should stay the same after an action. Look for cases where the
prediction changed a fact, but the gold next observation shows that the fact did not change.

Return one JSON object per general rule:

- key: a short lowercase dot-separated name such as “examine.object_location”. Use the same
key for the same rule across different mismatches.

- text: one clear sentence stating the rule generically for this environment, not for one
specific object instance.

Example:
[{“key”:“examine.object_location”,“text”:“Examining an object does not move it.”}]

Only output rules about facts that should NOT have changed. If the batch does not show a
reusable preservation rule, output []. Do not invent rules to fill the list.

Output strict JSON only: a single list of objects with key and text fields. No markdown fences
and no commentary.

User message (rendered over a mismatch batch of size k1 ):
Environment: {env}

From the following mismatches, extract preservation rules (what does NOT change after the
action). Return strict JSON only: a JSON list of objects.

Mismatch 1:
State: {state_1}
Action: {action_1}
Prediction: {prediction_1}
Gold next observation: {gold_next_1}

Mismatch 2:

Figure 25: Preservation-rule extractor prompt, processing a batch of &, mismatches per Semantic Memory update
and returning a JSON rule list appended to Mg for use in WORLDEVOLVER grounding.
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